
    
      
        [image: Cover Page for The Computer Always Wins]

      

    
  
    
      Praise for The Computer Always Wins

      “What fun! Written with clarity and humor, this book can be appreciated by readers at every level, from teenagers at the start of their coding journey to even college professors like me.”

      —Arthur Benjamin, author of The Magic of Math

      “A real delight. The joy of algorithms shines through, page after page.”

      —John MacCormick, author of Nine Algorithms That Changed the Future

      “Great introductions to complex topics not only teach new tools, but open up entirely new ways of thinking. The Computer Always Wins is that great introduction for the eager, curious reader who wants to learn to think algorithmically. A real treat. I would have loved it when I was a student.”

      —Richard Rusczyk, Founder and CEO, Art of Problem Solving
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        Preface

      
      Countless websites, books, and video courses promise to teach you to code. And many will. They will teach you vocabulary like PRINT, INPUT, and RANDOM. They will hammer home every comma, semicolon, and tab. But these courses routinely forget a simple truth: the joy of learning a new language comes in the wielding of it.

      In this book, I therefore take a different approach. I assume that readers already know the bare-bones fundamentals of computer programming—the commands PRINT and INPUT; control structures that use IF, ELSE, FOR, and WHILE; plus the basics of numeric variables, string variables, lists, arrays, and functions—and, using only these foundational components, I immerse readers in the parts of computer science that are downright magical.

      Come teach your computer to defeat human opponents in games like tic-tac-toe and Connect Four. Marvel at the strategies computers use to quickly solve puzzle games like Wordle and sudoku. Implement real machine learning where the computer plays a strategy, evaluates the result, and adjusts its approach based on that prior experience.

      Do all that, and you will learn more than just how to code. You will learn, I hope, how to truly love coding.
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        How to Use This Book

      
      This book is designed for readers who already know the basics of computer programming and are now ready for more advanced concepts. That said, at the back of the book, I include a Python review that summarizes everything a reader might need in order to understand the book’s various code excerpts and solve the book’s end-of-chapter challenges. Thus, don’t worry if you come across something unfamiliar as you read this book. Everything you need to know is either explained in the text or covered in the Python review.

      The book is then peppered with code excerpts, each designed to show how the book’s many ideas can be captured in clean, simple code. I also include roughly two dozen CodeLinks from which you can retrieve complete versions of the various programs described in the book. To use those, visit www.thecomputeralwayswins.com, select the corresponding CodeLink by number, and follow the instructions to either copy the code to your local computer or download the available file. That same site is also home to a large and growing mix of support materials, from new coding challenges to explanatory videos and information about various live and interactive events.

      Lastly, readers looking for a good coding environment might want to download free software from python.org or code online using free platforms like replit or Google’s Colaboratory. For detailed instructions, visit www.thecomputeralwayswins.com.

    
  
    
      
        Why Algorithms?
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      If you are reading this book, you are almost certainly an unbeatable player at the classic game tic-tac-toe. Against an unsophisticated opponent, you win every time. Against a capable opponent, you might not win but you probably never lose. And you do all of this . . . how? What rules do you intuitively use to place each X or position each O?

      To teach a computer to play, you would probably start by telling the computer to place its mark in any row, column, or diagonal where it already has two marks. That is, if the computer is in position to win on the next move, you would tell the computer to do so. Next, you would tell the computer to place its mark in any row, column, or diagonal where its opponent already controls two spaces. That is, if an opponent is in position to win on the next move, you would tell the computer to block. From there, there are a handful of plausible options, but perhaps you would tell the computer to place its mark in any row, column, or diagonal where it already has one mark and the other two spaces are empty. And you might tell the computer to, as a general rule, favor the center over the corners and the corners over any other open spaces.

      If you did this, the truth is that your computer would play the game reasonably well. In fact, there are 2,097 theoretically possible tic-tac-toe gameboards, and these four simple rules will reliably identify the right move on 1,995 of them. No need for anything fancy. The computer can pick the best move in 95 percent of cases simply by adopting the strategy of winning if it can, blocking if it needs to, creating two-in-a-row combinations where the third space is blank, and, as a general default, favoring the center over the corners and the corners over any other space.

      Teach your computer to play tic-tac-toe this way, however, and the computer will lose every game. Why? Because a good human player will exploit the 102 situations where this haphazard approach fails. At that point, no one will celebrate the fact that your computer would have done just fine in any of 1,995 other situations. It will matter only that your code has a blind spot, and your opponents can use that blind spot against you.

      This leads to two important implications. First, the fact that intuitive rules fail for even simple games is the launching point for this book. The problem is that rules are like patches: they cover a specific situation, much like a simple patch can be used to cover a specific hole, but covering a large area by rule or patch will almost always leave accidental gaps. An effective computer algorithm must therefore be more like a blanket, covering the full range of possible situations, including those that are rare, hard to foresee, or just plain hard to articulate.

      Second, simple rules, like patches, are nevertheless extremely valuable. In tic-tac-toe, for example, there is no better move than one that creates three in a row. So whenever that move is an option, a well-written computer program should cut short any more complicated algorithm and triumphantly take the win.

      Intuitive rules, then, will serve an important role as we train the computer to play a wide variety of everyday games. But if the computer is to have any hope of winning against capable players, we will need something more. Exploring that something more is this book’s exciting mission.

    
  
    
      
        Chapter Summaries

      
      
        1 Guess Wrong Answers

        You are playing Wordle, and you know that the hidden word ends with the letters a-b-l-e. Is table the best next guess? Cable? Sable? Fable? A well-trained computer will tell you not to guess any of these but instead to guess the seemingly nonsense word scarf. This chapter explains why, unpacking one of the best algorithms to use when your goal is to find the needle in some proverbial haystack.

      
      
        2 The Road Not Taken

        A foolproof way to escape a maze is to comprehensively test every path, keeping track of where you are and where you’ve been. You walk down a path, make note of every available option, and then continue forward until you either escape or hit a dead end. If you do hit a dead end, no problem; because you have kept track of all the remaining options, you can retrace your steps and try one of those. As it turns out, this is a promising approach for more than just mazes. If you are playing sudoku, for instance, there might be several numbers that could plausibly be placed in a given square. How to pick? Choose one tentatively, see if you can from there fill in the rest of the grid without hitting a dead end, and then retrace your steps if the original choice doesn’t work. This chapter formalizes this wandering approach and then marvels at the countless puzzles it can effectively solve.

      
      
        3 One Step at a Time

        If your car’s navigation system applied the approach introduced in the previous chapter, you would from time to time be sent on a ridiculous journey. Your car would be parked in (say) Los Angeles, California; you would ask for directions to a nearby restaurant; and the computer would correctly tell you that one workable path would be to drive from California to Alaska, to Texas, to Ohio, and then back to that Los Angeles restaurant. Admittedly, you would ultimately arrive, but you would be hungry. This chapter therefore considers a competing algorithm that does not simply promise to find a winning path, but more powerfully promises to find the shortest one.

      
      
        4 Whose Turn Is It Anyway?

        When you play any two-player game, you presumably pick your move based on what you think will happen in the moves to follow. In chess, for instance, as you think about moving your left-most pawn, you probably think ahead to what your opponent will do in response to that move, what you will do in response to your opponent’s response, and so on, perhaps several moves deep. Computers can play games using this exact approach but with a huge advantage: while a human player will typically be exhausted after thinking just a few moves ahead, a computer can theoretically consider every possible future move.

      
      
        5 Move Faster

        The prior chapter considers strategies where the computer picks its move by literally playing out every possible future response. That turns out to be a wildly effective but frustratingly slow approach. To exhaustively play out a game of tic-tac-toe, for example, the computer would need to test something on the order of half a million game interactions just to make its first move. Do the same thing for Connect Four and the computer is stuck evaluating untold trillions. And chess? Forget about it. This chapter takes a first step toward addressing this problem by limiting the extent to which the computer looks ahead. The computer might look two or three moves ahead, but in this chapter the computer is no longer allowed to play every possible game to its definitive conclusion.

      
      
        6 Pruning the Tree

        We can do even better, however. Our best algorithm so far still wastes a lot of time considering completely implausible moves. For instance, even if the computer realizes that its opponent will win the game unless the computer blocks a particular spot, our current algorithm records that information but then continues to consider other options. A human player would do nothing of the sort. Once a human player finds what looks to be the best move, the human player makes it. This chapter looks at strategies that empower the computer to similarly cut wasteful analysis, saving time for more difficult choices.

      
      
        7 Throwing Darts

        When researchers are evaluating the efficacy of a medication, they don’t test the drug on every patient. Instead, they test a few patients, then generalize the results to fit the population. Computers, it turns out, can do something very similar. For instance, instead of analyzing two potential moves rigorously, a computer can randomly simulate fifty games using the first option, randomly simulate fifty more games using the second option, and then pick the move with the better average performance. The power of this technique might surprise you, in that it can be both remarkably fast and surprisingly accurate.

      
      
        8 Aiming Darts

        The prior chapter demonstrates the power of random sampling. This chapter takes the next step, shifting from random sampling to strategic sampling. For instance, if after fifty random simulations it is clear that one move is terrible while three others are plausible, a purely random approach would continue to explore all four options. A better strategy, however, would take those results and adjust, focusing all remaining simulations on the three still-plausible moves while ignoring the move that is pretty clearly a dud.

      
      
        9 Aiming Darts at Others

        Let’s not hurt anyone here, folks. But the two previous chapters apply random strategies to what are, in essence, one-player games. Here, we upgrade the algorithm so that it can be used to simulate two-player interactions. The chapter ends with a popcorn-worthy showdown: the two-player algorithms from chapters 4, 5, and 6 pitted against the two-player algorithms developed in chapters 7, 8, and 9.

      
      
        10 Rock, Paper . . . Paper

        Random? Please. When playing rock-paper-scissors, you might try to make your choices randomly, but odds are you suffer from some idiosyncratic hiccup that throws off your game. Maybe you are reluctant to play scissors twice in a row, even though a purely random player would do exactly that surprisingly often. Maybe you subconsciously favor rock, or you absentmindedly change your choice after a loss but keep it the same after a win. Because of this, rock-paper-scissors isn’t really a game of random chance; it’s a game of random chance plus pattern recognition. And who, dare I ask, is the king of pattern recognition? Yes, you guessed it: your computer.

      
      
        11 Black Boxes

        In every chapter thus far, I have been explicit about exactly what the computer is doing and why it works. At the cutting edge of computer science, however, are black-box strategies where these details are almost completely hidden from view. The programmer provides training data, which in our case will be some large number of already-played sample games. And the programmer builds flexible data structures and supportive functions that empower the computer to test different strategies against the data. But from there the computer finds its own way, learning from the past to create its own strategic future.

      
      
        12 Minimizing Regret

        People learn by interacting with their environment. Toddlers, for instance, figure out the details of walking not by listening to detailed instructions from their caregivers but by paying attention to their own bumps and bruises. Computers, too, can learn as they go. Thus, this chapter concludes our work by exploring one such learning algorithm: the computer plays the game, looks back to see where it might have made a better move, and quantifies that regret in order to gradually develop an even more promising solution strategy.

      
    
  
    
      
        Searching and Sorting

      
    
  
    
      
        1

        Guess Wrong Answers
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      I am thinking of a number from 1 to 10. I chose my number randomly, and when you guess I will honestly tell you whether your guess is spot-on, too high, or too low. What should your first guess be?

      Because I chose my number randomly, you might think that any first guess is equally good. If you guess the number 2, for example, you have a 1-in-10 chance of being correct. If you guess the number 9, you again have a 1-in-10 chance of being correct. Indeed, as long as you guess a number between 1 and 10, you might think that any guess is just about the same.

      But no.

      Because I will also be telling you whether your guess is too high or too low, different guesses have very different implications. Take an extreme: Suppose you guess the number 1. Make that guess, and you have a 1-in-10 chance of winning the game and a 9-in-10 chance of being left to choose from among nine numbers, all of which are greater than 1. Compare that with a guess of 7. You would still have a 1-in-10 chance of being right, but now you would also have a 6-in-10 chance of being told that your guess is too high, and a 3-in-10 chance of being told that your guess is too low.

      Either way, you would learn a ton of information about the right answer. If your guess turns out to be too high, you can suddenly eliminate from contention the numbers 7, 8, 9, and 10. Too low, and (even better) you can eliminate seven numbers, namely 1, 2, 3, 4, 5, 6, and 7. A guess of the number 7 is thus tremendously helpful even if it turns out to be wrong, in that it serves to eliminate a huge number of incorrect answers, making your next guess that much more likely to be right.
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      And 7 is not even the optimal pick. As noted above, by guessing the number 7, you give yourself a 6-in-10 chance of cutting the list down to six numbers and a 3-in-10 chance of cutting the list down to three. An incorrect guess of 7 thus leaves you to choose from 4.5 numbers on average. You can do even better, however, by guessing either of the two numbers in the middle of the range, namely the numbers 5 or 6. Try 5, for instance. Once more, you would have a 1-in-10 chance of being right, but this time you would have a 4-in-10 chance of being too high and a 5-in-10 chance of being too low. The first of those possibilities would eliminate six numbers and leave you with four. The second of those possibilities would eliminate five numbers and leave you with five. Adding and multiplying as appropriate, an incorrect guess of 5 would leave you with just 4.1 options on average, an outcome significantly better than the 4.5 associated with an incorrect guess of 7. Guessing 6 is then an equally good option, for essentially the same reasons.
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      We can think of algorithms like this as elimination algorithms, where the key insight is that these strategies focus not solely on picking right answers but also on quickly eliminating wrong ones. And elimination is way more powerful than you think. Play our guessing game using the numbers 1 through 1,024, for example, and an algorithm that always picks the middle number guarantees you a win after no more than ten guesses. Play the game using numbers up to 1,000,000, and pick-the-middle guarantees you a win within twenty tries. The underlying math in these examples is just division. Every time you pick the middle number, either you win or you eliminate half the remaining options.
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          Players using a guess-the-middle strategy cut the list of numbers in half every move. Starting with 1,024 numbers, then, a player’s worst-case scenario is to have 512 numbers left after the first guess, 256 left after the second guess, and just 1 left after the tenth guess.

        
      
      If you are with me thus far, you are probably beginning to realize that one of the games you played as a kid was a lot more interesting than you appreciated at the time. The game I have in mind: Guess Who?

      Here’s how the game works. You are given a gameboard with some number of cartoon faces and your opponent chooses one of them as their secret character. Your opponent is also given a gameboard with some number of cartoon faces, and you, too, choose one to be your secret character. From there, the two of you take turns asking each other yes/no questions, racing to be first to identify the other person’s mystery pick. I had the superhero version of the game, so as a kid I would ask questions like “Does your secret hero wear a cape?” or “Can you see your secret hero’s hair?”

      What’s interesting is that, as a kid, I always asked straightforward questions like the examples given above, and I was pleased whenever an affirmative answer would eliminate, say, four or five heroes. But we just saw that dividing by two is the fastest way to whittle down a list, which means I should have been asking questions designed to create two equal-sized groups every time. How? One effective approach would have been to sharpen my questions using words like and and or.

      Against the sample board shown below, for instance, a great opening question would be to ask whether the secret hero has either a cape or goggles, since half the characters satisfy that constraint but half do not. A positive response might best be followed by another compound question, maybe asking whether the secret hero has both a helmet and goggles.
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          For the sample gameboard on the left, a question about “capes or goggles” eliminates half the faces. From there, a follow-up about “helmets and goggles” would again divide the number of remaining faces by two.

        
      
      
        
           Your Move
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        Suppose you are playing this divide-by-two strategy against a player who asks conventional questions, and that player gets lucky: they ask a ridiculously lopsided question like “Does your secret hero have horns?” at a time when the hidden hero does, in fact, sport two giant protrusions. What should you do next? Should you stick with your clever and/or approach? Should you instead try your own lopsided question in the hope of catching up? And does this mean that sophisticated strategies work better against sophisticated players than they do against unsophisticated players?

      

      
      The games we have considered thus far have all been games in which it was relatively easy to implement elimination. In guess-a-number, for instance, we had to keep track of an ordered list of numbers, and we had to find the middle number in that list. In Guess Who, we had to keep track of which cartoon characters remained in contention and also notice relevant characteristics that could differentiate the various characters. But elimination algorithms sometimes require so much recordkeeping that no human player can possibly track all the data, let alone identify the optimal move. It is in those instances that computers can meaningfully outperform their human counterparts.

      Consider the game Wordle in this light. A five-letter word is chosen at random and hidden from the player. The player then attempts to guess the hidden word but with one important constraint: every guess must itself be a real five-letter word. After each guess, the player is given feedback about the letters they chose. If a letter in the guess is highlighted green, that letter is not only found in the hidden word but also found at exactly the same position in that word as it is in the guessed word. If a letter is highlighted yellow, the letter is in the hidden word but at some other spot. Lastly, if a letter is neither green nor yellow, the letter is not part of the hidden word at all.

      Three sample games are shown below. For instance, in the first game on the left, my opening guess was the word teach. I earned a close-but-not-quite reaction for the letter e and a full-throated endorsement for my placement of the letter a, so I knew that the hidden word uses the letter e, has an a in the middle, and does not use the letters t, c, or h. That led to my second guess, the word glare, which turns out to correctly place both the e and the a and then also reveal, thanks to the new shaded square, that the hidden word has an r in either the first or second position. My third guess of brake was then very helpful; it taught me that the first letter of the hidden word is b and that r is in fact the second letter. From there, there was only one plausible option left to guess, so I chose brave and won the game in that fourth move.
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          In the first and third games, I was able to guess the hidden word on my fourth try. In the second game, I came close but needed a fifth guess to finally get there.

        
      
      One intuitive way to play Wordle is to focus early guesses on letters that tend to show up frequently in five-letter words. Using this approach, a player might open the game by guessing the word raise because the letters r, a, i, s, and e each commonly appear in real five-letter English words. A more sophisticated approach might consider letter position, too, perhaps picking a word like raves because the letters a and s are not only commonly used in five-letter words but also frequently appear in the second and final positions, respectively. A player adopting this approach would then piece together the hidden word letter by letter. For instance, if an opening guess of beast gave favorable information about the placement of the letter e and the inclusion of the letter t, the player might try, as their next guess, a word like tempo or fetch, two words that keep the e in the second spot and have a t somewhere other than the second and fifth positions.

      But now try an elimination approach. The New York Times publishes new Wordle puzzles every day, choosing hidden words from a database of 2,315 five-letter options. In an elimination strategy, the goal would be to eliminate some substantial number of those 2,315 words in the first guess. For example, if we were to pick the word apple and end up with no green and no yellow boxes, that feedback would turn out to eliminate 1,888 words from the list: every word that uses an a, a p, an l, or an e. If we pick the word apple and end up with a green l and a yellow e, the feedback this time would eliminate an even more impressive 2,297 words: every word that uses an a, every word that uses a p, every word that has a letter other than l in the fourth position, and every word made without even one e.
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          Even random guesses can quickly eliminate large numbers of previously possible words. The feedback from a guess of brave, for example, makes clear that 2,305 words in the word bank are not right because those words would have led to different feedback.

        
      
      The chart above captures four additional examples, comparing the random guesses brave, cheap, funny, and weird against the hypothetical hidden word great. The promising payoff: nearly every guess eliminates hundreds of potential words, making the next guess that much easier. This suggests a plausible Wordle algorithm. We would begin with the full New York Times list of all eligible Wordle words. The computer would then guess one of those words at random. Based on the feedback, the computer would eliminate the clear losers and then draw a new random guess from among the remaining words. The computer would repeat that process again and again until the hidden word was either proposed as a guess or was the only word left in the queue. And that would work fine. Indeed, when I tested this approach, the computer guessed my hidden word lucky in just five tries, and it guessed my hidden word green in four. I then tested the entire 2,315-word database, and the random approach was able to identify the hidden word in fewer than five guesses roughly one third of the time, and it needed fewer than seven guesses for all but 187 words. That’s not genius performance, but it’s not bad.
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          When my hidden word was lucky, the computer’s random guesses were, in order, zonal, slimy, wryly, lefty, and lucky. When my hidden word was green, the computer guessed brood, then crepe, then greet, then green.

        
      
      But as we learned from both guess-a-number and Guess Who, computers do even better when they pick their guesses strategically. To consider how to be strategic in this context, let’s play the game with an artificially short list of permissible words so that we can really see what happens as the computer makes different guesses. Thus, instead of using all 2,315 words that the New York Times itself uses to create its daily puzzle, consider a simplified version of the game where the hidden word is guaranteed to be one of the eighteen words listed below.
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      If our first guess is the word adept and the hidden word is also adept, we will obviously win the game. Assuming that the hidden word is picked at random, there is a 1-in-18 chance of that happening. By the same logic, there is a 1-in-18 chance that the hidden word is after, a 1-in-18 chance that it is agent, a 1-in-18 chance that it is actor, and so on, for all eighteen words. The chart below captures the feedback we should therefore expect. For example, if we guess adept and the hidden word is great, treat, or wheat, the feedback we will receive will be that the e and t are both properly placed and the a is correct but in the wrong position. There is a 3-in-18 chance of that happening—the chance that the hidden word is great, treat, or wheat—and, if we do get that feedback, in our next guess we would need to distinguish between only those three words.

      By the same logic, if we guess adept and the hidden word is cater, eaten, eater, extra, hater, taken, taker, or water, we will see a response indicating that the a, e, and t are all in the puzzle but in other positions. There are eight ways that can happen, and, if it does, in our next move we will have to distinguish between only those eight possible words. The chart below runs through the full list in this spirit. If we guess adept, these are all the possible responses we might see, and what those responses mean in terms of how many words would still be in contention.
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          This chart shows the full range of feedback we might see if we guess the word adept. Some of the feedback immediately makes clear what the hidden word must be. Other feedback is less conclusive but still helps to significantly narrow the list of plausible words.

        
      
      We can make similar charts for all eighteen words in the list. Consider, for example, a chart focused on the guess extra. If the feedback were to indicate that the e, t, and a are all used in the hidden word but in other locations, that would allow us to narrow the list of remaining words to just five: adept, agent, taken, tweak, and wheat. Were we instead to receive feedback indicating that the e and t are both correctly placed while the a is part of the hidden word but located elsewhere, we would immediately know that the hidden word must be eaten because that is the only word on the list that satisfies those constraints and does not include either an x or an r.

      If we made all eighteen charts, we could then pick the optimal guess. Consider the word taken. For adept, the worst outcome we found was feedback that left us with eight remaining words. For a guess of taken, by contrast, the worst case turns out to be feedback that endorses the use of the letters t, a, and e, but in other positions, which leaves five words in play: adept, avert, extra, great, and wheat. If our goal is to minimize our worst case, taken is thus a better guess than adept because its worst case leaves us with fewer words. Even better options along these lines are the words after, cater, eater, hater, taker, taper, and water because, for each of those, the worst case leaves us with only four possible words.

      Instead of focusing on the worst case, we could instead focus on the average number of words expected to remain after an incorrect guess. For adept, we had an 8-out-of-18 chance of being left with eight words, a 3-out-of-18 chance of being left with three words, a 2-out-of-18 chance of being left with two words, and a 4-out-of-18 chance of being left with just one word. Adding and multiplying as appropriate, this suggests that we would, on average, be left with 4.5 words after wrongly guessing adept. Running the same math for taken tells us that, on average, an incorrect guess of taken will leave us with 2.83 words to consider. And running this same calculation for all eighteen words in the list ends up suggesting that our best bets are the words water and taper because each of those leaves us with an average of merely 2.17 words for our next guess.

      But hold on. Ready for this? Our analysis thus far has only considered guesses that could turn out to be the actual hidden word. That is, we have eighteen words in this version of the game and we have only considered using those eighteen words as possible guesses. But crazy as it might sound, it is possible that some other word will be an even better guess. For example, consider the word there. Because there is not in our list of eighteen possible words, there will definitely not be the right answer. However, as the chart below shows, the worst-case outcome associated with the word there would be a list of three remaining words, and the average number of words remaining would be a shockingly low 1.67. This means that there—a word not in our list of possible answers—is likely a better guess than adept, taken, or indeed any word in our list, regardless of whether our goal is to minimize the worst case or to minimize the average number of words remaining.

      This is surprising. An intuitive human player would never guess there because there is not a possible winning word in this example. But in an elimination algorithm, part of our goal is to eliminate as many duds as we can, and so all of a sudden a word like there might well be our best option even though we know we cannot possibly win the game by guessing that particular word.
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          The word there cannot be the correct answer because it is not listed in the word bank. As a first guess, however, it turns out to be a fabulous choice regardless of whether the goal is to minimize the worst case or minimize the average.

        
      
      
        Chapter Challenge

        
          [image: ]

        
        Your challenge this chapter is to write a Wordle solver using the elimination algorithm we just explored. To get you started, this CodeLink will take you to sample Python code that plays a simple version of the game. There is an array called WORDLIST that stores a few thousand permissible five-letter words. There is a function called HIDEWORD() that randomly chooses one of the words to be the hidden word; a function called GUESSWORD() that allows the computer to guess; and a function called SCOREGUESS() that evaluates the guess and provides feedback on the screen. In the sample code, however, the computer’s guesses are completely random. That is, the computer randomly chooses a word from the list, guesses it, and, if that word is not the hidden word, the computer randomly chooses some other word, having learned nothing from its prior tries. Your job is to replace this random function with a function that implements a thoughtful elimination process, perhaps based on the average number of words remaining or on worst-case analysis.

        As you code, think about whether there are other improvements you can make to the algorithm. For example, suppose that guessing the word mouse would leave the words catch, match, and latch as the remaining possible choices, whereas guessing the word party would leave the words north, first, and aargh. In our work thus far, we have treated these two outcomes as equivalent because in both cases there are three words left to consider. But catch, match, and latch are worse words than north, first, and aargh because it is more difficult in the next guess to distinguish between catch, match, and latch than it would be to distinguish between north, first, and aargh. Is there a plausible improvement to our algorithm that would account for the fact that some lists of words are actually easier to evaluate than others?

        Lastly, if you enjoy Wordle, consider how you might change the algorithm to play other versions of the game. For instance, in Fibble, the letter-by-letter feedback includes one lie per round, such that a player might be told that the letter f is in the right spot when, in fact, f is not used in the hidden word at all. Or, my favorite Wordle variation: in Absurdle, the secret word changes from round to round. The new word is always consistent with the feedback already given, but beyond that the word is chosen to make things as hard as possible for the guessing player.

      
    
  
    
      
        2

        The Road Not Taken
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      You are lost in a maze. You see only two paths, one heading east and the other heading south. You know that there is an exit to the maze, if only you can find it. A clock starts to tick. Which direction should you go first?

      Because you have no information about where the exit might be, your first step will be unavoidably random. Suppose you flip a coin and decide to go east. As you do, you see another fork, this time with another path heading south and another path heading east. Again you have no information. You randomly keep going east. Dead end. You trace your steps back to the prior fork. Last time, you went east. This time, maybe south? Sigh. Another dead end. So back you go to the prior fork. When you first entered the maze, you went east. That leaves just one option to explore: south. You take a deep breath and go south.
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      The intuitive strategy implemented above is an approach that computer scientists call backtracking. The idea is to test a move, see what happens, and then, if the outcome is disappointing, trace back to that same intersection and try again. In the example above, we backtracked after hitting our first dead end, and then we backtracked again after hitting our second dead end. We ultimately backtracked all the way to our starting point, which allowed us to try what turned out to be the best option: at the first fork, go south.
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          Whenever we reach a dead end, we backtrack by reversing our most recent move. We also backtrack whenever we have exhausted all the choices available at a given intersection without succeeding.

        
      
      Backtracking is a powerful strategy, but it comes with one substantial challenge: keeping track of all the data. Our maze example was not particularly onerous along this dimension in that there were only two forks in the road and each fork had only two options. It was therefore relatively easy to remember the choices we made, their order, and the list of paths we left unexplored. But try to apply a backtracking algorithm to a nine-by-nine sudoku board and things get pretty messy, pretty fast.
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      In case you are unfamiliar, sudoku is a game played on a nine-by-nine grid where the player is asked to fill every empty space with a number 1 through 9 such that no digit repeats in any row, in any column, or within any of the board’s smaller three-by-three squares. In the example board shown here, for instance, the three-by-three square in the upper left corner already has the numbers 2, 6, 8, and 9, which means that none of the remaining spaces in that three-by-three square can be filled with those digits. The empty slot in that square’s first row is further limited by the fact that, in that row, the digits 1, 2, 6, and 8 have already been used, and, in that column, the digits 2, 4, 8, and 9 have also already been used. The result is that this space can only be filled with one of three available digits: 3, 5, or 7.
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          The figure captures only a tiny sliver of the decision tree we would need to draw if we wanted to backtrack our way through a sudoku board. The full tree would require many pages and lots of coffee.

        
      
      You and I could backtrack our way through this puzzle. We might start by testing the number 3 in the slot on which we have been focused, and then placing either the number 4 or the number 5 in the empty space two to the right. We could then pencil in other digits for the other open slots, testing every option until the combination under review yields either a winning outcome or an illegal move. In the event of a dead end, we would backtrack: we would remove the most recently added digit and see if some other, untested digit might work. If so, we would move forward again. If not, we would remove both that digit and the prior digit and try, try again.

      This process can be represented using a “decision tree” where each node represents the then-current board and each line represents the decision to add some specific new number to the grid. And yes, for you and me, a tree like this would be overwhelming. Indeed, the figure below shows just a few branches of the tree we have been describing, and already it’s a staggering mess. We therefore begin this chapter with a coding concept that will help us track information. This new construct is a type of function called a recursive function.

      Imagine that you are standing in line waiting your turn to purchase ice cream from a local shop. Impatient, you would like to know how many people are ahead of you in line, but you worry that you will lose your place if you step out of line to count the people. So you lean forward to the customer in front of you and ask how many people are in front of them. This customer has no idea, of course, but they, too, are now both impatient and curious, so they lean forward and ask the same question to the person in front of them. And thus the process continues down the line until the second person in line asks this question to the very first person. That person is about to indulge in a triple scoop chocolate sundae and thus easily responds “zero,” which is a response that lets the second person calculate that there is one person in front of them, which in turn lets the third person calculate that there are two people in front of them, and so on, back up the line. Ultimately, the person before you tells you their number, you add one, and you know yours.
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      The strategy used in this example is recursive in that we are solving the counting problem by creating smaller and smaller versions of that same problem and then using each of those smaller problems to answer the slightly larger version that came before it. More concretely, we taught every person in the line to think, “Counting every person in front of me would be a big job. But if the person directly in front of me were to tackle the slightly smaller challenge of counting the line in front of them, I could easily solve my problem by adding one to the total.” The only special case involved the person who was lucky enough to be at the front of the line. That person could see the ice cream and so could confidently say “zero” while reaching for a spoon.

      The code below implements this approach. The code uses an array to represent the line of people waiting for ice cream. The function COUNTLINE() is then a recursive function that takes, as input, the index of the person who is calling the function. The function from there follows one of two paths. If the person who called the function is looking directly at the ice cream, the function returns a zero because, from that person’s perspective, there is no line. If the person is not looking directly at the ice cream, however, the function recursively calls itself, using the same function to solve the slightly smaller problem of counting the line from the perspective of the person one index number ahead. The main program then calls the function, starting the process.
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      What’s important to notice here? First, COUNTLINE() calls itself. That is, this function solves the problem at hand by sometimes calling itself to solve a slightly smaller, similar problem. Second, and critically important, COUNTLINE() can sometimes do something other than call itself. This is crucial because at some point the function’s analysis must end. There must be some situation where the function can answer whatever question is pending without spinning up yet another, smaller question. Without this, recursive code would go on forever.

      Third, and the reason we started thinking about recursion: COUNTLINE() keeps track of all the messy data that we were worried about when we first thought about using backtracking to address a big challenge like our nine-by-nine sudoku puzzle. The graphic below shows how. The first time we call COUNTLINE(), the computer creates a space in memory to record the fact that the function was called with the position parameter set to 0. When COUNTLINE() then calls itself again, the computer creates a new space in memory; it records the fact that COUNTLINE(1) was called by COUNTLINE(0); and it further records the fact that COUNTLINE(0) is waiting for a response from COUNTLINE(1). When COUNTLINE(1) later calls COUNTLINE(2), yet another space is created in memory, and yet again the computer keeps track of the relationship between the new call and the previous one.
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          Each square in this diagram represents a separate location in the computer’s memory. The point: every time our program calls the COUNTLINE() function, the computer separately records information about the call, the variable values, and what should happen when there is an answer to return.

        
      
      In short, recursive functions implicitly draw the decision trees that we drew earlier in the chapter. Every time a recursive function is triggered, the computer finds a new location in memory and writes down all the critical information. The computer keeps track of the values of the relevant variables. The computer keeps track of the relationship between the called function and the calling function. And the computer can then use those records to move through even a long and convoluted decision-making process . . . which is exactly what we need for backtracking.

      Applying all that, we can now write a recursive backtracking function. Let’s imagine that, elsewhere in our code, we have created a simple five-by-five maze with rows numbered 0, 1, 2, 3, and 4, and columns also numbered 0, 1, 2, 3, and 4. Open spaces in the maze are represented by the number 0, and walls are represented by the number 1. Let’s further stipulate that the computer can only enter this maze at position MAZE[0][0] and the computer’s goal is to find a path to the exit, which is position MAZE[4][4]. Lastly, let’s define the variables CURRENTROW and CURRENTCOLUMN to be variables that store (wait for it) the computer’s current position in terms of its row number and column number.

      In COUNTLINE(), our nonrecursive case triggered whenever we reached the front of the line. That is, in COUNTLINE(), we did not need to trigger recursion when we finally reached that first person and asked about the line. They simply answered; there was no need to spin up some new, smaller version of the problem. For our maze code, there will be two circumstances where we will not need to trigger additional recursion. One will be where we have arrived at the exit and can simply declare victory. The other will be where we have fully tested a specific position and know that there is no way to reach the exit from that particular spot. We will backtrack in the latter case, rather than starting another recursive search.

      As for the recursive prong, in COUNTLINE() our recursion was linear; if we were not already at the front of the line, we moved forward one position and counted the line from there. Here, because we are exploring a two-dimensional maze, every recursive call needs to consider four possible moves: move up one row, move down one row, move left one column, and move right one column. Note that we will have to check whether those moves are legitimate. The computer cannot move up one row, for instance, if that would mean crashing into a wall or stepping outside the boundaries of the maze. But whenever it is legal to do so, our recursive step will need to consider those four options.
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      Now, one final wrinkle. In our intuitive explanation of backtracking at the start of the chapter, we never moved in a circle. For example, when we reached the first fork in the road, we considered the possibility of moving east and also the possibility of moving south, but we did not at that moment consider the possibility of turning around and immediately heading back west. Yes, we did ultimately revisit points to the west. But we did so only after we had fully finished exploring the original path to the east. This turns out to be an important but unspoken constraint. Had we allowed ourselves to go west, we might have ended up wandering endlessly, moving east and west and east and west and east again, all without exploring any new ground.

      We can address this issue in our code by crossing out positions as we visit them. Suppose, for instance, that we are standing at MAZE[2][2] and are about to explore the position immediately below us, which is MAZE[3][2]. Our recursive function would tell the computer to start at MAZE[3][2] and from there consider the possibility of moving up one row, down one row, left one column, and right one column. This time, however, we actually do not want the computer to consider moving up one row because that would risk triggering a never-ending up/down/up/down cycle. So before making the recursive call, we need to mark MAZE[2][2] as visited, so that the computer knows to treat it like a wall. Then, later, when the computer finishes this part of its exploration and is ready to backtrack to some prior decision point, we can unmark this space, resetting the maze so that the computer can easily test other paths that might end up passing through this position, too.
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      Sample code follows. The excerpt itself shows only the recursive function and not the full program. The full code, however, is available at the CodeLink, including the helper function ISLEGAL(), which checks that the proposed position is not a wall, a previously visited location, or a space outside the maze’s boundaries; and the helper function ISEXIT(), which checks whether the computer has reached position MAZE[4][4].
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      Now for the mind-blowing step: an almost identical function can be used to play sudoku. We need a few new game-specific helper functions this time. Specifically, we need an ISPOSSIBLE() function that returns TRUE if a proposed number can legally be placed in the proposed space, and we need an ISFILLED() function that returns TRUE if there are no spaces left to fill. But the recursive function itself follows the exact pattern we used for the maze. There is no recursive call if either the board is filled or the previously placed numbers do not work. Otherwise, the function moves to the next blank space, tests every number 1 through 9, and, for any seemingly workable option, tries from there to recursively solve the rest of the puzzle.
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      Sample code appears below. Once more, the excerpt shows only the recursive function, but the rest of the code is available by following the CodeLink. That version also includes some print statements that will make clear exactly what the computer is doing as it runs through its many layers of recursion.
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      Again, the shocking thing here is that our maze and sudoku functions are so very similar. These are completely different games, but backtracking is backtracking. So both functions establish at least some conditions where no recursive call is required. Both establish recursive cases designed to explore every possible next move in the game. And both use the strategy of simplifying a big problem by reframing it as a series of similar, smaller ones. In the maze code, each recursive call addresses a “smaller” problem in the sense that each evaluates the maze after one more step has been taken. In the sudoku code, each recursive call is “smaller” in the sense that it evaluates a board that has one fewer blank space. These features define recursion no matter the application. There is always at least one case that the computer can immediately solve, plus at least one recursive case that frames a smaller version of the exact same problem. And with that coding construct, we can backtrack our way through almost any maze-like puzzle.

      
        Chapter Challenge

        In chess, the queen is one of the game’s most powerful pieces. Other pieces suffer various limitations in both how and how far they can move in any single turn. The queen, by contrast, can move horizontally across its row, vertically along its column, or diagonally along either of the two relevant diagonals. Moreover, the queen is free to stop anywhere along its path or to continue all the way until it either reaches the edge of the gameboard or hits another piece, in which case the queen captures that piece and takes its position on the board.

        In the game Eight Queens, a player is challenged to place eight queens on a standard eight-by-eight chess board such that no queen can take any other queen on its next move. For example, in the diagrams that follow, the placement on the left is not successful because, among other problems, two of the queens are on the same diagonal. The placement in the middle is also not successful, this time because two of the queens are on the same vertical. The placement on the right, by contrast, is a successful placement: no queen can take any other queen on the next move.
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        There are over four billion different ways to place eight queens on an eight-by-eight chess board. Only ninety-two of them, however, are successful solutions to the Eight Queens puzzle. Your challenge in this chapter is to write a program that uses backtracking to find those ninety-two solutions. The CodeLink will get you started. There, I generate the gameboard, randomly place the queens, and test to see whether the random solution works. Unsurprisingly, I almost never find a workable pattern. Can you replace my random function with a backtracking function that exhaustively searches for the ninety-two winning layouts?
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        As you code, think about whether your code actually tests all four billion possible patterns (I hope not) or if instead the code somehow eliminates large numbers of impossible options early on. Also think about the difference between this code and our maze or sudoku programs. In those other two, recursion ends as soon as the computer finds one workable solution. What changes do we need to make here in order for the computer to find every possible answer? If you get stuck, try to make a corresponding change to the maze code, which is shorter and thus easier to debug.
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        One Step at a Time
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      In the game Word Ladder, a player is given a starting word and an ending word and asked to connect the two by proposing a sequence of intermediate words where each differs from the prior by only a single letter. The ladder from head to tail, for instance, might take us first to heal, then teal, then tell, then tall, before finally reaching tail. The voyage from cats to dogs might be faster, maybe with intermediate stops at only cots, then dots. At first, this game might sound like yet another maze, similar in structure to the games we considered last chapter. Indeed, picture a map where every city has a name, and cities with sufficiently similar names are connected by a road. Framed this way, Word Ladder really is just another maze to explore, where the challenge is to navigate from some starting city to some ending city using only real roads.

      No surprise, then, that a computer can use backtracking to play this game. To find a path from head to tail, for instance, the computer could arbitrarily choose a word that can plausibly connect to head, maybe held. Then the computer could arbitrarily choose a word that connects to held, like weld. And on the computer could go, wandering aimlessly, always keeping track of both the choices made and those that might in the future need to be further explored. The computer would wander in this manner until it either stumbled onto the hoped-for word tail or hit a dead end, which here would mean running out of permissible words and thus triggering the normal backtracking process: remove the word most recently added, back up one intersection, and then recursively explore the remaining, previously ignored alternatives.

      So why does Word Ladder warrant a new chapter and a new approach? Because backtracking like this can produce comically long ladders. Sure, the computer might by sheer luck connect good to code by way of the very efficient path of good to gold to mold to mole to mode to code. But the computer might instead flounder through a more roundabout journey, perhaps from good to hood to hook to look to lock to dock to duck to dusk to dust to bust to bush to busy to bury to burn to born to corn to core and then, finally, mercifully, to code. Backtracking makes no promise as to efficiency. It does not even try to find short paths. Backtracking promises only that the computer will keep looking until it either finds some workable route or has exhausted every possibility.

      Car navigation systems do not work this way, and thank goodness. Imagine that you are parked in New York City, asking for directions to a nearby baseball stadium. The navigation system could correctly point out that you can travel first to Georgia, then Nevada, then Montana, then Ohio, then down to Florida, then along a wonderfully scenic route through New Hampshire, Delaware, and Rhode Island, and then drive six more hours to the stadium’s parking lot. And the computer would be right; that path would work. But navigation systems would not be useful if their claim to fame was merely that they exhaustively and relentlessly searched for a path. They are useful because they typically find the shortest available path, measured in the car example by either distance or time.

      So how might a computer accomplish this more nuanced task in the context of Word Ladder? Suppose that we are trying to build a ladder from bold to hope, and that our word bank has just six words: bold, hope, hold, hole, home, and told. As a first step, let’s identify every word in the list that can be permissibly connected to our starting word, bold. Given the small word bank, we end up with just two options: hold and told.

      From this, we know that there are only two two-word ladders that begin with bold. More importantly, we also know that there is no two-word ladder capable of reaching hope. Longer ladders might ultimately get us there, but, in two words, the best we can do is reach either hold or told. So we keep going.
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      In the first step, we expanded from the word bold. This time, let’s take all of our two-word ladders and expand them into their associated three-word options. The ladder bold-hold becomes two possible ladders: bold-hold-hole and bold-hold-told. The ladder bold-told becomes just one: bold-told-hold. At this point we have generated the full list of three-word ladders that begin at bold, and we now know that there are no three-word paths that connect bold to hope. In three words, the best we can do is reach hole, told, or hold. So we cycle through again.

      The ladder bold-hold-hole can be expanded to bold-hold-hole-home and also, excitingly, to bold-hold-hole-hope. And we can stop there. We have already established that there are no three-word ladders capable of reaching hope, and we have now found a four-word ladder that does the job. Thus we can report back with confidence that we have found not just one possible ladder but in fact the shortest possible ladder: bold, hold, hole, hope.

      Notice how this approach differs from backtracking. In backtracking, the computer picks a path at random and pursues it all the way to the end. Had the computer started with bold, for example, it might have tried bold-hold, then bold-hold-hole, then bold-hold-hole-home, and so on, until it either reached hope or ran out of permissible words. The computer as a result has no way of knowing whether any resulting ladder is in fact a good choice. At best, the computer knows only that there exists at least one legal path from bold to hope. Our new strategy, by contrast, guarantees that the computer will find the shortest option. After all, this approach builds all the two-word ladders first, then all the three-word ladders, then all the four-word ladders, and so on, until a winning path is found. Because every possible ladder is considered in order based on its length, the shortest path is never overlooked and indeed will always be the first winning path identified.
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      Computer scientists describe this as the difference between depth-first and breadth-first search. Our backtracking algorithm was a type of depth-first search because, in that algorithm, the computer pursued each path as far as it would go, considering other options only after the first was fully explored. The approach introduced in this chapter, by contrast, is breadth-first search because the computer considers the full breadth of two-word options before moving on to consider the full breadth of three-word options, all the way to a successful outcome.

      The main drawback to breadth-first search? It can be slow to find any solution at all. Imagine a word pair where the winning ladder requires ten steps, and where the word bank consists of 4,000 four-letter words. To find the winning ladder, a computer implementing breadth-first search would first need to identify the, say, twenty two-word ladders that begin with the relevant starting word and end with some other word in the bank. Then, because each of those ladders might plausibly connect to twenty or so other words, the computer would need to create roughly 400 three-word ladders. Following this pattern, the computer would create something like 8,000 four-word ladders, 160,000 five-word ladders, 3.2 million six-word ladders, and later a breathtaking 25.6 billion nine-word options. Yes, this process would in the end identify the shortest possible ladder. But building all those prior ladders will sometimes prove impractical.

      To see this process in action, let’s code it. We can use the list WORDS as our word bank, and we can define the function BREADTHFIRSTSEARCH() to take in the two necessary inputs: a STARTWORD and an ENDWORD. Inside the function, we can maintain an array called LADDERS where we will store all the ladders under consideration at any given time. Initially, the LADDERS array will store just one ladder: the one-word ladder consisting only of STARTWORD. After we start, however, LADDERS will always be populated with all of our then-current ladder possibilities. When we start to consider two-word ladders, for instance, LADDERS[0] will be the first ladder under consideration and LADDERS[0][0] will be the first word used in that ladder, while LADDERS[0][1] will be that ladder’s second word. Likewise, LADDERS[1] will store the second ladder currently under review and its specific words will be found at positions like LADDERS[1][0] and LADDERS[1][1]. When we are ready to think about three-word ladders, the LADDERS array will again store the relevant information. This time, LADDERS[0] will be the first three-word ladder, with LADDERS[0][0], LADDERS[0][1], and LADDERS[0][2] storing its first, second, and third words, respectively.

      The function’s main loop should repeat until either a solution is found or the computer runs out of potential ladders. At the start of each pass, the variable LADDERTOEXPAND identifies by number the existing ladder on which we are hoping to build. The code then loops through all the words in WORDS, excludes any that have already been used in the ladder of interest, and, for each remaining permissible word, creates a new ladder that is made up of the original ladder plus that new connecting word. These new ladders are added to the end of the LADDERS array; the original, shorter ladder is removed from the array; and what had been the second ladder in LADDERS now moves into that first spot and hence becomes the ladder that will be analyzed in the next pass. Sample code appears below.
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      Now for the surprising twist: To change the function such that it conducts depth-first instead of breadth-first search, we would need to change only one line of code. Specifically, in each round, instead of expanding the first-listed ladder, we would expand the last-listed ladder, ignoring the rest, until we either found a winning path or ran out of permissible words.

      Think about how that would work. At a moment when the last-listed ladder consists of two words, we would expand that ladder by adding to the end of the queue all the possible three-word ladders that follow from that specific two-word starter. Then, instead of expanding some other two-word starter like we would in a breadth-first implementation, we would turn to the last-added three-word ladder and expand that one, this time looking to see whether any four-word possibilities might work. From there, same thing: we ignore the two-word, three-word, and four-word ladders already in the queue and expand only the last ladder, which is our most recently added four-word option. And we keep going. In fact, other ladders receive attention only after the last-listed ladder has been fully but unsuccessfully expanded. If that happens, we remove the dud and start the process again by focusing on the new last-listed alternative.

      
        
           Your Move
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        This CodeLink will take you to a working implementation of our breadth-first Word Ladder code. Various PRINT statements will help you monitor how the algorithm gradually builds all two-letter ladders, then all three-letter ladders, and so on, stopping only after a successful solution has been found. Watch how the function discards ladders as soon as they have been fully expanded. That is, as the two-word ladders are added to the array, the one-word ladders are removed. Similarly, as the three-word ladders are added, the two-word ones disappear. Our LADDERS array thus always contains only the ladders still under review, and the first ladder in the array is always the ladder that will be expanded next.

      

      
      This breadth-turned-depth implementation is shown below. Again, the code is almost identical to what we wrote for breadth-first search; the only significant change is that we now expand the last ladder in the LADDERS array rather than the first one.

      The decision of whether to use breadth-first or depth-first search depends on the goals and context of the search. For this chapter’s Word Ladder game, the choice was clear because ladder length is such an important consideration in that setting. But games like sudoku, Eight Queens, Boggle, and Scrabble raise more difficult questions. For example, is there any reason to prefer either breadth-first or depth-first search as applied to Eight Queens given that our goal there is to find every solution, not just some special one? Similarly, if there are forty-three empty spaces on a sudoku board, are these two search strategies in essence interchangeable because every solution will inevitably have forty-three parts? In short, what issues should be on your mind the next time you are considering the choice between depth-first and breadth-first search?
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        Chapter Challenge

        Look back at the example where we built a ladder from bold to hope. At one point in the analysis, we had already found the two-word ladder bold-told, and we added the potential three-word ladder bold-hold-told. That seems inefficient; if we want to get to told, we already have a shorter path: bold-told. Moreover, if the winning path does not go through told, then neither the two-word nor the three-word ladder will matter anyway. Given that, should we adjust our breadth-first code such that the computer eliminates seemingly redundant ladders like bold-hold-told rather than storing and expanding them? Will there ever be a time when deleting a list like bold-hold-told stops the computer from finding the optimal path? Test different examples and see what you think.
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        Whose Turn Is It Anyway?
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      Nim is a classic strategy game typically played using coins. At the start, some number of coins are made available and the first player is offered the chance to take either one or two of them. Then it is the second player’s turn, and that player likewise can choose to take either one or two coins. Play goes back and forth until one of the two players takes the last coin, winning the game. Suppose you are starting a game of Nim where there are seven coins and you go first. How many coins should you take on your very first move? And, more importantly, how do you know?

      The best move for you will depend on whatever you think your friend will do in response. If you take two coins, for instance, your friend will see five coins remaining and will take whatever number of coins makes the most sense in a world with just five coins. If you take one coin, by contrast, your friend will see six coins remaining and will make whatever move is best in light of there being six coins on the table. Of course, your friend’s move will depend on what your friend thinks you will do when it is again your turn. So if you take two coins and your friend is thinking about taking two coins, your friend has to consider what will happen next, when it is your turn once more, and you see those three remaining coins. In the alternative, if you take two coins and your friend is thinking about taking one coin, your friend has to consider what will happen when it is your turn and there are four coins left.

      Recognize the pattern? The analysis here is recursive. My best move depends on your best move in light of my move, which depends on my best move in light of your best move in response to my original move, which depends on your best move in light of my best move in response to your best move in response to my original move, and so on, through the full series of possible moves. This is in essence our ice cream example all over again, where the number of people in front of me in line depends on the number of people in front of the person directly in front of me in that same line.

      One complexity, however, is that any recursive function here must change perspective. At the start, the function is looking for the best move from the first player’s perspective. But, to do that, the function must consider the best responsive move from the second player’s perspective, and, later still, the best further response from the first player’s perspective. Thus, unlike the recursive functions we considered in chapter 2, the recursive functions here will have to carefully track whether the goal of the pending function is to pull out a win for you, as the code is at that moment looking for your best move, or a win for me, as the code is instead at a stage in the analysis where the goal is to anticipate my best response to some prior move you made.

      The easiest way to capture all that in code is to break the work into two related functions. Call the first one WHATHAPPENS(). We will write this function below, but for now let’s plan that it will take as input the number of coins available and a proposed number of coins to remove, and then it will return as output the answer to whether taking that number of coins will lead to a win or a loss. Call the second function FINDBESTMOVE(). This one will take as input the number of coins available and return as output two pieces of information: the move that the computer thinks is the best option, and the information derived from WHATHAPPENS() about whether that best move will lead to a win.

      Now we can write FINDBESTMOVE(). The function starts by calling WHATHAPPENS() with a proposed move of taking just one coin. Next, the function calls WHATHAPPENS() again, this time with a proposed move of taking two coins. If taking one coin leads to a win, the function returns a suggestion to take one coin, and it returns the prediction that this move will be a winning move. If not, the function suggests the only other option available, namely removing two coins, and it reports back whatever outcome it expects.

      Turn now to WHATHAPPENS(). Remember, this function takes as input both the total number of coins still available and also the proposed move, and it reports back whether the proposed move will lead to a win for the moving player. To do that, the function first needs to test the proposed move by creating a new game and actually removing those coins in the context of that new, hypothetical game. If zero coins remain, the proposed move is in fact a wining move, so the function can endorse it. If not, however, the function needs to implement our planned recursion, specifically by calling FINDBESTMOVE() to determine the best move for the next player after the proposed coins have been taken.
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      The return here is then the tricky part. If the opponent’s best response leads to a win, we need to report that back as a loss, since a win for my opponent is a loss for me. Conversely, if the opponent loses, we need to report that as a win for the inverse reason. Working Python code might look like what’s given below.
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           Your Move

        

      
        [image: ]

      
      
        This CodeLink will take you to a full Python implementation of the coin game. After you play a few rounds, see if you can change the program such that the game starts with fifteen coins and, in each move, a player removes one, two, or three of them. Does the computer still make the best move it can in every situation?

      

      
      This coding framework can be applied to a wide range of two-player games. That is, a wide range of two-player games follow a pattern where my best move depends on your best move, your best move depends in turn on my next best move, and so on down the line until some stable, nonrecursive case. And in those games, a computer can reason through the various permutations by using recursive functions like FINDBESTMOVE() and WHATHAPPENS().

      Don’t believe me? Try tic-tac-toe. The decision tree shown below depicts a game in progress between a human player (P) and the computer (C). The board at the very top of the figure summarizes the game so far: the computer has taken three spaces, the human player has taken three spaces, and neither of the two has three in a row. Below that board, the figure shows the three options available to the computer for its next move: the computer can take the middle right, bottom right, or bottom left space. The figure continues from there by showing the responses available to the human player after each possible computer move. If the computer takes the middle right space, for example, the human player can take either the bottom left or bottom right. If the computer takes the lower right space, by contrast, the human player can take either the lower left or middle right. Every possible sequence of moves is ultimately represented in the drawing, with each path ending either with someone winning the game or with the board being completely full.
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          This decision tree depicts all the possible moves that remain in an in-progress game of tic-tac-toe. The top board shows the game in its current state. The next three boards show the three moves available to the computer. The next four capture possible responses from the human player. Finally, the bottom two represent the computer’s possible further responses.

        
      
      The computer should determine its first move in the same way we determined the best move in the coin game. There are two nonrecursive cases: a player achieves three in a row, or the game ends in a tie. The recursive case, meanwhile, needs to test every open space and ask whether choosing that space will ultimately yield a win for the player from whose perspective the function was called, a win for the opposing player, or a tie game.

      Let’s actually work through this example. The next graphic is a zoomed-in look at the left side of the above decision tree. Here, the computer puts its mark in the middle right space, which leaves the human player with two choices: win the game by placing a mark in the bottom left space, or place a mark in the bottom right and set the stage for a loss. The human player will clearly choose to win, which means the computer should not follow this branch in the original decision tree.
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      The computer will next consider the middle branch of the tree, where it places its mark in the bottom right space. Take that spot and the human player has two choices: win immediately by placing a mark in the lower left space, or place a mark in the middle right space and ultimately lose the game. The human player will once more go for the win and thus this branch, too, is an unattractive option for the computer. Take bottom right and the human player wins the game. Not good.
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      That leaves the third branch. If the computer places its mark in the lower left space, the computer immediately wins. There is no need for a recursive step. This move guarantees a win and is therefore the optimal choice from the computer’s perspective. The computer should take lower left.
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      Our recursive tic-tac-toe analysis can be automated using the same functions we developed for the coin game, but with some minor game-specific adjustments. Start with FINDBESTMOVE(). For the coin game, that function took as input the number of coins remaining and returned as output both the number of coins to take and a prediction as to whether that move would lead to a win. For tic-tac-toe, the input needs to be slightly more complicated, in that it needs to include not only information about the nine spaces on the gameboard but also an indicator as to whether the proposed move is being made for the human player or the computer. The nine spaces are necessary because the computer cannot evaluate the game without seeing the full gameboard. And the player parameter is necessary because the computer needs to know whether to add a P or a C to the board.

      The structure of FINDBESTMOVE() is also slightly more complicated this time. Last time, we had it easy: we tested the possibility of taking one coin and, if that did not lead to a win, we were able to assume that taking two coins was either a better choice or, at least, no worse. That allowed for a very streamlined function. This time, we have to test every empty space, keep track of the results, and at the end report back our normal output: the best move out of all the options along with our prediction as to whether that move will lead to a win, a loss, or, a new wrinkle here, a tie.

      Sample Python code is shown below. The loop in the middle of the function considers each space, checks to see if it is empty, and, if so, tests to see what would happen if this player put its mark in that space. The rest of the code then keeps track of the best option thus far. Specifically, the variable CURRENTBESTMOVE stores the row number and column number of the best-so-far move, and the variable CURRENTBESTOUTCOME indicates whether that move was a loss, a win, or a tie. Both variables are initially set to nonsense values of −99, which will immediately be replaced by the real values associated with the first move the computer tests. After that, if a later space turns out to deliver an even better outcome, the computer will update these variables again to record the new, better row/column pair and the new, better win/loss/tie outcome.
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      Our WHATHAPPENS() function, meanwhile, turns out to be almost identical to the namesake function we used in the coin game. The inputs are the current board, the proposed row/column to play, and the identity of the player. The output is the expected game result, which will be either a win, a loss, or a tie. Note that the function calls two game-specific functions that are not shown in the excerpt but are straightforward to code. One is a SCOREBOARD() function that takes the gameboard as input and checks to see if (a) either player has three in a row or (b) there are no spaces left and hence the game is a draw. The other new function, GENERATETESTBOARD(), generates a new gameboard on which the computer can test moves without accidentally changing the real board. We did not need functions like these in the coin game because, in that game, the “board” was just a single number. Here, by contrast, the gameboard is an array of nine spaces, so it takes a little more work both to evaluate it (SCOREBOARD) and to duplicate it (GENERATETESTBOARD).
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      Computer scientists call this recursive strategy minimax. That name is a nod to the fact that when the function is working from the player’s perspective, the goal is to maximize the outcome, but when the function is working from the opponent’s perspective, the goal is to minimize the outcome. You can see the algorithm in action by following this CodeLink. There, I put not only a full working Python implementation of minimax tic-tac-toe but also some debug code that will allow you to see exactly what the computer is doing as it plays the game.
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      The biggest drawback to minimax is that it can be computationally intense. Ask the computer to use minimax to find the first move in a game of tic-tac-toe, for example, and the computer will generate hundreds of thousands of experimental gameboards before making its pick. As we will explore in the next chapter, there are ways to improve the algorithm’s efficiency, but there are limits. Inevitably, testing every plausible pattern of move and response is going to take time. Later in the book, we will consider other two-player algorithms that are less comprehensive but potentially much faster.

      
        Chapter Challenge

        In Connect Four, two players take turns dropping checkers into a seven-column, six-row vertical grid. Dropped pieces fall to the lowest empty space in the column into which they are dropped. Each player’s objective is to be first to “connect” four of their checkers vertically, horizontally, or along any straight-line diagonal.
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            The top two boards demonstrate the basic mechanics of the game: if the computer drops a checker into the third column, it falls to the lowest available space in that column. The remaining three boards show, in order, a horizonal, a vertical, and a diagonal win.

          
        
        Your challenge for this chapter is to write a program in which the computer uses minimax to play Connect Four against a human player. As always, my CodeLink will get you started, giving you the functions you need to create the board, drop checkers, and determine whether either player has four in a row. And note that my code joins a game already in progress. I did this because your code would be painfully slow if it had to analyze the game from the very first move. That said, once you have working code, remove pieces from my original gameboard and . . . see what happens. Any ideas on how to speed things up?
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        Move Faster
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      At the end of the previous chapter, I challenged you to finish implementing my Connect Four code. Most likely, your version ended up performing well on the half-played gameboard I built into the sample code but was unworkably slow when you tried to have the computer play a new game starting from a closer-to-empty board. As you surely suspect, the problem here is minimax itself.

      When a computer uses the standard minimax algorithm, it plays out every possible move on every possible gameboard. For my partially played Connect Four example, that posed no problem. Because so many spaces were already filled in, the computer only needed to test roughly 200 boards in order to pick its first move, and it needed to test even fewer boards as more and more spaces were taken. That worked fine. For an empty tic-tac-toe board, the numbers are bigger but still tolerable, clocking in at something close to 550,000 boards for the first move. For a computer, that’s manageable. But for a completely empty Connect Four gameboard, minimax would require the computer to evaluate trillions and trillions of gameboards before making its opening drop. So what can we do?

      One option is to limit how far ahead the computer looks. When you play Connect Four, you probably plan at most two or three moves at a time. You are considering dropping your checker in column 3, maybe, and you think, “If I drop my checker in column 3, my opponent will respond by blocking in column 5 or building in column 2, which will then give me the chance to add a helpful checker in columns 2 or 7.” In that example, you are thinking two moves ahead: when considering your move, you are also thinking about your opponent’s response and your response to your opponent’s response. Importantly, however, you are not thinking about your response to their response to your response to their response to your response to their response to your response to their response. As a result, your move might not turn out to be optimal, but, by thinking a few moves ahead, you probably make reasonably good choices in a reasonably short amount of time.

      We can adjust our code to similarly restrict the computer so that it thinks just a few moves ahead. Below, we will do that by first adding a counter that keeps track of how many recursive calls have been triggered and then adding code that stops the recursion whenever some maximum number is reached. Before we take those steps, however, we have to do something a little creative: we have to figure out how we are going to interpret partially played gameboards.

      Here’s the issue. Up until now, our WHATHAPPENS() function has always predicted either a win for one of the players or a tie. There were no other possible outcomes; every move led to a recursive process that would only end after either the computer won, the computer’s opponent won, or the board was filled and hence deadlocked. The WHATHAPPENS() function did not need to consider any other possibility because no other outcome was in fact possible. The recursion played until the end of every game.

      In this chapter, by contrast, we are intentionally stopping short. That is, we are limiting recursion, which means that the computer might have to stop the process at a time when there is neither a win nor a tie but instead just some intermediate gameboard with some number of pieces already played. The computer nevertheless must score that board, offering some characterization that will allow comparisons between that board and other possible future boards. In essence, the computer now needs to make the-game-is-not-over-yet judgments like “If I make this move, my chances for a future win look really good,” or “If my opponent drops a checker there, they will have a commanding lead, so I need to avoid that pattern if possible.”

      This work can be done inside our standard SCOREBOARD() function. The opening few lines of code are easily sketched. If the SCOREBOARD() function is called on a board where the computer has four checkers in a row, the function can return a score of +1000, which is just an arbitrarily high number that we can use to signify a win for the computer. Conversely, if SCOREBOARD() is called on a board where the computer’s rival has four checkers in a row, the function can return a score of –1000, which is similarly an arbitrarily low number that we can use to signify a win for that other player. If SCOREBOARD() is called on a board that has no empty spaces, meanwhile, the function can return a score of 0 because a tie is an outcome that can be conceptualized as the midpoint between the computer winning (our big positive number) and its rival winning (our big negative number), which makes 0 an attractive choice.

      But what about everything else? Consider, for instance, the first gameboard shown on the left below. If the computer stops its recursion at a time when the board looks like this, how should the computer report the score? Is this a board that favors the computer and so should have a score above 0 but below the “great news, the computer definitely wins” number of +1000? Is this a board that favors the human player and so should have a score below 0 but above the “I can’t believe it; the human will win” number of −1000? And what number, exactly, should we use to characterize this board such that it can be thoughtfully compared to other possible in-progress gameboards like the two sample boards shown to the right?
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          The computer needs to score intermediate boards like these, assigning each board a number that can be used to compare it to other possible gameboards in the tree.

        
      
      It turns out that there is no “right” or “wrong” way to score an in-progress Connect Four gameboard. But here’s one simple approach, just to get us started. Let’s award ten points every time a player has three checkers in a row and there is an empty fourth spot available for a possible future win. Let’s award five points every time a player has two checkers in a row and there are two empty spots available for a possible future win. Lastly, let’s award three points for every checker that a player has in column 4, which is the middle column and hence tends to be particularly valuable strategically. A gameboard’s score can then be calculated by taking the total number of points the computer earns on that board and subtracting the total number of points that its rival earns on that same board. A positive number would thus indicate that the board looks better for the computer than its rival, and a negative number would tell us that the board instead leans the other way. An example follows on the next page.

      With all that in mind, we can now write the rest of the program. Start with the FINDBESTMOVE() function. As always, the function takes as input both the current gameboard and the identity of the player whose turn it is to move. Inside the function, we still need to consider all the possible moves. Last time, that meant considering the possibility of putting an X or an O in any space on a tic-tac-toe board; this time, it means considering the possibility of dropping either the computer’s checker or the opponent’s checker in any of the seven columns. Lastly, when the function concludes, we still need to return as output both the best move we have found and also an indicator of whether that move leads to a win for the computer, a win for the rival, a tie, or something else.

      The only significant change to FINDBESTMOVE() is that, in this version, we need to introduce an additional input: a counter that keeps track of how many future moves the computer will be allowed to consider when conducting further recursive evaluations. For instance, if we want the computer to look just two moves ahead—that is, if we want the computer to pick its move by looking at the opponent’s possible response and also the computer’s follow-up to that response, but nothing more—we would set this depth parameter to 2. If we instead want to empower the computer to consider all that plus also the opponent’s further response to the computer’s follow-up response, we would set the depth parameter to 3. Our revised code is given below.
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      As for WHATHAPPENS(), in prior versions this function has taken as input the gameboard, the proposed move, and an indication as to whether the computer should consider the game from the computer’s perspective or the rival’s perspective. This time, we need to input all of that plus also the depth information. Why? Because this function, too, is capable of making recursive calls, and thus this function, too, needs to know how many calls have already been made and hence whether additional calls are permissible. Operationally, this requires two specific changes to the code. First, when the function is initially called, it needs to check whether the depth counter is at 0. If so, the computer should stop its analysis and return whatever it knows about the predicted outcome. Second, each time a recursive call is made, the depth counter needs to be reduced by one, in essence to acknowledge that by making a recursive call the computer is using one of its limited number of sneak peeks.
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        Chapter Challenge
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        This CodeLink will take you to a full implementation of a depth-limited Connect Four program, including all of the code excerpted above and also the SCOREBOARD() function. Pause here and test it all. Using this approach, does the computer ever make a painfully bad choice? Can you improve our scoring algorithm in ways that help the computer make noticeably better choices? And what happens when you increase the maximum recursive depth? Does the computer make better decisions? At what cost?

        To really understand both the power and the peril associated with depth limits, your main challenge for this chapter is to rewrite last chapter’s tic-tac-toe program but using limited depth. Start by allowing the computer to run the full minimax algorithm, just as before. How deep does the computer go when free to pursue the full analysis? Does that answer change as the game progresses?

        From there, see how gameplay is impacted by various constraints. If the computer is allowed to look four moves ahead, does it still win most games? If so, can you cut depth further without undermining performance? If not, does the computer tend to make its mistakes early in the game or late? That is, when do depth limits matter most to the computer’s decision-making? To confirm your intuitions, write a version of the code where the computer chooses its move without any depth limit, then chooses its move subject to a depth limit, and reports back both options. What do those results show us about the consequences of limiting minimax this way?
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        Pruning the Tree
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      So far, our Connect Four program has severely limited the depth of the computer’s recursive analysis because, especially at the beginning of a game, minimax can be incredibly slow. That is why we added a depth counter to our standard functions; we knew that deep recursion meant delay, so we traded depth for speed. But what if I were to tell you that we can do better? Specifically, what if I told you that some of the delay forcing us to limit depth is entirely our fault because we are needlessly spending time checking moves that have no chance of being the relevant player’s best move?

      
        [image: ]

      
      Take an example. Suppose we are in the middle of a game, it is the computer’s turn to play, and the gameboard looks as shown below. Our algorithm starts by imagining that the computer drops a red checker in the first column. It then dutifully tests all seven of the rival’s possible responses. That is, it considers the possibility that the rival will drop a responsive checker in the first column. It considers the possibility that the rival will drop a responsive checker in the second column. It considers the possibility that the rival will drop a responsive checker in the third column. And so on, through all seven columns.

      But that is incredibly wasteful. After all, if the computer drops a red checker in the first column and then the rival drops its responsive yellow checker in that same first column, the rival wins the game. Knowing that, the computer should not bother exploring the possibility of its rival instead dropping a responsive checker in the second, third, fourth, fifth, sixth, or seventh columns. If the computer chooses the first column, its rival can win by also choosing the first column, and thus the computer should cut short its analysis, record this bad outcome, and move on to the next relevant question: Might the computer be better off dropping its red checker in the second column?
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          This diagram shows only a small portion of the tree that the computer builds in our existing code. The top board depicts the game as it currently stands. The three boards below it show a few of the moves available to the computer. The four boards below those show a few of the responses that the computer’s rival might play. The interesting point: there is no reason to evaluate several of these gameboards because the rival clearly is going to win if the computer drops a checker in that first column.

        
      
      Now let’s try a slightly more complicated example. Suppose we are in a situation where the computer can consider only two moves: either dropping a checker in the column at the far left or dropping a checker in the column at the far right. After the computer moves, its rival will similarly be free to drop a checker on the far left or far right. And after that, the computer will have one more chance to drop a checker on either the far left or the far right. Note that I am constraining this example to allow the players to use only those two columns because I want to be able to easily draw the full decision tree. Without that constraint, the tree would be much larger since the computer would have to consider other possible moves, such as dropping a checker in the second, third, fourth, fifth, or sixth columns, and the computer’s rival would similarly have to consider other possible moves, again including dropping a checker in the second, third, fourth, fifth, or sixth columns.

      Even with this constrained set of choices, however, a full recursive analysis would mean evaluating eight different potential gameboards before making the move. That is, the computer would evaluate a first possible board where the computer takes the left column, its rival also takes the left column, and the computer then takes the left column. The computer would next evaluate a second possible board where it drops a checker in the left column, its rival again also chooses the left column, but this time in response the computer goes right. Continuing, the computer would evaluate a third possible board where it takes left, the rival takes right, and the computer takes left. Then there would be a fourth board (left; right; right), a fifth board (right; left; left), a sixth board (right; left; right), a seventh board (right; right; left), and finally an eighth board (right; right; right), all as shown in the diagram on the next page.

      Analyzing eight gameboards is a lot of work. So let’s see if the computer can skip some. Start with gameboard permutations 1 and 2. Suppose that the first gameboard scores a −4, which means that it favors the computer’s rival a little. Seeing this, the computer should go ahead and score the second gameboard, hoping for a better result. Let’s suppose that the second gameboard gives +2. The computer’s choice here is clear: if this situation arises, the computer should go right and take the +2 rather than going left and suffering the −4. And just to figure that out we already had to evaluate two gameboards.

      Now let’s work back up the tree. From the first two gameboard permutations, we already know that if the computer goes left and then its rival responds by going left, the computer will go right and the result will be a gameboard that scores +2. The computer’s rival was not obligated to go left, however. At that point in the game, the rival could instead have chosen to go right. So, no shortcuts yet; the computer needs to look to see if its rival might do better by going right in this situation instead of going left.
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      That takes us to gameboard permutations 3 and 4. If the computer goes left and its rival responds by going right, the computer will have to choose between going left to gameboard 3 or going right to gameboard 4. Which will the computer pick? To answer that question, we need more information, so we have to score at least the third gameboard. Suppose we do and the third gameboard scores +6. Do we need to score the fourth gameboard too?

      At first blush, you might think that the computer needs to know whether the fourth gameboard scores higher than the third because the computer always wants to pick the highest-scoring gameboard available. But if our goal is to figure out what the computer’s rival will do on its move, there is no reason to finish this line of analysis. Why? Because even without knowing anything about the fourth gameboard, we already know that the computer’s rival will not go right. Think about it this way: if the rival were to go right, the computer would respond by either picking gameboard 3 and earning a score of +6, or picking gameboard 4 if that turns out to offer a score even greater than +6. Either way, the rival is better off going left and locking in the +2 we already know about rather than risking either that +6 or, depending on how gameboard 4 turns out, an outcome that the rival would consider even less desirable, like +8 or +50.
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      Put differently, the computer does not need to evaluate gameboard 4 because the computer will never be in a position to choose it. Gameboard 3 is already so good for the computer that the computer’s rival will avoid this part of the tree entirely. The actual value of gameboard 4 is thus irrelevant. And by recognizing that reality, we have just saved ourselves the trouble of evaluating one gameboard.

      But wait, there’s more. The computer now knows that if it starts this chain of events by dropping a checker in the left-most column, its rival will also go left, and the computer will end up with a board worth +2. That’s good, but the computer might be able to do better. So now we need to consider the possibility that the computer’s first move should instead be to drop its checker in the right-most column. As we do that work, however, we know something very important: if this path looks like it will lead to a score lower than +2, we can stop our analysis. Why? Because the computer already has a way to reach a gameboard worth +2 and thus +2 is the computer’s “worst case” scenario. The computer hopes to do better but it will certainly not go right if going right will deliver an outcome worth something less than +2.
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      With that in mind, play things out. If the computer starts this sequence by going right, we need to know how its rival will respond. That response turns on what the computer would do next, which takes us to gameboards 5 and 6. Suppose we score gameboard 5 and realize it delivers a score of −3. Should we bother to score the sixth gameboard? Yes, because that sixth gameboard might yield a better result from the computer’s perspective. Let’s suppose that it is better, giving the computer a board worth +1. On these assumptions, if the computer goes right for its first move and its rival goes left in response, the computer will go right on its next move and pick gameboard 6, earning +1. Seeing this, the rival knows that if the computer starts this sequence by going right, the rival can reach a board worth +1 by going left. The rival might do better, depending on how gameboards 7 and 8 score. But if the computer starts this sequence by going right, the rival’s “worst case” will be to go left and cause the computer to pick the +1 available at gameboard 6.

      Of course, the computer is never going to let that happen. After all, the computer already knows that if it starts this sequence by going left, it ends up with a gameboard worth +2. We therefore do not need to analyze the seventh and eighth gameboards, nor do we need to fully evaluate what the computer’s rival would do if the computer opened this sequence by going right. Having looked at gameboards 5 and 6, we know that the computer is better off starting this sequence by going left because going left yields a board worth +2 whereas going right will lead to a gameboard worth either +1 (if the rival goes left) or something less than +1 (if the rival evaluates gameboards 7 and 8 and decides that it is better off going right). And we figured that out by scoring only five of the eight relevant gameboards.
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      All of that requires a lot of words to explain but the analysis is in fact driven by an intuitive two-sided dynamic. Once the rival identifies a set of moves that will lead to a specific gameboard, it can “prune” any branches of the tree that are guaranteed to lead to either the same or a worse outcome from its own perspective. The rival does not need to know how much worse those other branches might be, nor does it need to know how many equivalent branches are available. Instead, once the rival has an option in hand, it can focus exclusively on branches that it might prefer over the board already known to be in reach.

      Similarly, once the computer finds a set of moves that will lead to a specific gameboard, it, too, can prune any downstream branch that is guaranteed to lead to either the same or a worse outcome from its perspective. Like its rival, the computer does not need to know how much worse those other paths might be or how many equivalent paths are available. Once the computer has an option in hand, the computer can focus exclusively on branches that it might prefer over its already-available “worst case” option.

      We can add these comparisons to our existing program and, shockingly, it takes only a few lines of code to do it. Start by adding two inputs to our FINDBESTMOVE() function. Define WORSTCASECOMPUTER to be the highest score that the computer can provably achieve so far. The computer might end up with a better outcome than this. But based on the analysis so far, this is the worst outcome that the computer will plausibly accept. If all the options from this point forward turn out to be less attractive to the computer, the computer can make the moves necessary to achieve, at worst, this already-found outcome. We will set WORSTCASECOMPUTER to −1000 at first because, at the start of the game, the computer can at worst forfeit the game. Similarly, define WORSTCASERIVAL to be the best score that the rival can provably achieve for itself based on the moves already analyzed. The rival might end up with a better outcome from its perspective. But based on the analysis so far, this is the worst outcome that the rival will plausibly accept. If all the options from this point forward turn out to be less attractive to the rival, the rival can make the moves necessary to achieve, at worst, this already-found outcome. We will initiate WORSTCASERIVAL to be +1000 because, no matter what, at worst the computer’s rival can always choose to forfeit the game and earn that horrible score.

      Inside FINDBESTMOVE(), we will then use and update these values recursively. Start from the computer’s perspective. Every time the computer considers a move, our existing code already calculates a score for the resulting gameboard and stores it in the variable POSSIBLEOUTCOME. To implement pruning, we need to make just two changes. First, we have to compare that score to the then-current WORSTCASERIVAL. If the current POSSIBLEOUTCOME is greater than WORSTCASERIVAL—that is, if the result being considered is better for the computer than some result that its rival can already pick—we should stop the analysis and abandon the branch. There is no need to analyze additional gameboards once the computer has found a move that is better than some outcome the rival already has in hand. The rival will never let the computer reach that “better for you, worse for me” gameboard. This is the pruning step. Second, if POSSIBLEOUTCOME is not pruned, we need to compare POSSIBLEOUTCOME to WORSTCASECOMPUTER. Why? Because if the current POSSIBLEOUTCOME is better for the computer than its existing worst case, we should update WORSTCASECOMPUTER to reflect this new, better “worst case” option. Putting all that together, we get the code below.

      
        [image: ]

      
      That takes care of the computer’s perspective. To analyze the game from the rival’s perspective, we need look-alike code but with the key variables flipped. So, first, we need to compare POSSIBLEOUTCOME to WORSTCASECOMPUTER. If POSSIBLEOUTCOME is smaller than WORSTCASECOMPUTER, we can prune. There is no need to continue down a path if the outcome is better from the rival’s perspective than some outcome that the computer can already pick earlier in the tree. The computer will never allow the rival to reach this “better for the rival, worse for the computer” gameboard. Again, this is the pruning step. Second, and also parallel to our earlier analysis, if this POSSIBLEOUTCOME is not pruned, we need to compare POSSIBLEOUTCOME to WORSTCASERIVAL. If the current POSSIBLEOUTCOME is better for the rival than its existing worst case, we need to update WORSTCASERIVAL to reflect this new, better possible board. The resulting code, which is the second half of the function shown above, follows.
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      And that’s it. With just these few added lines of code, we can cut the computer’s work significantly, and we can do so without sacrificing anything in terms of the quality of the computer’s analysis. How significantly, you ask? It is tempting to describe the significance of the change by comparing the number of gameboards evaluated in a search without pruning to the number of gameboards evaluated in a search with pruning. And, indeed, those numbers are eye-popping. In the chart below, for instance, I report those numbers for an arbitrary sample game analyzed at depth 4 first without pruning and then with pruning. The computer makes the exact same moves but ends up needing to score roughly one-fourth as many gameboards. That’s impressive.

      But we didn’t implement pruning just to make impressive charts. We did it because we wanted to increase depth without losing speed. That is, our goal when we began this chapter was not to keep the recursive depth constant and simply identify the same moves faster. Our goal instead was to increase speed so much that we could increase depth and in that way empower the computer to make even better decisions. And we really can do that here. To that end, the chart below shows the number of gameboards analyzed when the computer’s rival has taken the middle column and it is now the computer’s turn to make its first move. The first row shows the number of gameboards analyzed when the maximum depth is set to 1. The second, third, and later rows show the number of gameboards analyzed when the maximum depth is set to 2, 3, and so on. The key takeaway: thanks to pruning, the computer can look five moves ahead in the time it used to take to look just four moves ahead.
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        Gameboards analyzed with and without pruning. Either way, the computer makes the same move in the same situation. The only difference is the number of gameboards that must be analyzed in order to find it.
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        A computer running minimax without pruning needs to evaluate 19,607 gameboards in order to search at a depth of 4. With pruning, the computer can increase the depth to 5 because, even at that higher depth, the computer need evaluate only 17,116 boards.

      
      
        Chapter Challenge
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        This CodeLink will take you to a fully playable version of Connect Four, one that implements all of the ideas discussed in both this chapter and the previous one. There are comments throughout the code to make sure you can follow the many variable names, loops, and functions. And, as you will see, this version plays a remarkably fast and surprisingly good game of Connect Four. Your challenge is to improve the code even further.

        One promising improvement would be to allow the code to vary its recursive depth. Right now, our code looks five moves ahead at the start of the game, five moves ahead in the middle of the game, and still just five moves ahead even toward the end of the game. A better approach would be to increase the maximum recursive depth as the game progresses, recognizing that the number of possible gameboards goes down as the number of filled spaces goes up. Put differently, we might have no choice but to limit depth early in the game, when even a depth of 5 means evaluating untold thousands of gameboards. But later in the game, when a depth of 5 might implicate just eighty boards, we should increase the maximum depth and let the computer make better decisions.

        A second opportunity for improvement comes from the fact that the program as it stands is slow to identify winning moves. For instance, if the computer is analyzing a gameboard where it can win by dropping a checker in column 7, the computer will figure that out but only after recursively evaluating all sorts of other moves. That is, the computer will first recursively evaluate the possibility of dropping a checker in column 1, then recursively evaluate the possibility of dropping a checker in column 2, and so on. Along the way, the computer will recursively consider potentially hundreds or even thousands of gameboards even though the optimal move was sitting right there, one drop away. Our code would run faster if the computer could somehow check for the easy win (“Can I win in just one move?”) prior to triggering any deeper, recursive evaluations.

        A third opportunity is the same point, but for losses. For example, if the computer is analyzing a board where it cannot possibly win on its next move but it could lose, the computer will ultimately decide to block, but it might well evaluate thousands of gameboards before finding that obvious play. The computer will first recursively consider dropping a checker in the first column, then recursively consider dropping a checker in the second column, and so on, even though a human player would immediately realize that blocking right now is the best choice. Here too, then, our code would run faster if the computer could somehow check for the necessary block (“If I cannot win, will my rival win in the next move?”) prior to triggering any deeper, recursive analysis.

        A fourth opportunity for improvement derives from the fact that our code in general moves left to right, starting with the first column and ending with the seventh, even though the middle columns are typically more valuable. When you play chess, you do not first think about the left-most pawn, then think about the second-to-the-left pawn, and so on, through all the pieces. Instead, you surely start by looking at the most impactful pieces like the queen or a rook. Here, the computer could similarly cut down its work by evaluating the middle columns prior to evaluating the edges. In this way, the computer would likely find better moves earlier in its analysis, which would then allow for even earlier pruning of second-best boards.

        Finally, a fifth potential improvement would involve replacing the code you just wrote with a more analytical version. That is, in the prior paragraph, we assumed that the middle columns are better than the edges. But the computer could make that decision based on the actual board in play, specifically by scoring the board for each potential first move and then prioritizing its recursive analysis based on those initial, one-move scores. For instance, the computer could drop a checker in the first column and score the board, drop a checker in the second column and score the board, and so on, and then ask which of the seven options looks most promising based on that one drop. The computer could then choose to recursively pursue the more promising paths before recursively pursuing the less promising ones, knowing that the less promising ones might well end up pruned by our existing pruning code.
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      Two mathematicians walk into a bar. One grabs a piece of paper and draws a circle inscribed in a square such that the diameter of the circle is equal to the length of the square’s side. The mathematician asks a colleague to calculate the area of the circle as a percentage of the area of the square.
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      The second mathematician smiles. “I know my formulas. The area of a square is calculated by multiplying one side’s length by the other. To calculate the area of a circle, you square the circle’s radius and multiply by π. Because the radius of this circle is half the length of the side of the square, the circle’s area in this example will be roughly 79 percent of the area of the square.”
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      Impressed, the first mathematician grabs a new piece of paper and this time inscribes a triangle in the square. The base of the triangle sits on one side of the square while the top of the triangle reaches all the way to the opposite side. “How about this one?” the first mathematician asks. The colleague smiles again. “I know that formula, too. The area of a triangle is calculated as one-half base times height. Because the base of this triangle and the height of this triangle both equal the length of the side of the square, the triangle’s area is one-half the area of the square.”
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      “Very good,” acknowledges the original mathematician while reaching for one final page. This time, the mathematician draws a wild scribble of a figure inside the square, with no straight lines, no recognizable shape, and no obvious relationship to the sides of the square. “And here? What will you do when no formula can save you?”

      Toward the back of the bar, a young man is throwing darts at a dartboard. The second mathematician approaches the young man and, after a brief conversation, tapes the new drawing to the wall such that it covers the young man’s target. The mathematician then asks the young man to throw his darts, just as before. As a crowd gathers, the mathematician speaks. “This young man just threw twelve darts at that drawing. All of them landed inside the drawn square, and eight also landed inside that squiggle. I therefore conclude that the ratio of the area of the squiggle to the area of the square is approximately 8 to 12, or, more simply, that the area of the squiggle is roughly two-thirds the area of the square.”

      The mathematician in this vignette learned valuable information from a series of random events. In this case, the mathematician knew that the likelihood of a dart landing inside the square would be in proportion to the size of the square. The bigger the square, the greater the odds. The mathematician likewise knew that the likelihood of a dart landing inside the squiggle would be in proportion to the size of the squiggle. Again, the larger the area, the greater the odds. Thus the mathematician could estimate the relative sizes of the two figures by comparing those probabilities.

      All this is admittedly less accurate than applying some precise, well-known mathematical formula. But in cases where there is no formula to apply, or when more conventional approaches are unworkably cumbersome, a well-crafted series of random events can lead to a surprisingly good estimate for what would otherwise be a hard-to-solve problem. And that turns out to be an incredibly useful insight when it comes to writing computer algorithms.

      Consider in this light the puzzle game 2048. Two tiles are placed at random on a four-by-four grid. Each tile has a 90 percent chance of being labeled with a 2 and a 10 percent chance of being labeled with a 4. Play begins when the player tilts the board left, right, up, or down, causing the tiles to slide in the chosen direction. Each tile stops when it hits either the edge of the board or another tile. If two tiles with the same number collide, those tiles are removed and replaced by a new tile labeled with their sum. The new tile then finishes the slide, but it cannot combine with any other tiles on that same turn. Once the tiles have all combined and slid according to these rules, that turn is complete and an additional tile is placed at random in an empty location on the board. There is again a 90 percent chance that the new tile will be a 2 and a 10 percent chance that the new tile will be a 4. The goal of the game is to manipulate the board to build at least one tile worth 2048. To do that, a player must not only strategically collide smaller tiles over time but also avoid a situation where all sixteen spaces are filled and there is no plausible collision capable of creating a new empty space.

      So how might a computer play 2048? One approach would be to use a decision tree similar to the ones we used for tic-tac-toe and Connect Four. We would start by drawing a node to represent the current gameboard and connecting it to four downstream options, with one representing that board after a tilt up, one representing that board after a tilt down, one representing it after a tilt left, and one representing it after a tilt right. To each of those, we would then connect up to thirty downstream gameboards because there can be as many as fifteen blank spaces on the board at any one time and, after a tilt, each of those spaces can be filled with either a random 2 or a random 4. From there, we would connect four branches to each of those gameboards, this time to represent the next tilts up, down, left, and right. And we would keep going beyond that, adding more branches to account for the remaining blank spaces and then more branches to account for the possible tilts, round after round after round.

      That would make for one big tree. Indeed, the numbers quickly become outlandish. After just two tilts, we already have more than fourteen thousand gameboards to evaluate. Dare to add a third and we would be looking at something over a million. Worse, doing all that work would allow the computer to plan only two or three moves ahead, even though a successful game of 2048 will typically require roughly one thousand moves in order to repeatedly double the various 2’s and 4’s enough times to ultimately create a single 2048 tile.
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          This sample game started with two 2’s placed randomly along the bottom row. Tilting the board right led to the second board, where those 2’s combined into a 4, and then a random 2 was added in the first row. Tilting that board down resulted in the third board, with the 2 and the 4 dropping to the bottom row and a random 2 being added alongside them. The remaining boards show a sequence of additional tilts using the same board.

        
      
      So we need a better approach. Like darts.

      Consider an algorithm where we tilt the board up and then randomly tilt in any of the four directions, again and again, until the board deadlocks such that there are no empty spaces and no possible further collisions. We score the board. Next, we reset the board to its original condition, tilt up, and again make a series of random moves until the game deadlocks. We score that board. We ultimately play a total of fifty random games, each starting with an upward tilt but from there playing completely at random. If we track and average all of the resulting scores, we would ultimately have a numeric estimate for how the game will go if, at this point in the game, we tilt up.

      From there, we can repeat the process three more times, with one group of random games being used to evaluate the possibility of tilting down, another being used to evaluate the possibility of tilting left, and a third being used to evaluate the possibility of tilting right. All we would need to do from there is compare the resulting averages. If the average score associated with tilting up is the highest, we tilt up. If the average score associated with tilting right is the highest, we tilt right. Whatever the random simulations teach, we follow, learning from the computer’s imperfect but informative random experience.

      Now there are obvious disadvantages to this haphazard approach. Most notably, the computer will make downright foolish moves in many of the simulated games, randomly tilting in one direction even when some other direction is clearly a better choice. But there is an offsetting benefit: by skipping the computationally intensive process of evaluating each move in isolation, the computer can quickly simulate (in this example) two hundred random games, gaining valuable insight into the big-picture question of whether an initial tilt left, right, up, or down is more likely to lead to a promising result. In essence, the algorithm trades precision for depth, recognizing that a blurry picture at great depth might in this instance be significantly more valuable than a clear picture at shallow depth.

      But how well does this approach really work? To answer that question, let’s write the code. Start with the new SCOREBOARD() function. One simple way to score a 2048 gameboard is to take every number on the board, square it, and report back the sum of those squares. This math significantly favors boards that sport large numbers over boards that include only small ones because squaring numbers magnifies any gap between them. For instance, under this approach, a board with a single 1024 tile would earn a higher score than a similar board with two 512 tiles, and a board with two 512 tiles would earn a higher score than a board with four, five, or even six 64 tiles.
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          For each move, the computer simulates fifty random games. The computer will ultimately pick the move that performs best on average.

        
      
      Admittedly, there are better, more sophisticated ways to score a 2048 board; for now, however, my goal is simply to choose a plausible approach that the computer can implement quickly. This way the computer can focus its resources on the algorithm’s core concept: running large numbers of random, simulated games in order to roughly evaluate the four possible moves at hand.

      Next up is a new function, PLAYRANDOMLY(), that takes the current gameboard as input and then, as the name implies, randomly tilts the board again and again until the board deadlocks. This function then returns the score for that final, deadlocked board using SCOREBOARD(). The code snippet below shows what the code might look like. Note that I use some game-specific functions like PLACERANDOMTILE(), TILTUP(), and TILTDOWN() to implement the basic gameplay, and I also wrote an INDEADLOCK() function that returns TRUE if there are no empty spaces on the board and no tilt can possibly create one. There is nothing tricky about any of those functions, so I save those details for the CodeLink and include just the PLAYRANDOMLY() code here.
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      Finally, we need a FINDBESTMOVE() function that takes the current gameboard as input and returns as output a suggestion to tilt up, down, left, or right. This one starts by tilting the current board up, simulating fifty games using the PLAYRANDOMLY() function, and calculating the average score for those fifty games. Then the function tilts the original gameboard down, simulates fifty games using PLAYRANDOMLY(), and calculates the average score for those fifty games. The code then does the same work for left and right, ultimately suggesting the move that yields the highest average score based on those two hundred simulations.
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      Ready to judge this approach? This CodeLink will take you to the full darts implementation. Run it a few times and watch as the computer analyzes, tilts, analyzes, and tilts again. Does the computer make any painfully ridiculous moves? How often does the computer successfully build a tile worth at least 2048?
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      The chart that follows reports my own experience running this code. On the far left are the results I obtained when I programmed the computer to randomly tilt the board without using any algorithm or logic. As the chart shows, 93 percent of the time this completely random approach deadlocked at 128 or less. Next are the results I obtained with a minimax approach, depth set to 3. That column reports better outcomes: 60 percent of the time the computer deadlocked with its highest tile showing 1024, and 15 percent of the time the computer made it all the way to 2048. But now look at the data for the darts implementation. There, the computer won the game a remarkable 43 percent of the time, building at least one 2048 tile.
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        Chapter Challenge

        Random simulation seems to work well, but your challenge in this chapter is to figure out how well. Start with the computer’s earliest decisions. Does it really matter if the computer simulates those decisions rather than just randomly tilting the board? One theory is that it must matter because those early moves set the stage for the moves that follow. Another theory, however, is that the early moves are noise, given that they will inevitably be followed by hundreds of later, more important tilts. Can you edit the code to intentionally choose poorly in the beginning and see how impactful that change really is?

        Next, return to our original code and focus on the later moves in the game. When the board is pretty packed, or when the numbers are pretty big, should the computer abandon the random approach and at that point pursue a depth-limited minimax search? Intuitively, a tree that models the end of the game should be a manageable size, which means the computer can plausibly do the work rather than relying on a random approach. Can you edit the code to see how random and purposeful approaches might be combined as the game nears its conclusion?
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        Aiming Darts

      
      
        [image: ]

      
      Last chapter, we used a set of organized but random simulations to pick moves in the game 2048. We adopted this random approach because the full game tree for 2048 is enormous. Rather than attempting to create and evaluate it, we instructed the computer to focus on the four choices immediately at hand, run as many simulations as possible given realistic constraints, and then make the choice that worked best, on average, across those simulations. The computer’s performance turned out to be reasonably good. In the tests reported at the end of the chapter, the random approach outplayed several respectable baselines. Still, there is significant room for improvement.

      One issue is that our code last chapter treated each of the four options as equally worthy, regardless of whether that was plausibly true. When we allowed the computer to run two hundred simulations prior to making a move, for instance, we structured the code such that fifty of those simulations were used to explore the possibility of tilting up, fifty down, fifty right, and fifty left. And, awkwardly, we stuck with that balanced allocation even when it was clear that one of those options was a total loser. For example, if tilting left looked like an unmitigated disaster the first forty times we simulated it, we nevertheless remained blindly optimistic; we simulated that awful path ten more times, not even considering whether those last ten simulations could have been better used to sharpen the pros and cons of other, more plausible options. In this chapter, we will do better. We’ll pay attention to simulation results as we get them, always deciding where to invest the next simulation based on the results obtained from prior ones.

      A second area for potential improvement is that our code last time used simple averages, even though averages can be extremely misleading. Consider a situation where the computer is thinking about tilting right and thus runs one hundred simulations where it tilts right and then randomly moves up, down, left, or right. If seventy-five of those simulations were to come back with terrible results, and twenty-five were to come back with fantastic results, our code from last chapter would characterize a rightward tilt as unattractive overall. The seventy-five bad outcomes would count heavily against tilting right, and they would water down the twenty-five good ones. But what if it turned out that all seventy-five of those losses were associated with the moves right-then-up, right-then-left, and right-then-right, while all twenty-five successful outcomes were reliably of the form right-then-down? Tilting right would be a great move on that assumption because it would set the stage for that very promising tilt down, but last chapter’s code would never suggest it. This chapter, we will therefore keep track of this next level of nuance, categorizing each simulation based on more than just the one move with which it begins.

      Both of these improvements are in essence ideas about investing simulations strategically. If the computer has time to run only two hundred simulations, we might want to spend the first simulation tilting left, the second tilting right, the third tilting up, and the fourth tilting down. But choosing how best to spend the fifth simulation is a strategic question that we utterly ignored last chapter. Should we take a second look at the option that currently seems most promising? The one that seems least promising? And what about the next simulation after that? Should we again focus on either the most or least promising option? Should we instead spread our attention more broadly, maybe studying a move that has been comparatively less explored, or focusing on a two-step or three-step option like up-then-right or up-then-right-then-down?

      In short, last chapter we simply threw darts. This chapter we aim them. To understand how, let’s consider a new game: the card game Blackjack. In our version of the game there are just two players, the computer and the dealer. Each chooses some number of random cards from a deck, and, after choosing those cards, they compare their resulting hands to determine which player has come closest to 21 without exceeding that total. For the computer, the strategic challenge comes in choosing how many cards to draw. The answer depends not only on the computer’s prediction as to the likelihood of receiving a next card that will help the computer move closer to, but not exceed, 21, but also on the computer’s prediction as to the total the dealer will achieve when the dealer draws its cards.

      Gameplay works as follows. The computer randomly draws one card and reveals it, such that both the computer and the dealer know its value. The dealer then draws a random card, also fully revealed. The computer next draws a second random card for its hand, and the dealer draws a second random card for its hand, but this time only the computer’s card is public. The value of the dealer’s second card is established but secret. Not even the dealer knows that card’s value.

      With those initial cards dealt, the computer is now repeatedly given the option of either taking an additional card or holding firm with the cards it already has in its hand. Again, the computer’s goal is to draw cards that add up to a number that is greater than whatever the dealer will ultimately have but in no case greater than 21. And the computer has some information relevant to that question. The computer knows that the game started with a full deck of fifty-two cards. The computer also knows the value of the two cards in its public hand and the value of the one public card held by the dealer. If the computer takes a card and ends up with a hand worth more than 21, the computer is said to have “busted” and as a result immediately loses, regardless of what cards the dealer holds. And, at any time, the computer can decline to take additional cards and in that way choose to “stand” on the cards already in its possession.

      After the computer stands, the dealer takes its turn. The dealer first reveals its hidden card and then is given the chance to draw additional cards. The dealer’s goal is to achieve a total that is greater than the computer’s total but no greater than 21. That said, because the dealer at this point knows the computer’s final total and hence enjoys an unfair advantage in its decision-making, the dealer is required to play a simple, ignore-the-facts strategy: the dealer must take additional cards until the value of its cards adds up to 17 or more; then, no matter what, the dealer must stand.

      Some sample games are shown below. Note that a card’s suit does not matter. Hearts are the same as spades are the same as clubs. Moreover, kings, queens, and jacks are all worth 10, and a player can treat an ace as worth either 1 or 11. And while in some versions of the game a two-card hand that totals to 21 is deemed to beat any larger hand that also totals to 21, for our purposes let’s simplify by focusing only on the value of each hand, regardless of how many cards are used.
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          In the sample game on the left, the computer initially had a hand worth 13 and knew the dealer had 10 showing. The computer took another card and then stopped, holding firm at 18. The dealer then revealed its hidden card and, because 19 is greater than 18 but does not exceed 21, the dealer won the round. In the game on the right, the computer started with a hand already worth 17 and so did not take any additional cards. The dealer’s hidden card was then revealed to be a 4, so the dealer took another card. That turned out poorly for the dealer, however, because that additional card took the dealer to a total greater than 21. The dealer thus busted, losing the round.

        
      
      Before we implement this chapter’s aim-the-darts strategy in the context of this new game, let’s first quickly teach the computer to play Blackjack using last chapter’s simulation approach. This will help us later, when we want to understand how much better the new strategy is as compared to the old one.

      Let’s use the function MAKEDECK() to create the pile of cards that are still available to be played. This function takes as input the cards already in the current COMPUTERHAND and DEALERHAND and then also takes an indication of whether one of the dealer’s cards is still hidden. That detail is important because, when the computer moves, the computer does not know anything about the dealer’s hidden card and hence has to simulate the game as if that card is still available in the deck. Let’s also make a NEWCARD() function that randomly draws one of those available cards, a MAKEHAND() function that combines a player’s cards into a hand that we can study in various simulations, and a VALUEHAND() function that reports the total value of a given hand by translating kings, queens, and jacks to 10 and aces to either 1 or 11.

      Two more functions then finish implementing the game itself. A SCOREGAME() function compares COMPUTERHAND to DEALERHAND and returns +1 if the computer wins that round, −1 if the dealer wins that round, and 0 for a tie. And PLAYTO17() adds random cards to DEALERHAND until the value of the hand is 17 or more. Remember, the dealer is required to play this way in order to keep the game fair. If the dealer were instead allowed to make dynamic decisions, the dealer would look at the computer’s hand and keep drawing cards until the dealer either won or busted. Forcing the dealer to always PLAYTO17() takes away this advantage.

      The critical function is then PLAYRANDOMLY(), which, as it did last chapter, simulates one game to completion. After setting up the different variables, this version of PLAYRANDOMLY() opens by choosing between either taking another card or standing. If the function randomly chooses to stand, the computer’s turn is over, and the dealer plays out its turn by taking cards until its hand reaches a total value of 17 or more. If the function randomly chooses to draw, however, a new card is added to the computer’s hand and then the cycle repeats, with the function again randomly choosing whether to draw or stand. The process stops when the computer either hits a perfect score of 21 or has cards adding up to a disqualifying score of 22 or more. After the dealer plays, SCOREGAME() tells us whether the computer or dealer won.
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      FINDBESTMOVE() then uses PLAYRANDOMLY() to simulate games and, through that, identify the computer’s best move. The function first evaluates the possibility of adding one card to COMPUTERHAND. Specifically, for half of the available simulations, the function adds one card, randomly plays the rest of the game, then removes that added card. For the other half, no cards are added to the computer’s original hand and so the simulations simply play out the game for the dealer. After all the simulations are done, FINDBESTMOVE() looks at the average outcome associated with taking a card and the average outcome associated with refusing further cards. The function returns the advice of TAKE if taking a card performed better on average, and STAND otherwise.

      
        [image: ]

      
      
        
           Your Move
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        This CodeLink will take you to a working version of our throw-the-darts-randomly Blackjack game. Run the code. Are you surprised at how rarely the computer wins? Can you identify situations where in your view the computer wrongly asks for a new card or wrongly stands pat? And what should we expect from the optimal computer player? Should we expect that the optimal player will win as many games as the dealer does? More? Fewer? What if the computer were to adopt the dealer’s approach and simply take cards until its hand is worth 17 or more? Would that approach outperform our random approach?

      

      
      Now for this chapter’s improvements.

      Our code thus far conceptualizes Blackjack as a series of simple, single-layer decision trees. That is, the function FINDBESTMOVE() is called at a time when the computer is holding some number of cards. The function first follows a hypothetical left branch, takes one card, and runs its simulations. Then the function follows a hypothetical right branch, refuses any cards, and runs its simulations. The implicit tree thus has just three nodes: the current hand, that hand after the computer takes a card, and that hand after the computer stands.

      
        [image: ]

      
      This simplicity is by design. Remember, the reason we started using random simulations in the first place was to avoid the complexity of large, potentially overwhelming trees. And for Blackjack, that’s a good thing. A full Blackjack tree would start with twelve branches, one representing “stand” and eleven representing the possibility of drawing cards with the values 1, 2, 3, 4, 5, 6, 7, 8, 9, 10, and 11, respectively. From there, the resulting nodes would each need twelve further branches, in that way representing two-step paths like “draw a 3 then draw a 9,” or “draw jack then stand pat.” Were we to continue, the result would be an unworkable mess, so we simplified. But maybe we overdid it.

      Consider the tree shown below, which is slightly more complicated than our implicit tree but still extremely manageable. The nodes on this fuller tree are of two types. On the left, the nodes numbered 2, 4, 6, and so on are nodes that the computer reaches after it takes a card. From those, the computer can either take another card or stand. On the right, the nodes numbered 3, 5, 7, and so on are nodes where the computer refuses additional cards. From those, the computer has no further choices to make and hence there are no “children” along these branches. The dealer is still allowed to take cards but the computer is done.
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      Now imagine that we are ready to run our first simulation using this slightly more complete tree. Given that we have no information at all, let’s arbitrarily begin by simulating a game at node 2. That is, let’s have the computer draw one card, thus moving to node 2, and then simulate the rest of the game randomly. If that simulation goes well, we might think that, given our current hand, drawing one more card might be a good move. If that simulation goes poorly, we probably shouldn’t be too judgmental, but we might begin to think that holding firm would be the better call.

      Where should we go with our next simulation? Remember, the question we are trying to answer is whether, when the time comes, the computer should take a card and thereby move to node 2 or stand firm and thus move to node 3. Given that, it might make sense to run our next simulation at node 3, a node we have not even visited yet. If that simulation goes well compared to our prior simulation, maybe we will lean ever so slightly toward refusing additional cards. If it goes poorly, we might begin to think that taking a card is the better call.
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      Okay, what about the next simulation? Obviously, we could use that to get more information about node 3. We might want to do that if we think the first simulation was a fluke. If we decide not to simulate at node 3, however, it would be silly to run another simulation at node 2. Why? Because simulating a game at either node 4 or node 5 would give us more information. We would still learn something about the pros and cons of moving to node 2 because the only way to reach nodes 4 and 5 is to first move to node 2. But we would also learn something about the possibility of taking a card and then either taking another card (node 4) or stopping (node 5). Remember, gathering extra information like this is one of the reasons we are trying to aim the darts in this chapter rather than just throwing them at random like we did in the prior chapter. If it turns out that take-then-take-then-stand is a great strategy given the cards in play but take-then-stand is a disaster, we want to be able to distinguish those two approaches even though both begin by taking a card to reach node 2.

      The next diagram updates our game tree with the information gleaned from fifty simulations. In each node, the top number is the sum of the SCOREGAME() results relevant to that node. So, for example, if the computer ran a simulation where it took a card to reach node 2, took another card to reach node 4, and then lost the game in a simulation played at node 4, nodes 1, 2, and 4 would each see their scores drop by 1 point. If the computer ran a simulation where it took a card to reach node 2, declined to take any further cards and thus reached node 5, and then won, nodes 1, 2, and 5 would each see their scores increase by 1 point.

      The bottom number in each node is then the total number of times a simulation involved that node. In the examples just described, the tallies for nodes 1, 2, and 4 would go up thanks to the first simulated path, and the tallies for nodes 1, 2, and 5 would go up thanks to the second simulated path. Note that the visit numbers are intentionally off by one as you move up the tree. Node 2, for instance, is visited once by itself and then visited in addition every time nodes 4 and 5 are visited. Hence node 2 in this drawing shows 13 visits even though nodes 4 and 5 explicitly account for only 12 of them.

      Okay, you know the drill. Where should we invest our next simulation given this more complicated scenario? Consider the flowchart shown below. The chart starts at some node of interest, which will initially be node 1 but might later be any node in the tree. We first ask whether the node of interest is a “stand” node, like nodes 3, 5, and 7. If so, there is only one simulation possible: a game where the computer stands and the dealer plays to at least 17. We should therefore run that simulation, update the win and visit statistics for that node and its related nodes, and then start the process all over again by applying the flowchart to node 1.

      If the node under review is not a stand node, we continue by asking whether this is our first visit to the node. If so, we have found a good candidate for the next available simulation. We should have the computer simulate a game at this previously unvisited node, update the relevant win and visit statistics, and then (again) go back to node 1 to start the process once more.

      Continuing down the flowchart, we reach the critical step: if the node at issue is not a stand node and has been visited at least once, there is no reason to run a simulation at this node. This is our point about how simulations that focus on children can be more informative than additional simulations that focus on their parents. Concretely, if node 2 has already been visited, it is better to run the next simulation at either node 4 or node 5 because that would give information about node 2 and then also give information about node 4 or 5. Similarly, if node 4 has already been visited, it is better to run the next simulation at node 6 or 7, in that way learning about node 4 and in addition learning about node 6 or 7. Thus, at this point in the flowchart, because the node under consideration is not a stand node and has already been visited once, the computer should choose one of the node’s downstream children and start the flowchart anew, but applied to that chosen child. If that child is a stand node, simulate. If that child has never been visited, simulate. If that child is not a stand node and has already been visited once, pick one of its children and start the flowchart again.
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      The question of how to choose between two children is then the last intellectual hurdle we need to clear. Intuitively, the choice should be based on two considerations. First, we should favor the child that seems more promising, so that we can further validate the promising path. For example, if node 4 has been visited a dozen times and has been associated with eleven wins, there is a strong argument for picking node 4 and ultimately running a simulation at one of its children, grandchildren, or great-grandchildren. The computer in that way will learn more about the downstream patterns associated with this promising node. Second, and sometimes pushing the other way, if one child has been visited much less frequently than the other, we should favor that child and its children, grandchildren, and so on, just in case the early simulations were misleading. At a minimum, this second consideration should strongly favor a child that has never been visited and hence is a complete unknown compared to its sibling.

      We can implement all this surprisingly easily in our standard FINDBESTMOVE() function. Remember, we have already written game-specific functions like MAKEDECK() to create a deck made up of all still-available cards, NEWCARD() to draw a random new card from that deck, MAKEHAND() to create a sample hand to use in the simulation, PLAYTO17() to implement the dealer’s 17-or-more strategy, PLAYRANDOMLY() to run a single simulation and report back, and SCOREGAME() to compare COMPUTERHAND with DEALERHAND so as to determine whether the computer won, the dealer won, or there was a tie. Now all we need to do is call those functions in the pattern suggested by the flow chart.

      Start by establishing some intuitive variables. Let VISITS[1] represent the number of visits made to node 1, VISITS[2] represent the number of visits made to node 2, and so on. We will add new entries to this list as we add new nodes over time. Similarly, let WINS[1] represent the current score associated with node 1, WINS[2] represent the current score associated with node 2, and so on, again adding entries as we need them. Note that a variable like WINS[3] will increase by 1 for each win associated with node 3 and decrease by 1 for each loss associated with node 3. Deep into our analysis, then, if WINS[3] is equal to 9, the implication is that the computer has thus far enjoyed nine more wins than losses when playing games that involved node 3.

      With that, FINDBESTMOVE() can start its exploration by setting the variable CURRENTNODE to focus on node 1. From there, as long as there are more simulations to run, the code should first look to see if CURRENTNODE is a stand node. Our numbering system makes that easy because all stand nodes are represented by odd numbers greater than 1. If CURRENTNODE is a stand node, the computer takes however many cards are needed to reach that node and then, as the flowchart suggests, simulates a game, updates all the relevant WINS and VISITS counters, and then resets the various variables for a new pass.
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      Next, if CURRENTNODE is not a stand node, the computer needs to check whether this is its first visit to the node. If so, the flowchart indicates that the best use of the current simulation is to explore this never-before-visited node, specifically by drawing however many cards are needed to reach this node and then randomly playing the game from there. Once the results are known, the computer again updates VISITS and WINS, again resets the variables, and once more starts the flowchart anew. One wrinkle here: because this is the first visit to the node in question, it’s a good time to create variables to account for this node’s children. We will not do anything with those variables at this point, but this way those nodes are ready for exploration whenever our flowchart brings us back to this part of the tree. Thus, in the code below, before running this simulation, we make room for two new entries in the VISITS and WINS lists.
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      Our final bit of code must then addresses situations where we have already visited CURRENTNODE. Remember, in those instances, we need to pick one of the two available children and then repeat all of the above analysis but focused on the chosen child. Let’s call the relevant function CHOOSECHILD() and have it take as input the WINS and VISITS associated with both kids and return as output the node number for either the relevant child take node or the relevant child stand node. To make that choice, the function will implement our two intuitive rules: favor nodes that have higher win rates such that those more promising nodes are visited more often, but sometimes choose less promising nodes, just in case the early simulations were misleading.
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      Our code from there loops around and around until the computer runs out of simulations. When that happens, it’s decision time: the computer must decide whether to take a card or stand. Information from node 3 provides part of the answer; the win rate at node 3 is a prediction as to how likely it is that the computer will win if, in this round, the computer stands. That is one of the two choices being considered, so that win rate will clearly help the computer make its final determination. But how should the computer evaluate its other option, the possibility of taking a card?

      Intuitively, you might be tempted to focus on node 2. The win rate at node 2 is complicated, however, because the WINS and VISITS associated with node 2 capture all of the wins and all of the visits from downstream nodes 4, 5, 6, 7, and beyond. Thus, even if the simulations predict that standing after taking two cards (node 7) will work out fabulously well, node 2 might still look unattractive because node 2 combines those good outcomes with potentially less attractive options like stopping after taking just one card (node 5) and stopping after taking three more cards (node 9). This is a version of the problem we flagged at the start of the chapter: looking at the average result after taking one card is problematic because that average lumps together the take-one-card outcomes with other outcomes including take-two-cards, take-three-cards, and the likely disastrous take-fourteen-cards.

      Luckily, CHOOSECHILD() saves the day. How? By design, our CHOOSECHILD() function disproportionately runs simulations at the most promising nodes. Thus, the summary statistics at node 2 are not some even-handed reflection of all the nodes that follow. Instead, nodes with higher win rates contribute significantly more wins and significantly more visits than do nodes with lower win rates. The win rate at node 2 is therefore surprisingly informative. Because the best nodes are visited more often than their less attractive peers, the win rate at node 2 primarily reflects those better outcomes.

      The win rate at node 2 is thus a pretty good predictor of the likelihood that the computer will win if it takes one card and from there does whatever is best, whether that turns out to be taking that one card and standing, taking that one card and then later taking another card, or taking that one card and then later taking two, three, or even four more cards. Given that, at this point, the computer should take a card if the win rate at node 2 is higher than the win rate at node 3, and stand otherwise.

      
        
           Your Move
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        We have done a lot of work to build this version of Blackjack, so the most important thing to do now is to play with the code and make sure everything makes sense. Start by running the linked code and watching as the computer moves from node to node, running simulations and updating the various win and visit totals. Is the computer making good choices about which nodes it visits, how often, and when? And how well does the computer play the game? Are you seeing games where the computer makes one decision but you would have made another?

      

      
      The code available at the CodeLink starts by playing a few sample games, fully onscreen, so that you can see the cards and evaluate the computer’s decisions. After that, it offers to silently play 10,000 more games. When you accept, the results will vary, but the computer will win roughly 4,300 of them, lose roughly 4,900 of them, and tie the remaining 800 or so games. That is actually a pretty great result, on par with what a top player would experience over a large number of games. The reason the computer loses more games than it wins is simply because the computer goes first. If the computer busts, the computer loses, even if the dealer would also have busted had the dealer played out its hand. This is in fact the main way Las Vegas casinos make money on Blackjack. Even a perfect player will lose more games than they win because a perfect player must still play first.

      
        Chapter Challenge

        The table below summarizes the conventional wisdom as to when a player should take versus stand, keyed to the cards held by the player and the cards held by the dealer. When the player holds no aces and has cards that add up to 13, for example, the table suggests that the player stand if the dealer’s revealed card is below 7 but take otherwise. When the player has an ace and a 6, by contrast, the table advises that the player take a card every time.
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        Your challenge for this chapter is to revise our code such that, for every game, the computer compares our algorithm’s choices to the choices reflected in this table. Are there situations where the computer takes a card even though the table suggests that it stand? Are there situations where the computer stands even though the table favors taking a card? Do you notice any patterns? What happens as you allow more and more simulations?

      
    
  
    
      
        9

        Aiming Darts at Others
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      Random simulation simplifies game trees and streamlines game-tree analysis. That is its true value, and that has been our experience so far as we have implemented the approach. When we applied random simulation to 2048, for example, we transformed a tree that would have required an impossibly large number of nodes into a tree that used just five: a starting node plus four children, one each for left/right/up/down. When we applied random simulation to Blackjack, a tree where nearly every node would have had twelve children became a tree where nodes had at most two. And these simpler trees worked. Our 2048 code reached its target as reliably as most human players would. Our Blackjack code would compete well against even professional players in Vegas.

      But the real test for random simulation is neither a one-player game like 2048 nor a you-play-in-full-then-I-play-in-full game like Blackjack. The real test is a turn-based game like tic-tac-toe or Connect Four, where my best move depends on your best response, which in turn depends on my best further response, and so on down the line. We know from experience that those game trees are difficult to sketch and painfully time-consuming to evaluate. Indeed, when we wrote our Connect Four solver, we ended up simplifying the tree first by limiting the depth to which the computer was allowed to pursue its analysis and then, when even that was not good enough, by teaching the computer to prune branches that would never plausibly be played in a real game. But might random simulation be an even better way to trim and manage two-player, overgrown trees?

      In the challenges at the end of chapters 4 and 5, we already wrote the basic gameplay functions we need for Connect Four, including DROPCHECKER(), which allows a player to drop a checker into any empty column; ISFILLED(), which checks whether the board has any empty spaces; and MAKEBOARD(), which generates a new sample board on which the computer can experiment without corrupting the real, in-progress game. We also wrote a SCOREBOARD() function that assigns numeric scores to in-progress games, although here we can use a simpler version that returns +1 if the computer wins the submitted board, −1 if the computer loses that board, 0 if the board represents a tie, and CONTINUE if there is no winner or tie and hence the computer needs to simulate further before evaluating the game.

      So what’s new here? The complexity of randomly simulating a two-player game means that clear variable definitions will be extremely important when writing and debugging this code. Given that, let’s create a NODE array and use it to keep track of everything we might need, including information about which checkers were dropped by which player and where; various win and visit counters, akin to the ones we built for Blackjack; and also information about which nodes in the tree correspond to the next player’s possible responsive moves. Warning: this is a ton of information and it will take us several pages to organize it. Once we do, however, the work of writing the actual algorithm will progress quickly. Put plainly, the hard part of this project is not implementing the flowchart but instead keeping careful track of what the computer learns from thousands of I-do-this, you-do-that, I-respond-this-way simulations.

      Start with the node numbers. Last chapter, for Blackjack, we assigned each node a number and then used those numbers for two related purposes: they told us whether the node could have children, and they told us exactly where the node sat in our simplified tree. Specifically, even-numbered nodes were always nodes from which the computer could either take a card or stand pat. And every take-a-card child always had a node number that was two greater than its parent’s number. At odd-numbered nodes, meanwhile, the computer could no longer accept additional cards, and those nodes always had a number that was three greater than their parent’s number. The only exception last chapter was the first node, which we labeled with the odd number 1 but treated as having all the properties of an even-numbered node.

      Nodes were then associated with two other pieces of information: the number of times the node had been visited and the net win/loss score associated with that node from the computer’s perspective. We stored this information in two separate lists using the node number as the index. That is, VISITS[5] tracked the number of times node 5 was part of a full simulation, and WINS[3] stored the net number of wins achieved at node 3.

      This time, we will again number the nodes, but we will abandon our odd/even numbering scheme and instead keep a running list of all the necessary node relationships. Thus, while each node will be assigned a number, from there every node will be explicitly labeled with the information we need about its place in the tree and its overall purpose in the analysis.

      The first bit of critical information is this: for each node, we will record whether the computer (C) or its rival (R) played the checker that brought us to that node. This is important because Connect Four is a turn-based game, and so sometimes the computer will want to choose the node that best serves its own interest, but sometimes the computer will need to think about the game from its rival’s perspective. We saw this same issue back in chapter 4 when we first thought about minimax. And both times, the upshot is that we have to keep track of which player made the decision that brought us to any specific moment in the game.

      How should we do that concretely? Ultimately we are going to think of each node as being its own list of eleven entries, such that the first entry for the starting node will be NODE[0][0], the second entry for the starting node will be NODE[0][1], and the first entry for the second node will be NODE[1][0]. Using that naming convention, if the game begins with the computer’s rival taking column 5, we can initialize the NODE array by placing the letter R into memory at position NODE[0][0] and putting the number 5 at position NODE[0][1]. Note that NODE[0][0] will always be set to the letter R to indicate that the prior move, if any, was made by the rival. Put differently, every tree should start with a rival node because we build trees only when it is the computer’s turn to play. The next seven nodes will then be nodes that represent the computer’s possible next moves: dropping a checker in column 1, dropping a checker in column 2, and so on, through column 7.

      Before continuing to think about the other information we will store in the NODE array, let’s pause and introduce a good programming practice: let’s define the word WHO to mean 0 and the word WHERE to mean 1. Why would we do that? So that when we are looking at, say, node 3, we can identify the player who dropped the relevant checker as the very readable NODE[3][WHO], and we can identify the column that player chose by using the very readable NODE[3][WHERE]. This will help us write clean code. Without labels, we would have to remember that the first entry in each list is the identity of the player, the second is the column number, and so on, for what will turn out to be a painful eleven entries. Labels make our life easier and reduce the risk that we will make programming mistakes as we use the NODE array.

      Next up is a familiar entry, one that tracks node visits. This entry will serve the same purpose that our VISITS list served in Blackjack. Sticking with our helpful WHO/WHERE labeling practice, we can define VISITS to mean 2 and then use variables like NODE[3][VISITS] to keep track of the number of times node 3 was visited and NODE[7][VISITS] to keep track of the number of times that node 7 was visited.

      The only new wrinkle here comes in the process of updating these visit counts. In Blackjack, our odd/even numbering scheme made updating easy. A visit to any odd-numbered node always meant updating the visit count for that node, for the node three numbers smaller, and, after that, for every even node all the way back to the start. A visit to any even-numbered node meant updating that node and also updating every prior even node. Here, by contrast, each node is followed by up to seven possible further nodes, one for each column, and thus there is no simple mathematical pattern we can use for updates. To address that challenge, we will use a PATH variable to keep track of how we reached the node at hand. That is, if the computer is simulating a game that travels from node 0 to node 5, to node 14, to node 28, the PATH variable will list, in order, the numbers 0, 5, 14, and 28. When it comes time to update visit counts, PATH will tell the computer which tallies to change, and it will do so without requiring any clever math or analysis.

      The fourth bit of information we need for each node is the win count, which replaces our standalone WINS list from Blackjack and will be labeled WINS here. Updating this count is easy; once more, we will use the PATH variable. Beyond that, WINS works exactly as it did before. We will add 1 whenever the computer wins, subtract 1 whenever the computer loses, and leave the total unchanged for any simulation that ends in a tie. The only new complexity is that when we store the count for use in Connect Four, we will write it from the perspective of the player who brought us to this node. So, for example, if NODE[3][WHO] indicates that it was the computer who played the checker that brought us to node 3, then NODE[3][WINS] will be positive if the computer has won more games at this node than it has lost, but negative otherwise. Similarly, if NODE[9][WHO] indicates that it was the computer’s rival who played the checker that brought us to node 9, then NODE[9][WINS] will be positive if the rival has won more games at this node, but negative otherwise.
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          There are ultimately going to be eleven pieces of information associated with each node in the tree. The big challenge this chapter is designing a variable to organize them all.

        
      
      The final bit of information we need to build into the NODE array is information about where to find the children associated with each specific node. This will require seven entries, one for each of the columns in which the next player might drop a checker. That is, the first entry should be the node number for the child we will reach if the next player places its checker in the first column. The second entry should be the node number for the child we will reach if the next player places its checker in the second column. And so on, for all seven columns and hence seven possible children.

      Note that, for the first node, the children’s numbers will always be the intuitive ones: node number 1 for column 1, node number 2 for column 2, up to node number 7 for column 7. Deeper in the tree, however, the pattern is impossible to predict. The first child for node 9 might be node number 15, or 85, or even 127. Why? Because the computer will be adding nodes as needed rather than adding them all right from the start. Suppose, for example, that the first simulation tests out a game involving node 2 and hence adds node 2’s children to the array using numbers 8 through 14. Suppose that the next simulation tests out a game involving node 6 and so adds node 6’s children to the array at numbers 15 through 21, and the simulation after that tests node 7 and uses for its children numbers 22 through 28. If the next simulation plays out at node 3, node 3’s children will be assigned numbers 29 through 35 even though we might have expected node 1 to use numbers 8 to 14, node 2 to use numbers 15 to 21, and node 3 to use numbers 22 through 28. There is simply no way to predict all this because the actual numbers depend on when, if ever, each node is added to the tree. We thus have to generate and store these numbers as we go.

      Luckily, all this is easy for us to handle in our NODE array. Here’s how. Whenever the computer adds new children to the tree, the computer will use the next seven available node numbers, whatever they are, and then record those numbers in our array. For instance, when the computer adds the children associated with node 9 to the tree, if the available node numbers are numbers 211 through 217, the first child will be assigned to node 211, the second child will be assigned to node 212, and the last child will be assigned to node 217. These assignments can be written in very readable form as, for example, NODE[9][CHILD1] = 211 and NODE[9][CHILD2] = 212.

      That is a lot of explanation, so let’s pull it together and take an under-the-hood peek at the NODE array in action. The chart below shows the NODE array from a real game after the computer ran 1,000 simulations on some in-progress board. Positions NODE[0][WHO] and NODE[0][WHERE] are correctly marked to show that, in the prior move, the computer’s rival dropped a checker in column 6. The count in NODE[0][VISITS] shows that the computer ran 1,000 simulations involving this starting point, and the count in NODE[0][WINS] tells us that things went well for the computer overall; across these simulations, the computer’s rival lost 252 more games than it won. In fact, it looks like the computer has a great move to make: dropping a checker in the fourth column gave the computer a net positive score of 194 after 549 tries. That’s a pretty good win rate for the computer, which also explains why the computer visited node 4 so often as compared to, say, node 7, which shows a net loss of 5 and as a result was visited only 21 times.
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          This snapshot of the node array shows only the first eight nodes: the starting node followed by the seven nodes that represent the seven moves the computer must now consider. Deeper in the array are nodes that represent later moves for the computer’s rival and later moves for the computer, too.

        
      
      With our NODE variable now ready for use, we can build functions that mirror the ones we already built for our simpler Blackjack program. Start with PLAYRANDOMLY(). Last time, that function took as inputs the two players’ hands and, after doing some game-specific cleanup, randomly chose whether to TAKE or STAND until the computer either busted or its hand added up to a perfect 21. After that, the dealer would take its turn and the function would report back whether, in that one random game, the computer won, the dealer won, or there was a tie. The new PLAYRANDOMLY() can follow this same flow. The function takes as inputs the current gameboard and an indication of whether the most recent checker was played by the computer or its rival. From there, the players take turns, randomly dropping checkers in any available column and through that simulating a truly random game. The function ends by calling SCOREBOARD() and returning the result +1 if the computer won, −1 if the rival won, and 0 if the players tied.

      And that takes us to the big moment: it’s time to allocate those PLAYRANDOMLY() simulations. For Blackjack, we developed a flow chart that showed how the computer should make this decision. Here, that same flowchart still works, the only changes being those required by the language of the game itself. That is, our Blackjack flowchart began by asking whether the node at issue was a stand node. If so, we simulated the game. If not, we asked our next question, inquiring as to whether this was the computer’s first visit to that specific node. If it was, we simulated. If not, we chose one of the node’s children and started the process again. As the below diagram shows, we will follow this exact pattern for Connect Four but replace the concept of a stand node with the similar concept of a node that results in a win, loss, or tie.
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      Unpacking all that a bit, our Blackjack analysis began by asking whether the node under consideration was a stand node because stand nodes neither have children nor require any further decision-making by the computer. In essence, a stand node is the end of a tree branch; thus, when the computer reaches a stand node, the computer simply needs to figure out whether it or the dealer wins. For Connect Four, the analogous question is whether the node at issue is a win, a loss, or a tie. If so, we are at the end of a Connect Four tree branch, and the computer need only record that outcome by updating the relevant WINS and VISITS counters.

      We can implement that process inside our normal FINDBESTMOVE() function. For each simulation, we start by adding the relevant node number to the PATH so that the computer can keep track of which nodes were visited during this simulation of the game. We then follow the chart: we build the gameboard, score it, and, if the result is a dead end, we update the various tallies and start again.
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      Continuing in our flowchart, in Blackjack, if the node was not a stand node, we next asked whether this was our first visit to the node. If so, we used PLAYRANDOMLY() to get information about that never-before-visited node and then went back to the top of the tree to start again. We will do the exact same thing here, albeit with our more complicated NODE variable and also with careful attention to whether this turn belongs to the computer or its rival. The code excerpt below shows the result, with comments labeling those key steps.
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      Lastly, in Blackjack, for a node that was already visited at least once, we would trigger CHOOSECHILD() to pick which child should now take priority. That function was in hindsight relatively simple; for Blackjack, we had to compare just two nodes, an available stay node and an available take node. This time, CHOOSECHILD() is more complex in that it has to pick from among up to seven possible children, one for each column, ignoring a node only if the relevant column is already filled to capacity. Still, our big-picture analysis remains the same. The CHOOSECHILD() function should still primarily favor nodes that seem to give a win to the player who is making the choice. At the same time, the function should sometimes pick less promising nodes, just in case those nodes look better after they are simulated more richly. We will say more about CHOOSECHILD() below; for now, let’s just stipulate that we have a function called CHOOSECHILD() and it picks the next node by comparing all the relevant win rates and all the relevant visit counts.

      
        
           Your Move

        

      
        [image: ]

      
      
        Ready to play? This CodeLink will take you to a working version of our new Connect Four program. Check out how fast the computer moves and see what you think about its strategic choices. Does the computer make better moves when you allow more simulations? As you trace the code’s operation, do you understand why the computer is choosing to simulate at one node rather than another? And when you peek at the NODE variable over time, do the various numbers seem plausible to you?

      

      
      We have not previously focused on the details of the CHOOSECHILD() function, in part because our Blackjack code performs well even when CHOOSECHILD() is significantly imperfect. Indeed, perhaps you experimented with the function last chapter and found that, whatever you did, a few hundred simulations would always lead to a reasonably good take-or-stand decision. Connect Four, by contrast, is a much more complicated game, and thus the details behind CHOOSECHILD() matter this time around. Simply put, if the computer is allowed only a few thousand simulations, it needs to use them particularly well if it is going to have any chance of winning a game of Connect Four.

      So let’s take a closer look at the CHOOSECHILD() function, which is already included in the above CodeLink. The function starts by identifying which children nodes are in fact valid options. Some children are not valid because they are associated with columns that are already filled to the brim. The code eliminates those nodes from consideration. For available children, however, the loop populates three lists: KIDNUMBERS stores the node numbers for these plausible children, KIDVISITS stores the number of times each of these children have been visited, and KIDWINS stores the net number of wins associated with each of these same nodes.

      To compare the nodes, CHOOSECHILD() now checks to see if any of the nodes in contention have zero visits. If so, the function picks an unvisited node and runs a simulation. The intuition here is the familiar one, namely that every child should have at least one visit before some other child is awarded a second visit. If every child has at least one visit, however, the computer moves on, assigning scores to each child based in part on that child’s win rate and in part on the frequency with which that child has already been visited as compared to its siblings. The win rate is just that node’s ratio of net wins to total visits. The only tricky part is that the win rate must be calculated from the right player’s perspective. That is, if the seven nodes under consideration are all possible moves for the computer’s rival, a more attractive win rate is one that more often gives the rival the win. By contrast, if the seven nodes under consideration are all possible moves for the computer, a more attractive win rate is a rate that more often gives the computer the win. Luckily, these comparisons are easy to accomplish thanks to the way we have defined our variables: in our code, for every node, NODE[#][WINS] is always stored from the perspective of NODE[#][WHO]. Thus, to implement this part of its analysis, the computer need only look for the biggest positive ratio, with no need to account for the fact that computer wins are scored as +1 while rival wins are scored as −1. Lastly, note that in my code these ratios are then multiplied by 10. The idea is to give win rates extra importance in the overall CHOOSECHILD() calculation.

      The other component of a node’s score is a measure of how often that node has already been visited as compared to its peers. Again, the goal is to increase a node’s score if, in comparison to the other relevant children, that child has been visited rarely. There are many ways to implement this comparison, and some of them are enormously complex. In the sample code, I start by dividing the number of visits to the parent by the number of visits to the specific child being scored. The fewer times the child has been visited, the bigger this number. I then take the square root of that result, which is quirky but serves two purposes: it keeps the ratios from becoming too large, and it scales the results such that, for example, a node that has enjoyed just 10 out of 100 available visits earns a score of 3.16 but nodes that have enjoyed 40, 50, or 60 of those visits all earn smaller and extremely similar scores of 1.58, 1.41, and 1.29, respectively. This facilitates our intuitive goal of focusing attention on the most neglected youngsters.

      Admittedly, there are CHOOSECHILD() implementations that would outperform mine, including some that rely on very sophisticated mathematical functions. Moreover, my process of developing a good CHOOSECHILD() involved some trial and error. The reason I multiply the win ratios by 10, for instance, is that multiplying by 2 and by 20 both performed worse when I tested my code in real games. For our purposes, though, the goal here is not to find the optimal implementation but instead to make sure that our scoring approach is at least roughly balancing our interest in studying promising nodes against our competing interest in continuing to explore even the seemingly undesirable ones. From there, yes, there is still lots of room to play and experiment.

      
        Chapter Challenge

        We have written two versions of Connect Four. One confronts tree complexity by limiting depth and then pruning dud branches. The other responds to tree complexity by using random simulation. Your challenge this chapter is to write code that pits those two approaches against one another, with a depth-and-pruning computer playing against a random-simulation competitor. Does one approach dominate in head-to-head competition? What happens as you vary the depth you allow for depth-and-pruning, or as you increase the number of simulations you tolerate before requiring the strategic-simulation computer to make a choice? Would an even better approach be to mix the two concepts, maybe using random simulation for moves where an explicit tree would otherwise be a painful slog but transitioning to a depth-and-pruning approach late in the game, so as to more carefully evaluate potential game-winning and game-losing scenarios? Pit these various machines against one another for a thousand games. Which version performs best? And can you, a human player, beat any of them?
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        Rock, Paper . . . Paper
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      In rock-paper-scissors, each player secretly positions a hand in the shape of either a rock, a piece of paper, or a pair of scissors. When a signal is given, players reveal their choices, and an intuitive rule is applied: paper covers rock, rock smashes scissors, scissors cut paper, and everything else is simply a tie. You have surely played this game from time to time and have probably thought of it as something like the flip of a fair coin or the roll of an unweighted die. That is, you have probably treated the game as if it is a completely fair, completely random way to make an unbiased choice. But is it really?

      Suppose a computer is playing the game against a human player, and that human player is choosing moves such that, in every round, the player is equally likely to pick rock, scissors, or paper. In that example, no matter what the computer does, in the long run the computer will win one-third of the games, lose one-third of the games, and tie one-third of the games. Imagine the computer picks rock every time. The computer will win every game where the person picks scissors, lose every game where the person picks paper, and tie whenever the person also selects rock. Imagine instead that the computer cycles from rock to paper to scissors consistently. Or the computer always picks paper. The final result is the same. If the human player really is choosing moves completely at random, the computer’s fate is sealed. No matter what the computer does, over a large number of games, the computer will end up winning one-third of the games, losing one-third, and tying for the rest. Rock-paper-scissors is, against a truly random opponent, a fair and unbiased venture.
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          If the human player moves randomly, over time the computer will end up winning one-third of the games. This is true even if the computer always plays just one move, such as rock.

        
      
      But now imagine that the computer is playing against a human opponent who is, well, human. Maybe they accidentally favor rock just a little more often than they should. Maybe after playing paper they are a tad too reluctant to play paper a second time, back-to-back. Maybe they tend to change their pick after a loss but stick with it after a win. Maybe they choose whatever is, at the time, their least-played option thus far. In any of these instances, the computer suddenly gains a meaningful advantage because the computer can exhaustively track its rival’s moves, identify any quirks or idiosyncrasies, and then exploit those weaknesses to win more games.

      For instance, suppose the computer keeps track of the human player’s choices and begins to detect a slight tendency to pick scissors. Indeed, just to put numbers on it, imagine that instead of playing rock, paper, and scissors each roughly 33 percent of the time, the human player picks rock 30 percent of the time, paper 30 percent of the time, and scissors 40 percent of the time. Knowing this, the computer can favor rock in response. After all, if the computer plays rock, it will win 40 percent of the games and lose only 30 percent, both improvements over the truly random baseline where winning and losing are equally likely at approximately 33 percent each.

      More complicated but in the same spirit, imagine that the computer detects that its human adversary is reluctant to make the same move twice in a row. Knowing that, the computer can gain an advantage by playing scissors in any game immediately after a game where the human player played rock because, on this assumption, the human is not likely to play rock again in that next round. If the human player just played paper, by contrast, rock becomes the computer’s attractive next choice. And if the human player just played scissors, the computer’s next move should be paper.

      The code below implements this approach. The function RESPONDRELUCTANT() takes as input an indication of whether the user chose rock, paper, or scissors and returns as output the move the computer should make if this user really is reluctant to repeat moves back-to-back. For instance, if RESPONDRELUCTANT() is called with an argument that indicates rock, the function suggests that the computer play scissors in the next round.

      A related function, ISRELUCTANT(), then uses data from this player’s PLAYERHISTORY to evaluate this human player. It loops through PLAYERHISTORY one historical move at a time, evaluates what would have happened had the computer used RESPONDRELUCTANT() to pick its moves in response, and summarizes the results. If playing this way would have given the computer more wins than losses historically, the function reports back that, yes, this human seems to be a reluctant player and hence vulnerable to this strategic response. If not, the function rejects the hypothesis, in essence advising the computer not to assume that this particular human will fall victim to this particular quirk.

      Note that the supporting function CALCULATEOUTCOME() is not shown, but it awards 1 point for every round the computer wins, deducts 1 point for every round the computer loses, and returns 0 for ties.
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      ISRELUCTANT() identifies human players who are reluctant to allow repetition in their moves. Additional functions can then be added to address other potential human limitations. For instance, a comparable ISBORING() function might be used to evaluate whether a player noticeably favors one move over all others. Or an ISSORELOSER() function can test whether a player is particularly likely to change moves after suffering a loss. Moreover, rather than returning TRUE or FALSE, all of these functions can return the numeric value of OUTCOME so that the various possible approaches can be compared, allowing the computer to choose the response that best matches the historical data. Another improvement might be to emphasize recent gameplay over older rounds, in case the human player intentionally or inadvertently changes tendencies over time.

      
        
           Your Move
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        This CodeLink will take you to starter code that is ready to implement these various ideas. The code also includes built-in test data that you can use to check how well your code distinguishes different types of human players. See how much of an advantage you can achieve by adding functions like ISBORING() or ISSORELOSER(). And remember: without any clever strategy at all, the computer can win one-third of its games simply by choosing randomly. Can your code increase that win rate meaningfully? Enough that the computer gains a significant advantage in what might otherwise seem to be a game of pure chance?

      

      
      So far, our code looks only for imperfections that we, as programmers, anticipate. For instance, because we know that a human player might be reluctant to repeat moves back-to-back, our code looks through a player’s history to see if this specific player made that predicted mistake. Similarly, because we know that a human player might disproportionately favor rock, or might be particularly likely to change moves after suffering a loss, we were able to write code to look for those specific hiccups, too. And that works. But a better approach would be to rely less on our ability to anticipate human imperfections and more on whatever patterns the data naturally reveal.

      How? Below is a sample PLAYERHISTORY showing a sequence of twelve games. This particular player started with paper, then played rock, then paper, and so on, as shown. Our challenge is the same as always: we want to help the computer predict this player’s next move.
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      Visualizing the history in this format, it is hard to say much about this player’s tendencies and hiccups. So let’s put the information into a slightly more useful form. This person played rock four times. After two of those rounds, this person played paper. After two of those rounds, this person played scissors. Interestingly, however, not once did this person play rock back-to-back.
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      Now we begin to see a pattern. Historically, if this person played rock, their next move was to play paper half of the time, scissors half of the time, and rock never. If that pattern holds, the next time this player picks rock, the computer should respond (in the game after that) with scissors because that would give the computer a 50 percent chance of a win, a 50 percent chance of a tie, and seemingly zero chance of a loss. Those numbers beat the purely random approach, which would have given the computer an equal chance of winning, losing, or tying.

      We can create similar, separate summaries for paper and scissors, and those summaries can likewise be used to make predictions. If this player plays paper, for instance, we might reasonably predict that they have a one-third chance of following up with rock and a two-thirds chance of following up with scissors. The computer should thus play rock in the round after this person plays paper. If this player picks scissors, by contrast, the numbers for the move after suggest a 3 in 4 chance for rock, 1 in 4 for scissors, and 0 in 4 for paper, so the computer should play paper in that next round, hoping for the high-odds win.
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      To track and update this information, we can use three simple lists. Define ROCKHISTORY to be a list where the first entry tracks the number of times the player chose rock and the second, third, and fourth entries track the number of times the player followed by playing rock, paper, and scissors, respectively. The lists PAPERHISTORY and SCISSORSHISTORY similarly store the relevant counts for initial moves of paper and scissors. In the code on the next page, the function COUNT() traverses PLAYERHISTORY and creates these three move-specific lists: ROCKHISTORY, PAPERHISTORY, and SCISSORSHISTORY.

      Those lists assume that good predictions can be made simply by looking at the player’s most recent move. For instance, the list ROCKHISTORY makes predictions based on the fact that, last move, the player chose rock. The lists PAPERHISTORY and SCISSORSHISTORY similarly organize information based on the single prior move of paper or scissors. That approach will work to some degree but it would be even more helpful if the computer could check for more complicated patterns of cause and effect.
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      To that end, the chart below shows a richer game history, this time tracking not only the human player’s moves but also whether the player won, lost, or tied that game as a result.
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      Again, in that format, it is hard to draw any conclusions. But take that information and create a visualization based on two pieces of information: the player’s choice of rock, paper, or scissors, and the outcome of the game. Four of the resulting graphics are shown below, and all nine can easily be summarized into lists like WHENROCKWON, WHENROCKLOST, WHENROCKTIED, and WHENSCISSORSWON.
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          These charts show the player’s next move after winning with rock, tying with rock, losing with paper, and losing with scissors. Similar charts can be made for each of the remaining options, such as winning with scissors or losing with rock.

        
      
      These detailed lists give the computer a structured way to detect patterns. For example, if the human player played rock, lost, and next played scissors, the computer would update the list WHENROCKLOST to account for this one additional piece of information: this time, at least, a loss with rock led the player to choose scissors in the next round. Whenever it is the computer’s turn to play, the computer can use this information to predict the human’s next move and choose the optimal response.

      
        
           Your Move
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        The CodeLink this time links to starter code that populates the original ROCKHISTORY, PAPERHISTORY, and SCISSORSHISTORY variables, and then uses that information to guide the computer’s moves. After exploring the code, can you replace these variables with richer options like WHENROCKWON, WHENROCKLOST, and WHENROCKTIED? Test this approach against our code from earlier in this chapter, when we used functions like ISRELUCTANT() and ISBORING(). Is this more flexible structure always better? Sometimes better?

      

      
      
        Chapter Challenge

        
          [image: ]

        
        In this chapter, we used history to predict the future. For example, we tracked a human player’s historical tendency to play rock after having just played paper, and we used that information to predict what that same player might do in a future game after playing paper. But detailed histories allow us to do something even more interesting: instead of predicting, we can imitate.

        Imagine, for example, building history variables that capture Taylor Swift’s tendency to use certain words right after using other words. And imagine building another set of histories that similarly track word choice in a few Shakespearean plays. Using the very techniques explored in this chapter, couldn’t we put those histories together and ask the computer to generate a few sentences of, how shall we say it, Swiftearean prose?

        Friends, Romans, countrymen, prepare to shake it off, using the linked starter code to help with some of the core functions but filling in your own favorite Taylor Swift, Beyoncé, or Eminem lyrics. And yes, this is the very first step toward thinking about other language imitation technologies, including ChatGPT.
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        Black Boxes
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      A famous New Yorker cartoon by Sydney Harris depicts a mathematician standing at a chalkboard writing complicated formulas to prove some important theoretical proposition. There is an empty space in the middle of the board, and, in that space, surrounded by a sea of variables and notation, the mathematician has written in small but neat letters the phrase “then a miracle occurs.” The caption for the panel is a quote from the mathematician’s colleague: “I think you should be more explicit here in step two.”

      Throughout this book, we have consistently heeded the cartoon’s advice. When we were first teaching the computer to play sudoku, tic-tac-toe, and Connect Four, for example, we used decision trees to demonstrate the inner workings of the relevant loops and conditionals. Later, when we were learning to harness random simulation, we drew flowcharts to capture the various tradeoffs and comparisons. We never relied on miracles. We always had intuitions and explanations for why a given strategy or algorithm makes sense.

      But the cutting edge of computer science today includes strategies that are truly black boxes in the sense that even the most sophisticated coders do not know exactly what logic the computer is using to solve the problem at hand. In these cases, the programmer knows that the computer is using mathematical relationships to link inputs to outputs. And the programmer knows that those mathematical relationships derive from training data provided to, and then analyzed by, the machine. But exactly which clues power the computer’s decisions? Exactly what justifies the math happening under the hood? The answer is not a miracle but a black box: a solution strategy that the computer itself works out, and one that the programmer neither suggests ahead of time nor can fully articulate afterward.

      And in this chapter, we are going to build our own.

      Consider again the game rock-paper-scissors. This time, we are going to ask the computer to help us distinguish human players who are playing randomly from those who are reluctant to repeat the same move twice in a row. As we learned last chapter, if we can distinguish between these two types of players, we gain a significant advantage in the game. For instance, if we know we are playing a reluctant repeater who has just played rock, in the next round we can favor scissors, a move that is particularly good against paper, ties with scissors, and is only a disaster against the now-unlikely-to-be-played rock. If our reluctant repeater played scissors, by contrast, we would similarly know to favor paper in the next round; if paper, we’d lean toward rock.

      When we tackled this challenge last time, we as programmers very much led the charge, first by crafting specific functions like ISRELUCTANT() and ISBORING(), and later by designing tailored data structures like WHENROCKWON and WHENSCISSORSLOST. This time, we are instead going to let the computer figure things out by itself. Our only contributions will be giving the computer some examples of each player type as training data and creating a flexible set of variables and relationships that the computer can use to experiment with its own mathematical approach.

      Let’s start with those training examples. Our ultimate goal here is for the computer to be able to monitor a human player over a few rounds of the game and then determine, with confidence, whether that player plays randomly or reluctantly. To ready the computer for this task, let’s write two functions to create some training data: a MAKERANDOM() function that generates a sequence of nine truly random moves, and a MAKERELUCTANT() function that generates a sequence of nine moves in which repetition is rare. To keep things simple, let’s represent those moves using the number 1 for rock, 2 for paper, and 3 for scissors; and, for each of these fictional game histories, let’s also add a tenth entry to indicate whether the resulting pattern was generated randomly (0) or instead generated under a reluctance constraint (1).

      That’s how we’ll generate training data. Next, we need to introduce a real human player. For each sample in our training set, we just generated a fake history of nine moves. For the real player we hope to evaluate, we should therefore likewise gather a history of nine moves. From there, we are hoping to generate an estimate as to how likely it is that this specific human player is playing randomly. Given that we used a 0 to indicate random patterns in the training data and a 1 to indicate reluctance, let’s define that output such that it also ranges from 0 to 1, with numbers closer to 0 indicating that the human player is probably random and numbers closer to 1 indicating that the human player is probably reluctant. Adding the black box, our program structure looks something like the network depicted below, where the nine games on the left of the diagram are either nine sample games from the training data or the nine real games from the human player; there is a black box to process those inputs; and then, on the right, the computer produces its best guess as to whether those nine games represent random or reluctant behavior.
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      So what’s inside the black box? Somewhat arbitrarily, let’s imagine that inside the box the computer will process the available information in two steps. In the first step, the computer will consider the nine games in whatever combinations the computer thinks appropriate and draw some initial conclusions. Then, in the second step, the computer will take whatever it learned from that first round of analysis and draw further, sharper conclusions. If we label the first-round analyses A1, A2, and so on, and we label the second set of inferences as B1, B2, and so on, we can sketch the black box as a network where each game influences, say, five first-level “A” conclusions; each A conclusion in turn influences five second-level “B” conclusions; and the B conclusions then combine to determine the final output, which again is the computer’s prediction as to whether this player plays randomly or reluctantly.
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      Just to be clear, there is nothing magical about having two stages to the analysis, and nothing magical about having five intermediate conclusions per stage. Indeed, when you play with the code, you might discover that additional stages, or fewer intermediate conclusions, yield better or faster results. For now, however, let’s arbitrarily commit to a network of this general structure: a set of five A-level first conclusions, each based on some relevant group of nine games; a set of five B-level second conclusions, each based on the five A-level results; and one output, based on those B-level values.

      With those connections established, we can now figure out more precisely which information should matter to which intermediate conclusion. Focus on that first game as an example. Perhaps the player’s choice in that first game will be deemed incredibly important to the intermediate decision at position A2, incredibly important to the intermediate decision at position A4, and then almost irrelevant to the conclusions represented by intermediate positions A1, A3, and A5. Representing high influence with thick lines and low influence with thin lines, that would give us a network like the one shown on the page that follows, where game 1 has strong connections to A2 and A4 but only faint connections to A1, A3, and A5.
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          This diagram focuses on the first game and its potential influence on the first set of tentative conclusions. Thick lines indicate a relationship where the first game has a significant influence on the connected node’s value. Thin lines indicate a less meaningful connection between the two.

        
      
      All the other games and nodes can similarly be weighted according to their own unique patterns. Perhaps the second game will be emphasized in whatever analysis is represented by nodes A2 and A5, and maybe the third game will have a strong role in the intermediate conclusions represented by nodes A4 and A5. Maybe A3 and A4 will in turn play big roles in the decision at B3, while A5 will have disproportionate impact on nodes B2 and B5. If we continue to use line thickness as a proxy for a node’s influence on the next node downstream, the implication is that we can imagine an almost infinite number of plausible networks, including but in no way limited to the four depicted in the graphic at the top of the next page.

      So . . . which network do we choose? Should we tell the computer that the first game ought to be allowed to heavily influence whatever is represented by intermediate decision A3? Should we make intermediate decision A4 critical to next-level decision B1 but almost irrelevant to next-level decision B3? What about the relationships between the fourth game, decision A2, and decisions B3, B4, and B5? And what does an intermediate decision like A3 or B4 really stand for anyway? In short, how do we know which of these many networks to actually build?

      The answer is that we do not know, and that’s fine because the choice is not ours to make. This is the black box. Once we create the framework, it is up to the computer to test various options and decide which set of “weights” or thicknesses best fits the training data. Whatever weights come closest to accurately classifying the sample games will become the weights the computer uses to analyze real players. The human programmer has no role in the decision. Having created variables sufficient to represent the network, the programmer now sits back and allows the computer to turn the various knobs and flick the various switches, searching for the pattern that most accurately handles all the available training data.
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          Shown are four possible networks that could be built using our general framework of nine inputs, five first-level nodes, five second-level nodes, and one output.

        
      
      Let’s use the array TESTDATA to store our training data, where TESTDATA[1] is one set of nine games plus a label that indicates whether that player was random or reluctant, TESTDATA[2] is another set of nine games plus its label, TESTDATA[1][1] is the move the first player made in that player’s first game, TESTDATA[2][1] is the move the second player made in the second player’s first game, and TESTDATA[2][10] is the label assigned to that second player. The computer will need to test its network against each of these examples one by one, so when the computer is running its tests, let’s store the sample under review in a list we can call GAMEDATA. At any given moment, then, GAMEDATA[1] is one particular player’s first move, GAMEDATA[2] is that same player’s second move, GAMEDATA[9] is that same player’s ninth move, and GAMEDATA[10] holds that player’s label, which again is a 0 if that player’s history was generated by MAKERANDOM() and a 1 if that player’s history was generated by MAKERELUCTANT().

      Continuing with our variable definitions, each game in a given sample connects to A1, which, as we see in the diagrams, means that there are nine lines that come into the A1 node, one from each game. We can thus name a variable A1 and set it up to track those nine entries, with A1[1] being a numeric representation of the weight of the line between node A1 and game 1, and A1[2] being a numeric representation of the weight of the line between node A1 and game 2. We can then sneak a tenth entry into that list, which we will use later to store a calculated, final value for node A1. That is, node A1 will ultimately be represented as a number that reflects the GAMEDATA as weighted by the values stored in A1[1], A1[2], and so on, through A1[9]. We will store that calculated value in A1[10] so that we can use it as an input for downstream nodes B1, B2, B3, B4, and B5.
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      Of course, everything we just said about node A1 also applies to nodes A2 through A5. That is, node A2 also needs a corresponding variable A2 that can track its nine incoming weights and store its final calculated value. So do nodes A3, A4, and A5. And then the B nodes need similar lists, which in a surge of wild creativity we will call B1, B2, B3, B4, and B5. These variables are a little simpler because they need only five incoming weights (one connecting the B node to A1, one connecting the B node to A2, and so on, through A5) plus one calculated value that will be built from those weights as applied to the then-current values stored in A1[10], A2[10], A3[10], A4[10], and A5[10]. The list variable OUTPUT is the last variable we need. It should store the five weights that connect the B nodes to the network’s final output node, and then also store that node’s own calculated final value, which will be based on the various B node values and the various B-to-output weights. Writing all that formally, we get something pretty clean, shown below.
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      We now have variables ready to store all the numbers, so it is time to do the calculations. To calculate the value that should be assigned to node A1, we need to take the nine inputs relevant to A1 and weight them according to the weights listed in the variable A1. Game 1, for example, is represented by the number stored in variable GAMEDATA[1] and should be assigned the numeric weight stored at A1[1]. One part of the calculated value for A1 is thus the product we get when we multiply GAMEDATA[1] by A1[1]. Game 2 is represented by a number stored in variable GAMEDATA[2] and should be assigned the numeric weight stored in A1[2]. Thus another part of the calculated value for A1 is the product we get when we multiply GAMEDATA[2] by A1[2]. Repeating that for all nine games, we get a somewhat monstrous expression, but one in which the value of A1 is determined by the combination of nine game/weight pairs.

      
        [image: ]

        
          To calculate the value stored in A1[10], we take the weights stored in A1[1], A1[2], and so on, and we multiply them by the values stored in GAMEDATA[1], GAMEDATA[2], and so on. As the computer changes the weights, different games will have correspondingly more or less influence on the final calculated value.

        
      
      And then there is one last wrinkle. Calculations like the one sketched above can yield almost any number. The value of node A1 could in theory calculate to the number 42, the number 251.25, or even the number −3.98. Wild variability along these lines would make the overall process incredibly difficult, as the computer would have too many options to compare. So we need to artificially constrain the calculation to some narrow range. One conventional approach is to scale the calculation such that it always ends up somewhere between 0 and 1. This requires a function we will dub SMUSH() that accepts as input any number between positive and negative infinity and returns as output a correspondingly scaled number between 0 and 1. The actual math behind SMUSH() is something called the sigmoid function, but, for our purposes, we need only understand that SMUSH() is a math operation that maps every number back to a specific position in the narrow 0 to 1 space. Our calculation for A1[10] thus becomes the long summation shown above, with the result then passed through SMUSH().

      The computer needs to run that same math for all the nodes in the network. That is, we need to do a summation and smush for A2, a summation and smush for A3, and so on, for every node, A1 through A5, B1 though B5, and OUTPUT, always storing the result as the last entry in the relevant list variable. The resulting code is shown below.

      
        [image: ]

      
      Now, finally, we can set the computer free. With these variables created and functions declared, our main program starts by picking initial values for the various weights. As with so much of our black-box design, our choices here are and can be arbitrary, so let’s just randomly assign starting weights between −0.5 and +0.5 using Python’s built-in function RANDOM.RANDINT(). That function generates numbers between 0 and 1, so subtracting 0.5 gives us our desired range from −0.5 to +0.5. Note that we are including both positive and negative numbers because we do not want to put a thumb on the scale one way or the other. We want to let the computer ultimately decide whether a given input should increase or decrease some later node value.

      Using those starting values, the computer can now go through the training data one sample player at a time, running a function we will call CRAZYMATH() to calculate all the node values based on the nine games under review and the then-current weights. At that point, the computer will compare the resulting black-box prediction to the known, labeled answer, using the difference between those numbers—actually, the square of the difference—as a measurement of network error. Why the square? Because squaring means that the computer will react more to large misses than to small ones. If the player under review played randomly and thus the correct output is 0, a prediction of 0.20 will count as 0.04 when we square the error, but a prediction of 0.4, when squared, will count as a much larger error of 0.16. The necessary code is shown below.
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      After the computer tests all the training samples and sums the resulting errors, the computer’s next job is to find even more accurate weights. To do that, we need to create a second network, one that we can ultimately compare to the first. We can keep the same naming conventions and just double up the various letters, so that our second network will have nodes like AA1, AA2, AA3, AA4, AA5, BB1, BB2, and so on, plus an output we can call OTHEROUTPUT. Instead of filling in these weights completely at random, however, this time we can take the weights from the first network and nudge them a bit, either up or down, using a maximum random shift of 0.05 per entry. Our second network will thus be pretty similar to the first one but with minor weight differences.

      The computer can now run the training data again, this time using the new network and calculating a new total error. If the result is lower total error than the original total error, the new weights become the new starting point. If the new total error is higher, however, the computer deletes the nudged weights and goes back to the original ones. Either way, from there the computer makes a new set of small random nudges and once again looks to see if the resulting network generates a lower total error score across all the training data. The process ends when either the computer has run all this math an excessive number of times or the error is so small that the computer can declare victory.

      
        
           Your Move
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        At this CodeLink you will find a full version of the program that was sketched in pieces throughout this chapter. The code starts by training the network based on newly generated training data, and then, once the network is trained, there is an interactive section that will let you test the network against new players. See what you think of the computer’s accuracy. Can you distinguish random from reluctant players as well as the computer can? And how important to the computer’s work are the various arbitrary decisions we made in writing the code? Do the results meaningfully change if you remove the A5 and B5 nodes from the network? Can you get better results by adding new nodes or additional training data? What happens if you tolerate a little more error or have the computer train on twenty sample players instead of forty? Can you get good-enough results, but faster?

      

      
      As you might already suspect, what we have just built is a very stripped-down neural network. That name is a nod to the structure of the human brain. Like the computer’s network of interconnected nodes, the human brain is a network of interconnected nerves called neurons. Nodes and neurons both receive electrical signals. They both alter those signals in support of various analytical goals. And they both then relay their outputs to other nodes/neurons, ideally empowering some really good reactions and decisions. Admittedly, what happens in the brain is much more complicated than what happens in our code, but the idea is the same. And at the cutting edge of computer science, researchers have found countless ways to add sophistication to the basic framework we have sketched thus far.

      One example? In our code, when we compare the error associated with the two suggested networks, we use a relatively simple analysis to pick the eventual winner. Nothing turns on whether the second network seems to be a lot more accurate, a little more accurate, a lot less accurate, or a little less accurate. Instead, no matter what, if the second network is more accurate, we adopt all of those weights and start the process anew, and if the second network is less accurate, we ignore all of those weights and restart the hunt. A better approach might be to calibrate any changes by factoring in the size of any error gap. Perhaps in response to a large error measurement we should make large changes to the existing weights, but in response to a small error measurement we should take smaller, more cautious steps. The idea would be to use error measurements for more than just a binary yes/no decision, recognizing that error measurements contain more information than just the answer to the question of whether one network is better than the other.

      Another example is that our CRAZYMATH() function relies primarily on multiplication. We calculate a value for node A1, for instance, by multiplying GAMEDATA[1] by A1[1], adding GAMEDATA[2] times A1[2], adding GAMEDATA[3] times A1[3], and so on, through GAMEDATA[9] times A1[9]. More sophisticated neural networks do that, too, but they also introduce a not-multiplied component, which is just some node-specific number like 5, or 32.4, or −71. The idea is to introduce another way for the computer to prioritize or downplay each node. For instance, if a node is assigned some large negative number, the SMUSH() value for that node will be driven toward 0 until that node’s multiplied values grow so large that they exceed the added negative. Conversely, if a node is assigned some giant positive number, the SMUSH() value for that node will be driven toward 1 even when the multiplied values are small. Allowing the computer to make this type of adjustment can, in some networks, improve accuracy even further. And, like all the other numbers being used, the computer finds these node-specific values itself, in essence by trial and error.

      
        Chapter Challenge

        Our code right now distinguishes between random and reluctant players, but our network would be even more valuable if it could draw additional distinctions. Your challenge this chapter is to improve our network such that it can identify additional imperfections that human players bring to the game rock-paper-scissors.

        To start, add a function called MAKEROCKY() that creates sample players who disproportionately choose rock over the alternatives. Can you build a network that distinguishes rock-favoring players from reluctant ones? Can you build a network that handles random, reluctant, and “rocky” players at the same time, maybe with one output that indicates the likelihood that the new player is rocky, a second output that indicates the likelihood that the new player is reluctant, and a third output that indicates the likelihood that the new player is random? Can you go even further, adding and then distinguishing even more human quirks by introducing functions like SORELOSER() and ALWAYSPAPER()?
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        Minimizing Regret
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      Hand a plastic ball to a toddler, and at first they will do anything but use it as a ball. The child might chew on it. They might squeeze it between their hands to see if it can be deformed. They might even attempt to put it into an ear. But at some point, maybe accidentally, they will drop that ball to the ground and realize its most marvelous feature: it rolls.

      Computers, too, can learn by doing. We can tell the computer that tic-tac-toe is an iterative game where players take turns placing their marks on a nine-square grid and the winner is the first player to achieve three of their own marks in a row. We can create helpful variables that allow the computer to record its experience as it plays the game blindly, and we can even write code such that the computer can play against some other computer and then the two can learn by quickly playing thousands of games together. But the important point is that we can stop there. No historic training data required. No need for the programmer to pick some game-specific algorithm. Instead, the programmer need only explain the rules of the game and then provide an opportunity for the computer to functionally chew on the ball, hide it in an ear, and, hopefully, figure out how to make it marvelously roll.

      One machine learning technique along these lines is a relatively new approach called counterfactual regret minimization. Here’s how it works. Imagine that the computer is learning the game rock-paper-scissors and, in a given round, makes the completely arbitrary decision to play paper while some opposing computer happens to play scissors. Right away, the original computer learns something: in this example, at least, that computer would have been a little better off had it played scissors and a lot better off had it played rock. Suppose that the computer plays another round, perhaps this time playing scissors while its opponent by chance plays rock. The computer learns something more. This time, our computer “regrets” not having played rock, which would have earned a tie, and particularly regrets not having played paper, which would have earned a win.

      Count a loss as −1, a tie as 0, and a win as +1, and the computer can quantify this information as follows. In the first game, the computer learned that it would have in total done 2 points better had it played rock instead of paper and 1 point better had it played scissors instead of paper. In the second game, the computer learned that it would have ended up with 2 more points had it played paper instead of scissors and 1 more point had it played rock. Adding those results together, the computer now knows that, in its experience so far, it could have earned 3 more points by playing rock at the right time, 2 more points by playing paper at the right time, and 1 more point by playing scissors at the right time. We can thus think of the computer as suffering 3 points of regret from not playing rock, 2 points of regret from not playing paper, and 1 point of regret from not playing scissors.

      What strategy would this process suggest were the computer to calculate its regret across hundreds or even thousands of games? Let’s find out. Define COMPUTER1STRATEGY to be a list of three decimals, each between 0 and 1, where the first represents the likelihood that the first computer will play rock, the second the likelihood that it will play paper, and the third the likelihood that it will play scissors. A COMPUTER1STRATEGY of [1, 0, 0] thus translates to always playing rock. A COMPUTER1STRATEGY of [0.4, 0.4, 0.2] means playing rock 40 percent of the time, paper 40 percent of the time, and scissors 20 percent of the time. The variable COMPUTER2STRATEGY can then be another three-decimal list keeping track of the same information but for computer 1’s opponent, the intimidating computer 2.

      Next, define COMPUTER1REGRET and COMPUTER2REGRET to be lists that keep track of each machine’s experienced regret, separated by type of move. So, for example, if in past games computer 1 could have earned 4 more points by playing rock, 2 more by playing paper, and 5 more by playing scissors, COMPUTER1REGRET would be, in order, the list [4, 2, 5]. Likewise, if in past games computer 2 could have earned 3 more points by playing rock, 4 more by playing paper, and 2 more by playing scissors, COMPUTER2REGRET would show [3, 4, 2].

      Now we need a function, let’s call it SCORE(), that can take as input the two players’ current strategies and return as output the expected outcome from the requesting player’s perspective. For example, if computer 1 is playing the strategy [1, 0, 0] and computer 2 is playing the strategy [0, 1, 0], SCORE(COMPUTER1STRATEGY, COMPUTER2STRATEGY) should return the value −1 because, in words, computer 1 is playing rock while computer 2 is playing paper, which from computer 1’s perspective will generate a loss.

      This function needs to be more complicated than it might at first seem because, as the computers learn, their approaches might turn out to be mixed strategies like [0.3, 0.2, 0.5] rather than mathematically straightforward strategies like [0, 0, 1] or [0, 1, 0]. That is, SCORE() might plausibly be called with computer 1 using the sometimes-play-rock, sometimes-play-paper, sometimes-play-scissors strategy [0.2, 0.3, 0.5] and computer 2 playing the similarly complicated responsive strategy [0.4, 0.6, 0]. To evaluate outcomes, SCORE() thus has to consider nine possible combinations. In essence, the function must evaluate the odds that computer 1 plays rock while computer 2 plays rock, computer 1 plays rock while computer 2 plays paper, computer 1 plays rock while computer 2 plays scissors, computer 1 plays paper while computer 2 plays rock, computer 1 plays paper while computer 2 plays paper, and on and on, for all three computer 1 and all three computer 2 possibilities.

      Nine sample calculations are shown in the table below, using the example where computer 1 plays [0.2, 0.3, 0.5] and computer 2 plays [0.4, 0.6, 0]. The first row focuses on the possibility of rock/rock. As shown, there is a 20 percent chance that computer 1 will play rock and a 40 percent chance that computer 2 will play rock, so the likelihood that both will happen simultaneously is simply their product, 0.4 times 0.2, or 0.08. In those instances, computer 1 earns 0 points. The fourth row focuses on a more interesting pair, paper/rock. There is a 30 percent chance that computer 1 will play paper and a 40 percent chance that computer 2 will play rock, so the likelihood of this pair is 0.3 times 0.4, which is 0.12. The result in those instances is +1, which represents a win for computer 1. The bottom line of the chart shows the total across all nine pairings, which in this example turns out to be a net positive payoff of 0.10 for computer 1. This is the number that SCORE() will return as output.
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      Sample code is shown on the next page. Remember, the inputs here are two three-number variables that list, in order, the likelihood that the relevant player will play rock, the likelihood that the relevant player will play paper, and the likelihood that the relevant player will play scissors.

      Our main program can now be a simple loop where the computers play the game, calculate their respective regrets, and then adjust before playing anew. The loop starts with computer 1 calling SCORE() to calculate the EXPECTEDOUTCOME associated with its current strategy. Next, computer 1 needs to score the alternatives where it would abandon its current strategy and instead play rock exclusively, or paper exclusively, or scissors exclusively. Elsewhere in the code, we can define PLAYROCK to mean [1, 0, 0] and thus here we can write very readable code: we store in POSSIBLEOUTCOME the result we get from calling SCORE() with computer 1 playing PLAYROCK while computer 2 sticks with COMPUTER2STRATEGY. If that POSSIBLEOUTCOME is better than the current EXPECTEDOUTCOME, the computer stores the resulting regret. Then the computer continues to evaluate its other options, specifically by testing the PLAYPAPER and PLAYSCISSORS possibilities and storing those regret values, too.
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      The last step for computer 1 is now to update its strategy in a way that accounts for all that regret. To do so, computer 1 needs to first add up all the points that it has forsaken to date. Then, computer 1 can calculate three fractions: the fraction of the total points it would have earned had it played rock in games where that was a better move, the fraction of the total points it would have earned had it played paper in games where that was a better move, and the fraction of the total points it would have earned had it played scissors in games where that was a better move. Those fractions become computer 1’s new strategy. From now on, the frequency with which computer 1 will play rock will be the fraction the computer calculated above based on the points forsaken by not playing rock. Similarly, the frequency with which computer 1 will play paper and scissors will be the fractions the computer calculated based on the points forsaken by not playing paper and not playing scissors. And then a similar process can be used by computer 2 to update its strategy. The result? The more regret associated with not playing a given move in past games, the more that move will be played in future games.
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           Your Move
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        The code linked here implements regret analysis over a series of one thousand rounds of rock-paper-scissors between two computerized players. Read everything to make sure that this implementation makes sense, and then make a prediction: What strategy do you think computer 1 will drift toward over time? How about computer 2? Will both players end up adopting the same strategy? Will that strategy change as the computers play more games, or will it stabilize?

      

      
      At this point, you know that both computers ended up playing rock, paper, and scissors with equal likelihood. That is the strategy to which human players also aspire, and it has an important property: If I play randomly like this, there is no better strategy for you, my opponent, than to play randomly in response; and, even if I know you are going to play randomly in response, I have no incentive to change my strategy either. Put differently, me playing randomly and you responding randomly is a stable equilibrium, game after game after game. And the cool thing so far is that, thanks to these regret calculations, the computer figured this out all by itself, with no hints from us and no training data. The computer simply played the game repeatedly and kept track of the regret it experienced whenever it made one move but would have been better off making some other move. Over time, that pattern of regret made clear that the best approach is simply to randomize across the three available moves. Not bad.

      But we can do something even more impressive: we can apply this same approach to much more complicated games. Consider the war game Colonel Blotto. Each player commands an army consisting of five battalions. There are three separate battlefields in dispute, and players must separately decide how many of their battalions to commit to each field. For example, the first player might decide to send two battalions to the first field, two battalions to the second field, and one battalion to the third field. Or the first player might instead decide to send four battalions to the first field, one to the second field, and none to the third field. Battle victories are determined strictly by comparing the number of battalions deployed by each side. If the first player has more battalions committed to a given battlefield than does the second player, the first player wins that field. If the second player has more, the second player wins. Obviously, the goal here is to win as many battlefields as possible while losing as few as possible.

      Just to make sure that the game dynamics are clear, imagine that the first player commits its troops such that three battalions are sent to the first battlefield and one battalion is sent to each of the other two. At the same time, imagine that the second player, without knowing anything about the first player’s deployments, deploys its troops such that two battalions are sent to the first battlefield, two are sent to the second battlefield, and one is sent to the third battlefield. Scoring those decisions, the first player wins the first battlefield, the second player wins the second battlefield, and the third battlefield ends in a tie.

      When we wrote code to evaluate rock-paper-scissors, the big-picture question was the frequency with which the computer should play each of three available moves. Thus, for example, we defined COMPUTER1STRATEGY to be a list of three decimals, with the first representing the likelihood that computer 1 would play rock, the second the likelihood that computer 1 would play paper, and the third the likelihood that computer 1 would play scissors. This time, however, instead of three possible moves there are twenty-one. That is, a commander can send zero battalions to the first battlefield, zero to the second battlefield, and five to the third battlefield; or zero battalions to the first, one to the second, and four to the third; or zero battalions to the first, two to the second, and three to the third; and so on. The new COMPUTER1STRATEGY and COMPUTER2STRATEGY variables will thus each need twenty-one entries, one for each possible deployment pattern.
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          There are twenty-one different ways to deploy five battalions across three battlefields. The list COMPUTER1STRATEGY will therefore have twenty-one entries, one representing the probability that computer 1 will choose the first deployment pattern, the next representing the probability that it will choose the second deployment pattern, and so on, for all twenty-one possible patterns.

        
      
      Yes, that means that COMPUTER1REGRET and COMPUTER2REGRET now also need twenty-one values because here, as before, the computer will need to separately track the total regret associated with each forsaken choice. Using the order shown in the chart above, COMPUTER1REGRET[5] would therefore store the total regret associated with the failure to choose the deployment [0, 4, 1], while COMPUTER1REGRET[21] would track the total regret associated with the failure to choose the deployment [5, 0, 0].

      As for measuring regret, our score function will need some work, both to accommodate the possibility of twenty-one different moves and to implement the battlefield-by-battlefield comparisons. The underlying logic, however, is the same as what we applied for rock-paper-scissors. For example, suppose that SCORE() is called with a first player whose strategy includes choosing the deployment [1, 3, 2] roughly 10 percent of the time and a second player whose strategy includes choosing [2, 0, 1] about 15 percent of the time. Focusing just on those portions of their respective strategies, we know that the likelihood that the first player picks [1, 3, 2] at a time when the second player is playing [2, 0, 1] is 0.10 times 0.15, which is 0.015. We also know that when this rare matchup does play out, the first player will win two battles but lose one, for a net score of +1.

      Of course, that is just one possible combination out of 441 available pairings. That is, COMPUTER1STRATEGY for this game is a list of twenty-one probabilities, one for each possible pattern of deployment. Likewise, COMPUTER2STRATEGY is also a list of twenty-one probabilities, one for each possible pattern of deployment. The SCORE() function thus needs to iterate through all 441 possible combinations, calculating the odds that each specific combination occurs and then comparing the deployments battlefield by battlefield to see how many battlefields are won by each player. That is our new SCORE() function.

      Sample code appears below. Note that the input this time is the requesting player’s twenty-one-number strategy, the opponent’s twenty-one-number strategy, and then also POSSIBLEDEPLOYMENTS, which is the list of the twenty-one available moves. That is, POSSIBLEDEPLOYMENTS[1] is [0, 0, 5] and POSSIBLEDEPLOYMENTS[2] is [0, 1, 4], with POSSIBLEDEPLOYMENTS[2][0] being the 0 from [0, 1, 4] and POSSIBLEDEPLOYMENTS[2][1] being the 1 from [0, 1, 4]. The function needs this list in order to understand what the numbers in MYSTRATEGY and YOURSTRATEGY mean.
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      Our main program is then very similar to the main program we wrote for rock-paper-scissors. Back then, the loop began with computer 1 calling SCORE() to calculate the expected outcome associated with its then-current strategy. After that, computer 1 called SCORE() three more times, once testing to see if PLAYROCK gave a better result, once testing to see if PLAYPAPER gave a better result, and once testing to see if PLAYSCISSORS gave a better result. This time, however, instead of testing just three alternative approaches, the computer needs to test twenty-one possibilities: a TESTSTRATEGY of [1, 0, 0, . . . 0, 0], where the computer would only use the deployment [0, 0, 5]; a TESTSTRATEGY of [0, 1, 0, . . . 0, 0], where the computer would only use the deployment [0, 1, 4]; and so on, through the last option, [0, 0, 0, . . . 0, 1], where the computer would only use the deployment [5, 0, 0]. As before, the computer keeps track of its regret and adjusts its strategy in light of those measured disappointments.
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           Your Move
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        This CodeLink will take you to a full working regret analysis for Colonel Blotto. The complexity of the analysis means that the code might take a few seconds to execute. As always, read everything first to make sure you understand how the code is supposed to work. Then make a prediction: What strategy will the computer choose after playing one thousand games and keeping track of the resulting regret? Is that the same strategy that you would play if given the chance to deploy five battalions across three battlefields?

      

      
      Our Blotto code ends up suggesting that the computer randomly choose from among the various strategies that involve sending three battalions to one field, two battalions to another field, and zero battalions to the last field. That is, the computer will sometimes deploy its battalions as [3, 0, 2], sometimes as [0, 3, 2], and so on, but never as [1, 1, 3] or [0, 0, 5]. And the amazing thing is that this approach has the same property that we flagged with respect to the computer’s regret-based strategy for rock-paper-scissors: If you were to play this strategy against me, I would in response happily play this same strategy against you, and you would in response have no incentive to do anything but continue to play this same strategy against me. Me randomly choosing variations of [3, 2, 0] and you responding with random variations of [3, 2, 0] is a stable equilibrium, game after game after game, with neither of us having any incentive to alter our approach.

      Don’t believe me? Imagine that you are playing variations of [3, 2, 0]. I am certainly not going to respond with variations of [5, 0, 0] because the various pairings there end up giving me either a net tie or a net loss. I would rather stick with my original plan to mix variations of [3, 2, 0] because at least there I have one way to win, one way to lose, and everything else is a tie. Similarly, I am not going to opt for variations of [2, 2, 1] because, again, my outcomes there would be either a net tie or a net loss. Once more, the [3, 2, 0] family of options is better.

      Interestingly, other possible variations are not tempting either because, on average, none of them outperform [3, 2, 0]. For instance, if you play [3, 2, 0] and I randomly play either [3, 1, 1], [1, 3, 1], or [1, 1, 3], I would with equal likelihood earn a net tie, a net loss, or a net win. That’s the same net zero expectation I have for my current strategy of [3, 2, 0]. The same math applies if I were to play variations of [4, 1, 0]. That is, if you play [3, 2, 0] and I randomly play some mix of [4, 1, 0], [4, 0, 1], [1, 4, 0], [1, 0, 4], [0, 1, 4], and [0, 4, 1], I end up earning zero points on average because two of those pairings are winners for me, two are losers, and two are ties.

      And if I stick with the [3, 2, 0] family in response to your plan to use the [3, 2, 0] family, guess what? You stick with your plan too. Indeed, if you send a spy to my military planning meeting and learn that I am fully committed to the [3, 2, 0] family of troop deployments, you will use that information to change absolutely nothing. You will know that my strategy is an unpredictable mix of [3, 2, 0], [3, 0, 2], [2, 0, 3], [2, 3, 0], [0, 2, 3], and [0, 3, 2]; armed with that battlefield intelligence, you will stay the course and also randomly deploy your battalions in one of those patterns. Exactly as our code suggests, these choices are in perfect equilibrium.

      And the computer figures that out all by itself.
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        Chapter Challenge

        Our code right now allows each commander to deploy only five battalions across three battlefields. Your challenge for this chapter is to expand the game to allow more battalions and more fields.

        As you work, you will need to make improvements throughout our sample code. For instance, right now the code lists out the twenty-one moves that are allowed in a game that involves five battalions. For more flexible code, you will have to create a loop that generates all the legal patterns in light of that version’s permissible number of bases and permissible number of battalions. You will then also have to think about ways to define all the strategy and regret variables such that they can accommodate the right number of entries, which again might be something more or less than twenty-one.

        Want more? See if you can further change the code such that some battlefields are worth more points than others. That adds a new wrinkle to the necessary decision-making because suddenly some wins are more valuable than the rest. Of course, if the opposing team focuses its battalions on the most prized battlefields, the right response might be to ignore those battlefields entirely and instead sweep victories across all the lower-stakes fights. You are probably not sure how to play in light of these many complexities, but can you ask the computer to figure it out for you?

      
    
  
    
      
        Afterword

      
      Between 1985 and 1997, the technology company IBM invested millions of dollars developing what would ultimately come to be known as Deep Blue, the first computer to ever defeat a reigning world champion in the game of chess. In 2017, the Google-affiliated artificial intelligence company DeepMind did one better, unveiling self-learning code that, through random play and over just twenty-four hours, learned the game so thoroughly that it, too, could reliably beat the best human players. Why should we care about this? How could it possibly make sense for companies like IBM and Google to invest so much time and money in a board game?

      The reason, I suspect, is that these companies know what is also this book’s secret truth: algorithms developed in the context of word games, board games, and strategy games inevitably have powerful applications elsewhere, too. A computer that can find its way out of a maze might later navigate a self-driving car. A version of Google’s chess program has already been put to work predicting the structure of certain human proteins, research that promises to unlock significant advances in both medicine and biology. Simply put, it’s all fun and games until it’s not. And at that moment, if we play our cards just right, a good game algorithm can quite literally change the world.
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        THE PRINT COMMAND

        
          	1.	PRINT will repeat on the screen whatever you type.
            
              	print ("Hello, I am a lowly Chromebook.")

              	print ("I wish I were a Mac.")

            

          

          	2.	PRINT can also be used to print a blank line.
            
              	print ()

            

          

          	3.	PRINT can tell us the current value of a variable.
            
              	myAge = 97

              	print (myAge)

            

          

          	4.	And PRINT can tell us the answer to a math problem.
            
              	print (5*3 + 10)

            

          

          	5.	After a PRINT statement, Python automatically moves to the next line. To override that default, define the end of the line to be nothing.
            
              	print ("This will print as one ", end="")

              	print ("line.")

            

          

          	6.	You can use the % symbol to hold space for the value of a variable. Use %d for numbers, %s for letters, and %f for decimals.
            
              	favoriteNumber = 3

              	print ("If you roll a %d, you win." % favoriteNumber)

              	favoriteFood = "pasta"

              	print ("Do not eat my %s." % favoriteFood)

            

          

        

      
      
        USING VARIABLES TO STORE INFORMATION

        
          	1.	Variables are like mailboxes inside the computer. Name them and then use them to store letters, numbers, or words.
            
              	myAge = 23

              	myName = "Stan"

            

          

          	2.	When assigning a value to a variable, the variable name goes on the left.
            
              	myAnswer = 5 + 5

            

          

          	3.	Variables can hold almost anything, including letters, phrases, numbers, and even True/False flags.
            
              	greeting = "Hello, world."

              	confession = "I really am just a lowly Chromebook."

              	counter = 10

              	price = 2.58

              	gameOver = False

            

          

          	4.	You can change what is stored in a variable.
            
              	secretCode = 14

              	secretCode = 15

              	print (secretCode)

            

          

          	5.	You can add, subtract, and the like using variables.
            
              	counter = 1

              	counter = counter + 5

              	print (counter)

            

          

        

      
      
        THE INPUT COMMAND

        
          	1.	You can ask the user to INPUT a letter or word and then store that information in a variable so that you can use it later.
            
              	yourName = input("What is your first name? ")

              	print ("Nice to meet you, %s." % yourName)

            

          

          	2.	You can also ask for a number. If you do, make sure to tell the computer that the information should be stored as, say, an integer or floating-point decimal, not a letter or word.
            
              	wins = int(input("How many rounds did you win? "))

              	cost = float(input("How much did you spend? "))

              	print ("Your cost per win was . . .", end = "")

              	print ("$%2.2f." % (cost/wins))

            

          

          	3.	You can also use INPUT to cause your program to pause. That can be helpful during an interaction with the user, and also when you are trying to debug code.
            
              	print ("I am thinking of a number.")

              	print ("Hit ENTER to see it.")

              	pause = input("")

              	print ()

              	print ("My number is 27!")

            

          

          	4.	Put a blank space at the end of each question, so the output is easy to read.
            
              	answer = input("Do you see the problem here?")

              	answer = input("And isn't this much better? ")

            

          

          	5.	Or put the question on one line and the answer on the next.
            
              	print ("Please type the name of your favorite food.")

              	choice = input ("")

            

          

        

      
      
        USING MATH OPERATORS

        
          	1.	Python can do math.
            
              	numOne = int(input("Pick a whole number: "))

              	numTwo = int(input("Pick another one: "))

              	total = numOne + numTwo

              	difference = numOne – numTwo

              	product = numOne * numTwo

              	quotient = numOne/numTwo

              	squared = numOne ** 2

              	print ("%d + %d = %d" % (numOne, numTwo, total))

              	print ("%d – %d = %d" % (numOne, numTwo, difference))

              	print ("%d * %d = %d" % (numOne, numTwo, product))

              	print ("%d / %d = %.2f" % (numOne, numTwo, quotient))

              	print ("%d squared is %d" % (numOne, squared))

            

          

          	2.	The modulo operator (%) reports the remainder that is left when the computer divides one number by another. You will often use this to distinguish odd from even numbers.
            
              	number = int(input("What number? "))

              	print ("If your number is even,")

              	print ("I will print a '0' below.")

              	print ("Otherwise, I will print a '1'.")

              	print (number % 2)

            

          

        

      
      
        DECISIONS WITH IF AND ELSE

        
          	1.	You can tell the computer to run particular code only if a certain condition is true. The IF statement ends in a colon, and the code you want to run must be indented.
            
              	yourAge = int(input("How old are you? "))

              	if yourAge > 21:
                
                  	print ("You are more than 21 years old!")

                

              

            

          

          	2.	The computer knows a lot of ways to compare items.
            
              	a = int(input("Type a number. "))

              	b = int(input("Type another number. "))

              	if a == b:
                
                  	print ("Your numbers are the same. Boring.")

                

              

              	if a != b:
                
                  	print ("Your numbers are different.")

                

              

              	if a > b:
                
                  	print ("Your first number was bigger.")

                

              

              	if a < b:
                
                  	print ("Your first number was smaller.")

                

              

              	if a <= b:
                
                  	print ("Smaller, or equal? I'm not sure.")

                

              

              	if a >= b:
                
                  	print ("Bigger, or equal? I'm not sure.")

                

              

            

          

          	3.	You can also use the connecting words AND and OR.
            
              	a = int(input("Type a number. "))

              	b = int(input("Type another number. "))

              	c = int(input("Type a third number. "))

              	if a == b and b == c:
                
                  	print ("All three numbers are the same. Boring.")

                

              

              	if a == 3 or b == 3 or c == 3:
                
                  	print ("At least one of your numbers is a 3.")

                

              

            

          

          	4.	You can write more complicated conditional statements by using the combination IF/ELSE. Pay close attention to your indentations. Each IF/ELSE pair must line up vertically.
            
              	a = int(input("Type a number. "))

              	b = int(input("Type another number. "))

              	c = int(input("Type a third number. "))

              	if a == b:
                
                  	print ("Your first two numbers are the same.")

                  	print ("Let me check the third number.")

                  	if b == c:
                    
                      	print ("Wow. Your lack of creativity amazes me.")

                    

                  

                  	else:
                    
                      	print ("Nope. That one is different.")

                    

                  

                

              

              	else:
                
                  	print ("Your first two numbers are not the same.")

                  	print ("I will not even bother to look at the third.")

                

              

            

          

          	5.	You can combine ELSE with IF to make the contraction ELIF.
            
              	mathScore = int(input("How did you do on the test? "))

              	if mathScore > 90:
                
                  	print ("More than 90! Wow.")

                

              

              	elif mathScore > 80:
                
                  	print ("Between 80 and 90.")

                  	print ("You did well.")

                

              

              	else:
                
                  	print ("Below 80. Rough day.")

                

              

            

          

          	6.	Python can compare words and letters, too.
            
              	name = input("What is your first name? ")

              	if name < "Python":
                
                  	print ("That comes before Python alphabetically.")

                

              

              	elif name == "Python":
                
                  	print ("Your name is Python? Really?!?!?")

                

              

            

          

        

      
      
        REPEATING AND COUNTING WITH FOR LOOPS

        
          	1.	Use a FOR loop to repeat code.
            
              	for counter in range(10):
                
                  	print("tick")

                

              

              	print ("BOOM!")

            

          

          	2.	Or use a FOR loop to count. Remember, computers start counting at zero.
            
              	for counter in range(10):
                
                  	print (counter)

                

              

            

          

          	3.	You can set the start number, the end number, and even the amount that will be added or subtracted each time through the loop.
            
              	print ("Now, let's cheer!")

              	for cheer in range(2,9,2):
                
                  	print (cheer)

                

              

            

          

          	4.	You can nest one loop inside another loop. Here, for each of ten rows, the code iterates through five seats.
            
              	for rows in range(10):
                
                  	for seats in range(5):
                    
                      	print (seats+1, end=" ")

                    

                  

                  	print ()

                

              

            

          

          	5.	You can even use a FOR loop with a string.
            
              	name = input("What is your name? ")

              	print ("I will count the letters in your name.")

              	counter = 1

              	for letter in name:
                
                  	counter = counter + 1

                

              

              	print (counter)

            

          

        

      
      
        REPEATING AND COUNTING WITH WHILE LOOPS

        
          	1.	Use a FOR loop when you know how many times you want to loop, but use a WHILE loop when you want to keep looping until something specific happens.
            
              	answer = input("Type a capital letter. ")

              	while (answer > "Z" or answer < "A"):
                
                  	print ("That was not a capital letter.")

                  	print ("Let's try again.")

                  	answer = input("Type a capital letter. ")

                

              

            

          

          	2.	This code would be awkward to write with a FOR loop, but it is easy to write using WHILE.
            
              	target = 21

              	total = 0

              	while total < target:
                
                  	roll = int(input("What number did you roll? "))

                  	total = total + roll

                  	print ("That gives you a total so far of %d." % total)

                

              

              	print ("Finished!")

            

          

          	3.	True/False flags are often used in WHILE loops.
            
              	finished = False

              	counter = 0

              	while not finished:
                
                  	print ("Still working.")

                  	counter = counter + 1

                  	if counter == 3:
                    
                      	finished = True

                    

                  

                

              

              	print (counter)

            

          

        

      
      
        GENERATING RANDOM NUMBERS

        
          	1.	To use random numbers, import the built-in library RANDOM. A library is just a resource that teaches the computer new functions.

          	2.	With that library, we can ask for a random integer using the command shown below.
            
              	import random

              	diceRoll = random.randint(1,6)

              	secondRoll = random.randint(1,6)

              	print ("You got a %d and a %d." % (diceRoll, secondRoll))

            

          

          	3.	Here's another example.
            
              	import random

              	randomNum = random.randint(1,100)

              	print ("I am thinking of a number between 1 and 100.")

              	guess = int(input("What's your guess? "))

              	print ("My number was %d." % randomNum)

              	print ("Did you guess it?")

            

          

          	4.	We can also ask for a random decimal between 0 and 1.
            
              	import random

              	randomNum = random.random()

              	print("Here is a random decimal: %0.2f." % randomNum)

            

          

        

      
      
        GROUPING VARIABLES INTO LISTS

        
          	1.	So far, we have been storing information in separately named variables.
            
              	myName = "Inigo Montoya"

              	howManyFingers = 6

            

          

          	2.	Sometimes, however, we need to create a large number of related variables, and we do not want to type everything out. In those situations, we can use a list. To create one, type the items using commas and brackets, as shown.
            
              	stateList = ["Ohio", "Iowa", "North Dakota", "Texas"]

            

          

          	3.	Alternatively, start with an empty list and then add items one by one.
            
              	stateList = []

              	stateList.append("Ohio")

              	stateList.append("Montana")

              	stateList.append("North Dakota")

              	stateList.append("South Dakota")

              	stateList.append("Texas")

            

          

          	4.	We can print our list in full . . .
            
              	print (stateList)

            

          

          	5.	Or we can access our list one item at a time. But be careful: the first item in a list is item [0], not item [1].
            
              	print(stateList[0])

              	print(stateList[3])

            

          

          	6.	We can even access lists using loops and variables.
            
              	listLength = len(stateList)

              	for counter in range(listLength):
                
                  	print (stateList[counter])

                

              

            

          

          	7.	We can replace and remove items from a list.
            
              	dwarfList = ["Sleepy", "Grumpy", "Doc", "Sneezy", "Lazy"]

              	dwarfList[3] = "Bashful"

              	dwarfList.remove("Lazy")

              	print (dwarfList)

            

          

          	8.	In the examples above, our index numbers were arbitrary. For instance, there was nothing magical about dwarfList[1] being Grumpy as opposed to Doc. But sometimes an index has real meaning. Below, for instance, a spin of 2 is stored in spins[2], and a spin of 5 is stored in spins[5].
            
              	import random

              	# prepare the list

              	spins = []

              	for counter in range(7):
                
                  	spins.append(0)

                

              

              	# spin the spinner 100 times

              	for counter in range(100):
                
                  	spin = random.randint(1,6)

                  	spins[spin] = spins[spin] + 1

                

              

              	# report the results

              	print ("I spun a spinner 100 times.")

              	print ("Here's what happened:")

              	for count in range(6):
                
                  	print ("I spun %d . ." % (count+1), end="")

                  	print ("%2d times." % spins[count+1])

                

              

            

          

        

      
      
        GROUPING LISTS INTO ARRAYS

        
          	1.	We can think of an array as a list of lists. A sports stadium, for instance, might be defined as a list of rows, where each row is then a list of seats.
            
              	seats = []

              	for rows in range(10):
                
                  	seats.append(["1","2","3","4","5","6"])

                

              

            

          

          	2.	We can print that array seat by seat. Just use two indexes, the first for the row number and the second for the seat number.
            
              	print ("Here's our seat map.")

              	for rows in range(10):
                
                  	for columns in range(6):
                    
                      	print (seats[rows][columns], end=" ")

                    

                  

                  	print ()

                

              

            

          

          	3.	Change array values the normal way, treating each item as a unique, independent variable.
            
              	seats[0][0] = "A"

              	seats[1][0] = "B"

              	seats[2][0] = "C"

              	seats[3][0] = "D"

            

          

        

      
      
        DEFINING FUNCTIONS

        
          	1.	Python knows a large number of standard functions like PRINT and INPUT. Sometimes, however, you will want to define your own functions, in essence creating new commands that you can then use in your own program. The below example shows you the format, including the required indentation.
            
              	def myFunction():
                
                  	print ("Hello from inside the function.")

                  	print ("How are you?")

                

              

            

          

          	2.	Functions often accept information that the function will then use. This is true for built-in functions like PRINT, which accepts details about what to display on the screen. It can be true for functions you write, too.
            
              	# define a new function

              	def square(value):
                
                  	print (value*value)

                

              

              	# then use your function in the main program

              	number = int(input("Type a number: "))

              	print ("The square of your number is . . .", end="")

              	square(number)

            

          

          	3.	Need to pass in a lot of information? No problem.
            
              	def average (score1, score2, score3):
                
                  	averageValue = (score1 + score2 + score3)/3

                  	print ("%2.1f" % averageValue)

                

              

              	firstTest = int(input("What was your first score? "))

              	secondTest = int(input("What was your second? "))

              	thirdTest = int(input("And your third? "))

              	print ("Your average is ", end="")

              	average(firstTest, secondTest, thirdTest)

            

          

          	4.	You can even pass in a list or an array. If you do, however, be careful. If you change the list or array inside the function, you might accidentally change it outside the function, too. To minimize confusion, I always make a second copy of any passed-in list or array before editing it. That way, I can always be sure that my functions are changing the copy, not the original.
            
              	def regrade(scores):
                
                  	# make a new list

                  	experiment = []

                  	for counter in range(len(scores)):
                    
                      	experiment.append(scores[counter])

                    

                  

                  	# edit that new list

                  	experiment[0] = 100

                  	print ("If you had earned a perfect first test,")

                  	print ("your scores would be: ", end="")

                  	print (experiment)

                

              

              	# the main program

              	scores = [80, 90, 95]

              	regrade(scores)

              	print ("But sadly, you actually scored: ", end="")

              	print(scores)

            

          

          	5.	The examples thus far only print information to the screen. But a function can also pass information back so that it can be used elsewhere in the program.
            
              	def average (score1, score2, score3):
                
                  	averageValue = (score1 + score2 + score3)/3

                  	return (averageValue)

                

              

              	firstTest = int(input("What was your first score? "))

              	secondTest = int(input("What was your second? "))

              	thirdTest = int(input("And your third? "))

              	yourAverage = average(firstTest, secondTest, thirdTest)

              	print ("Your average was %2.2f." % yourAverage)

            

          

        

      
    
  
    
      
        References

      
      My goal in writing this book was to introduce some of computer science’s most engaging concepts to an audience that might not yet be ready to read about those ideas in the more formal coding literature. Thus, I have intentionally minimized my use of technical jargon, avoided advanced mathematics, steered clear of advanced coding structures, and even allowed minor inefficiencies to creep into my code when doing so promised to make the code more readable. That said, in this closing note, I want to tie this book’s substance into that less accessible literature so that interested readers will know where to turn as they want to learn more.

      Chapter 1 opens with the example of binary search, which is a powerful search algorithm commonly taught in introductory computer science courses. I use binary search to show the power of elimination algorithms, and then I focus on one elimination algorithm of particular interest: an algorithm tailored to the game Wordle. There are obviously many other uses for both binary search and elimination. One famous example is the game Mastermind, which has been studied by many leading computer scientists including the legendary Donald Knuth, a mathematician who by most accounts launched the entire field of algorithmic design.

      My discussions in chapters 2 and 3 introduce four exciting and foundational concepts: backtracking, depth-first search, breadth-first search, and recursion. A good next step would be to focus on more advanced pathfinding algorithms like Dijkstra’s algorithm and A*, each of which offers important advantages when it comes to finding the shortest path but at reasonable overall time and processing costs. Here, too, there is worthwhile work to be done in thinking about how to evaluate the costs of using one algorithm versus another. A good starting place is a measuring technique conventionally called Big O notation.

      Chapter 4 opens with the coin game Nim and uses that game to explain both the need for, and the inner workings of, minimax. From there, chapters 4 and 5 correctly capture the main insights that drive recursive minimax, the only real exception being that I implement minimax using two functions (FINDBESTMOVE() and WHATHAPPENS()) whereas more sophisticated presentations typically do all the work within one. Chapter 6 then introduces what the literature refers to as alpha-beta pruning. Taken together, all of that positions readers to tackle more rigorous treatments of these various techniques. A good place to start is iterative deepening, which is one of the strategies we begin to explore in chapter 6’s concluding challenge, where the computer in essence uses early searches to strategically sequence later ones.

      Chapters 7, 8, and 9 playfully describe as “darts” what computer scientists would call Monte Carlo simulation and Monte Carlo Tree Search. More advanced variations use better data structures and significantly more sophisticated mathematics, but they follow the conceptual path I sketch here. The vignette I use to open chapter 7, meanwhile, is inspired by a famous demonstration that uses Monte Carlo methods to estimate the value of the geometry constant pi. I thought it more memorable to instead estimate the area of a squiggle and to hand some darts to a few drunken mathematicians.

      Chapter 10 introduces a coding construct that is formally known as a Markov chain. My version is built using relatively simple lists; traditional versions are built using more elegant data structures like classes and dictionaries. For next steps, there is a wonderful literature on how to use “hidden” Markov models to detect subtle data patterns. A lot of speech recognition is done this way, and the technique has also shown promise as applied to all sorts of genetic and medical data.

      Chapter 11 then really builds a neural network, albeit without the gnarly math. A great next step here would be to read about bias values, which are the numbers I mention at the end of the chapter that can be added to my CRAZYMATH() formulas to, in essence, set thresholds below or above which certain nodes will be ignored. There are also countless papers that dig into questions of network design, offering ideas about how to decide whether a given network should have two intermediate steps versus three, and whether each step should be represented by five nodes, or ten, or something else, and even how to set starting values for all of the necessary weights.

      Chapter 12 concludes with a machine learning technique called counterfactual regret minimization. There are dozens of research papers exploring variations on this approach, as this one is still the subject of very active research. The math here gets pretty intense, typically requiring a rigorous understanding of both statistics and linear algebra in order to tackle even relatively simple applications. That said, this is one of many spaces where we can expect significant conceptual breakthroughs in the years ahead. If you happen to make one, reach out and I will be sure to include it in the book’s next edition.
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AS[10] = smush(AS[1gameDatal 1] + AS[2]*gameData[2] + - + AS[9]*gameData[9])

# calculate the downstream B values, using the A values and weights

SHBI[1]*AI[10] + BI2I°A2(10] +.. + BI[S]*AS[10])
s(B2(1]*AI(10] + B2(21°A2(10] + .+ B2(S]*AS{10])
S(B3(1]*AI[10] + B3R2I°A2(10] + .+ B3[S]*AS[10])
mush(B4{11*AI10] + BARI*A2[10] + ..+ BA[SI*AS[10])
mush(BS[11*AI[10] + BS2I*A2{10] + .+ BS[S[*AS[10])

# lasly,calculate the downstream prediction, using the B values and weights
outpu§] = smush(outpul{11°B1(6] + oupui[2)°B2(6] + .+ oupui[3]*BS[6])

+ AI[9]gameDatao])
ameDatf9])
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def solvePuzzle (board, currentRow, currentCol):

# return True if the board is filled
if isFilled(board):
return True

# find the next empty space
while board[currentRow][currentCol] 1=
if currentCol < 8:
currentCol = currentCol + 1
else:
currentRow = currentRow + |
currentCol = 0

# test every number 1-9
for num in range(1,10):

if isPossible(board, currentRow, currentCol, num):

# fill in that number
board[currentRow][currentCol] = num

# make the recursive call
if solvePuzzle(board, currentRow, currentCol):
return True

# nothing worked, so backtrack

board[currentRow][currentCol] =""____ M
return False
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296 def findBestMove (board, player, depth, worstCaseComputer, worsiCaseRival):
297 ifplayer

298 set curreniBest 0 ensure that some move i picked
200 cumeniBestOutcome = PLAYERWINS - |

300 #loop through every column

301 forcol inrange(1.9):

302 #test any column that has an empty space

303 i board[6][col] < 6

304 possibleOutcom

whatHappens(board. col player, depth, worsiCaseComputer, worsiCaseRival)

305 # i this outcome is 100 good, the rival will never alow

306 ifpossblcOuicome >~ worsCaseRival
07 rewm [eol possibleOutcome] T prune!

308 # because this autcome s possible, update the computer's worst case
309 if possibleOutcome > worsiCaseComputer:

310 worsiCaseComputer = possibleOutcome

an # also check if this is now the computer's best move

12 if possibleOutcome > curreniBestOutcome:

313 curreniBiestMove = col

31 currentBestOutcome = possibleOutcome
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def solveMaze (maze, currentRow, currentColumn):

# mark this position as visited
mazefcurrentRow] [currentColumn] = "*"

# return True if this is the exit
if isExit(maze, currentRow, currentColumn):
return True

# if down is legal, move down and search recursively

i isLegal(maze, currentRow-+1, currentColumn

if solveMaze(maze, currentRow 1, currentColumn):
return True

#if up is legal, move up and search recursively
if isLegal(maze, currentRow-1, currentColumn):
if solveMaze(maze, currentRow-1, currentColumn):
return True

#if right is legal, move right and search recursively
if isLegal(maze, currentRow, currentColumn+1):
if solveMaze(maze, currentRow, currentColumn-+1)
return True

#if left is legal, move left and search recursively
if isLegal(maze, currentRow, currentColumn-1):
if solveMaze(maze, currentRow, currentColumn-1):
return True

# nothing worked, so backtrack

maze[currentRow][currentColumn] = 0 w—__
retun False “packtrack
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293 while simulationsRun < simulationsMax:

294 #add this node to the path
295 path.append(currentNode)

206 #create the bourd and evalute it
207 newBoard = makeBoard(board, path, tree)
208 result = scoreBoard(newBoard)

299 #is this node a dead end?
300 if result 1= CONTINUE:

301 # update visits and wins along the path

302 for priorStep in path

303 tree[priorStep][VISITS] = tree[priorStep][VISITS] + 1
304 if tree[priorStep][WHO] = "C'

305 weelpriorStep][WINS] = tree{priorStep] WINS] + result
306 :

307 tree{priorStep][WINS] = tree[priorStep][ WINS] ~result
308 set for the next simulation

309 0

310 path-[)

311 simulationsRun = simulationsRun + |
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elif treefcurrentNode][VISITS |

# this is our first visit to this node

#which player brought us here?
whoPlayedLast = treefcurrentNode] WHO]

# itis therefore the other player's tum

if whoPlayedLast == "C":
whoPlaysNow

else:
whoPlaysNow =

#add children, but only if the relevant column has
lastNode = leniree)
for possibleCol in range(1.8):
if newBoard[6][possibleCol] —= 6:
tree{currentNode][3+possibleCol] = INVALID
else:
weefcurrentNode][3+possibleCol] = astNode
tree.append([whoPlaysNow,possibleCol 0.0,
astNode = lastNode + 1

space

0.0.000)

# now, simulate from this node
result = playRandomly(newBoard, whoPlayedLast)

# update visits and wins along the path
for priorStep in path:
tree{priorStep][VISITS)] = tree[priorStep][VISITS] + |
if reefpriorStep](WHO] — "C"
tree{priorStep][ WINS] = treefj
else:
tree{priorStep][WINS] = tree[priorStep][WINS] restlt

rStep][WINS] + result

# reset for the next simulation

currentNode = 0

path =[]
imulationsRur

nulationsRun + |
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y represents the line

the recursive function
def countLine (position):

if line[position] = "Ice Cream!":

retun(0)

else:
beforeMe = countLine(position+1)
return (beforeMe + 1)

# main program
print ()

print ("How many people are in the line?")
print (countLine(0))

", "Next Person", "Another Person", "lce Cream!"]

‘\W
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return (beforeMe + 1)

countLine(1)

position = 1
| beforeMe = countLine(2)

return (beforeMe + 1)

countLine(2)

position =2
return (0)

o
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10 def score (myStrategy. yourStrategy, possibleDeployments):

11 numPossible = len(possibleDeployments)
12 totlPoints = 0.0

13 # considerall possible deployment combinations

14 for myMove in range(1, numPossible):

15 foryourMove in range(1, numPossible):
16 battlesWon = 0

17 oddsThisCombo = myStrategy[myMove] * yourStrategy[yourMove]
18 # evaluate the three fields

19 for field in range(3):

20 mySoldiers = possibleDeployments[myMove{field]

2 yourSoldiers = possibleDeployments{yourMove][ficld]

2 if mySoldiers > yourSoldiers:

E battlesWon = battlesWon + 1

24 if mySoldicrs < yourSoldicrs:

25 batllesWon = battlesWon - 1

26 totalPoints = totalPoints + oddsThisCombo * battlesWon

27 retum totalPoints
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#how does computer currently do?
cumeniOutcome = score(computer] Strategy. computer2Strategy. possibleDeployments)

#1oop through all the possible strategies the computer could have played
for counterin range(, numPossibleDeployments 1)
for counter2 n range( 1, numPossibleDeployments 1)

estStrategyfcounter?] - 0.0
testStrategyfcounter] - 1.0

#had computerl chosen this testStrateay, would computer] have done better?
altemativeOutcome = scoretestStrategy. computer2Strategy. possibleDeployments)

if alternativeOutcome > currentOutcome:
regret = altemativeOutcome - curreniOutcome.
else:
regre

# keep track of the
‘computer| Regrecounter] = computer| Regretfcounter] + regret

#afer all deployments have been considered, update computer| s

strategy
otalRegret = 0

for counterin ranged1, numPossibleDeployments 1)
totalRegret = totalRegret + computer! Regretfcounter]

if totalRegret 1= 0
for counte in range(numPossibleDeployments-1):
‘computerlStrategy[counter] = computer | Regret{counter] otalRegret
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defscore (myStrateey. yourStrategy):
0

inis +0 * (mySirateay[0]*yourStracgy[0])
ints 1% (myStsatces[0]yourStateay{ 1)

points = points + 1 * (myStrategy{0]*yourSirategy(2])
points = points + 1 * (myStrategy{1]*yourStratezy[0])

s +0°* (myStraegy[1]*yourStrategy(1])
ints 1 * (mySirtcay(1]*yourSirateay(2])
s — 1 * (myStrateay[2]youSiraiezy[0])
s + 1 (myStrategy 2 *yourSiategy( 1)
points 0 (mySirateay (2 *yourStrtezy[2])

retum points

# rock, rock
# rock, paper
# rock, scissors
# paper, ock
# paper, paper
# paper,scissors

#scissors, rock
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#how does computerl currently do?
expectedOutcome = score(computer| Strategy, computer2Strategy)

#had computer] chosen to play Rock, would computer] have done better?
possibleOutcome = score(playRock, computer2Strategy)
if possibleOutcome > expectedOutcome:

regret = possibleOutcome — expectedOutcome

computer| Regret[ROCK] = computer| Regret[ROCK] + regret

#now the same analysis but for Paper
possibleOutcome = score(playPaper, computer2Sirategy)
if possibleOutcome > expectedOutcome:

regret = possibleOutcome - expectedOutcome

computer| Regrot[ PAPER] = computer| Regret{PAPER] = regret

# then Scissors

score(playScissors, computer2Strategy)
ssibleOutcome > expectedOutcome:

regret = possibleOutcome — expectedOucome
computerIRegrei[SCISSORS] - computer| Regre[SCISSORS] + regret

# calculate total regret so far
totalRegret = computer | Regre{( ROCK] + computer | Regret{ PAPER]
+ computer] Regrei[ SCISSORS]

# and update computerl s strategy
iftotalRegret 1= 0:
computerl Strategy[ROCK] = computer | Regret ROCK  totalRegret
computerl Strategy[PAPER) = computer| Regre([ PAPER totalRcgret
computer] Strategy[SCISSORS] = computer | Regret[ SCISSORS ) otalRey
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155 while not satsfied:

156 #try the current pattem of weights
157 totalErmor =00

158 sampl
159 while sample <= totalSamples:

160 #load the new sample

161 for counter in rangef( 10):

162 ‘zameData{counter] = testDatafsamplc][counter]

163 runthe Crazy Math
164 crazyMath(gameData, Al A2, A3, A4, AS. BI, B2, B3, B4, BS, outpun)

165 #update the error measurement
166 totalError = totalError + (gameData[9)- outpu(6])**2
167 #go back for our next sample

165 sample

ample + 1





OEBPS/images/15544_003_fig_001.jpg





OEBPS/images/15544_003_fig_002.jpg





OEBPS/images/15544_003_fig_003.jpg
boLp BOLD BoLD
HOLD HOLD ToLD
HOLE. ToLD. HOLD

boLp

|/ nown'

HoLE

HOPE






OEBPS/images/15544_003_fig_004.jpg
137 def breadihFirst (startWord, endWord)

138 # this array stores all ladders currently under consideration
139 ladders = [[startWord]]

140 # loop until we run out of ladders
141 while (len(ladders)>0):

142 i we will start by expanding the very first ladder
143 ladderToExpand = ladders[0]

144 currentLastWord = ladderToExpand[len(ladderToExpand) -1]
145 for potentialNextWord in words:

146 # no repetition allowed

147 i potentialNextWord not in ladder ToExpand:

148 # check legal step

149 i isPossible(currentLastWord, potentialNextWord):

150 # make and store the new, longer ladder

151 newLadder = copyList(ladderToExpand)

152 newLadder.append(potentialNextWord)

153 ladders.append(newLadder)

154 i potentialNextWord == endWord:

155 prini("l found the shortest ladder.")

156 printList(newLadder)

157 reurn

158 # remove the ladder we just expanded

159 ladders.remove(ladder ToExpand)
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136 def depthFirst (startWord, endWord):

137
138

139
130

11
192
13

144

15
146

147
148

149
150
151
152

153
154
155
156

157
158

# this armay stores all adders currently under consideration
ladders = [startWord]]

#loop until we run out of ladders
‘while (len(ladders)>-0): g7,y
# this time, always expand the st ladder '

adderToExpand - ladders{len(ladders) 1]
currentLasWord = adder ToE xpand| len(ladderToxpand) 1]

for potentialNextWord in words:

i allowed
fextWord notin ladder ToExpand:

# no repi
i potential

# check ifit's a legal step
ifisPossible(currentLastWord, potentialNextWord):
# make and store the new, longer ladder
newLadder = copyLisi(ladderToExpand)
newLadder.append(potentialNetWord)
ladders append(newLadder)

i po
"I found a solutio
DL isnewLadden

# remove the ladder we just expanded
ladders remove(ladderToExpand)
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68 def whatHappens (board, row, col, player):

6
70
7

7
73
7

75
76
7
78
7

50

81
82
3
84
85
86
87

# make a test board
testBoard = generate TestBoard(board, row, col, player)
outcome = scoreBoardtestBoard)

#we are done if this move triggered a win or tie
if (outcome == WIN) or (outcome == TIE):
return outcome

#if neither, cor

ider the opponent’s response
if player == "C"
player =

else: ""‘
player —

opponentinfo = findBestMove(testBoard, player)

# return the result from the calling player’s perspective
if opponentinfo[ 1] == WIN:
return LOSS
elif opponentinfo 1]
retun WIN
else:
return TIE

0sS:
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def findBestMove (board, playen):

currentBestMove = [-99, -99]
currentBestOutcome = -99

for row in range(3):
for col in range(3):

# evaluate every empty
i boardfrow][col]

possibleOutcome = whatHappens(board, row. ol player)

i possibleOutcome > currentBestOutcome:

currentBestMove[0] = row
currentBestMove[1] = col
currentBestOutcome = possibleOutcome

return [currentBestMove, currentBestOutcome]
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70 def playRandomly (board):
71 while not inDeadlock(board):

72 #placearandom2ord
73 board = placeRandomTile(board)
74 #randomly choose the next tilt

75 chosenMove = randomfandint(0, 3)
76 ifchosenMove == 0:

7 board = tiltUp(board)

78 elif chosenMove == I:

79 board = tltDown(board)

80 elif chosenMove == 2:

81 board = tltLefi(board)

82 eke

kS board = tltRight(board)

84 retum scoreBoard(board)
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def indBesthove (board):

W iniilize varidbles

simulationCount <50+ This versiow plays 50
Htestup ”b-b-:
iUp(board) ‘games, and so on

ford in range(simulatonCoun):

ol += playRandomiy(estUp)
upverage - total/ simulatonCoun
Htestdown

testDown = iiDown(board)

for in rangefsimulationCounty
otal = playRandomyestDoven)
downAverage = total  simulationCount

Hestlen
esiLel = L efiboard)
ol -0
ford in rangetsimulationCoun:
ol += playRandomiyiesiLer)
TefAverage = ot/ simulaionCount

Htestright
testRight = ilRightboard)
otal =0

for i inrange(simulaionCount):
total = playRandomiy esiRight)
rghtAverage = ol / simulationCount

¢ downAverage, lflAvera

rghtav

scores = [upAv

# pick the best outcome.
bestResult - 999
for counter i Fangetd):
i scoresfcounter] > bestResult:
bestMove = counter
bestResult = sores{counter]

reum bestMove
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def whatHappens (coins, mov

coins — move

5

6 newStatus
7 if newStatus <= 0:

8 return WIN

9 opponentOutcome = findBestMove(newStatus)[1]
10 if opponentOutcome == WIN:

Il retum LOSE "M

13 return WIN
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def findBestMove (coins):

outcomeOne = whatHappens(cos
outcomeTwo = whatHappens(coi

if outcomeOne == WIN; ‘”‘Au
return [1, outcomeOne] = w”‘f

else:

return [2, outcomeTwo] w
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def count (playerHistory):
numGames = len(playerHistory)

rockHistory = [0.0.0,0]
paperHistory = [0.0.0.0]
scissorsHistory = (0.0.0.0]

for cir in range(numGames-1):

if playerHistory[ct
rockHistory[0) = rockHistory[0] + 1

if playerHistory[ctr+1] == "R":
rockHistory[ 1] = rockHistory[1]+1
if playerHistory[ctr+1]
rockHistory[2] = rockHistory[2]+1

if playerHistory[ctr+ 1] == "S"
rockHistory[3] = rockHistory[3]+1

if playerHistory[etr] = "P"
paperHistory[0] = paperHistory[0] + 1
if playerHistory[etr+1] = "R

paperHistory[ 1] = paperH
if playerHistory[etr+1] — "P"

paperHistory[2] = paperHistory[2]+1
if playerHistory[etr+1] —

paperHistory[3] = paperHistory[3]+1

ony[1]+1

i playerHistory[ctr]

if playerHistory[etr+1]
scissorsHistory[1] = scissorsHistory[11+1
if playerHistory[etr+1] == "P";
scissorsHistory[2] orsHistory[2]+1
if playerHistory[etr+1] == "S"
scissorsHistory[3] = scissorsHistory[3]+1
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defisReluctant (playerHistory):

outcome =0
numGames = len(playerHlistory)

for et in range(1, numGames):

playerChoice - playerHistoryfetr]

computerChoice = respondReluctant(playertistory[ctr-11)

outcome = outcome + calculateOutcome(playerChoice, computerChoice)
ifoutcome > 0:

return (True)
else:

return (False)
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def whatbappens (board, column, player, depth):

# make a test board
testBoard = generateTestBoard(board, column, player)
outcome = scoreBoard(testBoard)

#stop the analyss if we
i depth — 0:
retum outcome

at max depth

#also stop if we have a winner
if (outcome <= COMPUTERWINS) or (outcome == PLAYERWINS):
retum outcome

Horatic
if (outcome = TIE)
return outcome

#if none of that, recursively explore the next move:
i player == "C"
player
else:
player =

opponentinfo = findBestMovetestBoard, player, depth-1)

# return that result
retum opponentinfo[ 1]
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318 def findBestMove (computerCards, dealerCards):
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¢ create the deck of cards
deck = makeDeck(computerCards, dealerCards, hidden)

#create sample hand to experiment with

computertfand = makeHand(computerCards)
#prepare to track wins from taking  card
totalWins - 0

for counter in range(umSimulations):

#draw acard
drawnCard - newCard(deck)

computertiand appendi(drawnCard)

# randonly simule the compute’s moves

‘otalWins -~ playRandomi(computesHand. dealerCards)
#reset to simulate again

computertiand remove(drawnCard)

deck = makeDeck(computerliand. deolrCards, hidden)

#how did we do by taking at least one card?

takeAverage = totalWins / numSimulations
# prepare to track wins from standing.
totlWins =0

# create sample daler hand 0 experimen with
dealerand = makeland(dealesCards)
for counte n range(numSimulations):
# play agains the computer'sorinalcards il 17 or more
dealerland - playTol T(computerCards,dealetland. hidder)
oralWins - scoreCame(computerCards, dealerlfand)
and how do we do by standing?
holdAverage = otalWins  numSimulations
# choose the beter move
ifakeAverage > hold Average:
retum TAKE
ehe
retum STAND
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297 def findBestMove (board, player, depth):

298 # set currentBest to ensure that some move is picked
299 ifplayer == "C"

300 cumentBestOutcome = PLAYERWINS-1

301 ifplayer ="P":

302 cumentBestOutcome = COMPUTERWINS 1

303 #loop through every column
304 for col in range(1.8):

305 #testany column that has an emply space
306 ifboard6][col] < 6:

307 possibleOutcome = whatHappens(board, col, player, depth)
308 # the computer prefers larger scores

309 if player == "C":

310 if possibleOutcome > currentBestOutcome:

31 currentBestMove = col

312 currentBestOutcome = possibleOutcome

313 # the player prefers smaller scores

314 if player == "P"

315 if possibleOutcome < currentBestOutcome:

316 currentBestMove = col

317 currentBestOutcome = possibleOuicome

318 retm [currentBestMove, currentBestOutcome]
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218 def playRandomly (computerCards, dealerCards):
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#make a local copy of the computer’s hand to experiment with
computerHand = makeHand(computerCards)

# computer is done if reached 21, or busted

if (valueHand(computerHand) > 20):
finished = True

else:

inished = False

‘while not finished:

#make a deck to work with: note: the dealer has a hidden card
deck = makeDeck(computerHand, dealerCards, hidden)

# randomly choose o take or stand

chosenMove = random.randini(0.1)

if chosenMove
# take
drawnCard = newCard(deck)
computertfand.append(drawnCard)

# stand
finished = True

if valuetand(computertand)>20:
finished = True

# make a local copy of the dealer’s hand to experiment with
dealerHand = makeHand(dealerCards)

# the dealer plays until 17
dealerHand = playTol 7(computerHand. dealerHand, hidden)

retur scoreGame(computerHand, dealertland)
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else:
# gather data about the two child nodes
if curreniNode 1= 1
takeWins = wins[currentNode 2]
takeVisits = visits[eurrentNode 2]
dWins = winsfeurrentiNode 3]
standVisits = visitsfeurrentNode 3]

el
takeWins = winsfcurreniNode+ 1]
takeVisits = visitsfeurrentNode+ ]
standWins = winsfeurrentNode 12]
standVisits = visit[eurrentNode 2]

# pick one
nexiNode = chooscChild(currentNode, takeWins, akeVisits, standWi
curreniNode = nexiNode

. standVisits)
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#this is a new take node

# prepare the next level of the tree
sis.append(0)

visitsappend(0)

‘wins.append(0)

wins.append(0)

# draw enough cards to reach this node:

cardsTaken = int(currentNode/2)

for counter in range(cards Taken):
drawnCard = newCard(deck)
computerHand append(drawnCard)

# randomly simulate a game

result = playRandomly(computertand, dealertand)
simulationsRun += |

# add visit and result t0 this node
visits{eurreniNode] = visits[currentNode] + 1
wins[eurrentNode] = winscurrentNode] + result

#add visit and result to the nodes that led here

currentNode = currentNode ~2

while currentNode > |
visits[currentNode] = visits[currentNode] + 1
winsfeurrentNode] = wins[curreniNode] + result
currentNode = currentNode -2

if curreniNode
visits(1] = visits[1] + 1
wins{1]= wins[1] + result

# st the various variables
computertland = makeHand(computerCards)

dealerHand = makeHand(dealerCards)
deck = makeDeck(computerCards, dealerCards, hidden)
currentNode = |
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380 while simulationsRun < simulationsMax:

381 if isStand(currentNode):

2o cooughcants o rench s de
3 cardsTaker -32)

384 for counter in ran

385 drawnCard

386 computerHand.append(drawnCard)

387 # randomly simulate the dealer’s moves and determine winner
388 layTol T(computerHand, dealerttand. hidden)
380 scoreGame(computertand. dealerHand)

390 simulationsRun +=

391 #add visitand result 1o this node

392 visitsfeurrentNode] = visitsfcurrentNode] + |

393 wins[eurreniNode] = wins{currentNode] + result

394 #addvisit and result o the nodes that led her

395 ifcumentNode > 3:

396 currentNode = currentNode —3

397 while currentNode>1

398 visitsfeurreniNode] = visitscurrentNode] + 1

399 winsfeurrentNode] = wins{currentNode] * result

400 currentNode = currentNod

401 visits{1] = visits[ 1]+ 1

402 wins{1] = wins[1] * result

403 # reset computer hand. dealer hand, and deck for future simulations
404 computertand = makeHand(computerCards)

405 dealertland = makeHand(dealerCards)

406 deck = makeDeck(computerCards, dealerCards, hidden)

407 # reset cumentNode to the starting point
408 currentNode = |
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