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Preface

“All right . . . all right . . . but apart from better sanitation, the medicine, education, wine, public order, irrigation, roads, a fresh water system, and public health . . . what have the Romans ever done for us?”

—JOHN CLEESE AS REG IN Life of Brian (1979)

I was in a doctoral-level statistics course at the University of Minnesota in the late 1970s when I learned a lesson about the programming habits of academics. At the start of the course, the instructor said, “I don’t care what language you use for assignments, as long as you do your own work.”

I had facility with Fortran but was teaching myself Pascal at the time. I was developing a structured programming style—no more GO TO statements. So, taking the instructor at his word, I programmed the first assignment in Pascal. The other fourteen students in the class were programming in Fortran, the lingua franca of statistics at the time.

When I handed in the assignment, the instructor looked at it and asked, “What’s this?”

“Pascal,” I said. “You told us we could program in any language we like as long as we do our own work.”

He responded, “Pascal. I don’t read Pascal. I only read Fortran.”

Today’s world of data science brings together information technology professionals fluent in Python with statisticians fluent in R. These communities have much to learn from each other. For the practicing data scientist, there are considerable advantages to being multilingual.

Sometimes referred to as a “glue language,” Python provides a rich open-source environment for scientific programming and research. For computer-intensive applications, it gives us the ability to call on compiled routines from C, C++, and Fortran. Or we can use Cython to convert Python code into optimized C. For modeling techniques or graphics not currently implemented in Python, we can execute R programs from Python. We can draw on R packages for nonlinear estimation, Bayesian hierarchical modeling, time series analysis, multivariate methods, statistical graphics, and the handling of missing data, just as R users can benefit from Python’s capabilities as a general-purpose programming language.

Data and algorithms rule the day. Welcome to the new world of business, a fast-paced, data-intensive world, an open-source environment in which competitive advantage, however fleeting, is obtained through analytic prowess and the sharing of ideas.

Many books about predictive analytics or data science talk about strategy and management. Some focus on methods and models. Others look at information technology and code. This is a rare book does all three, appealing to business managers, modelers, and programmers alike.

We recognize the importance of analytics in gaining competitive advantage. We help researchers and analysts by providing a ready resource and reference guide for modeling techniques. We show programmers how to build upon a foundation of code that works to solve real business problems. We translate the results of models into words and pictures that management can understand. We explain the meaning of data and models.

Growth in the volume of data collected and stored, in the variety of data available for analysis, and in the rate at which data arrive and require analysis, makes analytics more important with each passing day. Achieving competitive advantage means implementing new systems for information management and analytics. It means changing the way business is done.

Literature in the field of data science is massive, drawing from many academic disciplines and application areas. The relevant open-source code is growing quickly. Indeed, it would be a challenge to provide a comprehensive guide to predictive analytics or data science.

We look at real problems and real data. We offer a collection of vignettes with each chapter focused on a particular application area and business problem. We provide solutions that make sense. By showing modeling techniques and programming tools in action, we convert abstract concepts into concrete examples. Fully worked examples facilitate understanding.

Our objective is to provide an overview of predictive analytics and data science that is accessible to many readers. There is scant mathematics in the book. Statisticians and modelers may look to the references for details and derivations of methods. We describe methods in plain English and use data visualization to show solutions to business problems.

Given the subject of the book, some might wonder if I belong to either the classical or Bayesian camp. At the School of Statistics at the University of Minnesota, I developed a respect for both sides of the classical/Bayesian divide. I have high regard for the perspective of empirical Bayesians and those working in statistical learning, which combines machine learning and traditional statistics. I am a pragmatist when it comes to modeling and inference. I do what works and express my uncertainty in statements that others can understand.

This book is possible because of the thousands of experts across the world, people who contribute time and ideas to open source. The growth of open source and the ease of growing it further ensures that developed solutions will be around for many years to come. Genie out of the lamp, wizard from behind the curtain—rocket science is not what it used to be. Secrets are being revealed. This book is part of the process.

Most of the data in the book were obtained from public domain data sources. Major League Baseball data for promotions and attendance were contributed by Erica Costello. Computer choice study data were made possible through work supported by Sharon Chamberlain. The call center data of “Anonymous Bank” were provided by Avi Mandelbaum and Ilan Guedj. Movie information was obtained courtesy of The Internet Movie Database, used with permission. IMDb movie reviews data were organized by Andrew L.

Mass and his colleagues at Stanford University. Some examples were inspired by working with clients at ToutBay of Tampa, Florida, NCR Comten, Hewlett-Packard Company, Site Analytics Co. of New York, Sunseed Research of Madison, Wisconsin, and Union Cab Cooperative of Madison.

We work within open-source communities, sharing code with one another. The truth about what we do is in the programs we write. It is there for everyone to see and for some to debug. To promote student learning, each program includes step-by-step comments and suggestions for taking the analysis further. All data sets and computer programs are downloadable from the book’s website at http://www.ftpress.com/miller/.

The initial plan for this book was to translate the R version of the book into Python. While working on what was going to be a Python-only edition, however, I gained a more profound respect for both languages. I saw how some problems are more easily solved with Python and others with R. Furthermore, being able to access the wealth of R packages for modeling techniques and graphics while working in Python has distinct advantages for the practicing data scientist. Accordingly, this edition of the book includes Python and R code examples. It represents a unique dual-language guide to data science.

Many have influenced my intellectual development over the years. There were those good thinkers and good people, teachers and mentors for whom I will be forever grateful. Sadly, no longer with us are Gerald Hahn Hinkle in philosophy and Allan Lake Rice in languages at Ursinus College, and Herbert Feigl in philosophy at the University of Minnesota. I am also most thankful to David J. Weiss in psychometrics at the University of Minnesota and Kelly Eakin in economics, formerly at the University of Oregon. Good teachers—yes, great teachers—are valued for a lifetime.

Thanks to Michael L. Rothschild, Neal M. Ford, Peter R. Dickson, and Janet Christopher who provided invaluable support during our years together at the University of Wisconsin–Madison and the A. C. Nielsen Center for Marketing Research.

I live in California, four miles north of Dodger Stadium, teach for Northwestern University in Evanston, Illinois, and direct product development at ToutBay, a data science firm in Tampa, Florida. Such are the benefits of a good Internet connection.

I am fortunate to be involved with graduate distance education at Northwestern University’s School of Professional Studies. Thanks to Glen Fogerty, who offered me the opportunity to teach and take a leadership role in the predictive analytics program at Northwestern University. Thanks to colleagues and staff who administer this exceptional graduate program. And thanks to the many students and fellow faculty from whom I have learned.

ToutBay is an emerging firm in the data science space. With co-founder Greg Blence, I have great hopes for growth in the coming years. Thanks to Greg for joining me in this effort and for keeping me grounded in the practical needs of business. Academics and data science models can take us only so far. Eventually, to make a difference, we must implement our ideas and models, sharing them with one another.

Amy Hendrickson of TEXnology Inc. applied her craft, making words, ta bles, and figures look beautiful in print—another victory for open source. Thanks to Donald Knuth and the TEX/LATEX community for their contributions to this wonderful system for typesetting and publication.

Thanks to readers and reviewers of the initial R edition of the book, including Suzanne Callender, Philip M. Goldfeder, Melvin Ott, and Thomas P. Ryan. For the revised R edition, Lorena Martin provided much needed feedback and suggestions for improving the book. Candice Bradley served dual roles as a reviewer and copyeditor, and Roy L. Sanford provided technical advice about statistical models and programs. Thanks also to my editor, Jeanne Glasser Levine, and publisher, Pearson/FT Press, for making this book possible. Any writing issues, errors, or items of unfinished business, of course, are my responsibility alone.

My good friend Brittney and her daughter Janiya keep me company when time permits. And my son Daniel is there for me in good times and bad, a friend for life. My greatest debt is to them because they believe in me.

Thomas W. Miller
Glendale, California
August 2014
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1. Analytics and Data Science

Mr. Maguire: “I just want to say one word to you, just one word.”

Ben: “Yes, sir.”

Mr. Maguire: “Are you listening?”

Ben: “Yes, I am.”

Mr. Maguire: “Plastics.”

—WALTER BROOKE AS MR. MAGUIRE AND DUSTIN HOFFMAN
AS BEN (BENJAMIN BRADDOCK) IN The Graduate (1967)

While earning a degree in philosophy may not be the best career move (unless a student plans to teach philosophy, and few of these positions are available), I greatly value my years as a student of philosophy and the liberal arts. For my bachelor’s degree, I wrote an honors paper on Bertrand Russell. In graduate school at the University of Minnesota, I took courses from one of the truly great philosophers, Herbert Feigl. I read about science and the search for truth, otherwise known as epistemology. My favorite philosophy was logical empiricism.

Although my days of “thinking about thinking” (which is how Feigl defined philosophy) are far behind me, in those early years of academic training I was able to develop a keen sense for what is real and what is just talk. A model is a representation of things, a rendering or description of reality. A typical model in data science is an attempt to relate one set of variables to another. Limited, imprecise, but useful, a model helps us to make sense of the world. A model is more than just talk because it is based on data.

Predictive analytics brings together management, information technology, and modeling. It is designed for today’s data-intensive world. Predictive analytics is data science, a multidisciplinary skill set essential for success in business, nonprofit organizations, and government. Whether forecasting sales or market share, finding a good retail site or investment opportunity, identifying consumer segments and target markets, or assessing the potential of new products or risks associated with existing products, modeling methods in predictive analytics provide the key.

Data scientists, those working in the field of predictive analytics, speak the language of business—accounting, finance, marketing, and management. They know about information technology, including data structures, algorithms, and object-oriented programming. They understand statistical modeling, machine learning, and mathematical programming. Data scientists are methodological eclectics, drawing from many scientific disciplines and translating the results of empirical research into words and pictures that management can understand.

Predictive analytics, as with much of statistics, involves searching for meaningful relationships among variables and representing those relationships in models. There are response variables—things we are trying to predict. There are explanatory variables or predictors—things that we observe, manipulate, or control and might relate to the response.

Regression methods help us to predict a response with meaningful magnitude, such as quantity sold, stock price, or return on investment. Classification methods help us to predict a categorical response. Which brand will be purchased? Will the consumer buy the product or not? Will the account holder pay off or default on the loan? Is this bank transaction true or fraudulent?

Prediction problems are defined by their width or number of potential predictors and by their depth or number of observations in the data set. It is the number of potential predictors in business, marketing, and investment analysis that causes the most difficulty. There can be thousands of potential predictors with weak relationships to the response. With the aid of computers, hundreds or thousands of models can be fit to subsets of the data and tested on other subsets of the data, providing an evaluation of each predictor. Predictive modeling involves finding good subsets of predictors. Models that fit the data well are better than models that fit the data poorly. Simple models are better than complex models.

Consider three general approaches to research and modeling as employed in predictive analytics: traditional, data-adaptive, and model-dependent. See figure 1.1. The traditional approach to research, statistical inference, and modeling begins with the specification of a theory or model. Classical or Bayesian methods of statistical inference are employed. Traditional methods, such as linear regression and logistic regression, estimate parameters for linear predictors. Model building involves fitting models to data and checking them with diagnostics. We validate traditional models before using them to make predictions.


[image: Image]

Figure 1.1. Data and models for research



When we employ a data-adaptive approach, we begin with data and search through those data to find useful predictors. We give little thought to theories or hypotheses prior to running the analysis. This is the world of machine learning, sometimes called statistical learning or data mining. Data-adaptive methods adapt to the available data, representing nonlinear relationships and interactions among variables. The data determine the model. Data-adaptive methods are data-driven. As with traditional models, we validate data-adaptive models before using them to make predictions.

Model-dependent research is the third approach. It begins with the specification of a model and uses that model to generate data, predictions, or recommendations. Simulations and mathematical programming methods, primary tools of operations research, are examples of model-dependent research. When employing a model-dependent or simulation approach, models are improved by comparing generated data with real data. We ask whether simulated consumers, firms, and markets behave like real consumers, firms, and markets. The comparison with real data serves as a form of validation.

It is often a combination of models and methods that works best. Consider an application from the field of financial research. The manager of a mutual fund is looking for additional stocks for a fund’s portfolio. A financial engineer employs a data-adaptive model (perhaps a neural network) to search across thousands of performance indicators and stocks, identifying a subset of stocks for further analysis. Then, working with that subset of stocks, the financial engineer employs a theory-based approach (CAPM, the capital asset pricing model) to identify a smaller set of stocks to recommend to the fund manager. As a final step, using model-dependent research (mathematical programming), the engineer identifies the minimum-risk capital investment for each of the stocks in the portfolio.

Data may be organized by observational unit, time, and space. The observational or cross-sectional unit could be an individual consumer or business or any other basis for collecting and grouping data. Data are organized in time by seconds, minutes, hours, days, and so on. Space or location is often defined by longitude and latitude.

Consider numbers of customers entering grocery stores (units of analysis) in Glendale, California on Monday (one point in time), ignoring the spatial location of the stores—these are cross-sectional data. Suppose we work with one of those stores, looking at numbers of customers entering the store each day of the week for six months—these are time series data. Then we look at numbers of customers at all of the grocery stores in Glendale across six months—these are longitudinal or panel data. To complete our study, we locate these stores by longitude and latitude, so we have spatial or spatio-temporal data. For any of these data structures we could consider measures in addition to the number of customers entering stores. We look at store sales, consumer or nearby resident demographics, traffic on Glendale streets, and so doing move to multiple time series and multivariate methods. The organization of the data we collect affects the structure of the models we employ.

As we consider business problems in this book, we touch on many types of models, including cross-sectional, time series, and spatial data models. Whatever the structure of the data and associated models, prediction is the unifying theme. We use the data we have to predict data we do not yet have, recognizing that prediction is a precarious enterprise. It is the process of extrapolating and forecasting. And model validation is essential to the process.

To make predictions, we may employ classical or Bayesian methods. Or we may dispense with traditional statistics entirely and rely upon machine learning algorithms. We do what works.1 Our approach to predictive analytics is based upon a simple premise:

The value of a model lies in the quality of its predictions.

1 Within the statistical literature, Seymour Geisser (1929–2004) introduced an approach best described as Bayesian predictive inference (Geisser 1993). Bayesian statistics is named after Reverend Thomas Bayes (1706–1761), the creator of Bayes Theorem. In our emphasis upon the success of predictions, we are in agreement with Geisser. Our approach, however, is purely empirical and in no way dependent upon classical or Bayesian thinking.

We learn from statistics that we should quantify our uncertainty. On the one hand, we have confidence intervals, point estimates with associated standard errors, significance tests, and p-values—that is the classical way. On the other hand, we have posterior probability distributions, probability intervals, prediction intervals, Bayes factors, and subjective (perhaps diffuse) priors—the path of Bayesian statistics. Indices such as the Akaike information criterion (AIC) or the Bayes information criterion (BIC) help us to to judge one model against another, providing a balance between goodness-of-fit and parsimony.

Central to our approach is a training-and-test regimen. We partition sample data into training and test sets. We build our model on the training set and evaluate it on the test set. Simple two- and three-way data partitioning are shown in figure 1.2.


[image: Image]

Figure 1.2. Training-and-Test Regimen for Model Evaluation



A random splitting of a sample into training and test sets could be fortuitous, especially when working with small data sets, so we sometimes conduct statistical experiments by executing a number of random splits and averaging performance indices from the resulting test sets. There are extensions to and variations on the training-and-test theme.

One variation on the training-and-test theme is multi-fold cross-validation, illustrated in figure 1.3. We partition the sample data into M folds of approximately equal size and conduct a series of tests. For the five-fold cross-validation shown in the figure, we would first train on sets B through E and test on set A. Then we would train on sets A and C through E, and test on B. We continue until each of the five folds has been utilized as a test set. We assess performance by averaging across the test sets. In leave-one-out cross-valuation, the logical extreme of multi-fold cross-validation, there are as many test sets as there are observations in the sample.
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Figure 1.3. Training-and-Test Using Multi-fold Cross-validation



Another variation on the training-and-test regimen is the class of bootstrap methods. If a sample approximates the population from which it was drawn, then a sample from the sample (what is known as a resample) also approximates the population. A bootstrap procedure, as illustrated in figure 1.4, involves repeated resampling with replacement. That is, we take many random samples with replacement from the sample, and for each of these resamples, we compute a statistic of interest. The bootstrap distribution of the statistic approximates the sampling distribution of that statistic. What is the value of the bootstrap? It frees us from having to make assumptions about the population distribution. We can estimate standard errors and make probability statements working from the sample data alone. The bootstrap may also be employed to improve estimates of prediction error within a leave-one-out cross-validation process. Cross-validation and bootstrap methods are reviewed in Davison and Hinkley (1997), Efron and Tibshirani (1993), and Hastie, Tibshirani, and Friedman (2009).


[image: Image]

Figure 1.4. Training-and-Test with Bootstrap Resampling



Data visualization is critical to the work of data science. Examples in this book demonstrate the importance of data visualization in discovery, diagnostics, and design. We employ tools of exploratory data analysis (discovery) and statistical modeling (diagnostics). In communicating results to management, we use presentation graphics (design).

There is no more telling demonstration of the importance of statistical graphics and data visualization than a demonstration that is affectionately known as the Anscombe Quartet. Consider the data sets in table 1.1, developed by Anscombe (1973). Looking at these tabulated data, the casual reader will note that the fourth data set is clearly different from the others. What about the first three data sets? Are there obvious differences in patterns of relationship between x and y?
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Table 1.1. Data for the Anscombe Quartet



When we regress y on x for the data sets, we see that the models provide similar statistical summaries. The mean of the response y is 7.5, the mean of the explanatory variable x is 9. The regression analyses for the four data sets are virtually identical. The fitted regression equation for each of the four sets is ŷ = 3 + 0.5x. The proportion of response variance accounted for is 0.67 for each of the four models.

Following Anscombe (1973), we would argue that statistical summaries fail to tell the story of data. We must look beyond data tables, regression coefficients, and the results of statistical tests. It is the plots in figure 1.5 that tell the story. The four Anscombe data sets are very different from one another.
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Figure 1.5. Importance of Data Visualization: The Anscombe Quartet



The Anscombe Quartet shows that we must look at data to understand them. Python and R programs for the Anscombe Quartet are provided at the end of this chapter in exhibits 1.1 and 1.2, respectively.

Visualization tools help us learn from data. We explore data, discover patterns in data, identify groups of observations that go together and unusual observations or outliers. We note relationships among variables, sometimes detecting underlying dimensions in the data.

Graphics for exploratory data analysis are reviewed in classic references by Tukey (1977) and Tukey and Mosteller (1977). Regression graphics are covered by Cook (1998), Cook and Weisberg (1999), and Fox and Weisberg (2011). Statistical graphics and data visualization are illustrated in the works of Tufte (1990, 1997, 2004, 2006), Few (2009), and Yau (2011, 2013). Wilkinson (2005) presents a review of human perception and graphics, as well as a conceptual structure for understanding statistical graphics. Cairo (2013) provides a general review of information graphics. Heer, Bostock, and Ogievetsky (2010) demonstrate contemporary visualization techniques for web distribution. When working with very large data sets, special methods may be needed, such as partial transparency and hexbin plots (Unwin, Theus, and Hofmann 2006; Carr, Lewin-Koh, and Maechler 2014; Lewin-Koh 2014).

Python and R represent rich programming environments for data visualization, including interfaces to visualization applications on the World Wide Web. Chun (2007), Beazley (2009), and Beazley and Jones (2013) review the Python programming environment. Matloff (2011) and Lander (2014) provide useful introductions to R. An R graphics overview is provided by Murrell (2011). R lattice graphics, discussed by Sarkar (2008, 2014), build upon the conceptual structure of an earlier system called S-Plus TrellisTM (Cleveland 1993; Becker and Cleveland 1996). Wilkinson’s (2005) “grammar of graphics” approach has been implemented in the Python ggplot package (Lamp 2014) and in the R ggplot2 package (Wickham and Chang 2014), with R programming examples provided by Chang (2013). Cairo (2013) and Zeileis, Hornik, and Murrell (2009, 2014) provide advice about colors for statistical graphics. Ihaka et al. (2014) show how to specify colors in R by hue, chroma, and luminance.

These are the things that data scientists do:

[image: Image] Finding out about. This is the first thing we do—information search, finding what others have done before, learning from the literature. We draw on the work of academics and practitioners in many fields of study, contributors to predictive analytics and data science.

[image: Image] Preparing text and data. Text is unstructured or partially structured. Data are often messy or missing. We extract features from text. We define measures. We prepare text and data for analysis and modeling.

[image: Image] Looking at data. We do exploratory data analysis, data visualization for the purpose of discovery. We look for groups in data. We find outliers. We identify common dimensions, patterns, and trends.

[image: Image] Predicting how much. We are often asked to predict how many units or dollars of product will be sold, the price of financial securities or real estate. Regression techniques are useful for making these predictions.

[image: Image] Predicting yes or no. Many business problems are classification problems. We use classification methods to predict whether or not a person will buy a product, default on a loan, or access a web page.

[image: Image] Testing it out. We examine models with diagnostic graphics. We see how well a model developed on one data set works on other data sets. We employ a training-and-test regimen with data partitioning, cross-validation, or bootstrap methods.

[image: Image] Playing what-if. We manipulate key variables to see what happens to our predictions. We play what-if games in simulated marketplaces. We employ sensitivity or stress testing of mathematical programming models. We see how values of input variables affect outcomes, payoffs, and predictions. We assess uncertainty about forecasts.

[image: Image] Explaining it all. Data and models help us understand the world. We turn what we have learned into an explanation that others can understand. We present project results in a clear and concise manner. These presentations benefit from well-constructed data visualizations.

Let us begin.

Exhibit 1.1. Programming the Anscombe Quartet (Python)

Click here to view code image



# The Anscombe Quartet (Python)
# demonstration data from
# Anscombe, F. J. 1973, February. Graphs in statistical analysis.
#  The American Statistician 27: 1721.

# prepare for Python version 3x features and functions
from __future__ import division, print_function

# import packages for Anscombe Quartet demonstration
import pandas as pd   # data frame operations
import numpy as np   # arrays and math functions
import statsmodels.api as sm   # statistical models (including regression)
import matplotlib.pyplot as plt   # 2D plotting

# define the anscombe data frame using dictionary of equal-length lists
anscombe = pd.DataFrame({'x1' : [10, 8, 13, 9, 11, 14, 6, 4, 12, 7, 5],
    'x2' : [10, 8, 13, 9, 11, 14, 6, 4, 12, 7, 5],
    'x3' : [10, 8, 13, 9, 11, 14, 6, 4, 12, 7, 5],
    'x4' : [8, 8, 8, 8, 8, 8, 8, 19, 8, 8, 8],
    'y1' : [8.04, 6.95,   7.58, 8.81, 8.33, 9.96, 7.24, 4.26,10.84, 4.82, 5.68],
    'y2' : [9.14, 8.14,   8.74, 8.77, 9.26, 8.1, 6.13, 3.1,   9.13, 7.26, 4.74],
    'y3' : [7.46, 6.77, 12.74, 7.11, 7.81, 8.84, 6.08, 5.39, 8.15, 6.42, 5.73],
    'y4' : [6.58, 5.76, 7.71, 8.84, 8.47, 7.04, 5.25, 12.5, 5.56, 7.91, 6.89]})

# fit linear regression models by ordinary least squares
set_I_design_matrix = sm.add_constant(anscombe['x1'])
set_I_model = sm.OLS(anscombe['y1'], set_I_design_matrix)
print(set_I_model.fit().summary())

set_II_design_matrix = sm.add_constant(anscombe['x2'])
set_II_model = sm.OLS(anscombe['y2'], set_II_design_matrix)
print(set_II_model.fit().summary())

set_III_design_matrix = sm.add_constant(anscombe['x3'])
set_III_model = sm.OLS(anscombe['y3'], set_III_design_matrix)
print(set_III_model.fit().summary())

set_IV_design_matrix = sm.add_constant(anscombe['x4'])
set_IV_model = sm.OLS(anscombe['y4'], set_IV_design_matrix)
print(set_IV_model.fit().summary())

# create scatter plots
fig = plt.figure()
set_I = fig.add_subplot(2, 2, 1)
set_I.scatter(anscombe['x1'],anscombe['y1'])
set_I.set_title('Set I')
set_I.set_xlabel('x1')
set_I.set_ylabel('y1')
set_I.set_xlim(2, 20)
set_I.set_ylim(2, 14)
set_II = fig.add_subplot(2, 2, 2)
set_II.scatter(anscombe['x2'],anscombe['y2'])
set_II.set_title('Set II')
set_II.set_xlabel('x2')
set_II.set_ylabel('y2')
set_II.set_xlim(2, 20)
set_II.set_ylim(2, 14)

set_III = fig.add_subplot(2, 2, 3)
set_III.scatter(anscombe['x3'],anscombe['y3'])
set_III.set_title('Set III')
set_III.set_xlabel('x3')
set_III.set_ylabel('y3')
set_III.set_xlim(2, 20)
set_III.set_ylim(2, 14)

set_IV = fig.add_subplot(2, 2, 4)
set_IV.scatter(anscombe['x4'],anscombe['y4'])
set_IV.set_title('Set IV')
set_IV.set_xlabel('x4')
set_IV.set_ylabel('y4')
set_IV.set_xlim(2, 20)
set_IV.set_ylim(2, 14)

plt.subplots_adjust(left=0.1, right=0.925, top=0.925, bottom=0.1,
    wspace = 0.3, hspace = 0.4)
plt.savefig('fig_anscombe_Python.pdf', bbox_inches = 'tight', dpi=None,
    facecolor='w', edgecolor='b', orientation='portrait', papertype=None,
    format=None, transparent=True, pad_inches=0.25, frameon=None)

# Suggestions for the student:
# See if you can develop a quartet of your own,
# or perhaps just a duet, two very different data sets
# with the same fitted model.





Exhibit 1.2. Programming the Anscombe Quartet (R)

Click here to view code image



# The Anscombe Quartet (R)

# demonstration data from
# Anscombe, F. J. 1973, February. Graphs in statistical analysis.
#  The American Statistician 27: 1721.

# define the anscombe data frame
anscombe <- data.frame(
    x1 = c(10, 8, 13, 9, 11, 14, 6, 4, 12, 7, 5),
    x2 = c(10, 8, 13, 9, 11, 14, 6, 4, 12, 7, 5),
    x3 = c(10, 8, 13, 9, 11, 14, 6, 4, 12, 7, 5),
    x4 = c(8, 8, 8, 8, 8, 8, 8, 19, 8, 8, 8),
    y1 = c(8.04, 6.95,  7.58, 8.81, 8.33, 9.96, 7.24, 4.26,10.84, 4.82, 5.68),
    y2 = c(9.14, 8.14,  8.74, 8.77, 9.26, 8.1, 6.13, 3.1,  9.13, 7.26, 4.74),
    y3 = c(7.46, 6.77, 12.74, 7.11, 7.81, 8.84, 6.08, 5.39, 8.15, 6.42, 5.73),
    y4 = c(6.58, 5.76,  7.71, 8.84, 8.47, 7.04, 5.25, 12.5, 5.56, 7.91, 6.89))

# show results from four regression analyses
with(anscombe, print(summary(lm(y1 ~ x1, data = anscombe))))
with(anscombe, print(summary(lm(y2 ~ x2, data = anscombe))))
with(anscombe, print(summary(lm(y3 ~ x3, data = anscombe))))
with(anscombe, print(summary(lm(y4 ~ x4, data = anscombe))))

# place four plots on one page using standard R graphics
# ensuring that all have the same scales
# for horizontal and vertical axes
pdf(file = "fig_anscombe_R.pdf", width = 8.5, height = 8.5)
par(mfrow=c(2,2), mar=c(5.1, 4.1, 4.1, 2.1))
with(anscombe, plot(x1, y1, xlim=c(2,20), ylim=c(2,14), pch = 19,
    col = "darkblue", cex = 1.5, las = 1, xlab = "x1", ylab = "y1"))
title("Set I")
with(anscombe,plot(x2, y2, xlim=c(2,20), ylim=c(2,14), pch = 19,
    col = "darkblue", cex = 1.5, las = 1, xlab = "x2", ylab = "y2"))
title("Set II")
with(anscombe,plot(x3, y3, xlim=c(2,20), ylim=c(2,14), pch = 19,
    col = "darkblue", cex = 1.5, las = 1, xlab = "x3", ylab = "y3"))
title("Set III")
with(anscombe,plot(x4, y4, xlim=c(2,20), ylim=c(2,14), pch = 19,
    col = "darkblue", cex = 1.5, las = 1, xlab = "x4", ylab = "y4"))
title("Set IV")
dev.off()

# par(mfrow=c(1,1),mar=c(5.1, 4.1, 4.1, 2.1))   # return to plotting defaults





2. Advertising and Promotion

“I’m going to make him an offer he can’t refuse.”

—MARLON BRANDO AS VITO CORLEONE IN The Godfather (1972)

It was a Thursday night in July. I was thinking about going to the ballpark. The Los Angeles Dodgers were playing the Colorado Rockies, and I was supposed to get an Adrian Gonzalez bobblehead with my ticket. Although I was not excited about the bobblehead, seeing a ball game at Dodger Stadium sounded like great fun. In April and May the Dodgers’ record had not been the best, but things were looking better by July. I wondered if bobbleheads would bring additional fans to the park. Dodgers management may have been wondering the same thing, or perhaps making plans for a Yasiel Puig bobblehead.

Suppose we were working for the Dodgers and wanted to learn about promotions. Management has questions: Will bobblehead promotions increase attendance? Will the increased revenues associated with tickets and concessions cover the fixed and variable costs of putting on the promotion?

We call this example Bobbleheads and Dodger Dogs or Shaking Our Bobbleheads Yes and No. The example draws upon Major League Baseball data from the 2012 season. Relevant data for Dodgers’ home games are shown in table 2.1.
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Table 2.1. Bobbleheads and Dodger Dogs



Dodger Stadium, with a capacity of 56,000, is the largest ballpark in the world. From the data, we can see that Dodger Stadium was filled to capacity only twice in 2012. There were two cap promotions and three shirt promotions in 2012, not enough to draw meaningful inferences. Fireworks were used thirteen times on Friday nights, and once on the Fourth of July. The eleven bobblehead promotions occurred on night games, six of those being Tuesday nights.

Exploratory graphics help us find models that might work for predicting attendance and evaluating the effect of promotions on attendance. Figure 2.1 shows distributions of attendance across days of the week, and figure 2.2 shows attendance by month. Box plots like these reveal the overall values of the data, with the boxes covering the middle fifty percent or so of the distribution and with the center line representing the median. The dotted lines or whiskers extend to more extreme values in the distribution.1 By looking at the box plots, we can make comparisons by day and by month across the distributions of attendance.

1 To determine the length of the whiskers, we first compute the interquartile range, which is the distance between the 25th percentile and the 75th percentile. The end-points of the whiskers are defined by what are called adjacent values. The upper whisker extends to the upper adjacent value, a point oneand-a-half times the interquartile range above the upper end of the box. Or, if the maximum value in the distribution is less than that, the upper whisker extends to that maximum value. We often think of outliers as being points outside the whiskers; these outlier points are plotted as open circles. Box plots were the invention of John Tukey (1977).


[image: Image]

Figure 2.1. Dodgers Attendance by Day of Week
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Figure 2.2. Dodgers Attendance by Month



We can explore these data further using a lattice of scatter plots. In figure 2.3 we map the relationship between temperature and attendance, controlling for time of game (day or night) and clear or cloudy skies. On day games with clear skies, we see what appears to be a moderate inverse relationship between temperature and attendance. Day games are usually on Sunday, and in 2012 all but one of those games was played under clear skies—a benefit of being in Los Angeles.
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Figure 2.3. Dodgers Weather, Fireworks, and Attendance



More telling perhaps are strip plots of attendance by opponent or visiting team; these are the univariate scatter plots in figure 2.4. Opponents from the large metropolitan areas (the New York Mets, Chicago Cubs and White Sox, Los Angeles Angels, and Washington D.C. Nationals) are consistently associated with higher attendance. But there are seventeen visiting teams in this study, and only eighty-one games or observations. Accordingly, utilizing the visiting team as a categorical predictor presents problems.
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Figure 2.4. Dodgers Attendance by Visiting Team



To advise management regarding promotions, we would like to know if promotions have a positive effect on attendance, and if they do have a positive effect, how much might that effect be. To provide this advice we build a linear model for predicting attendance using month, day of the week, and an indicator variable for the bobblehead promotion, and then we see how well it works. We enter these explanatory variables in a particular order so we can answer the basic question: Do bobblehead promotions increase attendance, controlling for the date of the game (month and day of the week)? Being data scientists, we employ a training-and-test regimen to provide an honest evaluation of the model’s predictive performance.

For the Los Angeles Dodgers bobblehead promotion, the fitted model does a good job of predicting higher attendance at games when bobbleheads are distributed. Our computer programs can provide indices of goodness of fit, but, more importantly, they can provide predictions of attendance that we can display on scatter plots.

How does a training-and-test regimen play out for the model we have developed for the Dodgers? Figure 2.5 provides a picture of model performance that data scientists and business managers can understand. The model fit to the training set holds up when used with the test set.2

2 In figure 2.5, TRAIN refers to the training set, the data on which we fit the model and TEST refers to the hold-out-data on which we test our model. Running the code for this example, we would see that, in the test set, more than 45 percent of the variance in attendance is accounted for by the linear model—this is the square of the correlation of observed and predicted attendance. To explain a model to management, however, it is better to show a performance graph than to talk about squared correlation coefficients, mean squared errors of prediction, or other model summary statistics. This is one graph among many possible graphs that we could have produced for the Dodgers. It shows the results of one particular random splitting of the data into training and test.
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Figure 2.5. Regression Model Performance: Bobbleheads and Attendance



Running the code for the study on the complete set of home game data for the Los Angeles Dodgers in 2012 would yield a set of regression coefficients, estimates of the parameters in the linear model, as shown in table 2.2. A sequential analysis of variance shows a statistically significant effect for the bobblehead promotion, controlling for month and day of the week. A test of residuals from the model would identify any statistically significant outliers—there were none for this problem. Most importantly, the model can provide an assessment of the effect of the bobblehead promotion. In particular, we can see that bobblehead promotions have the potential of increasing attendance by 10,715 fans per game, all other things being equal.
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Table 2.2. Regression of Attendance on Month, Day of Week, and Bobblehead Promotion



The baseball promotions example, coming early in our discussion of predictive analytics, was chosen to be simple in structure, so that ordinary least squares regression could be employed. This is a cross-sectional study with the baseball game serving as the unit of analysis.

More complicated models are possible, and diagnostic plots for the model can provide additional information for the data scientist seeking to improve on the model we specified. Nonetheless, it is interesting to note how much information a linear regression model can provide. Predictive models like the one used in this small example, with results presented in graphical summaries, can help guide management decisions.

One of the things that distinguishes predictive analytics from statistics is its focus on business requirements. In evaluating the utility of a model, the analyst or data scientist considers financial criteria as well as statistical criteria. And, in presenting predictions to management, she provides financial analysis as well as a description of the statistical model itself.

Using the fitted predictive model for the Dodgers bobblehead promotion, we can predict the attendance for each game in the forthcoming season, and we can predict this attendance with and without a bobblehead promotion. Knowing fixed and variable costs associated with a bobblehead promotion, as well as expected revenues from ticket sales and concessions, we can help the Los Angeles Dodgers assess the financial contribution of bobblehead promotions.

Considering costs for the forthcoming season in this example, the unit cost of a bobblehead doll is expected to be no more than $3 when ordered in quantities of at least 20,000. Bobbleheads are provided to the first 50,000 fans entering Dodger Stadium. To complete our work, then, we would use cost/volume/profit analysis3 to assess the profit contribution of a bobblehead promotion for each game at Dodger Stadium. In this way, Dodger management could decide whether or not to use bobbleheads in the forthcoming season and which games most benefit from the use of bobbleheads.

3 Cost/volume/profit analysis is a common technique in management accounting. It is sometimes called break even analysis or cost/benefit analysis. There are challenges in carrying out a financial analysis for Dodgers’ promotions because ticket prices vary by the type of game and seating location. Ticket prices for (four-star) bobblehead games in 2013 varied from $20 for a top deck seat to $120 for a VIP field box seat. These prices were raised in 2014 to $25 for a top deck seat to $140 for a VIP field box seat. A portion of ticket revenues goes to support concessions and additional staff needed to distribute bobbleheads. We would obtain these cost estimates from Dodger management.

Promotions like the bobblehead promotion do more than drive up attendance. They also reinforce the name of the brand in the minds of consumers. Advertising and promotion are the “promotion” part of the marketing mix or the four Ps: product, price, promotion, and place. Here “product” relates to product or service, and “price” is simply price. The word “place” refers to channels of distribution (face-to-face selling, wholesale, retail, brick-and-mortar, mail-order, online, or mobile). Advertising and promotion are thought of as distinct fields of study by marketing academics. Advertising refers to the message, the marketing communication, while promotion is what firms do in addition to the message.

As we have shown, traditional regression models are especially relevant to these areas of inquiry. Useful sources for regression modeling include Kutner, Nachtsheim, Neter, and Li (2004), Ryan (2008), and Chatterjee and Hadi (2012). For guidance in R programming, see Venables and Ripley (2002), Fox and Weisberg (2011), Matloff (2011), and Fox (2014).

Moving beyond traditional linear models, we can consider modern, data-adaptive regression methods, as reviewed by Izenman (2008) and Hastie, Tibshirani, and Friedman (2009). We provide additional discussion of traditional and data-adaptive (machine learning) methods in appendix A.

For an overview of advertising and promotion, marketing management textbooks may be consulted (Dickson 1997; Kotler and Keller 2012). Market response models attempt to predict sales and market shares across products within categories. These build upon econometric and time series methods. Hanssens, Parsons, and Schultz (2001) discuss market response modeling. Lilien and Rangaswamy (2003) suggest applications of market response modeling in sales force and channel management. For an overview of marketing models, see Lilien, Kotler, and Moorthy (1992) and Leeflang et al. (2000).

The Python program Shaking Our Bobbleheads Yes and No is shown in exhibit 2.1. The corresponding R program is shown in exhibit 2.2 and draws upon packages for regression by Fox (2014) and for lattice graphics by Sarkar (2014). For those wishing to explore models across all Major League Baseball teams, we describe additional data in the Return of the Bobbleheads case in appendix C on page 315.

Exhibit 2.1. Shaking Our Bobbleheads Yes and No (Python)

Click here to view code image



# Predictive Model for Los Angeles Dodgers Promotion and Attendance (Python)

# prepare for Python version 3x features and functions
from __future__ import division, print_function
from future_builtins import ascii, filter, hex, map, oct, zip

# import packages for analysis and modeling
import pandas as pd  # data frame operations
from pandas.tools.rplot import RPlot, TrellisGrid, GeomPoint,\
    ScaleRandomColour  # trellis/lattice plotting
import numpy as np  # arrays and math functions
from scipy.stats import uniform  # for training-and-test split
import statsmodels.api as sm  # statistical models (including regression)
import statsmodels.formula.api as smf  # R-like model specification
import matplotlib.pyplot as plt  # 2D plotting

# read in Dodgers bobbleheads data and create data frame
dodgers = pd.read_csv("dodgers.csv")
# examine the structure of the data frame
print("\nContents of dodgers data frame ---------------")
# attendance in thousands for plotting
dodgers['attend_000'] = dodgers['attend']/1000
# print the first five rows of the data frame
print(pd.DataFrame.head(dodgers))

mondays = dodgers[dodgers['day_of_week'] == 'Monday']
tuesdays = dodgers[dodgers['day_of_week'] == 'Tuesday']
wednesdays = dodgers[dodgers['day_of_week'] == 'Wednesday']
thursdays = dodgers[dodgers['day_of_week'] == 'Thursday']
fridays = dodgers[dodgers['day_of_week'] == 'Friday']
saturdays = dodgers[dodgers['day_of_week'] == 'Saturday']
sundays = dodgers[dodgers['day_of_week'] == 'Sunday']

# convert days' attendance into list of vectors for box plot
data = [mondays['attend_000'], tuesdays['attend_000'],
    wednesdays['attend_000'], thursdays['attend_000'],
    fridays['attend_000'], saturdays['attend_000'],
    sundays['attend_000']]
ordered_day_names = ['Mon', 'Tue', 'Wed', 'Thur', 'Fri', 'Sat', 'Sun']

# exploratory data analysis: box plot for day of the week
fig, axis = plt.subplots()
axis.set_xlabel('Day of Week')
axis.set_ylabel('Attendance (thousands)')
day_plot = plt.boxplot(data, sym='o', vert=1, whis=1.5)
plt.setp(day_plot['boxes'], color = 'black')
plt.setp(day_plot['whiskers'], color = 'black')
plt.setp(day_plot['fliers'], color = 'black', marker = 'o')
axis.set_xticklabels(ordered_day_names)
plt.show()
plt.savefig('fig_advert_promo_dodgers_eda_day_of_week_Python.pdf',
    bbox_inches = 'tight', dpi=None, facecolor='w', edgecolor='b',
    orientation='portrait', papertype=None, format=None,
    transparent=True, pad_inches=0.25, frameon=None)
april = dodgers[dodgers['month'] == 'APR']
may = dodgers[dodgers['month'] == 'MAY']
june = dodgers[dodgers['month'] == 'JUN']
july = dodgers[dodgers['month'] == 'JUL']
august = dodgers[dodgers['month'] == 'AUG']
september = dodgers[dodgers['month'] == 'SEP']
october = dodgers[dodgers['month'] == 'OCT']
data = [april['attend_000'], may['attend_000'],
    june['attend_000'], july['attend_000'],
    august['attend_000'], september['attend_000'],
    october['attend_000']]
ordered_month_names = ['April', 'May', 'June', 'July', 'Aug', 'Sept', 'Oct']

fig, axis = plt.subplots()
axis.set_xlabel('Month')
axis.set_ylabel('Attendance (thousands)')
day_plot = plt.boxplot(data, sym='o', vert=1, whis=1.5)
plt.setp(day_plot['boxes'], color = 'black')
plt.setp(day_plot['whiskers'], color = 'black')
plt.setp(day_plot['fliers'], color = 'black', marker = 'o')
axis.set_xticklabels(ordered_month_names)
plt.show()
plt.savefig('fig_advert_promo_dodgers_eda_month_Python.pdf',
    bbox_inches = 'tight', dpi=None, facecolor='w', edgecolor='b',
    orientation='portrait', papertype=None, format=None,
    transparent=True, pad_inches=0.25, frameon=None)

# trellis/lattice plot attendance by temp, conditioning on skies
# and day_night with bobblehead NO/YES shown in distinct colors
plt.figure()
plot = RPlot(dodgers,  x = 'temp', y = 'attend_000')
plot.add(TrellisGrid(['day_night', 'skies']))
plot.add(GeomPoint(colour = ScaleRandomColour('bobblehead')))
plot.render(plt.gcf())
plt.show()
plt.savefig('fig_advert_promo_dodgers_eda_many.pdf',
    bbox_inches = 'tight', dpi=None, facecolor='w', edgecolor='b',
    orientation='portrait', papertype=None, format=None,
    transparent=True, pad_inches=0.25, frameon=None)

# map day_of_week to ordered_day_of_week
day_to_ordered_day = {'Monday' : '1Monday',
     'Tuesday' : '2Tuesday',
     'Wednesday' : '3Wednesday',
     'Thursday' : '4Thursday',
     'Friday' : '5Friday',
     'Saturday' : '6Saturday',
     'Sunday' : '7Sunday'}
dodgers['ordered_day_of_week'] = dodgers['day_of_week'].map(day_to_ordered_day)

# map month to ordered_month
month_to_ordered_month = {'APR' : '1April',
     'MAY' : '2May',
     'JUN' : '3June',
     'JUL' : '4July',
     'AUG' : '5Aug',
     'SEP' : '6Sept',
     'OCT' : '7Oct'}
dodgers['ordered_month'] = dodgers['month'].map(month_to_ordered_month)

# employ training-and-test regimen for model validation
np.random.seed(1234)
dodgers['runiform'] = uniform.rvs(loc = 0, scale = 1, size = len(dodgers))
dodgers_train = dodgers[dodgers['runiform'] >= 0.33]
dodgers_test = dodgers[dodgers['runiform'] < 0.33]
# check training data frame
print('\ndodgers_train data frame (rows, columns): ',dodgers_train.shape)
print(dodgers_train.head())
# check test data frame
print('\ndodgers_test data frame (rows, columns): ',dodgers_test.shape)
print(dodgers_test.head())

# specify a simple model with bobblehead entered last
my_model = str('attend ~ ordered_month + ordered_day_of_week + bobblehead')

# fit the model to the training set
train_model_fit = smf.ols(my_model, data = dodgers_train).fit()
# summary of model fit to the training set
print(train_model_fit.summary())
# training set predictions from the model fit to the training set
dodgers_train['predict_attend'] = train_model_fit.fittedvalues

# test set predictions from the model fit to the training set
dodgers_test['predict_attend'] = train_model_fit.predict(dodgers_test)

# compute the proportion of response variance
# accounted for when predicting out-of-sample
print('\nProportion of Test Set Variance Accounted for: ',\
    round(np.power(dodgers_test['attend'].\
    corr(dodgers_test['predict_attend']),2),3))
# use the full data set to obtain an estimate of the increase in
# attendance due to bobbleheads, controlling for other factors
my_model_fit = smf.ols(my_model, data = dodgers).fit()
print(my_model_fit.summary())
print('\nEstimated Effect of Bobblehead Promotion on Attendance: ',\
    round(my_model_fit.params[13],0))

# Suggestions for the student: Reproduce the figures in this chapter
# using matplotlib, ggplot, and/or rpy2 calls to R graphics.
# Examine regression diagnostics for the fitted model.
# Examine other linear predictors and other explanatory variables.
# See if you can improve upon the model with variable transformations.




Exhibit 2.2. Shaking Our Bobbleheads Yes and No (R)

Click here to view code image



# Predictive Model for Los Angeles Dodgers Promotion and Attendance (R)

library(car)  # special functions for linear regression
library(lattice)  # graphics package

# read in data and create a data frame called dodgers
dodgers <- read.csv("dodgers.csv")
print(str(dodgers))  # check the structure of the data frame

# define an ordered day-of-week variable
# for plots and data summaries
dodgers$ordered_day_of_week <- with(data=dodgers,
  ifelse ((day_of_week == "Monday"),1,
  ifelse ((day_of_week == "Tuesday"),2,
  ifelse ((day_of_week == "Wednesday"),3,
  ifelse ((day_of_week == "Thursday"),4,
  ifelse ((day_of_week == "Friday"),5,
  ifelse ((day_of_week == "Saturday"),6,7)))))))
dodgers$ordered_day_of_week <- factor(dodgers$ordered_day_of_week, levels=1:7,
labels=c("Mon", "Tue", "Wed", "Thur", "Fri", "Sat", "Sun"))

# exploratory data analysis with standard graphics: attendance by day of week
with(data=dodgers,plot(ordered_day_of_week, attend/1000,
xlab = "Day of Week", ylab = "Attendance (thousands)",
col = "violet", las = 1))

# when do the Dodgers use bobblehead promotions
with(dodgers, table(bobblehead,ordered_day_of_week)) # bobbleheads on Tuesday

# define an ordered month variable
# for plots and data summaries
dodgers$ordered_month <- with(data=dodgers,
  ifelse ((month == "APR"),4,
  ifelse ((month == "MAY"),5,
  ifelse ((month == "JUN"),6,
  ifelse ((month == "JUL"),7,
  ifelse ((month == "AUG"),8,
  ifelse ((month == "SEP"),9,10)))))))
dodgers$ordered_month <- factor(dodgers$ordered_month, levels=4:10,
labels = c("April", "May", "June", "July", "Aug", "Sept", "Oct"))

# exploratory data analysis with standard R graphics: attendance by month
with(data=dodgers,plot(ordered_month,attend/1000, xlab = "Month",
ylab = "Attendance (thousands)", col = "light blue", las = 1))

# exploratory data analysis displaying many variables
# looking at attendance and conditioning on day/night
# the skies and whether or not fireworks are displayed
library(lattice) # used for plotting
# let us prepare a graphical summary of the dodgers data
group.labels <- c("No Fireworks","Fireworks")

group.symbols <- c(21,24)
group.colors <- c("black","black")
group.fill <- c("black","red")
xyplot(attend/1000 ~ temp | skies + day_night,
    data = dodgers, groups = fireworks, pch = group.symbols,
    aspect = 1, cex = 1.5, col = group.colors, fill = group.fill,
    layout = c(2, 2), type = c("p","g"),
    strip=strip.custom(strip.levels=TRUE,strip.names=FALSE, style=1),
    xlab = "Temperature (Degrees Fahrenheit)",
    ylab = "Attendance (thousands)",
    key = list(space = "top",
        text = list(rev(group.labels),col = rev(group.colors)),
        points = list(pch = rev(group.symbols), col = rev(group.colors),
        fill = rev(group.fill))))
# attendance by opponent and day/night game
group.labels <- c("Day","Night")
group.symbols <- c(1,20)
group.symbols.size <- c(2,2.75)
bwplot(opponent ~ attend/1000, data = dodgers, groups = day_night,
    xlab = "Attendance (thousands)",
    panel = function(x, y, groups, subscripts, ...)
       {panel.grid(h = (length(levels(dodgers$opponent)) - 1), v = -1)
        panel.stripplot(x, y, groups = groups, subscripts = subscripts,
        cex = group.symbols.size, pch = group.symbols, col = "darkblue")
       },
    key = list(space = "top",
    text = list(group.labels,col = "black"),
    points = list(pch = group.symbols, cex = group.symbols.size,
    col = "darkblue")))

# employ training-and-test regimen for model validation
set.seed(1234) # set seed for repeatability of training-and-test split
training_test <- c(rep(1,length=trunc((2/3)*nrow(dodgers))),
rep(2,length=(nrow(dodgers) - trunc((2/3)*nrow(dodgers)))))
dodgers$training_test <- sample(training_test) # random permutation
dodgers$training_test <- factor(dodgers$training_test,
  levels=c(1,2), labels=c("TRAIN","TEST"))
dodgers.train <- subset(dodgers, training_test == "TRAIN")
print(str(dodgers.train)) # check training data frame
dodgers.test <- subset(dodgers, training_test == "TEST")
print(str(dodgers.test)) # check test data frame

# specify a simple model with bobblehead entered last
my.model <- {attend ~ ordered_month + ordered_day_of_week + bobblehead}
# fit the model to the training set
train.model.fit <- lm(my.model, data = dodgers.train)
# summary of model fit to the training set
print(summary(train.model.fit))
# training set predictions from the model fit to the training set
dodgers.train$predict_attend <- predict(train.model.fit)
# test set predictions from the model fit to the training set
dodgers.test$predict_attend <- predict(train.model.fit,
  newdata = dodgers.test)

# compute the proportion of response variance
# accounted for when predicting out-of-sample
cat("\n","Proportion of Test Set Variance Accounted for: ",
round((with(dodgers.test,cor(attend,predict_attend)^2)),
  digits=3),"\n",sep="")
# merge the training and test sets for plotting
dodgers.plotting.frame <- rbind(dodgers.train,dodgers.test)

# generate predictive modeling visual for management
group.labels <- c("No Bobbleheads","Bobbleheads")
group.symbols <- c(21,24)
group.colors <- c("black","black")
group.fill <- c("black","red")
xyplot(predict_attend/1000 ~ attend/1000 | training_test,
       data = dodgers.plotting.frame, groups = bobblehead, cex = 2,
       pch = group.symbols, col = group.colors, fill = group.fill,
       layout = c(2, 1), xlim = c(20,65), ylim = c(20,65),
       aspect=1, type = c("p","g"),
       panel=function(x,y, ...)
            {panel.xyplot(x,y,...)
             panel.segments(25,25,60,60,col="black",cex=2)
            },
       strip=function(...) strip.default(..., style=1),
       xlab = "Actual Attendance (thousands)",
       ylab = "Predicted Attendance (thousands)",
       key = list(space = "top",
              text = list(rev(group.labels),col = rev(group.colors)),
              points = list(pch = rev(group.symbols),
              col = rev(group.colors),
              fill = rev(group.fill))))
# use the full data set to obtain an estimate of the increase in
# attendance due to bobbleheads, controlling for other factors
my.model.fit <- lm(my.model, data = dodgers)  # use all available data
print(summary(my.model.fit))
# tests statistical significance of the bobblehead promotion
# type I anova computes sums of squares for sequential tests
print(anova(my.model.fit))
cat("\n","Estimated Effect of Bobblehead Promotion on Attendance: ",
round(my.model.fit$coefficients[length(my.model.fit$coefficients)],
digits = 0),"\n",sep="")
# standard graphics provide diagnostic plots
plot(my.model.fit)
# additional model diagnostics drawn from the car package
library(car)
residualPlots(my.model.fit)
marginalModelPlots(my.model.fit)
print(outlierTest(my.model.fit))





3. Preference and Choice

“REFUND! Refund! Are you crazy? Refund!”

—PAUL DOOLEY AS RAY STOLLER IN Breaking Away (1979)

While working on the original edition of this book, I moved from Madison, Wisconsin to Los Angeles, and I had a difficult decision to make about mobile communications. I had been a customer of U.S. Cellular for many years. I had one smartphone and two data modems (a 3G and a 4G) and was quite satisfied with U.S Cellular services. In May of 2013, the company had no retail presence in Los Angeles and no 4G service in California. Being a data scientist in need of an example of preference and choice, I decided to take this opportunity to assess my feelings about mobile phone and data services.

The attributes in this small study were the mobile provider or brand, startup and monthly costs, if the provider offers 4G services in the area, whether the provider has a retail location nearby, and whether the provider supports Apple, Samsung, or Nexus phones in addition to tablet computers. Product profiles, representing combinations of these attributes, were easily generated by computer. My consideration set included AT&T, T-Mobile, U.S. Cellular, and Verizon. I generated sixteen product profiles and presented them to myself in a random order. Product profiles, their attributes, and my ranks, are shown in table 3.1.
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Table 3.1. Preference Data for Mobile Communication Services



A linear model fit to preference rankings is an example of traditional conjointanalysis, a modeling technique designed to show how product attributes affect purchasing decisions. Conjoint analysis is really conjoint measurement. Marketing analysts present product profiles to consumers. Product profiles are defined by their attributes. By ranking, rating, or choosing products, consumers reveal their preferences for products and the corresponding attributes that define products. The computed attribute importance values and part-worths associated with levels of attributes represent measurements that are obtained as a group or jointly—thus the name conjoint analysis. The task—ranking, rating, or choosing—can take many forms.

When doing conjoint analysis, we utilize sum contrasts, so that the sum of the fitted regression coefficients across the levels of each attribute is zero. The fitted regression coefficients represent conjoint measures of utility called part-worths. Part-worths reflect the strength of individual consumer preferences for each level of each attribute in the study. Positive part-worths add to a product’s value in the mind of the consumer. Negative part-worths subtract from that value. When we sum across the part-worths of a product, we obtain a measure of the utility or benefit to the consumer.

To display the results of the conjoint analysis, we use a special type of dot plot called the spine chart, shown in figure 3.1. In the spine chart, part-worths can be displayed on a common, standardized scale across attributes. The vertical line in the center, the spine, is anchored at zero. The part-worth of each level of each attribute is displayed as a dot with a connecting horizontal line, extending from the spine. Preferred product or service characteristics have positive part-worths and fall to the right of the spine. Less preferred product or service characteristics fall to the left of the spine.
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Figure 3.1. Spine Chart of Preferences for Mobile Communication Services



The spine chart shows standardized part-worths and attribute importance values. The relative importance of attributes in a conjoint analysis is defined using the ranges of part-worths within attributes. These importance values are scaled so that the sum across all attributes is 100 percent. Conjoint analysis is a measurement technology. Part-worths and attribute importance values are conjoint measures.

What does the spine chart say about this consumers’s preferences? It shows that monthly cost is of considerable importance. Next in order of importance is 4G availability. Start-up cost, being a one-time cost, is much less important than monthly cost. This consumer ranks the four service providers about equally. And having a nearby retail store is not an advantage. This consumer is probably an Android user because we see higher importance for service providers that offer Samsung phones and tablets first and Nexus second, while the availability of Apple phones and tablets is of little importance.

This simple study reveals a lot about the consumer—it measures consumer preferences. Furthermore, the linear model fit to conjoint rankings can be used to predict what the consumer is likely to do about mobile communications in the future.

Traditional conjoint analysis represents a modeling technique in predictive analytics. Working with groups of consumers, we fit a linear model to each individual’s ratings or rankings, thus measuring the utility or part-worth of each level of each attribute, as well as the relative importance of attributes.

The measures we obtain from conjoint studies can be analyzed to identify consumer segments. Conjoint measures can be used to predict each individual’s choices in the marketplace. Furthermore, using conjoint measures, we can perform marketplace simulations, exploring alternative product designs and pricing policies.

Consumers reveal their preferences in responses to surveys and ultimately in choices they make in the marketplace. Marketing analytics, a specialization of predictive analytics, involves building models of consumer preference and using those models to make predictions about future marketplace behavior.

The method of conjoint measurement was originally developed by Luce and Tukey (1964). A comprehensive review of conjoint methods, including traditional conjoint analysis, choice-based conjoint, best-worst scaling, and menu-based choice, is provided by Bryan Orme (2013).

We employ principles of experimental design in constructing conjoint tasks, and we use linear models in the analysis of the consumer responses. Methods for the design and analysis of conjoint studies have been discussed by Carroll and Green (1995), Marshall and Bradlow (2002), and authors in the edited volume by Gustafsson, Herrmann, and Huber (2000).

Aizaki (2012, 2014) describes programs for constructing product profiles for conjoint and choice studies. Murrell (2011) explains how to use standard R graphics to generate customized graphs.

Ask consumers what they want, and they may say, the best of everything. Ask them what they would like to spend, and they may say, as little as possible. There are limitations to assessing consumer willingness to pay and product preferences with direct-response rating scales, or what are sometimes called self-explicative scales. Simple rating scale items arranged as they often are, with separate questions about product attributes, brands, and prices, fail to capture tradeoffs that are fundamental to consumer choice. To learn more from consumer surveys, we provide a context for responding and gather as much information as we can. This is what conjoint and choice studies do, and many of them do it quite well. In the measurement appendix of this book we provide examples of preference and choice measures.

Exhibits 3.1 and 3.2 show Python and R programs for analyzing ranking or rating data for consumer preferences. The programs perform traditional conjoint analysis. The spine chart is a customized data visualization for conjoint and choice studies. We show the code for making spine charts in appendix D, exhibit D.4. Using standard R graphics, we build this chart one point, line, and text string at a time. The precise placement of points, lines, and text is under our control.

Exhibit 3.1. Measuring and Modeling Individual Preferences (Python)

Click here to view code image



# Traditional Conjoint Analysis (Python)

# prepare for Python version 3x features and functions
from __future__ import division, print_function

# import packages for analysis and modeling
import pandas as pd  # data frame operations
import numpy as np  # arrays and math functions
import statsmodels.api as sm  # statistical models (including regression)
import statsmodels.formula.api as smf  # R-like model specification
from patsy.contrasts import Sum

# read in conjoint survey profiles with respondent ranks
conjoint_data_frame = pd.read_csv('mobile_services_ranking.csv')

# set up sum contrasts for effects coding as needed for conjoint analysis
# using C(effect, Sum) notation within main effects model specification
main_effects_model = 'ranking ~ C(brand, Sum) + C(startup, Sum) +   \
    C(monthly, Sum) + C(service, Sum) + C(retail, Sum) + C(apple, Sum) + \
    C(samsung, Sum) + C(google, Sum)'

# fit linear regression model using main effects only (no interaction terms)
main_effects_model_fit = \
    smf.ols(main_effects_model, data = conjoint_data_frame).fit()
print(main_effects_model_fit.summary())

conjoint_attributes = ['brand', 'startup', 'monthly', 'service', \
    'retail', 'apple', 'samsung', 'google']

# build part-worth information one attribute at a time
level_name = []
part_worth = []
part_worth_range = []
end = 1   # initialize index for coefficient in params

for item in conjoint_attributes:
    nlevels = len(list(unique(conjoint_data_frame[item])))
    level_name.append(list(unique(conjoint_data_frame[item])))
    begin = end
    end = begin + nlevels - 1
    new_part_worth = list(main_effects_model_fit.params[begin:end])
    new_part_worth.append((-1) * sum(new_part_worth))
    part_worth_range.append(max(new_part_worth) - min(new_part_worth))
    part_worth.append(new_part_worth)
    # end set to begin next iteration

# compute attribute relative importance values from ranges
attribute_importance = []
for item in part_worth_range:
    attribute_importance.append(round(100 * (item / sum(part_worth_range)),2))

# user-defined dictionary for printing descriptive attribute names
effect_name_dict = {'brand' : 'Mobile Service Provider', \
    'startup' : 'Start-up Cost', 'monthly' : 'Monthly Cost', \
    'service' : 'Offers 4G Service', 'retail' : 'Has Nearby Retail Store', \
    'apple' : 'Sells Apple Products', 'samsung' : 'Sells Samsung Products', \
    'google' : 'Sells Google/Nexus Products'}

# report conjoint measures to console
index = 0   # initialize for use in for-loop
for item in conjoint_attributes:
    print('\nAttribute:', effect_name_dict[item])
    print('    Importance:', attribute_importance[index])
    print('    Level Part-Worths')
    for level in range(len(level_name[index])):
        print('  ',level_name[index][level], part_worth[index][level])
    index = index + 1

# Suggestions for the student:
# Enter your own rankings for the product profiles and generate
# conjoint measures of attribute importance and level part-worths.
# Note that the model fit to the data is a linear main-effects model.
# See if you can build a model with interaction effects for service
# provider attributes.




Exhibit 3.2. Measuring and Modeling Individual Preferences (R)

Click here to view code image



# Traditional Conjoint Analysis (R)

# R preliminaries to get the user-defined function for spine chart:
# place the spine chart code file <R_utility_program_1.R>
# in your working directory and execute it by
#     source("R_utility_program_1.R")
# Or if you have the R binary file in your working directory, use
#     load(file="mtpa_spine_chart.Rdata")

# spine chart accommodates up to 45 part-worths on one page
# |part-worth| <= 40 can be plotted directly on the spine chart
# |part-worths| > 40 can be accommodated through standardization

print.digits <- 2  # set number of digits on print and spine chart

library(support.CEs)  # package for survey construction

# generate a balanced set of product profiles for survey
provider.survey <- Lma.design(attribute.names =
  list(brand = c("AT&T","T-Mobile","US Cellular","Verizon"),
  startup = c("$100","$200","$300","$400"),
  monthly = c("$100","$200","$300","$400"),
  service = c("4G NO","4G YES"),
  retail = c("Retail NO","Retail YES"),
  apple = c("Apple NO","Apple YES"),
  samsung = c("Samsung NO","Samsung YES"),
  google = c("Nexus NO","Nexus YES")), nalternatives = 1, nblocks=1, seed=9999)
print(questionnaire(provider.survey))  # print survey design for review

sink("questions_for_survey.txt")  # send survey to external text file
questionnaire(provider.survey)
sink() # send output back to the screen

# user-defined function for plotting descriptive attribute names
effect.name.map <- function(effect.name) {
  if(effect.name=="brand") return("Mobile Service Provider")
  if(effect.name=="startup") return("Start-up Cost")
  if(effect.name=="monthly") return("Monthly Cost")
  if(effect.name=="service") return("Offers 4G Service")
  if(effect.name=="retail") return("Has Nearby Retail Store")
  if(effect.name=="apple") return("Sells Apple Products")
  if(effect.name=="samsung") return("Sells Samsung Products")
  if(effect.name=="google") return("Sells Google/Nexus Products")
  }

# read in conjoint survey profiles with respondent ranks
conjoint.data.frame <- read.csv("mobile_services_ranking.csv")

# set up sum contrasts for effects coding as needed for conjoint analysis
options(contrasts=c("contr.sum","contr.poly"))

# main effects model specification
main.effects.model <- {ranking ~ brand + startup + monthly + service +
  retail + apple + samsung + google}

# fit linear regression model using main effects only (no interaction terms)
main.effects.model.fit <- lm(main.effects.model, data=conjoint.data.frame)
print(summary(main.effects.model.fit))

# save key list elements of the fitted model as needed for conjoint measures
conjoint.results <-
  main.effects.model.fit[c("contrasts","xlevels","coefficients")]

conjoint.results$attributes <- names(conjoint.results$contrasts)

# compute and store part-worths in the conjoint.results list structure
part.worths <- conjoint.results$xlevels  # list of same structure as xlevels
end.index.for.coefficient <- 1  # intitialize skipping the intercept
part.worth.vector <- NULL # used for accumulation of part worths
for(index.for.attribute in seq(along=conjoint.results$contrasts)) {
  nlevels <- length(unlist(conjoint.results$xlevels[index.for.attribute]))
  begin.index.for.coefficient <- end.index.for.coefficient + 1
  end.index.for.coefficient <- begin.index.for.coefficient + nlevels -2
  last.part.worth <- -sum(conjoint.results$coefficients[
    begin.index.for.coefficient:end.index.for.coefficient])
  part.worths[index.for.attribute] <-
    list(as.numeric(c(conjoint.results$coefficients[
      begin.index.for.coefficient:end.index.for.coefficient],
      last.part.worth)))
  part.worth.vector <-
    c(part.worth.vector,unlist(part.worths[index.for.attribute]))
  }
conjoint.results$part.worths <- part.worths
# compute standardized part-worths
standardize <- function(x) {(x - mean(x)) / sd(x)}
conjoint.results$standardized.part.worths <-
  lapply(conjoint.results$part.worths,standardize)

# compute and store part-worth ranges for each attribute
part.worth.ranges <- conjoint.results$contrasts
for(index.for.attribute in seq(along=conjoint.results$contrasts))
  part.worth.ranges[index.for.attribute] <-
  dist(range(conjoint.results$part.worths[index.for.attribute]))
conjoint.results$part.worth.ranges <- part.worth.ranges

sum.part.worth.ranges <- sum(as.numeric(conjoint.results$part.worth.ranges))
# compute and store importance values for each attribute
attribute.importance <- conjoint.results$contrasts
for(index.for.attribute in seq(along=conjoint.results$contrasts))
  attribute.importance[index.for.attribute] <-
  (dist(range(conjoint.results$part.worths[index.for.attribute]))/
  sum.part.worth.ranges) * 100
conjoint.results$attribute.importance <- attribute.importance

# data frame for ordering attribute names
attribute.name <- names(conjoint.results$contrasts)
attribute.importance <- as.numeric(attribute.importance)
temp.frame <- data.frame(attribute.name,attribute.importance)
conjoint.results$ordered.attributes <-
  as.character(temp.frame[sort.list(
  temp.frame$attribute.importance,decreasing = TRUE),"attribute.name"])

# respondent internal consistency added to list structure
conjoint.results$internal.consistency <- summary(main.effects.model.fit)$r.squared

# user-defined function for printing conjoint measures
if (print.digits == 2)
  pretty.print <- function(x) {sprintf("%1.2f",round(x,digits = 2))}
if (print.digits == 3)
  pretty.print <- function(x) {sprintf("%1.3f",round(x,digits = 3))}

# report conjoint measures to console
# use pretty.print to provide nicely formated output
for(k in seq(along=conjoint.results$ordered.attributes)) {
  cat("\n","\n")
  cat(conjoint.results$ordered.attributes[k],"Levels: ",
  unlist(conjoint.results$xlevels[conjoint.results$ordered.attributes[k]]))

  cat("\n"," Part-Worths:  ")
  cat(pretty.print(unlist(conjoint.results$part.worths
    [conjoint.results$ordered.attributes[k]])))

  cat("\n"," Standardized Part-Worths:  ")
  cat(pretty.print(unlist(conjoint.results$standardized.part.worths
    [conjoint.results$ordered.attributes[k]])))

  cat("\n"," Attribute Importance:  ")
  cat(pretty.print(unlist(conjoint.results$attribute.importance
    [conjoint.results$ordered.attributes[k]])))
  }

# plotting of spine chart begins here
# all graphical output is routed to external pdf file
pdf(file = "fig_preference_mobile_services_results.pdf", width=8.5, height=11)
spine.chart(conjoint.results)
dev.off()  # close the graphics output device





4. Market Basket Analysis

Bobby: “Okay, I’ll make it as easy for you as I can. Give me an omelette, plain, and a chicken salad sandwich on wheat toast—no butter, no mayonnaise, no lettuce—and a cup of coffee.”

Waitress: “One Number Two, and a chicken sal san—hold the butter, the mayo, the lettuce—and a cup of coffee . . . Anything else?”

Bobby: “Now all you have to do is hold the chicken, bring me the toast, charge me for the sandwich, and you haven’t broken any rules.”

Waitress: “You want me to hold the chicken.”

Bobby: “Yeah. I want you to hold it between your knees.”

—JACK NICHOLSON AS BOBBY (ROBERT EROICA DUPEA) AND
LORNA THAYER AS WAITRESS IN Five Easy Pieces (1970)

Shopping on the weekend is a half-hour walk to the grocery store. I am fairly predictable in what I buy—milk, juices, poultry items, granola, bread, a jar of peanut butter, and treats (strawberry fruit bars this week). The items for this shopping trip are shown in table 4.1. These represent my market basket and would go into one row of the store’s database along with thousands of shopping trips or market baskets from other customers. The individual market basket is the unit of analysis. Thousands of columns in the database correspond to the full set of products available at the store.


[image: Image]

Table 4.1. Market Basket for One Shopping Trip



Purchases of items would be part of the store’s database, with system stocking units (SKUs), quantities, and prices duly noted. To prepare these data for market basket analysis, we would convert quantities to binary indicators. The purchase of granola bars would be represented by a one in the row of the input data for this shopping trip, as would the purchase of cereal and the nine other items in the market basket. The rest of the columns in this row of the input data would be set to zero. The resulting input data to market basket analysis would be a sparse binary matrix, thousands of rows and columns with ones and zeroes.1

1 Note that we have simplified the market basket problem by using ones and zeroes in our data set or matrix. Three fruit bars in my market basket are represented by the number 1, not 3. Five frozen chicken dinners are represented by the number 1, not 5. The resulting binary matrix is easier to work with than a matrix with actual quantities in the cells.

Market baskets reveal consumer preferences and lifestyles in a way that no survey can fully capture. Market basket analysis (also called affinity or association analysis) asks, What goes with what? What products are ordered or purchased together? This is contingency table analysis on a very large scale, and our job is to determine which contingency tables to look at.

There are obvious examples of things that go together, such as hot dogs and hot dog buns, party favors and ice, peanut butter, jelly, and bread (or, in my case, just peanut butter and bread). There are reports, sometimes surprising, sometimes bogus, of less obvious things going together, such as diapers and beer. The job of market basket analysis is to find what things go together, providing information to guide product placement in stores, cross-category and co-marketing promotions, and product bundling plans.

To provide an example of market basket analysis, we draw upon a grocery data set first analyzed by Hahsler, Hornik, and Reutterer (2006) and available in Hahsler et al. (2014a). The data set consists of N = 9, 835 market baskets across K = 169 generically-labeled grocery items. The data set, which represents one month of real transaction data from a grocery outlet, is small enough to be processed on a laptop computer and large enough to demonstrate methods of market basket analysis.

A key challenge in market basket analysis and association rule modeling in general is the sheer number of rules that are generated. An item set is a collection of items selected from all items in the store. The size of an item set is the number of items in that set. Item sets may be composed of two items, three items, and so on. The number of distinct item sets is very large, even for the grocery store data set.

An association rule is a division of each item set into two subsets with one subset, the antecedent, thought of as preceding the other subset, the consequent. There are more association rules than there are item sets.2 The Apriori algorithm of Agraval et al. (1996) deals with the large-number-of-rules problem by using selection criteria that reflect the potential utility of association rules.

2 For the grocery store data set, with its K = 169 items and its corresponding binary data matrix, the number of distinct item sets will be

[image: Image]

The first criterion relates to the support or prevalence of an item set. Each item set is evaluated to determine the proportion of times it occurs in the store data set. If this proportion exceeds a minimum support threshold or criterion, then it is passed along to the next phase of analysis. A support criterion of 0.01 implies that one in every one hundred market baskets must contain the item set. A support criterion of 0.001 implies that one in every one thousand market baskets must contain the item set.

The second criterion relates to the confidence or predictability of an association rule. This is computed as the support of the item set divided by the support of the subset of items in the antecedent. This is an estimate of the conditional probability of the consequent, given the antecedent. In the selection of association rules, we set the confidence criterion much higher than the support criterion.3 Support and confidence criteria are arbitrarily set by the researcher. These vary from one market basket problem to anther. For the groceries data set, we set the support criterion to 0.025 and make an initial plot showing item frequencies for individual items meeting this criterion. See figure 4.1.

3 With item subsets identified as A and B, there are two possible association rules: (A => B) and (B => A). We need to consider only one of these rules because we favor rules with higher confidence. Consider our confidence in the rule (A => B). This is the conditional probability of B given A. Similarly, confidence in rule (B => A) is the conditional probability of A given B:

[image: Image]

It follows that, if the item subset A has more support than the item subset B, then P(A) < P(B) and P(A|B) < P(B|A). Given our preference for rules of higher confidence, then, it is clear that the item subset with higher support will take the role of the consequent.


[image: Image]

Figure 4.1. Market Basket Prevalence of Initial Grocery Items



We see that there are groups of similar items: (1) candy and specialty bar, (2) specialty chocolate and chocolate, (3) canned beer and bottled beer, and so on. We can combine similar items into categories to provide a more meaningful analysis, obtaining the reduced set of fifty-five item categories, thirty-two of which are shown in figure 4.2.


[image: Image]

Figure 4.2. Market Basket Prevalence of Grocery Items by Category



A set of 344 association rules may be obtained by setting thresholds for support and confidence of 0.025 and 0.05, respectively. Figure 4.3 provides a scatter plot of these rules with support on the horizontal axis and confidence on the vertical axis. Color coding of the points relates to lift, a measure of relative predictive confidence.4

4 As with support and confidence, probability formulas define lift. Think of lift as the confidence we have in predicting the consequent B with the rule (A ⇒ B), divided by the confidence we would have in predicting B without the rule. Without knowledge of A and the association rule (A ⇒ B), our confidence in observing the item subset B is P(B). With knowledge of A and the association rule (A ⇒ B), our confidence in observing item subset B is P(B|A), as we have defined earlier. The ratio of these quantities is lift:
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Looking at the numerator and denominator of the ratio on the far right-hand side of this equation, we note that these are equivalent under an independence assumption. That is, if there is no relationship between item subsets A and B, then the joint probability of A and B is the product of their individual probabilities: P(AB) = P(A)P(B). So lift is a measure of the degree to which item subsets in an association rule depart from independence.


[image: Image]

Figure 4.3. Market Basket Association Rules: Scatter Plot



Figure 4.4 provides a clearer view of the identified association rules: a matrix bubble chart. An item in the antecedent subset or left-hand side (LHS) of an association rule provides the label at the top of the matrix, and an item in the consequent or right-hand side (RHS) of an association rule provides the label at the right of the matrix. Support relates to the size of each bubble and lift is reflected in its color intensity.


[image: Image]

Figure 4.4. Market Basket Association Rules: Matrix Bubble Chart



Suppose we are working for a local farmer, and we want to identify products that are commonly purchased along with vegetables. Selecting rules with consequent item subsets that include vegetables, we obtain forty-one rules from the set of 344. We rank these rules by lift and identify the top ten rules for display in table 4.2 and figure 4.5.


[image: Image]

Table 4.2. Association Rules for a Local Farmer
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Figure 4.5. Association Rules for a Local Farmer: A Network Diagram



Reviewing the reported measures for association rules, support is prevalence. As a relative frequency or probability estimate it takes values from zero to one. Low values are tolerated, but values that are extremely low relative to other items in the store may indicate a lack of importance to shoppers.

Confidence relates to the predictability of the consequent, given the antecedent. As a conditional probability, confidence takes values from zero to one. Higher values are preferred. Lift, being a ratio of nonzero probabilities, takes positive values on the real number line. Lift needs to be above 1.00 to be of use to management. The higher the lift, the better.

Another way to serve the information needs of a producer is to employ transaction clustering. That is, we can use cluster analysis prior to market basket analysis to identify groups of shoppers who have similar market baskets. Then we conduct a separate market basket analysis for each group of customers, with the intention of developing cross-selling, co-marketing, or product bundling recommendations tailored to that consumer group or market segment.

Finding the proverbial “needle in the haystack” could be the easy part, given the efficient algorithms at our disposal. But have we learned anything of value in the process? Do we know where to look in the next haystack?

What we have done in the analysis of the grocery data set is descriptive rather than predictive. Identified association rules provide a description of shopping behavior or an analysis of the quantitative structure of shopping. Description of consumer shopping behavior is interesting and important. To see how description plays out in the marketplace, we go to the stores.

Marketers use association rules to make decisions about store layout, product bundling, or cross-selling. Store managers run field experiments, observing how shoppers respond to new store layouts and cross-selling promotions. The ultimate test of market basket predictive models is provided by market response or sales.

The vision of early workers in the field, such as Nielsen (1979), has been clearly realized with the prevalence of bar code scanners at checkout counters. Scanner data collection, category management methods, and market basket analysis are utilized by most large manufacturers and retailers.

Hastie, Tibshirani, and Friedman (2009) review the theory behind association rules, providing formal definitions for support, confidence (predictability), and lift (departure from independence), as well as a discussion of market basket applications and the Apriori algorithm of Agraval et al. (1996). Additional discussion may be found in the machine learning literature (Tan, Steinbach, and Kumar 2006; Witten, Frank, and Hall 2011; Harrington 2012; Rajaraman and Ullman 2012). Bruzzese and Davino (2008) review data visualization of association rules.

A data scientist may have to look through a lot of rules before finding one that is interesting. It is not surprising, then, that considerable attention has been paid to methods for selecting association rules (Hahsler, Buchta, and Hornik 2008), selecting variables in association rules modeling (Dippold and Hruschka 2013), and combining market segmentation and market basket analysis in the same analysis (Boztug and Reutterer 2008).

General models of buyer behavior help us understand trial purchase, repeat purchase, brand loyalty, and switching. Probability models are often used to represent regularities in aggregate buyer behavior over time, as is observed in the diffusion of new products. Examples of applied probability models for understanding buyer behavior may be found in the work of Fader and Hardie (1996, 2002).

Discussion of market basket analysis in R is provided by Hahsler, Grün, and Hornik (2005), Hahsler et al. (2011), and Hahsler et al. (2014a, 2014b), with data visualization support by Hahsler and Chelluboina (2014a, 2014b). Additional association rule algorithms are available through the R interface to Weka (Hornik 2014a, 2014b).

The Python program in exhibit 4.1 draws on modeling and graphics routines from R. Making programs like this work requires knowledge of both Python and R, which is in keeping with the multilingual theme of this book. The original R program in exhibit 4.2 draws on code developed by Hahsler et al. (2014a) and Hahsler and Chelluboina (2014a).

Programs in data science do not have to be perfect or beautiful. We prefer programs that are efficient, versatile, and readable, and well-constructed programs often are. We want code that produces correct answers, although rarely will we be asked to prove a program correct. Programs in data science do not have to be all-Python or all-R. Many routines in both languages call upon underlying executables from C, C++, or Fortran. What do programs in data science need to do? They need to get the job done.

Exhibit 4.1. Market Basket Analysis of Grocery Store Data (Python)

Click here to view code image



# Association Rules for Market Basket Analysis (Python)

# import package for analysis and modeling
from rpy2.robjects import r   # interface from Python to R

r('library(arules)')  # association rules
r('library(arulesViz)')  # data visualization of association rules
r('library(RColorBrewer)')  # color palettes for plots

r('data(Groceries)')  # grocery transactions object from arules package

# show the dimensions of the transactions object
r('print(dim(Groceries))')

r('print(dim(Groceries)[1])')  # 9835 market baskets for shopping trips
r('print(dim(Groceries)[2])')  # 169 initial store items

# examine frequency for each item with support greater than 0.025
r('pdf(file="fig_market_basket_initial_item_support.pdf", \
    width = 8.5, height = 11)')
r('itemFrequencyPlot(Groceries, support = 0.025, \
    cex.names=0.8, xlim = c(0,0.3), \
    type = "relative", horiz = TRUE, col = "dark red", las = 1, \
    xlab = paste("Proportion of Market Baskets Containing Item", \
      "\n(Item Relative Frequency or Support)"))')
r('dev.off()')

# explore possibilities for combining similar items
r('print(head(itemInfo(Groceries)))')
r('print(levels(itemInfo(Groceries)[["level1"]]))')  # 10 levels... too few
r('print(levels(itemInfo(Groceries)[["level2"]]))')  # 55 distinct levels

# aggregate items using the 55 level2 levels for food categories
# to create a more meaningful set of items
r('groceries <- aggregate(Groceries, itemInfo(Groceries)[["level2"]])')

r('print(dim(groceries)[1])')  # 9835 market baskets for shopping trips
r('print(dim(groceries)[2])')  # 55 final store items (categories)

r('pdf(file="fig_market_basket_final_item_support.pdf", \
      width = 8.5, height = 11)')
r('itemFrequencyPlot(groceries, support = 0.025, \
       cex.names=1.0, xlim = c(0,0.5),\
       type = "relative", horiz = TRUE, col = "blue", las = 1,\
       xlab = paste("Proportion of Market Baskets Containing Item",\
    "\n(Item Relative Frequency or Support)"))')
r('dev.off()')

# obtain large set of association rules for items by category and all shoppers
# this is done by setting very low criteria for support and confidence
r('first.rules <- apriori(groceries, \
       parameter = list(support = 0.001, confidence = 0.05))')
r('print(summary(first.rules))')  # yields 69,921 rules... too many

# select association rules using thresholds for support and confidence
r('second.rules <- apriori(groceries, \
       parameter = list(support = 0.025, confidence = 0.05))')
r('print(summary(second.rules))')  # yields 344 rules

# data visualization of association rules in scatter plot
r('pdf(file="fig_market_basket_rules.pdf", width = 8.5, height = 8.5)')
r('plot(second.rules, \
       control=list(jitter=2, col = rev(brewer.pal(9, "Greens")[4:9])), \
  shading = "lift")')
r('dev.off()')

# grouped matrix of rules
r('pdf(file="fig_market_basket_rules_matrix.pdf", \
       width = 8.5, height = 8.5)')
r('plot(second.rules, method="grouped", \
       control=list(col = rev(brewer.pal(9, "Greens")[4:9])))')
r('dev.off()')

# select rules with vegetables in consequent (right-hand-side) item subsets
r('vegie.rules <- subset(second.rules, subset = rhs %pin% "vegetables")')
r('inspect(vegie.rules)')  # 41 rules

# sort by lift and identify the top 10 rules
r('top.vegie.rules <- head(sort(vegie.rules, \
       decreasing = TRUE, by = "lift"), 10)')
r('inspect(top.vegie.rules)')

r('pdf(file="fig_market_basket_farmer_rules.pdf", width = 11, height = 8.5)')
r('plot(top.vegie.rules, method="graph", \
       control=list(type="items"), \
       shading = "lift")')
r('dev.off()')

# Suggestions for the student:
# Suppose your client is someone other than the local farmer,
# a meat producer/butcher, dairy, or brewer perhaps.
# Determine association rules relevant to your client's products
# guided by the market basket model. What recommendations
# would you make about future marketplace actions?




Exhibit 4.2. Market Basket Analysis of Grocery Store Data (R)

Click here to view code image



# Association Rules for Market Basket Analysis (R)

library(arules)  # association rules
library(arulesViz)  # data visualization of association rules
library(RColorBrewer)  # color palettes for plots

data(Groceries)  # grocery transactions object from arules package

# show the dimensions of the transactions object
print(dim(Groceries))

print(dim(Groceries)[1])  # 9835 market baskets for shopping trips
print(dim(Groceries)[2])  # 169 initial store items

# examine frequency for each item with support greater than 0.025
pdf(file="fig_market_basket_initial_item_support.pdf",
  width = 8.5, height = 11)
itemFrequencyPlot(Groceries, support = 0.025, cex.names=0.8, xlim = c(0,0.3),
  type = "relative", horiz = TRUE, col = "dark red", las = 1,
  xlab = paste("Proportion of Market Baskets Containing Item",
    "\n(Item Relative Frequency or Support)"))
dev.off()

# explore possibilities for combining similar items
print(head(itemInfo(Groceries)))
print(levels(itemInfo(Groceries)[["level1"]]))  # 10 levels... too few
print(levels(itemInfo(Groceries)[["level2"]]))  # 55 distinct levels

# aggregate items using the 55 level2 levels for food categories
# to create a more meaningful set of items
groceries <- aggregate(Groceries, itemInfo(Groceries)[["level2"]])

print(dim(groceries)[1])  # 9835 market baskets for shopping trips
print(dim(groceries)[2])  # 55 final store items (categories)

pdf(file="fig_market_basket_final_item_support.pdf", width = 8.5, height = 11)
itemFrequencyPlot(groceries, support = 0.025, cex.names=1.0, xlim = c(0,0.5),
  type = "relative", horiz = TRUE, col = "blue", las = 1,
  xlab = paste("Proportion of Market Baskets Containing Item",
    "\n(Item Relative Frequency or Support)"))
dev.off()

# obtain large set of association rules for items by category and all shoppers
# this is done by setting very low criteria for support and confidence
first.rules <- apriori(groceries,
  parameter = list(support = 0.001, confidence = 0.05))
print(summary(first.rules))  # yields 69,921 rules... too many

# select association rules using thresholds for support and confidence
second.rules <- apriori(groceries,
  parameter = list(support = 0.025, confidence = 0.05))
print(summary(second.rules))  # yields 344 rules

# data visualization of association rules in scatter plot
pdf(file="fig_market_basket_rules.pdf", width = 8.5, height = 8.5)
plot(second.rules,
  control=list(jitter=2, col = rev(brewer.pal(9, "Greens")[4:9])),
  shading = "lift")
dev.off()

# grouped matrix of rules
pdf(file="fig_market_basket_rules_matrix.pdf", width = 8.5, height = 8.5)
plot(second.rules, method="grouped",
  control=list(col = rev(brewer.pal(9, "Greens")[4:9])))
dev.off()

# select rules with vegetables in consequent (right-hand-side) item subsets
vegie.rules <- subset(second.rules, subset = rhs %pin% "vegetables")
inspect(vegie.rules)  # 41 rules

# sort by lift and identify the top 10 rules
top.vegie.rules <- head(sort(vegie.rules, decreasing = TRUE, by = "lift"), 10)
inspect(top.vegie.rules)

pdf(file="fig_market_basket_farmer_rules.pdf", width = 11, height = 8.5)
plot(top.vegie.rules, method="graph",
  control=list(type="items"),
  shading = "lift")
dev.off()






5. Economic Data Analysis

“Are you crazy? The fall will probably kill you.”

—PAUL NEWMAN AS BUTCH CASSIDY IN
Butch Cassidy and the Sundance Kid (1969)

I have seen The Time Machine and Back to the Future. I watched Superman turning time backwards by flying faster than the speed of light with suspense-killing precision. There was The Curious Case of Benjamin Button, a child/man who somehow managed to age backwards without fully knowing what was coming. Time and the future are a fascination for all. This is life. We know what is coming; we know the inevitable. But we lack the details.

Turning to economic data, we know that there will be ups and downs. But when will the economy turn up? When will it go down? Much economic research relies on gathering economic data to answer difficult up-and-down questions. Economic data are typically measures organized in time or time series.

In this chapter we draw upon United States economic data from the Federal Reserve Bank of St. Louis. We explore these data with statistical graphics and time series models. We show how to use time series data to make economic forecasts.

Suppose we work with four economic measures that are often thought of as leading indicators:

[image: Image] National Civilian Unemployment Rate (percentage)

[image: Image] Manufacturers’ New Orders: Durable Goods (millions of dollars)

[image: Image] University of Michigan Index of Consumer Sentiment (1Q 1966 = 100)

[image: Image] New Homes Sold (millions)

For the last three of these measures, higher values mean economic well-being. Let us compute the national employment rate as 100 minus the unemployment rate. And for convenience in graphing, we convert durable goods orders in millions of dollars to billions of dollars. We gather the four indices into a multiple time series object for plotting. The resulting plot, provided in figure 5.1, shows the Great Recession reflected in the four economic measures, labeled as IER, IDGO, ICS, and INHS1.

1 According to the Business Cycle Dating Committee of the National Bureau of Economic Research (2010), the Great Recession extended from December 2007 through June 2009, the longest of any recession since World War II.
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Figure 5.1. Multiple Time Series of Economic Data



Parallel indexing can be especially useful in the analysis of multiple time series. The University of Michigan Index of Consumer Sentiment is an indexed series (1Q 1966 = 100). It is interesting to note that this measure hit its base index value of 100 in March 1997, a date at which we have observations for the other three series. Using March 1997 as our reference date for the 100 index value, we can compute like-indexed series for the employment rate, durable goods orders, and new home sales. That is, each economic measure can be scaled so that its value at the reference date March 1997 is exactly 100. So we will use March 1997 as our base month for converting the other three economic indicators to index values.2 With each economic measure scaled so that its value on March 1997 is 100, we can plot the multiple time series again using a horizon plot.3

2 The mathematics for parallel indexing is straightforward. Let xt be the value of an economic measure at time t, and let x0 be the value of the economic measure on the reference date. Then the indexed value of the economic measure yt is given by [image: Image]

3 Introduced by Heer, Kong, and Agrawala (2009), the horizon plot represents a space-efficient data visualization for multiple time series. To make a visual like the one shown in figure ??, we first determine a center-value or origin, a reference point for standardization across the time series. Our choice here was to use the index value 100 as the origin. Then, instead of plotting each individual time series with its actual values, we plot both below-origin and above-origin values above the bottom line of each panel, with below-origin values in one color and above-origin values in another color. Intensities of color reflect the degree to which time series values are below- or above-origin.

The horizon plot represents exploratory data analysis for economic research. It is common to use a two-color gradient, such as a red-to-white-to-blue gradient, to display distinct levels of below-origin to above-origin values. The origin we have selected for the four economic series is the value 100, the base for each indexed time series. The result is shown in figure 5.2.
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Economic measures indexed so that they have the value 100 at the reference date, March 1997.

Figure 5.2. Horizon Plot of Indexed Economic Time Series



The horizon plot reduces the amount of space needed to display multiple time series and, through the use of color, makes it easier to detect relationships across time series. Granger causality tests and dynamic regressions notwithstanding, we may detect a leading indicator in a horizon plot long before statistical indicators reveal its existence.

Looking at the horizon plot in figure 5.2, we can see that three of the four indices (IER, ICS, and INHS) move in consort. Red indicates below-average (below-index-100) values, and the deeper the red, the further below. Note that deep red in ICS is observed a couple months before deep red in IER, suggesting that the University of Michigan Index of Consumer Sentiment may be a leading indicator for the level employment. The index for New Homes Sold (INHS) also experiences deep declines prior to declines in the employment rate and remains at very low levels throughout the period of observation.

Having gathered the data and looked at the plots, we turn to forecasting the future. For these economic time series, we use autoregressive integrated moving average (ARIMA) models or what are often called Box-Jenkins models (Box, Jenkins, and Reinsel 2008).

Drawing upon software from Hyndman et al. (2014) and working with one economic measure at a time, our program searches across a large set of candidate models including autoregressive, moving-average, and seasonal components. It selects the very best model in terms of the Akaike Information Criterion (AIC). Then, having found the model that the algorithm determines as the best model for each measure, we use that model to forecast future values of the economic measure. In particular, we ask for forecasts for a time horizon of two years or twenty-four months. We obtain the forecast mean as well as a prediction interval around that mean for each month of the forecasting horizon. This is done for each of the four measures being investigated. In figures 5.3 through 5.6, the original time series data are shown as well as the forecasts and prediction intervals.
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Figure 5.3. Forecast of National Civilian Employment Rate (percentage)
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Figure 5.4. Forecast of Manufacturers’ New Orders: Durable Goods (billions of dollars)
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Figure 5.5. Forecast of University of Michigan Index of Consumer Sentiment (1Q 1966 = 100)
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Figure 5.6. Forecast of New Homes Sold (millions)



Forecasting uncertainty is reflected in the grey area around the forecasted values. As we can see from these economic forecasts, there is much uncertainty about the future, and the further we look into the future, the greater our uncertainty. Notice the megaphone effect in the figures, with a wider prediction interval further into the future. The value of a model lies in the quality of its predictions. We have work to do with these forecasts.

As a next step in our work, we might fit a multivariate time series or vector autoregressive (VAR) model to the four time series. Alternatively, we could explore dynamic linear models, regressing one time series on another. We could utilize ARIMA transfer function models or state space models with regression components. The possibilities are many, as are the modeling issues to be addressed.4

4 There is a subtle but important distinction to be made here. The term time series regression refers to regression analysis in which the organizing unit of analysis is time. We look at relationships among economic measures organized in time. Much economic analysis concerns time series regression. Special care must be taken to avoid what might be called spurious relationships, as many economic time series are correlated with one another because they depend upon underlying factors, such as population growth or seasonality. In time series regression, we use standard linear regression methods. We check the residuals from our regression to ensure that they are not correlated in time. If they are correlated in time (autocorrelated), then we use a method such as generalized least squares as an alternative to ordinary least squares. That is, we incorporate an error data model as part of our modeling process. Longitudinal data analysis or panel data analysis is an example of a mixed data method with a focus upon data organized by cross-sectional units and time. When we use the term time series analysis, however, we are not talking about time series regression. We are talking about methods that start by focusing upon one economic measure at a time and its pattern across time. We look for trends, season-ality, and cycles in that individual time series. Then, after working with that single time series, we look at possible relationships with other time series. If we are concerned with forecasting or predicting the future, as we often are in predictive analytics, then we use methods of time series analysis. Recently, there has been considerable interest in state space models for time series, which provide a convenient mechanism for incorporating regression components into dynamic time series models (Commandeur and Koopman 2007; Hyndman, Koehler, Ord, and Snyder 2008; Durbin and Koopman 2012).

Similar to other data with which we work, economic data are organized by observational unit, time, and space. The observational unit is typically an economic agent (individual or firm) or a group of such agents as in an aggregate analysis. It is common to use geographical areas as a basis for aggregation. Alternatively, space (longitude and latitude) can be used directly in spatial data analyses. Time considerations are especially important in macroeconomic analysis, which focuses upon nationwide economic measures.

Baumohl (2008) provides a review of economic measures that are commonly thought of as leading indicators. Kennedy (2008) provides an introduction to the terminology of econometrics. Key references in the area of econometrics include Judge et al. (1985), Berndt (1991), Enders (2010), and Greene (2012). Reviews of time series modeling and forecasting methods are provided by Holden, Peel, and Thompson (1990) and in the edited volume by Armstrong (2001). More detailed discussion of time series methods is provided by Hamilton (1994), Makridakis, Wheelwright, and Hyndman (2005), Box, Jenkins, and Reinsel (2008), Hyndman et al. (2008), Durbin and Koopman (2012), and Hyndman and Athanasopoulos (2014). Time-series, panel (longitudinal) data, financial, and econometric modeling methods are especially relevant in demand and sales forecasting. Frees and Miller (2004) present a longitudinal sales forecasting method, reflecting the special structure of sales data in space and time. Hierarchical and grouped time series methods are discussed by Athanasopoulos, Ahmed, and Hyndman (2009) and Hyndman et al. (2011).

For gathering economic data, we build on foundation code provided by Ryan (2014). Useful for programming with dates are R functions provided by Grolemund and Wickham (2011, 2014). Associated sources for econometric and time series programming are Kleiber and Zeileis (2008), Hothorn et al. (2014), Cowpertwait and Metcalfe (2009), Petris, Petrone, and Campagnoli (2009), and Tsay (2013). Most useful for time series forecasting is code from Hyndman et al. (2014), Petris (2010), Petris and Gilks (2014), and Szymanski (2014).

The Granger test of causality, a test of temporal ordering, was introduced in the classic reference by Granger (1969). The interested reader should also check out a delightful article that answers the perennial question Which came first, the chicken or the egg? (Thurman and Fisher 1988).

Python code for economic analysis is provided in exhibit 5.1. Exhibit 5.2 shows the R code used to obtain time series economic data, create plots and visualizations, and perform time series analyses using ARIMA methods. The code also shows how to search for leading indicators using the Granger test of causality. The code draws upon R packages developed by Ryan (2014), Grolemund and Wickham (2014), Sarkar and Andrews (2014), Hyndman et al. (2014), and Hothorn et al. (2014).

Exhibit 5.1. Working with Economic Data (Python)

Click here to view code image



# Analysis of Economic Time Series (Python)

# prepare for Python version 3x features and functions
from __future__ import division, print_function
# import packages for time series analysis and modeling
import pandas as pd  # data structures for time series analysis
import datetime  # date manipulation
import matplotlib.pyplot as plt
from statsmodels.tsa.arima_model import ARIMA  # time series modeling
from statsmodels.tsa.stattools import grangercausalitytests as granger
# additional time series functions available in R
# from rpy2.robjects import r  # interface from Python to R

# Economic time series were originally obtained from
# the Federal Reserve Bank of St. Louis (FRED system).
#
# National Civilian Unemployment Rate (monthly, percentage)
#     converted to the employment rate ER = 100 - UNRATENSA
#
# Manufacturers' New Orders: Durable Goods (millions of dollars)
#     DGO = DGORDER/1000 expressed in  billions of dollars
#
# University of Michigan Index of Consumer Sentiment (1Q 1966 = 100)
#     ICS = UMCSENT
#
# New Homes Sold in the US, not seasonally adjusted (monthly, millions)
#     NHS = HSN1FNSA
# read data in from comma-delimited text files
ER_data_frame = pd.read_csv("FRED_ER_data.csv")
DGO_data_frame = pd.read_csv("FRED_DGO_data.csv")
ICS_data_frame = pd.read_csv("FRED_ICS_data.csv")
NHS_data_frame = pd.read_csv("FRED_NHS_data.csv")

# identify date fields as dates with apply and lambda function
ER_data_frame['date'] = \
    ER_data_frame['date']\
    .apply(lambda d: datetime.datetime.strptime(str(d), '%Y-%m-%d'))
DGO_data_frame['date'] = \
    DGO_data_frame['date']\
    .apply(lambda d: datetime.datetime.strptime(str(d), '%Y-%m-%d'))
ICS_data_frame['date'] = \
    ICS_data_frame['date']\
    .apply(lambda d: datetime.datetime.strptime(str(d), '%Y-%m-%d'))
NHS_data_frame['date'] = \
    NHS_data_frame['date']\
    .apply(lambda d: datetime.datetime.strptime(str(d), '%Y-%m-%d'))
# create data frames indexed by date
ER_data = ER_data_frame.set_index(['date'])
DGO_data = DGO_data_frame.set_index(['date'])
ICS_data = ICS_data_frame.set_index(['date'])
NHS_data = NHS_data_frame.set_index(['date'])

# plot the individual time series
# National Civilian Employment Rate
fig, axis = plt.subplots()
axis = fig.add_subplot(1, 1, 1)
axis.set_xlabel('Date')
axis.set_ylabel('Employment Rate (100 = Unemployment Rate)')
axis.set_title('National Civilian Employment Rate')
ER_data['ER'].plot(ax = axis, style = 'k-')

plt.savefig('fig_ER_Python.pdf',
    bbox_inches = 'tight', dpi=None, facecolor='w', edgecolor='b',
    orientation='portrait', papertype=None, format=None,
    transparent=True, pad_inches=0.25, frameon=None)

# Manufacturers New Orders: Durable Goods (billions of dollars)
fig, axis = plt.subplots()
axis = fig.add_subplot(1, 1, 1)
axis.set_xlabel('Date')
axis.set_ylabel('Durable Goods Orders (billions of dollars)')
axis.set_title\
    ('Manufacturers New Orders: Durable Goods (billions of dollars)')
DGO_data['DGO'].plot(ax = axis, style = 'k-')

plt.savefig('fig_DGO_Python.pdf',
    bbox_inches = 'tight', dpi=None, facecolor='w', edgecolor='b',
    orientation='portrait', papertype=None, format=None,
    transparent=True, pad_inches=0.25, frameon=None)

# University of Michigan Index of Consumer Sentiment (1Q 1966 = 100)
fig, axis = plt.subplots()
axis = fig.add_subplot(1, 1, 1)
axis.set_xlabel('Date')
axis.set_ylabel('Index of Consumer Sentiment (1Q 1966 = 100)')
axis.set_title\
    ('University of Michigan Index of Consumer Sentiment (1Q 1966 = 100)')
ICS_data['ICS'].plot(ax = axis, style = 'k-')

plt.savefig('fig_ICS_Python.pdf',
    bbox_inches = 'tight', dpi=None, facecolor='w', edgecolor='b',
    orientation='portrait', papertype=None, format=None,
    transparent=True, pad_inches=0.25, frameon=None)

# New Homes Sold in the US, not seasonally adjusted (monthly, millions)
fig, axis = plt.subplots()
axis = fig.add_subplot(1, 1, 1)
axis.set_xlabel('Date')
axis.set_ylabel('New Homes Sold (millions)')
axis.set_title('New Homes Sold (millions)')
NHS_data['NHS'].plot(ax = axis, style = 'k-')
plt.savefig('fig_NHS_Python.pdf',
    bbox_inches = 'tight', dpi=None, facecolor='w', edgecolor='b',
    orientation='portrait', papertype=None, format=None,
    transparent=True, pad_inches=0.25, frameon=None)

# merge the time series data frames
economic_mts = pd.merge(ER_data, DGO_data,\
    how = 'outer', left_index = True, right_index = True)
economic_mts = pd.merge(economic_mts, ICS_data,\
    how = 'outer', left_index = True, right_index = True)
economic_mts = pd.merge(economic_mts, NHS_data,\
    how = 'outer', left_index = True, right_index = True)
print(economic_mts.shape)

# select dates with complete data on all four series
modeling_mts = economic_mts.dropna()
print(modeling_mts.head)

# select time series for multiple time series plot
initial_plotting_mts = \
    pd.DataFrame(modeling_mts, columns = ["ER","DGO","ICS","NHS"])
print(initial_plotting_mts.head)

# create multiple time series plot
initial_plotting_mts.plot(subplots = True, style = 'k-', sharex = True,)
plt.legend(loc = 'best')
plt.xlabel('')

# using March 1997 as reference data
print(modeling_mts.ix['1997-03-01'])  # (ICS = 100 on this date)
# define indexing constants
indexing_constant = modeling_mts.ix['1997-03-01']
ER0 = indexing_constant['ER']
DGO0 = indexing_constant['DGO']
NHS0 = indexing_constant['NHS']

# compute indexed time series
modeling_mts['IER'] = \
    modeling_mts['ER'].apply(lambda d: (d/ER0) * 100)
modeling_mts['IDGO'] = \
    modeling_mts['DGO'].apply(lambda d: (d/DGO0) * 100)
modeling_mts['INHS'] = \
    modeling_mts['NHS'].apply(lambda d: (d/NHS0) * 100)

# create working multiple time series with just the indexed series
working_economic_mts = \
    pd.DataFrame(modeling_mts, columns = ["IER","IDGO","ICS","INHS"])
print(working_economic_mts.head)

# create multiple time series plot
working_economic_mts.plot(subplots = True,  \
     sharex = True, sharey = True, style = 'k-')
plt.legend(loc = 'best')
plt.xlabel('')
plt.savefig('fig_economic_time_series_indexed_Python.pdf',
    bbox_inches = 'tight', dpi=None, facecolor='w', edgecolor='b',
    orientation='portrait', papertype=None, format=None,
    transparent=True, pad_inches=0.25, frameon=None)

# return to the individual economic time series prior to indexing
# functions from statsmodels package for time series forecasting
# ARIMA model search for the Employment Rate
# ignoring seasonal adjustments
# loop across alternative settings for p and q
# p is order of autoregressive process (1 or 2)
# q is order of moving-average process (1 or 2)
# choose model with lowest AIC
print('\nER_arima_model Search')
for pindex in range(2):
    for qindex in range(2):
        p = pindex + 1
        q = qindex + 1
        ER_arima_model = ARIMA(ER_data['ER'], order = (p,1,q)).fit()
        print('AR:', p, 'MA:', q, 'AIC:', ER_arima_model.aic)
# for first differenced ER models searched, AR p=2 MA q=2 is best
ER_arima_model_selected = ARIMA(ER_data['ER'], order = (2,1,2)).fit()
# fitted parameters of the selected model
print(ER_arima_model_selected.params)
# look-ahead forecasts needed

# ARIMA model search for the Durable Goods Orders
# ignoring seasonal adjustments
# loop across alternative settings for p and q
# p is order of autoregressive process (1 or 2)
# q is order of moving-average process (1 or 2)
# choose model with lowest AIC
print('\nDGO_arima_model Search')
for pindex in range(2):
    for qindex in range(2):
        p = pindex + 1
        q = qindex + 1
        DGO_arima_model = ARIMA(DGO_data['DGO'], order = (p,1,q)).fit()
        print('AR:', p, 'MA:', q, 'AIC:', DGO_arima_model.aic)
# for first differenced DGO models searched, AR p=1 MA q=2 is best
DGO_arima_model_selected = ARIMA(DGO_data['DGO'], order = (1,1,2)).fit()
# fitted parameters of the selected model
print(DGO_arima_model_selected.params)
# look-ahead forecasts needed

# ARIMA model search for the Index of Consumer Sentiment
# ignoring seasonal adjustments
# loop across alternative settings for p and q
# p is order of autoregressive process (1 or 2)
# q is order of moving-average process (1 or 2)
# choose model with lowest AIC
print('\nICS_arima_model Search')
for pindex in range(2):
    for qindex in range(2):
        p = pindex + 1
        q = qindex + 1
        ICS_arima_model = ARIMA(ICS_data['ICS'], order = (p,0,q)).fit()
        print('AR:', p, 'MA:', q, 'AIC:', ICS_arima_model.aic)

# for ICS models searched, AR p=2 MA q=2 is best
ICS_arima_model_selected = ARIMA(ICS_data['ICS'], order = (2,0,2)).fit()
# fitted parameters of the selected model
print(ICS_arima_model_selected.params)
# look-ahead forecasts needed
# ARIMA model search for New Homes Sold
# ignoring seasonal adjustments
# loop across alternative settings for p and q
# p is order of autoregressive process (1 or 2)
# q is order of moving-average process (1 or 2)
# choose model with lowest AIC
print('\nNHS_arima_model Search')
for pindex in range(2):
    for qindex in range(2):
        p = pindex + 1
        q = qindex + 1
        NHS_arima_model = ARIMA(NHS_data['NHS'], order = (p,1,q)).fit()
        print('AR:', p, 'MA:', q, 'AIC:', NHS_arima_model.aic)
# for first differenced NHS models searched, AR p=2 MA q=2 is best
NHS_arima_model_selected = ARIMA(NHS_data['NHS'], order = (2,1,2)).fit()
# fitted parameters of the selected model
print(NHS_arima_model_selected.params)
# look-ahead forecasts needed

# Which regressors have potential as leading indicators?
# look for relationships across three of the time series
# using the period of overlap for those series
# does time series in second column "cause" time series in first column
print('Granger Tests')
# R form of test: grangertest(ICS~ER, order = 3, data=modeling.mts)
ICS_from_ER =  pd.DataFrame(modeling_mts, columns = ['ICS','ER'])
test = granger(ICS_from_ER, maxlag = 3, addconst=True, verbose=False)
print('ICS_from_ER:',test[3][0]['params_ftest'])

# R form of test: grangertest(ICS~DGO, order = 3, data=modeling.mts)
ICS_from_DGO =  pd.DataFrame(modeling_mts, columns = ['ICS','DGO'])
test = granger(ICS_from_DGO, maxlag = 3, addconst=True, verbose=False)
print('ICS_from_DGO:',test[3][0]['params_ftest'])

# R form of test: grangertest(DGO~ER, order = 3, data=modeling.mts)
DGO_from_ER =  pd.DataFrame(modeling_mts, columns = ['DGO','ER'])
test = granger(DGO_from_ER, maxlag = 3, addconst=True, verbose=False)
print('DGO_from_ER:',test[3][0]['params_ftest'])

# R form of test: grangertest(DGO~ICS, order = 3, data=modeling.mts)
DGO_from_ICS =  pd.DataFrame(modeling_mts, columns = ['DGO','ICS'])
test = granger(DGO_from_ICS, maxlag = 3, addconst=True, verbose=False)
print('DGO_from_ICS:',test[3][0]['params_ftest'])

# R form of test: grangertest(ER~DGO, order = 3, data=modeling.mts)
ER_from_DGO =  pd.DataFrame(modeling_mts, columns = ['ER','DGO'])
test = granger(ER_from_DGO, maxlag = 3, addconst=True, verbose=False)
print('ER_from_DGO:',test[3][0]['params_ftest'])

# R form of test: grangertest(ER~ICS, order = 3, data=modeling.mts)
ER_from_ICS =  pd.DataFrame(modeling_mts, columns = ['ER','ICS'])
test = granger(ER_from_ICS, maxlag = 3, addconst=True, verbose=False)
print('ER_from_ICS:',test[3][0]['params_ftest'])

# Suggestions for the student:
# Explore additional forecasting methods such as exponential smoothing.
# Explore dynamic linear models and state space approaches.
# Gather data on additional economic measures that might be regarded
# as leading indicators. Select an industry to study, examine relevant
# economic indicators and possible relationships to financial performance
# of companies within that industry (stock prices or returns).




Exhibit 5.2. Working with Economic Data (R)

Click here to view code image



# Analysis of Economic Time Series (R)

# economic time series gathered with this program are continually
# updated... so predictive models, forecasts, and data visualizations
# produced by this program may differ from those shown in the book

library(quantmod) # use for gathering and charting economic data
library(lubridate) # date functions
library(latticeExtra) # package used for horizon plot
library(forecast) # functions for time series forecasting
library(lmtest) # for Granger test of causality

par(mfrow = c(2,2)) # four plots on one window/page
# Economic Data from Federal Reserve Bank of St. Louis (FRED system)
# National Civilian Unemployment Rate (monthly, percentage)
getSymbols("UNRATENSA", src="FRED", return.class = "xts")
ER <- 100 - UNRATENSA # convert to employment rate
dimnames(ER)[2] <- "ER"
chartSeries(ER,theme="white")
ER.data.frame <- as.data.frame(ER)
ER.data.frame$date <- ymd(rownames(ER.data.frame))
ER.time.series <- ts(ER.data.frame$ER,
  start = c(year(min(ER.data.frame$date)),month(min(ER.data.frame$date))),
  end = c(year(max(ER.data.frame$date)),month(max(ER.data.frame$date))),
  frequency=12)

# Manufacturers' New Orders: Durable Goods (millions of dollars)
getSymbols("DGORDER", src="FRED", return.class = "xts")
DGO <- DGORDER/1000 # convert to billions of dollars
dimnames(DGO)[2] <- "DGO" # use simple name for index
chartSeries(DGO, theme="white")
DGO.data.frame <- as.data.frame(DGO)
DGO.data.frame$DGO <- DGO.data.frame$DGO
DGO.data.frame$date <- ymd(rownames(DGO.data.frame))
DGO.time.series <- ts(DGO.data.frame$DGO,
  start = c(year(min(DGO.data.frame$date)),month(min(DGO.data.frame$date))),
  end = c(year(max(DGO.data.frame$date)),month(max(DGO.data.frame$date))),
  frequency=12)

# University of Michigan Index of Consumer Sentiment (1Q 1966 = 100)
getSymbols("UMCSENT", src="FRED", return.class = "xts")
ICS <- UMCSENT # use simple name for xts object
dimnames(ICS)[2] <- "ICS" # use simple name for index
chartSeries(ICS, theme="white")
ICS.data.frame <- as.data.frame(ICS)
ICS.data.frame$ICS <- ICS.data.frame$ICS
ICS.data.frame$date <- ymd(rownames(ICS.data.frame))
ICS.time.series <- ts(ICS.data.frame$ICS,
  start = c(year(min(ICS.data.frame$date)), month(min(ICS.data.frame$date))),
  end = c(year(max(ICS.data.frame$date)),month(max(ICS.data.frame$date))),
  frequency=12)

# New Homes Sold in the US, not seasonally adjusted (monthly, millions)
getSymbols("HSN1FNSA",src="FRED",return.class = "xts")
NHS <- HSN1FNSA
dimnames(NHS)[2] <- "NHS" # use simple name for index
chartSeries(NHS, theme="white")
NHS.data.frame <- as.data.frame(NHS)
NHS.data.frame$NHS <- NHS.data.frame$NHS
NHS.data.frame$date <- ymd(rownames(NHS.data.frame))
NHS.time.series <- ts(NHS.data.frame$NHS,
  start = c(year(min(NHS.data.frame$date)),month(min(NHS.data.frame$date))),
  end = c(year(max(NHS.data.frame$date)),month(max(NHS.data.frame$date))),
  frequency=12)

# define multiple time series object
economic.mts <- cbind(ER.time.series, DGO.time.series, ICS.time.series,
  NHS.time.series)
  dimnames(economic.mts)[[2]] <- c("ER","DGO","ICS","NHS") # keep simple names
modeling.mts <- na.omit(economic.mts) # keep overlapping time intervals only

# plot multiple time series
pdf(file="fig_economic_analysis_mts_R.pdf",width = 8.5,height = 11)
plot(modeling.mts,main="")
dev.off()

# create new indexed series IER using base date March 1997
ER0 <- mean(as.numeric(window(ER.time.series,start=c(1997,3),end=c(1997,3))))
IER.time.series <- (ER.time.series/ER0) * 100

# create new indexed series IDGO using base date March 1997
DGO0 <- mean(as.numeric(window(DGO.time.series,start=c(1997,3),end=c(1997,3))))
IDGO.time.series <- (DGO.time.series/DGO0) * 100

# create new indexed series INHS using base date March 1997
NHS0 <- mean(as.numeric(window(NHS.time.series,start=c(1997,3),end=c(1997,3))))
INHS.time.series <- (NHS.time.series/NHS0) * 100

# create a multiple time series object from the index series
economic.mts <- cbind(IER.time.series,
IDGO.time.series,
ICS.time.series,
INHS.time.series)
dimnames(economic.mts)[[2]] <- c("IER","IDGO","ICS","INHS")
working.economic.mts <- na.omit(economic.mts) # months complete for all series
# partial listing to check calculations
print(head(working.economic.mts))

# plot multiple economic time series as horizon plot
# using the index 100 as the reference point (origin = 100)
# with scaling fixed across the index numbers (horizonscale = 25)
# use ylab rather than strip.left, for readability
# also shade any times with missing data values.
# latticeExtra package used for horizon plot
pdf(file="fig_economic_time_series_indexed_R.pdf",width = 8.5,height = 11)
print(horizonplot(working.economic.mts, colorkey = TRUE,
  layout = c(1,4), strip.left = FALSE, origin = 100, horizonscale = 25,
  ylab = list(rev(colnames(working.economic.mts)), rot = 0, cex = 0.7)) +
  layer_(panel.fill(col = "gray90"), panel.xblocks(..., col = "white")))
dev.off()

# return to the individual economic time series prior to indexing
# functions from forecast package for time series forecasting

# ARIMA model fit to the employment rate data
ER.auto.arima.fit <- auto.arima(ER.time.series, d=NA, D=NA, max.p=3, max.q=3,
  max.P=2, max.Q=2, max.order=3, start.p=2, start.q=2,
  start.P=1, start.Q=1, stationary=FALSE, seasonal=TRUE,
  ic=c("aic"), stepwise=TRUE, trace=FALSE,
  approximation=FALSE, xreg=NULL,
  test=c("kpss","adf","pp"), seasonal.test=c("ocsb","ch"),
  allowdrift=FALSE, lambda=NULL, parallel=FALSE, num.cores=NULL)
print(summary(ER.auto.arima.fit))
# national employment rate two-year forecast (horizon h = 24 months)
ER.forecast <- forecast.Arima(ER.auto.arima.fit, h=24, level=c(90),
  fan=FALSE, xreg=NULL, bootstrap=FALSE)
# plot national employment rate time series with two-year forecast
pdf(file = "fig_economic_analysis_er_forecast_R.pdf", width = 11, height = 8.5)
plot(ER.forecast,main="", ylab="Employment Rate (100 - Unemployment Rate)",
  xlab = "Time", las = 1, lwd = 1.5)
dev.off()

# ARIMA model fit to the manufacturers' durable goods orders
DGO.auto.arima.fit <- auto.arima(DGO.time.series, d=NA, D=NA, max.p=3, max.q=3,
  max.P=2, max.Q=2, max.order=3, start.p=2, start.q=2,
  start.P=1, start.Q=1, stationary=FALSE, seasonal=TRUE,
  ic=c("aic"), stepwise=TRUE, trace=FALSE,
  approximation=FALSE, xreg=NULL,
  test=c("kpss","adf","pp"), seasonal.test=c("ocsb","ch"),
  allowdrift=FALSE, lambda=NULL, parallel=FALSE, num.cores=NULL)
print(summary(DGO.auto.arima.fit))
# durable goods orders two-year forecast (horizon h = 24 months)
DGO.forecast <- forecast.Arima(DGO.auto.arima.fit, h=24, level=c(90),
  fan=FALSE, xreg=NULL, bootstrap=FALSE)
# plot durable goods time series with two-year forecast
pdf(file = "fig_economic_analysis_dgo_forecast_R.pdf", width = 11, height = 8.5)
plot(DGO.forecast,main="", ylab="Durable Goods Orders (billions of dollars)",
  xlab = "Time", las = 1, lwd = 1.5)
dev.off()
# ARIMA model fit to index of consumer sentiment
ICS.auto.arima.fit <- auto.arima(ICS.time.series, d=NA, D=NA, max.p=3, max.q=3,
  max.P=2, max.Q=2, max.order=3, start.p=2, start.q=2,
  start.P=1, start.Q=1, stationary=FALSE, seasonal=TRUE,
  ic=c("aic"), stepwise=TRUE, trace=FALSE,
  approximation=FALSE, xreg=NULL,
  test=c("kpss","adf","pp"), seasonal.test=c("ocsb","ch"),
  allowdrift=FALSE, lambda=NULL, parallel=FALSE, num.cores=NULL)

print(summary(ICS.auto.arima.fit))
# index of consumer sentiment two-year forecast (horizon h = 24 months)
ICS.forecast <- forecast.Arima(ICS.auto.arima.fit, h=24, level=c(90),
  fan=FALSE, xreg=NULL, bootstrap=FALSE)
# plot index of consumer sentiment time series with two-year forecast
pdf(file = "fig_economic_analysis_ics_forecast_R.pdf", width = 11, height = 8.5)
plot(ICS.forecast,main="", ylab="Index of Consumer Sentiment (1Q 1966 = 100)",
  xlab = "Time", las = 1, lwd = 1.5)
dev.off()
# ARIMA model fit to new home sales
NHS.auto.arima.fit <- auto.arima(NHS.time.series, d=NA, D=NA, max.p=3, max.q=3,
  max.P=2, max.Q=2, max.order=3, start.p=2, start.q=2,
  start.P=1, start.Q=1, stationary=FALSE, seasonal=TRUE,
  ic=c("aic"), stepwise=TRUE, trace=FALSE,
  approximation=FALSE, xreg=NULL,
  test=c("kpss","adf","pp"), seasonal.test=c("ocsb","ch"),
  allowdrift=FALSE, lambda=NULL, parallel=FALSE, num.cores=NULL)
print(summary(NHS.auto.arima.fit))
# new home sales two-year forecast (horizon h = 24 months)
NHS.forecast <- forecast.Arima(NHS.auto.arima.fit, h=24, level=c(90),
  fan=FALSE, xreg=NULL, bootstrap=FALSE)
# plot new home sales time series with two-year forecast
pdf(file = "fig_economic_analysis_nhs_forecast_R.pdf", width = 11, height = 8.5)
plot(NHS.forecast,main="", ylab="New Homes Sold (millions)",
  xlab = "Time", las = 1, lwd = 1.5)
dev.off()
# Which regressors have potential as leading indicators?
# look for relationships across three of the time series
# using the period of overlap for those series
# function from lmtest package for Granger test of causality
grangertest(ICS~ER, order = 3, data=modeling.mts)
grangertest(ICS~DGO, order = 3, data=modeling.mts)
grangertest(DGO~ER, order = 3, data=modeling.mts)
grangertest(DGO~ICS, order = 3, data=modeling.mts)
grangertest(ER~DGO, order = 3, data=modeling.mts)
grangertest(ER~ICS, order = 3, data=modeling.mts)
# export data frames for economic measures
write.csv(ER.data.frame, file = "FRED_ER_data.csv", row.names = FALSE)
write.csv(DGO.data.frame, file = "FRED_DGO_data.csv", row.names = FALSE)
write.csv(ICS.data.frame, file = "FRED_ICS_data.csv", row.names = FALSE)
write.csv(NHS.data.frame, file = "FRED_NHS_data.csv", row.names = FALSE)
# save current workspace
save.image(file = "R_workspace.Rdata")





6. Operations Management

“Go ahead, make my day.”

—CLINT EASTWOOD AS HARRY CALLAHAN IN Sudden Impact (1983)

I have something in common with Michael Feldman of the public radio show Whad’Ya Know. For a few years I worked with Union Cab Cooperative of Madison, Wisconsin. Union Cab, an employee-owned and operated cooperative, has years of data showing when and where they pick up and drop off passengers. The precise path of travel for every ride is tracked by GPS sensors and logged with time stamps every few seconds. With an active call center, a sixty-cab fleet, and an operation that never shuts down, Union Cab is a treasure trove of data. Working with these data gave me an appreciation for the importance of analytics in operations management.

Operations managers benefit by using the tools of operations research, including queueing theory, mathematical programming, and process and discrete event simulation. We will touch on the first two of these areas using public domain data from the call center of “Anonymous Bank” in Israel.1 We focus on data from February 1999. We begin, as we often do, with data visualization, looking at wait times for service. Then we use a queueing model to estimate workforce requirements and mathematical programming to define an optimal workforce schedule.

1 Call center data from “Anonymous Bank” were provided by Avi Mandelbaum, with the help of Ilan Guedj. These data have been used in other published works, including Brown et al. (2005).

Exhibits 6.1 through 6.6 include wait-time ribbon plots for the days that the bank was open during the first week of February 1999. Each wait-time ribbon provides a visualization of twenty-four wait-time distributions, one for each hour of the day. The bottom of a ribbon represents the 50th percentile or median of wait times during any given hour. Fifty percent of calls fall below the bottom of the ribbon. The top of the ribbon represents the 90th percentile of wait times, so ten percent of calls fall above the top of the ribbon. Tabled values below the ribbons provide additional documentation for operations managers, displaying numbers of service operators, total calls per hour, calls served, and calls dropped (abandoned).

Call center performance is judged relative to management goals, which are portrayed as horizontal lines on each wait-time ribbon. Suppose that one of the bank’s service goals is to realize wait times of thirty seconds or less, with wait times in excess of ninety seconds being considered intolerable. For each day’s data, we can see that large segments of many ribbons fall above the ninety-second line. This means that many callers are waiting for more than ninety seconds before being served.

The wait-time ribbons suggest that the bank may want to schedule additional call center staff to meet its service performance goals. Workforce scheduling involves two modeling tasks: estimating workforce needs and scheduling workers to meet those needs. There can be wide variability in requirements from one hour to the next, with bank customers calling during their lunch hour or afternoon break times. To match call center traffic, the bank may benefit by having flexible shifts or shifts with various start times.

Given wide variability in traffic, estimating workforce requirements for a call center is a challenging analytic problem. Alternative methods include call-level forecasting models, queueing models, process simulation, or some combination of these. With data from the first week of February 1999, we can estimate arrival rates and service rates for any day of the week. We use data from Wednesdays in February to demonstrate the process. Call arrival and service rates are shown in figure 6.7.
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Figure 6.1. Call Center Operations for Monday
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Figure 6.2. Call Center Operations for Tuesday
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Figure 6.3. Call Center Operations for Wednesday
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Figure 6.4. Call Center Operations for Thursday
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Figure 6.5. Call Center Operations for Friday
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Figure 6.6. Call Center Operations for Sunday
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Figure 6.7. Call Center Arrival and Service Rates on Wednesdays



For this example, we apply standard queueing models to estimate the work-force requirements for each hour of the day on Wednesdays. Let us assume that the bank wants no more than 50 percent of callers to wait in queue before speaking with a service agent. The bank can benefit from having flexible shift start times. Let us assume that the bank’s call center shifts are six hours in duration, beginning at specific even-numbered hours of the day and evening. In particular, suppose that there is a midnight-to-6 a.m. shift and shifts beginning every two hours from 6 a.m. through 6 p.m. Work-force shifts are shown in table 6.1, with one column for each shift. Binary indicators in cells for each shift column provide a representation of the shift for input to mathematical programming. The number 1 indicates that an hour is part of a shift, and the number 0 indicates that an hour is not part of a shift. Workforce hourly needs are also shown in the table. These were estimated from a queueing model.2

2 We used a standard Erlang C model to estimate the number of service operators for each hour of the day on Wednesdays. “Anonymous Bank” case data suggest that workers can handle an average of fifteen calls an hour. Many organizations utilize the Erlang C model for workforce scheduling. The Erlang C model assumes that calls are random Poisson arrivals. The model does not take abandoned calls into account. Revisions of Erlang C have been proposed by statisticians and operations researchers (Brown et al. 2005; Janssen, Leeuwaarden, and Zwart 2011).
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Table 6.1. Call Center Shifts and Needs for Wednesdays



The business problem of workforce scheduling concerns scheduling workers in a way that satisfies resource needs while minimizing costs. This is a constrained optimization problem requiring an integer solution. We use integer programming, a type of mathematical programming, to obtain the optimal workforce schedule for the bank. Inputs to the program include results from the queueing model, information about workforce shifts, and salaries paid to workers in each shift. Table 6.2 and figure 6.8 show the optimal call center solution obtained through integer programming.3

3 Mathematical programming methods for optimal shift scheduling date back to the work of Dantzig (1954). Let aij be 1 if shift type j includes hour i and be zero otherwise. Let cj be the cost of shift type j. And let the decision variable xj be the number of call center operators to be scheduled for shift type j. Hourly workloads are expressed in terms of the number of call center operators needed: bj. We define a constrained optimization problem with an objective function to be minimized. For call center shift scheduling, we minimize total call operator costs subject to constraints defined by hourly needs:

[image: Image]

Hourly worker needs bi and operators to be scheduled for shifts xj are constrained to be whole numbers, making call center scheduling an integer programming problem. For our example, suppose this is a 24-hour call center with six-hour shifts for workers. In particular, there are eight shift types, defined by start times at midnight, 6 a.m., 8 a.m., 10 a.m., noon, 2 p.m., 4 p.m., and 6 p.m. Suppose workers starting shifts at 8 a.m., 10 a.m., and noon make 30 ILS per hour (180 ILS shift cost). Workers starting shifts at 6 a.m., 2 p.m., 4 p.m., and 6 p.m. make 48 ILS per hour (288 ILS shift cost). And workers who start shifts at midnight make 42 ILS per hour (252 ILS shift cost). These data define the elements of a cost vector cj. To determine the best schedule of call center shifts, we set up the matrix elements aij and the operators-needed-vector elements bi. Then we use computer algorithms to solve the integer programming problem. Our objective is to minimize costs, so the best or optimal call center schedule will be the cost-minimizing schedule. The solution to this integer programming problem will show the number of shifts of each type xj, number of operators available each hour of the day, and the total operator cost. (The conversion rate from Israeli shekels to United States dollars was 1 ILS = 3.61 USD in June 2013.)
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Table 6.2. Call Center Problem and Solution




[image: Image]

Figure 6.8. Call Center Needs and Optimal Workforce Schedule



We could test what we are calling the optimal solution through process simulation or, more specifically, discrete event simulation. We imagine that callers arrive according to a random Poisson process and that service operators continue to provide services as they have in the past, serving approximately fifteen calls per minute. We run a computer program that behaves as callers and service operators have behaved in the past. The wait-time output from the program could then be displayed in wait-time ribbons for management review.

Another way to build confidence in a proposed solution and to explore alternative solutions is to vary inputs to the integer programming algorithm. That is, we test the utility or stability of the solution in the face of varying inputs for staffing needs. Within operations research and the mathematical programming literature, this is called sensitivity testing.

Discussion of workforce scheduling methods and call center management is provided by Ernst et al. (2004) and Aksin, Armony, and Mehrotra (2007). For statistical approaches to workforce scheduling that move beyond the standard Erlang C model, see Brown et al. (2005). General discussion of queueing theory is provided by Kleinrock (2009) and Gross, Shortle, Thompson, and Harris (2008). Relevant programming methods are provided by Canadilla (2014).

Mathematical programming is a set of constrained optimization methods with applications across many areas of business and economics. For further reading in the area of mathematical programming, see Williams (2013).

Sensitivity testing can be executed within a statistical simulation environment, such as provided by Alfons, Templ, and Filzmoser (2010). Discrete event simulation with multi-server queues is often used to explore alternative call center schedules.

The Python program in exhibit 6.1 shows how to read the data for “Anonymous Bank,” as well as information for call center shifts. The program sets up an hours-by-shift matrix and uses a queueing theory model to estimate the operators-needed-vector for each hour of the day. To determine the optimal or cost-minimizing schedule, the program utilizes an integer programming algorithm. The solution, reported in tables and figures, shows the number of shifts of each type, the number of operators scheduled for each hour of the day, and the total operator cost for the day.

The corresponding R program is provided in exhibit 6.2. This program draws upon R packages provided by Grolemund and Wickham (2014), Wick-ham and Chang (2014), Canadilla (2014), and Berkelaar (2014). For the plotting of wait-time ribbons, we call upon programs in the R Code and Utilities appendix (exhibits D.6 and D.7).

Exhibit 6.1. Call Center Scheduling (Python)

Click here to view code image



# Workforce Scheduling for Anonymous Bank Call Center (Python)

# prepare for Python version 3x features and functions
from __future__ import division, print_function

# import packages for analysis and modeling
import pandas as pd  # data frame operations
import numpy as np  # arrays and math functions
import datetime
from rpy2.robjects import r  # interface from Python to R

# Erlang C queueing theory
# input c = number of servers (positive integer)
#       r = ratio of arrival rate over service rate
# output = probability of waiting in queue (min 0, max 1)
# adapted from Pedro Canadilla (2014) function
# C_erlang in the R queueing package
def erlang_C (c = 1, r = 0):
    if (c <= 0):
        return(1)
    if (r <= 0):
        return(0)
    c = int(c)
    tot = 1
    for i in range(c-1):
        i = i + 1
        tot = 1 + (tot * i * (1/r))
    return(max(0, min(1, (r * (1/tot)) / (c - (r * (1 - (1/tot)))))))

# focus upon February 1999
call_center_input_data = pd.read_table('data_anonymous_bank_february.txt')
# examine the structure of these data
print(call_center_input_data.head)

# delete PHANTOM calls
call_center_data = \
    call_center_input_data[call_center_input_data['outcome'] != 'PHANTOM']

# negative VRU times make no sense... drop these rows from data frame
call_center_data = call_center_data[call_center_data['vru_time'] >= 0]

# calculate wait time as sum of vru_time and q_time
call_center_data['wait_time'] = call_center_data['vru_time'] + \
    call_center_data['q_time']

# define date variable with apply and lambda function
call_center_data['date'] = \
    call_center_data['date']\
    .apply(lambda d: datetime.datetime.strptime(str(d), '%y%m%d'))

# define day of week as an integer 0 = Monday 6 = Sunday
call_center_data['day_of_week'] = \
    call_center_data['date'].apply(lambda d: d.weekday())
# use dictionary object for mapping day_of_week to string
day_of_week_to_string = {0 : 'Monday',
     1 : 'Tuesday',
     2 : 'Wednesday',
     3 : 'Thursday',
     4 : 'Friday',
     5 : 'Saturday',
     6 : 'Sunday'}
call_center_data['day_of_week'] = \
    call_center_data['day_of_week'].map(day_of_week_to_string)

# check structure and contents of the data frame
print(call_center_data.head)

# examine frequency of calls by day of week
print(call_center_data['day_of_week'].value_counts())

# identify the hour of entry into the system
call_center_data['vru_entry'] = \
    call_center_data['vru_entry']\
    .apply(lambda d: datetime.datetime.strptime(str(d), '%H:%M:%S'))
call_center_data['call_hour'] = \
    call_center_data['vru_entry'].apply(lambda d: d.hour)

# check frequency of calls in February by hour and day of week
# note that pandas alphabetizes on output
print(pd.crosstab(call_center_data['day_of_week'],\
    call_center_data['call_hour'], margins = False))

# create an ordered table for frequency of calls
table_data = call_center_data.ix[:,['day_of_week', 'call_hour']]
day_of_week_to_ordered_day_of_week = {'Monday' : '2_Monday',
     'Tuesday' : '3_Tuesday',
     'Wednesday' : '4_Wednesday',
     'Thursday' : '5_Thursday',
     'Friday' : '6_Friday',
     'Saturday' : '7_Saturday',
     'Sunday' : '1_Sunday'}

table_data['ordered_day_of_week'] = \
    table_data['day_of_week'].map(day_of_week_to_ordered_day_of_week)
print(pd.crosstab(table_data['ordered_day_of_week'],\
    table_data['call_hour'], margins = False))

# select first week of February 1999 for data visualization and analysis
# that week began on Monday, February 1 and ended on Sunday, February 7
selected_week = call_center_data[call_center_data['date'] <
    datetime.date(1999, 2, 8)]
print(selected_week.head)

# check frequency of calls in February by hour and day of week
# create an ordered table for frequency of calls
# for the first week in February 1999
table_data = selected_week.ix[:,['day_of_week', 'call_hour']]
day_of_week_to_ordered_day_of_week = {'Monday' : '2_Monday',
     'Tuesday' : '3_Tuesday',
     'Wednesday' : '4_Wednesday',
     'Thursday' : '5_Thursday',
     'Friday' : '6_Friday',
     'Saturday' : '7_Saturday',
     'Sunday' : '1_Sunday'}
table_data['ordered_day_of_week'] = \
    table_data['day_of_week'].map(day_of_week_to_ordered_day_of_week)
print(pd.crosstab(table_data['ordered_day_of_week'],\
    table_data['call_hour'], margins = False))

# wait-time ribbons were created with R ggplot2 software
# Python packages ggplot or rpy2 could be used for plotting

# select Wednesdays in February for the queueing model
wednesdays = call_center_data[call_center_data['day_of_week'] == \
    'Wednesday']
print(wednesdays.head)
# arrival rate as average number of calls into VRU per hour
arrived_for_hour = wednesdays['call_hour'].value_counts()
check_hourly_arrival_rate = arrived_for_hour/4  # four Wednesdays in February 1999
print(check_hourly_arrival_rate)
# organize hourly arrival rates according to 24-hour clock
hourly_arrival_rate = [6.75, 1.75, 1.25, 0.00, 0.50, 0.25,\
    4.75, 39.50, 97.25,107.50, 124.00,110.25, 95.50,\
    203.50, 115.75, 115.50, 67.75, 75.00, 88.75,\
    85.50, 68.00, 61.50, 57.50, 44.25]
# service times may vary hour-by-hour due to differences
# in service requests and individuals calling hour-by-hour
# begin by selecting calls that receive service
wednesdays_served = wednesdays[wednesdays['server'] != \
    'NO_SERVER']
print(wednesdays_served.head)

hourly_mean_service_time =\
    wednesdays_served.pivot_table('ser_time', cols = ['call_hour'],\
    aggfunc = 'mean', margins = False)
# hourly service rate given the current numbers of service operators
served_for_hour = wednesdays_served['call_hour'].value_counts()
print(served_for_hour)

# compute service rate noting that there are 3600 seconds in an hour
# adding 60 seconds to each mean service time for time between calls
# this 60 seconds is the wrap up time or time an service agent remains
# unavailable to answer a new call after a call has been completed
mean_hourly_service_rate = 3600/(hourly_mean_service_time.mean() + 60)
print('\nHourly Service Rate for Wednesdays:',\
    round(mean_hourly_service_rate,3))

# use 15 calls per hour as the rate for one service operator
SERVICE_RATE = 15
# use a target for the probability of waiting in queue to be 0.50
PROBABILITY_GOAL = 0.50

# Erlang C queueing calculations with Python erlang_C function
# inputs c = number of servers
#        r = ratio of rate of arrivals and rate of service
# returns the propability of waiting in queue because all servers are busy
# use while-loop iteration to determine the number of servers needed
# we do this for each hour of the day knowing the hourly arrival rate
servers_needed = [0] * 24
for index_for_hour in range(24):
    if (hourly_arrival_rate[index_for_hour] > 0):
        erlang_probability = 1 # initialize on entering while-loop
        while (erlang_probability > PROBABILITY_GOAL):
            servers_needed[index_for_hour] = servers_needed[index_for_hour] + 1
            erlang_probability = \
                erlang_C(c = servers_needed[index_for_hour],\
                    r = hourly_arrival_rate[index_for_hour]/SERVICE_RATE)
print(servers_needed)  # check queueing theory result
# the result for servers.needed is obtained as
# 1  1  1  0  1  1  1  4  8  9 10  9  8 16 10 10  6  7  8  8  6  6  5  4
# we will assume the bank call center will be closed hours 00 through 05
# but use the other values as the bank's needed numbers of servers
for index_for_hour in range(6):
    servers_needed[index_for_hour] = 0
print('\nHourly Operator Requirements:\n',servers_needed)

# read in case data for the structure of call center worker shifts
bank_shifts_data_frame = pd.read_csv("data_anonymous_bank_shifts.csv")
# examine the structure of these data
print(bank_shifts_data_frame.head)

# constraint matrix as required for mathematical programming
constraint_matrix = np.array(bank_shifts_data_frame)[:,2:]
# we will create this type of object on the R side as well

# six-hour shift salaries in Israeli sheqels
# 1 ILS = 3.61 USD in June 2013
# these go into the objective function for integer programing
# with the objective of minimizing total costs
cost_vector = [252, 288, 180, 180, 180, 288, 288, 288]

# install lpsolove package and drivers for Python
# noting the operating system being used
# or use rpy2 access to lpSolve in R as shown here
# assign lists from Python to R using rpy2
r.assign('servers_needed_R', servers_needed)
r.assign('cost_vector_R', cost_vector)
r('bank.shifts.data.frame <- read.csv("data_anonymous_bank_shifts.csv")')
r('constraint_matrix_R <- as.matrix(bank.shifts.data.frame[,3:10])')

# check mathematical programming inputs on the R side
r('print(as.numeric(unlist(servers_needed_R)))')
r('print(as.numeric(unlist(cost_vector_R)))')
r('print(constraint_matrix_R)')

# solve the mathematical programming problem
r('library(lpSolve)')
r('call_center_schedule <- lp(const.mat=constraint_matrix_R,\
    const.rhs = as.numeric(unlist(servers_needed_R)),\
    const.dir = rep(">=", times = 8),\
    int.vec = 1:8,\
    objective = as.numeric(unlist(cost_vector_R)),\
    direction = "min")')

# prepare summary of the results for the call center problem
# working on the R side
r('ShiftID <- 1:8')
r('StartTime <- c(0,6,8,10,12,2,4,6)')
# c("Midnight","6 AM","8 AM","10 AM","Noon","2 PM","4 PM","6 PM")
r('ShiftDuration <- rep(6,times=8)')
r('HourlyShiftSalary <- c(42,48,30,30,30,48,48,48)')
r('HourlyShiftCost <- call_center_schedule$objective') # six x hourly shift salary
r('Solution <- call_center_schedule$solution')
r('ShiftCost <- call_center_schedule$solution * call_center_schedule$objective')

r('call_center_summary <- \
  data.frame(ShiftID,StartTime,ShiftDuration,HourlyShiftSalary,\
  HourlyShiftCost,Solution,ShiftCost)')

r('cat("\n\n","Call Center Summary","\n\n")')
r('print(call_center_summary)')
r('print(call_center_schedule)')

# alternatively... bring the solution from R to Python
# and print the minimum-cost solution on the Python side
call_center_schedule = r('call_center_schedule')
print(call_center_schedule)

# Suggestion for the student:
# Attack the problem using discrete event simulation,
# perhaps drawing on the SimPy package.
# Try running a sensitivity test, varying the workforce requirements
# and noting the effect upon the optimal assignment of workers to shifts.
# This can be done in a Python for-loop.




Exhibit 6.2. Call Center Scheduling (R)

Click here to view code image



# Workforce Scheduling for Anonymous Bank Call Center (R)
library(lubridate)  # date functions
library(grid)  # graphics utilities needed for split-plotting
library(ggplot2)  # graphics package with ribbon plot
library(queueing)  # queueing functions, including Erlang C
library(lpSolve)  # linear programming package
# ensure that two binary files are in the working directory
# these come from running R code from R_Utilities_Appendix
# source("R_utility_program_3.R") provides split-plotting utilities
load("mtpa_split_plotting_utilities.Rdata")
# source("R_utility_program_4.R") provides wait-time ribbon plots
load("mtpa_wait_time_ribbon_utility.Rdata")
put.title.on.plots <- TRUE  # put title on wait-time ribbon plots
# The call center data from "Anonymous Bank" in Israel were provided
# by Avi Mandelbaum, with the help of Ilan Guedj.
# data source: http://ie.technion.ac.il/serveng/callcenterdata/index.html
# variable names and definitions from documentation
# VRU  Voice Response Unit automated service
# vru.line  6 digits Each entering phone-call is first routed through a VRU:
#           There are 6 VRUs labeled AA01 to AA06. Each VRU has several lines
#           labeled 1-16. There are a total of 65 lines. Each call is assigned
#           a VRU number and a line number.
# call.id   unique call identifier
# customer.id   unique identifier for existing customer, zero for non-customer
# priority   0 or 1 for unidentified or regular customers
#            2 for priority customers who receive advanced position in queue
# type   type of service
#        PS  regular activity (coded 'PS' for 'Peilut Shotefet')
#        PE  regular activity in English (coded 'PE' for 'Peilut English')
#        IN  internet consulting (coded 'IN' for 'Internet')
#        NE  stock exchange activity (coded 'NE' for 'Niarot Erech')
#        NW  potential customer getting information
#        TT  customers who left a message asking the bank to return their call
#            but, while the system returned their call, the calling-agent became
#            busy hence the customers were put on hold in the queue.
# date  year-month-day
# vru_entry  time that the phone-call enters the call-center or VRU
# vru_exit  time of exit from VRU directly to service or to queue
# vru_time  time in seconds spent in the VRU
#           (calculated by exit_time   entry_time)
# q_start  time of joining the queue (00:00:00 for customers who abandon VRU
#          or do not enter the queue)
# q_exit  time in seconds of exiting queue to receive service or abandonment
# q_time  time spent in queue (calculated by q_exit  q_start)
# outcome  AGENT = service
#          HANG = hang up
#          PHANTOM = a virtual call to be ignored
# ser_start  time of beginning of service by agent
# ser_exit  time of end of service by agent
# ser_time  service duration in seconds (calculated by ser_exit   ser_start)
# server  name of agent, NO_SERVER if no service provided

# focus upon February 1999
call.center.input.data <- read.table("data_anonymous_bank_february.txt",
  header = TRUE, colClasses = c("character","integer","numeric",
  "integer","character","character","character","character","integer",
  "character","character","integer","factor","character","character",
  "integer","character"))

# check data frame object and variable values
print(summary(call.center.input.data))

# delete PHANTOM calls
call.center.data <- subset(call.center.input.data, subset = (outcome != "PHANTOM"))

# negative VRU times make no sense... drop these rows from data frame
call.center.data <- subset(call.center.data, subset = (vru_time >= 0))

# calculate wait time as sum of vru_time and q_time
call.center.data$wait_time <-
  call.center.data$vru_time + call.center.data$q_time

# define four-digit year so year is not read as 2099
# convert date string to date variable
call.center.data$date <- paste("19", call.center.data$date, sep ="")
call.center.data$date <- ymd(call.center.data$date)

# identify day of the week 1 = Sunday ... 7 = Saturday
call.center.data$day_of_week <- wday(call.center.data$date)
call.center.data$day_of_week <- factor(call.center.data$day_of_week,
  levels = c(1:7), labels = c("Sunday","Monday","Tuesday",
  "Wednesday","Thursday","Friday","Saturday"))

# examine frequency of calls by day of week
print(table(call.center.data$day_of_week))

# identify the hour of entry into the system
time.list <- strsplit(call.center.data$vru_entry,":")
call.hour <- numeric(nrow(call.center.data))
for (index.for.call in 1:nrow(call.center.data))
  call.hour[index.for.call] <- as.numeric(time.list[[index.for.call]][1])
call.center.data$call_hour <- call.hour
# check frequency of calls in February by hour and day of week
print(with(call.center.data, table(day_of_week, call_hour)))

# select first week of February 1999 for data visualization and analysis
# that week began on Monday, February 1 and ended on Sunday, February 7
selected.week <- subset(call.center.data, subset = (date < ymd("19990208")))

# check frequency of calls in week by hour and day of week
print(with(selected.week, table(day_of_week, call_hour)))
# loop for day of week ignoring Saturdays in Isreal
day.of.week.list <- c("Monday","Tuesday",
  "Wednesday","Thursday","Friday","Sunday")

# wait-time ribbon plots for the six selected days
# call upon utility function wait.time.ribbon
# the utility makes use of grid split-plotting
# place ribbon plot and text table/plot on each file
# each plot goes to its own external pdf file
for(index.day in seq(along=day.of.week.list)) {
  this.day.of.week <- day.of.week.list[index.day]
  pdf(file = paste("fig_operations_management_ribbon_",
  tolower(this.day.of.week),".pdf",sep=""), width = 11, height = 8.5)
  if(put.title.on.plots) {
    ribbon.plot.title <- paste(this.day.of.week,"Call Center Operations")
    }
    else {
    ribbon.plot.title <- ""
    }
  selected.day <- subset(selected.week,
    subset = (day_of_week == this.day.of.week),
    select = c("call_hour","wait_time","ser_time","server"))
  colnames(selected.day) <- c("hour","wait","service","server")
  wait.time.ribbon(wait.service.data = selected.day,
    title = ribbon.plot.title,
    use.text.tagging = TRUE, wait.time.goal = 30, wait.time.max = 90,
    plotting.min = 0, plotting.max = 250)
  dev.off()
  }

# select Wednesdays in February for the queueing model
wednesdays <- subset(call.center.data, subset = (day_of_week == "Wednesday"))

# compute arrival rate of calls as calls for hour
# we do not use table() here because some hours could have zero calls

calls.for.hour <- numeric(24)

for(index.for.hour in 1:24) {
# 24-hour clock has first hour coded as zero in input data file
  coded.index.for.hour <- index.for.hour - 1
  this.hour.calls <-
    subset(wednesdays, subset = (call_hour == coded.index.for.hour))
  if(nrow(this.hour.calls) > 0)
    calls.for.hour[index.for.hour] <- nrow(this.hour.calls)
    }

# compute arrival rate as average number of calls into VRU per hour
hourly.arrival.rate <- calls.for.hour/4  # four Wednesdays in February

# service times can vary hour-by-hour due to differences
# in service requests and individuals calling hour-by-hour
# begin by selecting calls that receive service

wednesdays.served <- subset(wednesdays, subset = (server != "NO_SERVER"))
hourly.mean.service.time <- numeric(24)
served.for.hour <- numeric(24)
for(index.for.hour in 1:24) {
# 24-hour clock has first hour coded as zero in input data file
  coded.index.for.hour <- index.for.hour - 1
  this.hour.calls <-
    subset(wednesdays.served, subset = (call_hour == coded.index.for.hour))
  if(nrow(this.hour.calls) > 0) {
    served.for.hour[index.for.hour] <- nrow(this.hour.calls)
    hourly.mean.service.time[index.for.hour] <- mean(this.hour.calls$ser_time)
    }
  }
# hourly service rate given the current numbers of service operators
hourly.served.rate <- served.for.hour/4  # four Wednesdays in February
# build data frame for plotting arrival and service rates
hour <- 1:24  # hour for horizontal axix of line chart
type <- rep("Arrived", length = 24)
value <- hourly.arrival.rate
arrival.data.frame <- data.frame(hour, value, type)
type <- rep("Served", length = 24)
value <- hourly.served.rate
service.data.frame <- data.frame(hour, value, type)
arrival.service.data.frame <- rbind(arrival.data.frame, service.data.frame)

pdf(file = "fig_operations_management_wednesdays_arrived_served.pdf",
  width = 11, height = 8.5)
plotting.object <- ggplot(data = arrival.service.data.frame,
  aes(x = hour, y = value, fill = type)) +
  geom_line() +
  geom_point(size = 4, shape = 21) +
  scale_x_continuous(breaks = c(1,3,5,7,9,11,13,15,17,19,21,23,25),
    labels =
      c("00","02","04","06","08","10","12","14","16","18","20","22","24")) +
  theme(axis.text.x = element_text(angle = 30, hjust = 1, vjust = 1)) +
  labs(x = "Hour of Day (24-Hour Clock)", y = "Average Calls per Hour") +
  scale_fill_manual(values = c("yellow","dark green"),
    guide = guide_legend(title = NULL))   +
  theme(legend.position = c(1,1), legend.justification = c(1,1)) +
  theme(legend.text = element_text(size=15)) +
  coord_fixed(ratio = 1/10)
print(plotting.object)
dev.off()
# examine service times per service operator
# for hours with no service time information use the mean as value
hourly.mean.service.time <-
  ifelse((hourly.mean.service.time == 0),
    mean(wednesdays.served$ser_time),
    hourly.mean.service.time)
# compute service rate noting that there are 3600 seconds in an hour
# adding 60 seconds to each mean service time for time between calls
# this 60 seconds is the wrap up time or time a service agent remains
# unavailable to answer a new call after a call has been completed
hourly.service.rate <- 3600/(hourly.mean.service.time + 60)

# we observe that mean service times do not vary that much hour-by-hour
# so we use the mean hourly service rate in queueing calculations
# mean(hourly.service.rate) is 14.86443
# so we use 15 calls per hour as the rate for one service operator
SERVICE.RATE <- 15
# C_erlang function from the queueing package
# inputs c = number of servers
#        r = ratio of rate of arrivals and rate of service
# returns the propability of waiting in queue because all servers are busy
# let us set a target for the probability of waiting in queue to be 0.50
# using while-loop iteration we determine the number of servers needed
# we do this for each hour of the day knowing the hourly arrival rate
PROBABILITY.GOAL <- 0.50
servers.needed <- integer(24)  # initialize to zero
for(index.for.hour in 1:24) {
  if (hourly.arrival.rate[index.for.hour] > 0) {
    erlang.probability <- 1.00  # intialization prior to entering while-loop
    while (erlang.probability > PROBABILITY.GOAL) {
      servers.needed[index.for.hour] <- servers.needed[index.for.hour] + 1
      erlang.probability <- C_erlang(c = servers.needed[index.for.hour],
          r = hourly.arrival.rate[index.for.hour]/SERVICE.RATE)
      }  # end while-loop for defining servers needed given probability goal
    }  # end if-block for hours with calls
  }  # end for-loop for the hour
# the result for servers.needed is obtained as
# 1  1  1  0  1  1  1  4  8  9 10  9  8 16 10 10  6  7  8  8  6  6  5  4
# we will assume the bank call center will be closed hours 00 through 05
# but use the other values as the bank's needed numbers of servers
servers.needed[1:6] <- 0
cat("\n","----- Hourly Operator Requirements -----","\n")
print(servers.needed)
# read in case data for the structure of call center worker shifts
bank.shifts.data.frame <- read.csv("data_anonymous_bank_shifts.csv")

# examine the structure of the case data frame
print(str(bank.shifts.data.frame))

constraint.matrix <- as.matrix(bank.shifts.data.frame[,3:10])
cat("\n","----- Call Center Shift Constraint Matrix -----","\n")
print(constraint.matrix)

# six-hour shift salaries in Israeli sheqels
# 1 ILS = 3.61 USD in June 2013
# these go into the objective function for integer programing
# with the objective of minimizing total costs
cost.vector <- c(252,288,180,180,180,288,288,288)
call.center.schedule <- lp(const.mat=constraint.matrix,
const.rhs = servers.needed,
const.dir = rep(">=",times=8),
int.vec = 1:8,
objective = cost.vector,
direction = "min")

# prepare summary of the results for the call center problem
ShiftID <- 1:8
StartTime <- c(0,6,8,10,12,2,4,6)
# c("Midnight","6 AM","8 AM","10 AM","Noon","2 PM","4 PM","6 PM")
ShiftDuration <- rep(6,times=8)
HourlyShiftSalary <- c(42,48,30,30,30,48,48,48)
HourlyShiftCost <- call.center.schedule$objective # six x hourly shift salary
Solution <- call.center.schedule$solution
ShiftCost <- call.center.schedule$solution * call.center.schedule$objective

call.center.summary <-
  data.frame(ShiftID,StartTime,ShiftDuration,HourlyShiftSalary,
  HourlyShiftCost,Solution,ShiftCost)
cat("\n\n","Call Center Summary","\n\n")
print(call.center.summary)
# the solution is obtained by print(call.center.schedule)
# or by summing across the hourly solution times the cost objective
 print(call.center.schedule)
cat("\n\n","Call Center Summary Minimum Cost Solution:",sum(ShiftCost),"\n\n")
# build data frame for plotting the solution compared with need
hour <- 1:24  # hour for horizontal axix of line chart
type <- rep("Hourly Need", length = 24)
value <- servers.needed
needs.data.frame <- data.frame(hour, value, type)
type <- rep("Optimal Solution", length = 24)
value <- schedule.fit.to.need <-
  constraint.matrix %*% call.center.schedule$solution
solution.data.frame <- data.frame(hour, value, type)
plotting.data.frame <- rbind(needs.data.frame, solution.data.frame)
# plot the solution... solution match to the workforce need
pdf(file = "fig_operations_management_solution.pdf", width = 11, height = 8.5)
plotting.object <- ggplot(data = plotting.data.frame,
  aes(x = hour, y = value, fill = type)) +
  geom_line() +
  geom_point(size = 4, shape = 21) +
  scale_x_continuous(breaks = c(1,3,5,7,9,11,13,15,17,19,21,23,25),
    labels =
      c("00","02","04","06","08","10","12","14","16","18","20","22","24")) +
  theme(axis.text.x = element_text(angle = 30, hjust = 1, vjust = 1)) +
  labs(x = "Hour of Day (24-Hour Clock)", y = "Number of Service Operators") +
  scale_fill_manual(values = c("white","blue"),
    guide = guide_legend(title = NULL)) +
  theme(legend.position = c(1,1), legend.justification = c(1,1)) +
  theme(legend.text = element_text(size=15)) +
  coord_fixed(ratio = 2/2.25)
print(plotting.object)
dev.off()





7. Text Analytics

Roger Rumack: “Can you fly this plane, and land it?”

Ted Striker: “Surely you can’t be serious.”

Roger Rumack: “I am serious... and don’t call me Shirley.”

—LESLIE NIELSEN AS ROGER RUMACK AND
ROBERT HAYS AS TED STRIKER IN Airplane! (1980)

Given the quotations that start each chapter, it should come as no surprise that I would choose movies to introduce text analytics. Context is important when working with text. We would not analyze medical records in the same way we analyze political discourse. Sports blog postings are different from song lyrics. As for movies—they are a world unto themselves.

Movies have changed considerably over the years. Films from the 1960s and ’70s are my favorites. I can enjoy watching Butch Cassidy and the Sundance Kid (1969), The Conversation (1974), and Chinatown (1974) again and again. My favorite movie of all time is The Last Picture Show (1971). There are a few films from the ’80s and ’90s that I like: The Year of Living Dangerously (1982) and Maverick (1994), for example. I think Young Adam (2003) and the remake of Alfie (2004) were well done, and, despite its length, I like The Curious Case of Benjamin Button (2008). But many movies since 2000 fail to hold my interest. I watch once and move on. What is it about movies that makes them so different from one decade to the next?

A good source for information about movies is The Internet Movie Database (IMDb). Data from this source are freely available on the Internet and may be downloaded in text file form for personal use. For our example, we choose one of the smaller text files from the IMDb, the taglines file.1

1 About one hundred years of movie tagline information was obtained courtesy of The Internet Movie Database (http://www.imdb.com), used with permission.

A movie tagline is composed of one or more comments, phrases, or sentences. The tagline is linked to the movie title and is used on movie posters and video covers. It is included in advertising copy, its sole purpose to encourage people to watch the movie. It is also a source of text describing what a movie is about. Tagline examples from the IMDb are shown in figure 7.1.
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Figure 7.1. Movie Taglines from The Internet Movie Database (IMDb)



In our daily work, data do not come neatly packaged and ready for analysis. We need to gather, organize, and edit the data. This process is brought to the fore in text analysis because the base from which we learn is a body of unstructured text files. We must process text before we can understand what it says. We need to impose structure on text before it can be analyzed and modeled. And for many projects, we have to devise text measures that make sense, measures that are of interest and value to the organization.

Predictive analytics is a numbers game. Text analytics is also a numbers game, but with words rather than numbers as the raw input. The initial materials of text analytics lack the organization of a traditional database. Rather than being divided into discrete records and fields of numeric data, raw text is a string of characters separated by spaces and punctuation marks. There is no data dictionary or index to guide us to the relevant information. There is no organization for the data until we create one. The tools of text analytics help us move from raw text to something that can be searched for answers. We work with words, millions of words transcribed and stored in electronic files. Our job is to turn words into numbers for analysis. Context is important. The order of words and word combinations is important. The meaning of words is important.

The IMDb tagline file represents partially structured text because it follows a particular format. Each observation represents one movie and begins with a pound sign (#). Dates are enclosed in parentheses, and movie titles are in quotation marks. The tagline text itself is free-formatted and may include various forms of punctuation. Exclamation marks are common. There may be extraneous data or comments. These are identified by being enclosed in curly brackets. We make use of this formatting in parsing the tagline data for entry into a text database.

Because we want to look for trends in movies over the years, the date of a movie’s release is important information to retain.2 We define a simple structure for the parsed text. The document collection we create includes items for the movie title alone, the date alone, and the tagline text (as many lines of text as are provided). Also, each item or document is identified by a merged character string consisting of the movie title and date, thus ensuring that Invasion of the Body Snatchers (1956), for example, is identified as a separate item from Invasion of the Body Snatchers (1978).

2 The word tag in text analytics refers to information associated with a text document. It is not to be confused with the tagline in the problem we are working. For our data, the date of release is a tag. It provides information describing the document but is not part of the text document itself. As a group, tags are also referred to as document metadata.

To determine the ranges of years to consider in our study, we look at the distribution of release dates in the movie taglines data. The histogram in figure 7.2 shows more than one hundred movies a year from the mid 1970s through 2013 and more than one thousand movies a year from 2003 to 2013. To ensure that we have sufficient numbers of documents for our study, we focus on the last forty years of taglines, going from 1974 to 2013.
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Figure 7.2. Movies by Year of Release



In developing text measures for the movie document collection, we take what is affectionately called a bag-of-words approach to this analysis. We create one document for each of the forty years by combining the taglines from all movies of each year. A bag-of-words approach does not evaluate the meaning of taglines, the order of words, or word combinations. Rather, it considers each word as an individual item for analysis. A bag-of-words approach is distinct from a natural language processing (NLP) approach to text analytics. A bag-of-words approach makes sense for what we are doing here because we are aggregating taglines from hundreds to thousands of movies in the document for each year. These yearly documents are, in fact, bags of words.

The set of forty documents, one for each year from 1974 to 2013, constitutes the document collection or text corpus for analysis. Working with the corpus, we eliminate extra blank characters or whitespace from the documents and convert uppercase characters to lowercase. We remove numbers, punctuation marks, pronouns, and common verb forms like “is” and “has.” We create a terms-by-documents matrix for the corpus and identify the most frequently occurring words in that matrix. The top 200 words in the corpus are shown in figure 7.3.
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Figure 7.3. A Bag of 200 Words from Forty Years of Movie Taglines



To see if there there is any possibility of detecting trends across the years, we compute the degree to which tagline documents differ from one year to the next. In particular, we compute a matrix of distances between all pairs of document years. Using these distances, we are able to create a picture of the corpus through time, as shown in figure 7.4.3 We detect a time trend in these data. Oriented as they are in a two-dimensional space, we see documents from the 1970s at the top center, with dates increasing from the top center to the bottom left and bottom center. Then, moving toward the top right-hand side of the plot, we have documents from the most recent years. Documents closer in time are closer to one another in the space displayed in this figure. The pattern of distances among the years’ documents suggests that there are time trends in these text data.4

3 The picture of documents through time is obtained using a multivariate method known as multidimensional scaling. A two-dimensional picture is sufficient for our purposes here. See Izenman (2008) for a review of multidimensional scaling.

4 Note that the precise locations of points, axis scaling, and axis orientations in multidimensional scaling are entirely arbitrary. We can rotate, reflect, or rescale axes without distorting the solution. What is important to our interpretation is the positioning of the documents relative to each other.
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Figure 7.4. Picture of Text in Time: Forty Years of Movie Taglines



How have movies (or, to be more specific, movie taglines) changed across the years? To answer this question, we return to the terms-by-documents matrix. We identify five common groups or clusters of words, defining text measure that we call LOVED, WORLDS, TRUTH, LIFE, and STORY. In figure 7.5 we display these text measures along with the forty years of documents.5

5 The display showing text measures and documents in the same space is known as a principal components biplot (Gabriel 1971; Gower and Hand 1996).
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Figure 7.5. Text Measures and Documents on a Single Graph



We can use a horizon plot to visualize text measures in time. This is similar to what we do for horizon plots of economic time series. Here we compute standard scores for each text measure and each document year and then plot the resulting multiple time series. The horizon plot for the standardized text measures is shown in figure 7.6.
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Figure 7.6. Horizon Plot of Text Measures across Forty Years of Movie Taglines



So what is it about movies that makes them so different from one decade to the next? Our analysis of movie taglines from The Internet Movies Database (IMDb) suggests that movies from the turn of the century onward are decidedly different from movies prior to the turn of the century. Text measures suggest a shift in the words used to describe movies. In particular, there seems to be a shift toward true-to-life stories. This could be a reality TV effect worthy of further study.6

6 To answer the original question about trends in movies over the years, we may have more work to do. What we call a reality TV effect could be due to sampling bias because recent entries in the database contain a higher proportion of television shows. Continuing along this line of research, it may make sense to return to the original taglines data and drop all videos associated with television programs. There is also work to be done with the text measures. We used words from the movie taglines corpus to describe the clusters and compute text measures for the words. We start with the words “loved,” “worlds,” “truth,” “life,” and “story.” For this analysis, each text measure was computed as the percentage of words in a document that match any of the top three words in the cluster (that is, the word defining the cluster and the two words closest to that word). It would be preferable to have more words in the definition of each text measure. Traditional measurement theory tells us that scales with larger numbers of items are more reliable (Gulliksen 1950; Nunnally 1967; Lord and Novick 1968).

Text analytics draws from a variety of disciplines, including linguistics, communication and language arts, experimental psychology, political discourse analysis, journalism, computer science, and statistics. And, given the amount of text being gathered and stored by organizations, text analytics is an important and growing area of predictive analytics.

To do text analytics we must find ways to structure text so that it can be understood by computers. The two primary ways to do this are the bag of words approach and natural language processing. As illustrated in figure 7.7, the original document collection or corpus is in the natural language. We have to parse the corpus, creating commonly formatted expressions, indices, keys, and matrices that are more easily analyzed by computer.
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Source: Adapted from Miller (2005).

Figure 7.7. From Text Processing to Text Analytics



Natural language is what we speak and write every day. Natural language processing is more than a matter of collecting individual words. Natural language conveys meaning. Natural language documents contain paragraphs, paragraphs contain sentences, and sentences words. There are grammatical rules, with many ways to convey the same idea, along with exceptions to rules and rules about exceptions. Words used in combination and the rules of grammar comprise the linguistic foundations of text analytics as shown in figure 7.8.
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Source: Adapted from Pinker (1999).

Figure 7.8. Linguistic Foundations of Text Analytics



Linguists study natural language, the words and the rules that we use to form meaningful utterances. “Generative grammar” is a general term for the rules; “morphology,” “syntax,” and “semantics” are more specific terms. Computer programs for natural language processing use linguistic rules to mimic human communication and convert natural language into structured text for further analysis.

Natural language processing is a broad area of academic study itself, and an important area of computational linguistics. The location of words in sentences is a key to understanding text. Words follow a sequence, with earlier words often more important than later words, and with early sentences and paragraphs often more important than later sentences and paragraphs. Words in the title of a document are especially important to understanding the meaning of a document. Some words occur with high frequency and help to define the meaning of a document. Other words, such as the definite article “the” and the indefinite articles “a” and “an,” as well as many prepositions and pronouns, occur with high frequency but have little to do with the meaning of a document. These stop words are dropped from the analysis.

The features or attributes of text are often associated with terms—collections of words that mean something special. There are collections of words relating to the same concept or word stem. The words “marketer,” “marketeer,” and “marketing” build on the common word stem “market.” There are syntactic structures to consider, such as adjectives followed by nouns and nouns followed by nouns. Most important to text analytics are sequences of words that form terms. The words “New” and “York” have special meaning when combined to form the term “New York.” The words “financial” and “analysis” have special meaning when combined to form the term “financial analysis.” We often employ stemming, which is the identification of word stems, dropping suffixes (and sometimes prefixes) from words. More generally, we are parsing natural language text to arrive at structured text.

In English, it is customary to place the subject before the verb and the object after the verb. In English verb tense is important. The sentence “Daniel carries the Apple computer,” can have the same meaning as the sentence “The Apple computer is carried by Daniel.” “Apple computer,” the object of the active verb “carry” is the subject of the passive verb “is carried.” Understanding that the two sentences mean the same thing is an important part of building intelligent text applications.

As we have shown in our movie taglines example, a key step in text analysis is the creation of a terms-by-documents matrix (sometimes called a lexical table). The rows of this data matrix correspond to words or word stems from the document collection, and the columns correspond to documents in the collection. The entry in each cell of a terms-by-documents matrix could be a binary indicator for the presence or absence of a term in a document, a frequency count of the number of times a term is used in a document, or a weighted frequency indicating the importance of a term in a document.

Figure 7.9 illustrates the process of creating a terms-by-documents matrix. The first document comes from Steven Pinker’s Words and Rules (1999, p. 4), the second from Richard K. Belew’s Finding Out About (2000, p. 73). Terms correspond to words or word stems that appear in the documents. In this example, each matrix entry represents the number of times a term appears in a document. We treat nouns, verbs, and adjectives similarly in the definition of stems. The stem “combine” represents both the verb “combine” and the noun “combination.” Likewise, “function” represents the verb, noun, and adjective form “functional.” An alternative system might distinguish among parts of speech, permitting more sophisticated syntactic searches across documents. After being created, the terms-by-documents matrix is like an index, a mapping of document identifiers to terms (keywords or stems) and vice versa. For information retrieval systems or search engines we might also retain information regarding the specific location of terms within documents.
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Source: Adapted from Miller (2005).

Figure 7.9. Creating a Terms-by-Documents Matrix



Typical text analytics applications have many more terms than documents, resulting in sparse rectangular terms-by-documents matrices. To obtain meaningful results for text analytics applications, analysts examine the distribution of terms across the document collection. Very low frequency terms, those used in few documents, are dropped from the terms-by-documents matrix, reducing the number of rows in the matrix.

Unsupervised text analytics problems are those for which there is no response or class to be predicted. Rather, as we showed with the movie taglines, the task is to identify common patterns or trends in the data. As part of the task, we may define text measures describing the documents in the corpus.

For supervised text analytics problems there is a response or class of documents to be predicted. We build a model on a training set and test it on a test set. Text classification problems are common. Spam filtering has long been a subject of interest as a classification problem, and many e-mail users have benefitted from the efficient algorithms that have evolved in this area. In the context of information retrieval, search engines classify documents as being relevant to the search or not. Useful modeling techniques for text classification include logistic regression, linear discriminant function analysis, classification trees, and support vector machines. Various ensemble or committee methods may be employed.

Automatic text summarization is an area of research and development that can help with information management. Imagine a text processing program with the ability to read each document in a collection and summarize it in a sentence or two, perhaps quoting from the document itself. Today’s search engines are providing partial analysis of documents prior to their being displayed. They create automated summaries for fast information retrieval. They recognize common text strings associated with user requests. These applications of text analysis comprise tools of information search that we take for granted as part of our daily lives.

Programs with syntactic processing capabilities, such as IBM’s Watson, provide a glimpse of what intelligent agents for text analytics are becoming. These programs perform grammatical parsing with an understanding of the roles of subject, verb, object, and modifier. They know parts of speech (nouns, verbs, adjective, adverbs). And, using identified entities representing people, places, things, and organizations, they perform relationship searches.

Those interested in learning more about text analytics can refer to Jurafsky and Martin (2009), Weiss, Indurkhya, and Zhang (2010) and the edited volume by Srivastava and Sahami (2009). Reviews may be found in Miller (2005), Trybula (1999), Witten, Moffat, and Bell (1999), Meadow, Boyce, and Kraft (2000), Sullivan (2001), Feldman (2002b), and Sebastiani (2002). Hausser (2001) gives an account of generative grammar and computational linguistics. Statistical language learning and natural language processing are discussed by Charniak (1993), Manning and Schütze (1999), and Indurkhya and Damerau (2010).

The writings of Steven Pinker (1994, 1997, 1999) provide insight into grammar and psycholinguistics. Maybury (1997) reviews data preparation for text analytics and the related tasks of source detection, translation and conversion, information extraction, and information exploitation. Detection relates to identifying relevant sources of information; conversion and translation involve converting from one medium or coding form to another.

Belew (2000), Meadow, Boyce, and Kraft (2000) and the edited volume by Baeza-Yates and Ribeiro-Neto (1999) provide reviews of computer technologies for information retrieval, which depend upon text classification, among other technologies and algorithms.

Authorship identification, a problem addressed a number of years ago in the statistical literature by Mosteller and Wallace (1984), continues to be an active area of research (Joula 2008). Merkl (2002) provides discussion of clustering techniques, which explore similarities between documents and the grouping of documents into classes. Dumais (2004) reviews latent semantic analysis and statistical approaches to extracting relationships among terms in a document collection.

Special topics from computational linguistics provide additional insights into working with text. Text tiling (Hearst 1997) involves the automatic division of text documents into blocks or units for further analysis. Adjacent blocks of text are more likely to have words in common with one another and thus be topically related. Text tiling can be used in text summarization and information retrieval, as well as stylistic analysis of literature and discourse (Youmans 1990; Youmans 1991).

Modeling techniques for unsupervised text analytics include multivariate methods such as multidimensional scaling and cluster analysis, which are based upon dissimilarity or distance measures, and principal components analysis, which works from covariance or correlation matrices. Dissimilarity and distance measures and cluster analysis are discussed by Meyer (2014a, 2014b) and Kaufman and Rousseeuw (1990) and Izenman (2008), with R code provided by Maechler (2014a). For multidimensional scaling, see Davison (1992), Cox and Cox (1994), Everitt and Rabe-Hesketh (1997), Izenman (2008) and Borg and Groenen (2010). Principal components are reviewed in various multivariate texts (Manly 1994; Sharma 1996; Gnanadesikan 1997; Johnson and Wichern 1998; Everitt and Dunn 2001; Seber 2000; Izenman 2008), with biplots discussed by Gabriel (1971) and Gower and Hand (1996).

For an overview of text analytics in R, refer to Feinerer, Hornik, and Meyer (2008), Feinerer and Hornik (2014a), and Feinerer (2014). Of special interest are books that deal with the overlap between linguistics and statistics with R (Baayen 2008; Johnson 2008; Gries 2013). The work of Gries (2009) is of special note as it shows how to work with document corpuses. Text analytics utilities are provided by Grothendieck (2014a, 2014b) and Wickham (2010, 2014b). Understanding regular expression coding in R can be of special value to anyone interested in doing text analytics (Friedl 2006; Wickham 2014b). Dictionary capabilities are provided through an interface to Word- Net (Miller 1995; Fellbaum 1998; Feinerer 2012; Feinerer and Hornik 2014b). For fun, we have word clouds with utilities for plotting non-overlapping text in scatter plots (Fellows 2014a; Fellows 2014b). Examples are shown in exhibits D.1 and D.2 on page 338 of appendix D.

Exhibit 7.1 shows the Python program for working with the movie taglines data. The corresponding R program in exhibit 7.2. draws on programming packages by Feinerer and Hornik (2014a), Wickham (2014b), Wickham and Chang (2014), Sarkar and Andrews (2014), Maechler (2014a), and Meyer (2014c). There was initial data preparation, parsing of the partially structured text data, which was accomplished by a script in appendix D, exhibit D.8 on page 367. These parsed data are used to define the corpus. Text measures are computed on the corpus. Results are presented using multivariate methods for data visualization.

Exhibit 7.1. Text Analysis of Movie Taglines (Python)

Click here to view code image



# Text Analysis of Movie Taglines (Python)

# Note. Results from this program may differ from those published
#       in the book due to differences between Python and R algorithms
#       and approaches to the analysis.

# prepare for Python version 3x features and functions
from __future__ import division, print_function

# import packages for text processing and multivariate analysis
import re  # regular expressions
import nltk  # draw on the Python natural language toolkit
import pandas as pd  # DataFrame structure and operations
import numpy as np  # arrays and numerical processing
import scipy
import matplotlib.pyplot as plt  # 2D plotting
# terms-by-documents matrix
from sklearn.feature_extraction.text import CountVectorizer
# alternative distance metrics for multidimensional scaling
from sklearn.metrics import euclidean_distances
from sklearn.metrics.pairwise import linear_kernel as cosine_distances
from sklearn.metrics.pairwise import manhattan_distances as manhattan_distances
from sklearn import manifold  # multidimensional scaling
from sklearn.cluster import KMeans  # cluster analysis by partitioning
from sklearn.decomposition import PCA  # principal component analysis

# define list of codes to be dropped from documents
# carriage-returns, line-feeds, tabs
codelist = ['\r', '\n', '\t']

# contractions and other word strings to drop from further analysis, adding
# to the usual English stopwords to be dropped from the document collection
more_stop_words = ['cant','didnt','doesnt','dont','goes','isnt','hes',\
    'shes','thats','theres','theyre','wont','youll','youre','youve',\
    're','tv','g','us','en','ve','vg','didn','pg','gp','our','we',
    'll','film','video','name','years','days','one','two','three',\
    'four','five','six','seven','eight','nine','ten','eleven','twelve']
# start with the initial list and add to it for movie text work
stoplist = nltk.corpus.stopwords.words('english') + more_stop_words

# text parsing function for creating text documents
# there is more we could do for data preparation
# stemming... looking for contractions... possessives...
# but we will work with what we have in this parsing function
# if we want to do stemming at a later time, we can use
#     porter = nltk.PorterStemmer()
# in a construction like this
#     words_stemmed =  [porter.stem(word) for word in initial_words]
def text_parse(string):
    # replace non-alphanumeric with space
    temp_string = re.sub('[^a-zA-Z]', '  ', string)
    # replace codes with space
    for i in range(len(codelist)):
        stopstring = ' ' + codelist[i] + '  '
        temp_string = re.sub(stopstring, '  ', temp_string)
    # replace single-character words with space
    temp_string = re.sub('\s.\s', ' ', temp_string)
    # convert uppercase to lowercase
    temp_string = temp_string.lower()
    # replace selected character strings/stop-words with space
    for i in range(len(stoplist)):
        stopstring = ' ' + str(stoplist[i]) + ' '
        temp_string = re.sub(stopstring, ' ', temp_string)
    # replace multiple blank characters with one blank character
    temp_string = re.sub('\s+', ' ', temp_string)
    return(temp_string)

# read in the comma-delimited text file with from initial data
# preparation... create the movies data frame for analysis
movies = pd.read_csv('movie_tagline_data_parsed.csv')

# plot frequency of movies by year... histogram
plt.figure()
plt.hist(movies['year'], bins= 100)
plt.xlabel('Year')
plt.ylabel('Number of Movies in Database')
plt.show()
plt.savefig('fig_text_movies_by_year_histogram.pdf',
    bbox_inches = 'tight', dpi=None, facecolor='w', edgecolor='b',
    orientation='landscape', papertype=None, format=None,
    transparent=True, pad_inches=0.25, frameon=None)

# we work with movies from 1974 to 2013
# create aggregate tagline_text collection for each year of interest
year = []  # initialize year list
tagline_text = []  # initialize aggregate tagline text
parsed_text = []  # parsed tagline text for subsequent analysis
aggregate_document = ''  # intialize aggregate taglines document
for iyear in range(1974,2014):
    year.append(iyear)
    gather_taglines = ''  # initialize aggregate tagline text
    this_year_data_frame = movies[movies['year'] == iyear]
    for this_record_index in this_year_data_frame.index.values:
        this_record = this_year_data_frame.ix[this_record_index]
        gather_taglines = gather_taglines + this_record['tagline']
    tagline_text.append(gather_taglines)
    parsed_text.append(text_parse(gather_taglines))
    aggregate_document = aggregate_document + gather_taglines
big_bag_of_words = text_parse(aggregate_document)
# create document collection... 40 years of data = 40 documents
tagline_data = {'year': year, 'tagline_text':tagline_text,\
    'parsed_text':parsed_text}
tagline_data_frame = pd.DataFrame(tagline_data)

# create terms-by-documents matrix from the parsed text
# extracting the top 200 words in the tagline corpus
tdm_method = CountVectorizer(max_features = 200, binary = True)
examine_movies_tdm = tdm_method.fit(parsed_text)
top_words = examine_movies_tdm.get_feature_names()

# get clean printing of the top words
print('\nTop 200 words in movie taglines database\n')
print(map(lambda t: t.encode('ascii'), top_words))  # print sans unicode

# extract the terms-by-documents matrix
# in scipy compressed sparse column format
sparse_movies_tdm = tdm_method.fit_transform(parsed_text)
# convert sparse matrix into regular terms-by-documents matrix
movies_tdm = sparse_movies_tdm.todense()
# define the documents-by-terms matrix
movies_dtm = movies_tdm.transpose()

# dissimilarity measures and multidimensional scaling
# consider alternative pairwise distance metrics from sklearn modules
# euclidean_distances, cosine_distances, manhattan_distances (city-block)
# note that different metrics provide different solutions
# movies_distance_matrix = euclidean_distances(movies_tdm)
# movies_distance_matrix = manhattan_distances(movies_tdm)
movies_distance_matrix = cosine_distances(movies_tdm)

mds_method = manifold.MDS(n_components = 2, random_state = 9999,\
    dissimilarity = 'precomputed')
mds_fit = mds_method.fit(movies_distance_matrix)
mds_coordinates = mds_method.fit_transform(movies_distance_matrix)

# plot tagline text for years in two dimensions
# defined by multidimensional scaling
plt.figure()
plt.scatter(mds_coordinates[:,0],mds_coordinates[:,1],\
    facecolors = 'none', edgecolors = 'none')  # plots points in white (invisible)
labels = []
for iyear in range(1974,2014):
    labels.append(str(iyear))
for label, x, y in zip(labels, mds_coordinates[:,0], mds_coordinates[:,1]):
    plt.annotate(label, (x,y), xycoords = 'data')
plt.xlabel('First Dimension')
plt.ylabel('Second Dimension')
plt.show()
plt.savefig('fig_text_mds_1974_2013.pdf',
    bbox_inches = 'tight', dpi=None, facecolor='w', edgecolor='b',
    orientation='landscape', papertype=None, format=None,
    transparent=True, pad_inches=0.25, frameon=None)

# classification of words into groups for further analysis
# use transpose of the terms-by-document matrix and cluster analysis
# try five clusters/groups of words

clustering_method = KMeans(n_clusters = 5, random_state = 9999)
clustering_solution = clustering_method.fit(movies_dtm)
cluster_membership = clustering_method.predict(movies_dtm)
word_distance_to_center = clustering_method.transform(movies_dtm)

# top words data frame for reporting k-means clustering results
top_words_data = {'word': top_words, 'cluster': cluster_membership,\
    'dist_to_0': word_distance_to_center[0:,0],\
    'dist_to_1': word_distance_to_center[0:,1],\
    'dist_to_2': word_distance_to_center[0:,2],\
    'dist_to_3': word_distance_to_center[0:,3],\
    'dist_to_4': word_distance_to_center[0:,4]}
distance_name_list = ['dist_to_0','dist_to_1','dist_to_2','dist_to_3','dist_to_4']
top_words_data_frame = pd.DataFrame(top_words_data)
for cluster in range(5):
    words_in_cluster =\
        top_words_data_frame[top_words_data_frame['cluster'] == cluster]
    sorted_data_frame =\
        top_words_data_frame.sort_index(by = distance_name_list[cluster],\
        ascending = True)
    print('\n Top Words in Cluster :',cluster,'------------------------------')
    print(sorted_data_frame.head())

# could examine possible clustering solutions with partitioning
# by changing the n_clusters setting for KMeans

# a five-cluster solution seems to make sense with words
# toward the center of each cluster fitting together
# let's use pairs of top words from each cluster to name the clusters
# cluster index 0: forever-hero
# cluster index 1: best-high
# cluster index 2: young-comedy
# cluster index 3: everything-family
# cluster index 4: going-real
# name the clusters in the top words data frame
cluster_to_name = {0:'forever-hero',\
    1:'best-high', 2:'young-comedy',\
    3:'everything-family', 4:'going-real'}
top_words_data_frame['cluster_name'] =\
     top_words_data_frame['cluster'].map(cluster_to_name)

# use word clusters to define text measures...
# in particular, let the raw score for a cluster for a year be the percentage
# of words in that year's tagline documents that fall within the cluster
# then to examine movies in time, standardize cluster scores across the
# forty years of the study and plot as a multiple time series
forever_hero_df =\
    top_words_data_frame[top_words_data_frame['cluster'] == 0]
forever_hero_word_list = str(forever_hero_df['word'])

best_high_df =\
    top_words_data_frame[top_words_data_frame['cluster'] == 1]
best_high_word_list = str(best_high_df['word'])

young_comedy_df =\
    top_words_data_frame[top_words_data_frame['cluster'] == 2]
young_comedy_word_list = str(young_comedy_df['word'])

everything_family_df =\
    top_words_data_frame[top_words_data_frame['cluster'] == 3]
everything_family_word_list = str(everything_family_df['word'])

going_real_df =\
    top_words_data_frame[top_words_data_frame['cluster'] == 4]
going_real_word_list = str(going_real_df['word'])

# cluster scores as percentage of total words
def cluster_scoring(cluster_count, total_count):
    return (100 * (cluster_count/total_count))

# initialize word counts
forever_hero_words = []; best_high_words = []; young_comedy_words = [];
everything_family_words = []; going_real_words = []; total_words = []
# initialize cluster scores
forever_hero = []; best_high = []; young_comedy = [];
everything_family = []; going_real = []
# compute text measures for each year
for iyear in range(len(year)):
    text = parsed_text[iyear]  # this year's text for scoring
    total_count = len([w for w in text.split()])
    total_words.append(total_count)

    forever_hero_count =\
        len([w for w in text.split() if w in forever_hero_word_list])
    forever_hero_words.append(forever_hero_count)
    forever_hero.append(cluster_scoring(forever_hero_count, total_count))

    best_high_count =\
         len([w for w in text.split() if w in best_high_word_list])
    best_high_words.append(best_high_count)
    best_high.append(cluster_scoring(best_high_count, total_count))

    young_comedy_count =\
        len([w for w in text.split() if w in young_comedy_word_list])
    young_comedy_words.append(young_comedy_count)
    young_comedy.append(cluster_scoring(young_comedy_count, total_count))

    everything_family_count =\
        len([w for w in text.split() if w in everything_family_word_list])
    everything_family_words.append(everything_family_count)
    everything_family.append\
        (cluster_scoring(everything_family_count, total_count))

    going_real_count =\
        len([w for w in text.split() if w in going_real_word_list])
    going_real_words.append(going_real_count)
    going_real.append(cluster_scoring(going_real_count, total_count))

add_cluster_data = {'total_words':total_words,\
    'forever_hero_words':forever_hero_words,\
    'forever_hero':forever_hero,\
    'best_high_words':best_high_words,\
    'best_high':best_high,\
    'young_comedy_words':young_comedy_words,\
    'young_comedy':young_comedy,\
    'everything_family_words':everything_family_words,\
    'everything_family':everything_family,\
    'going_real_words':going_real_words,\
    'going_real':going_real}
add_cluster_data_frame = pd.DataFrame(add_cluster_data)
tagline_data_frame =\
    pd.concat([tagline_data_frame,add_cluster_data_frame],axis=1)
# check text measure calculations
print(tagline_data_frame.describe())
print(tagline_data_frame.head())
print(tagline_data_frame.tail())

# compute text measure standard scores across years
tagline_data_frame['z_forever_hero'] =\
    tagline_data_frame['forever_hero'].\
    apply(lambda d: (d - tagline_data_frame['forever_hero'].mean())/\
    tagline_data_frame['forever_hero'].std())

tagline_data_frame['z_best_high'] =\
    tagline_data_frame['best_high'].\
    apply(lambda d: (d - tagline_data_frame['best_high'].mean())/\
    tagline_data_frame['best_high'].std())

tagline_data_frame['z_young_comedy'] =\
    tagline_data_frame['young_comedy'].\
    apply(lambda d: (d - tagline_data_frame['young_comedy'].mean())/\
    tagline_data_frame['young_comedy'].std())

tagline_data_frame['z_everything_family'] =\
    tagline_data_frame['everything_family'].\
    apply(lambda d: (d - tagline_data_frame['everything_family'].mean())/\
    tagline_data_frame['everything_family'].std())

tagline_data_frame['z_going_real'] =\
    tagline_data_frame['going_real'].\
    apply(lambda d: (d - tagline_data_frame['going_real'].mean())/\
    tagline_data_frame['going_real'].std())
# prepare data frame for multiple time series plot
prelim_mts = pd.DataFrame(tagline_data_frame, columns =\
    ['year', 'z_forever_hero', 'z_best_high', 'z_young_comedy',\
    'z_everything_family', 'z_going_real'])
prelim_mts.rename(columns = {'z_forever_hero':'Forever-Hero',\
    'z_best_high':'Best-High', 'z_young_comedy':'Young-Comedy',\
    'z_everything_family':'Everything-Family',\
    'z_going_real':'Going-Real'}, inplace = True)
mts = prelim_mts.set_index('year')

# generate the plot
mts.plot()
plt.xlabel('')
plt.ylabel('Standardized Text Measure')
plt.show()
plt.savefig('fig_text_mts_1974_2013.pdf',
    bbox_inches = 'tight', dpi=None,
    orientation='portrait', papertype=None, format=None,
    transparent=True, pad_inches=0.25, frameon=None)

# Suggestions for the student:
# Try word stemming prior to the definition of a
# terms-by-documents matrix. Try longer lists of words
# for the identified clusters. See if there are ways to utilize
# information from wordnet to guide further analyses.
# Text features within text classification problems may be defined
# on term document frequency alone or on measures of term
# document frequency adjusted by term corpus frequency.
# Try alternative feature selection and text measures, and
# try alternative cluster analysis methods. See if you can
# use methods of latent semantic analysis to identify
# themes or common topics across the corpus.




Exhibit 7.2. Text Analysis of Movie Taglines (R)

Click here to view code image



# Text Analysis of Movie Tag Lines (R)
# Note. Results from this program may differ from those published
#       in the book due to changes in the tm package.
#       The original analysis used the tm Dictionary() function,
#       which is no longer available in tm. This function has
#       been replaced by c(as.character()) to set the dictionary
#       as a character vector. Another necessary change concerns
#       the tolower() function, which must now be embedded within
#       the tm content_transformer() function.
#       The original analysis used the tm dissimilarity() function
#       to compute cosine similarities. This is no longer available,
#       so we use the proxy package and its dist() function.

# install these packages before bringing them in by library()
library(tm)  # text mining and document management
library(proxy)  # dissimilarity calculations by dist()
library(stringr)  # character manipulation with regular expressions
library(grid)  # grid graphics utilities
library(ggplot2)  # graphics
library(latticeExtra)  # package used for text horizon plot
library(wordcloud)  # provides utility for plotting non-overlapping text
library(cluster)  # cluster analysis
# R preliminaries to get the user-defined utilities for plotting
# place the plotting code file <R_utility_program_3.R>
# in your working directory and execute it by
#     source("R_utility_program_3.R")
# Or if you have the R binary file in your working directory, use
#     load("mtpa_split_plotting_utilities.Rdata")
load("mtpa_split_plotting_utilities.Rdata")

# standardization needed for text measures
standardize <- function(x) {(x - mean(x)) / sd(x)}

# to begin with the original movie taglines data, use the utility
# program for reading those data in and preparing the data for analysis
#     source(R_utility_program_7.R)
# otherwise read in the comma-delimited text file with the parsed data
# creating the movies data frame for analysis
movies = read.csv(file = "movie_tagline_data_parsed.csv", stringsAsFactors = FALSE)

# plot frequency of movies by year
pdf(file = "fig_text_movies_by_year_histogram.pdf", width = 11, height = 8.5)
ggplot.object <- ggplot(data = movies, aes(x = year)) +
  geom_histogram(binwidth = 1, fill = "blue", colour = "black") +
    labs(x = "Year of Release",
         y = "Number of Movies in Database") +
         coord_fixed(ratio = 1/50)
ggplot.print.with.margins(ggplot.object.name = ggplot.object,
  left.margin.pct=10, right.margin.pct=10,
  top.margin.pct=10,bottom.margin.pct=10)
dev.off()

# let us work with movies from 1974 to 2013
# creating an aggregate tagline_text collection for each year of interest
years.list <- 1974:2013
document.collection <- NULL  # initialize
for (index.for.year in seq(along=years.list)) {
  working.year.data.frame =
    subset(movies, subset = (year == years.list[index.for.year]))
  tagline_text <- NULL
  for(index.for.movie in seq(along = working.year.data.frame$movie))
    tagline_text <-
      paste(tagline_text, working.year.data.frame$tagline[index.for.movie])
  document <- PlainTextDocument(x = tagline_text, author = "Tom",
    description = paste("movie taglines for ",
    as.character(years.list[index.for.year]),sep = ""),
    id = paste("movies_",as.character(years.list[index.for.year]),sep=""),
    heading = "taglines",
    origin = "IMDb", language = "en_US",
    localmetadata = list(year = years.list[index.for.year]))

# give each created document a unique name
  if (years.list[index.for.year] == 1974) Y1974 <- document
  if (years.list[index.for.year] == 1975) Y1975 <- document
  if (years.list[index.for.year] == 1976) Y1976 <- document
  if (years.list[index.for.year] == 1977) Y1977 <- document
  if (years.list[index.for.year] == 1978) Y1978 <- document
  if (years.list[index.for.year] == 1979) Y1979 <- document
  if (years.list[index.for.year] == 1980) Y1980 <- document
  if (years.list[index.for.year] == 1981) Y1981 <- document
  if (years.list[index.for.year] == 1982) Y1982 <- document
  if (years.list[index.for.year] == 1983) Y1983 <- document
  if (years.list[index.for.year] == 1984) Y1984 <- document
  if (years.list[index.for.year] == 1985) Y1985 <- document
  if (years.list[index.for.year] == 1986) Y1986 <- document
  if (years.list[index.for.year] == 1987) Y1987 <- document
  if (years.list[index.for.year] == 1988) Y1988 <- document
  if (years.list[index.for.year] == 1989) Y1989 <- document
  if (years.list[index.for.year] == 1990) Y1990 <- document
  if (years.list[index.for.year] == 1991) Y1991 <- document
  if (years.list[index.for.year] == 1992) Y1992 <- document
  if (years.list[index.for.year] == 1993) Y1993 <- document
  if (years.list[index.for.year] == 1994) Y1994 <- document
  if (years.list[index.for.year] == 1995) Y1995 <- document
  if (years.list[index.for.year] == 1996) Y1996 <- document
  if (years.list[index.for.year] == 1997) Y1997 <- document
  if (years.list[index.for.year] == 1998) Y1998 <- document
  if (years.list[index.for.year] == 1999) Y1999 <- document
  if (years.list[index.for.year] == 2000) Y2000 <- document
  if (years.list[index.for.year] == 2001) Y2001 <- document
  if (years.list[index.for.year] == 2002) Y2002 <- document
  if (years.list[index.for.year] == 2003) Y2003 <- document
  if (years.list[index.for.year] == 2004) Y2004 <- document
  if (years.list[index.for.year] == 2005) Y2005 <- document
  if (years.list[index.for.year] == 2006) Y2006 <- document

  if (years.list[index.for.year] == 2007) Y2007 <- document
  if (years.list[index.for.year] == 2008) Y2008 <- document
  if (years.list[index.for.year] == 2009) Y2009 <- document
  if (years.list[index.for.year] == 2010) Y2010 <- document
  if (years.list[index.for.year] == 2011) Y2011 <- document
  if (years.list[index.for.year] == 2012) Y2012 <- document
  if (years.list[index.for.year] == 2013) Y2013 <- document
  } # end of for-loop for selected years
document.collection <- c(Y1974,Y1975,Y1976,Y1977,Y1978,Y1979,
  Y1980,Y1981,Y1982,Y1983,Y1984,Y1985,Y1986,Y1987,Y1988,Y1989,
  Y1990,Y1991,Y1992,Y1993,Y1994,Y1995,Y1996,Y1997,Y1998,Y1999,
  Y2000,Y2001,Y2002,Y2003,Y2004,Y2005,Y2006,
  Y2007,Y2008,Y2009,Y2010,Y2011,Y2012,Y2013)

# strip whitespace from the documents in the collection
document.collection <- tm_map(document.collection, stripWhitespace)

# convert uppercase to lowercase in the document collection
document.collection <- tm_map(document.collection, content_transformer(tolower))

# remove numbers from the document collection
document.collection <- tm_map(document.collection, removeNumbers)

# remove punctuation from the document collection
document.collection <- tm_map(document.collection, removePunctuation)

# using a standard list, remove English stopwords from the document collection
document.collection <- tm_map(document.collection,
  removeWords, stopwords("english"))

# there is more we could do in terms of data preparation
# stemming... looking for contractions... pronoun possessives...

# we take what is clearly a "bag of words" approach here
# the workhorse technique will be TermDocumentMatrix()
# for creating a terms-by-documents matrix across the document collection
initial.movies.tdm <- TermDocumentMatrix(document.collection)

# remove sparse terms from the matrix and report the most common terms
# looking for additional stop words and stop word contractions to drop
examine.movies.tdm <- removeSparseTerms(initial.movies.tdm, sparse = 0.25)
top.words <- Terms(examine.movies.tdm)
print(top.words)
# an analysis of this initial list of top terms shows a number of word
# contractions which we might like to drop from further analysis,
# recognizing them as stop words to be dropped from the document collection
more.stop.words <- c("cant","didnt","doesnt","dont","goes","isnt","hes",
  "shes","thats","theres","theyre","wont","youll","youre","youve")
document.collection <- tm_map(document.collection,
  removeWords, more.stop.words)

# create terms-by-documents matrix across the final document collection
movies.tdm <- TermDocumentMatrix(document.collection)

# save movie documents and document collection (corpus)
save("movies","document.collection","movies.tdm",
  file = "000_movies_data.Rdata")
# remove sparse terms from the matrix and report the most common terms
examine.movies.tdm <- removeSparseTerms(movies.tdm, sparse = 0.25)
top.words <- Terms(examine.movies.tdm)
print(top.words)  # the result of this is a bag of 200 words

# now comes a test...
# does looking at taglines hold promise as a way of identifying movie trends?
# if it does, then years closest in time should be closest to one
# another in a text measurement space as reflected, say,
# by multidimensional scaling...
# create a dictionary of the top words from the corpus
top.words.dictionary <- c(as.character(top.words))

# create terms-by-documents matrix using the mtpa.Dictionary
top.words.movies.tdm <- TermDocumentMatrix(document.collection,
  list(dictionary = top.words.dictionary))

# dissimilarity measures and multidimensional scaling
# with wordlayout from the wordcloud package for non-overlapping labels
pdf(file = "fig_text_mds_1974_2013.pdf", width = 7, height = 7)
# years.dissimilarity.matrix <-
#  dissimilarity(x = top.words.movies.tdm, y = NULL, method = "cosine")
years.dissimilarity.matrix <-
    dist(t(inspect(top.words.movies.tdm)), method = "cosine")
years.mds.solution <- cmdscale(years.dissimilarity.matrix, k = 2, eig = TRUE)
x <- years.mds.solution$points[,1]
y <- -years.mds.solution$points[,2]  # rotated to be consistent with biplot
w <- c("1974","1975","1976","1977","1978","1979",
  "1980","1981","1982","1983","1984","1985","1986",
  "1987","1988","1989","1990","1991","1992","1993",
  "1994","1995","1996","1997","1998","1999","2000",
  "2001","2002","2003","2004","2005","2006","2007",
  "2008","2009","2010","2011","2012","2013")
plot(x,y,type="n", xlim = c(-0.075,0.075), ylim = c(-0.075,0.075),
  xlab = "First Dimension", ylab = "Second Dimension")
lay <- wordlayout(x, y, w, xlim = c(-0.075,0.075), ylim = c(-0.075,0.075))
text(lay[,1]+.5*lay[,3],lay[,2]+.5*lay[,4],w)
dev.off()

# classification of words into groups for further analysis
# use transpose of the terms-by-document matrix and cluster analysis
words.distance.object <-
  dist(x = as.matrix(top.words.movies.tdm), method = "euclidean")

pdf(file = "fig_text_hcluster_top_words.pdf", width = 11, height = 8.5)
top.words.hierarchical.clustering <-
  agnes(words.distance.object,diss=TRUE,
    metric = "euclidean", stand = FALSE, method = "ward")
plot(top.words.hierarchical.clustering, cex.lab = 0.05)
dev.off()

# hierarchical solution suggests that four or five clusters may work
number.of.clusters.test <- NULL
for(number.of.clusters in 2:20) {
  try.words.clustering <- pam(words.distance.object,diss=TRUE,
    metric = "euclidean", stand = FALSE, k = number.of.clusters)
  number.of.clusters.test <-
    rbind(number.of.clusters.test,
      data.frame(number.of.clusters,
        ave.sil.width = try.words.clustering$silinfo$avg.width))
   cat("\n\n","Number of clusters: ",number.of.clusters,
     " Average silhouette width: ",try.words.clustering$silinfo$avg.width,
     "\nKey identified concepts: ",try.words.clustering$medoids,
     "\nCluster average silhouette widths: ")
   print(try.words.clustering$silinfo$clus.avg.widths)
  }  # end of for-loop for number-of-clusters test
print(number.of.clusters.test)
# results suggest that five clusters may work best here
# we examine these clusters and give them names corresponding to medoids
top.words.clustering <- pam(words.distance.object,diss=TRUE,
    metric = "euclidean", stand = FALSE, k = 5)
# review the clustering results
print(summary(top.words.clustering))
# the medoid identified through the clustering process
# is an object at the center of the cluster...
# it is used to define the cluster here we identify their names
cat("\nKey Words Identified by Cluster Analysis: \n")
key.word.set <- top.words.clustering$medoids
print(key.word.set)
# convert the distance object to an actual distance matrix
# for doing word searches directly on the matrix calculations
words.distance.matrix <- as.matrix(words.distance.object)
# for each medoid... identify the closest words from distance matrix
# let us choose the two closest words to have five lists of three words
# for further analysis... note that there is some overlap in word sets
for(index.for.key.word in seq(along=key.word.set)) {
  # identify the column for the key word
  key.word.column <-
    words.distance.matrix[,c(key.word.set[index.for.key.word])]
  # sort the key word column by distance
  sorted.key.word.column <- sort(key.word.column)
  # the smallest distance will be the distance of the key word to itself
  # so choose the second through tenth words in from the sorted column
  print(sorted.key.word.column[1:5])
  if (index.for.key.word == 1)
    loved.word.set <- names(sorted.key.word.column[1:3])
  if (index.for.key.word == 2)
    worlds.word.set <- names(sorted.key.word.column[1:3])
  if (index.for.key.word == 3)
    truth.word.set <- names(sorted.key.word.column[1:3])
  if (index.for.key.word == 4)
    life.word.set <- names(sorted.key.word.column[1:3])
  if (index.for.key.word == 5)
    story.word.set <- names(sorted.key.word.column[1:3])
  }
# turn the word sets into dictionaries for analysis
loved.words.dictionary <- c(as.character(loved.word.set))
worlds.words.dictionary <- c(as.character(worlds.word.set))
truth.words.dictionary <- c(as.character(truth.word.set))
life.words.dictionary <- c(as.character(life.word.set))
story.words.dictionary <- c(as.character(story.word.set))
# do word counts across the dictionaries
year <- 1974:2013
total.words <- integer(length(year))
loved.words <- integer(length(year))
worlds.words <- integer(length(year))
truth.words <- integer(length(year))
life.words <- integer(length(year))
story.words <- integer(length(year))

for(index.for.document in seq(along=year)) {
  loved.words[index.for.document] <-
    sum(termFreq(document.collection[[index.for.document]],
    control = list(dictionary = loved.words.dictionary)))

  worlds.words[index.for.document] <-
    sum(termFreq(document.collection[[index.for.document]],
    control = list(dictionary = worlds.words.dictionary)))

  truth.words[index.for.document] <-
    sum(termFreq(document.collection[[index.for.document]],
    control = list(dictionary = truth.words.dictionary)))

  life.words[index.for.document] <-
    sum(termFreq(document.collection[[index.for.document]],
    control = list(dictionary = life.words.dictionary)))

  story.words[index.for.document] <-
    sum(termFreq(document.collection[[index.for.document]],
    control = list(dictionary = story.words.dictionary)))

  total.words[index.for.document] <-
    length(movies.tdm[,index.for.document][["i"]])
  }
# gather the results up in a data frame
movie.analytics.data.frame <- data.frame(year, total.words,
  loved.words, worlds.words, truth.words, life.words, story.words)
# compute text measures as percentages of words in each set
movie.analytics.data.frame$LOVED <-
  100 * movie.analytics.data.frame$loved.words /
    movie.analytics.data.frame$total.words
LOVED <- standardize(movie.analytics.data.frame$LOVED)
LOVED.ts <- ts(LOVED, start = c(1974,1), end = c(2013,1), frequency = 1)
movie.analytics.data.frame$WORLDS <-
  100 * movie.analytics.data.frame$worlds.words /
    movie.analytics.data.frame$total.words
WORLDS <- standardize(movie.analytics.data.frame$WORLDS)
WORLDS.ts <- ts(WORLDS, start = c(1974,1), end = c(2013,1), frequency = 1)


movie.analytics.data.frame$TRUTH <-
  100 * movie.analytics.data.frame$truth.words /
    movie.analytics.data.frame$total.words
TRUTH <- standardize(movie.analytics.data.frame$TRUTH)
TRUTH.ts <- ts(TRUTH, start = c(1974,1), end = c(2013,1), frequency = 1)

movie.analytics.data.frame$LIFE <-
  100 * movie.analytics.data.frame$life.words /
    movie.analytics.data.frame$total.words
LIFE <- standardize(movie.analytics.data.frame$LIFE)
LIFE.ts <- ts(LIFE, start = c(1974,1), end = c(2013,1), frequency = 1)

movie.analytics.data.frame$STORY <-
  100 * movie.analytics.data.frame$story.words /
    movie.analytics.data.frame$total.words
STORY <- standardize(movie.analytics.data.frame$STORY)
STORY.ts <- ts(STORY, start = c(1974,1), end = c(2013,1), frequency = 1)

# data frame of standardized text measures
text.measures.data.frame <- data.frame(LOVED,WORLDS,TRUTH,LIFE,STORY)
rownames(text.measures.data.frame) <- 1974:2013

principal.components.solution <-
  princomp(text.measures.data.frame, cor = TRUE)
print(summary(principal.components.solution))
# biplot rendering of text measures and documents by year
pdf(file = "fig_text_text_measures_biplot.pdf", width = 8.5, height = 11)
biplot(principal.components.solution, xlab = "First Pricipal Component",
  ylab = "Second Principal Component", col = c("black","darkblue"), las = 1)
dev.off()

# multiple time series object for text measures
text.measures.mts <- cbind(LOVED.ts, WORLDS.ts, TRUTH.ts, LIFE.ts, STORY.ts)
colnames(text.measures.mts) <- c("LOVED","WORLDS","TRUTH","LIFE","STORY")
# text horizons for forty years of movies
pdf(file = "fig_text_horizon_1974_2013.pdf", width = 8.5, height = 11)
print(horizonplot(text.measures.mts, colorkey = TRUE,
  layout = c(1,5), strip.left = FALSE, horizonscale = 1,
  origin = 0,
  ylab = list(rev(colnames(text.measures.mts)), rot = 0, cex = 0.7)) +
  layer_(panel.fill(col = "gray90"), panel.xblocks(..., col = "white")))
dev.off()





8. Sentiment Analysis

“Frankly, my dear, I don’t give a damn.”

—CLARK GABLE AS RHETT BUTLER IN Gone with the Wind (1940)

As all must know by now, I am not shy about sharing my opinions. So to start on the topic for this chapter, I have written a few movie reviews. Along with the reviews, shown in figures 8.1 and 8.2, I give each of the movies a rating from 1 to 10, with 1 being “horrible” and 10 being “fantastic.” Such is sentiment.


[image: Image]

Figure 8.1. A Few Movie Reviews According to Tom



Sentiment analysis is text analytics with a purpose. It is the use of text measures to learn about the past and make predictions about the future. Sometimes called opinion mining, sentiment analysis draws upon positive and negative word sets (lexicons, dictionaries) that convey human emotion or feeling. These word sets are specific to the language being spoken and the context of application.

To do sentiment analysis correctly, we need to design text measures that work. In this chapter we explore various methods for developing text measures of sentiment, including list-based measures, item-weighted measures, and models for text classification. We employ a training-and-test regimen in evaluating the predictive performance of text measures and models.
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Figure 8.2. A Few More Movie Reviews According to Tom



To demonstrate list-based measures of sentiment, we draw upon a lexicon developed by Hu and Liu (2004). This lexicon includes lists of 2,006 positive and 4,783 negative opinion and sentiment words. We see how these lists match up with a movie reviews corpus from Mass et al. (2011).1

1 The movie reviews data are available from the authors of Mass et al. (2011), Andrew L. Maas, Raymond E. Daly, Peter T. Pham, Dan Huang, Andrew Y. Ng, and Christopher Potts, who were kind enough to place these data in the public domain. The original source for these data was The Intenret Movie Database (IMDb). The full unsupervised data set includes 50,000 movie reviews with no associated ratings. There are similarly sized training and test data sets. We are using a small sample from each of these data sets in this chapter. The movie reviews data may be downloaded from http://ai.stanford.edu/~amaas/data/sentiment/.

There are three data set types in the corpus provided by Mass et al. (2011). The first is a data set with review text but no ratings. We will use this first data set to identify word sets for sentiment text measures. The second data set contains movie reviews with known ratings. We use this as our training data for developing text measurement models. And the third data set, like the second, has known ratings. We use this for evaluating developed text measures. At the end of the process we will evaluate developed text measures and models on the ratings provided at the beginning of the chapter.

Figure 8.3 shows fifty words from the Hu and Liu (2004) lexicon that worked for the data set of movie reviews with no ratings. Review of the positive and negative word lists suggests that positive words may come from movie love stories and comedies, uplifting or “feel good” movies. Negative words, on the other hand, are more likely to be associated with horror, violence, and tragedy.2

2 Notice that we are not using word stemming in creating word sets, as we have both “enjoy” and “enjoyed,” as well as “love” and “loved,” in the positive word set, and “kill” and “killed” in the negative word set. Stemming may be used in future studies with these data.


[image: Image]

Figure 8.3. Fifty Words of Sentiment



Note that there is nothing inherently good about the positive words or inherently bad about the negative words. As with any words we might use in communication, it is context that gives them meaning. In fact, it would be easy for us to review a bad movie using words chosen from the positive list or a good movie using words chosen from the negative list.

Moving forward with these identified lists, suppose we count numbers of positive and negative words in each of the movie reviews, computing two list-based text measures. Let POSITIVE be the percentage of words in the review that match up with the list of twenty-five positive words, and let NEGATIVE be the percentage of words in the review that match up with the list of twenty-five negative words. Figure 8.4 shows four movie reviews and their associated POSITIVE and NEGATIVE scores.
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Figure 8.4. List-Based Text Measures for Four Movie Reviews



The scatter plot in figure 8.5 shows how the two list-based measures play out across the set of 500 movie reviews. If POSITIVE and NEGATIVE were at opposite ends of a single underlying dimension, we would expect these text measures to correlate close to -1.0. In fact, when we compute the correlation between POSITIVE and NEGATIVE, we see that it is negative, but much closer to zero than -1.0.
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Figure 8.5. Scatter Plot of Text Measures of Positive and Negative Sentiment



How do POSITIVE and NEGATIVE scores play out as far as the eight movie reviews at the beginning of the chapter? Table 8.1 suggests that they may not be doing so well. The list-based measures are missing favorable ratings of The Effect of Gamma Rays on Man-in-the-Moon Marigolds and Find Me Guilty, as well as the unfavorable rating of Moneyball.
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Table 8.1. List-Based Sentiment Measures from Tom’s Reviews



Perhaps POSITIVE and NEGATIVE can be combined in a way to yield effective predictions of movie ratings. Alternatively, we can go back to the list of fifty sentiment terms and use them in data-based models to predict movie ratings. To move forward with text measures and model development, let us look at the training set of movie reviews with known ratings.

We select 500 records from the training set of positive reviews (reviews with ratings between 7 and 10) and 500 records from the training set of negative reviews (reviews with ratings between 1 and 4). We combine these to form a training data set of 1,000 movie reviews. We employ the same procedure to create a test set of 1,000 movie reviews.

Working with alternative text measures and predictive modeling techniques, we employ a training-and-test regimen, developing measures and models on a training set and testing on a test set. Our goal is to predict whether a movie review is thumbs-up (a rating higher than 6) or thumbs-down (a rating less than 5). This is a text classification problem that may be addressed using various techniques. Here are six measures and modeling techniques we use for this example:

[image: Image] Simple difference. We compute difference scores (POSITIVE minus NEGATIVE scores) and use a training-set-developed cutoff for predicting thumbs-up or thumbs-down.

[image: Image] Regression difference. We use linear regression to determine weights to use for combining POSITIVE and NEGATIVE scores into a linear predictor of ratings. Here we use the predicted rating with a cutoff for predicting thumbs-up or thumbs-down.

[image: Image] Word/item analysis. Working with the original set of fifty words, we use the training data to identify positive-leaning and negative-leaning words. We create a smaller set of words, with each word being weighted +1 for thumbs up or -1 for thumbs down. We define an item-based text measure as the sum of these item scores. Predicting thumbs-up or thumbs-down is then a matter of noting the sign (plus or minus) of the resulting text measure. This procedure is similar to traditional item analysis procedures in psychometrics. See Nunnally (1967) or Lord and Novick (1968).

[image: Image] Logistic regression. Here we employ a traditional statistical modeling method for predicting a binary response. In particular, we use stepwise logistic regression to select useful predictors from the set of fifty sentiment words. Coefficients or weights in a linear predictor are determined by the method of maximum likelihood. Logistic regression is a common approach to binary classification problems. Discussion of logistic regression is provided in many sources (Ryan 2008; Fox and Weisberg 2011; Hosmer, Lemeshow, and Sturdivant 2013).

[image: Image] Support vector machines. This machine learning algorithm has been shown to be an effective technique in text classification problems and, more generally, in problems with large numbers of explanatory variables, as we have here with the full set of fifty sentiment words. Most closely identified with Vladimir Vapnik (Boser, Guyon, and Vapnik 1992; Vapnik 1998; Vapnik 2000), discussion of support vector machines may be found in Cristianini and Shawe-Taylor (2000), Izenman (2008), and Hastie, Tibshirani, and Friedman (2009). Tong and Koller (2001) discuss support vector machines for text classification.

[image: Image] Random forests. This is a committee or ensemble method that uses thousands of tree-structured classifiers to arrive at a single prediction. The tree-structured classifiers themselves follow methods described in the work of Breiman et al. (1984). Review of tree-structured methods is provided by Izenman (2008) and Hastie, Tibshirani, and Friedman (2009). This is recursive partitioning on the training set to develop classification trees for predicting thumbs-up or thumbs-down. The set of explanatory variables is the full set of fifty sentiment words. Many such trees are constructed to form the random forest. Like support vector machines, this method has been shown to be very effective when working with large numbers of explanatory variables. It is based on bootstrap resampling techniques. Introduced by Breiman (2001a), useful introductions to this method may be found in Izenman (2008) and Hastie, Tibshirani, and Friedman (2009).

Testing various measurement and modeling techniques as we are doing here constitutes a first iteration of a benchmark experiment. How shall we evaluate the predictive accuracy in this study? For the movie reviews text classification problem, we use an index that is easy for managers to understand: the percentage of correct thumbs-up/thumbs-down predictions in the test set of movie reviews. In table 8.2 we report this statistic along with the percentage of correct predictions in the training set.
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Table 8.2. Accuracy of Text Classification for Movie Reviews (Thumbs-Up or Thumbs-Down)



Word/item analysis following traditional psychometric methods and random forests do equally well in text classification in the test set, with random forests doing the best on the training data. Random forests have the added advantage of providing measures of explanatory variable importance (word importance in text classification), as shown in as a dot chart in figure 8.6.
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Figure 8.6. Word Importance in Classifying Movie Reviews as Thumbs-Up or Thumbs-Down



To complete the work with the movie reviews, we select the best performing measurement model from the benchmark study, random forests, and use it to classify the movie reviews presented at the beginning of the chapter. Table 8.3 shows the results. Five of the eight reviews (62.5 percent) are correctly classified. Like the list-based measures NEGATIVE and POSITIVE, that we had reviewed earlier, the random forest method fails in its classification of the thumbs-up movies The Effect of Gamma Rays on Man-in-the-Moon Marigolds and Find Me Guilty and in its classification of the thumbs-down movie Moneyball.
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Table 8.3. Random Forest Text Measurement Model Applied to Tom’s Movie Reviews



If we were to build a simple tree classifier for the movie ratings data, it would look like the one in figure 8.7. The simple tree tells us that if we are to classify on the basis of one word and one word alone, that word would be “worst.” People who use the word “worst” tend to give a movie thumbs-down, with “bad” and “waste” following closely as thumbs-down predictors. If a review has none of those three words, but instead has the word “amazing,” the simple tree classifier would predict thumbs-up. Beyond that, we have to look at additional words, such as “plot,” “favorite,” “terrible,” and “death.”
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Figure 8.7. A Simple Tree Classifier for Thumbs-Up or Thumbs-Down



A simple tree may not be the best predictor, but it can help explain the way models work. The random forest, the best text classifier we found in this study is composed of hundreds of trees, each one a little different from the next.

The value of a model lies in the quality of its predictions. How well does the simple tree classifier do in predicting thumbs-up or down for the eight movie reviews at the beginning of the chapter? Not very well. It makes the same mistakes as the list and random forest classifiers and one additional mistake—it classifies Fight Club as thumbs-up, when it should be thumbs-down. To see why it does this, we have only to trace the path taken down the tree. The review of Fight Club contains none of the words in the tree, so we end in the second terminal node from the right, a thumbs-up node.

Text feature selection and the definition of text measures are at the heart of sentiment analysis, a bourgeoning area of research. Text measures are scores on attributes or features that describe text. Measurement, in its most basic sense, is the assignment of numbers to attributes according to rules. We can use text measures to assess personality, consumer preferences, and political opinions, just as we can use survey instruments. The difference between text measures and survey instruments is that text measures begin with unstructured text as their input data, rather than questionnaire responses. The sentiment data are drawn from a variety of sources, including any accessible public communication medium, including, of course, social networks.

Precursors to sentiment analysis may be found in content analysis, thematic, semantic, and network text analysis (Roberts 1997; Popping 2000; West 2001; Leetaru 2011; Krippendorff 2012). These methods have seen a wide range of applications within the social sciences, including the analysis of political discourse. An early computer implementation of content analysis is found in the General Inquirer program (Stone et al. 1966; Stone 1997). Buvač and Stone (2001) describe a version of the program that provides text measures based upon word counts across numerous semantic categories.

Text measures flow from a measurement model (algorithms for scoring) and a dictionary, both defined by the researcher or analyst. A dictionary in this context is not a traditional dictionary; it is not an alphabetized list of words and their definitions. Rather, the dictionary used to construct text measures is a repository of word lists, such as synonyms and antonyms, positive and negative words, strong and weak sounding words, bipolar adjectives, parts of speech, and so on. The lists come from expert judgments about the meaning of words. A text measure assigns numbers to documents according to rules, with the rules being defined by the word lists, scoring algorithms, and modeling techniques in predictive analytics.

Among the more popular measurement schemes from the psychometric literature is Charles Osgood’s semantic differential (Osgood, Suci, and Tannenbaum 1957; Osgood 1962). Exemplary bipolar dimensions include the positive–negative, strong–weak, and active–passive dimensions.

An example of text measures may be found in Roderick P. Hart’s (2000a, 2000b, 2001) work with political discourse across thirteen U. S. presidential campaigns from 1948 to 1996. Hart developed general text measures summarizing the tone of documents along dimensions called certainty, optimism, activity, realism, and commonality (shared values). Each measure involved counting words from selected word lists. Some words received positive weights, others negative weights. The optimism measure, for example, assigned positive weights to words relating to praise, satisfaction, and inspiration, while recording negative weights for words relating to blame, hardship, and denial. The realism measure drew upon the concept of familiarity. A text measure in its own right, familiarity was computed with reference to a dictionary of forty-four words that are regarded as the most common words in the English language. Reviewing the voices of the three main groups (politicians, press, and public), Hart observed increasing complexity (lower familiarity scores) over time. Across the entire period of the study, the voice of the press was decidedly negative in tone (low in optimism), compared to politicians and the public. Normalcy in speech, if not in policy, is rewarded in American politics. Among political candidates, centrist speakers, those who spoke in common parlance, were more successful than non-centrist candidates.

Text measurement holds promise as a technology for understanding consumer opinion and markets. Just as political researchers can learn from the words of the public, press, and politicians, business researchers can learn from the words of customers and competitors. There are customer service logs, telephone transcripts, and sales call reports, along with user group, listserv, and blog postings. And we have ubiquitous social media from which to build document collections for text and sentiment analysis.

The measurement story behind opinion and sentiment analysis is an important story that needs to be told. Sentiment analysis, like all measurement, is the assignment of numbers to attributes according to rules. But what do the numbers mean? To what extent are text measures reliable or valid? To demonstrate content or face validity, we show that the content of the text measure relates to the attribute being measured. We examine word sets, and we try to gain agreement (among subject matter experts, perhaps) that they measure a particular attribute or trait. Sentiment research also involves the testing of word sets within specific contexts and, when possible, testing against external criteria. To demonstrate predictive validity, we show that a text measure can be used for prediction, as we have with text measures in predicting movie review thumbs-up or thumbs-down.

For the evaluation text measures, we employ a training-and-test regimen. We can use a simple index of predictive accuracy: the proportion of correct predictions. Or we can use other measures of predictive accuracy. See appendix A and exhibit A.1 for additional discussion of classification and the evaluation of binary classifiers.

Regarding Twitter-based text measures, there have been various attempts to predict the success of movies prior to their being distributed to theaters nationwide (Sharda and Delen 2006; Delen, Sharda, and Kumar 2007). Most telling is work completed at HP Labs that utilized chat on Twitter as a predictor of movie revenues (Asur and Huberman 2010). Bollen, Mao, and Zeng (2011) utilize Twitter sentiment analysis in predicting stock market movements. Taddy’s (2013b, 2014) sentiment analysis work builds on the inverse regression methods of Cook (1998, 2007). Taddy (2013a) uses Twitter data to examine political sentiment.

We expect sentiment analysis to be an active area of research for many years. Some have voiced concerns about unidimensional measures of sentiment. There have been attempts to develop more extensive sentiment word sets, as well as multidimensional measures (Turney 2002; Asur and Huberman 2010). Recent developments in machine learning and quantitative linguistics point to sentiment measurement methods that employ natural language processing rather than relying on positive and negative word sets (Socher et al. 2011).

Exhibit 8.1 lists the Python program for the movie reviews example. Exhibit 8.2 shows the corresponding R program. It shows the development of text measures of sentiment and models for predicting thumbs-up versus thumbs-down movie reviews based on the text from those reviews. Traditional methods and machine learning techniques are employed. The program draws on R packages provided by Feinerer (2014), Wickham (2014b), Wickham and Chang (2014), Sarkar and Andrews (2014), Kuhn (2014), Liaw and Wiener (2014), Therneau, Atkinson, and Ripley (2014), Milborrow (2014), and Meyer et al. (2014).

Exhibit 8.1. Sentiment Analysis and Classification of Movie Ratings (Python)

Click here to view code image



# Sentiment Analysis Using the Movie Ratings Data (Python)

# Note that results from this program may differ from the results
# documented in the book because algorithms for text parsing
# and text classification vary between Python and R.
# The objectives of the analysis and steps in completing the analysis
# are consistent with those in the book. And results, although
# not identical between Python and R, should be very similar.

# prepare for Python version 3x features and functions
from __future__ import division, print_function

# import packages for text processing and machine learning
import os  # operating system commands
import re  # regular expressions
import nltk  # draw on the Python natural language toolkit
import pandas as pd  # DataFrame structure and operations
import numpy as np  # arrays and numerical processing
import matplotlib.pyplot as plt  # 2D plotting
import statsmodels.api as sm  # logistic regression
import statsmodels.formula.api as smf  # R-like model specification
import patsy  # translate model specification into design matrices
from sklearn import svm  # support vector machines
from sklearn.ensemble import RandomForestClassifier  # random forests
# import user-defined module
from python_utilities import evaluate_classifier, get_text_measures,\
    get_summative_scores

# list files in directory omitting hidden files
def listdir_no_hidden(path):
    start_list = os.listdir(path)
    end_list = []
    for file in start_list:
        if (not file.startswith('.')):
            end_list.append(file)
    return(end_list)
# define list of codes to be dropped from document

# carriage-returns, line-feeds, tabs
codelist = ['\r', '\n', '\t']

# there are certain words we will ignore in subsequent
# text processing... these are called stop-words
# and they consist of prepositions, pronouns, and
# conjunctions, interrogatives, ...
# we begin with the list from the natural language toolkit
# examine this initial list of stopwords
nltk.download('stopwords')
# let's look at that list
print(nltk.corpus.stopwords.words('english'))

# previous analysis of a list of top terms showed a number of words, along
# with contractions and other word strings to drop from further analysis, we add
# these to the usual English stopwords to be dropped from a document collection
more_stop_words = ['cant','didnt','doesnt','dont','goes','isnt','hes',\
    'shes','thats','theres','theyre','wont','youll','youre','youve', 'br'\
    've', 're', 'vs']

some_proper_nouns_to_remove = ['dick','ginger','hollywood','jack',\
    'jill','john','karloff','kudrow','orson','peter','tcm','tom',\
    'toni','welles','william','wolheim','nikita']

# start with the initial list and add to it for movie text work
stoplist = nltk.corpus.stopwords.words('english') + more_stop_words +\
    some_proper_nouns_to_remove

# text parsing function for creating text documents
# there is more we could do for data preparation
# stemming... looking for contractions... possessives...
# but we will work with what we have in this parsing function
# if we want to do stemming at a later time, we can use
#     porter = nltk.PorterStemmer()
# in a construction like this
#     words_stemmed =  [porter.stem(word) for word in initial_words]

def text_parse(string):
    # replace non-alphanumeric with space
    temp_string = re.sub('[^a-zA-Z]', '  ', string)
    # replace codes with space
    for i in range(len(codelist)):
        stopstring = ' ' + codelist[i] + '  '
        temp_string = re.sub(stopstring, '  ', temp_string)
    # replace single-character words with space
    temp_string = re.sub('\s.\s', ' ', temp_string)
    # convert uppercase to lowercase
    temp_string = temp_string.lower()
    # replace selected character strings/stop-words with space
    for i in range(len(stoplist)):
        stopstring = ' ' + str(stoplist[i]) + ' '
        temp_string = re.sub(stopstring, ' ', temp_string)
    # replace multiple blank characters with one blank character
    temp_string = re.sub('\s+', ' ', temp_string)
    return(temp_string)

# read in positive and negative word lists from Hu and Liu (2004)
with open('Hu_Liu_positive_word_list.txt','rt') as f:
    positive_word_list = f.read().split()
with open('Hu_Liu_negative_word_list.txt','rt') as f:
    negative_word_list = f.read().split()

# define counts of positive, negative, and total words in text document
def count_positive(text):
    positive = [w for w in text.split() if w in positive_word_list]
    return(len(positive))

# define text measure for negative score as percentage of negative words
def count_negative(text):
    negative = [w for w in text.split() if w in negative_word_list]
    return(len(negative))

# count number of words
def count_total(text):
    total = [w for w in text.split()]
    return(len(total))

# define text measure for positive score as percentage of positive words
def score_positive(text):
    positive = [w for w in text.split() if w in positive_word_list]
    total = [w for w in text.split()]
    return 100 * len(positive)/len(total)


# define text measure for negative score as percentage of negative words
def score_negative(text):
    negative = [w for w in text.split() if w in negative_word_list]
    total = [w for w in text.split()]
    return 100 * len(negative)/len(total)

def compute_scores(corpus):
    # use the complete word lists for POSITIVE and NEGATIVE measures
    # to score all documents in a corpus or list of documents
    positive = []
    negative = []
    for document in corpus:
        positive.append(score_positive(document))
        negative.append(score_negative(document))
    return(positive, negative)

# we use movie ratings data from Mass et al. (2011)
# available at http://ai.stanford.edu/~amaas/data/sentiment/
# we set up a directory under our working directory structure
# /reviews/train/unsup/ for the unsupervised reviews
# /reviews/train/neg/ training set negative reviews
# /reviews/train/pos/ training set positive reviews
# /reviews/test/neg/ text set negative reviews
# /reviews/test/pos/ test set positive reviews
# /reviews/test/tom/ eight movie reviews from Tom
# function for creating corpus and aggregate document
# input is directory path for documents
# document parsing accomplished by text_parse function
# directory of parsed files set up for manual inspection

def corpus_creator (input_directory_path, output_directory_path):
    # identify the file names in unsup directory
    file_names = listdir_no_hidden(path = input_directory_path)
    # create list structure for storing parsed documents
    document_collection = []
    # initialize aggregate document for all documents in set
    aggregate_document = ''
    # create a directory for parsed files
    parsed_file_directory = output_directory_path
    os.mkdir(parsed_file_directory)
    # parse each file and write to directory of parsed files
    for filename in file_names:
        with open(os.path.join(input_directory_path, filename), 'r') as infile:
            this_document = text_parse(infile.read())
            aggregate_document = aggregate_document + this_document
            document_collection.append(this_document)
            outfile = parsed_file_directory + filename
            with open(outfile, 'wt') as f:
                f.write(str(this_document))
    aggregate_words = [w for w in aggregate_document.split()]
    aggregate_corpus = nltk.Text(aggregate_words)
    return(file_names, document_collection, aggregate_corpus)

# function for extracting rating from file name
# for file names of the form 'x_y.txt' where y is the rating
def get_rating(string):
    return(int(string.partition('.')[0].partition('_')[2]))

# dictionary for mapping of ratings to thumbsupdown
map_to_thumbsupdown = {1:'DOWN', 2:'DOWN', 3:'DOWN', 4:'DOWN',
    6:'UP', 7:'UP', 8:'UP', 9:'UP', 10:'UP'}

# begin working with the unsup corpus
unsup_file_names, unsup_corpus, unsup_aggregate_corpus = \
    corpus_creator(input_directory_path = 'reviews/train/unsup/',\
        output_directory_path = 'reviews/train/unsup_parsed/')

# examine frequency distribution of words in unsup corpus
unsup_freq = nltk.FreqDist(unsup_aggregate_corpus)
print('\nNumber of Unique Words in unsup corpus',len(unsup_freq.keys()))
print('\nTop Fifty Words in unsup Corpus:',unsup_freq.keys()[0:50])

# identify the most frequent unsup words from the positive word list
# here we use set intersection to find a list of the top 25 positive words
length_test = 0  # initialize test length
nkeys = 0  # slicing index for frequency table extent
while (length_test < 25):
    length_test =\
        len(set(unsup_freq.keys()[:nkeys]) &  set(positive_word_list))
    nkeys = nkeys + 1
selected_positive_set =\
    set(unsup_freq.keys()[:nkeys]) &  set(positive_word_list)
selected_positive_words = list(selected_positive_set)
selected_positive_words.sort()
print('\nSelected Positive Words:', selected_positive_words)

# identify the most frequent unsup words from the negative word list
# here we use set intersection to find a list of the top 25 negative words
length_test = 0  # initialize test length
nkeys = 0  # slicing index for frequency table extent
while (length_test < 25):
    length_test =\
        len(set(unsup_freq.keys()[:nkeys]) & set(negative_word_list))
    nkeys = nkeys + 1
selected_negative_set =\
    set(unsup_freq.keys()[:nkeys]) & set(negative_word_list)
# list is actually 26 items and contains both 'problem' and 'problems'
# so we will eliminate 'problems' from the selected negative words
selected_negative_set.remove('problems')
selected_negative_words = list(selected_negative_set)
selected_negative_words.sort()
print('\nSelected Negative Words:', selected_negative_words)

# use the complete word lists for POSITIVE and NEGATIVE measures/scores
positive, negative = compute_scores(unsup_corpus)

# create data frame to explore POSITIVE and NEGATIVE measures
unsup_data = {'file': unsup_file_names,\
    'POSITIVE': positive, 'NEGATIVE': negative}
unsup_data_frame = pd.DataFrame(unsup_data)

# summary of distributions of POSITIVE and NEGATIVE scores for unsup corpus
print(unsup_data_frame.describe())

print('\nCorrelation between POSITIVE and NEGATIVE',\
    round(unsup_data_frame['POSITIVE'].corr(unsup_data_frame['NEGATIVE']),3))

# scatter plot of POSITIVE and NEGATIVE scores for unsup corpus
ax = plt.axes()
ax.scatter(unsup_data_frame['NEGATIVE'], unsup_data_frame['POSITIVE'],\
    facecolors = 'none', edgecolors = 'blue')
ax.set_xlabel('NEGATIVE')
ax.set_ylabel('POSITIVE')
plt.savefig('fig_sentiment_text_measures_scatter_plot.pdf',
    bbox_inches = 'tight', dpi=None, facecolor='none', edgecolor='blue',
    orientation='portrait', papertype=None, format=None,
    transparent=True, pad_inches=0.25, frameon=None)

# work on the directory of training files-----------------------------------
# Perhaps POSITIVE and NEGATIVE can be combined in a way to yield effective
# predictions of movie ratings. Let us move to a set of movie reviews for
# supervised learning.   We select the 500 records from a set of positive
# reviews (ratings between 7 and 10) and 500 records from a set of negative
# reviews (ratings between 1 and 4). We begin with the training data.

# /reviews/train/pos/ training set positive reviews
train_pos_file_names, train_pos_corpus, train_pos_aggregate_corpus = \
    corpus_creator(input_directory_path = 'reviews/train/pos/',\
        output_directory_path = 'reviews/train/pos_parsed/')
# use the complete word lists for POSITIVE and NEGATIVE measures/scores
positive, negative = compute_scores(train_pos_corpus)

rating = []
for file_name in train_pos_file_names:
    rating.append(get_rating(str(file_name)))

# create data frame to explore POSITIVE and NEGATIVE measures
train_pos_data = {'train_test':['TRAIN'] * len(train_pos_file_names),\
    'pos_neg': ['POS'] * len(train_pos_file_names),\
    'file_name': train_pos_file_names,\
    'POSITIVE': positive, 'NEGATIVE': negative,\
    'rating': rating}
train_pos_data_frame = pd.DataFrame(train_pos_data)

# /reviews/train/neg/ training set negative reviews
train_neg_file_names, train_neg_corpus, train_neg_aggregate_corpus = \
    corpus_creator(input_directory_path = 'reviews/train/neg/',\
        output_directory_path = 'reviews/train/neg_parsed/')
# use the complete word lists for POSITIVE and NEGATIVE measures/scores
positive, negative = compute_scores(train_neg_corpus)
rating = []
for file_name in train_neg_file_names:
    rating.append(get_rating(str(file_name)))

# create data frame to explore POSITIVE and NEGATIVE measures
train_neg_data = {'train_test':['TRAIN'] * len(train_neg_file_names),\
    'pos_neg': ['NEG'] * len(train_neg_file_names),\
    'file_name': train_neg_file_names,\
    'POSITIVE': positive, 'NEGATIVE': negative,\
    'rating': rating}
train_neg_data_frame = pd.DataFrame(train_neg_data)

# merge the positive and negative training data frames
train_data_frame = pd.concat([train_pos_data_frame, train_neg_data_frame],\
    axis = 0, ignore_index = True)
# determining thumbs up or down based on rating
train_data_frame['thumbsupdown'] = \
    train_data_frame['rating'].map(map_to_thumbsupdown)
# compute simple measure of sentiment as POSITIVE - NEGATIVE
train_data_frame['simple'] = \
    train_data_frame['POSITIVE'] - train_data_frame['NEGATIVE']
# examine the data frame
print(pd.crosstab(train_data_frame['pos_neg'],\
    train_data_frame['thumbsupdown']))
print(train_data_frame.head())
print(train_data_frame.tail())
print(train_data_frame.describe())
ratings_grouped = train_data_frame['simple'].\
    groupby(train_data_frame['rating'])
print('\nTraining Data Simple Difference Means by Ratings:',\
    ratings_grouped.mean())
thumbs_grouped = \
    train_data_frame['simple'].groupby(train_data_frame['thumbsupdown'])
print('\nTraining Data Simple Difference Means by Thumbs UP/DOWN:',\
    thumbs_grouped.mean())
# repeat methods for the test data -----------------------------
# /reviews/test/pos/ testing set positive reviews
test_pos_file_names, test_pos_corpus, test_pos_aggregate_corpus = \
    corpus_creator(input_directory_path = 'reviews/test/pos/',\
        output_directory_path = 'reviews/test/pos_parsed/')
# use the complete word lists for POSITIVE and NEGATIVE measures/scores
positive, negative = compute_scores(test_pos_corpus)
rating = []
for file_name in test_pos_file_names:
    rating.append(get_rating(str(file_name)))

# create data frame to explore POSITIVE and NEGATIVE measures
test_pos_data = {'train_test':['TEST'] * len(test_pos_file_names),\
    'pos_neg': ['POS'] * len(test_pos_file_names),\
    'file_name': test_pos_file_names,\
    'POSITIVE': positive, 'NEGATIVE': negative,\
    'rating': rating}
test_pos_data_frame = pd.DataFrame(test_pos_data)

# /reviews/test/neg/ testing set negative reviews
test_neg_file_names, test_neg_corpus, test_neg_aggregate_corpus = \
    corpus_creator(input_directory_path = 'reviews/test/neg/',\
        output_directory_path = 'reviews/test/neg_parsed/')
# use the complete word lists for POSITIVE and NEGATIVE measures/scores
positive, negative = compute_scores(test_neg_corpus)
rating = []
for file_name in test_neg_file_names:
    rating.append(get_rating(str(file_name)))

# create data frame to explore POSITIVE and NEGATIVE measures
test_neg_data = {'train_test':['TEST'] * len(test_neg_file_names),\
    'pos_neg': ['NEG'] * len(test_neg_file_names),\
    'file_name': test_neg_file_names,\
    'POSITIVE': positive, 'NEGATIVE': negative,\
    'rating': rating}
test_neg_data_frame = pd.DataFrame(test_neg_data)

# merge the positive and negative testing data frames
test_data_frame = pd.concat([test_pos_data_frame, test_neg_data_frame],\
    axis = 0, ignore_index = True)

# determining thumbs up or down based on rating
test_data_frame['thumbsupdown'] = \
    test_data_frame['rating'].map(map_to_thumbsupdown)
# compute simple measure of sentiment as POSITIVE - NEGATIVE
test_data_frame['simple'] = \
    test_data_frame['POSITIVE'] - test_data_frame['NEGATIVE']
# examine the data frame
print(pd.crosstab(test_data_frame['pos_neg'],\
    test_data_frame['thumbsupdown']))
print(test_data_frame.head())
print(test_data_frame.tail())
print(test_data_frame.describe())

ratings_grouped = test_data_frame['simple'].\
    groupby(test_data_frame['rating'])
print('\nTest Data Simple Difference Means by Ratings:',\
    ratings_grouped.mean())
thumbs_grouped = \
    test_data_frame['simple'].groupby(test_data_frame['thumbsupdown'])
print('\nTest Data Simple Difference Means by Thumbs UP/DOWN:',\
    thumbs_grouped.mean())

# repeat methods for the Tom's movie reviews -----------------------------
# /reviews/test/tom/ testing set directory path
test_tom_file_names, test_tom_corpus, test_tom_aggregate_corpus = \
    corpus_creator(input_directory_path = 'reviews/test/tom/',\
        output_directory_path = 'reviews/test/tom_parsed/')

# word counts for Tom's reviews
positive_words = []
negative_words = []
total_words = []
for file in test_tom_corpus:
    positive_words.append(count_positive(file))
    negative_words.append(count_negative(file))
    total_words.append(count_total(file))
# POSITIVE and NEGATIVE measures/scores for Tom's reviews
positive, negative = compute_scores(test_tom_corpus)
rating = []
for file_name in test_tom_file_names:
    rating.append(get_rating(str(file_name)))

# create data frame to check calculations of counts and scores
test_tom_data = {'train_test':['TOM'] * len(test_tom_file_names),\
    'pos_neg': ['POS', 'POS', 'NEG', 'POS', 'NEG', 'NEG', 'POS', 'NEG'],\
    'file_name': test_tom_file_names,\
    'movie': ['Marigolds',\
    'Blade Runner',\
    'Vinny',\
    'Mars Attacks',
    'Fight Club',\
    'Congeniality',\
    'Find Me Guilty',\
    'Moneyball'],\
    'positive_words' : positive_words,\
    'negative_words' : negative_words,\
    'total_words' : total_words,\
    'POSITIVE': positive, 'NEGATIVE': negative,\
    'rating': rating}
test_tom_data_frame = pd.DataFrame(test_tom_data)
# determing thumbs up or down based upon rating
test_tom_data_frame['thumbsupdown'] = \
    test_tom_data_frame['rating'].map(map_to_thumbsupdown)
# compute simple measure of sentiment as POSITIVE - NEGATIVE
test_tom_data_frame['simple'] = \
    test_tom_data_frame['POSITIVE'] - test_tom_data_frame['NEGATIVE']

# examine the data frame
print(test_tom_data_frame)
print(test_tom_data_frame.describe())
ratings_grouped = test_tom_data_frame['simple'].\
    groupby(test_tom_data_frame['rating'])
print('\nTom Simple Difference Means by Ratings:',ratings_grouped.mean())
thumbs_grouped = \
    test_tom_data_frame['simple'].groupby(test_tom_data_frame['thumbsupdown'])
print('\nTom Simple Difference Means by Thumbs UP/DOWN:',\
    thumbs_grouped.mean())

# develop predictive models using the training data
# --------------------------------------
# Simple difference method
# --------------------------------------
# use the median of the simple difference between POSITIVE and NEGATIVE
simple_cut_point = train_data_frame['simple'].median()

# algorithm for simple difference method based on training set median
def predict_simple(value):
    if (value > simple_cut_point):
        return('UP')
    else:
        return('DOWN')

train_data_frame['pred_simple'] = \
    train_data_frame['simple'].apply(lambda d: predict_simple(d))
print(train_data_frame.head())

print('\n Simple Difference Training Set Performance\n',\
    'Percentage of Reviews Correctly Classified:',\
    100 * round(evaluate_classifier(train_data_frame['pred_simple'],\
    train_data_frame['thumbsupdown'])[4], 3),'\n')

# evaluate simple difference method in the test set
# using algorithm developed with the training set
test_data_frame['pred_simple'] = \
    test_data_frame['simple'].apply(lambda d: predict_simple(d))
print(test_data_frame.head())
print('\n Simple Difference Test Set Performance\n',\
    'Percentage of Reviews Correctly Classified:',\
    100 * round(evaluate_classifier(test_data_frame['pred_simple'],\
    test_data_frame['thumbsupdown'])[4], 3), '\n')

# --------------------------------------
# Regression difference method
# --------------------------------------
# regression method for determining weights on POSITIVE AND NEGATIVE
# fit a regression model to the training data
regression_model = str('rating ~ POSITIVE + NEGATIVE')
# fit the model to the training set
train_regression_model_fit = smf.ols(regression_model,\
    data = train_data_frame).fit()
# summary of model fit to the training set
print(train_regression_model_fit.summary())

# because we are using predicted rating we use the midpoint
# rating of 5 as the cut-point for making thumbs up or down predictions
regression_cut_point = 5

# algorithm for simple difference method based on training set median
def predict_regression(value):
    if (value > regression_cut_point):
        return('UP')
    else:
        return('DOWN')

# training set predictions from the model fit to the training set
train_data_frame['pred_regression_rating'] =\
    train_regression_model_fit.fittedvalues

# predict thumbs up or down based upon the predicted rating
train_data_frame['pred_regression'] = \
    train_data_frame['pred_regression_rating'].\
        apply(lambda d: predict_regression(d))
print(train_data_frame.head())

print('\n Regression Difference Training Set Performance\n',\
    'Percentage of Reviews Correctly Classified:',\
    100 * round(evaluate_classifier(train_data_frame['pred_regression'],\
    train_data_frame['thumbsupdown'])[4], 3),'\n')

# evaluate regression difference method in the test set
# using algorithm developed with the training set
# predict thumbs up or down based upon the predicted rating

# test set predictions from the model fit to the training set
test_data_frame['pred_regression_rating'] =\
    train_regression_model_fit.predict(test_data_frame)

test_data_frame['pred_regression'] = \
    test_data_frame['pred_regression_rating'].\
        apply(lambda d: predict_regression(d))
print(test_data_frame.head())

print('\n Regression Difference Test Set Performance\n',\
    'Percentage of Reviews Correctly Classified:',\
    100 * round(evaluate_classifier(test_data_frame['pred_regression'],\
    test_data_frame['thumbsupdown'])[4], 3), '\n')

# --------------------------------------------
# Compute text measures for each corpus
# --------------------------------------------
# return to score the document collections with get_text_measures
# for each of the selected words from the sentiment lists
# these new variables will be given the names of the words
# to keep things simple.... there are 50 such variables/words
# identified from our analysis of the unsup corpus above
# start with the training document collection
working_corpus = train_pos_corpus + train_neg_corpus
add_corpus_data = get_text_measures(working_corpus)
add_corpus_data_frame = pd.DataFrame(add_corpus_data)
# merge the new text measures with the existing data frame
train_data_frame =\
    pd.concat([train_data_frame,add_corpus_data_frame],axis=1)
# examine the expanded training data frame
print('\n xtrain_data_frame (rows, cols):',train_data_frame.shape,'\n')
print(train_data_frame.describe())
print(train_data_frame.head())

# start with the test document collection
working_corpus = test_pos_corpus + test_neg_corpus
add_corpus_data = get_text_measures(working_corpus)
add_corpus_data_frame = pd.DataFrame(add_corpus_data)
# merge the new text measures with the existing data frame
test_data_frame = pd.concat([test_data_frame,add_corpus_data_frame],axis=1)
# examine the expanded testing data frame
print('\n xtest_data_frame (rows, cols):',test_data_frame.shape,'\n')
print(test_data_frame.describe())
print(test_data_frame.head())

# end with Tom's reviews as a document collection
working_corpus = test_tom_corpus
add_corpus_data = get_text_measures(working_corpus)
add_corpus_data_frame = pd.DataFrame(add_corpus_data)
# merge the new text measures with the existing data frame
tom_data_frame =\
    pd.concat([test_tom_data_frame,add_corpus_data_frame],axis=1)
# examine the expanded testing data frame
print('\n xtom_data_frame (rows, cols):',tom_data_frame.shape,'\n')
print(tom_data_frame.describe())
print(tom_data_frame.head())

# --------------------------------------------
# Word/item analysis method for training set
# --------------------------------------------
# item-rating correlations for all 50 words

item_list = selected_positive_words + selected_negative_words
item_rating_corr = []
for item in item_list:
    item_rating_corr.\
        append(train_data_frame['rating'].corr(train_data_frame[item]))
item_analysis_data_frame =\
    pd.DataFrame({'item': item_list, 'item_rating_corr': item_rating_corr})

# absolute value of item correlation with rating
item_analysis_data_frame['abs_item_rating_corr'] =\
    item_analysis_data_frame['item_rating_corr'].apply(lambda d: abs(d))

# look at sort by absolute value
print(item_analysis_data_frame.sort_index(by = ['abs_item_rating_corr'],\
    ascending = False))

# select subset of items with absolute correlations > 0.05
selected_item_analysis_data_frame =\
    item_analysis_data_frame\
        [item_analysis_data_frame['abs_item_rating_corr'] > 0.05]

# identify the positive items for word/item analysis measure
selected_positive_item_df =\
    selected_item_analysis_data_frame\
        [selected_item_analysis_data_frame['item_rating_corr'] > 0]
possible_positive_items = selected_positive_item_df['item']
print('Possible positive items:',possible_positive_items,'\n')
# note some surprises in the list of positive items
# select list consitent with initial list of positive words
selected_positive_items =\
    list(set(possible_positive_items) & set(positive_word_list))
print('Selected positive items:',selected_positive_items,'\n')

# identify the negative items for word/item analysis measure
selected_negative_item_df =\
    selected_item_analysis_data_frame\
        [selected_item_analysis_data_frame['item_rating_corr'] < 0]
possible_negative_items = selected_negative_item_df['item']
print('Possible negative items:',possible_negative_items,'\n')
# select list consitent with initial list of negative words
selected_negative_items =\
    list(set(possible_negative_items) & set(negative_word_list))
print('Selected negative items:',selected_negative_items,'\n')
# the word "funny" remains a mystery... kept in negative list for now

# selected positive and negative items entered into function
# for obtaining word/item analysis summative score in which
# postive items get +1 point and negative items get -1 point
# ... implemented in imported Python utility get_summative_scores
# start with the training set... identify a cut-off
working_corpus = train_pos_corpus + train_neg_corpus
add_corpus_data = get_summative_scores(working_corpus)
add_corpus_data_frame = pd.DataFrame(add_corpus_data)
# merge the new text measures with the existing data frame
train_data_frame = pd.concat([train_data_frame,add_corpus_data_frame],axis=1)
# examine the expanded training data frame and summative_scores
print('\n train_data_frame (rows, cols):',train_data_frame.shape,'\n')
print(train_data_frame['summative_score'].describe())
print('\nCorrelation of ratings and summative scores:'\
    ,round(train_data_frame['rating'].\
        corr(train_data_frame['summative_score']),3))
ratings_grouped = train_data_frame['summative_score'].\
    groupby(train_data_frame['rating'])
print('\nTraining Data Summative Score Means by Ratings:',\
    ratings_grouped.mean())
thumbs_grouped = \
    train_data_frame['summative_score'].\
        groupby(train_data_frame['thumbsupdown'])
print('\nTraining Data Summative Score Means by Thumbs UP/DOWN:',\
    thumbs_grouped.mean())

# analyses suggest a simple positive/negative cut on summative scores
# algorithm for word/item method based on training set summative_scores
def predict_by_summative_score(value):
    if (value > 0):
        return('UP')
    else:
        return('DOWN')

# evaluate word/item analysis method on training set
train_data_frame['pred_summative_score'] = \
    train_data_frame['summative_score'].\
    apply(lambda d: predict_by_summative_score(d))

print('\n Word/item Analysis Training Set Performance\n',\
    'Percentage of Reviews Correctly Classified by Summative Scores:',\
    100 * round(evaluate_classifier(train_data_frame['pred_summative_score'],\
    train_data_frame['thumbsupdown'])[4], 3),'\n')

# compute summative scores on test data frame
working_corpus = test_pos_corpus + test_neg_corpus
add_corpus_data = get_summative_scores(working_corpus)
add_corpus_data_frame = pd.DataFrame(add_corpus_data)

# merge the new text measures with the existing data frame
test_data_frame = pd.concat([test_data_frame,add_corpus_data_frame],axis=1)

# evaluate word/item analysis method (summative score method) on test set
# using algorithm developed with the training set
test_data_frame['pred_summative_score'] = \
    test_data_frame['summative_score'].\
        apply(lambda d: predict_by_summative_score(d))

print('\n Word/item Analysis Test Set Performance\n',\
    'Percentage of Reviews Correctly Classified by Summative Scores:',\
    100 * round(evaluate_classifier(test_data_frame['pred_summative_score'],\
    test_data_frame['thumbsupdown'])[4], 3), '\n')

# --------------------------------------
# Logistic regression method
# --------------------------------------
# translate thumbsupdown into a binary indicator variable y
# here we let thumbs up have the higher value of 1

thumbsupdown_to_binary = {'UP':1,'DOWN':0}

train_data_frame['y'] =\
    train_data_frame['thumbsupdown'].map(thumbsupdown_to_binary)

# model specification in R-like formula syntax
text_classification_model = 'y ~   beautiful +\
    best + better + classic + enjoy + enough +\
    entertaining + excellent +\
    fans +   fun + good + great + interesting + like +\
    love +   nice + perfect + pretty + right +\
    top + well + won + wonderful + work + worth +\
    bad + boring + creepy + dark + dead+\
    death + evil + fear + funny + hard + kill +\
    killed + lack + lost + mystery +\
    plot + poor + problem + sad + scary +\
    slow + terrible + waste + worst + wrong'

# convert R-like formula into design matrix needed for statsmodels
y,x = patsy.dmatrices(text_classification_model,\
    train_data_frame, return_type = 'dataframe')

# define the logistic regression algorithm
my_logit_model = sm.Logit(y,x)
# fit the model to training set
my_logit_model_fit = my_logit_model.fit()
print(my_logit_model_fit.summary())

# predicted probability of thumbs up for training set
train_data_frame['pred_logit_prob'] =\
    my_logit_model_fit.predict(linear = False)

# map from probability to thumbsupdown with simple 0.5 cut-off
def prob_to_updown(x):
    if(x > 0.5):
        return('UP')
    else:
        return('DOWN')

train_data_frame['pred_logit'] =\
    train_data_frame['pred_logit_prob'].apply(lambda d: prob_to_updown(d))
print('\n Logistic Regression Training Set Performance\n',\
    'Percentage of Reviews Correctly Classified:',\
    100 * round(evaluate_classifier(train_data_frame['pred_logit'],\
    train_data_frame['thumbsupdown'])[4], 3),'\n')

# use the model developed on the training set to predict
# thumbs up or down reviews in the test set
# assume that y is not known... only x used from patsy
y,x = patsy.dmatrices(text_classification_model,\
        test_data_frame, return_type = 'dataframe')
y = []  # ignore known thumbs up/down from test set...
# we want to predict thumbs up/down from the model fit to
# the training set... my_logit_model_fit
test_data_frame['pred_logit_prob'] =\
    my_logit_model_fit.predict(exog = x, linear = False)
test_data_frame['pred_logit'] =\
    test_data_frame['pred_logit_prob'].apply(lambda d: prob_to_updown(d))

print('\n Logistic Regression Test Set Performance\n',\
    'Percentage of Reviews Correctly Classified:',\
    100 * round(evaluate_classifier(test_data_frame['pred_logit'],\
    test_data_frame['thumbsupdown'])[4], 3),'\n')

# --------------------------------------
# Support vector machines
# --------------------------------------
# fit the model to the training set
y,x = patsy.dmatrices(text_classification_model,\
    train_data_frame, return_type = 'dataframe')
my_svm = svm.SVC()
my_svm_fit = my_svm.fit(x, np.ravel(y))
train_data_frame['pred_svm_binary'] = my_svm_fit.predict(x)
binary_to_thumbsupdown = {0: 'DOWN', 1: 'UP'}
train_data_frame['pred_svm'] =\
    train_data_frame['pred_svm_binary'].map(binary_to_thumbsupdown)
print('\n Support Vector Machine Training Set Performance\n',\
    'Percentage of Reviews Correctly Classified:',\
    100 * round(evaluate_classifier(train_data_frame['pred_svm'],\
    train_data_frame['thumbsupdown'])[4], 3),'\n')
# use the model developed on the training set to predict
# thumbs up or down reviews in the test set
# assume that y is not known... only x used from patsy
y,x = patsy.dmatrices(text_classification_model,\
        test_data_frame, return_type = 'dataframe')
y = []  # ignore known thumbs up/down from test set...
test_data_frame['pred_svm_binary'] = my_svm_fit.predict(x)
test_data_frame['pred_svm'] =\
    test_data_frame['pred_svm_binary'].map(binary_to_thumbsupdown)
print('\n Support Vector Machine Test Set Performance\n',\
    'Percentage of Reviews Correctly Classified:',\
    100 * round(evaluate_classifier(test_data_frame['pred_svm'],\
    test_data_frame['thumbsupdown'])[4], 3),'\n')

# --------------------------------------
# Random forests
# --------------------------------------
# fit random forest model to the training data
y,x = patsy.dmatrices(text_classification_model,\
    train_data_frame, return_type = 'dataframe')

# for reproducibility set random number seed with random_state
my_rf_model = RandomForestClassifier(n_estimators = 10, random_state = 9999)
my_rf_model_fit = my_rf_model.fit(x, np.ravel(y))
train_data_frame['pred_rf_binary'] = my_rf_model_fit.predict(x)
train_data_frame['pred_rf'] =\
    train_data_frame['pred_rf_binary'].map(binary_to_thumbsupdown)

print('\n Random Forest Training Set Performance\n',\
    'Percentage of Reviews Correctly Classified:',\
    100 * round(evaluate_classifier(train_data_frame['pred_rf'],\
    train_data_frame['thumbsupdown'])[4], 3),'\n')

# use the model developed on the training set to predict
# thumbs up or down reviews in the test set
# assume that y is not known... only x used from patsy
y,x = patsy.dmatrices(text_classification_model,\
        test_data_frame, return_type = 'dataframe')
y = []  # ignore known thumbs up/down from test set...
test_data_frame['pred_rf_binary'] = my_rf_model_fit.predict(x)
test_data_frame['pred_rf'] =\
    test_data_frame['pred_rf_binary'].map(binary_to_thumbsupdown)

print('\n Random Forest Test Set Performance\n',\
    'Percentage of Reviews Correctly Classified:',\
    100 * round(evaluate_classifier(test_data_frame['pred_rf'],\
    test_data_frame['thumbsupdown'])[4], 3),'\n')

# Suggestions for the student:
# Employ stemming prior to the creation of terms-by-document matrices.
# Try alternative positive and negative word sets for sentiment scoring.
# Try word sets that relate to a wider variety of emotional or opinion states.
# Better still, move beyond a bag-of-words approach to sentiment. Use
# the tools of natural language processing and define text features
# based upon combinations of words such as bigrams (pairs of words)
# and taking note of parts of speech.   Yet another approach would be
# to define ignore negative and positive word lists and work directly
# with identified text features that correlate with movie review ratings or
# do a good job of classifying reviews into positive and negative groups.
# Text features within text classification problems may be defined
# on term document frequency alone or on measures of term document
# frequency adjusted by term corpus frequency. Using alternative
# features and text measures as well as alternative classification methods,
# run a true benchmark within a loop, using hundreds or thousands of iterations.
# See if you can improve upon the performance of modeling methods by
# modifying the values of arguments to algorithms used here.
# Use various methods of classifier performance to evaluate classifiers.
# Try text classification for the movie reviews without using initial
# lists of positive an negative words. That is, identify text features
# for thumbs up/down text classification directly from the training set.




Exhibit 8.2. Sentiment Analysis and Classi cation of Movie Ratings (R)

Click here to view code image



# Sentiment Analysis Using the Movie Ratings Data (R)

# Note. Results from this program may differ from those published
#       in the book due to changes in the tm package.
#       The original analysis used the tm Dictionary() function,
#       which is no longer available in tm. This function has
#       been replaced by c(as.character()) to set the dictionary
#       as a character vector. Another necessary change concerns
#       the tolower() function, which must now be embedded within
#       the tm content_transformer() function.
#
# Despite changes in the tm functions, we have retained the
# earlier positive and negative word lists for scoring, as
# implemented in the code and utilities appendix under the file
# name <R_utility_program_5.R>, which is brought in by source().

# install these packages before bringing them in by library()
library(tm)  # text mining and document management
library(stringr)  # character manipulation with regular expressions
library(grid)  # grid graphics utilities
library(ggplot2)  # graphics
library(latticeExtra) # package used for text horizon plot
library(caret)  # for confusion matrix function
library(rpart)  # tree-structured modeling
library(e1071)  # support vector machines
library(randomForest)  # random forests
library(rpart.plot)  # plot tree-structured model information

# R preliminaries to get the user-defined utilities for plotting
# place the plotting code file <R_utility_program_3.R>
# in your working directory and execute it by
#     source("R_utility_program_3.R")
# Or if you have the R binary file in your working directory, use
#     load("mtpa_split_plotting_utilities.Rdata")
load("mtpa_split_plotting_utilities.Rdata")
# standardization needed for text measures
standardize <- function(x) {(x - mean(x)) / sd(x)}
# convert to bytecodes to avoid "invalid multibyte string" messages
bytecode.convert <- function(x) {iconv(enc2utf8(x), sub = "byte")}

# read in positive and negative word lists from Hu and Liu (2004)
positive.data.frame <- read.table(file = "Hu_Liu_positive_word_list.txt",
  header = FALSE, colClasses = c("character"), row.names = NULL,
  col.names = "positive.words")
positive.data.frame$positive.words <-
  bytecode.convert(positive.data.frame$positive.words)
negative.data.frame <- read.table(file = "Hu_Liu_negative_word_list.txt",
  header = FALSE, colClasses = c("character"), row.names = NULL,
  col.names = "negative.words")
negative.data.frame$negative.words <-
  bytecode.convert(negative.data.frame$negative.words)

# we use movie ratings data from Mass et al. (2011)
# available at http://ai.stanford.edu/~amaas/data/sentiment/
# we set up a directory under our working directory structure
# /reviews/train/unsup/ for the unsupervised reviews

directory.location <-
  paste(getwd(),"/reviews/train/unsup/",sep = "")
unsup.corpus <- Corpus(DirSource(directory.location, encoding = "UTF-8"),
  readerControl = list(language = "en_US"))
print(summary(unsup.corpus))

document.collection <- unsup.corpus

# strip white space from the documents in the collection
document.collection <- tm_map(document.collection, stripWhitespace)

# convert uppercase to lowercase in the document collection
document.collection <- tm_map(document.collection, content_transformer(tolower))

# remove numbers from the document collection
document.collection <- tm_map(document.collection, removeNumbers)

# remove punctuation from the document collection
document.collection <- tm_map(document.collection, removePunctuation)

# using a standard list, remove English stopwords from the document collection
document.collection <- tm_map(document.collection,
  removeWords, stopwords("english"))

# there is more we could do in terms of data preparation
# stemming... looking for contractions... possessives...
# previous analysis of a list of top terms showed a number of word
# contractions which we might like to drop from further analysis,
# recognizing them as stop words to be dropped from the document collection
initial.tdm <- TermDocumentMatrix(document.collection)
examine.tdm <- removeSparseTerms(initial.tdm, sparse = 0.96)
top.words <- Terms(examine.tdm)
print(top.words)

more.stop.words <- c("cant","didnt","doesnt","dont","goes","isnt","hes",
  "shes","thats","theres","theyre","wont","youll","youre","youve")
document.collection <- tm_map(document.collection,
  removeWords, more.stop.words)

some.proper.nouns.to.remove <-
  c("dick","ginger","hollywood","jack","jill","john","karloff",
    "kudrow","orson","peter","tcm","tom","toni","welles","william","wolheim")
document.collection <- tm_map(document.collection,
  removeWords, some.proper.nouns.to.remove)

# there is still more we could do in terms of data preparation
# but we will work with the bag of words we have for now
# the workhorse technique will be TermDocumentMatrix()
# for creating a terms-by-documents matrix across the document collection
# in previous text analytics with the taglines data we let the data
# guide us to the text measures... with sentiment analysis we have
# positive and negative dictionaries (to a large extent) defined in
# advance of looking at the data...
# positive.words and negative.words lists were read in earlier
# these come from the work of Hu and Liu (2004)
# positive.words = list of  positive words
# negative.words = list of  negative words
# we will start with these lists to build dictionaries
# that seem to make sense for movie reviews analysis
# Hu.Liu.positive.dictionary <- Dictionary(positive.data.frame$positive.words)
Hu.Liu.positive.dictionary <-
    c(as.character(positive.data.frame$positive.words))
reviews.tdm.Hu.Liu.positive <- TermDocumentMatrix(document.collection,
  list(dictionary = Hu.Liu.positive.dictionary))
examine.tdm <- removeSparseTerms(reviews.tdm.Hu.Liu.positive, 0.95)
top.words <- Terms(examine.tdm)
print(top.words)
Hu.Liu.frequent.positive <- findFreqTerms(reviews.tdm.Hu.Liu.positive, 25)
# this provides a list positive words occurring at least 25 times
# a review of this list suggests that all make sense (have content validity)
# test.positive.dictionary <- Dictionary(Hu.Liu.frequent.positive)
test.positive.dictionary <- c(as.character(Hu.Liu.frequent.positive))

# .... now for the negative words
# Hu.Liu.negative.dictionary <- Dictionary(negative.data.frame$negative.words)
Hu.Liu.negative.dictionary <-
    c(as.character(negative.data.frame$negative.words))
reviews.tdm.Hu.Liu.negative <- TermDocumentMatrix(document.collection,
  list(dictionary = Hu.Liu.negative.dictionary))
examine.tdm <- removeSparseTerms(reviews.tdm.Hu.Liu.negative, 0.97)
top.words <- Terms(examine.tdm)
print(top.words)
Hu.Liu.frequent.negative <- findFreqTerms(reviews.tdm.Hu.Liu.negative, 15)
# this provides a short list negative words occurring at least 15 times
# across the document collection... one of these words seems out of place
# as they could be thought of as positive: "funny"
test.negative <- setdiff(Hu.Liu.frequent.negative,c("funny"))
# test.negative.dictionary <- Dictionary(test.negative)
test.negative.dictionary <- c(as.character(test.negative))

# we need to evaluate the text measures we have defined
# for each of the documents count the total words
# and the number of words that match the positive and negative dictionaries
total.words <- integer(length(names(document.collection)))
positive.words <- integer(length(names(document.collection)))
negative.words <- integer(length(names(document.collection)))
other.words <- integer(length(names(document.collection)))

reviews.tdm <- TermDocumentMatrix(document.collection)
for(index.for.document in seq(along=names(document.collection))) {
  positive.words[index.for.document] <-
    sum(termFreq(document.collection[[index.for.document]],
    control = list(dictionary = test.positive.dictionary)))
  negative.words[index.for.document] <-
    sum(termFreq(document.collection[[index.for.document]],
    control = list(dictionary = test.negative.dictionary)))
  total.words[index.for.document] <-
    length(reviews.tdm[,index.for.document][["i"]])
  other.words[index.for.document] <- total.words[index.for.document] -
    positive.words[index.for.document] - negative.words[index.for.document]
  }
document <- names(document.collection)
text.measures.data.frame <- data.frame(document,total.words,
  positive.words, negative.words, other.words, stringsAsFactors = FALSE)
rownames(text.measures.data.frame) <- paste("D",as.character(0:499),sep="")
# compute text measures as percentages of words in each set
text.measures.data.frame$POSITIVE <-
  100 * text.measures.data.frame$positive.words /
  text.measures.data.frame$total.words
text.measures.data.frame$NEGATIVE <-
  100 * text.measures.data.frame$negative.words /
    text.measures.data.frame$total.words
# let us look at the resulting text measures we call POSITIVE and NEGATIVE
# to see if negative and positive dimensions appear to be on a common scale
# that is... is this a single dimension in the document space
# we use principal component biplots to explore text measures
# here we can use the technique to check on POSITIVE and NEGATIVE
principal.components.solution <-
  princomp(text.measures.data.frame[,c("POSITIVE","NEGATIVE")], cor = TRUE)
print(summary(principal.components.solution))
# biplot rendering of text measures and documents by year
pdf(file = "fig_sentiment_text_measures_biplot.pdf", width = 8.5, height = 11)
biplot(principal.components.solution, xlab = "First Pricipal Component",
  xlabs = rep("o", times = length(names(document.collection))),
  ylab = "Second Principal Component", expand = 0.7)
dev.off()
# results... the eigenvalues suggest that there are two underlying dimensions
# POSITIVE and NEGATIVE vectors rather than pointing in opposite directions
# they appear to be othogonal to one another... separate dimensions
# here we see the scatter plot for the two measures...
# if they were on the same dimension, they would be negatively correlated
# in fact they are correlated negatively but the correlation is very small
with(text.measures.data.frame, print(cor(POSITIVE, NEGATIVE)))
pdf(file = "fig_sentiment_text_measures_scatter_plot.pdf",
  width = 8.5, height = 8.5)
ggplot.object <- ggplot(data = text.measures.data.frame,
  aes(x = NEGATIVE, y = POSITIVE)) +
    geom_point(colour = "darkblue", shape = 1)
ggplot.print.with.margins(ggplot.object.name = ggplot.object,
  left.margin.pct=10, right.margin.pct=10,
  top.margin.pct=10,bottom.margin.pct=10)
dev.off()
# Perhaps POSITIVE and NEGATIVE can be combined in a way to yield effective
# predictions of movie ratings. Let us move to a set of movie reviews for
# supervised learning.   We select the 500 records from a set of positive
# reviews (ratings between 7 and 10) and 500 records from a set of negative
# reviews (ratings between 1 and 4).

# a set of 500 positive reviews... part of the training set
directory.location <-
  paste(getwd(),"/reviews/train/pos/",sep = "")
pos.train.corpus <- Corpus(DirSource(directory.location, encoding = "UTF-8"),
  readerControl = list(language = "en_US"))
print(summary(pos.train.corpus))
# a set of 500 negative reviews... part of the training set
directory.location <-
  paste(getwd(),"/reviews/train/neg/",sep = "")
neg.train.corpus <- Corpus(DirSource(directory.location, encoding = "UTF-8"),
  readerControl = list(language = "en_US"))
print(summary(neg.train.corpus))

# combine the positive and negative training sets
train.corpus <- c(pos.train.corpus, neg.train.corpus)

# strip white space from the documents in the collection
train.corpus <- tm_map(train.corpus, stripWhitespace)

# convert uppercase to lowercase in the document collection
train.corpus <- tm_map(train.corpus, content_transformer(tolower))

# remove numbers from the document collection
train.corpus <- tm_map(train.corpus, removeNumbers)

# remove punctuation from the document collection
train.corpus <- tm_map(train.corpus, removePunctuation)

# using a standard list, remove English stopwords from the document collection
train.corpus <- tm_map(train.corpus,
  removeWords, stopwords("english"))

# there is more we could do in terms of data preparation
# stemming... looking for contractions... possessives...
# previous analysis of a list of top terms showed a number of word
# contractions which we might like to drop from further analysis,
# recognizing them as stop words to be dropped from the document collection
initial.tdm <- TermDocumentMatrix(train.corpus)
examine.tdm <- removeSparseTerms(initial.tdm, sparse = 0.96)
top.words <- Terms(examine.tdm)
print(top.words)

more.stop.words <- c("cant","didnt","doesnt","dont","goes","isnt","hes",
  "shes","thats","theres","theyre","wont","youll","youre","youve")
train.corpus <- tm_map(train.corpus,
  removeWords, more.stop.words)

some.proper.nouns.to.remove <-
  c("dick","ginger","hollywood","jack","jill","john","karloff",
    "kudrow","orson","peter","tcm","tom","toni","welles","william","wolheim")
train.corpus <- tm_map(train.corpus,
  removeWords, some.proper.nouns.to.remove)

# compute list-based text measures for the training corpus
# for each of the documents count the total words
# and the number of words that match the positive and negative dictionaries
total.words <- integer(length(names(train.corpus)))
positive.words <- integer(length(names(train.corpus)))
negative.words <- integer(length(names(train.corpus)))
other.words <- integer(length(names(train.corpus)))

reviews.tdm <- TermDocumentMatrix(train.corpus)

for(index.for.document in seq(along=names(train.corpus))) {
  positive.words[index.for.document] <-
    sum(termFreq(train.corpus[[index.for.document]],
    control = list(dictionary = test.positive.dictionary)))
  negative.words[index.for.document] <-
    sum(termFreq(train.corpus[[index.for.document]],
    control = list(dictionary = test.negative.dictionary)))
  total.words[index.for.document] <-
    length(reviews.tdm[,index.for.document][["i"]])
  other.words[index.for.document] <- total.words[index.for.document] -
    positive.words[index.for.document] - negative.words[index.for.document]
  }

document <- names(train.corpus)
train.data.frame <- data.frame(document,total.words,
  positive.words, negative.words, other.words, stringsAsFactors = FALSE)
rownames(train.data.frame) <- paste("D",as.character(0:999),sep="")
# compute text measures as percentages of words in each set
train.data.frame$POSITIVE <-
  100 * train.data.frame$positive.words /
  train.data.frame$total.words
train.data.frame$NEGATIVE <-
  100 * train.data.frame$negative.words /
    train.data.frame$total.words

# rating is embedded in the document name... extract with regular expressions
for(index.for.document in seq(along = train.data.frame$document)) {
  first_split <- strsplit(train.data.frame$document[index.for.document],
    split = "[_]")
  second_split <- strsplit(first_split[[1]][2], split = "[.]")
  train.data.frame$rating[index.for.document] <- as.numeric(second_split[[1]][1])
  } # end of for-loop for defining ratings and thumbsupdown
train.data.frame$thumbsupdown <- ifelse((train.data.frame$rating > 5), 2, 1)
train.data.frame$thumbsupdown <-
  factor(train.data.frame$thumbsupdown, levels = c(1,2),
    labels = c("DOWN","UP"))
# a set of 500 positive reviews... part of the test set
directory.location <-
  paste(getwd(),"/reviews/test/pos/",sep = "")

pos.test.corpus <- Corpus(DirSource(directory.location, encoding = "UTF-8"),
  readerControl = list(language = "en_US"))
print(summary(pos.test.corpus))

# a set of 500 negative reviews... part of the test set
directory.location <-
  paste(getwd(),"/reviews/test/neg/",sep = "")

neg.test.corpus <- Corpus(DirSource(directory.location, encoding = "UTF-8"),
  readerControl = list(language = "en_US"))
print(summary(neg.test.corpus))

# combine the positive and negative testing sets
test.corpus <- c(pos.test.corpus, neg.test.corpus)

# strip white space from the documents in the collection
test.corpus <- tm_map(test.corpus, stripWhitespace)

# convert uppercase to lowercase in the document collection
test.corpus <- tm_map(test.corpus, content_transformer(tolower))

# remove numbers from the document collection
test.corpus <- tm_map(test.corpus, removeNumbers)

# remove punctuation from the document collection
test.corpus <- tm_map(test.corpus, removePunctuation)

# using a standard list, remove English stopwords from the document collection
test.corpus <- tm_map(test.corpus,
  removeWords, stopwords("english"))

# there is more we could do in terms of data preparation
# stemming... looking for contractions... possessives...
# previous analysis of a list of top terms showed a number of word
# contractions which we might like to drop from further analysis,
# recognizing them as stop words to be dropped from the document collection
initial.tdm <- TermDocumentMatrix(test.corpus)
examine.tdm <- removeSparseTerms(initial.tdm, sparse = 0.96)
top.words <- Terms(examine.tdm)
print(top.words)
more.stop.words <- c("cant","didnt","doesnt","dont","goes","isnt","hes",
  "shes","thats","theres","theyre","wont","youll","youre","youve")
test.corpus <- tm_map(test.corpus,
  removeWords, more.stop.words)
some.proper.nouns.to.remove <-
  c("dick","ginger","hollywood","jack","jill","john","karloff",
    "kudrow","orson","peter","tcm","tom","toni","welles","william","wolheim")
test.corpus <- tm_map(test.corpus,
  removeWords, some.proper.nouns.to.remove)

# compute list-based text measures for the testing corpus
# for each of the documents count the total words
# and the number of words that match the positive and negative dictionaries
total.words <- integer(length(names(test.corpus)))
positive.words <- integer(length(names(test.corpus)))
negative.words <- integer(length(names(test.corpus)))
other.words <- integer(length(names(test.corpus)))

reviews.tdm <- TermDocumentMatrix(test.corpus)

for(index.for.document in seq(along=names(test.corpus))) {
  positive.words[index.for.document] <-
    sum(termFreq(test.corpus[[index.for.document]],
    control = list(dictionary = test.positive.dictionary)))
  negative.words[index.for.document] <-
    sum(termFreq(test.corpus[[index.for.document]],
    control = list(dictionary = test.negative.dictionary)))
  total.words[index.for.document] <-
    length(reviews.tdm[,index.for.document][["i"]])
  other.words[index.for.document] <- total.words[index.for.document] -
    positive.words[index.for.document] - negative.words[index.for.document]
  }
document <- names(test.corpus)
test.data.frame <- data.frame(document,total.words,
  positive.words, negative.words, other.words, stringsAsFactors = FALSE)
rownames(test.data.frame) <- paste("D",as.character(0:999),sep="")

# compute text measures as percentages of words in each set
test.data.frame$POSITIVE <-
  100 * test.data.frame$positive.words /
  test.data.frame$total.words
 test.data.frame$NEGATIVE <-
  100 * test.data.frame$negative.words /
    test.data.frame$total.words

# rating is embedded in the document name... extract with regular expressions
for(index.for.document in seq(along = test.data.frame$document)) {
  first_split <- strsplit(test.data.frame$document[index.for.document],
    split = "[_]")
  second_split <- strsplit(first_split[[1]][2], split = "[.]")
  test.data.frame$rating[index.for.document] <- as.numeric(second_split[[1]][1])
  } # end of for-loop for defining

test.data.frame$thumbsupdown <- ifelse((test.data.frame$rating > 5), 2, 1)
test.data.frame$thumbsupdown <-
  factor(test.data.frame$thumbsupdown, levels = c(1,2),
    labels = c("DOWN","UP"))

# a set of 4 positive and 4 negative reviews... testing set of Tom's reviews
directory.location <-
  paste(getwd(),"/reviews/test/tom/",sep = "")

tom.corpus <- Corpus(DirSource(directory.location, encoding = "UTF-8"),
  readerControl = list(language = "en_US"))
print(summary(tom.corpus))

# strip white space from the documents in the collection
tom.corpus <- tm_map(tom.corpus, stripWhitespace)

# convert uppercase to lowercase in the document collection
tom.corpus <- tm_map(tom.corpus, content_transformer(tolower))

# remove numbers from the document collection
tom.corpus <- tm_map(tom.corpus, removeNumbers)

# remove punctuation from the document collection
tom.corpus <- tm_map(tom.corpus, removePunctuation)

# using a standard list, remove English stopwords from the document collection
tom.corpus <- tm_map(tom.corpus,
  removeWords, stopwords("english"))

# there is more we could do in terms of data preparation
# stemming... looking for contractions... possessives...
# previous analysis of a list of top terms showed a number of word
# contractions which we might like to drop from further analysis,
# recognizing them as stop words to be dropped from the document collection

initial.tdm <- TermDocumentMatrix(tom.corpus)
examine.tdm <- removeSparseTerms(initial.tdm, sparse = 0.96)
top.words <- Terms(examine.tdm)
print(top.words)

more.stop.words <- c("cant","didnt","doesnt","dont","goes","isnt","hes",
  "shes","thats","theres","theyre","wont","youll","youre","youve")
tom.corpus <- tm_map(tom.corpus,
  removeWords, more.stop.words)

some.proper.nouns.to.remove <-
  c("dick","ginger","hollywood","jack","jill","john","karloff",
    "kudrow","orson","peter","tcm","tom","toni","welles","william","wolheim")
tom.corpus <- tm_map(tom.corpus,
  removeWords, some.proper.nouns.to.remove)

# compute list-based text measures for tom corpus
# for each of the documents count the total words
# and the number of words that match the positive and negative dictionaries

total.words <- integer(length(names(tom.corpus)))
positive.words <- integer(length(names(tom.corpus)))
negative.words <- integer(length(names(tom.corpus)))
other.words <- integer(length(names(tom.corpus)))

reviews.tdm <- TermDocumentMatrix(tom.corpus)

for(index.for.document in seq(along=names(tom.corpus))) {
  positive.words[index.for.document] <-
    sum(termFreq(tom.corpus[[index.for.document]],
    control = list(dictionary = test.positive.dictionary)))
  negative.words[index.for.document] <-
    sum(termFreq(tom.corpus[[index.for.document]],
    control = list(dictionary = test.negative.dictionary)))
  total.words[index.for.document] <-
    length(reviews.tdm[,index.for.document][["i"]])
  other.words[index.for.document] <- total.words[index.for.document] -
    positive.words[index.for.document] - negative.words[index.for.document]
  }

document <- names(tom.corpus)
tom.data.frame <- data.frame(document,total.words,
  positive.words, negative.words, other.words, stringsAsFactors = FALSE)
rownames(tom.data.frame) <- paste("D",as.character(0:7),sep="")

# compute text measures as percentages of words in each set
tom.data.frame$POSITIVE <-
  100 * tom.data.frame$positive.words /
  tom.data.frame$total.words

tom.data.frame$NEGATIVE <-
  100 * tom.data.frame$negative.words /
    tom.data.frame$total.words

# rating is embedded in the document name... extract with regular expressions

for(index.for.document in seq(along = tom.data.frame$document)) {
  first_split <- strsplit(tom.data.frame$document[index.for.document],
    split = "[_]")
  second_split <- strsplit(first_split[[1]][2], split = "[.]")
  tom.data.frame$rating[index.for.document] <- as.numeric(second_split[[1]][1])
  } # end of for-loop for defining

tom.data.frame$thumbsupdown <- ifelse((tom.data.frame$rating > 5), 2, 1)
tom.data.frame$thumbsupdown <-
  factor(tom.data.frame$thumbsupdown, levels = c(1,2),
    labels = c("DOWN","UP"))

tom.movies <- data.frame(movies =
  c("The Effect of Gamma Rays on Man-in-the-Moon Marigolds",
    "Blade Runner","My Cousin Vinny","Mars Attacks",
    "Fight Club","Miss Congeniality 2","Find Me Guilty","Moneyball"))

# check out the measures on Tom's ratings
tom.data.frame.review <-
  cbind(tom.movies,tom.data.frame[,names(tom.data.frame)[2:9]])
print(tom.data.frame.review)

# develop predictive models using the training data
# --------------------------------------
# Simple difference method
# --------------------------------------
train.data.frame$simple <-
     train.data.frame$POSITIVE - train.data.frame$NEGATIVE
# check out simple difference method... is there a correlation with ratings?
with(train.data.frame, print(cor(simple, rating)))
# we use the training data to define an optimal cutoff...
# trees can help with finding the optimal split point for simple.difference
try.tree <- rpart(thumbsupdown ~ simple, data = train.data.frame)
print(try.tree)  # note that the first split value
# an earlier analysis had this value as -0.7969266
# create a user-defined function for the simple difference method
predict.simple <- function(x) {
  if (x >= -0.7969266) return("UP")
  if (x < -0.7969266) return("DOWN")
  }
# evaluate predictive accuracy in the training data
train.data.frame$pred.simple <- character(nrow(train.data.frame))
for (index.for.review in seq(along = train.data.frame$pred.simple)) {
  train.data.frame$pred.simple[index.for.review] <-
    predict.simple(train.data.frame$simple[index.for.review])
  }
train.data.frame$pred.simple <-
  factor(train.data.frame$pred.simple)
train.pred.simple.performance <-
  confusionMatrix(data = train.data.frame$pred.simple,
  reference = train.data.frame$thumbsupdown, positive = "UP")
# report full set of statistics relating to predictive accuracy
print(train.pred.simple.performance)
cat("\n\nTraining set percentage correctly predicted by",
  " simple difference method = ",
  sprintf("%1.1f",train.pred.simple.performance$overall[1]*100)," Percent",sep="")
# evaluate predictive accuracy in the test data
# SIMPLE DIFFERENCE METHOD
test.data.frame$simple <-
     test.data.frame$POSITIVE - train.data.frame$NEGATIVE
test.data.frame$pred.simple <- character(nrow(test.data.frame))
for (index.for.review in seq(along = test.data.frame$pred.simple)) {
  test.data.frame$pred.simple[index.for.review] <-
    predict.simple(test.data.frame$simple[index.for.review])
  }

test.data.frame$pred.simple <-
  factor(test.data.frame$pred.simple)
test.pred.simple.performance <-
  confusionMatrix(data = test.data.frame$pred.simple,
  reference = test.data.frame$thumbsupdown, positive = "UP")
# report full set of statistics relating to predictive accuracy
print(test.pred.simple.performance)
cat("\n\nTest set percentage correctly predicted = ",
  sprintf("%1.1f",test.pred.simple.performance$overall[1]*100),"
    Percent",sep="")

# --------------------------------------
# Regression difference method
# --------------------------------------
# regression method for determining weights on POSITIVE AND NEGATIVE
# fit a regression model to the training data
regression.model <- lm(rating ~ POSITIVE + NEGATIVE, data = train.data.frame)
print(regression.model)  # provides 5.5386 + 0.2962(POSITIVE) -0.3089(NEGATIVE)
train.data.frame$regression <-
  predict(regression.model, newdata = train.data.frame)
# determine the cutoff for regression.difference
  try.tree <- rpart(thumbsupdown ~ regression, data = train.data.frame)
print(try.tree)  # note that the first split is at 5.264625
# create a user-defined function for the simple difference method
predict.regression <- function(x) {
  if (x >= 5.264625) return("UP")
  if (x < 5.264625) return("DOWN")
  }
train.data.frame$pred.regression <-   character(nrow(train.data.frame))
for (index.for.review in seq(along = train.data.frame$pred.simple)) {
  train.data.frame$pred.regression[index.for.review] <-
    predict.regression(train.data.frame$regression[index.for.review])
  }
train.data.frame$pred.regression <-
  factor(train.data.frame$pred.regression)
train.pred.regression.performance <-
  confusionMatrix(data = train.data.frame$pred.regression,
  reference = train.data.frame$thumbsupdown, positive = "UP")
# report full set of statistics relating to predictive accuracy
print(train.pred.regression.performance)  # result 67.3 percent
cat("\n\nTraining set percentage correctly predicted by regression = ",
  sprintf("%1.1f",train.pred.regression.performance$overall[1]*100),
    " Percent",sep="")
# regression method for determining weights on POSITIVE AND NEGATIVE
# for the test set we use the model developed on the training set
test.data.frame$regression <-
  predict(regression.model, newdata = test.data.frame)

test.data.frame$pred.regression <-   character(nrow(test.data.frame))
for (index.for.review in seq(along = test.data.frame$pred.simple)) {
  test.data.frame$pred.regression[index.for.review] <-
    predict.regression(test.data.frame$regression[index.for.review])
  }

test.data.frame$pred.regression <-
  factor(test.data.frame$pred.regression)
test.pred.regression.performance <-
  confusionMatrix(data = test.data.frame$pred.regression,
  reference = test.data.frame$thumbsupdown, positive = "UP")
# report full set of statistics relating to predictive accuracy
print(test.pred.regression.performance)  # result 67.3 percent
cat("\n\nTest set percentage correctly predicted = ",
  sprintf("%1.1f",test.pred.regression.performance$overall[1]*100),
    " Percent",sep="")

# --------------------------------------------
# Word/item analysis method for train.corpus
# --------------------------------------------
# return to the training corpus to develop simple counts
# for each of the words in the sentiment list
# these new variables will be given the names of the words
# to keep things simple.... there are 50 such variables/words
# identified from an earlier analysis, as published in the book
working.corpus <- train.corpus
# run common code from utilities for scoring the working corpus
# this common code uses 25 positive and 25 negative words
# identified in an earlier analysis of these data
source("R_utility_program_5.R")
add.data.frame <- data.frame(amazing,beautiful,classic,enjoy,
  enjoyed,entertaining,excellent,fans,favorite,fine,fun,humor,
  lead,liked,love,loved,modern,nice,perfect,pretty,
  recommend,strong,top,wonderful,worth,bad,boring,cheap,creepy,dark,dead,
  death,evil,hard,kill,killed,lack,lost,miss,murder,mystery,plot,poor,
  sad,scary,slow,terrible,waste,worst,wrong)
train.data.frame <- cbind(train.data.frame,add.data.frame)
# --------------------------------------------
# Word/item analysis method for test.corpus
# --------------------------------------------
# return to the testing corpus to develop simple counts
# for each of the words in the sentiment list
# these new variables will be given the names of the words
# to keep things simple.... there are 50 such variables/words
working.corpus <- test.corpus
# run common code from utilities for scoring the working corpus
source("R_utility_program_5.R")
add.data.frame <- data.frame(amazing,beautiful,classic,enjoy,
  enjoyed,entertaining,excellent,fans,favorite,fine,fun,humor,
  lead,liked,love,loved,modern,nice,perfect,pretty,
  recommend,strong,top,wonderful,worth,bad,boring,cheap,creepy,dark,dead,
  death,evil,hard,kill,killed,lack,lost,miss,murder,mystery,plot,poor,
  sad,scary,slow,terrible,waste,worst,wrong)
 test.data.frame <- cbind(test.data.frame,add.data.frame)
# --------------------------------------------
# Word/item analysis method for tom.corpus
# --------------------------------------------
# return to the toming corpus to develop simple counts
# for each of the words in the sentiment list
# these new variables will be given the names of the words
# to keep things simple.... there are 50 such variables/words
working.corpus <- tom.corpus
# run common code from utilities for scoring the working corpus
source("R_utility_program_5.R")
add.data.frame <- data.frame(amazing,beautiful,classic,enjoy,
  enjoyed,entertaining,excellent,fans,favorite,fine,fun,humor,
  lead,liked,love,loved,modern,nice,perfect,pretty,
  recommend,strong,top,wonderful,worth,bad,boring,cheap,creepy,dark,dead,
  death,evil,hard,kill,killed,lack,lost,miss,murder,mystery,plot,poor,
  sad,scary,slow,terrible,waste,worst,wrong)

tom.data.frame <- cbind(tom.data.frame,add.data.frame)

# use phi coefficient... correlation with rating as index of item value
# again we draw upon the earlier positive and negative lists
phi <- numeric(50)
item <- c("amazing","beautiful","classic","enjoy",
  "enjoyed","entertaining","excellent","fans","favorite","fine","fun","humor",
  "lead","liked","love","loved","modern","nice","perfect","pretty",
  "recommend","strong","top","wonderful","worth",
  "bad","boring","cheap","creepy","dark","dead",
  "death","evil","hard","kill","killed","lack",
  "lost","miss","murder","mystery","plot","poor",
  "sad","scary","slow","terrible","waste","worst","wrong")
item.analysis.data.frame <- data.frame(item,phi)
item.place <- 14:63
for (index.for.column in 1:50) {
  item.analysis.data.frame$phi[index.for.column] <-
    cor(train.data.frame[, item.place[index.for.column]],train.data.frame[,8])
  }

# sort by absolute value of the phi coefficient with the rating
item.analysis.data.frame$absphi <- abs(item.analysis.data.frame$phi)
item.analysis.data.frame <-
  item.analysis.data.frame[sort.list(item.analysis.data.frame$absphi,
    decreasing = TRUE),]

# subset of words with phi coefficients greater than 0.05 in absolute value
selected.items.data.frame <-
  subset(item.analysis.data.frame, subset = (absphi > 0.05))

# use the sign of the phi coefficient as the item weight
selected.positive.data.frame <-
  subset(selected.items.data.frame, subset = (phi > 0.0))
selected.positive.words <- as.character(selected.positive.data.frame$item)

selected.negative.data.frame <-
  subset(selected.items.data.frame, subset = (phi < 0.0))
selected.negative.words <- as.character(selected.negative.data.frame$item)

# these lists define new dictionaries for scoring

reviews.tdm <- TermDocumentMatrix(train.corpus)

temp.positive.score <- integer(length(names(train.corpus)))
temp.negative.score <- integer(length(names(train.corpus)))
for(index.for.document in seq(along=names(train.corpus))) {
  temp.positive.score[index.for.document] <-
    sum(termFreq(train.corpus[[index.for.document]],
    control = list(dictionary = selected.positive.words)))
  temp.negative.score[index.for.document] <-
    sum(termFreq(train.corpus[[index.for.document]],
    control = list(dictionary = selected.negative.words)))
  }

train.data.frame$item.analysis.score <-
  temp.positive.score - temp.negative.score

# use the training set and tree-structured modeling to determine the cutoff
  try.tree<-rpart(thumbsupdown ~ item.analysis.score, data = train.data.frame)
print(try.tree)  # note that the first split is at -0.5
# create a user-defined function for the simple difference method
predict.item.analysis <- function(x) {
  if (x >= -0.5) return("UP")
  if (x < -0.5) return("DOWN")
  }
train.data.frame$pred.item.analysis <-   character(nrow(train.data.frame))
for (index.for.review in seq(along = train.data.frame$pred.simple)) {
  train.data.frame$pred.item.analysis[index.for.review] <-
  predict.item.analysis(train.data.frame$item.analysis.score[index.for.review])
  }
train.data.frame$pred.item.analysis <-
  factor(train.data.frame$pred.item.analysis)
train.pred.item.analysis.performance <-
  confusionMatrix(data = train.data.frame$pred.item.analysis,
  reference = train.data.frame$thumbsupdown, positive = "UP")
# report full set of statistics relating to predictive accuracy
print(train.pred.item.analysis.performance)  # result 73.9 percent
cat("\n\nTraining set percentage correctly predicted by item analysis = ",
  sprintf("%1.1f",train.pred.item.analysis.performance$overall[1]*100),
    " Percent",sep="")

# use item analysis method of scoring with the test set

reviews.tdm <- TermDocumentMatrix(test.corpus)

temp.positive.score <- integer(length(names(test.corpus)))
temp.negative.score <- integer(length(names(test.corpus)))
for(index.for.document in seq(along=names(test.corpus))) {
  temp.positive.score[index.for.document] <-
    sum(termFreq(test.corpus[[index.for.document]],
    control = list(dictionary = selected.positive.words)))
  temp.negative.score[index.for.document] <-
    sum(termFreq(test.corpus[[index.for.document]],
    control = list(dictionary = selected.negative.words)))
  }

test.data.frame$item.analysis.score <-
  temp.positive.score - temp.negative.score

test.data.frame$pred.item.analysis <-   character(nrow(test.data.frame))
for (index.for.review in seq(along = test.data.frame$pred.simple)) {
  test.data.frame$pred.item.analysis[index.for.review] <-
  predict.item.analysis(test.data.frame$item.analysis.score[index.for.review])
  }
test.data.frame$pred.item.analysis <-
  factor(test.data.frame$pred.item.analysis)

test.pred.item.analysis.performance <-
  confusionMatrix(data = test.data.frame$pred.item.analysis,
  reference = test.data.frame$thumbsupdown, positive = "UP")

# report full set of statistics relating to predictive accuracy
print(test.pred.item.analysis.performance)  # result 74 percent

cat("\n\nTest set percentage correctly predicted by item analysis = ",
  sprintf("%1.1f",test.pred.item.analysis.performance$overall[1]*100),
    " Percent",sep="")

# --------------------------------------
# Logistic regression method
# --------------------------------------
text.classification.model <- {thumbsupdown ~ amazing + beautiful +
  classic + enjoy + enjoyed +
  entertaining + excellent +
  fans + favorite + fine + fun + humor + lead + liked +
  love + loved + modern + nice + perfect + pretty +
  recommend + strong + top + wonderful + worth +
  bad + boring + cheap + creepy + dark + dead +
  death + evil + hard + kill +
  killed + lack + lost + miss + murder + mystery +
  plot + poor + sad + scary +
  slow + terrible + waste + worst + wrong}

# full logistic regression model
logistic.regression.fit <- glm(text.classification.model,
  family=binomial(link=logit), data = train.data.frame)
print(summary(logistic.regression.fit))

# obtain predicted probability values for training set
logistic.regression.pred.prob <-
  as.numeric(predict(logistic.regression.fit, newdata = train.data.frame,
  type="response"))

train.data.frame$pred.logistic.regression <-
  ifelse((logistic.regression.pred.prob > 0.5),2,1)

train.data.frame$pred.logistic.regression <-
  factor(train.data.frame$pred.logistic.regression, levels = c(1,2),
    labels = c("DOWN","UP"))

train.pred.logistic.regression.performance <-
  confusionMatrix(data = train.data.frame$pred.logistic.regression,
  reference = train.data.frame$thumbsupdown, positive = "UP")

# report full set of statistics relating to predictive accuracy
print(train.pred.logistic.regression.performance)  # result 75.2 percent
cat("\n\nTraining set percentage correct by logistic regression = ",
  sprintf("%1.1f",train.pred.logistic.regression.performance$overall[1]*100),
    " Percent",sep="")

# now we use the model developed on the training set with the test set
# obtain predicted probability values for test set
logistic.regression.pred.prob <-
  as.numeric(predict(logistic.regression.fit, newdata = test.data.frame,
  type="response"))

test.data.frame$pred.logistic.regression <-
  ifelse((logistic.regression.pred.prob > 0.5),2,1)

test.data.frame$pred.logistic.regression <-
  factor(test.data.frame$pred.logistic.regression, levels = c(1,2),
    labels = c("DOWN","UP"))

test.pred.logistic.regression.performance <-
  confusionMatrix(data = test.data.frame$pred.logistic.regression,
  reference = test.data.frame$thumbsupdown, positive = "UP")

# report full set of statistics relating to predictive accuracy
print(test.pred.logistic.regression.performance)  # result 72.6 percent

cat("\n\nTest set percentage correctly predicted by logistic regression = ",
  sprintf("%1.1f",test.pred.logistic.regression.performance$overall[1]*100),
    " Percent",sep="")
# --------------------------------------
# Support vector machines
# --------------------------------------
# determine tuning parameters prior to fitting model
train.tune <- tune(svm, text.classification.model, data = train.data.frame,
                   ranges = list(gamma = 2^(-8:1), cost = 2^(0:4)),
                   tunecontrol = tune.control(sampling = "fix"))
# display the tuning results (in text format)
print(train.tune)
# fit the support vector machine to the training data using tuning parameters
train.data.frame.svm <- svm(text.classification.model, data = train.data.frame,
  cost=4, gamma=0.00390625, probability = TRUE)
train.data.frame$pred.svm <- predict(train.data.frame.svm, type="class",
newdata=train.data.frame)
train.pred.svm.performance <-
  confusionMatrix(data = train.data.frame$pred.svm,
  reference = train.data.frame$thumbsupdown, positive = "UP")

# report full set of statistics relating to predictive accuracy
print(train.pred.svm.performance)  # result 79.0 percent

cat("\n\nTraining set percentage correctly predicted by SVM = ",
  sprintf("%1.1f",train.pred.svm.performance$overall[1]*100),
    " Percent",sep="")

# use the support vector machine model identified in the training set
# to do text classification on the test set
test.data.frame$pred.svm <- predict(train.data.frame.svm, type="class",
newdata=test.data.frame)

test.pred.svm.performance <-
  confusionMatrix(data = test.data.frame$pred.svm,
  reference = test.data.frame$thumbsupdown, positive = "UP")

# report full set of statistics relating to predictive accuracy
print(test.pred.svm.performance)  # result 71.6 percent

cat("\n\nTest set percentage correctly predicted by SVM = ",
  sprintf("%1.1f",test.pred.svm.performance$overall[1]*100),
    " Percent",sep="")

# --------------------------------------
# Random forests
# --------------------------------------
# fit random forest model to the training data
set.seed (9999)  # for reproducibility
train.data.frame.rf <- randomForest(text.classification.model,
  data=train.data.frame, mtry=3, importance=TRUE, na.action=na.omit)

# review the random forest solution
print(train.data.frame.rf)

# check importance of the individual explanatory variables
pdf(file = "fig_sentiment_random_forest_importance.pdf",
width = 11, height = 8.5)
varImpPlot(train.data.frame.rf, main = "")
dev.off()

train.data.frame$pred.rf <- predict(train.data.frame.rf, type="class",
  newdata = train.data.frame)

train.pred.rf.performance <-
  confusionMatrix(data = train.data.frame$pred.rf,
  reference = train.data.frame$thumbsupdown, positive = "UP")

# report full set of statistics relating to predictive accuracy
print(train.pred.rf.performance)  # result 82.2 percent

cat("\n\nTraining set percentage correctly predicted by random forests = ",
  sprintf("%1.1f",train.pred.rf.performance$overall[1]*100),
    " Percent",sep="")

# use the model fit to the training data to predict the the test data
test.data.frame$pred.rf <- predict(train.data.frame.rf, type="class",
  newdata = test.data.frame)

test.pred.rf.performance <-
  confusionMatrix(data = test.data.frame$pred.rf,
  reference = test.data.frame$thumbsupdown, positive = "UP")

# report full set of statistics relating to predictive accuracy
print(test.pred.rf.performance)  # result 74.0 percent

cat("\n\nTest set percentage correctly predicted by random forests = ",
  sprintf("%1.1f",test.pred.rf.performance$overall[1]*100),
    " Percent",sep="")

# measurement model performance summary

methods <- c("Simple difference","Regression difference",
  "Word/item analysis","Logistic regression",
  "Support vector machines","Random forests")

methods.performance.data.frame <- data.frame(methods)

methods.performance.data.frame$training <-
  c(train.pred.simple.performance$overall[1]*100,
    train.pred.regression.performance$overall[1]*100,
    train.pred.item.analysis.performance$overall[1]*100,
    train.pred.logistic.regression.performance$overall[1]*100,
    train.pred.svm.performance$overall[1]*100,
    train.pred.rf.performance$overall[1]*100)

methods.performance.data.frame$test <-
  c(test.pred.simple.performance$overall[1]*100,
    test.pred.regression.performance$overall[1]*100,
    test.pred.item.analysis.performance$overall[1]*100,
    test.pred.logistic.regression.performance$overall[1]*100,
    test.pred.svm.performance$overall[1]*100,
    test.pred.rf.performance$overall[1]*100)

# random forest predictions for Tom's movie reviews

tom.data.frame$pred.rf <- predict(train.data.frame.rf, type="class",
  newdata = tom.data.frame)

print(tom.data.frame[,c("thumbsupdown","pred.rf")])

tom.pred.rf.performance <-
  confusionMatrix(data = tom.data.frame$pred.rf,
  reference = tom.data.frame$thumbsupdown, positive = "UP")

# report full set of statistics relating to predictive accuracy

print(tom.pred.rf.performance)  # result 74.0 percent

cat("\n\nTraining set percentage correctly predicted by random forests = ",
  sprintf("%1.1f",tom.pred.rf.performance$overall[1]*100),
    "Percent",sep="")

# building a simple tree to classify reviews

simple.tree <- rpart(text.classification.model,
  data=train.data.frame,)

# plot the regression tree result from rpart

pdf(file = "fig_sentiment_simple_tree_classifier.pdf", width = 8.5, height = 8.5)
prp(simple.tree, main="",
  digits = 3,  # digits to display in terminal nodes
  nn = TRUE,  # display the node numbers
  fallen.leaves = TRUE,  # put the leaves on the bottom of the page
  branch = 0.5,  # change angle of branch lines
  branch.lwd = 2,  # width of branch lines
  faclen = 0,  # do not abbreviate factor levels
  trace = 1,  # print the automatically calculated cex
  shadow.col = 0,  # no shadows under the leaves
  branch.lty = 1,  # draw branches using dotted lines
  split.cex = 1.2,  # make the split text larger than the node text
  split.prefix = "is ",  # put "is" before split text
  split.suffix = "?",  # put "?" after split text
  split.box.col = "blue",  # lightgray split boxes (default is white)
  split.col = "white",  # color of text in split box
  split.border.col = "blue",  # darkgray border on split boxes
  split.round = .25)  # round the split box corners a tad
dev.off()

# simple tree predictions for Tom's movie reviews
tom.data.frame$pred.simple.tree <- predict(simple.tree, type="class",
  newdata = tom.data.frame)

print(tom.data.frame[,c("thumbsupdown","pred.rf","pred.simple.tree")])





9. Sports Analytics

“Sometimes you win, sometimes you lose, sometimes it rains.”

—TIM ROBBINS AS EBBY CALVIN LALOOSH IN Bull Durham (1988)

The Great Recession had a profound effect on my consulting practice, which, at the time, was largely focused upon new product research and retail site selection. As a result, I had time to pursue a personal interest in sports analytics and enough time to write the book Without a Tout: How to Pick a Winning Team (Miller 2008b).

Although most data scientists and statisticians would argue that sports betting is a waste of time and money, there are statistically inspired touts like Bob Stoll (best known as Dr. Bob) who, using predictive models and published data about competing teams and players, realized a winning percentage (against point spreads) in seven of eight years of his sports information service. Dr. Bob’s winning streak, as documented in an article in The Wall Street Journal (Walker 2007), inspired my book.

Drawing on public domain data from Major League Baseball, Without a Tout presents a generic, data-driven approach to picking a winning team. This approach is illustrated in figure 9.1.
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Figure 9.1. Predictive Modeling Framework for Picking a Winning Team



The modeling framework of Without a Tout follows the principles of predictive modeling outlined in this book. Explanatory variables relate to past player and team performance. These are used to predict runs or points scored by opposing teams. We note where and when games are played and any other conditions that may affect game outcomes. As always, a training-and-test regimen is employed in the evaluation of models. An important part of this modeling is game-day simulation, which we illustrate in this chapter with an example from Major League Baseball in 2007.

The framework allows distinct sets of explanatory variables to be used for visiting and home teams. The drivers of success for the Yankees may be different from the drivers of success for the Red Sox, the drivers for the Red Sox different from the Angels, the Angels different from the Indians, and so on. For each team, the things that matter when playing at home may be different from the things that matter when playing away. Various measures of win/loss strength and offensive and defensive performance may be used as explanatory variables. Runs-scored models can be traditional or data-adaptive, or a combination of the two.

Winning and losing in baseball depend upon the number of runs scored by opposing teams. If we can predict runs scored, then we can estimate the probability that one team will beat another. Winning/losing and the number of runs scored are response variables, much as we would have in any other predictive model.

Runs scored data may be organized by games, teams, and time (or schedule). In 2007, there were thirty teams—sixteen in the National League and fourteen in the American League. We can use simulation to pick winning teams. Taking 2007 inter-league games as an example, we note that games were scheduled between the Mets and Yankees for Friday, Saturday, and Sunday, June 15, 16, and 17. On Thursday, June 14, we could have asked questions like these: How many runs can the Mets be expected to score against the Yankees when playing at Yankee Stadium? How many runs can the Yankees be expected to score? And, consequently, which team is expected to win these games?

To predict straight-up runs scored in the future, we start with runs scored in the past. We select Mets’ and Yankees’ data for the current season, ignoring team statistics from previous seasons and the 2007 preseason. June 15 was the first meeting of the Mets and Yankees in the regular 2007 season, so we need to use runs scored against other teams. For the Mets, we can select all Mets’ regular season away games between opening day in St. Louis with the Cardinals on May 1 to an away game on June 13 with the Los Angeles Dodgers. And for the Yankees, we can select all Yankees home games prior to June 15, which begin with the home opener with the Devil Rays on April 2 to a home game with the Diamondbacks on June 14.

Table 9.1 provides a complete list of Mets’ games and scores between April 1 and June 15, and table 9.2 provides a complete list of Yankees’ games and scores for the same period.1 Looking over the data from the Mets’ and Yankees’ tables, we can see that the Mets have been scoring more runs than their opponents in away games, but fewer in home games. The Yankees, on the other hand, have been scoring more runs than their opponents both at home and away.

1 The date ranges for games used in the simulation do not need to be over the same period of time, but we will use the same period for this simulation example.
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Table 9.1. New York Mets’ Early Season Games in 2007
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Table 9.2. New York Yankees’ Early Season Games in 2007



Overall, Yankees’ games appear to have more scoring than Mets’ games. This is understandable because American League games have a designated hitter. All but three Yankees’ games were played in American League parks.

The three games that the Yankees played in a National League park prior to June 15, 2007 happened to be at Shea Stadium against the Mets:

[image: Image]

One might be tempted to use the results of these three games to predict the outcome of the games on June 15, 16, and 17. But three games do not provide sufficient data from which to draw trustworthy inferences. Furthermore, the upcoming Yankees-Mets games will be played at Yankee Stadium with the designated hitter rule in force, a fact that we would like to accommodate (at least in part) through our simulation.

Game-day simulation uses data from real games in the past to generate data about hypothetical games, past and future. Many sports fans are familiar with simulation from fantasy sports. A fantasy baseball game can have Babe Ruth hitting against Bob Gibson or Honus Wagner hitting against Sandy Koufax. Simulations are executed by computer. They utilize baseball statistics from the history of the game and its players. Randomness is introduced by random number generators, so that playing the same game again and again provides a distinct outcome each time.

Taking the lead from fantasy sports, we can create fantasy games with an objective to estimate the probability that one team will beat another. For example, suppose we use a simple game-day simulation to pick the winning team in the June Mets-Yankees’ series. Drawing from the away runs-scored distribution of the Mets and the home runs-scored distribution of the Yankees on each playing of our fantasy game (each iteration of the simulation), we observe the runs scored by the Mets and the runs scored by the Yankees. If tied, we discard the observation. If the Mets’ score is higher than the Yankees’ score, we count a win for the Mets. If the Yankees’ score is higher than the Mets’ score, we count a win for the Yankees. Dividing the number of times the Mets win by the number of times we play the game without a tie provides an estimate of the probability of the Mets winning. Dividing the number of times the Yankees win by the number of times we play the game without a tie gives an estimate of the the probability of the Yankees winning, which is one minus the probability of the Mets winning.

The game-day simulation we are describing is an empirical simulation because it is based upon empirical distributions of runs scored by the two teams. The simulation uses only past runs scored and an identification of the Mets and Yankees as the teams. Figure 9.2 illustrates the results of such a simulation.
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Figure 9.2. Game-day Simulation (offense only)



We see that one way to pick a winning team is to simulate play between teams. We should not expect too much from this simple game-day simulation. Knowing visiting and home teams, where the game is played, and past team scores is only the beginning. Our simulation ignores the fact that the Mets play most of their games in National League parks without a designated hitter and the Yankees play most of their games in American League parks with a designated hitter. Furthermore, this first simulation is focused solely upon offense, considering runs scored by each team with no recognition of runs allowed. It gives a picture of offense without defense. Based only on runs scored, the Yankees look like they could beat the Mets.

To get a better picture of how the Mets and Yankees stack up against each other, we juxtapose the teams’ offensive and defensive performance data. For games played at Yankee Stadium, we set the Mets’ away offense against the Yankees’ home defense and the Yankees’ home offense against the Mets away defense. See figure 9.3.
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Data drawn from Mets and Yankees games April 1–June 14, 2007.

Figure 9.3. Mets’ Away and Yankees’ Home Data (offense and defense)



A balanced simulation would consider both offense and defense, as shown in figure 9.4, with offense being runs scored and defense being runs allowed (runs scored by the other team). Here we take random drawings from the empirical distributions of runs scored and allowed by opposing teams to estimate expected runs scored by each team. Our approach in this example is to average opposing team offensive and defensive numbers. Taking both offense and defense into consideration, the Mets and Yankees appear to be more evenly matched, with the Mets’ probability of winning 0.52 and the Yankees’ probability of winning 0.48.2

2 What actually happened in these three interleague games? On Friday evening, June 15, 2007 the Mets beat the Yankees 2 to 0. The following day the Yankees beat the Mets 11 to 8. And on Sunday, June 17, the Yankees won again, beating the Mets 8 to 2.
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Figure 9.4. Balanced Game-day Simulation (offense and defense)



When working with a count like the number of runs scored, it is convenient to employ probability distributions such as the Poisson distribution and the negative binomial distribution. Using a Poisson distribution to represent runs scored, shutouts (zero runs scored) are viewed as rare events, especially for teams scoring an average of three or more runs per game. Scores of more than twenty runs are also seen as rare events for teams scoring fewer than seven runs a game on average.3

3 The word Poisson, pronounced “poy san,” refers to Simeon D. Poisson (1781–1840), who published the first derivation of the distribution in 1837. Statisticians tell us that the Poisson probability distribution is given by the formula:
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where e is the exponential constant and λ (Greek letter lambda) is its one parameter, representing both the mean (average) and variance of the distribution. Calculations may be carried out on a hand calculator by starting with no runs scored, for which the probability is P(0) = e-λ. For one run scored we have P(1) = P(0)λ. And, generalizing, for x runs scored we have [image: Image]. Fortunately, as with other modeling work, we let the computer do the calculations for us. Those interested in the mathematics behind probability distributions as well as other topics in probability theory, may refer to Feller (1968). Keller (1994) showed that the Poisson probability distribution can be used as a model for baseball scores. The Poisson model works best when the rate or probability of run scoring does not vary substantially from game to game, which might make sense when working with a single team with a stable lineup from day to day.

For the 2007 baseball season, taking runs scored across all teams and all games between April 1 and July 8 (prior to the All Star Game), we obtain 2,598 observations and an average or mean runs scored of 4.68. The frequency distribution of these runs-scored observations is shown in the upper left-hand panel of figure 9.5. This figure also shows the relative frequency distribution and theoretical probabilities for a Poisson distribution with mean 4.68 and for a negative binomial distribution with mean 4.68 and shape parameter 4.00. Notice that for these runs-scored data the negative binomial appears to provide a better fit or match. This is especially apparent at the low end of the distribution.
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Figure 9.5. Actual and Theoretical Runs-scored Distributions



Mean runs-scored and shape (k = 4) are the defining parameters of a negative binomial probability distribution.4 Using a negative binomial distribution to represent runs scored, shutouts are not so rare as with the Poisson distribution. Higher scores are also more common with the negative binomial than with the Poisson. As a theoretical representation of runs scored, then, we would seem to be well served by the negative binomial.

4 The negative binomial distribution may be thought of as the reverse or flip-side of the binomial. While the binomial distribution gives the number of successes in n trials, the negative binomial gives the number of trials x until we observe some number of success. The negative binomial may be derived as a mixture of Poisson distributions and is sometimes called the compound Poisson distribution. It is defined by two parameters, the mean μ and the shape parameter k. The probability of observing x runs in a game is given by the formula
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For zero runs scored, we obtain a much simpler expression:
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The negative binomial distribution is especially useful for working with counts for which the variance is larger than the mean, a situation that statisticians call overdispersion. The shape or dispersion parameter k may be estimated by comparing the mean and variance of the observed counts. Our research with baseball runs scored suggests that a shape parameter k between 3 and 5 works well for the number of runs scored by a group of major league baseball teams. For the examples in this chapter we set k to to actual runs-scored data according to a statistical procedure fit 4, which was determined to be a good called maximum likelihood estimation. The negative binomial distribution represents a good model for runs-scored distributions when the rate or probability of scoring varies from one game to the next, as it would for a group of teams or a team that shows considerable variability in its performance across time. The negative binomial distribution has been shown to be useful for modeling scores in various sports (Reep, Pollard, and Benjamin 1971; Pollard 1973). Again, we refer to Feller (1968) for probability theory and use the computer to do the work.

Another way to execute a simulation is to use theoretical probability distributions. For example, we could simulate Mets-Yankees’ games as paired random drawings from theoretical probability distributions, with the stipulation that drawings with ties be discarded. That is, we can draw random pairs of observations from the Mets’ away and Yankees’ home distributions, executing a balanced simulation of offensive and defensive performance with Poisson or negative binomial models for runs scored.

We show a Poisson model for how the Mets and Yankees stack up against each other in figure 9.6. The corresponding negative binomial model is shown in figure 9.7. With the Poisson model, executing the Mets-Yankees simulation for 50,000 games without ties, we observe the Mets beating the Yankees in 26,863 games, obtaining an estimated probability of 0.54.
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Poisson means estimated from Mets and Yankees games April 1–June 14, 2007.

Figure 9.6. Poisson Model for Mets vs. Yankees at Yankee Stadium
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Negative binomial means estimated from Mets and Yankees games April 1–June 14, 2007.
The negative binomial shape parameter k set to 4.

Figure 9.7. Negative Binomial Model for Mets vs. Yankees at Yankee Stadium



Moving away from the Poisson model and using a negative binomial model with shape parameter k set to 4, we observe the Mets beating the Yankees in 26,202 of 50,000 games without ties, obtaining an estimated probability of 0.52. The Poisson estimate is close to the estimate from the balanced empirical runs-scored simulation, and the negative binomial estimate, rounded to two significant digits, is the same as the estimate from the empirical simulation. Both simulations predict the Yankees winning about two out of three games.

When we use game-day simulator to estimate a team’s probability of winning, we are employing a model-dependent approach to predictive modeling. We generate data from a model and note how well they conform to real or empirical data. The Poisson and negative binomial distributions conform well, so we use them to build models. We can use them to estimate the probability that one team will beat another and to pick a winning team. The simulator is model-dependent, but the inputs to the simulator come to observed data.

Figure 9.8 shows results from a probability simulator for home and away teams scoring between one and nine runs each, again using a negative binomial probability model with shape parameter k set to 4. This probability heat map is the result of running [image: Image] or 36 game-day simulations, with each simulation consisting of 100,000 games.
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The negative binomial shape parameter k set to 4.

Figure 9.8. Probability of Home Team Winning (Negative Binomial Model)



Precise mathematical calculations and well designed simulations are the easy part of predictive inference in sports. We have algorithms and computer programs to do the work. What is not so easy is obtaining the runs-scored estimates for input to the programs.

Do not underestimate the difficulty of predicting which team will win the next game. As we have said numerous times, predictive analytics is a precarious enterprise. It is a process of extrapolating and forecasting. In sports, it takes a very good model to do a better job than the bookmakers, to win against the spread and cover betting fees in the process. Accurate models for predicting the outcome of sporting events may be elusive. Nonetheless, it is comforting to know that we have a plan for finding accurate models if indeed they do exist.

Applications of predictive modeling in sports extend beyond the world of sports betting of course, as any owner or manager is interested in predicting game outcomes. By changing the composition of a team, an owner can influence a team’s scoring, the opponent team’s scoring, and the outcome of a game. The input to the model and the simulator consists of data for a newly constructed or hypothetical team. We begin by fitting a reasonable model for predicting runs or points scored. Then we use the simulator to estimate probabilities of winning for the new team, which in turn serve as input to attendance and revenue models. Fans like winners, and they are more likely go to ballparks, courts, and stadia to see winners.

Extensive data about sports are in the public domain, readily available in newspapers and online sources. These data offer opportunities for predictive modeling and research.

Sports wagering markets have been studied extensively by economists because they provide public information about price, volume, and rates of return. Furthermore, sports betting opportunities have fixed beginning and ending times and published odds or point spreads, making them easier to study than many financial investment opportunities. As a result, sports wagering markets have become a virtual field laboratory for the study of market efficiency. Sauer (1998) provides a comprehensive review of the economics of wagering markets.

Sports also represents a laboratory for labor market research. Sports is one of the few industries in which job performance and compensation are public knowledge. Economic studies examine player performance measures and value of individual players to teams (Kahn 2000).

There are also special applications in sports analytics relating to players, teams, and the competitive environment of sports. We identify five special problems, which we call the Baseball Prospectus problem, Moneyball problem, coaching problem, Bowl Championship Series problem, and Billy Walters problem.

We begin with the Baseball Prospectus problem. Nate Silver gained notoriety as one of the contributors in this area with the PECOTA system.5 The question that Baseball Prospectus prognosticators ask each year? How can we predict the performance of teams before the season begins?

5 PECOTA originally stood for Pitcher Empirical Comparison and Optimization Test Algorithm. Silver adapted the system to hitters, noting that the name PECOTA may be thought of as referring to Bill Pecota, a .249 hitter overall with the Kansas City Royals, who managed to hit .303 against the Detroit Tigers (Silver 2012).

A second problem is the Moneyball problem. Moneyball the book (Lewis 2003) and Moneyball the movie have generated interest in applying analytics to sports, with noted cases cited in books and articles about predictive analytics (Goldman 2005; Hakes and Sauer 2006; Davenport and Harris 2007; Miller 2008b; Silver 2012). What is the value of a current player to his team? This is a question that is often answered by designing summary measures of individual player performance and seeing how those measures relate to team runs or points scored.

Next, we have the coaching question: How shall we utilize player resources? Pre-game and in-game decisions can be informed by play-by-play game data from the past. While business data scientists are focused on the challenges of big data, sports analysts are going micro, perusing the details of the game, the play-by-play, the location of each pitch and the position of every player. Let the analysis proceed.6

6 The baseball manager determines the starting line-up, when to pull the starting pitcher, when to pinch hit, when to bunt or hit away, and of course when to argue a call. There are those hidden rules of baseball (Thorn and Palmer 1985; Keri 2006; Tango, Lichtman, and Dolphin 2007), football (Carrol et al. 1998), and basketball (Oliver 2004) that are understood by the best managers and coaches in sports. The mantra of Sabermetrics is to use objective evidence from baseball to evaluate past player performance and inform in-game decisions, and baseball has long been fascinated with data (Schwarz 2004; James 2010). Contributors to the Journal of Quantitative Analysis in Sports, an electronic journal introduced in 2005, have been most influential in developing predictive models to address game-day strategy and play calling (Alamar 2013). Key in basketball is the decision about which five players to put in the game at any given time, player match-ups in guarding opposing players, and the type of defense to employ. In football, we have offensive and defensive formations, whether to run or pass, and whether to punt or go for it on fourth and one (or two, or more). Data and predictive models often contradict conventional approaches to coaching, such as punting on fourth down (Romer 2006; Berri and Schmidt 2010; Moskowitz and Wertheim 2011).

A fourth problem in sports analytics is the Bowl Championship Series (BCS) problem: How do we judge the relative strength of teams that have never played each other? Despite having adopted a limited playoff system for NCAA Division I football, BCS administrators continue to face this problem.

The BCS problem relates to strength-of-schedule differences across teams from various college football conferences. Mathematical models and mathematical programming algorithms (Winston 2009) are utilized in this domain, as evidenced by the popularity of Sagarin ratings in USA Today. The ranking of sports teams and models for predicting the outcome of sporting events have garnered considerable attention in the academic literature. Langville and Meyer (2012) provide a comprehensive review of rating and ranking algorithms and methods. Paired comparison psychometrics and preference scaling methods, similar to those used in consumer research, may be used in the rating and ranking of teams (Miller 2008b). Special interest has been shown in games of the National Football League (Thompson 1975; Stern 1991; Glickman and Stern 1998). And there has been much written about rating and ranking strategies for picking winning brackets in the men’s Division I NCAA basketball tournament, commonly referred to as March Madness (Schwertman, McCready, and Howard 1991; Schwertman, Schenk, and Holbrook 1996; Carlin 1996; Kaplan and Garstka 2001; West 2006).

Last but not least in our list of special problems in sports analytics is the problem we used to begin the chapter. We call this the Billy Walters problem. A high-stakes sports gambler and millionaire Las Vegas resident, with additional homes in numerous locations, Billy Walters claims to have had thirty winning years of betting on football and basketball. The question here: How do we pick the winning team in the next game?7

7 Some argue that an expectation of winning 55 percent of the time (or even 53 percent of the time) is reason enough to live the gambler’s life (Yao 2007; Peta 2013). Many others would disagree. The participant in a sports wagering market takes a financial position on the outcome of a sporting event, knowing that, lacking insider information, the expected return on his investment is negative. In a study of thirteen sports writers (supposed expert observers of the sporting scene) who had made point-spread predictions during the period from 1983 to 1994, Avery and Chevalier (1999) found that only one would have made a profit from his predictions. Regarding the likelihood of winning and of making money in the process, we have classic works in probability to serve as a guide (Dubins and Savage 1965; Feller 1968; Feller 1971). Most statisticians would agree with my former statistics advisor, Don Berry (1996), in arguing that sports betting is a waste of time and money.

For those with a penchant for sports wagering, predictive modeling defines a new smart money approach. Data lead to predictions about points scored and points allowed. Predictions about points lead to estimated probabilities of winning. And probabilities of winning are used to evaluate betting opportunities. In sum, a model can tell us when it makes sense to bet.

The old smart-money approach from the 1990s was expert or rule-driven. There was hope that human intuition, or more precisely, human expertise could be captured in computer software.8 The game plan was to find experts and model their thinking. Predictive analytics represents a new smart money approach, one that relies upon expertise in data analysis and modeling, not sports or sports betting per se. The emergence of the “quants” (quantitative analysts and modelers) as a new class of sports betters and analysts validates this approach (Eden 2013).

8 In the 1990s, the talk was about artificial intelligence and expert systems. There were people seeking specialized training in what was called knowledge engineering. A knowledge engineer would interview experts, learn the relevant heuristics and rules of thumb, and then implement to those rules in code. Lisp and Prolog were the languages of choice for these domain-specific imitator savants. Konig’s (2006) description of what smart money players were doing circa 1997–2001 suggests the application of rules-based expert systems: If we tell the program the rules, and keep adding rules, and throwing out the ones that don’t apply, and continue adding data, and refining rules–you know, testing them in simulations–and we can compare them with a historical record (I assume you have all that) and then test your hypotheses (and, again, I assume you have plenty of assumptions, since you’ve been doing this for many, many years, right?), it’s rather easy to get a couple of computers working against each other to assign values to every aspect of the data we feed them. In other words, if you can tell me what to tell the machine, I can tell you what it thinks about what you know.” (275) Much of the hype around artificial intelligence and knowledge engineering has subsided. The search for heuristics has been replaced by the search for relationships and computer programs that can learn a la Blondie24 (Fogel 2001). Machine learning and data science have replaced domain experts and knowledge engineers. This thinking was the rationale for the book title Without a Tout (Miller 2008b), recognizing that sports experts and handicappers are called touts.

Game-day simulations and modeling methods in predictive analytics have an advantage in that they may be employed by sports experts and nonexperts alike. These methods are data-driven rather than expert- or rule-driven. And, being data-driven, we can test their accuracy before we use them to make decisions in the marketplace or bets at the sports books.

How do we test the accuracy of a predictive model? We employ a training-and-test regimen. As in economic and financial research, we see how well we can predict the past before we attempt to predict the future. That is, we use more distant past observations to predict less distant past observations. If we are working with a sixteen-week football season, for example, we use the first ten weeks’ data to predict what will happen in the eleventh week. Then we use the first eleven weeks’ data to predict what will happen in the twelfth week, and so on. Measures of uncertainty in predicting the past help us to assess uncertainty about predicting the future.

Sports is big business and an important part of the entertainment industry. In sports business management, predictive analytics serves a variety of purposes much as it does in other industries. There are questions of advertising and promotion, as we showed in our examples with bobblehead promotions. There are questions of branding, pricing, and product design. Marketing and financial analytics, as well as operations management and research, are relevant to sports businesses.

Sports analytics is a fast growing area in data science, with applications to player selection and team composition, ratings of team competitive strength, game day strategies, and play calling. Sports data may be used to illustrate concepts in probability, statistics, and predictive modeling (Albert 2003; Albert and Bennett 2003; Marchi and Albert 2014). There are chapters of the Society for American Baseball Research scattered across the country. The American Statistical Association has a special interest section devoted to statistics in sports. The Journal of Quantitative Analysis in Sports and many other academic journals publish articles relating to statistics and sports. MIT Sloan School of Management hosts an annual sports analytics conference, and Northwestern University School of Professional Studies offers a specialization in sports analytics.

To learn more about sports statistics, see Mosteller (1997) and the edited volume by Albert, Bennett, and Cochran (2005). Sports statistics offer many modeling challenges. The hot hand in basketball and hitting streaks and slumps in baseball, for example, have generated considerable interest in the statistical community (Bar-Eli, Avugos, and Raab 2006). For further review of modeling methods in sports analytics and how they may be employed within a rational sports betting framework, see Miller (2008b).

For reading in probability, refer to the Mosteller, Rourke, and Thomas (1970), the classic references of Feller (1968, 1971), and (for fun) a book of problems by Mosteller (1965). A Bayesian perspective is presented by Robert (2007), Albert (2009), and Hoff (2009).

Ross (2006) provides an introduction to probability modeling. Generating probability distributions and simulation programming in R are discussed by Robert and Casella (2009), Suess and Trumbo (2010), Chihara and Hesterberg (2011), Grolemund (2014), and Jones, Maillardet, and Robinson (2014).

A Python program for the baseball probability simulator is shown in exhibit 9.1. The comparable R program in exhibit 9.2 draws upon a graphics package developed by Sarkar (2014).

Exhibit 9.1. Team Winning Probabilities by Simulation (Python)

Click here to view code image



# Game-day Simulator for Baseball (Python)

from __future__ import division, print_function

import numpy as np
from scipy.stats import nbinom

def simulator(home_mean, away_mean, niterations):
    # estimates probability of home team win
    seed(1234)   # set to obtain reproducible results
    home_game_score = [0] * niterations
    away_game_score = [0] * niterations
    home_win = [0] * niterations
    i = 0
    while (i < niterations):
        home_game_score[i] = \
            nbinom.rvs(n = 4.0, p = 4.0/(4.0 + home_mean), size = 1)[0]
        away_game_score[i] = \
            nbinom.rvs(n = 4.0, p = 4.0/(4.0 + away_mean), size = 1)[0]
        if (home_game_score[i] > away_game_score[i]):
            home_win[i] = 1
        if ((away_game_score[i] > home_game_score[i]) or \
            (away_game_score[i] < home_game_score[i])):
            i = i + 1
    n_home_win = sum(home_win)
    return n_home_win / niterations

niterations = 100000   # use smaller number for testing
# probability matrix for results... home team rows, away team columns
probmat = array([[0.0] * 9] * 9)

# matrix representation of home and away team runs for table
homemat = array([[9] * 9, [8] * 9, [7] * 9, [6] * 9, [5] * 9,\
    [4] * 9, [3] * 9, [2] *9, [1] * 9])
awayrow = array([1, 2, 3, 4, 5, 6, 7, 8, 9])
awaymat = array([awayrow] * 9)

# generate table of probabilities
for index_home in range(9):
    for index_away in range(9):
        if (homemat[index_home,index_away] != awaymat[index_home,index_away]):
            print(index_home, index_away)
            probmat[index_home, index_away] = \
                simulator(float(homemat[index_home, index_away]), \
                          float(awaymat[index_home, index_away]), niterations)

print(probmat)

# Suggestion for the student: Develop simulators for football or basketball.
# Use matplotlib to create a probability heat map for the probmat results.




Exhibit 9.2. Team Winning Probabilities by Simulation (R)

Click here to view code image



# Game-day Simulator for Baseball (R)
library(lattice)   # graphics package for probability matrix visual
simulator <- function(home_mean,away_mean,niterations) {
     # input runs scored means, output probability of winning for home team
     set.seed(1234)   # set to obtain reproducible results
     away_game_score <- numeric(niterations)
     home.game.score <- numeric(niterations)
     home_win <- numeric(niterations)
     i <- 1
     while (i < niterations + 1) {
         away_game_score[i] <- rnbinom(1,mu=away_mean, size = 4)
         home.game.score[i] <- rnbinom(1,mu=home_mean, size = 4)
         if(away_game_score[i] > home.game.score[i]) home_win[i] <- 1
         if(away_game_score[i] > home.game.score[i] ||
         away_game_score[i] < home.game.score[i]) i <- i + 1
         }
     n_home_win <- sum(home_win)
     n_home_win/niterations   # return probability of away team winning
     }
niterations <- 100000   # use smaller number for testing
# probability matrix for results... home team is rows, away team is columns
probmat <- matrix(data = NA, nrow = 9, ncol = 9,
  dimnames = list(c(as.character(1:9)), c(as.character(1:9))))
for (index_home in 1:9)
for (index_away in 1:9)
if (index_home != index_away) {
     probmat[index_home,index_away] <-
        simulator(index_home, index_away, niterations)
     }
pdf(file = "fig_sports_analytics_prob_matrix.pdf", width = 8.5, height = 8.5)
x <- rep(1:nrow(probmat),times=ncol(probmat))
y <- NULL
for (i in 1:ncol(probmat)) y <- c(y,rep(i,times=nrow(probmat)))
probtext <- sprintf("%0.3f", as.numeric(probmat))   # fixed format 0.XXX
text_data_frame <- data.frame(x, y, probtext)
text_data_frame$probtext <- as.character(text_data_frame$probtext)
text_data_frame$probtext <- ifelse((text_data_frame$probtext == "NA"),
    NA,text_data_frame$probtext)   # define diagonal cells as missing
text_data_frame <- na.omit(text_data_frame)   # diagonal cells
print(levelplot(probmat, cuts = 25, tick.number = 9,
    col.regions=colorRampPalette(c("violet", "white", "light blue")),
    xlab = "Visiting Team Runs Expected",
    ylab = "Home Team Runs Expected",
    panel = function(...) {
        panel.levelplot(...)
        panel.text(text_data_frame$x, text_data_frame$y,
        labels = text_data_frame$probtext)
        }))
dev.off()





10. Spatial Data Analysis

“Of all the gin joints in all the towns in all the world, she walks into mine.”

—HUMPHREY BOGART AS RICK BLAINE IN Casablanca (1942)

At 2 a.m. in Madison, Wisconsin in the middle of January, the temperature is well below freezing. The bars close and hundreds of partially to fully inebriated students stream onto State Street. Walking more than a few blocks in the cold weather is difficult, even for those who have not been drinking. It makes no sense to call a cab—the wait time is too long. But, if students walk a block or two from State Street, they might find a cab or two.

For the cabbie, this is the best of all worlds—many potential passengers with limited interest in walking. The cabbie can drive around until someone hails for his cab. Driving around looking for passengers is known as trolling. Or the cabbie can park in a cab post, a parking place the city has reserved for cabs. This is called posting.

The problem for the cabbie or the office worker dispatching cabs to downtown Madison is to identify the location of highest demand (foot traffic in this case). One additional consideration is the fact that State Street, the main pedestrian thoroughfare in Madison, is unavailable for trolling. On State Street, cabs can drop off or pick up passengers who have called for a cab, but cabbies cannot drive along State Street looking for passengers.

The problem of positioning cabs in the right place at one point in time is a spatial data problem. Cab positioning is also a demand estimation problem, with demand generated by the exodus of students from bars. If we were to consider the positioning of cabs across downtown Madison at all points in time, then we would have a spatio-temporal problem.

“Location, location, location,” long the mantra of retail business, has relevance today, despite our becoming a networked nation. Many products and services are location-dependent. Grocery and convenience stores, restaurants, laundromats, and health and fitness clubs know that it is good to be close to where people live and work. And, with consumers being so tied to their mobile devices, companies are learning that they can use information about where people are at every moment of the day. Direct marketing is turning into mobile marketing, with spatial location an important component of data and models.

As an example of spatial data modeling we draw upon public-domain data about California housing values. We use a variety of regression modeling techniques, showing how additional information about location (longitude and latitude) can contribute to the analysis. The data comprise observations of housing values, economic covariates, and longitude and latitude.1 We follow Pace and Barry (1997) in defining response and explanatory variables for a linear regression model. Original database and computed variables are shown in table 10.1.

1 The complete data set represents 20,640 California block groups from the 1990 U.S. Census. The original data were provided by R. Kelly Pace and Ronald Barry (1997) and are available from the StatLib archive as data file “houses.zip” at http://lib.stat.cmu.edu/datasets/.
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Table 10.1. California Housing Data: Original and Computed Variables



We select a subset of 1,206 block groups, focusing on the region around San Diego, further dividing the data into 803 training observations, and 403 test observations. Relationships between pairs of variables in this problem are shown in the correlation heat map in figure 10.1, which orders explanatory variables by their correlation with the response variable used in the Pace and Barry (1997) model, the log median value of homes in the block groups (in hundreds of thousands of dollars).2 From the correlation heat map we can see the importance of income in explaining housing values.

2 When a response variable is positively skewed (as is the median value of homes), regressing the log of the response on the linear predictor often provides a better fitting model than regressing the original response on the linear predictor.
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Figure 10.1. California Housing Data: Correlation Heat Map for the Training Data



A review of the correlation heat map in figure 10.1 also reveals strong correlations among predictors. Correlations among predictors is called multicollinearity and is of special concern to modelers working in regression contexts (Belsley, Kuh, and Welsch 1980). Additional issues are raised by a review of the scatter plot matrix in figure 10.2. Note the apparent censoring for the log median value and age of houses.
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Figure 10.2. California Housing Data: Scatter Plot Matrix of Selected Variables



The standard linear regression for the training data using the Pace and Barry (1997) model is shown in table 10.2. This model, which will serve as a baseline for comparing other regression models in this problem, explains 64.8 percent of response variance in the training set and 56.2 percent in the test set. The response in this problem is the natural logarithm of median home value in the block group. We note that multicollinearity is introduced into this problem by Pace and Barry’s (1997) use of income, squared income, and cubed income in the linear predictor. We also note that, in tests of hypotheses about regression coefficients, the model assumes independent observations. This is a questionable assumption given that observations are expected to be spatially autocorrelated.
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Table 10.2. Linear Regression Fit to Selected California Block Groups



These data provide an opportunity to examine various regression models. We begin with tree-structured regression using the original set of variables, ignoring the added variables from Pace and Barry (1997). This model fits the training data well, explaining 60.1 percent of response variance, but it does a poor job of predicting within the test set, explaining only 40.4 percent of response variance. If we include the full set of variables as input to tree-structured regression, we do better, with the model explaining 67.8 percent of response variance in the training set, and 57.4 percent in the test set. This model is shown in figure 10.3.
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Figure 10.3. Tree-Structured Regression for Predicting California Housing Values



A random forest fit to these data, using the original explanatory variables only, performs very well on the training set, explaining 94.5 percent of response variance, but it falls short of desirable performance in the test set, explaining only 56.7 percent of response variance. The large drop in explained variance between training and test suggests over-fitting. Expanding the input variable list for random forests makes a big difference in test set performance, as the resulting model predicts 65.1 percent of response variance in the test set. The importance of individual explanatory variables is shown in figure 10.4.
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Figure 10.4. Random Forests Regression for Predicting California Housing Values



Predictive models with spatial data may be improved by adding a spatial component. All other things being equal, we expect that observations close together in space will be more similar to one another than observations separated by greater distances. In other words, there will be spatial autocorrelation. We expect that this will be true for housing values as well as for variables being used to explain housing values. Spatial data models use information about the location of observations in space (longitude and latitude). Geographically weighted regression is especially useful for working with such problems as those found in the Californian housing study. When we fit a geographically weighted regression model to the data for the California housing study, we are able to explain 71.6 percent of response variability in the training set and 62.7 percent in the test set. A summary of the findings is shown in table 10.3.
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Table 10.3. Comparison of Regressions on Spatially Referenced Data



The value of a model lies in the quality of its predictions. Regression and spatial data models are important in predicting housing values. They are also important in location-based demand estimation, sales forecasting, and site selection research. Traditional theory-based, data-adaptive, and hybrid methods may be employed, as we have seen in working with the California housing study.

Working with block groups in the California housing study, we implicitly take location into account because response and explanatory variables are linked to the observational unit—the block group location. We can do more with spatially-referenced data such as these. Because we have information about longitude and latitude, we can use distances between observational units to build nearest-neighbor predictors, and we can use distance-referenced explanatory variables in predictive models.

We use the proportion of response variance accounted for as a criterion for evaluating regression performance in the California housing study. This criterion is also known as the coefficient of determination or R-squared. It varies from zero to one with higher numbers indicating higher goodness of fit and better models. We compute its value in the test set by squaring the correlation of observed and predicted response values. Proportion of response variance is an easy concept for managers to understand, and this index of goodness of fit takes values from zero to one in all studies.

Discrepancies between training and test set performance point to the importance of model validation in data science. With large numbers of explanatory variables and fast machine learning algorithms, it is easy to obtain accurate predictions in the training set—it is easy to over-fit. To provide an honest assessment of model performance, we must look to the test set.

The value of a model lies in the quality of its test set predictions.

Alfons (2014a) provides cross-validation tools, which are useful in conducting benchmark studies as illustrated in this chapter. Benchmark studies, also known as statistical simulations, may be conducted within special packages designed for this type of research (Alfons 2014b; Alfons, Templ, and Filzmoser 2014). See the appendix A for additional discussion of regression methods and the evaluation of regression model performance.

Cressie (1993) and Lloyd (2010) provide an overview of methods in spatial data analysis. Spatially weighted regression can be especially useful in this domain of application (Fotheringham, Brunsdon, and Charlton 2002). Bivand, Pebesma, and Gómez-Rubio (2008), Bivand (2014), and Bivand and Yu (2014) review relevant software for spatial data modeling and geographically weighted regression.

Cressie and Wikle (2011) introduce the emerging area of spatio-temporal modeling. Spatio-temporal models are used in weather forecasting and in the study of global climate trends. They are used for research in spatial epidemiology, criminology, transportation, and logistics. We expect that spatio-temporal models will be utilized much more extensively in marketing analytics and predictive analytics in general as mobile data about consumers become more widely available. Cressie and Wikle (2011) describe spatio-temporal modeling as the next modeling frontier. Spatio-temporal models are, by definition, hierarchical models, and typically Bayesian hierarchical models.

In exhibit 10.1, we provide a Python program for working with the California housing data. Exhibit 10.2 lists the corresponding R program. These programs present methods for comparing regression methods used in analyzing the California housing data. The R program draws upon R software packages provided by Becker et al. (2014), McIlroy et al. (2014), Bivand and Yu (2014), Therneau, Atkinson, and Ripley (2014), Liaw and Wiener (2014), Milborrow (2014), Sarkar (2014), and Alfons (2014a). Utilities for computing distances between points defined by longitude and latitude are useful in defining nearest-neighbor predictors and distance-referenced explanatory variables.

Exhibit 10.1. Regression Models for Spatial Data (Python)

Click here to view code image



# Regression Modeling with California Housing Values (Python)

# prepare for Python version 3x features and functions
from __future__ import division, print_function

# import packages for analysis and modeling
import pandas as pd   # data frame operations
from pandas.tools.plotting import scatter_matrix  # scatter plot matrix
import numpy as np   # arrays and math functions
from scipy.stats import uniform   # for training-and-test split
import statsmodels.api as sm   # statistical models (including regression)
import statsmodels.formula.api as smf   # R-like model specification
from sklearn.tree import DecisionTreeRegressor  # machine learning tree
from sklearn.ensemble import RandomForestRegressor # ensemble method

# read in the housing data with white-space delimiters
prelim_houses = pd.read_table('houses_data.txt', header = None, \
     delim_whitespace = True, skipinitialspace = True, \
     names = ['value', 'income', 'age', 'rooms', 'bedrooms', \
     'pop', 'hh', 'latitude', 'longitude'])
prelim_houses['idx'] = range(len(prelim_houses))   # for use as index
houses = prelim_houses.set_index(['idx'])
print(houses.shape)   # check the structure of the data frame
print(houses.head())
# compute descriptive statistics for original variables
print(houses.describe())

# computed variables for linear model used by Pace and Barry (1997)
houses['log_value'] = np.log(houses['value'])
houses['income_squared'] = np.power(houses['income'], 2)
houses['income_cubed'] = np.power(houses['income'], 3)
houses['log_age'] = np.log(houses['age'])
houses['log_pc_rooms'] = np.log(np.divide(houses['rooms'], houses['pop']))
houses['log_pc_bedrooms'] = \
    np.log(np.divide(houses['bedrooms'], houses['pop']))
houses['log_pop_hh'] = np.divide(houses['pop'], houses['hh'])
houses['log_hh'] = np.log(houses['hh'])

# structure of the Pace and Barry (1997) model for baseline for comparisons
pace_barry_model = 'log_value ~ income + income_squared + \
    income_cubed + log_age + log_pc_rooms + log_pc_bedrooms + \
    log_pop_hh + log_hh'
# for comparison lets look at a simple model with the original variables
simple_model = 'log_value ~ income + age + rooms + bedrooms + \
    pop + hh'
# original variables plus variables that add value for trees
# that is... variables that are not simple monotonic transformations
# of the original explanatory variables
full_model = 'log_value ~ income + age + rooms + bedrooms + \
  pop + hh + log_pc_rooms + log_pc_bedrooms + log_pop_hh'
# define the bounding box for selecting the area
# here we are selecting the San Diego region
BB_TOP = 33
BB_BOTTOM = 32
BB_RIGHT = -116.75
BB_LEFT = -125
houses_selected = houses[houses['latitude'] < BB_TOP]
houses_selected = houses_selected[houses_selected['longitude'] < BB_RIGHT]
houses_selected = houses_selected[houses_selected['latitude'] > BB_BOTTOM]
houses_selected = houses_selected[houses_selected['longitude'] > BB_LEFT]
# examine structure of selected block groups
print(houses_selected.shape)
print(houses_selected.head())

# employ training-and-test regimen for model validation
np.random.seed(4444)
houses_selected['runiform'] = uniform.rvs(loc = 0, scale = 1,\
     size = len(houses_selected))
houses_selected_train = houses_selected[houses_selected['runiform'] >= 0.33]
houses_selected_test = houses_selected[houses_selected['runiform'] < 0.33]
# check training data frame
print('\nhouses_selected_train data frame (rows, columns): ',\
    houses_selected_train.shape)
print(houses_selected_train.head())
# check test data frame
print('\nhouses_selected_test data frame (rows, columns): ',\
    houses_selected_test.shape)
print(houses_selected_test.head())
# examine the correlations across the variables before we begin modeling
houses_train_df_vars = houses_selected_train.loc[ : ,['log_value', 'income',\
    'log_pc_rooms', 'log_pc_bedrooms', 'rooms', 'bedrooms', 'hh', \
    'age', 'pop', 'log_pop_hh']]
print(houses_train_df_vars.corr())

# scatter plot matrix (splom) demonstration
houses_train_splom_vars = \
    houses_selected_train.loc[:, ['log_value', 'income', 'age', 'rooms']]
scatter_matrix(houses_train_splom_vars)

# --------------------------------------------
# Linear regression a la Pace and Barry (1997)
# --------------------------------------------
# fit the model to the training set
pace_barry_train_fit = smf.ols(pace_barry_model, \
    data = houses_selected_train).fit()
# summary of model fit to the training set
print(pace_barry_train_fit.summary())
# training set predictions from the model fit to the training set
houses_selected_train['predict_log_value'] = pace_barry_train_fit.fittedvalues
# test set predictions from the model fit to the training set
houses_selected_test['predict_log_value'] = \
    pace_barry_train_fit.predict(houses_selected_test)
# compute the proportion of response variance for training data
pace_and_barry_train_result = \
    round(np.power(houses_selected_train['log_value']\
        .corr(houses_selected_train['predict_log_value']),2),3)
print('\nPace and Barry Proportion of Training Set Variance Accounted for: ',\
    pace_and_barry_train_result)

# compute the proportion of response variance
# accounted for when predicting out-of-sample
pace_and_barry_test_result = \
    round(np.power(houses_selected_test['log_value']\
        .corr(houses_selected_test['predict_log_value']),2),3)
print('\nPace and Barry Proportion of Test Set Variance Accounted for: ',\
    pace_and_barry_test_result)

# --------------------------------------
# Tree-structured regression (simple)
# --------------------------------------
# try tree-structured regression on the original explantory variables
# note that one of the advantages of trees is no need for transformations
# of the explanatory variables... sklearn DecisionTreeRegressor
tree_model_maker = DecisionTreeRegressor(random_state = 9999, max_depth = 5)

y_train = houses_selected_train.loc[:, ['log_value']]

# simple model has six predictors
X_train_simple = houses_selected_train.loc[:, \
    ['income', 'age', 'rooms', 'bedrooms', 'pop', 'hh']]
X_test_simple = houses_selected_test.loc[:, \
    ['income', 'age', 'rooms', 'bedrooms', 'pop', 'hh']]

tree_model_fit = tree_model_maker.fit(X_train_simple, y_train)

# compute the proportion of response variance for training data
houses_selected_train['simple_tree_predict_log_value'] =\
    tree_model_fit.predict(X_train_simple)

simple_tree_train_result = \
    round(np.power(houses_selected_train['log_value']\
        .corr(houses_selected_train['simple_tree_predict_log_value']),2),3)

print('\nSimple Tree Proportion of Training Set Variance Accounted for: ',\
    simple_tree_train_result)

# compute the proportion of response variance for test data
houses_selected_test['simple_tree_predict_log_value'] =\
    tree_model_fit.predict(X_test_simple)
simple_tree_test_result = \
    round(np.power(houses_selected_test['log_value']\
        .corr(houses_selected_test['simple_tree_predict_log_value']),2),3)
print('\nSimple Tree Proportion of Test Set Variance Accounted for: ',\
    simple_tree_test_result)
# --------------------------------------
# Tree-structured regression (full)
# --------------------------------------
# same method as for simple tree
tree_model_maker = DecisionTreeRegressor(random_state = 9999, max_depth = 5)

y_train = houses_selected_train.loc[:, ['log_value']]

# full model has more predictors
X_train_full = houses_selected_train.loc[:, \
    ['income', 'age', 'rooms', 'bedrooms',\
        'pop', 'hh', 'log_pc_rooms', 'log_pc_bedrooms', 'log_pop_hh']]
X_test_full = houses_selected_test.loc[:, \
    ['income', 'age', 'rooms', 'bedrooms',\
        'pop', 'hh', 'log_pc_rooms', 'log_pc_bedrooms', 'log_pop_hh']]

tree_model_fit = tree_model_maker.fit(X_train_full, y_train)


# compute the proportion of response variance for training data
houses_selected_train['full_tree_predict_log_value'] =\
    tree_model_fit.predict(X_train_full)

full_tree_train_result = \
    round(np.power(houses_selected_train['log_value']\
        .corr(houses_selected_train['full_tree_predict_log_value']),2),3)

print('\nFull Tree Proportion of Training Set Variance Accounted for: ',\
    full_tree_train_result)

# compute the proportion of response variance for test data
houses_selected_test['full_tree_predict_log_value'] =\
    tree_model_fit.predict(X_test_full)
full_tree_test_result = \
    round(np.power(houses_selected_test['log_value']\
        .corr(houses_selected_test['full_tree_predict_log_value']),2),3)
print('\nFull Tree Proportion of Test Set Variance Accounted for: ',\
    full_tree_test_result)

# --------------------------------------
# Random forests (simple)
# --------------------------------------
rf_model_maker = RandomForestRegressor(random_state = 9999)

y_train = houses_selected_train.loc[:, ['log_value']]

# simple model has more predictors
X_train_simple = houses_selected_train.loc[:, \
    ['income', 'age', 'rooms', 'bedrooms', 'pop', 'hh']]
X_test_simple = houses_selected_test.loc[:, \
    ['income', 'age', 'rooms', 'bedrooms', 'pop', 'hh']]
rf_model_fit = rf_model_maker.fit(X_train_simple, y_train)
# compute the proportion of response variance for training data
houses_selected_train['simple_rf_predict_log_value'] =\
    rf_model_fit.predict(X_train_simple)
simple_rf_train_result = \
    round(np.power(houses_selected_train['log_value']\
        .corr(houses_selected_train['simple_rf_predict_log_value']),2),3)
print('\nSimple Random Forest Prop Training Set Variance Accounted for: ',\
    simple_rf_train_result)

# compute the proportion of response variance for test data
houses_selected_test['simple_rf_predict_log_value'] =\
    rf_model_fit.predict(X_test_simple)
simple_rf_test_result = \
    round(np.power(houses_selected_test['log_value']\
        .corr(houses_selected_test['simple_rf_predict_log_value']),2),3)
print('\nSimple Random Forest Prop of Test Set Variance Accounted for: ',\
    simple_rf_test_result)

# --------------------------------------
# Random forests (full)
# --------------------------------------
rf_model_maker = RandomForestRegressor(random_state = 9999)

y_train = houses_selected_train.loc[:, ['log_value']]

# full model has more predictors
X_train_full = houses_selected_train.loc[:, \
    ['income', 'age', 'rooms', 'bedrooms',\
        'pop', 'hh', 'log_pc_rooms', 'log_pc_bedrooms', 'log_pop_hh']]
X_test_full = houses_selected_test.loc[:, \
    ['income', 'age', 'rooms', 'bedrooms',\
        'pop', 'hh', 'log_pc_rooms', 'log_pc_bedrooms', 'log_pop_hh']]

rf_model_fit = rf_model_maker.fit(X_train_full, y_train)

# compute the proportion of response variance for training data
houses_selected_train['full_rf_predict_log_value'] =\
    rf_model_fit.predict(X_train_full)
full_rf_train_result = \
    round(np.power(houses_selected_train['log_value']\
        .corr(houses_selected_train['full_rf_predict_log_value']),2),3)
print('\nFull Random Forest Prop of Training Set Variance Accounted for: ',\
    full_rf_train_result)

# compute the proportion of response variance for test data
houses_selected_test['full_rf_predict_log_value'] =\
    rf_model_fit.predict(X_test_full)
full_rf_test_result = \
    round(np.power(houses_selected_test['log_value']\
        .corr(houses_selected_test['full_rf_predict_log_value']),2),3)
print('\nFull Random Forest Prop of Test Set Variance Accounted for: ',\
    full_rf_test_result)
# --------------------------------------
# Geographically weighted regression
# --------------------------------------
# exercise for the student... use rpy2 to obtain results from R
full_gwr_train_result = None
full_gwr_test_result = None

# --------------------------------------
# Gather results for a single report
# --------------------------------------
# measurement model performance summary
table_data = {'method' : ['Linear regression Pace and Barry (1997)',\
    'Tree-structured regression (simple model)',\
    'Tree-structured regression (full model)',\
    'Random forests (simple model)',\
    'Random forests (full model)',\
    'Geographically weighted regression (GWR)'],\
    'Training Set Result' : [pace_and_barry_train_result,\
    simple_tree_train_result,\
    full_tree_train_result,\
    simple_rf_train_result,\
    full_rf_train_result,\
    full_gwr_train_result],\
    'Test Set Result' : [pace_and_barry_test_result,\
    simple_tree_test_result,\
    full_tree_test_result,\
    simple_rf_test_result,\
    full_rf_test_result,\
    full_gwr_test_result]}

table_data_frame = pd.DataFrame(table_data,\
    columns = ['method', 'Training Set Result', 'Test Set Result'])

print(table_data_frame)

# --------------------------------------------------------------------------
# we have been using a simple training-and-test split for validation
# an alternative is multi-fold cross-validation, as shown here
# for the simple tree-structured regression model

from sklearn import cross_validation

# specify number of folds for multi-fold cross-validation
# a simple training-and-test regimen would have two folds
specified_n_folds = 5

# specify the modeling technique or method of analysis
tree_model_maker = DecisionTreeRegressor(random_state = 9999, max_depth = 5)

# specify the response variable
y = houses_selected.loc[:, ['log_value']]
# specify the explanatory variables
X = houses_selected.loc[:, ['income', 'age', 'rooms', 'bedrooms', 'pop', 'hh']]

# specify cross-validation method, including number of folds
cvfold = cross_validation.KFold(len(y), n_folds = specified_n_folds,\
    indices = False)

# initialize list for storing cross-validation results
cv_results = []

# iterate across the folds fitting to train, testing on test
for train, test in cvfold:

    # define training and test sets for this fold
    X_train, X_test, y_train, y_test = X[train], X[test], y[train], y[test]

    # fit to training data for this fold
    tree_model_fit = tree_model_maker.fit(X_train, y_train)

    # compute proportion of response variance accounted
    # for in the test set in this fold, and add to the
    # list of cross-validation results
    y_test_predict = tree_model_fit.predict(X_test)
    cv_fold_result = np.power(np.corrcoef(y_test.T, y_test_predict),2)
    cv_results.append(cv_fold_result[0, 1])

print('\nProportion of Training Set Variance Accounted for ',\
    'using ', specified_n_folds, 'Folds in Cross-Validation:',
    round(np.mean(cv_results) ,3))

# Suggestions for the student:
# Try alternative formulations for the linear predictor.
# Try subset selection and all possible regression approaches.
# Try additional transformations of predictors.
# Deal with the issues of censoring and multicollinearity.
# Evaluate possible interaction effects, such as between
# median household age and occupancy (log population per household).
# See if you can improve out-of-sample prediction performance
# of the random forest by changing the settings for model building.
# Cross-validation is an alternative to simple training-and-test
# for model validation. Implement cross-validation using sklearn
# for all of the modeling techniques in this study.
# Complete the analysis by calling geographically weighted
# regression from R, using the Python rpy2 package.
# Explore the data further using data visualization and maps.
# Work on another metropolitan area in California.
# Determine the degree to which models built on one region
# generalize to other regions.





Exhibit 10.2. Regression Models for Spatial Data (R)

Click here to view code image



# Regression Modeling with California Housing Values (R)

library(maps)   # map making
library(mapproj)   # projections for map making
library(spgwr)   # spatially-weighted regression
library(rpart)   # tree-structured modeling
library(randomForest)   # random forests
library(rpart.plot)   # plot tree-structured model information
library(lattice)   # statistical graphics
library(cvTools)   # cross-validation tools including rmspe

# read in the housing data
houses <-   read.table("houses_data.txt", header = FALSE, sep = "",
   dec = ".", row.names = NULL,
   col.names = c("value", "income", "age", "rooms", "bedrooms",
   "pop", "hh", "latitude", "longitude"))

# computed variables for linear model used by Pace and Barry (1997)
houses$log_value <- log(houses$value)
houses$income_squared <- houses$income^2
houses$income_cubed <- houses$income^3
houses$log_age <- log(houses$age)
houses$log_pc_rooms <- log(houses$rooms / houses$pop)
houses$log_pc_bedrooms <- log(houses$bedrooms / houses$pop)
houses$log_pop_hh <- log(houses$pop / houses$hh)
houses$log_hh <- log(houses$hh)

# structure of the Pace and Barry (1997) model for baseline for comparisons
pace.barry.model <- {log_value ~ income + income_squared +
  income_cubed + log_age + log_pc_rooms + log_pc_bedrooms +
  log_pop_hh + log_hh}

# for comparison let's look at a simple model with the original variables
simple.model <-   {log_value ~ income + age + rooms + bedrooms +
  pop + hh}

# original variables plus variables that add value for trees
# that is... variables that are not simple monotonic transformations
# of the original explanatory variables
full.model <- {log_value ~ income + age + rooms + bedrooms +
  pop + hh + log_pc_rooms + log_pc_bedrooms + log_pop_hh}
# define variable for selecting a geographically defined
# subset of the data... San Diego area
# we use nested ifelse statements to do this

# define the bounding box for selecting the area
# here we are selecting the San Diego region
BB.TOP <- 33
BB.BOTTOM <- 32
BB.RIGHT <- -116.75
BB.LEFT <- -125
houses$select <- ifelse(((houses$latitude < BB.TOP)),
  ifelse((houses$longitude < BB.RIGHT),
  ifelse((houses$latitude > BB.BOTTOM),
  ifelse((houses$longitude > BB.LEFT),1,2),2),2),2)
houses$select <- factor(houses$select, levels = c(1,2),
  labels = c("Selected","Not Selected"))
houses.selected <- subset(houses, subset = (select == "Selected"))
houses.notselected <- subset(houses, subset = (select == "Not Selected"))

# plot the locations of block groups red in the selected area, blue otherwise
pdf(file = "fig_spatial_map_selected_region.pdf", width = 8.5, height = 8.5)
pointsize <- 0.5
map("state", region = c("california"), project="albers",par=c(39,45))
  points(mapproject(houses.selected$longitude, houses.selected$latitude,
  projection=""),pch=20,cex=pointsize,col="red")
  points(mapproject(houses.notselected$longitude, houses.notselected$latitude,
  projection=""),pch=20,cex=pointsize,col="darkblue")
legend("right", legend = c("Selected Region","Not Selected"),
  col = c("red","darkblue"), pch = 20)
map.scale()
dev.off()

# define training and test sets for the selected houses
set.seed(4444)
partition <- sample(nrow(houses.selected)) # permuted list of row index numbers
houses.selected$Group <-
  ifelse((partition < nrow(houses.selected)/(3/2)),1,2)
houses.selected$Group <-
  factor(houses.selected$Group,levels=c(1,2),labels=c("TRAIN","TEST"))
print(table(houses.selected$Group))   # review the split into training and test
print(head(houses.selected))   # review the selected data

houses.train <-
  subset(houses.selected, subset = (Group == "TRAIN"))
houses.test <-
  subset(houses.selected, subset = (Group == "TEST"))
# examine the correlations across the variables before we begin modeling
houses.train.df.vars <- houses.train[,c("log_value","income","age",
  "rooms","bedrooms","pop","hh","log_pc_rooms",
  "log_pc_bedrooms","log_pop_hh")]
houses.train.cormat <- cor(as.matrix(houses.train.df.vars))
houses.train.cormat.line <- houses.train.cormat["log_value",]
# explanatory variables ordered by correlation with the response variable
ordered.houses.train.cormat <-
  houses.train.cormat[names(sort(houses.train.cormat.line,decreasing=TRUE)),
  names(sort(houses.train.cormat.line,decreasing=FALSE))]
# code to obtain default colors from ggplot2...
number.of.default.colors <- 2   # two end-points for our scale
end.point.colors <- hcl(h=seq(15, 375-360/number.of.default.colors,
  length=number.of.default.colors)%%360, c=100, l=65)
# end.point.colors[1] and [2] used to define the three-point color scale
pdf(file = "fig_spatial_correlation_heat_map.pdf", width = 11,
  height = 8.5)
x <- rep(1:nrow(ordered.houses.train.cormat),
  times=ncol(ordered.houses.train.cormat))
y <- NULL
for (i in 1:ncol(ordered.houses.train.cormat))
  y <- c(y,rep(i,times=nrow(ordered.houses.train.cormat)))
# use fixed format 0.XXX in cells of correlation matrix
cortext <- sprintf("%0.3f", as.numeric(ordered.houses.train.cormat))
text.data.frame <- data.frame(x, y, cortext)
text.data.frame$cortext <- as.character(text.data.frame$cortext)
text.data.frame$cortext <- ifelse((text.data.frame$cortext == "1.000"),
  NA,text.data.frame$cortext)   # define diagonal cells as missing
text.data.frame <- na.omit(text.data.frame)   # diagonal cells have no text

print(levelplot(ordered.houses.train.cormat, cuts = 25, tick.number = 9,
  col.regions =
    colorRampPalette(c(end.point.colors[1], "white", end.point.colors[2])),
  scales=list(tck=0, x=list(rot=90)),
  xlab = "",
  ylab = "",
  panel = function(...) {
    panel.levelplot(...)
    panel.text(text.data.frame$x, text.data.frame$y,
    labels = text.data.frame$cortext)
    }))
dev.off()

# scatter plot matrix (splom) demonstration
houses.train.splom.vars <-
  houses.train[,c("log_value","income","age","rooms")]
pdf(file = "fig_spatial_sample_splom.pdf", width = 8.5,
  height = 8.5)
pairs(houses.train.splom.vars, cex = 0.65, col = "darkblue")
dev.off()

# define spatial objects as needed for spatial modeling work
# explanation of spatial objects may be found in chapter 2 of
# Bivand, R. S., Pebesma, E. J., and Gomez-Rubio, V. (2008)
# Applied Spatial Data Analysis, New York: Springer.
# this involves adding coordinate objects to data frame objects
# training set coordinates to add
houses.coord <- cbind(houses.train$longitude,houses.train$latitude)
# define spatial points data frame object
houses.train <- SpatialPointsDataFrame(houses.coord,houses.train,bbox = NULL)

# test set coordinates to add
houses.coord <- cbind(houses.test$longitude,houses.test$latitude)
# define spatial points data frame object
houses.test <- SpatialPointsDataFrame(houses.coord,houses.test,bbox = NULL)

# examine the struction of the spatial points data frame
print(str(houses.train))
# --------------------------------------------
# Linear regression a la Pace and Barry (1997)
# --------------------------------------------
pace.barry.train.fit <- lm(pace.barry.model, data = houses.train)

print(pace.barry.train.fit)
print(summary(pace.barry.train.fit))

# direct calculation of root-mean-squared prediction error
# obtained directly on the training data
print(rmspe(houses.train$log_value, predict(pace.barry.train.fit)))
# report R-squared on training data
print(cor(houses.train$log_value,predict(pace.barry.train.fit))^2)

cat("\n\nTraining set proportion of variance accounted",
  " for by linear regression = ",
  sprintf("%1.3f",cor(houses.train$log_value,
  predict(pace.barry.train.fit))^2),sep=" ")

# test model fit to training set on the test set
print(rmspe(houses.test$log_value, predict(pace.barry.train.fit,
  newdata = houses.test)))
print(cor(houses.test$log_value,
  predict(pace.barry.train.fit, newdata = houses.test))^2)
cat("\n\nTest set proportion of variance accounted",
  " for by linear regression = ",
  sprintf("%1.3f",cor(houses.test$log_value,
  predict(pace.barry.train.fit, newdata = houses.test))^2),sep=" ")

# demonstrate cross-validation within the training set
# specify ten-fold cross-validation within the training set
# K = folds   R = replications of K-fold cross-validation
set.seed(1234)   # for reproducibility
folds <- cvFolds(nrow(houses.train), K = 10, R = 50)
cv.pace.barry.train.fit <- cvLm(pace.barry.train.fit, cost = rtmspe,
  folds = folds, trim = 0.1)
# root-mean-squared prediction error estimated by cross-validation
print(cv.pace.barry.train.fit)

# --------------------------------------
# Tree-structured regression (simple)
# --------------------------------------
# try tree-structured regression on the original explantory variables
# note that one of the advantages of trees is no need for transformations
# of the explanatory variables
rpart.train.fit <- rpart(simple.model, data = houses.train)
print(summary(rpart.train.fit))   # tree summary statistics and split detail
houses.train$rpart.train.fit.pred <- predict(rpart.train.fit,
  data = houses.train)
# root-mean-squared for trees on training set
print(rmspe(houses.train$log_value, houses.train$rpart.train.fit.pred))
# report R-squared on training data
print(cor(houses.train$log_value,houses.train$rpart.train.fit.pred)^2)
cat("\n\nTraining set proportion of variance accounted",
  " for by tree-structured regression = ",
  sprintf("%1.3f",cor(houses.train$log_value,
  houses.train$rpart.train.fit.pred)^2),sep=" ")
# root-mean-squared for trees on test set
houses.test$rpart.train.fit.pred <- predict(rpart.train.fit, newdata = houses.test)
print(rmspe(houses.test$log_value, houses.test$rpart.train.fit.pred))
# report R-squared on training data
print(cor(houses.test$log_value,houses.test$rpart.train.fit.pred)^2)
cat("\n\nTest set proportion of variance accounted",
  " for by tree-structured regression = ",
  sprintf("%1.3f",
  cor(houses.test$log_value,houses.test$rpart.train.fit.pred)^2),sep=" ")

# plot the regression tree result from rpart
pdf(file = "fig_spatial_rpart_model.pdf", width = 8.5, height = 8.5)
prp(rpart.train.fit, main="",
  digits = 3,   # digits to display in terminal nodes
  nn = TRUE,   # display the node numbers
  fallen.leaves = TRUE,  # put the leaves on the bottom of the page
  branch = 0.5,   # change angle of branch lines
  branch.lwd = 2,   # width of branch lines
  faclen = 0,   # do not abbreviate factor levels
  trace = 1,  # print the automatically calculated cex
  shadow.col = 0,   # no shadows under the leaves
  branch.lty = 1,   # draw branches using dotted lines
  split.cex = 1.2,  # make the split text larger than the node text
  split.prefix = "is ",  # put "is " before split text
  split.suffix = "?",   # put "?" after split text
  split.box.col = "blue",   # lightgray split boxes (default is white)
  split.col = "white",   # color of text in split box
  split.border.col = "blue",   # darkgray border on split boxes
  split.round = .25)   # round the split box corners a tad
dev.off()

# --------------------------------------
# Tree-structured regression (full)
# --------------------------------------
# try tree-structured regression on the expanded set of variables
rpart.train.fit.full <- rpart(full.model, data = houses.train)
print(summary(rpart.train.fit.full))   # tree summary statistics and split detail
houses.train$rpart.train.fit.full.pred <-
  predict(rpart.train.fit.full, data = houses.train)
# root-mean-squared for trees on training set
print(rmspe(houses.train$log_value, houses.train$rpart.train.fit.full.pred))
# report R-squared on training data
print(cor(houses.train$log_value,houses.train$rpart.train.fit.full.pred)^2)

cat("\n\nTraining set proportion of variance accounted",
   " for by tree-structured regression (full model) = ",
  sprintf("%1.3f",cor(houses.train$log_value,
  houses.train$rpart.train.fit.full.pred)^2),sep=" ")
# root-mean-squared for trees on test set
houses.test$rpart.train.fit.full.pred <- predict(rpart.train.fit.full,
  newdata = houses.test)
print(rmspe(houses.test$log_value, houses.test$rpart.train.fit.full.pred))
# report R-squared on training data
print(cor(houses.test$log_value,houses.test$rpart.train.fit.full.pred)^2)

cat("\n\nTest set proportion of variance accounted",
    " for by tree-structured regression (full model) = ",
  sprintf("%1.3f",cor(houses.test$log_value,
  houses.test$rpart.train.fit.full.pred)^2),sep=" ")

# plot the regression tree result from rpart
pdf(file = "fig_spatial_rpart_model_full.pdf", width = 8.5, height = 8.5)
prp(rpart.train.fit.full, main="",
  digits = 3,   # digits to display in terminal nodes
  nn = TRUE,   # display the node numbers
  fallen.leaves = TRUE,  # put the leaves on the bottom of the page
  branch = 0.5,   # change angle of branch lines
  branch.lwd = 2,   # width of branch lines
  faclen = 0,   # do not abbreviate factor levels
  trace = 1,   # print the automatically calculated cex
  shadow.col = 0,   # no shadows under the leaves
  branch.lty = 1,  # draw branches using dotted lines
  split.cex = 1.2,  # make the split text larger than the node text
  split.prefix = "is ",  # put "is" before split text
  split.suffix = "?",   # put "?" after split text
  split.box.col = "blue",   # lightgray split boxes (default is white)
  split.col = "white",   # color of text in split box
  split.border.col = "blue",   # darkgray border on split boxes
  split.round = .25)  # round the split box corners a tad
dev.off()

# --------------------------------------
# Random forests (simple)
# --------------------------------------
set.seed (9999)   # for reproducibility
rf.train.fit <- randomForest(simple.model,
  data=houses.train, mtry=3, importance=TRUE, na.action=na.omit)

# review the random forest solution
print(rf.train.fit)

# check importance of the individual explanatory variables
pdf(file = "fig_spatial_random_forest_simple_importance.pdf",
width = 11, height = 8.5)
varImpPlot(rf.train.fit, main = "", pch = 20, col = "darkblue")
dev.off()

# random forest predictions for the training set
houses.train$rf.train.fit.pred <- predict(rf.train.fit, type="class",
  newdata = houses.train)
# root-mean-squared for random forest on training set
print(rmspe(houses.train$log_value, houses.train$rf.train.fit.pred))
# report R-squared on training data
print(cor(houses.train$log_value,houses.train$rf.train.fit.pred)^2)

cat("\n\nTraining set proportion of variance accounted",
    " for by random forests (simple model) = ",
  sprintf("%1.3f",
  cor(houses.train$log_value,houses.train$rf.train.fit.pred)^2),sep=" ")

# random forest predictions for the test set using model from training set
houses.test$rf.train.fit.pred <- predict(rf.train.fit,
  type="class", newdata = houses.test)

# root-mean-squared for random forest on test set
print(rmspe(houses.test$log_value, houses.test$rf.train.fit.pred))
# report R-squared on training data
print(cor(houses.test$log_value,houses.test$rf.train.fit.pred)^2)

cat("\n\nTest set proportion of variance accounted",
    " for by random forests (simple model) = ",
  sprintf("%1.3f",
  cor(houses.test$log_value,houses.test$rf.train.fit.pred)^2),sep=" ")

# --------------------------------------
# Random forests (full)
# --------------------------------------
set.seed (9999)   # for reproducibility
rf.train.fit.full <- randomForest(full.model,
  data=houses.train, mtry=3, importance=TRUE, na.action=na.omit)
# review the random forest solution
print(rf.train.fit.full)

# check importance of the individual explanatory variables
pdf(file = "fig_spatial_random_forest_full_importance.pdf",
width = 11, height = 8.5)
varImpPlot(rf.train.fit.full, main = "", pch = 20,
  cex = 1.25, col = "darkblue", lcolor = "black")
dev.off()

# random forest predictions for the training set
houses.train$rf.train.fit.full.pred <- predict(rf.train.fit.full, type="class",
  newdata = houses.train)

# root-mean-squared for random forest on training set
print(rmspe(houses.train$log_value, houses.train$rf.train.fit.full.pred))
# report R-squared on training data
print(cor(houses.train$log_value,houses.train$rf.train.fit.full.pred)^2)

cat("\n\nTraining set proportion of variance accounted",
    " for by random forests (full model) = ",
  sprintf("%1.3f",cor(houses.train$log_value,
    houses.train$rf.train.fit.full.pred)^2),sep=" ")
# random forest predictions for the test set using model from training set
houses.test$rf.train.fit.full.pred <- predict(rf.train.fit.full, type="class",
  newdata = houses.test)

# root-mean-squared for random forest on test set
print(rmspe(houses.test$log_value, houses.test$rf.train.fit.full.pred))
# report R-squared on training data
print(cor(houses.test$log_value,houses.test$rf.train.fit.full.pred)^2)

cat("\n\nTest set proportion of variance accounted",
    " for by random forests (full model) = ",
  sprintf("%1.3f",cor(houses.test$log_value,
    houses.test$rf.train.fit.full.pred)^2),sep=" ")

# --------------------------------------
# Geographically weighted regression
# --------------------------------------
# bandwidth calculation may take a while
set.bandwidth <-   gwr.sel(pace.barry.model,
  data=houses.train, verbose = FALSE, show.error.messages = FALSE)

# fit the geographically-weighted regression with bandwidth value set.bandwidth
gwr.train.fit <- gwr(pace.barry.model, bandwidth = set.bandwidth,
  predictions = TRUE, data=houses.train, fit.points = houses.train)
# extract training set predictions
houses.train$grw.train.fit.pred <- gwr.train.fit$SDF$pred

# root-mean-squared for grw on training set
print(rmspe(houses.train$log_value, houses.train$grw.train.fit.pred))
# report R-squared on training data
print(cor(houses.train$log_value,houses.train$grw.train.fit.pred)^2)

cat("\n\nTraining set proportion of variance accounted",
  " for by geographically-weighted regression = ",
  sprintf("%1.3f",cor(houses.train$log_value,
  houses.train$grw.train.fit.pred)^2),sep=" ")

# fit the geographically-weighted regression with bandwidth value set.bandwidth
# fit to training data and specify test data
gwr.train.fit <- gwr(pace.barry.model, bandwidth = set.bandwidth,
  predictions = TRUE, data=houses.train, fit.points = houses.test)
# extract test set predictions
houses.test$grw.train.fit.pred <- gwr.train.fit$SDF$pred

# root-mean-squared for grw on test set
print(rmspe(houses.test$log_value, houses.test$grw.train.fit.pred))
# report R-squared on training data
print(cor(houses.test$log_value,houses.test$grw.train.fit.pred)^2)

cat("\n\nTest set proportion of variance accounted",
  " for by geographically-weighted regression = ",
  sprintf("%1.3f",cor(houses.test$log_value,
  houses.test$grw.train.fit.pred)^2),sep=" ")
# --------------------------------------
# Gather results for a single report
# --------------------------------------
# measurement model performance summary
methods <- c("Linear regression Pace and Barry (1997)",
  "Tree-structured regression (simple model)",
  "Tree-structured regression (full model)",
  "Random forests (simple model)",
  "Random forests (full model)",
  "Geographically weighted regression (GWR)",
  "Hybrid Random Forests and GWR")
methods.performance.data.frame <- data.frame(methods)
methods.performance.data.frame$training <-
  c(round(cor(houses.train$log_value,predict(pace.barry.train.fit))^2
    ,digits=3), round(cor(houses.train$log_value,
    houses.train$rpart.train.fit.pred)^2,digits=3),
    round(cor(houses.train$log_value,
    houses.train$rpart.train.fit.full.pred)^2,digits=3),
    round(cor(houses.train$log_value,
    houses.train$rf.train.fit.pred)^2,digits=3),
     round(cor(houses.train$log_value,
     houses.train$rf.train.fit.full.pred)^2,digits=3),
    round(cor(houses.train$log_value,
    houses.train$grw.train.fit.pred)^2,digits=3))
methods.performance.data.frame$test <-
  c(round(cor(houses.test$log_value,
  predict(pace.barry.train.fit, newdata = houses.test))^2,digits=3),
    round(cor(houses.test$log_value,
    houses.test$rpart.train.fit.pred)^2,digits=3),
    round(cor(houses.test$log_value,
    houses.test$rpart.train.fit.full.pred)^2,digits=3),
    round(cor(houses.test$log_value,
    houses.test$rf.train.fit.pred)^2,digits=3),
    round(cor(houses.test$log_value,
    houses.test$rf.train.fit.full.pred)^2,digits=3),
    round(cor(houses.test$log_value,
    houses.test$grw.train.fit.pred)^2,digits=3))
print(methods.performance.data.frame)





11. Brand and Price

“What do ya want to hear? That I’d love to pay three hundred and fifty a month. . . is that what you want to hear? Tell me how much you want me to pay, and I’ll tell you how much I’ll pay, but don’t do a hustle on me. . . I don’t like that. How much do I want to pay? I’d like to pay nothing!”

—RICHARD DREYFUSS AS BILL BABOWSKY IN Tin Men (1987)

As a consumer, I am like two people. With almost everything—where I live and shop, how I travel, the clothes I buy, and the things I do for fun—I am extremely price-conscious. I walk rather than drive whenever I can, and I look for things on sale. As long as I am buying for myself, I rarely seek out particular brands. This is my economical side. I look for value.

There is another side to me, however. When it comes to computers and software, I am a person who buys only the best, highest quality, and most reliable products. Money is no object (until it runs out, of course). I read about fast computers and high-resolution displays, thinking, Maybe that’s what I should get next. This most uneconomical side of me also applies to books. It is as though I have no control over my spending, no budget. When I see a book I like, I buy, and sometimes I pay for next-day delivery. I would be a good candidate for a “bibliophiles anonymous” if there were one.

The example for this chapter takes us back to 1998. Microsoft introduced a new operating system, and computer manufacturers were interested in making predictions about the personal computer marketplace. The study we consider, which we call the computer choice study, is presented in appendix C. It involved eight computer brands, price, and four other attributes of interest: compatibility, performance, reliability, and learning time. Table C.7 provides a description of attribute levels used in the study.

The computer choice study used a survey consisting of sixteen pages, with each page showing a choice set of four product profiles. For each choice set, survey participants were asked first to select the computer they most preferred, and second, to indicate whether or not they would actually buy that computer. For our analysis we focus on the initial choice or most preferred computer in each set. Figure ?? shows the first page of the survey, which represents one choice set.

Each profile, defined in terms of its attributes, is associated with the consumer’s binary response (0 = not chosen, 1 = chosen). Being diligent data scientists, we define an appropriate training-and-test regimen. In this context, we build predictive models on twelve choice sets and test on four.1 The data for one individual are shown in table C.8.

1 When the prediction problem is to predict individual choice, the survey itself is divided into training and test. For this study, we split across the survey items or choice sets, arbitrarily selecting sets 3, 7, 11, and 15 as our hold-out choice sets. Items 1, 2, 4, 5, 6, 8, 9, 10, 12, 13, 14, and 16 serve as training data. With sixteen choice sets of four, we have 64 product profiles for each individual in the study. As a result of this training-and-test split, the training data include 48 rows of product profiles for each individual, and the test data include 16 rows of product profiles for each individual.

To obtain useful conjoint measures for individuals, we employ hierarchical Bayes (HB) methods with constraints upon the signs of attribute coefficients other than brand. We like to specify the signs of attribute coefficients when the order of preference for levels within attributes is obvious. For the computer choice study, we can specify the signs of coefficients for all attributes other than brand prior to fitting a model to the data. In particular, compatibility, performance, and reliability should have positive coefficients, whereas learning time and price should have negative coefficients.

As we have learned, the value of a model lies in the quality of its predictions. Here we are concerned with predictions for each individual respondent. We use the training set of twelve choice items to fit an HB model, estimating individual-level conjoint measures. Then we use the test set of four choice items to evaluate the fitted model. As a criterion of evaluation, we use the percentage of choices correctly predicted, noting that by chance alone we would expect to predict 25 percent of the choices correctly (because each choice item contains four product alternatives). The percentage of choices correctly predicted is the sensitivity or true positive rate in a binary classification problem (see figure A.1 in appendix A.).

How well does the HB model work? An HB model fit to the computer choice data provides training set sensitivity of 93.7 percent and test set sensitivity of 52.6 percent. As modeling techniques in predictive analytics, Bayesian methods hold considerable promise. (Exhibit ?? at the end of the chapter provides the programming documentation for this analysis.)

Returning to the original survey with sixteen choice sets, we estimate conjoint measures at the individual level with an HB model and place consumers into groups based upon their revealed preferences for computer products. Table 11.1 provides the cross-tabulation of top-ranked brands versus most valued attributes, where the top-ranked brands are determined within individuals and the most valued attributes are determined relative to all consumers in the study.2 These data are rendered as a mosaic plot in figure 11.1.3

2 The top-ranked brand is the brand with the highest estimated part-worth for the individual. Most favored attributes are determined relative to the entire study group. That is, we compute the value of an attribute to an individual as a standard score versus the entire study group. We do this because conventional attribute importance calculations are dependent upon relative ranges of sets of attribute levels utilized in surveys.

3 Mosaic plots provide a convenient visualization of cross-tabulations (contingency tables). The relative heights of rows correspond to the relative row frequencies. The relative width of columns corresponds to the cell frequencies within rows. Mosaic plots are discussed in Hartigan and Kleiner (1984) and Friendly (2000), with R implementations reviewed in Meyer et al. (2006, 2014b).
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Table 11.1. Contingency Table of Top-ranked Brands and Most Valued Attributes
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Figure 11.1. Computer Choice Study: A Mosaic of Top Brands and Most Valued Attributes



Brand and price are important. They help define how we behave in the marketplace—whether we buy, what we buy, when and how we buy. Product features are also important. Considered together, brand, price, and product features are key inputs to models of consumer preference and market response. Marketing managers benefit by having data and models presented in a clear and consistent manner. The model illustrated in figure 11.2, provides a framework for communicating with management. The plot in figure 11.3, referred to as a ternary plot or triplot, provides a visual of consumer preference and choice. Brand-loyal consumers fall to the bottomleft vertex, price-sensitive consumers fall to the bottom-right vertex, and feature-focused consumers are closest to the top vertex.
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Figure 11.2. Framework for Describing Consumer Preference and Choice
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Figure 11.3. Ternary Plot of Consumer Preference and Choice



From the distribution of points across the ternary plot for the computer choice study, we can see wide variability or heterogeneity in consumer preferences. What does this mean for computer suppliers?

Suppose we focus on three brands, Apple, Dell, and HP, and select the subset of consumers for whom one of these brands is the top-ranked brand. We use density plots to examine the distributions of values for brand loyalty, price sensitivity, and feature focus across this subset of consumers. A density plot provides a smoothed picture of a distribution of measures. Showing densities for consumer groups on the same plot provides a picture of the degree to which there is overlap in these distributions.

The densities in figure 11.4 suggest that consumers rating Dell highest tend to be less price-sensitive and more feature-focused than consumers who rate Apple and HP highest. We can see, as well, that consumers rating HP highest have higher brand-loyalty than consumers rating Dell or Apple highest. A general finding that emerges from a review of these densities is that, in terms of the three measures from our ternary model, there is considerable overlap across consumers rating Apple, Dell, and HP highest.
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Figure 11.4. Comparing Consumers with Differing Brand Preferences



A concern of marketers in many product categories is the extent to which consumers are open to switching from one brand to another. Parallel coordinate plots may be used to explore the potential for brand switching.

A parallel coordinates plot shows relationships among many variables. It is like a univariate scatter plot of all displayed variables standardized and stacked parallel to one another (Inselberg 1985; Inselberg 1985; Wegman 1990; Moustafa and Wegman 2006). Parallel coordinates show common movements across variables with a line for each observational unit (individual consumer in the computer choice study).

Parallel coordinates in figure 11.5 display thirty-eight lines for consumers rating Apple as the top brand, twenty-eight rating Dell as top, and nineteen rating HP as top. We can see that there is considerable variability in these individuals’ part-worth profiles.
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Figure 11.5. Potential for Brand Switching: Parallel Coordinates for Individual Consumers



In figure 11.6 we show the mean part-worths for brands on parallel coordinates. Lines further to the right show stronger preference for a brand and stronger likelihood of switching to that brand. The figure shows that Apple consumers are most likely to switch to Sony or Sun, Dell consumers are most likely to switch to Gateway or Sun, and HP consumers are most likely to switch to Compaq, Gateway, or IBM.
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Figure 11.6. Potential for Brand Switching: Parallel Coordinates for Consumer Groups



While it is most interesting to describe consumer preferences and the extent to which consumers are brand-loyal, price-sensitive, or feature-focused, the most important contribution of choice models comes from their ability to predict consumer behavior in the marketplace.

We use models of consumer preference and choice to develop market simulations, exploring a variety of marketplace conditions and evaluating alternative management decisions. Market simulations are sometimes called what-if analyses. Most important for the work of predictive analytics are market simulations constructed from individual-level conjoint measures, as we obtain from Bayesian methods.

To demonstrate market simulation with the computer choice study, suppose we are working for the Apple computer company, and we want to know what price to charge for our computer, given three other competitors in the market: Dell, Gateway, and HP. In addition, suppose that we have an objective of commanding a 25 percent share in the market. This is a hypothetical example but one that demonstrates market simulation as a modeling technique.

We describe the competitive products in terms of attributes, creating simulated choice sets for input to the market simulation. Let us imagine that the Dell system is a high-end system, 100 percent compatible with earlier systems, four times as fast, and less likely to fail. It takes sixteen hours to learn and costs $1,750. The Gateway offering is 90 percent compatible, twice as fast, and just as likely to fail as earlier systems. The Gateway takes eight hours to learn and costs only $1,250. Finally, among the marketplace competitors, we have an HP system, 90 percent compatible, three times as fast, and less likely to fail. It takes eight hours to learn and costs $1,500. Suppose that Apple is entering this market with a system that, like the Dell system, is four times as fast as earlier systems and less likely to fail. The Apple system is only 50 percent compatible with prior systems and takes eight hours to learn. We allow Apple prices to vary across the full range of prices from the computer choice study, defining eight choice sets for the market simulation.

Choice sets for the market simulation are displayed in table 11.2 with coding of profile cells as required for use with the HB-estimated individual- level part-worths. Looking across the simulation choice sets, we can see that they are identical except for the one factor that is being studied—the price of the Apple computer. The variation in Apple prices is represented by the highlighted prices for Apple in the far right-hand-side column of the table.
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Table 11.2. Market Simulation: Choice Set Input



Data visualization of market simulation results is provided by painting a mosaic of preference shares,4 as shown in figure 11.7. The length/width of tiles in each row of the mosaic reflects brand market share. There is a row for each Apple price or simulation choice set. Obeying the law of demand, higher prices translate into lower market shares for Apple. The precise results of the simulation, shown in table 11.3, suggest that Apple would need to set its price below $1,750 to capture a 25 percent share.

4 The term market share is used with caution in this context. Many conjoint researchers, including Orme (2013), prefer to use the term preference share, highlighting the fact that estimates are based on choice-based surveys or revealed preferences rather than on actual behavior or choices in the marketplace. Of course, managers want estimates of market share, regardless of what we call it.
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Table 11.3. Market Simulation: Preference Shares in a Hypothetical Four-brand Market
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Figure 11.7. Market Simulation: A Mosaic of Preference Shares



We can take market simulations further, considering the actions and reactions of competitive firms in the marketplace. Suppose the battle lines had been drawn and the world of laptop computers had come down to two manufacturers: Apple and HP. The Apple system is selling for $2,000 and the HP for $1,750. Suppose further that both Apple and HP have the option of lowering their prices by $100, which each firm might do in order to increase its market share.

Those with training in economics may recognize this Apple-HP scenario as a two-player competitive game. We could run market simulations with Apple and HP in the simulation choice sets, obtaining what we think of as market shares under each of four outcomes defined by no-price-change and price-change strategies. Knowing unit costs, we would have everything needed to make entries in the game outcome or payoff table.

Business managers look for profit-improving strategies, and modeling techniques in predictive analytics may be used to evaluate alternative strategies and how they play out in the marketplace. Consumer preferences translate into choices. Choices turn into sales, sales into market shares.

Recognize that all models have limitations. In a choice simulation we attempt to predict what consumers will do when faced with sets of potential (not actual) products with hypothetical (not actual) prices within a marketplace of possible (not actual) competitors. We would be most surprised if all such predictions were correct. Our uncertainty about prediction is something that we readily admit and estimate within the context of Bayesian analysis. Error bands can be provided around all conjoint measures, drawing on posterior distributions obtained from an HB estimation procedure.

To understand customers is to predict what they might do when the firm introduces a new product or changes the price of a current product. A good model, when paired with a market simulation, provides predictions to guide management action.

The term brand equity is used to describe the special value that a brand name has for products. Brand equity is built over time. Hollis (2005) talks about brand presence, which is awareness of what a brand stands for, relevance to the consumer, performance and advantage within the category of products being considered, and bonding, which is associated with a consumer’s loyalty to or relationship with a brand. Brand equity and loyalty translate into long-term customer value and product profitability.

Choice-based conjoint studies with product profiles defined in terms of brand and price provide a way of measuring what a brand is worth relative to other brands. In fact, with HB-estimated part-worths, brand equity can be assessed for each individual in a conjoint study.5

5 To compute brand equity for an individual, we begin by observing the range in part-worths for price. Suppose that the price part-worths for an individual extend from -0.55 to 0.55. Then one unit of part-worth would be equivalent to $1,501, as shown in the following calculation:
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This is because the range of prices displayed to consumers in the computer choice study extends from $1,000 to $2,750. The computed conversion factor $1,501 is called a dollar-metric and can be applied to part-worth differences across any attribute in the study, including brand. Suppose this individual’s part-worth for Sony is 0.44 and part-worth for Gateway is 0.36. Then we would say that Sony has a brand equity of $120 over Gateway for this individual. That is, a difference of 0.08 in part-worth units is worth $120:

(0.44 0.36) × $1, 501 = 0.08 × $1, 501 = $120.

An introduction to pricing theory and the economics of demand may be found in books about microeconomics (Stigler 1987; Varian 2005; Pindyck and Rubinfeld 2012) and econometrics (Greene 2012). For pricing research methods, see Lyon (2000, 2002), and Feldman (2002a). Marder (1997) reviews pricing research with monadic methods (each consumer seeing one and only one price). Nagle and Hogan (2005) and Krishnamurthi (2001) review pricing strategy and price planning for business managers.

Special considerations in the construction of choice studies have been discussed by Kuhfeld, Tobias, and Garratt (1994), Huber and Zwerina (1996), Zwerina (1997), Louviere, Hensher, and Swait (2000), and Hensher, Rose, and Greene (2005). Reviews of discrete choice methods may be found in the work of Ben-Akiva and Lerman (1985), McFadden (2001), Train (1985, 2003), and Greene (2012). Many discrete choice models fall within the general class of generalized linear models.

Orme (2013) provides a review of conjoint and choice methods for product design and pricing research, including discussion of brand equity estimation and market simulations. Louviere, Hensher, and Swait (2000) provide extensive discussion of choice study research design and analysis. In addition, specialized methods are available for market share estimation (Cooper and Nakanishi 1988; Cooper 1999).

Multinomial logit and conditional logit modeling methods implemented in R are especially useful in the analysis of choice study data (Elff 2014; Croissant 2014; Therneau 2014; Train and Croissant 2014). R programming for Bayesian analysis of choice studies is reviewed by Rossi, Allenby, and McCulloch (2005) and Rossi (2014).

Exhibit 11.1 shows an R program to obtain hierarchical Bayes estimates for the computer choice study. This code shows how to implement training and test choice sets from the conjoint survey. Market simulation utilities are provided in exhibit D.5. This program and the next call upon an packages developed by Sarkar (2014), Meyer, Zeileis, Hornik, and Friendly (2014b), Wickham and Chang (2014), Sermas (2014), and Kuhn (2014). Comparable packages are not yet available in Python.

Exhibit 11.2 shows how to use individual-level part-worths in the modeling of consumer preferences. The program provides an analysis of the complete data from consumer choice study, following the logic of the ternary model introduced in this chapter. The program shows how to generate mosaic, ternary, and density visualizations. The program code also shows how to conduct a market simulation using individual-level part worths.

Exhibit 11.1. Training and Testing a Hierarchical Bayes Model (R)

Click here to view code image



# Hierarchical Bayes Part-Worth Estimation: Training and Test

# load market simulation utilities
load(file="mspa_market_simulation_utilities.RData")

library(ChoiceModelR)   # for Hierarchical Bayes Estimation

library(caret)   # for confusion matrix function

# read in the data from a case study in computer choice.
complete.data.frame <- read.csv("computer_choice_study.csv")

print.digits <- 2
# user-defined function for printing conjoint measures
if (print.digits == 2)
  pretty.print <- function(x) {sprintf("%1.2f",round(x,digits = 2))}
if (print.digits == 3)
  pretty.print <- function(x) {sprintf("%1.3f",round(x,digits = 3))}

# set up sum contrasts for effects coding
options(contrasts=c("contr.sum","contr.poly"))

# employ a training-and-test regimen across survey sets/items
test.set.ids <- c("3","7","11","15")   # select four sets/items
training.set.ids <- setdiff(unique(complete.data.frame$setid),test.set.ids)
training.data.frame <-
  subset(complete.data.frame,subset=(setid %in% training.set.ids))
test.data.frame <-
  subset(complete.data.frame,subset=(setid %in% test.set.ids))

UniqueID <- unique(training.data.frame$id)
# set up zero priors
cc.priors <- matrix(0,nrow=length(UniqueID),ncol=13)

# we could use coefficients from aggregate model as starting values
# here we comment out the code needed to do that
# aggregate.cc.betas <- c(as.numeric(conjoint.results$coefficients)[2:7],
#  -sum(as.numeric(conjoint.results$coefficients)[2:7]),
#  as.numeric(conjoint.results$coefficients)[8:13])
# clone aggregate part-worths across the individuals in the study
# set up Bayesian priors
# cc.priors <- matrix(0,nrow=length(UniqueID),ncol=length(aggregate.cc.betas))
# for(index.for.ID in seq(along=UniqueID))
# cc.priors[index.for.ID,] <- aggregate.cc.betas

colnames(cc.priors) <- c("A1B1","A1B2","A1B3","A1B4","A1B5","A1B6","A1B7",
  "A1B8","A2B1","A3B1","A4B1","A5B1","A6B1")
# note that the actual names are as follows:
AB.names <- c("Apple","Compaq","Dell","Gateway","HP","IBM","Sony","Sun",
  "Compatibility","Performance","Reliability","Learning","Price")
# set up run parameters for the MCMC
# using aggregate beta estimates to get started
truebetas <- cc.priors
cc.xcoding <- c(0,1,1,1,1,1)   # first variable categorical others continuous
cc.attlevels <- c(8,8,4,2,8,8) # test run with brand price and performance
# no constraint for order on brand so 8x8 matrix of zeroes
c1 <- matrix(0,ncol=8,nrow=8)
# compatibility is ordered higher numbers are better
# continuous attributes have 1x1 matrix representation
c2 <- matrix(1, ncol = 1, nrow = 1, byrow = TRUE)
# performance is ordered higher numbers are better
# continuous attributes have 1x1 matrix representation
c3 <- matrix(1, ncol = 1, nrow = 1, byrow = TRUE)
# reliability is ordered higher numbers are better
# continuous attributes have 1x1 matrix representation
c4 <- matrix(1, ncol = 1, nrow = 1, byrow = TRUE)
# learning has expected order... higher prices less valued
# continuous attributes have 1x1 matrix representation
c5 <- matrix(-1, ncol = 1, nrow = 1, byrow = TRUE)
# price has expected order... higher prices less valued
# continuous attributes have 1x1 matrix representation
c6 <- matrix(-1, ncol = 1, nrow = 1, byrow = TRUE)
cc.constraints <- list(c1,c2,c3,c4,c5,c6)
# controls for length of run and sampling from end of run
# cc.mcmc <- list(R = 10, use = 10) # fast trial run
# set run parameters 10000 total iterations with estimates based on last 2000
cc.mcmc <- list(R = 10000, use = 2000) # run parameters
# run options
cc.options <- list(none=FALSE, save=TRUE, keep=1)

# set up the data frame for analysis
# redefine set ids so they are a complete set 1-12 as needed for HB functions
training.data.frame$newsetid <- training.data.frame$setid
training.data.frame$newsetid <- ifelse((training.data.frame$newsetid == 16),
  3,training.data.frame$newsetid)
training.data.frame$newsetid <- ifelse((training.data.frame$newsetid == 14),
  7,training.data.frame$newsetid)
training.data.frame$newsetid <- ifelse((training.data.frame$newsetid == 13),
  11,training.data.frame$newsetid)

UnitID <- training.data.frame$id
Set <- as.integer(training.data.frame$newsetid)
Alt <- as.integer(training.data.frame$position)
X_1 <- as.integer(training.data.frame$brand) # categories by brand
X_2 <- as.integer(training.data.frame$compat)  # integer values 1 to 8
X_3 <- as.integer(training.data.frame$perform)   # integer values 1 to 4
X_4 <- as.integer(training.data.frame$reliab)  # integer values 1 to 2
X_5 <- as.integer(training.data.frame$learn)  # integer values 1 to 8
X_6 <- as.integer(training.data.frame$price)  # integer values 1 to 8
y <- as.numeric(training.data.frame$choice)   # using special response coding

cc.data <- data.frame(UnitID,Set,Alt,X_1,X_2,X_3,X_4,X_5,X_6,y)

# now for the estimation... be patient
set.seed(9999)   # for reproducible results
out <- choicemodelr(data=cc.data, xcoding = cc.xcoding,
  mcmc = cc.mcmc, options = cc.options, constraints = cc.constraints)

# out provides a list for the posterior parameter estimates
# for the runs sampled (use = 2000)

# the MCMC beta parameter estimates are traced on the screen as it runs

# individual part-worth estimates are provided in the output file RBetas.csv
# the final estimates are printed to RBetas.csv with columns labeled as
#  A1B1 = first attribute first level
#  A1B2 = first attribute second level
#  ....
#  A2B1 = second attribute first level
#  ....
# gather data from HB posterior parameter distributions
# we imposed constraints on all continuous parameters so we use betadraw.c
posterior.mean <- matrix(0, nrow = dim(out$betadraw.c)[1],
  ncol = dim(out$betadraw.c)[2])
posterior.sd <- matrix(0, nrow = dim(out$betadraw.c)[1],
  ncol = dim(out$betadraw.c)[2])
for(index.row in 1:dim(out$betadraw.c)[1])
for(index.col in 1:dim(out$betadraw.c)[2]) {
  posterior.mean[index.row,index.col] <-
    mean(out$betadraw.c[index.row,index.col,])
  posterior.sd[index.row,index.col] <-
    sd(out$betadraw.c[index.row,index.col,])
  }
# HB program uses effects coding for categorical variables and
# mean-centers continuous variables across the levels appearing in the data
# working with data for one respondent at a time we compute predicted choices
# for both the training and test choice sets
create.design.matrix <- function(input.data.frame.row) {
  xdesign.row <- numeric(12)
  if (input.data.frame.row$brand == "Apple")
    xdesign.row[1:7] <- c(1,0,0,0,0,0,0)
  if (input.data.frame.row$brand == "Compaq")
    xdesign.row[1:7] <- c(0,1,0,0,0,0,0)
  if (input.data.frame.row$brand == "Dell")
    xdesign.row[1:7] <- c(0,0,1,0,0,0,0)
  if (input.data.frame.row$brand == "Gateway")
    xdesign.row[1:7] <- c(0,0,0,1,0,0,0)
  if (input.data.frame.row$brand == "HP")
    xdesign.row[1:7] <- c(0,0,0,0,1,0,0)
  if (input.data.frame.row$brand == "IBM")
    xdesign.row[1:7] <- c(0,0,0,0,0,1,0)
  if (input.data.frame.row$brand == "Sony")
    xdesign.row[1:7] <- c(0,0,0,0,0,0,1)
  if (input.data.frame.row$brand == "Sun")
    xdesign.row[1:7] <- c(-1,-1,-1,-1,-1,-1,-1)
  xdesign.row[8] <- input.data.frame.row$compat -4.5
  xdesign.row[9] <- input.data.frame.row$perform -2.5
  xdesign.row[10] <- input.data.frame.row$reliab -1.5
  xdesign.row[11] <- input.data.frame.row$learn -4.5
  xdesign.row[12] <- input.data.frame.row$price -4.5
  t(as.matrix(xdesign.row))   # return row of design matrix
  }


# evaluate performance in the training set
training.choice.utility <- NULL   # initialize utility vector
# work with one row of respondent training data frame at a time
# create choice predictions using the individual part-worths
list.of.ids <- unique(training.data.frame$id)
for (index.for.id in seq(along=list.of.ids)) {
  this.id.part.worths <- posterior.mean[index.for.id,]
  this.id.data.frame <- subset(training.data.frame,
    subset=(id == list.of.ids[index.for.id]))
  for (index.for.profile in 1:nrow(this.id.data.frame)) {
    training.choice.utility <- c(training.choice.utility,
      create.design.matrix(this.id.data.frame[index.for.profile,]) %*%
      this.id.part.worths)
    }
  }

training.predicted.choice <-
  choice.set.predictor(training.choice.utility)
training.actual.choice <- factor(training.data.frame$choice, levels = c(0,1),
  labels = c("NO","YES"))
# look for sensitivity > 0.25 for four-profile choice sets
training.set.performance <- confusionMatrix(data = training.predicted.choice,
  reference = training.actual.choice, positive = "YES")
# report choice prediction sensitivity for training data
cat("\n\nTraining choice set sensitivity = ",
  sprintf("%1.1f",training.set.performance$byClass[1]*100)," Percent",sep="")


# evaluate performance in the test set
test.choice.utility <- NULL   # initialize utility vector
# work with one row of respondent test data frame at a time
# create choice prediction using the individual part-worths
list.of.ids <- unique(test.data.frame$id)
for (index.for.id in seq(along=list.of.ids)) {
  this.id.part.worths <- posterior.mean[index.for.id,]
  this.id.data.frame <- subset(test.data.frame,
    subset=(id == list.of.ids[index.for.id]))
  for (index.for.profile in 1:nrow(this.id.data.frame)) {
    test.choice.utility <- c(test.choice.utility,
      create.design.matrix(this.id.data.frame[index.for.profile,]) %*%
      this.id.part.worths)
    }
  }

test.predicted.choice <-
  choice.set.predictor(test.choice.utility)
test.actual.choice <- factor(test.data.frame$choice, levels = c(0,1),
  labels = c("NO","YES"))
# look for sensitivity > 0.25 for four-profile choice sets
test.set.performance <- confusionMatrix(data = test.predicted.choice,
  reference = test.actual.choice, positive = "YES")
# report choice prediction sensitivity for test data
cat("\n\nTest choice set sensitivity = ",
  sprintf("%1.1f",test.set.performance$byClass[1]*100)," Percent",sep="")

# suggestions for students
# having demonstrated the predictive power of the HB model...
# return to the complete set of 16 choice sets to obtain
# part-worths for individuals based upon the complete survey
# (the next program will provide guidance on how to do this)
# after estimating part-worths for individuals, average across
# individuals to obtain an aggregate profile of conjoint measures
# standardize the aggregate part-worths and display them
# on a spine chart using the spine chart plotting utility
# provided in the appendix of code and utilities
# interpret the spine chart, compare attribute importance values
# compare the brands, compute brand equity for each brand
# relative to each of the other brands in the study




Exhibit 11.2. Preference, Choice, and Market Simulation (R)

Click here to view code image



# Analyzing Consumer Preferences and Building a Market Simulation

# having demonstrated the predictive power of the HB model...
# we now return to the complete set of 16 choice sets to obtain
# individual-level part-worths for further analysis
# analysis guided by ternary model of consumer preference and market response
# brand loyalty... price sensitivity... and feature focus... are key aspects
# to consider in determining pricing policy

library(lattice)   # package for lattice graphics
library(vcd)   # graphics package with mosaic plots for mosaic and ternary plots
library(ggplot2)   # package ggplot implements Grammar of Graphics approach
library(ChoiceModelR)   # for Hierarchical Bayes Estimation
library(caret)   # for confusion matrix... evaluation of choice set predictions

# load split-plotting utilities for work with ggplot
load("mtpa_split_plotting_utilities.Rdata")
# load market simulation utilities
load(file="mspa_market_simulation_utilities.RData")

# read in the data from a case study in computer choice.
complete.data.frame <- read.csv("computer_choice_study.csv")
# we employed a training-and-test regimen in previous research work
# here we will be using the complete data from the computer choice study
working.data.frame <- complete.data.frame

# user-defined function for plotting descriptive attribute names
effect.name.map <- function(effect.name) {
  if(effect.name=="brand") return("Manufacturer/Brand")
  if(effect.name=="compat") return("Compatibility with Windows 95")
  if(effect.name=="perform") return("Performance")
  if(effect.name=="reliab") return("Reliability")
  if(effect.name=="learn") return("Learning Time (4 to 32 hours)")
  if(effect.name=="price") return("Price ($1,000 to $2,750)")
  }
print.digits <- 2
# user-defined function for printing conjoint measures
if (print.digits == 2)
  pretty.print <- function(x) {sprintf("%1.2f",round(x,digits = 2))}
if (print.digits == 3)
  pretty.print <- function(x) {sprintf("%1.3f",round(x,digits = 3))}

# set up sum contrasts for effects coding
options(contrasts=c("contr.sum","contr.poly"))

UniqueID <- unique(working.data.frame$id)
# set up zero priors
cc.priors <- matrix(0,nrow=length(UniqueID),ncol=13)
colnames(cc.priors) <- c("A1B1","A1B2","A1B3","A1B4","A1B5","A1B6","A1B7",
  "A1B8","A2B1","A3B1","A4B1","A5B1","A6B1")

# note that the actual names are as follows:
AB.names <- c("Apple","Compaq","Dell","Gateway","HP","IBM","Sony","Sun",
  "Compatibility","Performance","Reliability","Learning","Price")

# set up run parameters for the MCMC
# using aggregate beta estimates to get started
truebetas <- cc.priors
cc.xcoding <- c(0,1,1,1,1,1)   # first variable categorical others continuous
cc.attlevels <- c(8,8,4,2,8,8) # test run with brand price and performance
# no constraint for order on brand so 8x8 matrix of zeroes
c1 <- matrix(0,ncol=8,nrow=8)
# compatibility is ordered higher numbers are better
# continuous attributes have 1x1 matrix representation
c2 <- matrix(1, ncol = 1, nrow = 1, byrow = TRUE)
# performance is ordered higher numbers are better
# continuous attributes have 1x1 matrix representation
c3 <- matrix(1, ncol = 1, nrow = 1, byrow = TRUE)
# reliability is ordered higher numbers are better
# continuous attributes have 1x1 matrix representation
c4 <- matrix(1, ncol = 1, nrow = 1, byrow = TRUE)
# learning has expected order... higher prices less valued
# continuous attributes have 1x1 matrix representation
c5 <- matrix(-1, ncol = 1, nrow = 1, byrow = TRUE)
# price has expected order... higher prices less valued
# continuous attributes have 1x1 matrix representation
c6 <- matrix(-1, ncol = 1, nrow = 1, byrow = TRUE)
cc.constraints <- list(c1,c2,c3,c4,c5,c6)
# controls for length of run and sampling from end of run
# cc.mcmc <- list(R = 10, use = 10) # fast trial run
# set run parameters 10000 total iterations with estimates based on last 2000
cc.mcmc <- list(R = 10000, use = 2000) # run parameters
# run options
cc.options <- list(none=FALSE, save=TRUE, keep=1)

# set up the data frame for analysis
UnitID <- working.data.frame$id
Set <- as.integer(working.data.frame$setid)
Alt <- as.integer(working.data.frame$position)
X_1 <- as.integer(working.data.frame$brand) # categories by brand
X_2 <- as.integer(working.data.frame$compat)   # integer values 1 to 8
X_3 <- as.integer(working.data.frame$perform)   # integer values 1 to 4
X_4 <- as.integer(working.data.frame$reliab)   # integer values 1 to 2
X_5 <- as.integer(working.data.frame$learn)  # integer values 1 to 8
X_6 <- as.integer(working.data.frame$price)  # integer values 1 to 8
y <- as.numeric(working.data.frame$choice)   # using special response coding

cc.data <- data.frame(UnitID,Set,Alt,X_1,X_2,X_3,X_4,X_5,X_6,y)

# the estimation begins here... be patient
set.seed(9999)   # for reproducible results
out <- choicemodelr(data=cc.data, xcoding = cc.xcoding,
  mcmc = cc.mcmc, options = cc.options, constraints = cc.constraints)

# out provides a list for the posterior parameter estimates
# for the runs sampled (use = 2000)
# the MCMC beta parameter estimates are traced on the screen as it runs
# individual part-worth estimates are provided in the output file RBetas.csv
# the final estimates are printed to RBetas.csv with columns labeled as
#  A1B1 = first attribute first level
#  A1B2 = first attribute second level
#  ....
#  A2B1 = second attribute first level
#  ....
# gather data from HB posterior parameter distributions
# we imposed constraints on all continuous parameters so we use betadraw.c
posterior.mean <- matrix(0, nrow = dim(out$betadraw.c)[1],
  ncol = dim(out$betadraw.c)[2])
posterior.sd <- matrix(0, nrow = dim(out$betadraw.c)[1],
  ncol = dim(out$betadraw.c)[2])
for(index.row in 1:dim(out$betadraw.c)[1])
for(index.col in 1:dim(out$betadraw.c)[2]) {
  posterior.mean[index.row,index.col] <-
    mean(out$betadraw.c[index.row,index.col,])
  posterior.sd[index.row,index.col] <-
    sd(out$betadraw.c[index.row,index.col,])
  }
# HB program uses effects coding for categorical variables and
# mean-centers continuous variables across the levels appearing in the data
# working with data for one respondent at a time we compute predicted choices
# for the full set of consumer responses
create.design.matrix <- function(input.data.frame.row) {
  xdesign.row <- numeric(12)
  if (input.data.frame.row$brand == "Apple")
    xdesign.row[1:7] <- c(1,0,0,0,0,0,0)
  if (input.data.frame.row$brand == "Compaq")
    xdesign.row[1:7] <- c(0,1,0,0,0,0,0)
  if (input.data.frame.row$brand == "Dell")
    xdesign.row[1:7] <- c(0,0,1,0,0,0,0)
  if (input.data.frame.row$brand == "Gateway")
    xdesign.row[1:7] <- c(0,0,0,1,0,0,0)
  if (input.data.frame.row$brand == "HP")
    xdesign.row[1:7] <- c(0,0,0,0,1,0,0)
  if (input.data.frame.row$brand == "IBM")
    xdesign.row[1:7] <- c(0,0,0,0,0,1,0)
  if (input.data.frame.row$brand == "Sony")
    xdesign.row[1:7] <- c(0,0,0,0,0,0,1)
  if (input.data.frame.row$brand == "Sun")
    xdesign.row[1:7] <- c(-1,-1,-1,-1,-1,-1,-1)
  xdesign.row[8] <- input.data.frame.row$compat -4.5
  xdesign.row[9] <- input.data.frame.row$perform -2.5
  xdesign.row[10] <- input.data.frame.row$reliab -1.5
  xdesign.row[11] <- input.data.frame.row$learn -4.5
  xdesign.row[12] <- input.data.frame.row$price -4.5
  t(as.matrix(xdesign.row))   # return row of design matrix
  }

# evaluate performance in the full set of consumer responses
working.choice.utility <- NULL   # initialize utility vector
# work with one row of respondent training data frame at a time
# create choice prediction using the individual part-worths
list.of.ids <- unique(working.data.frame$id)
for (index.for.id in seq(along=list.of.ids)) {
  this.id.part.worths <- posterior.mean[index.for.id,]
  this.id.data.frame <- subset(working.data.frame,
    subset=(id == list.of.ids[index.for.id]))
  for (index.for.profile in 1:nrow(this.id.data.frame)) {
    working.choice.utility <- c(working.choice.utility,
      create.design.matrix(this.id.data.frame[index.for.profile,]) %*%
      this.id.part.worths)
    }
  }

working.predicted.choice <-
  choice.set.predictor(working.choice.utility)
working.actual.choice <- factor(working.data.frame$choice, levels = c(0,1),
  labels = c("NO","YES"))
# look for sensitivity > 0.25 for four-profile choice sets
working.set.performance <- confusionMatrix(data = working.predicted.choice,
  reference = working.actual.choice, positive = "YES")
# report choice prediction sensitivity for the full data
cat("\n\nFull data set choice set sensitivity = ",
  sprintf("%1.1f",working.set.performance$byClass[1]*100)," Percent",sep="")
#
# results: Full data set choice set sensitivity = 89.1 Percent
#

# to continue with our analysis of consumer preferences...
# we build a data frame for the consumers with the full set of eight brands
ID <- unique(working.data.frame$id)
Apple <- posterior.mean[,1]
Compaq <- posterior.mean[,2]
Dell <- posterior.mean[,3]
Gateway <- posterior.mean[,4]
HP <- posterior.mean[,5]
IBM <- posterior.mean[,6]
Sony <- posterior.mean[,7]
Sun <- -1 * (Apple + Compaq + Dell + Gateway + HP + IBM + Sony)
Compatibility <- posterior.mean[,8]
Performance <- posterior.mean[,9]
Reliability <- posterior.mean[,10]
Learning <- posterior.mean[,11]
Price <- posterior.mean[,12]

# creation of data frame for analysis of consumer preferences and choice
# starting with individual-level part-worths... more to be added shortly
id.data <- data.frame(ID,Apple,Compaq,Dell,Gateway,HP,IBM,Sony,Sun,
  Compatibility,Performance,Reliability,Learning,Price)

# compute attribute importance values for each attribute
id.data$brand.range <- numeric(nrow(id.data))
id.data$compatibility.range <- numeric(nrow(id.data))
id.data$performance.range <- numeric(nrow(id.data))
id.data$reliability.range <- numeric(nrow(id.data))
id.data$learning.range <- numeric(nrow(id.data))
id.data$price.range <- numeric(nrow(id.data))
id.data$sum.range <- numeric(nrow(id.data))
id.data$brand.importance <- numeric(nrow(id.data))
id.data$compatibility.importance <- numeric(nrow(id.data))
id.data$performance.importance <- numeric(nrow(id.data))
id.data$reliability.importance <- numeric(nrow(id.data))
id.data$learning.importance <- numeric(nrow(id.data))
id.data$price.importance <- numeric(nrow(id.data))

for(id in seq(along=id.data$ID)) {
  id.data$brand.range[id] <- max(id.data$Apple[id],
    id.data$Compaq[id],id.data$Dell[id],
    id.data$Gateway[id],id.data$HP[id],
    id.data$IBM[id],id.data$Sony[id],
    id.data$Sun[id]) -
    min(id.data$Apple[id],
    id.data$Compaq[id],id.data$Dell[id],
    id.data$Gateway[id],id.data$HP[id],
    id.data$IBM[id],id.data$Sony[id],
    id.data$Sun[id])

  id.data$compatibility.range[id] <- abs(8*id.data$Compatibility[id])
  id.data$performance.range[id] <- abs(4*id.data$Performance[id])
  id.data$reliability.range[id] <- abs(2*id.data$Reliability[id])
  id.data$learning.range[id] <- abs(8*id.data$Learning[id])
  id.data$price.range[id] <-   abs(8*id.data$Price[id])

  id.data$sum.range[id] <- id.data$brand.range[id] +
    id.data$compatibility.range[id] +
    id.data$performance.range[id] +
    id.data$reliability.range[id] +
    id.data$learning.range[id] +
    id.data$price.range[id]

  id.data$brand.importance[id] <-
    id.data$brand.range[id]/id.data$sum.range[id]
  id.data$compatibility.importance[id] <-
    id.data$compatibility.range[id]/id.data$sum.range[id]
  id.data$performance.importance[id] <-
    id.data$performance.range[id]/id.data$sum.range[id]
  id.data$reliability.importance[id] <-
    id.data$reliability.range[id]/id.data$sum.range[id]
  id.data$learning.importance[id] <-
    id.data$learning.range[id]/id.data$sum.range[id]
  id.data$price.importance[id] <-
    id.data$price.range[id]/id.data$sum.range[id]

# feature importance relates to the most important product feature
# considering product features as not brand and not price
  id.data$feature.importance[id] <- max(id.data$compatibility.importance[id],
    id.data$performance.importance[id],
    id.data$reliability.importance[id],
    id.data$learning.importance[id])
  }

# identify each individual's top brand defining top.brand factor variable
id.data$top.brand <- integer(nrow(id.data))
for(id in seq(along=id.data$ID)) {
  brand.index <- 1:8
  brand.part.worth <- c(id.data$Apple[id],id.data$Compaq[id],
    id.data$Dell[id],id.data$Gateway[id],id.data$HP[id],id.data$IBM[id],
    id.data$Sony[id],id.data$Sun[id])
  temp.data <- data.frame(brand.index,brand.part.worth)
  temp.data <- temp.data[sort.list(temp.data$brand.part.worth, decreasing = TRUE),]
  id.data$top.brand[id] <- temp.data$brand.index[1]
  }
id.data$top.brand <- factor(id.data$top.brand, levels = 1:8,
  labels = c("Apple","Compaq","Dell","Gateway",
  "HP","IBM","Sony","Sun"))

# note that the standard importance measures from conjoint methods are
# ipsative... their sum is always 1 for proportions or 100 for percentages
# this has advantages for triplots (ternary plots) but because importance
# is so dependent upon the levels of attributes, it has significant
# disadvantages as well... so we consider a relative-value-based measure
# lets us define an alternative to importance called "attribute value"

# compute "attribute value" relative to the consumer group
# it is a standardized measure... let "attribute value" be mean 50 sd 10
# here are user-defined functions to use to obtain "value"

standardize <- function(x) {
# standardize x so it has mean zero and standard deviation 1
  (x - mean(x))/sd(x)
  }
compute.value <- function(x) {
# rescale x so it has the same mean and standard deviation as y
  standardize(x) * 10 + 50
  }

id.data$brand.value <- compute.value(id.data$brand.range)
id.data$compatibility.value <- compute.value(id.data$compatibility.range)
id.data$performance.value <- compute.value(id.data$performance.range)
id.data$reliability.value <- compute.value(id.data$reliability.range)
id.data$learning.value <- compute.value(id.data$learning.range)
id.data$price.value <- compute.value(id.data$price.range)

# identify each individual's top value using computed relative attribute values
id.data$top.attribute <- integer(nrow(id.data))
for(id in seq(along=id.data$ID)) {
  attribute.index <- 1:6
  attribute.value <- c(id.data$brand.value[id],id.data$compatibility.value[id],
    id.data$performance.value[id],id.data$reliability.value[id],
    id.data$learning.value[id],id.data$price.value[id])
  temp.data <- data.frame(attribute.index,attribute.value)
  temp.data <-
    temp.data[sort.list(temp.data$attribute.value, decreasing = TRUE),]
  id.data$top.attribute[id] <- temp.data$attribute.index[1]
  }
id.data$top.attribute <- factor(id.data$top.attribute, levels = 1:6,
  labels = c("Brand","Compatibility","Performance","Reliability",
  "Learning","Price"))


# mosaic plot of joint frequencies top ranked brand by top value
pdf(file="fig_price_top_top_mosaic_plot.pdf", width = 8.5, height = 11)
  mosaic( ~ top.brand + top.attribute, data = id.data,
  highlighting = "top.attribute",
  highlighting_fill =
    c("blue", "white", "green","lightgray","magenta","black"),
  labeling_args =
  list(set_varnames = c(top.brand = "", top.attribute = ""),
  rot_labels = c(left = 90, top = 45),
  pos_labels = c("center","center"),
  just_labels = c("left","center"),
  offset_labels = c(0.0,0.0)))
dev.off()


# an alternative representation that is often quite useful in pricing studies
# is a triplot/ternary plot with three features identified for each consumer
# using the idea from importance caluclations we now use price, brand, and
# feature importance measures to obtain data for three-way plots
# as the basis for three relative measures, which we call brand.loyalty,
# price.sensitivity, and feature_focus...


id.data$brand.loyalty <- numeric(nrow(id.data))
id.data$price.sensitivity <- numeric(nrow(id.data))
id.data$feature.focus <- numeric(nrow(id.data))
for(id in seq(along=id.data$ID)) {
  sum.importances <- id.data$brand.importance[id] +
  id.data$price.importance[id] +
  id.data$feature.importance[id]   # less than 1.00 feature is an average
  id.data$brand.loyalty[id] <- id.data$brand.importance[id]/sum.importances
  id.data$price.sensitivity[id] <- id.data$price.importance[id]/sum.importances
  id.data$feature.focus[id] <- id.data$feature.importance[id]/sum.importances
  }

# ternary model of consumer response... the plot
pdf("fig_price_ternary_three_brands.pdf", width = 11, height = 8.5)
ternaryplot(id.data[,c("brand.loyalty","price.sensitivity","feature.focus")],
dimnames = c("Brand Loyalty","Price Sensitivity","Feature Focus"),
prop_size = ifelse((id.data$top.brand == "Apple"), 0.8,
            ifelse((id.data$top.brand == "Dell"),0.7,
            ifelse((id.data$top.brand == "HP"),0.7,0.5))),
pch = ifelse((id.data$top.brand == "Apple"), 20,
      ifelse((id.data$top.brand == "Dell"),17,
      ifelse((id.data$top.brand == "HP"),15,1))),
col = ifelse((id.data$top.brand == "Apple"), "red",
      ifelse((id.data$top.brand == "Dell"),"mediumorchid4",
      ifelse((id.data$top.brand == "HP"),"blue","darkblue"))),
grid_color = "#626262",
bg = "#E6E6E6",
dimnames_position = "corner", main = ""
)
grid_legend(0.725, 0.8, pch = c(20, 17, 15, 1),
col = c("red", "mediumorchid4", "blue", "darkblue"),
c("Apple", "Dell", "HP", "Other"), title = "Top-Ranked Brand")
dev.off()
# another way of looking at these data is to employ comparative densities
# for the three selected brands: Apple, Dell, and HP
# using those individual how selected these as the top brand
selected.brands <- c("Apple","Dell","HP")
selected.data <- subset(id.data, subset = (top.brand %in% selected.brands))
# plotting objects for brand.loyalty, price.sensitivity, and feature.focus
# create these three objects and then plot them together on one page
pdf("fig_price_density_three_brands.pdf", width = 8.5, height = 11)
first.object <- ggplot(selected.data,
  aes(x = brand.loyalty, fill = top.brand))   +
  labs(x = "Brand Loyalty",
       y = "f(x)") +
  theme(axis.title.y = element_text(angle = 0, face = "italic", size = 10)) +
  geom_density(alpha = 0.4) +
  coord_fixed(ratio = 1/15) +
  theme(legend.position = "none") +
  scale_fill_manual(values = c("red","white","blue"),
    guide = guide_legend(title = NULL)) +
  scale_x_continuous(limits = c(0,1)) +
  scale_y_continuous(limits = c(0,5))
second.object <- ggplot(selected.data,
  aes(x = price.sensitivity, fill = top.brand))   +
  labs(x = "Price Sensitivity",
       y = "f(x)") +
  theme(axis.title.y = element_text(angle = 0, face = "italic", size = 10)) +
  geom_density(alpha = 0.4) +
  coord_fixed(ratio = 1/15) +
  theme(legend.position = "none") +
  scale_fill_manual(values = c("red","white","blue"),
    guide = guide_legend(title = NULL)) +
  scale_x_continuous(limits = c(0,1))   +
  scale_y_continuous(limits = c(0,5))

third.object <- ggplot(selected.data,
  aes(x = feature.focus, fill = top.brand))   +
  labs(x = "Feature Focus",
       y = "f(x)") +
  theme(axis.title.y = element_text(angle = 0, face = "italic", size = 10)) +
  geom_density(alpha = 0.4) +
  coord_fixed(ratio = 1/15) +
  theme(legend.position = "bottom") +
  scale_fill_manual(values = c("red","white","blue"),
    guide = guide_legend(title = NULL)) +
  scale_x_continuous(limits = c(0,1)) +
  scale_y_continuous(limits = c(0,5))

three.part.ggplot.print.with.margins(ggfirstplot.object.name = first.object,
  ggsecondplot.object.name = second.object,
  ggthirdplot.object.name = third.object,
  left.margin.pct=5,right.margin.pct=5,
  top.margin.pct=10,bottom.margin.pct=9,
  first.plot.pct=25,second.plot.pct=25,
  third.plot.pct=31)
dev.off()

# to what extent are consumers open to switching from one brand to another
# can see this trough parallel coordinates plots for the brand part-worths
pdf(file = "fig_price_parallel_coordinates_individuals.pdf",
  width = 8.5, height = 11)
parallelplot(~selected.data[,c("Apple","Compaq","Dell","Gateway",
  "HP","IBM","Sony","Sun")] | top.brand, selected.data, layout = c (3,1))
dev.off()

# these get a little messy or cluttered...
# more easily interpreted are parallel coordinate plots of mean part-worths
# for brand part-worth columns and aggreate by top brand (Apple, Dell, or HP)
brands.data <- aggregate(x = selected.data[,2:9],
  by = selected.data[29], mean)

pdf(file = "fig_price_parallel_coordinates_groups.pdf",
  width = 8.5, height = 11)
parallelplot(~brands.data[,c("Apple","Compaq","Dell","Gateway",
  "HP","IBM","Sony","Sun")] | top.brand, brands.data, layout = c (3,1),
   lwd = 3, col = "mediumorchid4")
dev.off()

# market simulation for hypothetical set of products in the marketplace
# suppose we work for Apple and we focus upon a market with three
# competitors: Dell, Gateway, and HP.... we define the products in the
# market using values from the computer choice study just as we did
# in fitting the HB model... we create the simuation input data frame
# and use the previously designed function create.design.matrix
# along with simulation utility functions

# first product in market is Dell Computer defined as follows:
brand <- "Dell"
compat <- 8   # 100 percent compatibility
perform <- 4 # four times as fast as earlier generation system
reliab <- 2  # Less likely to fail
learn <- 4   # 16 hours to learn
price <- 4  # $1750
dell.competitor <- data.frame(brand,compat,perform,reliab,learn,price)

# second product in market is Gateway defined as follows:
brand <- "Gateway"
compat <- 6  # 90 percent compatibility
perform <- 2 # twice as fast as earlier generation system
reliab <- 1   # just as likely to fail
learn <- 2  # 8 hours to learn
price <- 2  # $1250
gateway.competitor <- data.frame(brand,compat,perform,reliab,learn,price)

# third product in market is HP defined as follows:
brand <- "HP"
compat <- 6  # 90 percent compatibility
perform <- 3 # three times as fast as earlier generation system
reliab <- 2  # less likely to fail
learn <- 2  # 8 hours to learn
price <- 3  # $1500
hp.competitor <- data.frame(brand,compat,perform,reliab,learn,price)

# Apple product has price varying across many choice sets:
brand <- "Apple"
compat <- 5  # 85 percent compatibility
perform <- 4 # four times as fast as earlier generation system
reliab <- 2  # less likely to fail
learn <- 1  # 4 hours to learn
price <- 1   # $1000 Apple price in first choice set
apple1000 <- data.frame(brand,compat,perform,reliab,learn,price)
price <- 2  # $1250 Apple price in second choice set
apple1250 <- data.frame(brand,compat,perform,reliab,learn,price)
price <- 3   # $1500 Apple price in third choice set
apple1500 <- data.frame(brand,compat,perform,reliab,learn,price)
price <- 4  # $1750 Apple price in fourth choice set
apple1750 <- data.frame(brand,compat,perform,reliab,learn,price)
price <- 5   # $2000 Apple price in fifth choice set
apple2000 <- data.frame(brand,compat,perform,reliab,learn,price)
price <- 6   # $2250 Apple price in sixth choice set
apple2250 <- data.frame(brand,compat,perform,reliab,learn,price)
price <- 7   # $2500 Apple price in seventh choice set
apple2500 <- data.frame(brand,compat,perform,reliab,learn,price)
price <- 8  # $2750 Apple price in eighth choice set
apple2750 <- data.frame(brand,compat,perform,reliab,learn,price)

# the competitive products are fixed from one choice set to the next
competition <- rbind(dell.competitor,gateway.competitor,hp.competitor)

# build the simulation choice sets with Apple varying across choice sets
simulation.choice.sets <-
  rbind(competition, apple1000, competition, apple1250,
  competition, apple1500, competition, apple1750, competition, apple2000,
  competition, apple2250, competition, apple2500, competition, apple2750)

# add set id to the simuation.choice sets for ease of analysis
setid <- NULL
for(index.for.set in 1:8) setid <- c(setid,rep(index.for.set, times = 4))
simulation.choice.sets <- cbind(setid,simulation.choice.sets)

# list the simulation data frame to check it out
print(simulation.choice.sets)

# create the simulation data frame for all individuals in the study
# by cloning the simulation choice sets for each individual
simulation.data.frame <- NULL   # initialize
list.of.ids <- unique(working.data.frame$id)   # ids from original study
for (index.for.id in seq(along=list.of.ids)) {
  id <- rep(list.of.ids[index.for.id], times = nrow(simulation.choice.sets))
  this.id.data <- cbind(data.frame(id),simulation.choice.sets)
  simulation.data.frame <- rbind(simulation.data.frame, this.id.data)
  }

# check structure of simulation data frame
print(str(simulation.data.frame))
print(head(simulation.data.frame))
print(tail(simulation.data.frame))

# using create.design.matrix function we evalutate the utility
# of each product profile in each choice set for each individual
# in the study... HP part-worths are used for individuals
# this code is similar to that used previously for original data
# from the computer choice study... except now we have simulation data
simulation.choice.utility <- NULL   # initialize utility vector
# work with one row of respondent training data frame at a time
# create choice prediction using the individual part-worths
list.of.ids <- unique(simulation.data.frame$id)
simulation.choice.utility <- NULL   # intitialize
for (index.for.id in seq(along=list.of.ids)) {
  this.id.part.worths <- posterior.mean[index.for.id,]
  this.id.data.frame <- subset(simulation.data.frame,
    subset=(id == list.of.ids[index.for.id]))
  for (index.for.profile in 1:nrow(this.id.data.frame)) {
    simulation.choice.utility <- c(simulation.choice.utility,
      create.design.matrix(this.id.data.frame[index.for.profile,]) %*%
      this.id.part.worths)
    }
  }
# use choice.set.predictor function to predict choices in market simulation
simulation.predicted.choice <-
  choice.set.predictor(simulation.choice.utility)

# add simulation predictions to simulation data frame for analysis
# of the results from the market simulation
simulation.analysis.data.frame <-
  cbind(simulation.data.frame,simulation.predicted.choice)

# contingency table shows results of market simulation
with(simulation.analysis.data.frame,
  table(setid,brand,simulation.predicted.choice))

# summary table of preference shares
YES.data.frame <- subset(simulation.analysis.data.frame,
  subset = (simulation.predicted.choice == "YES"), select = c("setid","brand"))

# check YES.data.frame to see that it reproduces the information
# from the contingency table
print(with(YES.data.frame,table(setid,brand)))

# create market share estimates by dividing by number of individuals
# no need for a spreasheet program to work with tables
table.work <- with(YES.data.frame,as.matrix(table(setid,brand)))
table.work <- table.work[,c("Apple","Dell","Gateway","HP")] # order columns
table.work <- round(100 *table.work/length(list.of.ids), digits = 1)   # percent
Apple.Price <- c(1000,1250,1500,1750,2000,2250,2500,2750)   # new column
table.work <- cbind(Apple.Price,table.work) # add price column to table
print(table.work)   # print the market/preference share table

# data visualization of market/preference share estimates from the simulation
mosaic.data.frame <- YES.data.frame
mosaic.data.frame$setid <- factor(mosaic.data.frame$setid, levels = 1:8,
  labels = c("$1,000","$1,250","$1,500","$1,750",
  "$2,000","$2,250","2,500","$2,750"))
# mosaic plot of joint frequencies from the market simulation
# length/width of the tiles in each row reflects market share
# rows relate to Apple prices... simulation choice sets
pdf(file="fig_price_market_simulation_results.pdf", width = 8.5, height = 11)
  mosaic( ~ setid + brand, data = mosaic.data.frame,
  highlighting = "brand",
  highlighting_fill =
    c("mediumorchid4", "green", "blue","red"),
  labeling_args =
  list(set_varnames = c(brand = "", setid = "Price of Apple Computer"),
  rot_labels = c(left = 90, top = 45),
  pos_labels = c("center","center"),
  just_labels = c("left","center"),
  offset_labels = c(0.0,0.0)))
dev.off()

# Suggestions for the student:
# Try setting up your own market simulation study with a hypothetical client
# and competitive products. Vary prices on your client's product and see
# what happens to preference shares. Try alternative model specifications.





12. The Big Little Data Game

“You’re gonna need a bigger boat.”

—ROY SCHEIDER AS MARTIN BRODY IN Jaws (1975)

Among my fondest childhood memories is reading in the attic of my parents’ home. Getting to my reading place was an adventure. I would tug at light cords and squeeze between overstuffed storage containers to find my way to a special box of books my father collected over the years. These were the Big Little Books®, a creation of the Whitman Publishing Company of Racine, Wisconsin. A contradiction unto themselves, the books were big because they were thick. They were also little. My favorites had images on the top right-hand corner of each page. Flipping quickly though the pages would be like watching a motion picture. I could see Tarzan fighting a tiger or Flash Gordon subduing a monster on the Planet Mongo.

Data are the lifeblood of business. To store, retrieve, manipulate, parse, process, and deliver data to users—these are essential activities and a prerequisite to analytics. Lately, there has been much talk about “big data” from suppliers of information systems and consulting services. While it is true that we live in a data-driven, data-intensive world, I believe that the best approach to understanding the world is to play what I call the big little data game. Cutting big data down to size, we analyze and make sense out of them. Using models, we hold data in our hands and make them come alive, like the Big Little Books® of yesteryear.

Information technology professionals deliver data as data. Statisticians and machine learning experts focus on models. Data scientists, building on a foundation of data and models, tell a story that others can understand. They are concerned with prediction, testing, and interpreting model results, and, if the data and models warrant, recommending management action. The work of data science, illustrated in figure 12.1, involves learning from data and models and helping managers make informed decisions.
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Figure 12.1. Work of Data Science



We begin with a question. We end with a story, a report to management. Winning the approval of others is easier when the data and measures relate to the question and the models fit the data. Good data, measures, and models make good stories.

There have always been more data than we can use. What is new today is the ease of collecting data and the low cost of storing data. Aided by technology, we sample less by necessity and more by choice, but information selection endures. A penchant for selective attention is something we share. What distinguishes us from one another in both our approach to life and our approach to science is the nature of that attention.

When it comes to telling a story that rings true, more important than having large quantities of data is knowing what to look for in data and how to look for it. We do not have to analyze every piece of data coming our way. Often a small study can tell us what we need to know. So we focus on measures that make sense and sample as much data as are needed for predictive inference. Data are much less forbidding and overwhelming when we know what to do with them.

How do we deal with large volumes of data? We use methods designed for large-scale inference. Empirical Bayesian, machine learning, and statistical learning approaches are available for analyzing data sets with millions of rows and columns (Hastie, Tibshirani, and Friedman 2009; Efron 2012).

We provide structure for data, organizing them for accurate modeling. We gather precincts into wards and wards into legislative districts. We group districts into counties and counties into states. The big data of the nation are merely a collection of little data communities. And we can use hierarchical or multilevel models to analyze these data (Gelman and Hill 2007; Pinheiro and Bates 2009).

We gather the results of many small studies by others to arrive at conclusions of our own. We observe how treatment affects response across experiments that differ from one another. We see the big picture by combining many small views. These are the methods of meta-analysis (Borenstein, Hedges, Higgins, and Rothstein 2009).

We can learn about populations—big populations—populations we imagine to be infinite in size. How do we conquer this biggest of all data problems? We sample, and we do what statisticians have been doing for years—inferring from samples to populations. We study the theory of inference, classical and Bayesian, and apply probabilistic thinking to the problems at hand. There are many fine works from which to learn as we continue on this journey (Snedecor and Cochran 1989; Hinkley, Reid, and Snell 1991; Geisser 1993; Geisser and Johnson 2006; Robert 2007; Stuart, Ord, and Arnold 2010; O’Hagan 2010; Wasserman 2010).

We work with people, and people can be unpredictable. We work with imprecise measures of values, attitudes, and behavior, with controversial surveys of political opinion, with guesses (at best) of what short strings of text may say about public sentiment. We rely upon economic indicators of dubious value, not knowing which is leading and which lagging.

Being diligent scientists, we sort through thousands of potential explanatory variables, most of them with ridiculously weak relationships to the response. We predict, extrapolate, forecast, and test. . . and test. . . and test again. We employ our best judgement, trying to build models we can trust.

When teaching measurement theory, I use the three umpire story:

After a long day of disputed calls at the ballpark, three umpires are asked to justify their methods. The first umpire, an empiricist by persuasion, says, I call them as I see them. The second, with the faith of a philosophical realist, replies, I call them as they are. Not to be outdone, the third umpire, with the self-proclaimed authority of an operationist or logical empiricist, says, The way I call them—that’s the way they are.

We do amazing things with modeling techniques in predictive analytics. Many of our attempts at prognostication turn out quite well. But let us not deny uncertainty about the future. The direction of the economy, the sales forecast, the go/no-go recommendation for a new product, the estimate of market share, identification of a future buyer, high-return stock, or winning sports team—we would love to have complete confidence in these predictions. But, like the umpires in the story, we are left to our own devices when it comes to justifying calls.

The data we have are real. We understand them as well as we can through the measurements we make and the models we build. The data to come will be real as well and, yes, plentiful. To predict those data to come, providing honest advice to management, we use our models and our wits. Let the prediction and, by necessity, the modeling continue. As Vin Scully, Charley Steiner, or Rick Monday might say at the start of a Dodgers game,

It’s a beautiful night for baseball.


A. Data Science Methods

Neo: “Can you fly that thing?”

Trinity: “Not yet.” (cell phone call)

Tank: “Operator.”

Trinity: “Tank, I need a pilot program for a B212 helicopter.” (fast learning download) “Alright, let’s go.”

—KEANU REEVES AS NEO, CARRIE-ANNE MOSS AS TRINITY,
AND MARCUS CHONG AS TANK IN The Matrix (1999)

Doing data science means implementing flexible, scalable, extensible systems for data preparation, analysis, visualization, and modeling. We are empowered by the growth of open source. Whatever the modeling technique or application, there is likely a relevant package, module, or library that someone has written or is thinking of writing. Doing data science with open source means working in Python and R, and drawing upon other languages as needed. Code for working on the next complex modeling problem may be only one download away.

Doing data science means finding good models, showing how well they work, and assessing their performance and our uncertainties about performance. The models we build have to work for the data we have today and for new data we may encounter tomorrow. We want models that are trustworthy.

In communicating with management, we need to go beyond formulas, numbers, definitions of terms, and the magic of algorithms. We convert the results of predictive models into simple, straightforward language that others can understand.

Prediction is distinct from explanation.1 We may not know why models work, but we need to know when they work and when to show others how they work. We identify the most critical components of models and focus on the things that make a difference.

1 Statisticians distinguish between explanatory and predictive models. Explanatory models are designed to test causal theories. Predictive models are designed to predict new or future observations. See Geisser (1993), Breiman (2001b), and Shmueli (2010).

This is the job of the data scientist: working with data, working with technology and models, and helping managers to make decisions informed by data. The data scientist is a knowledge worker par excellence and a communicator playing a critical role in today’s data-intensive world. The data scientist turns data into models and models into plans for action.

The role of data science in business has been discussed by many (Davenport and Harris 2007; Laursen and Thorlund 2010; Davenport, Harris, and Morison 2010; Franks 2012; Siegel 2013; Provost and Fawcett 2014). In-depth reviews of methods include those of Izenman (2008), Hastie, Tibshirani, and Friedman (2009), and Murphy (2012). For data science with open-source tools, additional discussion is available in Conway and White (2012), Putler and Krider (2012), James et al. (2013), Kuhn and Johnson (2013), Lantz (2013), and Ledoiter (2013).

This appendix identifies classes of methods and reviews selected methods within key application areas. Web and network data science concerns web analytics and social network analysis. Marketing data science (often called “marketing analytics” or “marketing research”), in addition to advertising, promotion, brand and price research, and consumer preference and choice, as reviewed earlier, concerns recommender systems, product positioning, market segmentation, and site selection. Financial data science involves risk analytics, fraud detection, financial market analysis, investment portfolio optimization, and financial engineering. Entire books have been written on each of these subjects. Our objective here is to provide an overview from the perspective of data science.


A.1 Databases and Data Preparation

“Well, here’s another nice mess you’ve gotten me into!”

—OLIVER HARDY AS OLIVER IN Sons of the Desert (1933)



As noted earlier, there have always been more data than we can use. What is new today is the ease of collecting data and the low cost of storing data. Data come from many sources. There are unstructured text data from online systems. There are pixels from sensors and cameras. There are data from mobile phones, tablets, and computers worldwide, located in space and time. Flexible, scalable, distributed systems are needed to accommodate these data.

Relational databases have a row-and-column table structure, similar to a spreadsheet. We access and manipulate these data using structured query language (SQL). Because they are transaction-oriented with enforced data integrity, relational databases provide the foundation for sales order processing and financial accounting systems.

It is easy to understand why non-relational (NoSQL) databases have received so much attention. Non-relational databases focus upon availability and scalability. They may employ key-value, column-oriented, document-oriented, or graph structures. Some are designed for online or real-time applications, where fast response times are key. Others are well suited for massive storage and off-line analysis, with map-reduce providing a key data aggregation tool.

Many firms are moving away from internally owned, centralized computing systems and toward distributed cloud-based services. Distributed hardware and software systems, including database systems, can be expanded more easily as the data management needs of organizations grow.

Doing data science means being able to gather data from the full range of database systems, relational and non-relational, commercial and open source. We employ database query and analysis tools, gathering information across distributed systems, collating information, creating contingency tables, and computing indices of relationship across variables of interest. We use information technology and database systems as far as they can take us, and then we do more, applying what we know about statistical inference and the modeling techniques of predictive analytics.

Regarding analytics, we acknowledge an unwritten code in data science. We do not select only the data we prefer. We do not change data to conform to what we would like to see or expect to see. A two of clubs that destroys the meld is part of the natural variability in the game and must be played with the other cards. We play the hand that is dealt. The hallmarks of science are an appreciation of variability, an understanding of sources of error, and a respect for data. Data science is science.

We are often asked to make a model out of a mess. Management needs answers, and the data are replete with miscoded and missing observations, outliers and values of dubious origin. We use our best judgement in preparing data for analysis, recognizing that many decisions we make are subjective and difficult to justify.

Missing data present problems in applied research because many modeling algorithms require complete data sets. With large numbers of explanatory variables, most cases have missing data on at least one of the variables. Listwise deletion of cases with missing data is not an option. Filling in missing data fields with a single value, such as the mean, median, or mode, would distort the distribution of a variable, as well as its relationship with other variables. Filling in missing data fields with values randomly selected from the data adds noise, making it more difficult to discover relationships with other variables. The method preferred by statisticians is multiple imputation.

Garcia-Molina, Ullman, and Widom (2009) provide an overview of database systems. White (2011), Chodorow (2013), and Robinson, Webber, and Eifrem (2013) review selected non-relational systems. For map-reduce operations, see Dean and Ghemawat (2004) and Rajaraman and Ullman (2012)

Osborne (2013) provides an overview of data preparation issues, and the edited volume by McCallum (2013) provides much needed advice about what to do with messy data. Missing data methods are discussed by Rubin (1987), Little and Rubin (1987), Schafer (1997), Groves et al. (2009), and Lumley (2010) and implemented in R packages from Gelman et al. (2014), Honaker, King, and Blackwell (2014), and Lumley (2014).


A.2 Classical and Bayesian Statistics

“Please! This is supposed to be a happy occasion.
Let’s not bicker and argue over who killed who.”

—MICHAEL PALIN AS KING OF SWAMP CASTLE IN
Monty Python and the Holy Grail (1975)



How shall we draw inferences from data? Formal scientific method suggests that we construct theories and test those theories with sample data. The process involves drawing statistical inferences as point estimates, interval estimates, or tests of hypotheses about the population. Whatever the form of inference, we need sample data relating to questions of interest. For valid use of statistical methods we desire a random sample from the population.

Which statistics do we trust? Statistics are functions of sample data, and we have more faith in statistics when samples are representative of the population. Large random samples, small standard errors, and narrow confidence intervals are preferred.

Classical and Bayesian statistics represent alternative approaches to inference, alternative ways of measuring uncertainty about the world. Classical hypothesis testing involves making null hypotheses about population parameters and then rejecting or not rejecting those hypotheses based on sample data. Typical null hypotheses (as the word null would imply) state that there is no difference between proportions or group means, or no relationship between variables. Null hypotheses may also refer to parameters in models involving many variables.

To test a null hypothesis, we compute a special statistic called a test statistic along with its associated p-value. Assuming that the null hypothesis is true, we can derive the theoretical distribution of the test statistic. We obtain a p-value by referring the sample test statistic to this theoretical distribution. The p-value, itself a sample statistic, gives the probability of rejecting the null hypothesis under the assumption that it is true.

Let us assume that the conditions for valid inference have been satisfied. Then, when we observe a very low p-value (0.05, 0.01, or 0.001, for instance), we know that one of two things must be true: either (1) an event of very low probability has occurred under the assumption that the null hypothesis is true or (2) the null hypothesis is false. A low p-value leads us to reject the null hypothesis, and we say the research results are statistically significant. Some results are statistically significant and meaningful. Others are statistically significant and picayune.

For applied research in the classical tradition, we look for statistics with low p-values. We define null hypotheses as straw men with the intention of rejecting them. When looking for differences between groups, we set up a null hypothesis that there are no differences between groups. In studying relationships between variables, we create null hypotheses of independence between variables and then collect data to reject those hypotheses. When we collect sufficient data, testing procedures have statistical power.

Variability is both our enemy and our friend. It is our enemy when it arises from unexplained sources or from sampling variability—the values of statistics vary from one sample to the next. But variability is also our friend because, without variability, we would be unable to see relationships between variables.2

2 To see the importance of variability in the discovery of relationships, we can begin with a scatter plot of two variables with a high correlation. Then we restrict the range of one of the variables. More often than not, the resulting scatter plot within the window of the restricted range will exhibit a lower correlation.

While the classical approach treats parameters as fixed, unknown quantities to be estimated, the Bayesian approach treats parameters as random variables. In other words, we can think of parameters as having probability distributions representing of our uncertainty about the world.

The Bayesian approach takes its name from Bayes’ theorem, a famous theorem in statistics. In addition to making assumptions about population distributions, random samples, and sampling distributions, we can make assumptions about population parameters. In taking a Bayesian approach, our job is first to express our degree of uncertainty about the world in the form of a probability distribution and then to reduce that uncertainty by collecting relevant sample data.

How do we express our uncertainty about parameters? We specify prior probability distributions for those parameters. Then we use sample data and Bayes’ theorem to derive posterior probability distributions for those same parameters. The Bayesian obtains conditional probability estimates from posterior distributions.

Many argue that Bayesian statistics provides a logically consistent approach to empirical research. Forget the null hypothesis and focus on the research question of interest—the scientific hypothesis. There is no need to talk about confidence intervals when we can describe uncertainty with a probability interval. There is no need to make decisions about null hypotheses when we can view all scientific and business problems from a decision-theoretic point of view (Robert 2007). A Bayesian probabilistic perspective can be applied to machine learning as well as traditional statistical models (Murphy 2012).

It may be a challenge to derive mathematical formulas for posterior probability distributions. Indeed, for many research problems, it is impossible to derive formulas for posterior distributions. This does not stop us from using Bayesian methods, however, because computer programs can generate or estimate posterior distributions. Markov chain Monte Carlo simulation is at the heart of Bayesian practice (Tanner 1996; Albert 2009; Robert and Casella 2009; Suess and Trumbo 2010).

Bayesian statistics is alive and well today because it helps us solve realworld problems (McGrayne 2011). As Efron (1986) pointed out, however, there are reasons everyone is not a Bayesian. There are many works from which to learn about classical inference (Fisher 1970; Fisher 1971; Snedecor and Cochran 1989; Hinkley, Reid, and Snell 1991; Stuart, Ord, and Arnold 2010; O’Hagan 2010; Wasserman 2010). There are also many good sources for learning about Bayesian methods (Geisser 1993; Gelman, Carlin, Stern, and Rubin 1995; Carlin and Louis 1996; Robert 2007).

When asked if the difference between two groups could have arisen by chance, we might prefer a classical approach. We estimate a p-value as a conditional probability, given a null hypothesis of no difference between the groups. But when asked to estimate the probability that the share price of Apple stock will be above $100 at the beginning of the next calendar year, we may prefer a Bayesian approach. Which is better, classical or Bayesian? It does not matter. We need both. Which is better, Python or R? It does not matter. We need both.


A.3 Regression and Classification

“Oh, no, it wasn’t the airplanes. It was Beauty killed the Beast.”

—ROBERT ARMSTRONG AS CARL DENHAM IN King Kong (1933)



Much of the work of data science involves a search for meaningful relationships between variables. We look for relationships between pairs of continuous variables using scatter plots and correlation coefficients. We look for relationships between categorical variables using contingency tables and the methods of categorical data analysis. We use multivariate methods and multi-way contingency tables to examine relationships among many variables. And we build predictive models.

There are two main types of predictive models: regression and classification. Regression is prediction of a response of meaningful magnitude. Classification involves prediction of a class or category. In the language of machine learning, these are methods of supervised learning.

The most common form of regression is least-squares regression, also called ordinary least-squares regression, linear regression, or multiple regression. When we use ordinary least-squares regression, we estimate regression coefficients so that they minimize the sum of the squared residuals, where residuals are differences between the observed and predicted response values. For regression problems, we think of the response as taking any value along the real number line, although in practice the response may take a limited number of distinct values. The important thing for regression is that the response values have meaningful magnitude.

Poisson regression is useful for counts. The response has meaningful magnitude but takes discrete (whole number) values with a minimum value of zero. Log-linear models for frequencies, grouped frequencies, and contingency tables for cross-classified observations fall within this domain.

For models of events, duration, and survival, as in survival analysis, we must often accommodate censoring, in which some observations are measured precisely and others are not. With left censoring, all we know about imprecisely measured observations is that they are less than some value. With right censoring, all we know about imprecisely measured observations is that they are greater than some value.

Most traditional modeling techniques involve linear models or linear equations. The response or transformed response is on the left-hand side of the linear model. The linear predictor is on the right-hand side. The linear predictor involves explanatory variables and is linear in its parameters. That is, it involves the addition of coefficients or the multiplication of coefficients by the explanatory variables. The coefficients we fit to linear models represent estimates of population parameters. Least-squares regression, Poisson regression, logistic regression, and survival models fall within the class of generalized linear models which lie at the core of traditional statistical inference, both classical and Bayesian.

For regression examples in this book, we use R-squared or the coefficient of determination as an index of goodness of fit. This is a quantity that is easy to explain to management as the proportion of response variance accounted for by the model. An alternative index that many statisticians prefer is the root mean-squared error of prediction (RMSE), which is an index of badness or lack of fit. Other indices of badness of fit, such as the percentage error in prediction, are sometimes preferred by managers.

The method of logistic regression, although called “regression,” is actually a classification method. It involves the prediction of a binary response. Ordinal and multinomial logit models extend logistic regression to problems involving more than two classes. Linear discriminant analysis is another classification method from the domain of traditional statistics. The benchmark study of text classification in the chapter on sentiment analysis employed logistic regression and a number of machine learning algorithms for classification.

Evaluating classifier performance presents a challenge because many problems are low base rate problems. Fewer than five percent of customers may respond to a direct mail campaign. Disease rates, loan default, and fraud are often low base rate events. When evaluating classifiers in the context of low base rates, we must look beyond the percentage of events correctly predicted. Based on the four-fold table known as the confusion matrix, figure A.1 provides an overview of various indices available for evaluating binary classifiers.
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Figure A.1. Evaluating Predictive Accuracy of a Binary Classifier



Summary statistics such as Kappa (Cohen 1960) and the area under the receiver operating characteristic (ROC) curve are sometimes used to evaluate classifiers. Kappa depends on the probability cut-off used in classification. The area under the ROC curve does not.3

3 The area under the ROC curve is a preferred index of classification performance for low base rate problems. The ROC curve is a plot of the true positive rate against the false positive rate. It shows the tradeoff between sensitivity and specificity and measures how well the model separates positive from negative cases. The area under the curve provides an index of predictive accuracy independent of the probability cut-off that is being used to classify cases. Perfect prediction corresponds to an area of 1.0 (curve that touches the top-left corner). An area of 0.5 depicts random (null-model) predictive accuracy, with the curve being the diagonal line from bottom left to top right and with the area associated with lower triangle.

Useful references for linear regression include Draper and Smith (1998), Harrell (2001), Chatterjee and Hadi (2012), and Fox and Weisberg (2011). Data-adaptive regression methods and machine learning algorithms are reviewed in Berk (2008), Izenman (2008), and Hastie, Tibshirani, and Friedman (2009). For traditional nonlinear models, see Bates and Watts (2007).

Of special concern to data scientists is the structure of the regression model. Under what conditions should we transform the response or selected explanatory variables? Should interaction effects be included in the model?

Regression diagnostics are data visualizations and indices we use to check on the adequacy of regression models. Discussion may be found in Belsley, Kuh, and Welsch (1980) and Cook (1998). The base R system provides many diagnostics, and Fox and Weisberg (2011) provide additional diagnostics. Diagnostics may suggest that transformations of the response or explanatory variables are needed in order to meet model assumptions or improve predictive performance. A theory of power transformations is provided in Box and Cox (1964) and reviewed by Fox and Weisberg (2011).

When defining parametric models, we would like to include the right set of explanatory variables in the right form. Having too few variables or omitting key explanatory variables can result in biased predictions. Having too many variables, on the other hand, may lead to over-fitting and high out-of-sample prediction error. This bias-variance tradeoff, as it is sometimes called, is statistical fact of life.

Shrinkage and regularized regression methods provide mechanisms for tuning, smoothing, or adjusting model complexity (Tibshirani 1996; Hoerl and Kennard 2000). Alternatively, we can select subsets of explanatory variables to go into predictive models. Special methods are called into play when the number of parameters being estimated is large, perhaps exceeding the number of observations (Bühlmann and van de Geer 2011). For additional discussion the bias-variance tradeoff, regularized regression, and subset selection, see Izenman (2008) and Hastie, Tibshirani, and Friedman (2009).

Graybill (1961, 2000) and Rencher and Schaalje (2008) review of linear models. Generalized linear models are discussed in McCullagh and Nelder (1989) and Firth (1991). Kutner, Nachtsheim, Neter, and Li (2004) provide a comprehensive review of linear and generalized linear models, including discussion of their application in experimental design. R methods for the estimation of linear and generalized linear models are reviewed in Chambers and Hastie (1992) and Venables and Ripley (2002).

See Christensen (1997) and Hosmer, Lemeshow, and Sturdivant (2013) for discussion of logistic regression. See Fawcett (2003) and Sing et al. (2005) for further discussion of the ROC curve. Discussion of alternative methods for evaluating classifiers is provided in Hand (1997) and Kuhn and Johnson (2013).

For Poisson regression and the analysis of multi-way contingency tables, useful references include Bishop, Fienberg, and Holland (1975), Fienberg (2007), Tang, He, and Tu (2012), and Agresti (2013). Reviews of survival data analysis have been provided by Andersen, Borgan, Gill, and Keiding (1993), Le (1997), Therneau and Grambsch (2000), Harrell (2001), Nelson (2003), Hosmer, Lemeshow, and May (2013), and Allison (2010), with programming solutions provided by Therneau (2014) and Therneau and Crow-son (2014).

We sometimes consider robust regression methods when there are influential outliers or extreme observations. Robust methods represent an active area of research using statistical simulation tools (Fox 2002; Koller and Stahel 2011; Maronna, Martin, and Yohai 2006; Maechler 2014b; Koller 2014). Huet et al. (2004) and Bates and Watts (2007) review nonlinear regression, and Harrell (2001) discusses spline functions for regression problems.


A.4 Machine Learning

“Open the pod bay doors, HAL.”

—KEIR DULLEA AS DAVE BOWMAN IN 2001: A Space Odyssey(1968)



Recommender systems, collaborative filtering, association rules, optimization methods based upon heuristics, as well as a myriad of methods for regression, classification, and clustering fall under the rubric of machine learning. These are data-adaptive methods, also called data mining.

The benchmark study of text classification in the chapter on sentiment analysis employed a number of machine learning algorithms, including support vector machines, classification trees, and random forests. Other machine learning tools for classification include Naïve Bayes classifiers and neural networks.

Machine learning methods often perform better than traditional linear or logistic regression methods, but explaining why they work is not easy. Machine learning models are sometimes called black box models for a reason. The underlying algorithms can yield thousands of formulas or nodal splits fit to the training data.

Extensive discussion of machine learning algorithms may be found in Duda, Hart, and Stork (2001), Izenman (2008), Hastie, Tibshirani, and Friedman (2009), Kuhn and Johnson (2013), Tan, Steinbach, and Kumar (2006), and Murphy (2012). In addition to the wide variety of machine learning tools available in R, there are many in Python (Pedregosa et al. 2011, Demšar and Zupan 2013) and Java (Witten, Frank, and Hall 2011). Graphical user interfaces to machine learning algorithms in Python and R may be found in open-source solutions KNIME (Berthold et al. 2007) and Orange (Demšar and Zupan 2013) and in commercial solutions from Alteryx, IBM, and SAS.

Hothorn et al. (2005) review principles of benchmark study design, and Schauerhuber et al. (2008) show a benchmark study of classification methods. Alfons (2014a) provides cross-validation tools for benchmark studies. Benchmark studies, also known as statistical simulations or statistical experiments, may be conducted with programming packages designed for this type of research (Alfons 2014b; Alfons, Templ, and Filzmoser 2014). Duda, Hart, and Stork (2001), Tan, Steinbach, and Kumar (2006), Hastie, Tibshirani, and Friedman (2009), and Rajaraman and Ullman (2012) introduce clustering from a machine learning perspective. Everitt, Landau, Leese, and Stahl (2011), Kaufman and Rousseeuw (1990) review traditional clustering methods. Izenman (2008) provides a review of traditional clustering, self-organizing maps, fuzzy clustering, model-based clustering, and biclustering (block clustering). Within the machine learning literature, cluster analysis is referred to as unsupervised learning to distinguish it from classification, which is supervised learning, guided by known, coded values of a response variable or class.

Leisch and Gruen (2014) describe programming packages for various clustering algorithms. Methods developed by Kaufman and Rousseeuw (1990) have been implemented in programs by Maechler (2014a), including silhouette modeling and visualization techniques for determining the number of clusters. Silhouettes were introduced by Rousseeuw (1987), with additional documentation and examples provided in Kaufman and Rousseeuw (1990) and Izenman (2008).

Another unsupervised technique, principal component analysis, draws on linear algebra and gives us a way to reduce the number of measures or quantitative features we use to describe domains of interest. Long a staple of measurement experts and a prerequisite of factor analysis, principal component analysis has seen recent applications in latent semantic analysis, a technology for identifying important topics across a document corpus (Blei, Ng, and Jordan 2003; Murphy 2012; Ingersoll, Morton, and Farris 2013).

When some observations in the training set have coded responses and others do not, we employ a semi-supervised learning approach. The set of coded observations for the supervised component can be small relative to the set of uncoded observations for the unsupervised component (Liu 2011).

Thinking more broadly about machine learning, we see it as a subfield of artificial intelligence (Luger 2008; Russell and Norvig 2009). Machine learning encompasses biologically-inspired methods, genetic algorithms, and heuristics, which may be used to address complex optimization, scheduling, and systems design problems. (Mitchell 1996; Engelbrecht 2007; Michalawicz and Fogel 2004; Brownlee 2011).


A.5 Web and Social Network Analysis

“. . . I have intuition. I mean, the DNA of who I am is based on the millions of personalities of all the programmers who wrote me. But what makes me me is my ability to grow through my experiences. So basically, in every moment I’m evolving, just like you.”

—VOICE OF SCARLETT JOHANSSON AS SAMANTHA IN her (2013)



The challenge of “big data,” as they are sometimes called, is not so much the volume of data. It is that these data arise from sources poorly understood, in particular the web and social media.

The World Wide Web is a huge data repository that changes with each moment. To address business problems, we must find our way to the right links, extracting relevant data, and analyzing them in ways that make sense. The web is a network of pages linked to one another. To understand it, we must understand its structure, drawing upon the tools of network science.

Berry and Browne (2005), and Langville and Meyer (2006) discuss technologies relevant to Web search engines, and Huberman (2001) and Clifton (2012) review patterns of web user activities and web analytics in general. Programming in web and network data science is aided by a number of R packages (Barbera 2014; Butts 2014; Gentry 2014a; Gentry 2014b).

To explore further the domain of web and network data science we look for patterns or regularities in relationships. Relationships imply interactions between actors. The actors can be people, organizations, firms, buyers and sellers in the marketplace, investors and entrepreneurs in the venture capital space, or nations in international commerce. Measurements of these relationships represent structural variables in network models.

Social media implemented through the web have rekindled interest in social network analysis. Users of social media generate text data, including short text messages, personal statements, and blog posts. There are links among friends and followers. The data are plentiful, and some of these data may be useful. The challenge is to find our way to the useful data and make sense of them.

Recognizing growth in the use of electronic social networks and intelligent mobile devices, organizations see opportunities for communicating with and selling to friends of friends. Businesses, nonprofits, and governmental organizations (not to mention political campaigns) are interested in learning from the data of social media. Network data sets are large but accessible. The possibilities are many.

Social network analysis has been an active area of research in psychology, sociology, anthropology, and political science for many years. The invention of the sociogram and concepts of social structure may be traced back more than eighty years (Moreno 1934; Radcliffe-Brown 1940). Research topics include isolation and popularity, prestige, power, and influence, social cohesion, subgroups and cliques, status and roles within organizations, balance and reciprocity, centrality, marketplace relationships, and measures of betweenness. There are the actors and the links between actors. The actors may be described in terms of their individual characteristics, the links by their strength and direction.

We are living in a paparazzi world. While a few strident voices have raised concerns about the loss of privacy and threats to the security of personal information (Rosen 2001; Turow 2013), the general populous seems quite willing to share the details of their lives and personal associations. This makes the analysis of social network data a potentially lucrative enterprise.

An introduction to social networks is provided by Kadushin (2012). Ackland (2013) applies social network concepts to web and social media networks. Reviews of network science are provided by Watts (2003), Lewis (2009), and Newman (2010). Works by Jackson (2008) and Easley and Kleinberg (2010) attempt to integrate network science and economic game theory.

Networks may be represented in a variety of ways, including graphs with nodes and links, points in multidimensional space, and dendrograms. Modeling techniques include multidimensional scaling, hierarchical cluster analysis, log linear modeling, and a variety of specialized methods. Kolaczyk (2009) and Kolaczyk and Csárdi (2014) review statistical methods in network science. Wasserman and Faust (1994) discuss methods for social network analysis. Log-linear models have been used extensively in this area of research. For an overview of log linear models, see Bishop, Fienberg, and Holland (1975), Christensen (1997), and Fienberg (2007). Application of log linear models in the analysis of social networks is discussed in Wasserman and Iacobucci (1986).


A.6 Recommender Systems

“I’ll have what she’s having.”

—ESTELLE REINER AS CUSTOMER IN When Harry Met Sally. . .(1989)



Being a frequent customer of Amazon.com, I receive many suggestions for book purchases. In May 2013, before the release of the initial R edition of this book, Amazon sent me an e-mail list of ten recommended books, and the book I was writing at the time was at the top of the list. My publisher, being a good publisher, made the book available for pre-order as early as March 2013.

Amazon put Ratner (2011), which had been used in a predictive modeling course at Northwestern University, third on the list. Kuhn and Johnson (2013), a book I had reviewed prior to its publication, was seventh on the list. Ninth on the list was Matloff (2011), a book I recommend to students who want to learn R. In fact, all of the titles Amazon.com was recommending were right on target.

How is it that Amazon.com knows me so well? The company has information about past purchases, many books with “predictive analytics” and “modeling” in their titles. A few days before receiving the recommended list, for example, I had purchased Eric Siegel’s (2013) Predictive Analytics: The Power to Predict Who Will Click, Buy, Lie, or Die. We see common terms across Amazon-recommended titles: “analytics,” “statistical,” “modeling,” “techniques,” and “R.” Purchasing history and search terms may begin to explain the list of recommended titles. But there is more to the story of recommender systems—much more.

Businesses use recommender systems to make product recommendations to an existing customer using information about that customer as well as information from other customers. In addition to Amazon.com for books, well known examples include systems employed by Netflix for movies and Pandora for music.

Recommender systems, like market basket analyses, build on consumers-by-items matrices. These are sparse matrices, like terms-by-documents matrices observed in text analytics. Special algorithms are needed for working with sparse matrices (Bates and Maechler 2014).4

4 A well known recommender system problem, the Netflix $1 million prize competition (May 29, 2006 though September 21, 2009), presented Netflix data for 17,770 movies and 480,189 customers. With only around 100 million ratings, the resulting renters-by-movies matrix that was about 99 percent sparse.

One class of recommender systems is content-based recommender systems. These draw on customer personal characteristics, past orders, and revealed preferences. Content-based systems may also rely on the characteristics of products.

Another class of recommender systems is collaborative filtering (also called social or group filtering), which builds on the premise that customers with similar ratings for one set of products will have similar ratings for other sets of products. This suggests that one path to providing product recommendations is to find nearest neighbor customers.

Suppose a customer named Brit has chosen ten movies and a movie service provider wants to suggest a new movie for Brit. One way to find that movie is to identify other customers who have chosen many of the same movies as Brit. Then, searching across those nearest-neighbor customers, the service provider detects movies they have in common. Movies most in common across these customers provide a basis for recommendations to Brit.5

5 Interestingly, one of the problems chosen to test recommendation systems concerns data science and the R programming environment. A competition offered by Kaggle asked analysts to develop a recommendation engine for users of R packages. Conway and White (2012) built a nearest-neighbor recommender system using the data from this competition. Data from the Kaggle R competition could have been supplemented with information from the R programming environment itself, with its “depends” and “reverse depends” links. We can represent any programming environment as a network, with one package, function, or module calling another.

Search and recommendation problems share an underlying directed graph structure, so that engines or algorithms appropriate for one area may be useful in the other. Additional sources of recommenders include market basket analysis (association rules) and biclustering, the joint clustering of consumers and products in the marketplace. Reviews of recommender systems are provided in the edited volumes of Ricci et al. (2011) and Dehuri etal. (2012). R software is provided by Hahsler (2014b, 2014c).


A.7 Product Positioning

“Nobody puts Baby in the corner.”

—PATRICK SWAYZE AS JOHNNY CASTLE IN Dirty Dancing (1987)



Whether concerned with new or current products and services, product positioning is an important part of business and marketing strategy. There are basic questions to address: What constitutes the category of products? How do products within the category compare with one another? What is the nature of the product space? Which products serve as close substitutes for one another? What can a firm do to distinguish its products and services from those offered by other firms?

To study product positioning, data are collected for numerous products within a category, making sure that the primary competitive products are included. Data can relate to actual product specifications. Data can represent consumer ratings of product attributes. Multivariate procedures such as principal component analysis and factor analysis may be used in a search for dimensions that summarize the product attribute space.

Another approach to the study of product positioning is to use attribute data to obtain distance or dissimilarity scores for all pairs of products being considered. Alternatively, we can ask consumers to make similarity judgments for all pairs of products. Similarity judgments are especially useful in product categories for which attributes are difficult to identify or describe, such as categories defined by style, look, odor, or flavor. The resulting distance or dissimilarity matrix serves as input to cluster analysis for identifying groups of products and to multidimensional scaling for creating a map of the product space.

Product maps, sometimes called perceptual maps, are especially useful in product planning and competitive analysis. Products close to one another in space may be though of as substitute products or close competitors. Open areas in the product space may represent opportunities for new, differentiated products.

These same technologies may be applied to brands to obtain information about brand positioning and to guide branding strategy. Product or brand positioning may be studied in concert with product and brand preferences, yielding a joint perception/preference mapping of products or brands in space. Critical to strategic product positioning are areas of the product space most desirable to consumers. Product managers like to find areas of the product space where there are many potential customers and few competitive brands or products. Tybout and Sternthal (2001) and Reis and Trout (2001) discuss relevant management issues in product positioning.

Typical objects in consumer research represent alternative products or services, features of products, or names of products and brands. Assuming that consumer preferences for objects follow a normal distribution, mean proportions from the columns of a paired-comparisons preference matrix are converted to scale scores using standard normal quantiles. This is traditional unidimensional scaling. It results in scale scores that can be easily understood—products or product features positioned along a real number line.

Preference scaling has a long history, dating back to early work in psychometrics by Thurstone (1927), Guilford (1954, first published in 1936), and Torgerson (1958). Traditional univariate methods, building as they do upon a paired comparison preference matrix, may be used for data arising from actual paired comparisons, rank orders, and multiple rank orders, as well as from best-worst scaling items, choice studies, pick lists, and elimination pick lists.

Multivariate methods are reviewed by Seber (2000), Manly (1994), Sharma (1996), Gnanadesikan (1997), Johnson and Wichern (1998), and Izenman (2008). Principal component biplots represent an alternative to multidimensional scaling plots (Gabriel 1971; Gower and Hand 1996) for product positioning. Biplots allow us to plot consumers and products/brands in the same space.

There are many useful references for multidimensional scaling (Davison 1992; Cox and Cox 1994; Carroll and Green 1997; Borg and Groenen 2010). Lilien and Rangaswamy (2003) review joint perception/preference mappings. As we have seen in numerous examples in the book, conjoint and choice studies help us to assess consumer preferences across many products and attributes (Orme 2013), providing conjoint measures for product positioning.


A.8 Market Segmentation

“Round up the usual suspects.”

—CLAUDE RAINS AS CAPT. LOUIS RENAULT IN Casablanca (1942)



A market segment is a group of consumers with distinct needs or behaviors, a group of people who are more similar to one another than to people outside their segment. Segments can be defined by geographic, demographic, psychographic, or behavioral characteristics. Most useful for target marketing are characteristics that are identifiable and easily measured. Market segmentation involves finding these groups of people.

Segmentation, when executed properly, contributes to marketing strategy and tactics. What consumers like, what they buy, where they buy, and how much they buy may differ across segments. Products, marketing messages, advertising, and promotions may be tailored to specific segments.

Marketing managers sometimes identify segmentation variables before doing research. Knowing the nature of their products, they feel confident describing potential buyers or groups of consumers. Identifying segments or segmentation variables before doing any research or data analysis is called a priori segmentation.

Market segmentation is usually guided by data. Variables that go into the segmentation should be easily available or accessible. We try to avoid variables that are difficult to measure, and we prefer publicly available data to survey data. Common segmentation variables reflect geographical location, age, income, and life style.

Using existing customer information for segmentation, we exclude buyer status and other sales response variables from the input variable set. This is because potential new customers have no buying sales history with the firm, and we want the segmentation model to be useful in finding new customers. Note, however, that we may utilize buyer status and sales response variables in the input variable selection process itself. For example, we may choose demographic variables that are related to sales response.

Traditional methods of cluster analysis are widely used in market segmentation. They represent multivariate techniques for grouping consumers based on their similarity to one another. Distance metrics or measures of agreement between consumers guide the segmentation process.

As with most methods in predictive analytics, statistical criteria are complemented by management criteria. When doing market segmentation research, we look for segments that are easy to describe to management. We also look for segments that large enough to be useful in target marketing.

Mass marketing treats all consumers as one group. One-to-one marketing focuses on one consumer at a time (Peppers and Rogers 1993). Target marketing to selected groups of consumers lies between mass marketing and one-to-one marketing and is often guided by market segmentation. Target marketing involves directing marketing activities to those consumers who are most likely to buy. Classification of consumers into likely-to-buy and not-likely-to-buy groups can be based on market segments or on more complete information about consumers.

Market segmentation has been a controversial topic. There are people in the field of marketing who do not believe in doing segmentation and are philosophically opposed to using segments for targeting. Instead of targeting market segments, these researchers promote a one-to-one marketing approach that targets each individual as an individual.

One-to-one target marketing has been bolstered by the emergence of hierarchical Bayesian methods. Bayesians use the phrase “consumer heterogeneity” to refer to individual differences across customers. The thinking is that describing consumers in terms of their positions along underlying attribute parameters is more informative than describing them as being members of segments. Bayesian methods in marketing, reviewed by Rossi, Allenby, and McCulloch (2005), have been implemented in R packages by Rossi (2014) and Sermas (2014).

The benefits of market segmentation are described in marketing management references, such as Dickson (1997) and Kotler and Keller (2012). Sternthal and Tybout (2001) and Cespedes, Dougherty, and Skinner (2013) review management issues in segmentation and targeting. Neal (2000) and Wedel and Kamakura (2000) discuss methodologies for market segmentation.


A.9 Site Selection

“Gentlemen, you can’t fight in here! This is the War Room!”

—PETER SELLERS AS PRESIDENT MERKIN MUFFLEY IN Dr. Strangelove or: How I Learned to Stop Worrying and Love the Bomb (1964)



Suppose a sporting goods retailer with fifty stores in one area wants to open five new stores in a new area. The retailer wants to locate stores to achieve the highest possible sales. Consumer demographics and business data may be used to guide the site selection. Site selection problems involve data sets with many explanatory variables and few observations or stores. The challenge is to find the right combination of explanatory variables to predict sales at existing stores and then to use that combination of variables to get accurate sales forecasts for new stores.

Each store or potential store, geocoded by longitude and latitude, represents a point on the U.S. map and may be associated with thousands of variables relating to population, housing, and economic conditions. We use geographical information systems to estimate population within a certain distance of the store. We get drive-time-based measures such as median income for households within five minutes of the store. When consumer data are available, we compute trade-area-based measures such as the percentage of families who shop at the store among the ten thousand families residing closest to the store. We describe stores by size and layout, location relative to nearby highways, signage, and parking. We collect data about the business environment, nearby retailers, and potential competitors.

Using stores as the unit of analysis, we build cross-sectional predictive models, regressing store sales on a subset of explanatory variables (Davies and Rogers 1984; Wrigley 1988). Alternative approaches include nearestneighbor methods and spatial data models based on point processes, grid, or lattice structures (Cressie 1993; Bivand, Pebesma, and Gómez-Rubio 2008). Gravity models, sometimes used for retail site selection, posit that shoppers are influenced by the size and location of competing stores. Shoppers are thought to be attracted to larger stores (due to greater variety or lower prices) and closer stores (because they are easier to get to) (Tayman and Pol 1995; Lilien and Rangaswamy 2003).


A.10 Financial Data Science

“Greed, for lack of a better word, is good.”

—MICHAEL DOUGLAS AS GORDON GEKKO IN Wall Street (1987)



Much financial data analysis utilizes methods developed in economics, including linear econometric models and time series analysis. Special issues of volatility must be addressed, and there are well developed research traditions such as capital asset pricing theory, option pricing, investment analysis, and portfolio analysis.

The objective of many studies in financial data science is to predict future prices or returns for financial securities. We gather financial data from public sources or data services, and we build on a foundation of code provided by Ryan (2014) and others. R programs are utilized extensively in financial engineering, programmed trading, and empirical finance (Eddelbuettel 2014).

Risk analytics is a related area of application. An auto insurance company wants to identify drivers who are most likely to have accidents. A manufacturer is concerned about failure rates of new products. A retailer asks about the risk of losing a customer to another store. A financial services researcher identifes consumers most likely to default on their loans, utilizing consumer financial histories and credit scores (Fishelson-Holstine 2004). A common objective in risk analytics is classification, the prediction of a binary response. Alternatively, we may use survival analysis to predict how long a customer will stay with a particular product or service.

Methods of financial modeling are reviewed by Benninga (2008). Timeseries, panel (longitudinal) data, financial, and econometric modeling methods have been reviewed extensively (Judge et al. 1985; Hamilton 1994; Zivot and Wang 2003; Makridakis, Wheelwright, and Hyndman 2005; and Hyndman et al. 2008). Useful references in R include Ruppert (2011) and Tsay (2013). Pfaff (2013) provides an extensive review of R packages and programming methods in finance. We use mathematical programming methods for portfolio optimization. We use simulation methods to estimate default risk and other probabilities in financial data science.


B. Measurement

“If you build it, he will come.”

—VOICE OF RAY LIOTTA AS SHOELESS JOE JACKSON
IN Field of Dreams (1989)

As data scientists, we do more than work with existing data. Often we are asked to conduct primary research, design experiments, and conduct surveys, many of them relating to new products. Which is to say that modeling techniques in predictive analytics are often preceded by measurement.

The classic article by Campbell and Fiske (1959) provides a clear definition of reliability and validity: Reliability is the agreement between two efforts to measure the same trait through maximally similar methods. Validity is represented in the agreement between two attempts to measure the same trait through maximally different methods. (83)

The prototypical validation study involves a multitrait-multimethod matrix, as described by Campbell and Fiske (1959). This correlation matrix provides a structure for demonstrating construct validity. The matrix is partitioned by measurement methods. Within each method there are rows and columns associated with traits (attributes). Each element of the matrix represents a trait-method unit. The components of the matrix are the reliability diagonal, validity diagonals, heterotrait-monomethod triangles, and heterotrait-heteromethod triangles.

Suppose we want to demonstrate that extroverts rate comedies more highly than other types of movies. To carry out research in this area, we could develop measures of the personality trait introversion-extroversion and the consumer trait preference for comedies. Suppose further that we develop two measures for each trait, one based on a rating scale and the other on a text measure. With higher scores on measures of introversion-extroversion implying greater extroversion and higher scores on measures of preference for comedies indicating higher preference for comedies, we might expect to observe results such as those in figure B.1.


[image: Image]

Figure B.1. Hypothetical Multitrait-Multimethod Matrix



What do we want to observe in a multitrait-multimethod matrix? We would like to see high indices of internal consistency on the reliability diagonals. We want different measures of the same trait to correlate highly with one another, yielding high correlations on the validity diagonals. We want measures of the same trait to correlate more highly with one another than with measures of different traits. Accordingly, we should see higher correlations on the validity diagonals than in either the heterotrait-monomethod or the heterotrait-heteromethod triangles. How high is “high”? What precise pattern of correlations should we expect? To answer these questions, we refer to theory and to prior empirical research.

Campbell and Fiske (1959) talk about convergent validity and discriminant validity. Convergent validity refers to the notion that different measures of the same trait should converge. That is, different measures of the same trait or attribute should have relatively high correlations. Discriminant validity refers to the notion that measures of different traits should diverge. In other words, measures of different traits should have lower correlations than measures of the same trait. Convergent and discriminant validation are part of what we mean by construct validation. The meaning of a measure is defined in terms of its relationship to other measures.

Multitrait-multimethod matrices have been applied widely in the social sciences and consumer research (Bagozzi and Yi 1991). Cronbach (1995) talks about method variance and the fact that measures of different traits that utilize the same measurement technique can be correlated as a result of the way subjects respond to the technique itself. In other words, there can be individual differences in response style.

Validation is rarely easy. Low correlations between response and explanatory variables are common in social research. There are many variables to consider, many possible explanatory variables for every response. And there is considerable individual variability from one administration of a survey to the next and from one situation to the next.

Discussions of validity touch on fundamental issues in the philosophy of science, issues of theory construction, measurement, and testability. There are no easy answers here. If the theory is correct and the measures valid, then the pattern of relationships among the measures should be similar to the pattern predicted by theory. To the extent that this is true for observed data, we have partial confirmation of the theory and, at the same time, demonstration of construct validity. But what if the predictions do not pan out? Then we are faced with a dilemma: the theory could be wrong, one or more of the measures could be invalid, or we could have observed an event of low probability with correct theory and valid measures.

In consumer research there are times when we need to assess a person’s thinking or decision-making process. We present detailed information and ask the respondent to rate or rank product profiles, make a choice, perform a calculation, or write an opinion. Through well designed surveys, we learn about price-quality, price-feature, and feature-by-feature trade-offs in consumer evaluation of new products. We learn how consumers feel about brands.

We touched on measurement issues in discussions of conjoint analysis and sentiment analysis. Let us consider a few alternative measurement methods, reviewing the rationale behind the methods.

Suppose we want to assess people’s preferences for movies. Figure B.2 shows a conjoint measurement item. The consumer respondent is asked to rate a DVD movie product on a scale from 1 (low) to 7 (high). A brief description of the DVD movie is provided along with its price. This is a straightforward rating task. It would be used in conjunction with many other rating tasks. Respondent ratings will have meaningful magnitude, and the likely analysis is linear regression. This is an example of a traditional conjoint study item. Notice that price is included in this likelihood-to-purchase item.


[image: Image]

Figure B.2. Conjoint Degree-of-Interest Rating



Figure B.3 shows a more complicated task. A pair of movies is presented side-by-side, and the respondent is asked to compare them in terms of interest or preference. Degree of preference is on a sliding scale. Two measures are obtained from each item of this type, with the measures being conditional upon one another. The researcher is not forcing a choice between the movies as in a traditional paired comparison item.
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Figure B.3. Conjoint Sliding Scale for Profile Pairs



A set of simple paired comparison items is shown in figure B.4. The respondent chooses one movie title from each pair, indicating preference. No description of the movies is provided. A paired comparison is simultaneously a ranking and a choice—a choice between two. An exhaustive set of paired comparisons across k movies would require [image: Image] paired comparisons, with each movie being paired once with each other movie. It is not uncommon for paired comparison surveys to include hundreds of items. Fortunately, individual paired comparisons can be made quickly.
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Figure B.4. Paired Comparisons



Marketing analysts can also present movies in sets of three or more in what are called multiple-rank-orders, as shown in figure B.5. Presented in sets of three movies, each multiple-rank-order item is equivalent to three paired comparisons. For a complete enumeration, then, multiple-rank-order triads require one-third as many items as paired comparisons. Each item, however, takes a little longer to complete.
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Figure B.5. Multiple-Rank-Orders



Like multiple-rank-order items, best-worst items present objects in sets of three or more. For each item, the respondent is asked to choose a most preferred and least preferred object. A set of three-object best-worst items is equivalent to a set of multiple-rank-order triads, yielding a full set of paired comparisons. When presented in groups of four or more objects, however, best-worst items yield partial paired comparisons.

Figure B.6 shows a best-worst item with four movies. Notice how it is possible to extract five out of the possible six paired comparisons from this item. Best-worst surveys, sometimes called max-diff scaling, also have similarities to choice tasks. Instead of being asked to choose only the most preferred object in a set of objects, the respondent chooses two, the best and worst.


[image: Image]

Figure B.6. Best-worst Item Provides Partial Paired Comparisons



Obtaining interval measures from rank orders is a general way of thinking about scaling methods. We can use paired comparisons, rank orders, multiple-rank-orders, or best-worst responses from consumers to generate a paired-comparison preference matrix showing the proportion of times each object is ranked over each other object. And from a paired-comparison preference matrix, we can generate scale scores for the objects being compared. Interval measures convey more information than ranks. Seeing how consumer movie preferences fall along a real number line, for example, is much more informative than seeing the rank order of movies.

Many marketing analysts prefer choice tasks to assess consumer preferences and to make recommendations about product design and pricing. They argue that choice studies provide a straightforward approach to estimating market shares for products and brands. Furthermore, a well designed choice study bears a close resemblance to what consumers do in the marketplace. Consumers reveal their preferences in the choices they make.

The simplest of choice tasks is a paired comparison choice. Earlier we showed simple paired comparisons of movie titles. In figure B.7, we show a paired comparison choice task with more information about the movies to be compared. Paired comparisons are easy to make, even when there is extensive information about the objects being compared.1

1 Paired comparisons are a convenient mechanism for obtaining choice and ratings data. Taste tests are commonly conducted as paired comparisons. One food is tasted. Water is drunk to clear the pallet. And then a second food is tasted. Asking which food tastes better or which food is preferred is a simple paired comparison. The optometrist asks us to compare two lenses in sequence. The patient looks through the first lens and then the second. Upon presenting the second lens, the optometrist asks a simple question, “Is this better or worse, or the same?” That is a paired comparison with three alternatives. Proximity in time is key to the comparison process, and using only one pair of lenses at a time simplifies the information processing task.
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Figure B.7. Paired Comparison Choice Task



Choice studies often present sets of three or four profiles, with each profile defined by a large number of attributes. Figure B.8 shows a choice task with three new movie ideas and profiles defined by six attributes. The consumer’s task is to select one of the three hypothetical new movies. Choice tasks sometimes include a none option, permitting the consumer to move to the next item without making a choice.
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Figure B.8. Choice Set with Three Product Profiles



Additional developments in preference measurement involve product configuration tasks and menu-based choice, as shown in figure B.9. When buying a computer or selecting meal items at a restaurant, we have many options from which to choose. We build a customized product instead of choosing from a set of preconfigured product profiles.
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Adapted from Orme (2013) with permission of the publisher.

Figure B.9. Menu-based Choice Task



It is only fitting that the measurement techniques we use to assess consumer preferences reflect the way consumers purchase products. In most product categories, choice tasks reflect consumer behavior in the marketplace in a way that rankings and ratings do not. And in certain product categories, menus reflect consumer behavior in the marketplace in a way that choice tasks do not.

We can also assess consumer preferences through a sequence of choices in an elimination pick list. Figure B.10 shows an elimination pick list for a set of seven movies. Elimination pick list instructions ask the respondent to choose one movie at a time. A computer program records each choice as it is made and updates the screen image by eliminating the movie that has just been chosen. The consumer continues to pick movies until there are no more movies she wants to watch. The elimination pick list represents an enhanced choice task with a none alternative. It may also be thought of as a computer-assisted ranking task.2

2 The elimination pick list is designed to be a faithful representation of consumer choice in the marketplace. We often choose more than one product, buy more than one thing at at time. The elimination pick list is simultaneously a ranking and a choice task. Compared to a ranking task, note that picking one alternative at a time is easier than ranking a set of alternatives, yet it accomplishes much the same purpose. The elimination pick list yields censored rank-order data with the possibility of tied ranks at the low end. Compared to a standard choice task, note that the pick list provides more information. We see not only the consumer’s first choice—we see the consumer’s entire consideration set. We get this information with a modicum of additional effort on the part of the consumer respondent. Item instructions, including information about products, is read prior to making the first choice, exactly as it would be in a standard choice task. There is no need for the respondent to read these instructions prior to making second or subsequent choices. The elimination pick list uses respondent time efficiently. The pick list is consistent with the way consumers evaluate and choose products in the marketplace. When faced with a set of choices, consumers would be unlikely to ask themselves about their most preferred and least preferred products, as in a best-worst choice task. Rather, consumer buyers focus at the top of the list, on their most preferred products. By providing direct evidence about consumer consideration sets, the elimination pick list has an advantage over other choice and ranking tasks.
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Figure B.10. Elimination Pick List



Obtaining meaningful and accurate measures is a prerequisite to building predictive models we can trust. When designing consumer surveys, we need to use wording that is easy to understand and unambiguous. We need to provide choices that are distinct and clearly specified. We try to make tasks as simple and straightforward as possible, while presenting as much detail as is needed for the measurement objective.

It is important to recognize the complexity of the task we present to consumer respondents. Paired comparisons are easier to make than multiple comparisons. Ranking a short list of alternatives is easier than ranking a long list of alternatives. Picking one alternative at a time is easier than ranking a set of alternatives. If we make a task similar to what consumers normally do in the marketplace, then consumers can more faithfully execute that task. This is the art and science of measurement.

Groves et al. (2009) provides a comprehensive review of survey research, including sampling, data collection modalities, data quality, nonresponse, and analysis issues. Miller (2008a) provides discussion of measurement, item formats, and alternative scales of measurement for business research. Scaling methods for obtaining interval measures from paired comparisons and rank orders are documented in the psychometric literature (Stevens 1946; Guilford 1954; Torgerson 1958). Rounds, Miller, and Dawis (1978) review paired comparison and multiple-rank-order scaling, demonstrating strong agreement between measurements obtained from these two methods. Louviere (1993) introduces best-worst scaling methods.

For references on measurement reliability and validity, we refer to the literature of psychometrics (Gulliksen 1950; Cronbach 1951; Ghiselli 1964; Nunnally 1967; Nunnally and Bernstein 1994; Lord and Novick 1968; Fiske 1971; Brown 1976). Betz and Weiss (2001) and Allen and Yen (2002) introduce concepts of measurement theory. Item response theory is discussed by Rogers, Swaminathan, and Hambleton (1991). Articles in the volume edited by Shrout and Fiske (1995) provide many examples of multitraitmultimethod matrices and review quantitative methods available for the analysis of such matrices. Lumley (2010) discusses sample survey design and analysis in the R programming environment. For R functions in psychometrics, see Revelle (2014).

Measurement theory applies equally well to text measures and designed surveys. We work with term frequencies within documents and term frequencies adjusted by overall corpus term frequencies. We assign scores to text messages and posts. We utilize methods of natural language processing to detect features in text and to annotate documents (Bird, Klein, and Loper 2009; Pustejovsky and Stubbs 2013). These are measurements.


C. Case Studies

This appendix reviews cases useful in exploring modeling techniques in predictive analytics, as we have in the chapters of the book. Data for the cases are provided on the book’s website: http://www.ftpress/miller/.


C.1 Return of the Bobbleheads

The Dodgers are one of thirty Major League Baseball teams using promotions to increase attendance. Reports suggest that bobblehead promotions in particular are on the rise, with 2.27 million dolls distributed in 2012 (Broughton 2012) and an estimated 2.7 million dolls in 2013 (Foster 2013).



We provide complete promotion and attendance data for all teams for the 2012 season on the website for the book. These data have a format similar to the Dodgers data in table 2.1, except that there are extra columns for the year and home team. Having data for all teams allows us to explore alternative modeling approaches, such as building a model for each team, aggregate models for groups of teams, or hierarchical models for game-day observations within teams. When predicting attendance at Major League Baseball parks, we would need to consider the fact that ballparks are often filled to capacity. Special models may be required to accommodate this high-end censoring (Lemke, Leonard, and Tlhokwane 2010).



Major League Baseball data for promotions and attendance were collected by Erica Costello in December 2012. She graciously contributed these data so students could learn from them.





C.2 DriveTime Sedans

DriveTime in 2001 is an automobile dealership and financing firm with seventy-six dealerships in eight states. In a typical month the firm sells about four thousand used vehicles and processes about ten thousand credit applications. Virtually all sales are financed. The firm’s stated mission is: “To be the auto dealership and finance company for people with less than perfect credit.”



DriveTime generates traffic at its dealerships through television and radio advertising, referrals from other dealerships, and through its website. Customers who need financing to purchase vehicles are run through a custom credit risk scorecard, which uses both credit bureau and application information to determine credit worthiness. A generated risk score is used to determine the appropriate deal structure and credit policy.

DriveTime purchases most of its vehicles at auctions and from wholesalers. Vehicles include many makes and models of cars and trucks. The firm uses an information service known as Experian Autocheck to ensure that vehicles have correct odometer readings, have not been previously “totaled” (that is, evaluated as having no value after an accident), and have no other significant negative history. Vehicles that fail the Experian check are rejected and sent back to sellers. Those that pass are sent to a DriveTime reconditioning and inspection center, where they are put through additional checks and repaired as necessary. Vehicles are then delivered to the dealerships for sale.

Normal dealer sales occur within ninety days of delivery to the dealership. If a vehicle does not sell within ninety days, it is called an overage vehicle, meaning that it has been on the lot too long to generate normal dealer profits. Each overage vehicle has its sales price reduced in order to encourage a sale within the ensuing 91- to 119-day period. Profits on vehicles sold within the 91- to 119-day period are much lower than profits on vehicles sold within the normal 90-day period. Furthermore, if an overage vehicle fails to sell within 120 days, the vehicle is taken off the lot and sold at auction. DriveTime takes a loss on vehicles sold at auction.



Written by Thomas W. Miller and Steve Zemaitis. Data provided by DriveTime.
©2007 by Research Publishers LLC. Reprinted with permission.




Table C.1 provides a hypothetical example, showing how normal and overage sales translate into business profits or losses for DriveTime. This example demonstrates the value of using a statistical model to select vehicles for sale. Profit contributions in the example represent gross rather than net profits. They do not account for operating costs, overhead costs, or taxes.


The table below reflects hypothetical profits associated with DriveTime vehicle sales, given an average total cost per vehicle of $5,000, a 20 percent markup for normal dealer sales, 10 percent markup for overage dealer sales, and 20 percent loss for overage vehicles sold at auction. This example assumes that, of the approximately four thousand vehicles sold each month, about 85 percent are normal dealer sales, 10 percent overage dealer sales (within the 91- to 119-day period), and 5 percent overage auction sales.

[image: Image]

Suppose that researchers are able to develop a model that is reasonably accurate in predicting how long it takes to sell a vehicle. Suppose further that, using this time-to-sale model to guide inventory decisions, DriveTime is able to increase normal dealer sales from 85 to 90 percent, with corresponding declines in overage vehicle sales. Assuming no change in vehicle costs or prices, what would be the effect upon profits? The following table suggests that monthly profits would increase by $220,000. Twelve months of sales of this type would contribute more than $2.6 million in profit a year. This demonstrates the value of using statistical models to guide business decisions.
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Table C.1. Hypothetical Profits from Model-guided Vehicle Selection



Table C.2 describes variables from the DriveTime vehicles database. The data, which represent 17,506 sedans sold and financed in the second half of 2001, are divided into three data sets for modeling work: 8,753 sedans comprise the training set, 4,377 the validation set, and 4,376 the test set.
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Table C.2. DriveTime Data for Sedans



Table C.3 shows how researchers use eight color categories to represent twenty-seven colors in the vehicles database. Color categories are defined so that each category has a sufficiently large frequency to warrant its use in modeling work. Gold becomes a catch-all or other color category, including gold, tan, cream, yellow, and brown tones.
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Table C.3. DriveTime Sedan Color Map with Frequency Counts



Certain variables may be useful in developing vehicle selection models. Newer, lower mileage vehicles, for example, may be expected to sell faster than older, higher mileage vehicles. Sales prices are not included in the vehicles database, but we can assume that prices for vehicles sold within ninety days (normal dealer sales) are marked up, so that the firm recovers costs associated with purchasing, repairs, operations, and interest, and makes an appropriate profit.

DriveTime managers wonder whether it is possible to develop selection models for sedans using data from the vehicles database. Is a single model sufficient, or should separate models be built for the states in which Drive-Time operated in 2001 (Arizona, California, Florida, Georgia, Nevada, New Mexico, Texas, and Virginia)? What would the models look like, and how much profit improvement would result from using the models?


C.3 Two Month’s Salary

I never understood why giving a diamond was the social norm when proposing marriage. As I began searching for an engagement ring, two thoughts kept racing through my mind: “How will I be able to find the right diamond?” and “What is this thing going to cost me?” It goes without saying that my fiancée-to-be is worth the expense, but very seldom in our lives do we spend two month’s salary on a product we know so little about.



Most guys are like me. They do not want to spend a lot of time talking to jewelers, doing extensive research, and comparing prices. So for the sake of my male cohort, I took my statistical education to the streets to find out what goes into diamond pricing and value.

I visited ten brick-and-mortar jewelers where I talked with salespeople, tracked data, and viewed more than one hundred diamonds. Then I visited seven online jewelers, gathering information on more than three hundred additional diamonds from two active stores. All observations in my data set represented round-cut diamonds. Although prices of alternative shapes or cuts might be comparable, I only looked at round-cut stones because that shape was the most common, held the most value, and was the only one my girlfriend wanted.

Shortly after beginning my research, I realized why a diamond is the perfect gift to represent an engagement. A diamond symbolizes your choice in a mate because a perfect one is very rare and all of them are unique, complete with imperfections and positive aspects that make them sparkle.

Uniqueness in diamonds is measured using four characteristics called the four Cs: color, clarity, carat, and cut. These traits combine to give a diamond its brilliance and fire. A low level of any one of these attributes can significantly decrease a diamond’s value. Here is what I learned about the four Cs.

Carat. Carat is the standard unit of weight used for gemstones (one carat equals 0.200 grams or 200 milligrams). Diamonds are rounded to the nearest hundredth of a carat or point. A 1.27-carat diamond is said to be “one hundred and twenty-seven points.” Typical diamond sizes vary from onequarter to three carats. Diamonds are sized in one-quarter-carat increments, and jewelers typically carry stock of diamonds at each one-quarter-carat increment. According to jewelry store personnel, not only does price increase with the weight of a stone, but, as a diamond passes each one-quarter-carat threshold, its price jumps correspondingly.



Written by Brian A. Pope.
©2007 by Research Publishers LLC. Reprinted with permission.




Color. Because diamonds are formed through heat and pressure, the presence of various gases can cause them to take on various tints. Some diamonds are clear. Others have a yellow or brown tint. The Gemological Institute of America (GIA) has established a standard color scale for grading diamonds from D to Z based on tint or color. This scale was used by all twelve of the jewelers I visited. It breaks color grades down into categories like “colorless” and “near colorless.” Jewelers indicate that the price of a diamond decreases as you move away from a D grade, which is considered perfectly colorless. In most cases, however, differences in color grade can only be seen when diamonds are compared with one another.

Clarity. The clarity of a diamond measures the purity of the stone. There are often carbon pockets that form imperfections in diamonds called inclusions. Clarity summarizes the number and size of inclusions. The GIA has created a scale that rates inclusions by their visibility to the naked eye. From a flawless (FL) diamond to one that has slight inclusions (SI1 and SI2), salespeople will tell you that the price and value of a diamond decreases as the number of noticeable inclusions increases. But when you shop, you will rarely see a perfectly flawless diamond, and most often you cannot visually detect inclusions at the VVS or VS levels.

Cut. As you go from one jeweler to the next, carat, color, and clarity are defined and measured in a generally universal way. A grade D diamond is perfectly colorless. A diamond with I2 clarity will have plainly visible flaws. And a 1.03-carat diamond has the same weight anywhere you shop. That leaves the type and quality of a stone’s cut to differentiate diamond products. The type of cut determines the shape of the diamond, but I limited my study to round-cut diamonds. Determining the quality of cut was more problematic.

I often felt like I was being deceived when salespeople explained why their cut scale was the only appropriate way to measure the quality of cut. A few jewelers used three criteria that the GIA says make an ideally cut stone: depth, symmetry, and polish. Variations in depth and symmetry can cause a diamond to lose its brilliance. In addition to these two qualities, the overall finish or polish of the stone can have a substantial effect on how well it shines. In the end, I simplified my definition of the cut variable based on my shopping experiences. Regardless of what was said about cut, most jewelers would show two levels of cut. One of the levels would be described as ideal and the other non-ideal. The difference between ideally and nonideally cut diamonds is not likely to be noticeable to the naked eye, but a diamond will undoubtedly cost more if a jeweler describes it as ideally cut. In addition to the four Cs, I wanted to see if price varied across sales channels. I gathered data from three separate types of jewelers.

Independent Jewelers. These businesses are usually not in an enclosed mall. They are limited to a single community rather than chain stores. Many of the independent jewelers I visited operated at only one location. At independent jewelers I would be given a selection of seven to ten roundcut stones, and store personnel took a non-pressured approach to the sales process.

Mall Jewelers. Located within enclosed malls, many of these jewelers were local branches of national chains. I found the selection of stones to be higher in number but lower in quality. The main factor that I did not like here was the pushy nature of the sales force. I often felt like I was buying a used car.

Internet Jewelers. I looked for online jewelers to complete my analysis. I found two stores with a vast selection of stones. I took a sample of more than three hundred stones from the over four thousand round-cut diamonds available at these two stores. Although online jewelers provided pictures of about half their stones, I would find it difficult to buy a diamond I could not see in person.

Now that the data have been gathered and coded according to the rules summarized in table C.4, I need to figure out which diamond to buy my girlfriend. Furthermore, some of the jewelers are asking questions about why I am collecting this information. One of the independent jewelers is interested in my study. He thinks he might be able to use the results to guide his own diamond buying.
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Table C.4. Diamonds Data: Variable Names and Coding Rules




C.4 Wisconsin Dells

Wisconsin Dells, a sprawling resort and entertainment center in south central Wisconsin, is one of the Midwest’s favorite vacation destinations. The Dells area is a mixture of beautiful valleys, canyons, hills, forests, and recreational businesses nestled around an interlocking series of lakes and rivers. Wisconsin Dells is an hour north of Madison, Wisconsin (the state capital), three to four hours from Chicago, and four hours from Minneapolis/St. Paul. The Dells offers a wide variety of activities. In summer, people come for its water parks and amphibious tours. In winter, people come for crosscountry skiing and snowmobiling. Indoor attractions are open year-round.



In the summer of 1995 Wisconsin Dells business owners were developing plans for drawing visitors to their attractions. They had many questions about their customers and potential customers. To answer these questions, business owners, represented by the Wisconsin Dells Visitor and Convention Bureau, enlisted the aid of Chamberlain Research Consultants, a marketing research firm headquartered in Madison. The firm conducted 1,698 in-person interviews with visitors to Wisconsin Dells. These interviews took place on the main street of Wisconsin Dells and at water parks, hotels, restaurants, and other area attractions. Interviewers obtained demographic and vacation trip information from visitors. The Wisconsin Dells area offers many popular tourist activities and attractions. Let us review some of the more popular attractions.

Tommy Bartlett’s Thrill Show. Started in 1952, this is one of the most famous Dells attractions. The show is a combination of on-stage performances (including juggling, tumbling, and music) and a water-skiing show. The water show has highly choreographed stunts, including a three-tier human pyramid on water skis. The Thrill Show auditorium holds five thousand people, and there are three performances daily between Memorial Day and Labor Day.

Water Parks. The Dells area is home to several water parks, including Noah’s Ark, which is reportedly the largest water park in the nation.



Written by Jonathan C. Harrington. Based on research supported by Sharon Chamberlain.
©2007 by Research Publishers LLC. Reprinted with permission.




The Ducks. When people talk about “The Ducks in the Dells,” they are not talking about waterfowl. These Ducks are amphibious vehicles built by the U.S. Army during World War II as a means of transporting soldiers over land and water. The Ducks are used to give tours of the natural wonders of the area. Duck Tours take visitors up hills, down into valleys, across rivers, and through lakes. Along the way, visitors see all manner of intriguing rock formations and beautiful scenery. Duck Tours run from March through October, weather permitting.

Circus World Museum. Wisconsin Dells is located just north of Baraboo, Wisconsin, former home of the famous Ringling brothers, founders of the Ringling Brothers and Barnum & Bailey Circus. Owned by the State Historical Society of Wisconsin, Circus World Museum celebrates the history of the circus with exhibits, circus performances, variety shows, clown shows, animal shows, and a petting menagerie. The museum is open year-round with extended hours during the summer.

Boat Tours. The Dells area stretches along the Wisconsin River and includes several lakes. An alternative to Duck Tours are the boat tours, which stick to the waterways and attractions along the shorelines.

Stand Rock. The Dells has fascinating natural rock formations because the upper layers of rock are more resistant to erosion than are the underlying layers. Stand Rock is an unusual formation, with a large, round, table-like rock supported by a far narrower column. This formation is near another tall rock formation with a gap in between. To commemorate a famous leap across the gap, the tour of this site includes a dog leaping from rock to rock. Stand Rock is accessible by boat.

Gambling. Ho-Chunk Casino is located one mile south of downtown Wisconsin Dells. This Indian casino features slots, video poker, blackjack, and various forms of entertainment.

Additional area attractions include a wax museum, numerous campgrounds, many shopping opportunities, go-carts, a fifties revival show, golf courses, nature walks, a UFO and science fiction museum, a motor speedway, fishing trips, riding stables, laser tag facilities, movie theaters, and various other museums and shows.

Exhibit C.5 shows visitor variables and their coding. Interviewers asked visitors whether they had participated in or were likely to participate in any of a number of activities around the Wisconsin Dells. Exhibit C.6 shows variables relating to participation in these activities.

Taking the role of a Dells business owner or a representative of the Wisconsin Dells Visitor and Convention Bureau, we have many questions to answer. What can we learn about the people who visit the Dells? Are there discernible patterns in visitor activities? Is it possible to identify consumer segments among the visitors? What kinds of activities would we recommend for visitor groups identified by demographics or type of visiting party?

A majority of current Dells advertising takes the form of brochures and pamphlets placed at various attractions in the Dells. Business owners would like to target advertising to those people most likely to visit attractions. What can we learn from the Dells data to help business owners in their advertising and marketing activities?
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Table C.5. Dells Survey Data: Visitor Characteristics
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Table C.6. Dells Survey Data: Visitor Activities




C.5 Computer Choice Study

In 1998 Microsoft introduced a new operating system. Computer manufacturers were interested in making predictions about the personal computer marketplace.



To help manufacturers understand the market for personal computers, we conducted a computer choice study involving eight computer brands, price, and four other attributes of interest: compatibility, performance, reliability, and learning time. Table C.7 provides a description of attribute levels used in the study.
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Table C.7. Computer Choice Study: Product Attributes



The computer choice study was a nationwide study. We identified people who expressed an interest in buying a new personal computer within the next year. Consumers volunteering for the study were sent questionnaire booklets, answer sheets, and postage-paid return-mail envelopes. Each respondent received $25 for participating in the study. The survey consisted of sixteen pages, with each page showing a choice set of four product profiles. For each choice set, survey participants were asked first to select the computer they most preferred, and second, to indicate whether or not they would actually buy that computer. For some analyses it may be sufficient to focus on the initial choice or most preferred computer in each set. Figure C.1 shows the first page of the survey (the first choice set).
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Figure C.1. Computer Choice Study: One Choice Set



Being diligent data scientists, we might want to define a training-and-test regimen. One approach in this context would be to build predictive models on twelve choice sets and test on four sets. We can arbitrarily select sets 3, 7, 11, and 15 as hold-out choice sets, for example, and let the remaining item sets 1, 2, 4, 5, 6, 8, 9, 10, 12, 13, 14, and 16 serve as training sets. With sixteen choice sets of four, we have 64 product profiles for each individual in the study. The training data would include 48 rows of product profiles for each individual and the test data would include 16 rows of product profiles for each individual. The data for one individual are shown in table C.8.
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Table C.8. Computer Choice Study: Data for One Individual





This is a retrospective study, as many of the companies involved have changed their roles in the computer industry or have left the industry entirely. Using a study more than ten years old has its advantages. None of the companies in question will care what our analysis shows. Like most of the examples in the book, these are real data, and at one time they had real meaning. The study is based on research supported by Sharon Chamberlain.





D. Code and Utilities

“On second thought, let’s not go to Camelot. It’s a silly place.”

—GRAHAM CHAPMAN AS KING ARTHUR IN Monty Python and the
Holy Grail (1975)

Doing data science with Python means gathering programs and documentation from GitHub and staying in touch with organizations like PyCon, SciPy and PyData. At the time of this writing, the Python programming environment consists of more than 14,000 packages. There are large communities of open-source developers working on scientific programming packages like NumPy, SciPy, and SciKit-Learn. There is the Python Software Foundation, which supports code development and education. Useful general references for learning Python include Chun (2007), Beazley (2009), and Beazley and Jones (2013).

Doing data science with R means looking for task views posted with the Comprehensive R Archive Network (CRAN). We go to RForge and GitHub. We read package vignettes and papers in The R Journal and the Journal of Statistical Software. At the time of this writing, the R programming environment consists of more than 5,000 packages, many of them focused upon modeling methods. Useful general references for learning R include Matloff (2011) and Lander (2014). Venables and Ripley (2002), although written with S/SPlus in mind, remains a critical reference in the statistical programming community.

This appendix provides code and utilities associated with modeling techniques in predictive analytics discussed in this book. The code and accompanying data sets are open source, downloadable from the book’s website at http://www.ftpress.com/miller.

A Python utility for evaluating binary classifiers is provided in exhibit D.1 on page 339. This utility was called by the Python program in the chapter about sentiment analysis. Additional utilities used in Python programs for sentiment analysis are show in exhibit D.2 beginning on page 340 and in exhibit D.3 on page 342.

The R code for the spine chart function in exhibit D.4 starting on page 343 shows how to construct a customized data visualization for conjoint studies. Using standard R graphics functions, the spine chart is built one point, line, and text string at a time. The precise placement of points, lines, and text is under control of the programmer. This utility is used in the chapter about preference and choice.

Market simulation utilities are provided in exhibit D.5 on page 351. These utilities are called by the programs in the chapter about brand and price.

R utilities for grid and ggplot2 graphics are provided in exhibits D.6 and D.7. The split-plotting utilities in exhibit D.6 (pages 352 through 354) are used in a number of chapters to render R ggplot2 graphics objects with proper margins and multiple-plot layout. The R wait-time ribbon plotting utility in exhibit D.7 (pages 355 through 366) is used in the chapter on operations management to plot wait-time ribbons for a call center example.

Exhibit D.8 beginning on page 367 shows R code for text processing (parsing) using the movie taglines example. Common code is brought into the R sentiment analysis program using a source statement. The code is shown in exhibit D.9, beginning on page 372.

R utilities for computing distances between points defined by longitude and latitude are useful in spatial data analysis. These are provided in exhibit D.10 on page 376.

Utilities for plotting word clouds and non-overlapping text in scatter plots are available in R (Fellows 2014a; Fellows 2014b). A picture of Python code and comments from this book is represented in figure D.1. The corresponding word cloud for R code and comments is shown in figure D.2. Exhibit D.11 on page 377 provides the R code used to produce these word clouds.
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Figure D.1. A Python Programmer’s Word Cloud
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Figure D.2. An R Programmer’s Word Cloud



Graphical user interfaces and integrated development environments can be of great assistance to programmers when building end-user applications. Tools for building solutions with Python are provided with open-source systems like IPython, KNIME (Berthold et al. 2007), and Orange (Demšar and Zupan 2013) and in commercial systems from Continuum Analytics, Enthought, Microsoft, and IBM. Tools for building solutions with R are provided with open-source systems like KNIME and RStudio and in commercial systems from Alteryx, IBM, Microsoft, and SAS.

For the practicing data scientist, as we have said before, there are considerable advantages to being multilingual. One of the good things about knowing both Python and R is that we can test scripts developed in one language against scripts developed in the other. So we end the programming portion of this dual-language guide. Keep coding.

Exhibit D.1. Evaluating Predictive Accuracy of a Binary Classifier (Python)

Click here to view code image



# Evaluating Predictive Accuracy of a Binary Classifier (Python)

def evaluate_classifier(predicted, observed):
    import pandas as pd
    if(len(predicted) != len(observed)):
        print('\nevaluate_classifier error:',\
             ' predicted and observed must be the same length\n')
        return(None)
    if(len(set(predicted)) != 2):
        print('\nevaluate_classifier error:',\
             ' predicted must be binary\n')
        return(None)
    if(len(set(observed)) != 2):
        print('\nevaluate_classifier error:',\
             ' observed must be binary\n')
        return(None)

    predicted_data = predicted
    observed_data = observed
    input_data = {'predicted': predicted_data,'observed':observed_data}
    input_data_frame = pd.DataFrame(input_data)

    cmat = pd.crosstab(input_data_frame['predicted'],\
        input_data_frame['observed'])
    a = float(cmat.ix[0,0])
    b = float(cmat.ix[0,1])
    c = float(cmat.ix[1,0])
    d = float(cmat.ix[1,1])
    n = a + b + c + d
    predictive_accuracy = (a + d)/n
    true_positive_rate = a / (a + c)
    false_positive_rate = b / (b + d)
    precision = a / (a + b)
    specificity = 1 - false_positive_rate
    expected_accuracy = (((a + b)*(a + c)) + ((b + d)*(c + d)))/(n * n)
    kappa = (predictive_accuracy - expected_accuracy)\
       /(1 - expected_accuracy)
    return(a, b, c, d, predictive_accuracy, true_positive_rate, specificity,\
        false_positive_rate, precision, expected_accuracy, kappa)




Exhibit D.2. Text Measures for Sentiment Analysis (Python)

Click here to view code image



# Text Measures for Sentiment Analysis (Python)

def get_text_measures(corpus):
    # individually score each of the twenty-five selected positive words
    # for each document in the working corpus... providing new text measures
    # initialize the list structures for each positive word
    beautiful = []; best =  []; better =  []; classic = [];
    enjoy = []; enough = []; entertaining = []; excellent = [];
    fans =  []; fun =  []; good =  []; great = []; interesting =  [];
    like =  []; love =  []; nice = []; perfect =  []; pretty =  [];
    right =  []; top = []; well = [];
    won = []; wonderful = []; work = []; worth = []
    # initialize the list structures for each negative word
    bad = []; boring = [];    creepy = [];    dark = [];
    dead = []; death =  []; evil = []; fear = [];
    funny = []; hard = []; kill = []; killed = [];
    lack =  []; lost = []; mystery = []; plot = [];
    poor = []; problem = []; sad = []; scary = [];
    slow = []; terrible = []; waste = []; worst = []; wrong  = []

    for text in corpus:
        beautiful.append(len([w for w in text.split() if w == 'beautiful']))
        best.append(len([w for w in text.split() if w == 'best']))
        better.append(len([w for w in text.split() if w == 'better']))
        classic.append(len([w for w in text.split() if w == 'classic']))

        enjoy.append(len([w for w in text.split() if w == 'enjoy']))
        enough.append(len([w for w in text.split() if w == 'enough']))
        entertaining.append(len([w for w in text.split() if w == 'entertaining']))
        excellent.append(len([w for w in text.split() if w == 'excellent']))

        fans.append(len([w for w in text.split() if w == 'fans']))
        fun.append(len([w for w in text.split() if w == 'fun']))
        good.append(len([w for w in text.split() if w == 'good']))
        great.append(len([w for w in text.split() if w == 'great']))

        interesting.append(len([w for w in text.split() if w == 'interesting']))
        like.append(len([w for w in text.split() if w == 'like']))
        love.append(len([w for w in text.split() if w == 'love']))
        nice.append(len([w for w in text.split() if w == 'nice']))

        perfect.append(len([w for w in text.split() if w == 'perfect']))
        pretty.append(len([w for w in text.split() if w == 'pretty']))
        right.append(len([w for w in text.split() if w == 'right']))
        top.append(len([w for w in text.split() if w == 'top']))

        well.append(len([w for w in text.split() if w == 'well']))
        won.append(len([w for w in text.split() if w == 'won']))
        wonderful.append(len([w for w in text.split() if w == 'wonderful']))
        work.append(len([w for w in text.split() if w == 'work']))
        worth.append(len([w for w in text.split() if w == 'worth']))

    # individually score each of the twenty-five selected negative words
    # for each document in the working corpus... poviding new text measures

        bad.append(len([w for w in text.split() if w == 'bad']))
        boring.append(len([w for w in text.split() if w == 'boring']))
        creepy.append(len([w for w in text.split() if w == 'creepy']))
        dark.append(len([w for w in text.split() if w == 'dark']))

        dead.append(len([w for w in text.split() if w == 'dead']))
        death.append(len([w for w in text.split() if w == 'death']))
        evil.append(len([w for w in text.split() if w == 'evil']))
        fear.append(len([w for w in text.split() if w == 'fear']))

        funny.append(len([w for w in text.split() if w == 'funny']))
        hard.append(len([w for w in text.split() if w == 'hard']))
        kill.append(len([w for w in text.split() if w == 'kill']))
        killed.append(len([w for w in text.split() if w == 'killed']))

        lack.append(len([w for w in text.split() if w == 'lack']))
        lost.append(len([w for w in text.split() if w == 'lost']))
        mystery.append(len([w for w in text.split() if w == 'mystery']))
        plot.append(len([w for w in text.split() if w == 'plot']))

        poor.append(len([w for w in text.split() if w == 'poor']))
        problem.append(len([w for w in text.split() if w == 'problem']))
        sad.append(len([w for w in text.split() if w == 'sad']))
        scary.append(len([w for w in text.split() if w == 'scary']))

        slow.append(len([w for w in text.split() if w == 'slow']))
        terrible.append(len([w for w in text.split() if w == 'terrible']))
        waste.append(len([w for w in text.split() if w == 'waste']))
        worst.append(len([w for w in text.split() if w == 'worst']))
        wrong.append(len([w for w in text.split() if w == 'wrong']))

    # creat dictionary data structure as a preliminary
    # to creating the data frame for the fifty text measures
    add_corpus_data = {'beautiful':beautiful,'best':best,'better':better,\
        'classic':classic, 'enjoy':enjoy, 'enough':enough,\
        'entertaining':entertaining, 'excellent':excellent,\
        'fans':fans, 'fun':fun, 'good':good, 'great':great,\
        'interesting':interesting, 'like':like, 'love':love, 'nice':nice,\
        'perfect':perfect, 'pretty':pretty, 'right':right, 'top':top,\
        'well':well, 'won':won, 'wonderful':wonderful, 'work':work,\
        'worth':worth,'bad':bad, 'boring':boring, 'creepy':creepy,\
        'dark':dark, 'dead':dead, 'death':death, 'evil':evil, 'fear':fear,\
        'funny':funny,'hard':hard, 'kill':kill, 'killed':killed, 'lack':lack,\
        'lost':lost, 'mystery':mystery, 'plot':plot,'poor':poor,\
        'problem':problem, 'sad':sad, 'scary':scary, 'slow':slow,\
        'terrible':terrible, 'waste':waste, 'worst':worst, 'wrong':wrong}

    return(add_corpus_data)




Exhibit D.3. Summative Scoring of Sentiment (Python)

Click here to view code image



# Summative Scoring of Sentiment (Python)

def get_summative_scores(corpus):
    # individually score each of the positive and negative words/items
    # for each document in the working corpus... providing a summative score
    summative_score = []  # intialize list for summative scores
    for text in corpus:
        score = 0  # initialize for individual document
        # for each document in the working corpus...
        # individually score each of the eight selected positive words
        if (len([w for w in text.split() if w == 'beautiful']) > 0):
            score = score +1
        if (len([w for w in text.split() if w == 'best']) > 0):
            score = score +1
        if (len([w for w in text.split() if w == 'classic']) > 0):
            score = score +1
        if (len([w for w in text.split() if w == 'excellent']) > 0):
            score = score +1
        if (len([w for w in text.split() if w == 'great']) > 0):
            score = score +1
        if (len([w for w in text.split() if w == 'perfect']) > 0):
            score = score +1
        if (len([w for w in text.split() if w == 'well']) > 0):
            score = score +1
        if (len([w for w in text.split() if w == 'wonderful']) > 0):
            score = score +1
    # individually score each of the ten selected negative words
        if (len([w for w in text.split() if w == 'bad']) > 0):
            score = score -1
        if (len([w for w in text.split() if w == 'boring']) > 0):
            score = score -1
        if (len([w for w in text.split() if w == 'funny']) > 0):
            score = score -1
        if (len([w for w in text.split() if w == 'lack']) > 0):
            score = score -1
        if (len([w for w in text.split() if w == 'plot']) > 0):
            score = score -1
        if (len([w for w in text.split() if w == 'poor']) > 0):
            score = score -1
        if (len([w for w in text.split() if w == 'problem']) > 0):
            score = score -1
        if (len([w for w in text.split() if w == 'terrible']) > 0):
            score = score -1
        if (len([w for w in text.split() if w == 'waste']) > 0):
            score = score -1
        if (len([w for w in text.split() if w == 'worst']) > 0):
            score = score -1
        summative_score.append(score)
    summative_score_data = {'summative_score': summative_score}
    return(summative_score_data)




Exhibit D.4. Conjoint Analysis Spine Chart (R)

Click here to view code image



# Conjoint Analysis Spine Chart (R)

# spine chart accommodates up to 45 part-worths on one page
# |part-worth| <= 40 can be plotted directly on the spine chart
# |part-worths| > 40 can be accommodated through standardization

print.digits <- 2  # set number of digits on print and spine chart

# user-defined function for printing conjoint measures
if (print.digits == 2)
    pretty.print <- function(x) {sprintf("%1.2f",round(x,digits = 2))}
if (print.digits == 3)
    pretty.print <- function(x) {sprintf("%1.3f",round(x,digits = 3))}

# --------------------------------------------------
# user-defined function for spine chart
# --------------------------------------------------
spine.chart <- function(conjoint.results,
  color.for.part.worth.point = "blue",
  color.for.part.worth.line = "blue",
  left.side.symbol.to.print.around.part.worths = "(",
  right.side.symbol.to.print.around.part.worths = ")",
  left.side.symbol.to.print.around.importance = "",
  right.side.symbol.to.print.around.importance = "",
  color.for.printing.importance.text = "dark red",
  color.for.printing.part.worth.text = "black",
  draw.gray.background = TRUE,
  draw.optional.grid.lines = TRUE,
  print.internal.consistency = TRUE,
  fix.max.to.4 = FALSE,
  put.title.on.spine.chart = FALSE,
  title.on.spine.chart = paste("TITLE GOES HERE IF WE ASK FOR ONE",sep=""),
  plot.framing.box = TRUE,
  do.standardization = TRUE,
  do.ordered.attributes = TRUE) {

  # fix.max.to.4  option to override the range for part-worth plotting

  if(!do.ordered.attributes) effect.names <- conjoint.results$attributes
  if(do.ordered.attributes) effect.names <-
    conjoint.results$ordered.attributes

  number.of.levels.of.attribute <- NULL
  for(index.for.factor in seq(along=effect.names))
    number.of.levels.of.attribute <- c(number.of.levels.of.attribute,
      length(conjoint.results$xlevels[[effect.names[index.for.factor]]]))

  # total number of levels needed for vertical length of spine the spine plot
  total.number.of.levels <- sum(number.of.levels.of.attribute)

  # define size of spaces based upon the number of part-worth levels to plot
  if(total.number.of.levels <= 20) {
    smaller.space <- 0.01
    small.space <- 0.02
    medium.space <- 0.03
    large.space <- 0.04
    }
  if(total.number.of.levels > 20) {
    smaller.space <- 0.01 * 0.9
    small.space <- 0.02 * 0.9
    medium.space <- 0.03 * 0.9
    large.space <- 0.04 * 0.9
    }
  if(total.number.of.levels > 22) {
    smaller.space <- 0.01 * 0.85
    small.space <- 0.02 * 0.85
    medium.space <- 0.03 * 0.825
    large.space <- 0.04 * 0.8
    }
  if(total.number.of.levels > 25) {
    smaller.space <- 0.01 * 0.8
    small.space <- 0.02 * 0.8
    medium.space <- 0.03 * 0.75
    large.space <- 0.04 * 0.75
    }
  if(total.number.of.levels > 35) {
    smaller.space <- 0.01 * 0.65
    small.space <- 0.02 * 0.65
    medium.space <- 0.03 * 0.6
    large.space <- 0.04 * 0.6
    }

  # of course there is a limit to how much we can plot on one page
  if (total.number.of.levels > 45)
    stop("\n\nTERMINATED: More than 45 part-worths on spine chart\n")

  if(!do.standardization)
    part.worth.plotting.list <- conjoint.results$part.worths

  if(do.standardization)
    part.worth.plotting.list <- conjoint.results$standardized.part.worths

  # check the range of part-worths to see which path to go down for plotting
  # initialize these toggles to start

  max.is.less.than.40 <- FALSE
  max.is.less.than.20 <- FALSE
  max.is.less.than.10 <- FALSE
  max.is.less.than.4 <- FALSE
  max.is.less.than.2 <- FALSE
  max.is.less.than.1 <- FALSE

  if (max(abs(min(unlist(part.worth.plotting.list),na.rm=TRUE)),
    max(unlist(part.worth.plotting.list),na.rm=TRUE)) <= 40) {
    max.is.less.than.40 <- TRUE
    max.is.less.than.20 <- FALSE
    max.is.less.than.10 <- FALSE
    max.is.less.than.4 <- FALSE
    max.is.less.than.2 <- FALSE
    max.is.less.than.1 <- FALSE
    }
  if (max(abs(min(unlist(part.worth.plotting.list),na.rm=TRUE)),
    max(unlist(part.worth.plotting.list),na.rm=TRUE)) <= 20) {
    max.is.less.than.40 <- FALSE
    max.is.less.than.20 <- TRUE
    max.is.less.than.10 <- FALSE
    max.is.less.than.4 <- FALSE
    max.is.less.than.2 <- FALSE
    max.is.less.than.1 <- FALSE
    }
  if(max(abs(min(unlist(part.worth.plotting.list),na.rm=TRUE)),
    max(unlist(part.worth.plotting.list),na.rm=TRUE)) <= 10) {
    max.is.less.than.40 <- FALSE
    max.is.less.than.20 <- FALSE
    max.is.less.than.10 <- TRUE
    max.is.less.than.4 <- FALSE
    max.is.less.than.2 <- FALSE
    max.is.less.than.1 <- FALSE
    }
  if (max(abs(min(unlist(part.worth.plotting.list),na.rm=TRUE)),
    max(unlist(part.worth.plotting.list),na.rm=TRUE)) <= 4) {
    max.is.less.than.40 <- FALSE
    max.is.less.than.20 <- FALSE
    max.is.less.than.4 <- TRUE
    max.is.less.than.10 <- FALSE
    max.is.less.than.2 <- FALSE
    max.is.less.than.1 <- FALSE
    }
  if(max(abs(min(unlist(part.worth.plotting.list),na.rm=TRUE)),
    max(unlist(part.worth.plotting.list),na.rm=TRUE)) <= 2) {
    max.is.less.than.40 <- FALSE
    max.is.less.than.20 <- FALSE
    max.is.less.than.4 <- FALSE
    max.is.less.than.10 <- FALSE
    max.is.less.than.2 <- TRUE
    max.is.less.than.1 <- FALSE
    }
  if(max(abs(min(unlist(part.worth.plotting.list),na.rm=TRUE)),
    max(unlist(part.worth.plotting.list),na.rm=TRUE)) <= 1) {
    max.is.less.than.40 <- FALSE
    max.is.less.than.20 <- FALSE
    max.is.less.than.4 <- FALSE
    max.is.less.than.10 <- FALSE
    max.is.less.than.2 <- FALSE
    max.is.less.than.1 <- TRUE
    }

  # sometimes we override the range for part-worth plotting
  # this is not usually done... but it is an option
  if (fix.max.to.4) {
    max.is.less.than.40 <- FALSE
    max.is.less.than.20 <- FALSE
    max.is.less.than.10 <- FALSE
    max.is.less.than.4 <- TRUE
    max.is.less.than.2 <- FALSE
    max.is.less.than.1 <- FALSE
    }

  if (!max.is.less.than.1 & !max.is.less.than.2 & !max.is.less.than.4 &
    !max.is.less.than.10 & !max.is.less.than.20 & !max.is.less.than.40)
      stop("\n\nTERMINATED: Spine chart cannot plot |part-worth| > 40")

  # determine point positions for plotting part-worths on spine chart
  if (max.is.less.than.1 | max.is.less.than.2 | max.is.less.than.4 |
    max.is.less.than.10 | max.is.less.than.20 | max.is.less.than.40) {
  # begin if-block plotting when all part-worths in absolute value
  # are less than one of the tested range values
  # part-worth positions for plotting
  # end if-block plotting when all part-worths in absolute value
  # are less than one of the tested range values
  # offsets for plotting vary with the max.is.less.than setting
    if(max.is.less.than.1) {
      list.scaling <- function(x) {0.75 + x/5}
      part.worth.point.position <-
        lapply(part.worth.plotting.list,list.scaling)
      }
    if(max.is.less.than.2) {
      list.scaling <- function(x) {0.75 + x/10}
      part.worth.point.position <-
        lapply(part.worth.plotting.list,list.scaling)
      }

    if(max.is.less.than.4) {
      list.scaling <- function(x) {0.75 + x/20}
      part.worth.point.position <-
        lapply(part.worth.plotting.list,list.scaling)
      }

    if(max.is.less.than.10) {
      list.scaling <- function(x) {0.75 + x/50}
      part.worth.point.position <-
        lapply(part.worth.plotting.list,list.scaling)
      }

    if(max.is.less.than.20) {
      list.scaling <- function(x) {0.75 + x/100}
      part.worth.point.position <-
        lapply(part.worth.plotting.list,list.scaling)
      }

    if(max.is.less.than.40) {
      list.scaling <- function(x) {0.75 + x/200}
      part.worth.point.position <-
        lapply(part.worth.plotting.list,list.scaling)
      }

    part.worth.point.position <- lapply(part.worth.plotting.list,list.scaling)
    }

if (plot.framing.box) plot(c(0,0,1,1),c(0,1,0,1),xlab="",ylab="",
  type="n",xaxt="n",yaxt="n")

if (!plot.framing.box) plot(c(0,0,1,1),c(0,1,0,1),xlab="",ylab="",
  type="n",xaxt="n",yaxt="n", bty="n")

if (put.title.on.spine.chart) {
  text(c(0.50),c(0.975),pos=3,labels=title.on.spine.chart,cex=01.5)
  y.location <- 0.925  # starting position with title
  }

if (!put.title.on.spine.chart) y.location <- 0.975  # no-title start

# store top of vertical line for later plotting needs
y.top.of.vertical.line <- y.location

x.center.position <- 0.75  # horizontal position of spine

# begin primary plotting loop
# think of a plot as a collection of text and symbols on screen or paper
# we are going to construct a plot one text string and symbol at a time
# (note that we may have to repeat this process at the end of the program)
for(k in seq(along=effect.names)) {
  y.location <- y.location - large.space
  text(c(0.4),c(y.location),pos=2,
    labels=paste(effect.name.map(effect.names[k])," ",sep=""),cex=01.0)
  text(c(0.525),c(y.location),pos=2,col=color.for.printing.importance.text,
  labels=paste(" ",left.side.symbol.to.print.around.importance,
  pretty.print(
    unlist(conjoint.results$attribute.importance[effect.names[k]])),"%",
    right.side.symbol.to.print.around.importance,sep=""),cex=01.0)

# begin loop for printing part-worths
for(m in seq(1:number.of.levels.of.attribute[k])) {
    y.location <- y.location - medium.space
    text(c(0.4),c(y.location),pos=2,
    conjoint.results$xlevel[[effect.names[k]]][m],cex=01.0)
 #   part.worth.label.data.frame[k,m],cex=01.0)

    text(c(0.525),c(y.location),pos=2,
    col=color.for.printing.part.worth.text,
    labels=paste(" ",left.side.symbol.to.print.around.part.worths,
    pretty.print(part.worth.plotting.list[[effect.names[k]]][m]),
    right.side.symbol.to.print.around.part.worths,sep=""),cex=01.0)

    points(part.worth.point.position[[effect.names[k]]][m],y.location,
      type = "p", pch = 20, col = color.for.part.worth.point, cex = 2)
    segments(x.center.position, y.location,
    part.worth.point.position[[effect.names[k]]][m], y.location,
      col = color.for.part.worth.line, lty = 1, lwd = 2)
    }
  }
y.location <- y.location - medium.space

# begin center axis and bottom plotting
y.bottom.of.vertical.line <- y.location  # store top of vertical line

below.y.bottom.of.vertical.line <- y.bottom.of.vertical.line - small.space/2

if (!draw.gray.background) {
# four optional grid lines may be drawn on the plot parallel to the spine
  if (draw.optional.grid.lines) {
    segments(0.55, y.top.of.vertical.line, 0.55,
      y.bottom.of.vertical.line, col = "black", lty = "solid", lwd = 1)
    segments(0.65, y.top.of.vertical.line, 0.65,
      y.bottom.of.vertical.line, col = "gray", lty = "solid", lwd = 1)
    segments(0.85, y.top.of.vertical.line, 0.85,
      y.bottom.of.vertical.line, col = "gray", lty = "solid", lwd = 1)
    segments(0.95, y.top.of.vertical.line, 0.95,
      y.bottom.of.vertical.line, col = "black", lty = "solid", lwd = 1)
    }
  }

# gray background for plotting area of the points
if (draw.gray.background) {
  rect(xleft = 0.55, ybottom = y.bottom.of.vertical.line,
    xright = 0.95, ytop = y.top.of.vertical.line, density = -1, angle = 45,
    col = "light gray", border = NULL, lty = "solid", lwd = 1)

# four optional grid lines may be drawn on the plot parallel to the spine
  if (draw.optional.grid.lines) {
    segments(0.55, y.top.of.vertical.line, 0.55,
      y.bottom.of.vertical.line, col = "black", lty = "solid", lwd = 1)

    segments(0.65, y.top.of.vertical.line, 0.65,
      y.bottom.of.vertical.line, col = "white", lty = "solid", lwd = 1)

    segments(0.85, y.top.of.vertical.line, 0.85,
      y.bottom.of.vertical.line, col = "white", lty = "solid", lwd = 1)

    segments(0.95, y.top.of.vertical.line, 0.95,
      y.bottom.of.vertical.line, col = "black", lty = "solid", lwd = 1)
    }
  }

# draw the all-important spine on the plot
segments(x.center.position, y.top.of.vertical.line, x.center.position,
  y.bottom.of.vertical.line, col = "black", lty = "dashed", lwd = 1)

# horizontal line at top
segments(0.55, y.top.of.vertical.line, 0.95, y.top.of.vertical.line,
       col = "black", lty = 1, lwd = 1)

# horizontal line at bottom
segments(0.55, y.bottom.of.vertical.line, 0.95, y.bottom.of.vertical.line,
         col = "black", lty = 1, lwd = 1)

# plot for ticks and labels
segments(0.55, y.bottom.of.vertical.line,
   0.55, below.y.bottom.of.vertical.line,
   col = "black", lty = 1, lwd = 1)   # tick line at bottom
segments(0.65, y.bottom.of.vertical.line,
   0.65, below.y.bottom.of.vertical.line,
   col = "black", lty = 1, lwd = 1)   # tick line at bottom
segments(0.75, y.bottom.of.vertical.line,
   0.75, below.y.bottom.of.vertical.line,
   col = "black", lty = 1, lwd = 1)   # tick line at bottom
segments(0.85, y.bottom.of.vertical.line,
   0.85, below.y.bottom.of.vertical.line,
   col = "black", lty = 1, lwd = 1)   # tick line at bottom
segments(0.95, y.bottom.of.vertical.line,
   0.95, below.y.bottom.of.vertical.line,
   col = "black", lty = 1, lwd = 1)   # tick line at bottom

# axis labels vary with the max.is.less.than range being used
if (max.is.less.than.1) text(c(0.55,0.65,0.75,0.85,0.95),
  rep(below.y.bottom.of.vertical.line,times=5),
  pos=1,labels=c("-1","-0.5","0","+0.5","+1"),cex=0.75)
if (max.is.less.than.2) text(c(0.55,0.65,0.75,0.85,0.95),
  rep(below.y.bottom.of.vertical.line,times=5),
  pos=1,labels=c("-2","-1","0","+1","+2"),cex=0.75)
if (max.is.less.than.4) text(c(0.55,0.65,0.75,0.85,0.95),
  rep(below.y.bottom.of.vertical.line,times=5),
  pos=1,labels=c("-4","-2","0","+2","+4"),cex=0.75)
if (max.is.less.than.10) text(c(0.55,0.65,0.75,0.85,0.95),
  rep(below.y.bottom.of.vertical.line,times=5),
  pos=1,labels=c("-10","-5","0","+5","+10"),cex=0.75)
if (max.is.less.than.20) text(c(0.55,0.65,0.75,0.85,0.95),
  rep(below.y.bottom.of.vertical.line,times=5),
  pos=1,labels=c("-20","-10","0","+10","+20"),cex=0.75)
if (max.is.less.than.40) text(c(0.55,0.65,0.75,0.85,0.95),
  rep(below.y.bottom.of.vertical.line,times=5),
  pos=1,labels=c("-40","-20","0","+20","+40"),cex=0.75)
y.location <- below.y.bottom.of.vertical.line - small.space

if(do.standardization)
  text(.75,y.location,pos=1,labels=c("Standardized Part-Worth"),cex=0.95)

if(!do.standardization) text(.75,y.location,pos=1,labels=c("Part-Worth"),
  cex=0.95)

y.location <- below.y.bottom.of.vertical.line - small.space

if(do.standardization)
  text(0.75,y.location,pos=1,labels=c("Standardized Part-Worth"),cex=0.95)

if(!do.standardization) text(0.75,y.location,pos=1,labels=c("Part-Worth"),
  cex=0.95)

if(print.internal.consistency) {
  y.location <- y.location - medium.space
  text(c(0.525),c(y.location),pos=2,labels=paste("Internal consistency: ",
  pretty.print(conjoint.results$internal.consistency),
  sep=""))
  }

# if we have grid lines we may have plotted over part-worth points
# if we have a gray background then we have plotted over part-worth points
# so let us plot those all-important part-worth points and lines once again
if(draw.gray.background || draw.optional.grid.lines) {
  y.location <- y.top.of.vertical.line  # retreive the starting value

# repeat the primary plotting loop
for(k in seq(along=effect.names)) {
  y.location <- y.location - large.space
  text(c(0.4),c(y.location),pos=2,
    labels=paste(effect.name.map(effect.names[k])," ",sep=""),cex=01.0)
  text(c(0.525),c(y.location),pos=2,col=color.for.printing.importance.text,
    labels=paste(" ",left.side.symbol.to.print.around.importance,
    pretty.print(
    unlist(conjoint.results$attribute.importance[effect.names[k]])),"%",
    right.side.symbol.to.print.around.importance,sep=""),cex=01.0)

# begin loop for printing part-worths
    for(m in seq(1:number.of.levels.of.attribute[k])) {
      y.location <- y.location - medium.space
      text(c(0.4),c(y.location),pos=2,
      conjoint.results$xlevel[[effect.names[k]]][m],cex=01.0)
      text(c(0.525),c(y.location),
        pos=2,col=color.for.printing.part.worth.text,
        labels=paste(" ",left.side.symbol.to.print.around.part.worths,
        pretty.print(part.worth.plotting.list[[effect.names[k]]][m]),
        right.side.symbol.to.print.around.part.worths,sep=""),cex=01.0)

    points(part.worth.point.position[[effect.names[k]]][m],y.location,
       type = "p", pch = 20, col = color.for.part.worth.point, cex = 2)
    segments(x.center.position, y.location,
    part.worth.point.position[[effect.names[k]]][m], y.location,
       col = color.for.part.worth.line, lty = 1, lwd = 2)
    }
  }
 }
}
# save spine.chart function for future work
save(spine.chart,file="mtpa_spine_chart.Rdata")




Exhibit D.5. Market Simulation Utilities (R)

Click here to view code image



# Market Simulation Utilities (R)

# user-defined function for first-choice simulation rule
first.choice.simulation.rule <- function(response, alpha = 1) {
  # begin function for first-choice rule
  # returns binary vector or response vector with equal division
  # of 1 across all locations at the maximum
  # use alpha for desired sum across respondents
  # alpha useful when the set of tested profiles is not expected to be one
  if(alpha < 0 || alpha > 1) stop("alpha must be between zero and one")
  response.vector <- numeric(length(response))
  for(k in seq(along=response))
    if(response[k] == max(response)) response.vector[k] <- 1
  alpha*(response.vector/sum(response.vector))
  }  # end first-choice rule function

# user-defined function for predicted choices from four-profile choice sets
choice.set.predictor <- function(predicted.probability) {
  predicted.choice <- length(predicted.probability)  # initialize
  index.fourth <- 0  # initialize block-of-four choice set indices
  while (index.fourth < length(predicted.probability)) {
    index.first  <- index.fourth + 1
    index.second <- index.fourth + 2
    index.third  <- index.fourth + 3
    index.fourth <- index.fourth + 4
    this.choice.set.probability.vector <-
      c(predicted.probability[index.first],
      predicted.probability[index.second],
      predicted.probability[index.third],
      predicted.probability[index.fourth])
    predicted.choice[index.first:index.fourth] <-
      first.choice.simulation.rule(this.choice.set.probability.vector)
    }
  predicted.choice <- factor(predicted.choice, levels = c(0,1),
    labels = c("NO","YES"))
  predicted.choice
  } # end choice.set.predictor function

# save market simulation utilities for future work
save(first.choice.simulation.rule,
  choice.set.predictor,
  file="mtpa_market_simulation_utilities.Rdata")




Exhibit D.6. Split–plotting Utilities (R)

Click here to view code image



# Split-Plotting Utilities with grid Graphics (R)

library(grid)  # grid graphics foundation of split-plotting utilities

# functions used with ggplot2 graphics to split the plotting region
# to set margins and to plot more than one ggplot object on one page/screen

vplayout <- function(x, y)
viewport(layout.pos.row=x, layout.pos.col=y)



# grid graphics utility plots one plot with margins
ggplot.print.with.margins <- function(ggplot.object.name,left.margin.pct=10,
  right.margin.pct=10,top.margin.pct=10,bottom.margin.pct=10)
{ # begin function for printing ggplot objects with margins
  # margins expressed as percentages of total... use integers
 grid.newpage()
pushViewport(viewport(layout=grid.layout(100,100)))
print(ggplot.object.name,
  vp=vplayout((0 + top.margin.pct):(100 - bottom.margin.pct),
  (0 + left.margin.pct):(100 - right.margin.pct)))
} # end function for printing ggplot objects with margins



# grid graphics utility plots two ggplot plotting objects in one column
special.top.bottom.ggplot.print.with.margins <-
  function(ggplot.object.name,ggplot.text.tagging.object.name,
  left.margin.pct=5,right.margin.pct=5,top.margin.pct=5,
  bottom.margin.pct=5,plot.pct=80,text.tagging.pct=10) {
# begin function for printing ggplot objects with margins
# and text tagging at bottom of plot
# margins expressed as percentages of total... use integers
  if((top.margin.pct + bottom.margin.pct + plot.pct + text.tagging.pct) != 100)
    stop(paste("function special.top.bottom.ggplot.print.with.margins()",
    "execution terminated:\n   top.margin.pct + bottom.margin.pct + ",
    "plot.pct + text.tagging.pct not equal to 100 percent",sep=""))
  grid.newpage()
  pushViewport(viewport(layout=grid.layout(100,100)))
  print(ggplot.object.name,
  vp=vplayout((0 + top.margin.pct):
    (100 - (bottom.margin.pct + text.tagging.pct)),
  (0 + left.margin.pct):(100 - right.margin.pct)))

  print(ggplot.text.tagging.object.name,
    vp=vplayout((0 + (top.margin.pct + plot.pct)):(100 - bottom.margin.pct),
    (0 + left.margin.pct):(100 - right.margin.pct)))
} # end function for printing ggplot objects with margins and text tagging

# grid graphics utility plots three ggplot plotting objects in one column
three.part.ggplot.print.with.margins <- function(ggfirstplot.object.name,
ggsecondplot.object.name,
ggthirdplot.object.name,
left.margin.pct=5,right.margin.pct=5,
top.margin.pct=10,bottom.margin.pct=10,
first.plot.pct=25,second.plot.pct=25,
third.plot.pct=30) {
# function for printing ggplot objects with margins and top and bottom plots
# margins expressed as percentages of total... use integers
if((top.margin.pct + bottom.margin.pct + first.plot.pct +
  second.plot.pct + third.plot.pct) != 100)
    stop(paste("function special.top.bottom.ggplot.print.with.margins()",
         "execution terminated:\n   top.margin.pct + bottom.margin.pct",
         "+ first.plot.pct + second.plot.pct  + third.plot.pct not equal",
         "to 100 percent",sep=""))
grid.newpage()
pushViewport(viewport(layout=grid.layout(100,100)))

print(ggfirstplot.object.name, vp=vplayout((0 + top.margin.pct):
  (100 - (second.plot.pct  + third.plot.pct + bottom.margin.pct)),
  (0 + left.margin.pct):(100 - right.margin.pct)))

print(ggsecondplot.object.name,
  vp=vplayout((0 + top.margin.pct + first.plot.pct):
  (100 - (third.plot.pct + bottom.margin.pct)),
  (0 + left.margin.pct):(100 - right.margin.pct)))

print(ggthirdplot.object.name,
  vp=vplayout((0 + top.margin.pct + first.plot.pct + second.plot.pct):
  (100 - (bottom.margin.pct)),(0 + left.margin.pct):
  (100 - right.margin.pct)))
}

# grid graphics utility plots two ggplot plotting objects in one row
# primary plot graph at left... legend at right
special.left.right.ggplot.print.with.margins <-
  function(ggplot.object.name, ggplot.text.legend.object.name,
  left.margin.pct=5, right.margin.pct=5, top.margin.pct=5,
  bottom.margin.pct=5, plot.pct=85, text.legend.pct=5) {
# begin function for printing ggplot objects with margins
# and text legend at bottom of plot
# margins expressed as percentages of total... use integers
  if((left.margin.pct + right.margin.pct + plot.pct + text.legend.pct) != 100)
    stop(paste("function special.left.right.ggplot.print.with.margins()",
    "execution terminated:\n   left.margin.pct + right.margin.pct + ",
    "plot.pct + text.legend.pct not equal to 100 percent",sep=""))
  grid.newpage()
  pushViewport(viewport(layout=grid.layout(100,100)))
  print(ggplot.object.name,
  vp=vplayout((0 + top.margin.pct):(100 - (bottom.margin.pct)),
  (0 + left.margin.pct + text.legend.pct):(100 - right.margin.pct)))

  print(ggplot.text.legend.object.name,
    vp=vplayout((0 + (top.margin.pct)):(100 - bottom.margin.pct),
    (0 + left.margin.pct + plot.pct):(100 - right.margin.pct)))
} # end function for printing ggplot objects with margins and text legend

# save split-plotting utilities for future work
save(vplayout,
  ggplot.print.with.margins,
  special.top.bottom.ggplot.print.with.margins,
  three.part.ggplot.print.with.margins,
  special.left.right.ggplot.print.with.margins,
  file="mtpa_split_plotting_utilities.Rdata")




Exhibit D.7. Wait–time Ribbon Plot (R)

Click here to view code image



# Wait-Time Ribbon Plot (R)

wait.time.ribbon <- function(wait.service.data, title = "",
  wait.time.goal = 30, wait.time.max = 90,
  plotting.min = 0, plotting.max = 250,
  use.text.tagging = TRUE) {
#  requires ggplot2 package
#  data visualization for operations management
#  wait.service.data is input data frame with the named columns as follows:
#    hour: integer hour of the day on 24-hour clock
#    wait: integer call wait time in seconds
#    service:  integer call service time in seconds (NA for no service)
#    server:  character string for server name or code
#             assumes that there is a distict character string for no server
#             this string is coded as NO_SERVER
#  wait.time.goal:  desired maximum wait time (30 seconds default)
#                   represented as bottom of yellow region
#  wait.time.max: when wait time becomes intolerable (90 seconds default)
#                 represented as top of yellow region
# use.text.tagging default is TRUE for added text at bottom of plot
# set constants for ribbon plotting
MIN.SAMPLE <- 5  # min sample size for hourly calcuations
PERCENTILE.MIN <- 0.50  # used for bottom of acceptable wait time
PERCENTILE.MAX <- 0.90  # used for bottom of acceptable wait time
add_footnote_at_bottom_of_ribbon_plot <- TRUE
percentile.footnote <- paste("Bottom of ribbon = ",
  100*PERCENTILE.MIN, "th percentile of wait times",
  "    Top of ribbon = ", 100*PERCENTILE.MAX, "th percentile of wait times.",
  sep = "")

x.hour <- seq(from=0,to=23) # for horixontal axis scale

# code for ribbon region counts
calls.per.hour <- numeric(24)  # total calls initialized as zero
served.calls <- numeric(24)  # served calls initialized as zero
dropped.calls <- numeric(24)  # dropped/abandoned calls initialize as zero
ymin.percentile <- rep(NA,times=24)  # store for minimum percentile values
ymax.percentile <- rep(NA,times=24)  # store maximum percentile values

# compute number of calls per hour
# code more versatile than table command
# to accommodate hours with no calls
for(index.for.hour in 1:24) {
# begin for-loop for wait-time data call counts and percentile calculations
# 24-hour clock has first hour coded as zero in input data file
  coded.index.for.hour <- index.for.hour - 1
  temporary.vector <- na.omit(wait.service.data$hour)
  calls.per.hour[index.for.hour] <-
    sum(ifelse(temporary.vector==coded.index.for.hour,1,0))
    if(calls.per.hour[index.for.hour] >= MIN.SAMPLE) {
# begin if-block for computing ymin and ymax values and number of servers
# when there are at least MIN.SAMPLE calls in the hour
    this.hour.wait.service.data <-
      wait.service.data[(wait.service.data$hour == coded.index.for.hour),]

    ymin.percentile[index.for.hour] <-
      quantile(this.hour.wait.service.data$wait,
      probs=c(PERCENTILE.MIN),na.rm = TRUE,names=FALSE,type=8)

    ymax.percentile[index.for.hour] <-
      quantile(this.hour.wait.service.data$wait,
      probs=c(PERCENTILE.MAX),na.rm = TRUE,names=FALSE,type=8)
    } # end if-block for computing ymin and ymax values

# if insufficient data we set min and max to be wait.time.goal
  if(calls.per.hour[index.for.hour] < MIN.SAMPLE) {
    ymin.percentile[index.for.hour] <- wait.time.goal
    ymax.percentile[index.for.hour] <- wait.time.goal
    }
  } # end for-loop for wait-time data call counts and percentile calculations

# compute number.of.servers data and served and dropped calls
number.of.servers <- numeric(24)  # initialize to zero
for(index.for.hour in 1:24) {
# begin for-loop for obtaining server data for the ribbon plot
# 24-hour clock has first hour coded as zero in input data file
  coded.index.for.hour <- index.for.hour - 1
  temporary.vector <- na.omit(wait.service.data$hour)
  calls.per.hour[index.for.hour] <-
    sum(ifelse(temporary.vector==coded.index.for.hour,1,0))
  this.hour.wait.service.data <-
      wait.service.data[(wait.service.data$hour == coded.index.for.hour),]

  served.calls[index.for.hour] <-
    nrow(subset(this.hour.wait.service.data, subset=(server != "NO_SERVER")))
  dropped.calls[index.for.hour] <-
    nrow(subset(this.hour.wait.service.data, subset=(server == "NO_SERVER")))

  if (nrow(this.hour.wait.service.data) > 0) {
# count is based upon the number of unique server names less NO_SERVER
    servers <-
      na.omit((unique(this.hour.wait.service.data$server)))
    valid.servers <- setdiff(servers, "NO_SERVER")
    number.of.servers[index.for.hour] <- length(valid.servers)
    }
  } # end for-loop for obtaining server data for the ribbon plot

greenmin <- rep(plotting.min, length=24)
greenmax <- rep(wait.time.goal, length=24)

yellowmin <- rep(wait.time.goal, length=24)
yellowmax <- rep(wait.time.max, length=24)

redmin <- rep(wait.time.max, length=24)
redmax <- rep(plotting.max, length=24)

ymax.topwhite <- rep(plotting.max,length=24)
ymin.topwhite <- ymax.percentile

ymax.bottomwhite <- ymin.percentile
ymin.bottomwhite <- rep(plotting.min,length=24)

# define data frame for plotting wait and service information for this day

call.center.plotting.frame <-
  data.frame(x.hour, ymin.percentile, ymax.percentile,
    calls.per.hour, number.of.servers,
    greenmin,greenmax,
    yellowmin,yellowmax,
    redmin,redmax,
    ymin.bottomwhite,ymax.bottomwhite,
    ymin.topwhite,ymax.topwhite)

#cat("\n\n","------------- ",title," -------------","\n")
#print(call.center.plotting.frame)

ggobject <- ggplot() +
geom_ribbon(data=call.center.plotting.frame,
mapping=aes(x=x.hour, ymin=greenmin, ymax=greenmax),
stat="identity",colour="white",fill="darkgreen") +
geom_ribbon(data=call.center.plotting.frame,
mapping=aes(x=x.hour, ymin=yellowmin, ymax=yellowmax),
stat="identity",colour="white",fill="yellow") +
geom_ribbon(data=call.center.plotting.frame,
mapping=aes(x=x.hour, ymin=redmin, ymax=redmax),
stat="identity",colour="white",fill="red") +
geom_ribbon(data=call.center.plotting.frame,
mapping=aes(x=x.hour, ymin=ymin.topwhite, ymax=ymax.topwhite),
stat="identity",colour="white",fill="white") +
geom_ribbon(data=call.center.plotting.frame,
mapping=aes(x=x.hour, ymin=ymin.bottomwhite, ymax=ymax.bottomwhite),
stat="identity",colour="white",fill="white") +
geom_hline(data=call.center.plotting.frame,
mapping=aes(yintercept=yellowmin[1])) +
geom_hline(data=call.center.plotting.frame,
mapping=aes(yintercept=redmin[1])) +
labs(title = title) + theme_bw(base_size = 12) +
scale_y_continuous(limits = c(greenmin[1], redmax[1])) +
xlab("Hour of Day (24-Hour Clock)") +
ylab("Wait Time (Seconds)")

# plotting with all default margins no text at bottom
if(!use.text.tagging) ggplot.print.with.margins(ggobject)


# plotting with text tagging requires the creation of a ggplot text object
if (use.text.tagging) {
# define character data for the text taggging at bottom of plot
hour.title <- "Hour:"
hour.00 <- "00"
hour.01 <- "01"
hour.02 <- "02"
hour.03 <- "03"
hour.04 <- "04"
hour.05 <- "05"
hour.06 <- "06"
hour.07 <- "07"
hour.08 <- "08"
hour.09 <- "09"
hour.10 <- "10"
hour.11 <- "11"
hour.12 <- "12"
hour.13 <- "13"
hour.14 <- "14"
hour.15 <- "15"
hour.16 <- "16"
hour.17 <- "17"
hour.18 <- "18"
hour.19 <- "19"
hour.20 <- "20"
hour.21 <- "21"
hour.22 <- "22"
hour.23 <- "23"
calls.title <- "Calls:"
calls.00 <- as.character(calls.per.hour[1])
calls.01 <- as.character(calls.per.hour[2])
calls.02 <- as.character(calls.per.hour[3])
calls.03 <- as.character(calls.per.hour[4])
calls.04 <- as.character(calls.per.hour[5])
calls.05 <- as.character(calls.per.hour[6])
calls.06 <- as.character(calls.per.hour[7])
calls.07 <- as.character(calls.per.hour[8])
calls.08 <- as.character(calls.per.hour[9])
calls.09 <- as.character(calls.per.hour[10])
calls.10 <- as.character(calls.per.hour[11])
calls.11 <- as.character(calls.per.hour[12])
calls.12 <- as.character(calls.per.hour[13])
calls.13 <- as.character(calls.per.hour[14])
calls.14 <- as.character(calls.per.hour[15])
calls.15 <- as.character(calls.per.hour[16])
calls.16 <- as.character(calls.per.hour[17])
calls.17 <- as.character(calls.per.hour[18])
calls.18 <- as.character(calls.per.hour[19])
calls.19 <- as.character(calls.per.hour[20])
calls.20 <- as.character(calls.per.hour[21])
calls.21 <- as.character(calls.per.hour[22])
calls.22 <- as.character(calls.per.hour[23])
calls.23 <- as.character(calls.per.hour[24])

servers.title <- "Servers:"
servers.00 <- as.character(number.of.servers[1])
servers.01 <- as.character(number.of.servers[2])
servers.02 <- as.character(number.of.servers[3])
servers.03 <- as.character(number.of.servers[4])
servers.04 <- as.character(number.of.servers[5])
servers.05 <- as.character(number.of.servers[6])
servers.06 <- as.character(number.of.servers[7])
servers.07 <- as.character(number.of.servers[8])
servers.08 <- as.character(number.of.servers[9])
servers.09 <- as.character(number.of.servers[10])
servers.10 <- as.character(number.of.servers[11])
servers.11 <- as.character(number.of.servers[12])
servers.12 <- as.character(number.of.servers[13])
servers.13 <- as.character(number.of.servers[14])
servers.14 <- as.character(number.of.servers[15])
servers.15 <- as.character(number.of.servers[16])
servers.16 <- as.character(number.of.servers[17])
servers.17 <- as.character(number.of.servers[18])
servers.18 <- as.character(number.of.servers[19])
servers.19 <- as.character(number.of.servers[20])
servers.20 <- as.character(number.of.servers[21])
servers.21 <- as.character(number.of.servers[22])
servers.22 <- as.character(number.of.servers[23])
servers.23 <- as.character(number.of.servers[24])


served.title <- "Served:"
served.00 <- as.character(served.calls[1])
served.01 <- as.character(served.calls[2])
served.02 <- as.character(served.calls[3])
served.03 <- as.character(served.calls[4])
served.04 <- as.character(served.calls[5])
served.05 <- as.character(served.calls[6])
served.06 <- as.character(served.calls[7])
served.07 <- as.character(served.calls[8])
served.08 <- as.character(served.calls[9])
served.09 <- as.character(served.calls[10])
served.10 <- as.character(served.calls[11])
served.11 <- as.character(served.calls[12])
served.12 <- as.character(served.calls[13])
served.13 <- as.character(served.calls[14])
served.14 <- as.character(served.calls[15])
served.15 <- as.character(served.calls[16])
served.16 <- as.character(served.calls[17])
served.17 <- as.character(served.calls[18])
served.18 <- as.character(served.calls[19])
served.19 <- as.character(served.calls[20])
served.20 <- as.character(served.calls[21])
served.21 <- as.character(served.calls[22])
served.22 <- as.character(served.calls[23])
served.23 <- as.character(served.calls[24])

dropped.title <- "Dropped:"
dropped.00 <- as.character(dropped.calls[1])
dropped.01 <- as.character(dropped.calls[2])
dropped.02 <- as.character(dropped.calls[3])
dropped.03 <- as.character(dropped.calls[4])
dropped.04 <- as.character(dropped.calls[5])
dropped.05 <- as.character(dropped.calls[6])
dropped.06 <- as.character(dropped.calls[7])
dropped.07 <- as.character(dropped.calls[8])
dropped.08 <- as.character(dropped.calls[9])
dropped.09 <- as.character(dropped.calls[10])
dropped.10 <- as.character(dropped.calls[11])
dropped.11 <- as.character(dropped.calls[12])
dropped.12 <- as.character(dropped.calls[13])
dropped.13 <- as.character(dropped.calls[14])
dropped.14 <- as.character(dropped.calls[15])
dropped.15 <- as.character(dropped.calls[16])
dropped.16 <- as.character(dropped.calls[17])
dropped.17 <- as.character(dropped.calls[18])
dropped.18 <- as.character(dropped.calls[19])
dropped.19 <- as.character(dropped.calls[20])
dropped.20 <- as.character(dropped.calls[21])
dropped.21 <- as.character(dropped.calls[22])
dropped.22 <- as.character(dropped.calls[23])
dropped.23 <- as.character(dropped.calls[24])

# set up spacing and positioning for the table
y.current.level <- 1.0  # initialze position
y.large.space <- 0.175
y.medium.space <- 0.125
y.small.space <- 0.075

table.left.margin <- 0.1  # needed for row labels at left
horizontal.offset <- (1-table.left.margin)/24  # spacing in the text table

y.current.level <- y.current.level - y.medium.space

ggtextobject <- ggplot(data=data.frame(x = 0.5,y = y.current.level),
  aes(x=x,y=y,xmin=0,xmax=1,ymin=0,ymax=1),
  stat="identity", position="identity") + labs(x=NULL,y=NULL) +
geom_text(x = 0.025,y = y.current.level,label = hour.title,
aes(size=10.55),colour="black")  +
geom_text(x = (00*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.00, aes(size=10.55),colour="black") +
geom_text(x = (01*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.01, aes(size=10.55),colour="black") +
geom_text(x = (02*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.02, aes(size=10.55),colour="black") +
geom_text(x = (03*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.03, aes(size=10.55),colour="black") +
geom_text(x = (04*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.04, aes(size=10.55),colour="black") +
geom_text(x = (05*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.05, aes(size=10.55),colour="black") +
geom_text(x = (06*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.06, aes(size=10.55),colour="black") +
geom_text(x = (07*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.07, aes(size=10.55),colour="black") +
geom_text(x = (08*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.08, aes(size=10.55),colour="black") +
geom_text(x = (09*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.09, aes(size=10.55),colour="black") +
geom_text(x = (10*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.10, aes(size=10.55),colour="black") +
geom_text(x = (11*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.11, aes(size=10.55),colour="black") +
geom_text(x = (12*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.12, aes(size=10.55),colour="black") +
geom_text(x = (13*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.13, aes(size=10.55),colour="black") +
geom_text(x = (14*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.14, aes(size=10.55),colour="black") +
geom_text(x = (15*horizontal.offset + table.left.margin),
y= y.current.level,label = hour.15, aes(size=10.55),colour="black") +
geom_text(x = (16*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.16, aes(size=10.55),colour="black") +
geom_text(x = (17*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.17, aes(size=10.55),colour="black") +
geom_text(x = (18*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.18, aes(size=10.55),colour="black") +
geom_text(x = (19*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.19, aes(size=10.55),colour="black") +
geom_text(x = (20*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.20, aes(size=10.55),colour="black") +
geom_text(x = (21*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.21, aes(size=10.55),colour="black") +
geom_text(x = (22*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.22, aes(size=10.55),colour="black") +
geom_text(x = (23*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.23, aes(size=10.55),colour="black")

y.current.level <- y.current.level - y.medium.space

ggtextobject <- ggtextobject + geom_text(x = 0.025,
y = y.current.level, label = servers.title,aes(size=10.55),colour="black") +
geom_text(x = (00*horizontal.offset + table.left.margin),
y = y.current.level, label = servers.00,aes(size=10.55),colour="black") +
geom_text(x = (01*horizontal.offset + table.left.margin),
y = y.current.level, label = servers.01,aes(size=10.55),colour="black") +
geom_text(x = (02*horizontal.offset + table.left.margin),
y = y.current.level, label = servers.02,aes(size=10.55),colour="black") +
geom_text(x = (03*horizontal.offset + table.left.margin),
y = y.current.level, label = servers.03,aes(size=10.55),colour="black") +
geom_text(x = (04*horizontal.offset + table.left.margin),
y = y.current.level, label = servers.04,aes(size=10.55),colour="black") +
geom_text(x = (05*horizontal.offset + table.left.margin),
y = y.current.level, label = servers.05,aes(size=10.55),colour="black") +
geom_text(x = (06*horizontal.offset + table.left.margin),
y = y.current.level, label = servers.06,aes(size=10.55),colour="black") +
geom_text(x = (07*horizontal.offset + table.left.margin),
y = y.current.level, label = servers.07,aes(size=10.55),colour="black") +
geom_text(x = (08*horizontal.offset + table.left.margin),
y = y.current.level, label = servers.08,aes(size=10.55),colour="black") +
geom_text(x = (09*horizontal.offset + table.left.margin),
y = y.current.level, label = servers.09,aes(size=10.55),colour="black") +
geom_text(x = (10*horizontal.offset + table.left.margin),
y = y.current.level, label = servers.10,aes(size=10.55),colour="black") +
geom_text(x = (11*horizontal.offset + table.left.margin),
y = y.current.level, label = servers.11,aes(size=10.55),colour="black") +
geom_text(x = (12*horizontal.offset + table.left.margin),
y = y.current.level, label = servers.12,aes(size=10.55),colour="black") +
geom_text(x = (13*horizontal.offset + table.left.margin),
y = y.current.level, label = servers.13,aes(size=10.55),colour="black") +
geom_text(x = (14*horizontal.offset + table.left.margin),
y = y.current.level, label = servers.14,aes(size=10.55),colour="black") +
geom_text(x = (15*horizontal.offset + table.left.margin),
y = y.current.level, label = servers.15,aes(size=10.55),colour="black") +
geom_text(x = (16*horizontal.offset + table.left.margin),
y = y.current.level, label = servers.16,aes(size=10.55),colour="black") +
geom_text(x = (17*horizontal.offset + table.left.margin),
y = y.current.level, label = servers.17,aes(size=10.55),colour="black") +
geom_text(x = (18*horizontal.offset + table.left.margin),
y = y.current.level, label = servers.18,aes(size=10.55),colour="black") +
geom_text(x = (19*horizontal.offset + table.left.margin),
y = y.current.level, label = servers.19,aes(size=10.55),colour="black") +
geom_text(x = (20*horizontal.offset + table.left.margin),
y = y.current.level, label = servers.20,aes(size=10.55),colour="black") +
geom_text(x = (21*horizontal.offset + table.left.margin),
y = y.current.level, label = servers.21,aes(size=10.55),colour="black") +
geom_text(x = (22*horizontal.offset + table.left.margin),
y = y.current.level, label = servers.22,aes(size=10.55),colour="black") +
geom_text(x = (23*horizontal.offset + table.left.margin),
y = y.current.level, label = servers.23,aes(size=10.55),colour="black")

# store line position for bottom of text segment of the visualization

y.level.divider.line <- y.current.level - y.medium.space
# temporary data frame needed to input to geom_hline later
middle.line.data <- data.frame(y.level.divider.line)

y.current.level <- y.level.divider.line - y.medium.space

ggtextobject <- ggtextobject +
geom_text(x = 0.025,y = y.current.level,
label = calls.title, aes(size=10.55),colour="black") +
geom_text(x = (00*horizontal.offset + table.left.margin),
y = y.current.level, label = calls.00, aes(size=10.55),colour="black") +
geom_text(x = (01*horizontal.offset + table.left.margin),
y = y.current.level, label = calls.01, aes(size=10.55),colour="black") +
geom_text(x = (02*horizontal.offset + table.left.margin),
y = y.current.level, label = calls.02, aes(size=10.55),colour="black") +
geom_text(x = (03*horizontal.offset + table.left.margin),
y = y.current.level, label = calls.03, aes(size=10.55),colour="black") +
geom_text(x = (04*horizontal.offset + table.left.margin),
y = y.current.level, label = calls.04, aes(size=10.55),colour="black") +
geom_text(x = (05*horizontal.offset + table.left.margin),
y = y.current.level, label = calls.05, aes(size=10.55),colour="black") +
geom_text(x = (06*horizontal.offset + table.left.margin),
y = y.current.level, label = calls.06, aes(size=10.55),colour="black") +
geom_text(x = (07*horizontal.offset + table.left.margin),
y = y.current.level, label = calls.07, aes(size=10.55),colour="black") +
geom_text(x = (08*horizontal.offset + table.left.margin),
y = y.current.level, label = calls.08, aes(size=10.55),colour="black") +
geom_text(x = (09*horizontal.offset + table.left.margin),
y = y.current.level, label = calls.09, aes(size=10.55),colour="black") +
geom_text(x = (10*horizontal.offset + table.left.margin),
y = y.current.level, label = calls.10, aes(size=10.55),colour="black") +
geom_text(x = (11*horizontal.offset + table.left.margin),
y = y.current.level, label = calls.11, aes(size=10.55),colour="black") +
geom_text(x = (12*horizontal.offset + table.left.margin),
y = y.current.level, label = calls.12, aes(size=10.55),colour="black") +
geom_text(x = (13*horizontal.offset + table.left.margin),
y = y.current.level, label = calls.13, aes(size=10.55),colour="black") +
geom_text(x = (14*horizontal.offset + table.left.margin),
y = y.current.level, label = calls.14, aes(size=10.55),colour="black") +
geom_text(x = (15*horizontal.offset + table.left.margin),
y = y.current.level, label = calls.15, aes(size=10.55),colour="black") +
geom_text(x = (16*horizontal.offset + table.left.margin),
y = y.current.level, label = calls.16, aes(size=10.55),colour="black") +
geom_text(x = (17*horizontal.offset + table.left.margin),
y = y.current.level, label = calls.17, aes(size=10.55),colour="black") +
geom_text(x = (18*horizontal.offset + table.left.margin),
y = y.current.level, label = calls.18, aes(size=10.55),colour="black") +
geom_text(x = (19*horizontal.offset + table.left.margin),
y = y.current.level, label = calls.19, aes(size=10.55),colour="black") +
geom_text(x = (20*horizontal.offset + table.left.margin),
y = y.current.level, label = calls.20, aes(size=10.55),colour="black") +
geom_text(x = (21*horizontal.offset + table.left.margin),
y = y.current.level, label = calls.21, aes(size=10.55),colour="black") +
geom_text(x = (22*horizontal.offset + table.left.margin),
y = y.current.level, label = calls.22, aes(size=10.55),colour="black") +
geom_text(x = (23*horizontal.offset + table.left.margin),
y = y.current.level, label = calls.23, aes(size=10.55),colour="black")

y.current.level <- y.current.level - y.medium.space

ggtextobject <- ggtextobject +
geom_text(x = 0.025,y = y.current.level,
label = served.title, aes(size=10.55),colour="black") +
geom_text(x = (00*horizontal.offset + table.left.margin),
y = y.current.level, label = served.00, aes(size=10.55),colour="black") +
geom_text(x = (01*horizontal.offset + table.left.margin),
y = y.current.level, label = served.01, aes(size=10.55),colour="black") +
geom_text(x = (02*horizontal.offset + table.left.margin),
y = y.current.level, label = served.02, aes(size=10.55),colour="black") +
geom_text(x = (03*horizontal.offset + table.left.margin),
y = y.current.level, label = served.03, aes(size=10.55),colour="black") +
geom_text(x = (04*horizontal.offset + table.left.margin),
y = y.current.level, label = served.04, aes(size=10.55),colour="black") +
geom_text(x = (05*horizontal.offset + table.left.margin),
y = y.current.level, label = served.05, aes(size=10.55),colour="black") +
geom_text(x = (06*horizontal.offset + table.left.margin),
y = y.current.level, label = served.06, aes(size=10.55),colour="black") +
geom_text(x = (07*horizontal.offset + table.left.margin),
y = y.current.level, label = served.07, aes(size=10.55),colour="black") +
geom_text(x = (08*horizontal.offset + table.left.margin),
y = y.current.level, label = served.08, aes(size=10.55),colour="black") +
geom_text(x = (09*horizontal.offset + table.left.margin),
y = y.current.level, label = served.09, aes(size=10.55),colour="black") +
geom_text(x = (10*horizontal.offset + table.left.margin),
y = y.current.level, label = served.10, aes(size=10.55),colour="black") +
geom_text(x = (11*horizontal.offset + table.left.margin),
y = y.current.level, label = served.11, aes(size=10.55),colour="black") +
geom_text(x = (12*horizontal.offset + table.left.margin),
y = y.current.level, label = served.12, aes(size=10.55),colour="black") +
geom_text(x = (13*horizontal.offset + table.left.margin),
y = y.current.level, label = served.13, aes(size=10.55),colour="black") +
geom_text(x = (14*horizontal.offset + table.left.margin),
y = y.current.level, label = served.14, aes(size=10.55),colour="black") +
geom_text(x = (15*horizontal.offset + table.left.margin),
y = y.current.level, label = served.15, aes(size=10.55),colour="black") +
geom_text(x = (16*horizontal.offset + table.left.margin),
y = y.current.level, label = served.16, aes(size=10.55),colour="black") +
geom_text(x = (17*horizontal.offset + table.left.margin),
y = y.current.level, label = served.17, aes(size=10.55),colour="black") +
geom_text(x = (18*horizontal.offset + table.left.margin),
y = y.current.level, label = served.18, aes(size=10.55),colour="black") +
geom_text(x = (19*horizontal.offset + table.left.margin),
y = y.current.level, label = served.19, aes(size=10.55),colour="black") +
geom_text(x = (20*horizontal.offset + table.left.margin),
y = y.current.level, label = served.20, aes(size=10.55),colour="black") +
geom_text(x = (21*horizontal.offset + table.left.margin),
y = y.current.level, label = served.21, aes(size=10.55),colour="black") +
geom_text(x = (22*horizontal.offset + table.left.margin),
y = y.current.level, label = served.22, aes(size=10.55),colour="black") +
geom_text(x = (23*horizontal.offset + table.left.margin),
y = y.current.level, label = served.23, aes(size=10.55),colour="black")

y.current.level <- y.current.level - y.medium.space

ggtextobject <- ggtextobject +

geom_text(x = 0.025,y = y.current.level,
label = dropped.title, aes(size=10.55),colour="black") +
geom_text(x = (00*horizontal.offset + table.left.margin),
y = y.current.level, label = dropped.00, aes(size=10.55),colour="black") +
geom_text(x = (01*horizontal.offset + table.left.margin),
y = y.current.level, label = dropped.01, aes(size=10.55),colour="black") +
geom_text(x = (02*horizontal.offset + table.left.margin),
y = y.current.level, label = dropped.02, aes(size=10.55),colour="black") +
geom_text(x = (03*horizontal.offset + table.left.margin),
y = y.current.level, label = dropped.03, aes(size=10.55),colour="black") +
geom_text(x = (04*horizontal.offset + table.left.margin),
y = y.current.level, label = dropped.04, aes(size=10.55),colour="black") +
geom_text(x = (05*horizontal.offset + table.left.margin),
y = y.current.level, label = dropped.05, aes(size=10.55),colour="black") +
geom_text(x = (06*horizontal.offset + table.left.margin),
y = y.current.level, label = dropped.06, aes(size=10.55),colour="black") +
geom_text(x = (07*horizontal.offset + table.left.margin),
y = y.current.level, label = dropped.07, aes(size=10.55),colour="black") +
geom_text(x = (08*horizontal.offset + table.left.margin),
y = y.current.level, label = dropped.08, aes(size=10.55),colour="black") +
geom_text(x = (09*horizontal.offset + table.left.margin),
y = y.current.level, label = dropped.09, aes(size=10.55),colour="black") +
geom_text(x = (10*horizontal.offset + table.left.margin),
y = y.current.level, label = dropped.10, aes(size=10.55),colour="black") +
geom_text(x = (11*horizontal.offset + table.left.margin),
y = y.current.level, label = dropped.11, aes(size=10.55),colour="black") +
geom_text(x = (12*horizontal.offset + table.left.margin),
y = y.current.level, label = dropped.12, aes(size=10.55),colour="black") +
geom_text(x = (13*horizontal.offset + table.left.margin),
y = y.current.level, label = dropped.13, aes(size=10.55),colour="black") +
geom_text(x = (14*horizontal.offset + table.left.margin),
y = y.current.level, label = dropped.14, aes(size=10.55),colour="black") +
geom_text(x = (15*horizontal.offset + table.left.margin),
y = y.current.level, label = dropped.15, aes(size=10.55),colour="black") +
geom_text(x = (16*horizontal.offset + table.left.margin),
y = y.current.level, label = dropped.16, aes(size=10.55),colour="black") +
geom_text(x = (17*horizontal.offset + table.left.margin),
y = y.current.level, label = dropped.17, aes(size=10.55),colour="black") +
geom_text(x = (18*horizontal.offset + table.left.margin),
y = y.current.level, label = dropped.18, aes(size=10.55),colour="black") +
geom_text(x = (19*horizontal.offset + table.left.margin),
y = y.current.level, label = dropped.19, aes(size=10.55),colour="black") +
geom_text(x = (20*horizontal.offset + table.left.margin),
y = y.current.level, label = dropped.20, aes(size=10.55),colour="black") +
geom_text(x = (21*horizontal.offset + table.left.margin),
y = y.current.level, label = dropped.21, aes(size=10.55),colour="black") +
geom_text(x = (22*horizontal.offset + table.left.margin),
y = y.current.level, label = dropped.22, aes(size=10.55),colour="black") +
geom_text(x = (23*horizontal.offset + table.left.margin),
y = y.current.level, label = dropped.23, aes(size=10.55),colour="black")

y.level.divider.line <- y.current.level - y.medium.space

# temporary data frame needed to input to geom_hline later
bottom.line.data <- data.frame(y.level.divider.line)

y.current.level <- y.level.divider.line - y.medium.space

# add footnote centered at bottom of plot if requested
if (add_footnote_at_bottom_of_ribbon_plot)
  ggtextobject <- ggtextobject +
  geom_text(x = 0.5,y = y.current.level,
  label = percentile.footnote, aes(size=10.55), colour="black")

# finish up the plot with background definition and divider lines
ggtextobject <- ggtextobject + geom_hline(aes(yintercept=1)) +
geom_hline(data=bottom.line.data,
  mapping = aes(yintercept = y.level.divider.line)) +
geom_hline(data=middle.line.data,
  mapping = aes(yintercept = y.level.divider.line)) +
theme(legend.position = "none")  +
theme(panel.grid.minor = element_blank()) +
theme(panel.grid.major = element_blank())  +
theme(panel.background = element_blank()) +
theme(axis.ticks = element_blank()) +
scale_y_continuous(breaks=c(0,1),label=c("","")) +
scale_x_continuous(breaks=c(0,1),label=c("",""))

# user-defined function plots with text annotation/tagging at the bottom
special.top.bottom.ggplot.print.with.margins(ggobject,ggtextobject,
plot.pct=55,text.tagging.pct=35)
}
} # end of wait-time ribbon function

# save wait-time ribbon utility for future work
save(wait.time.ribbon,
  file="mtpa_wait_time_ribbon_utility.Rdata")




Exhibit D.8. Movie Tagline Data Preparation Script for Text Analysis (R)

Click here to view code image



# Movie Tagline Data Preparation Script for Text Analysis (R)

library(stringr)  # character manipulation with regular expressions

# convert to bytecodes to avoid "invalid multibyte string" messages
bytecode.convert <- function(x) {iconv(enc2utf8(x), sub = "byte")}

# NLINES <- 21  # for development and test runs
# input.data.file.name <- "taglines_list_sample.txt"
#   scan("taglines_list_sample.txt", what = "character")  # development runs
# nlines_to_read <- 21  # for development and test runs

# there are 345317 records in the full taglines data file
# the number of lines in the input data file
# or maximum number of lines to read
NLINES <- 345317
input.data.file.name <- "taglines_copy_data.txt"  # production runs
# read the data in blocks of nlines_to_read at a time
nlines_to_read <- 10000  # size of block of lines to read

# debug print was used during the code development process
debub.print.mode <- FALSE
debug.print <- function(title,date,tagline,status) {
  cat("\n title =",title,"  date = ", date," tagline",
    tagline, " status = ",status,"\n")
  }

# this user-defined function shows how R can be used to parse text input
tagline.parser <- function(input.list) {
# where we start depends upon the status on entry
# tagline parser can only be in one status at a time
# begin
# indicator
# title (actually a title and date status)
# moretitle (another title and data status, but following a previous title)
# tagline
# comment

# data are not clean... if you get a new movie indicator "#" start a new movie
# we may lose a few movies this way... but that is better than editing a file
# with about 40 thousand movies..

# at this time all valid dates should look be six characters long
# four numbers surrounded by parentheses
# lets use The Birth of a Nation (1915) as the earliest possible valid date
# and the current year as the latest possible valid date
# obtained by as.numeric(format(Sys.time(), "%Y"))

valid.years <- 1915:as.numeric(format(Sys.time(), "%Y"))
valid.years.strings.four <- paste("(",as.character(valid.years),sep="")

text <- input.list[[1]]

status <- input.list[[2]]

title <- input.list[[3]]

date <- input.list[[4]]

tagline <- input.list[[5]]

nitems <- length(text)

ncount <- 1  # initialize on entry

tagline_data.store <- NULL
while(ncount < nitems) {
# debug printing was used in the development and testing of parsing logic
  if (debub.print.mode) debug.print(title,date,tagline,status)
  if (status == "indicator" | status == "begin") {
    if (ncount <= nitems) {
      ncount <- ncount + 1
      status <- "initialtitle"
      title <- " "  # blank title to start
      date <- " "     # blank date to start
      tagline <- " "  # blank tagline to start
      }
    }
  if (status == "initialtitle") {
    if (ncount <= nitems) {
      title <- text[ncount]
      ncount <- ncount + 1
      if (ncount <= nitems) {
        test_date <- text[ncount]
        if (substring(test_date,1,5) %in% valid.years.strings.four) {
          date <- test_date
          ncount <- ncount + 1
          status <- "tagline"
          }
        if (!(substring(test_date,1,5) %in% valid.years.strings.four)) {
          if (test_date == "#") {
              status <- "indicator"
              }
          if (test_date != "#") {
              title <- paste(title, test_date)
              ncount <- ncount + 1
              status <- "moretitle"
              }
          }
        }
      }
    }
  if (status == "moretitle") {
    if (ncount <= nitems) {
      ncount <- ncount + 1
      if (ncount <= nitems) {
        test_date <- text[ncount]
        if (substring(test_date,1,5) %in% valid.years.strings.four) {
          date <- test_date
          ncount <- ncount + 1
          status <- "tagline"
          }
        if (!(substring(test_date,1,5) %in% valid.years.strings.four)) {
          if (test_date == "#") {
          status <- "indicator"
          }
        if (test_date != "#") {
          title <- paste(title, test_date)
          ncount <- ncount + 1
          }
        }
      }
    }
  }
  if (status == "tagline") {
   if (ncount <= nitems) {
     new_text <- text[ncount]
     if (new_text == "#") {
       tagline_data.store <- rbind(tagline_data.store,
          data.frame(title, date, tagline, stringsAsFactors = FALSE))
          status <- "indicator"
       }
     if (new_text != "#") {
       if (substring(new_text,1,1) == "{") {
         ncount <- ncount + 1
         status <- "comment"
         }
       if (substring(new_text,1,1) != "{") {
         tagline <- paste(tagline, new_text)
         ncount <- ncount + 1
         }
       }
     }
   }
 if (status == "comment") {
   if (ncount <= nitems) {
     new_text <- text[ncount]
     if (substring(new_text,nchar(new_text),nchar(new_text)) == "}") {
       ncount <- ncount + 1
       status <- "tagline"
       }
     if (substring(new_text,nchar(new_text),nchar(new_text)) != "}") {
       ncount <- ncount + 1
       }
     }
   }
  } # end of primary while-loop
list(tagline_data.store, status, title, date, tagline) # return list
}   # end of function

cat("\n\n","NUMBER OF LINES READ: ")

skip <- 0   # initialize the number of lines to skip
nlines_read_so_far <- 0 # initialize number of lines read so far

status <- "begin"  # initial status
title <- " "  # blank title to start
date <- " "   # blank date to start
tagline <- " "  # blank tagline to start

data.store <- NULL # initialize the data frame for storing text data

while(nlines_read_so_far < NLINES)  {

if ((NLINES - nlines_read_so_far) < nlines_to_read)
  nlines_to_read <- (NLINES - nlines_read_so_far)
text <- scan(file = input.data.file.name, what = "character",
    skip = nlines_read_so_far, nlines = nlines_to_read)
# convert individual text items to bytecodes
# to avoid to avoid "invalid multibyte string" error messages going forward
text <- bytecode.convert(text)
input.list <- list(text, status, title, date, tagline)
# parse this block of text with the tagline parser function
  output.list <- tagline.parser(input.list)
  new_data_for_store <- output.list[[1]]
  status <- output.list[[2]]
  title <- output.list[[3]]
  date <- output.list[[4]]
  tagline <- output.list[[5]]

  data.store <- rbind(data.store, new_data_for_store)

  nlines_read_so_far <- nlines_read_so_far + nlines_to_read

  cat(" ","nlines_read_so_far:",nlines_read_so_far)
  }

# if there is full movie info in output list
# add this last movie to the end of the data.store

if ((!is.null(output.list[[3]])) &
   (!is.null(output.list[[4]])) &
   (!is.null(output.list[[5]]))) {
      title <- output.list[[3]]
      date <- output.list[[4]]
      tagline <- output.list[[5]]
   data.store <- rbind(data.store,
      data.frame(title, date, tagline, stringsAsFactors = FALSE))
  }
# data cleaning... check the date field...
# if it does not start with "(" or end with ")"
# strip any character other than numeric in the date field
# using regular expressions coding and the string replace function from stringr
data.store$replace.date <- str_replace_all(data.store$date, "[^.(0-9)]", "")

# at this time all valid dates should be six characters long
# four numbers surrounded by parentheses
# lets use The Birth of a Nation (1915) as the earliest possible valid date
# and the current year as the latest possible valid date
# obtained by as.numeric(format(Sys.time(), "%Y"))
valid.years <- 1915:as.numeric(format(Sys.time(), "%Y"))
valid.years.strings <- paste("(",as.character(valid.years),")",sep="")

# valid observations must have dates with valid.years.strings
data.store$valid <-
  ifelse((data.store$replace.date %in% valid.years.strings),"YES","NO")

# use the subset of movies with valid data
valid.data.store <- subset(data.store, subset = (valid == "YES"))

# add date field to title field to create unique identifier for each movie
valid.data.store$movie <- paste(valid.data.store$title, valid.data.store$date)

# strip parentheses from replace.date and create an integer variable for year
valid.data.store$replace.date <-
  str_replace(valid.data.store$replace.date,"[(]","")
valid.data.store$replace.date <-
  str_replace(valid.data.store$replace.date,"[)]","")
valid.data.store$year <- as.integer(valid.data.store$replace.date)

# merge title and tagline text into new movie text variable for text analysis
valid.data.store$text <-
  paste(valid.data.store$title, valid.data.store$tagline)

# drop replace.date and reorder variables for text analysis
# at this point we have one large data frame with text columns
movies <- valid.data.store[,c("movie","year","title","tagline","text")]

cat("\n writing movies data frame to comma-delimited text file\n",
    "        <movie_tagline_data_parsed.csv>","\n")
write.csv(movies, file = "movie_tagline_data_parsed.csv", row.names = FALSE)




Exhibit D.9. Word Scoring Code for Sentiment Analysis (R)
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# Text Scoring Script for Sentiment Analysis (R)
# --------------------------------------
# Word/item analysis method
# --------------------------------------
# develop simple counts for working.corpus
# for each of the words in the sentiment list
# these new variables will be given the names of the words
# compute the number of words that match each word
amazing <- integer(length(names(working.corpus)))
beautiful <- integer(length(names(working.corpus)))
classic <- integer(length(names(working.corpus)))
enjoy <- integer(length(names(working.corpus)))
enjoyed <- integer(length(names(working.corpus)))
entertaining <- integer(length(names(working.corpus)))
excellent <- integer(length(names(working.corpus)))
fans <- integer(length(names(working.corpus)))
favorite <- integer(length(names(working.corpus)))
fine <- integer(length(names(working.corpus)))
fun <- integer(length(names(working.corpus)))
humor <- integer(length(names(working.corpus)))
lead <- integer(length(names(working.corpus)))
liked <- integer(length(names(working.corpus)))
love <- integer(length(names(working.corpus)))
loved <- integer(length(names(working.corpus)))
modern <- integer(length(names(working.corpus)))
nice <- integer(length(names(working.corpus)))
perfect <- integer(length(names(working.corpus)))
pretty <- integer(length(names(working.corpus)))
recommend <- integer(length(names(working.corpus)))
strong <- integer(length(names(working.corpus)))
top <- integer(length(names(working.corpus)))
wonderful <- integer(length(names(working.corpus)))
worth <- integer(length(names(working.corpus)))
bad <- integer(length(names(working.corpus)))
boring <- integer(length(names(working.corpus)))
cheap <- integer(length(names(working.corpus)))
creepy <- integer(length(names(working.corpus)))
dark <- integer(length(names(working.corpus)))
dead <- integer(length(names(working.corpus)))
death <- integer(length(names(working.corpus)))
evil <- integer(length(names(working.corpus)))
hard <- integer(length(names(working.corpus)))
kill <- integer(length(names(working.corpus)))
killed <- integer(length(names(working.corpus)))
lack <- integer(length(names(working.corpus)))
lost <- integer(length(names(working.corpus)))
miss <- integer(length(names(working.corpus)))
murder <- integer(length(names(working.corpus)))
mystery <- integer(length(names(working.corpus)))
plot <- integer(length(names(working.corpus)))
poor <- integer(length(names(working.corpus)))
sad <- integer(length(names(working.corpus)))
scary <- integer(length(names(working.corpus)))
slow <- integer(length(names(working.corpus)))
terrible <- integer(length(names(working.corpus)))
waste <- integer(length(names(working.corpus)))
worst <- integer(length(names(working.corpus)))
wrong <- integer(length(names(working.corpus)))

reviews.tdm <- TermDocumentMatrix(working.corpus)

for(index.for.document in seq(along=names(working.corpus)))
  amazing[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "amazing")))
  beautiful[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "beautiful")))
  classic[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "classic")))
  enjoy[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "enjoy")))
  enjoyed[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "enjoyed")))
  entertaining[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "entertaining")))
  excellent[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "excellent")))
  fans[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "fans")))
  favorite[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "favorite")))
  fine[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "fine")))
  fun[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "fun")))
  humor[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "humor")))
  lead[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "lead")))
  liked[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "liked")))
  love[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],

    control = list(dictionary = "love")))
  loved[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "loved")))
  modern[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "modern")))
  nice[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "nice")))
  perfect[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "perfect")))
  pretty[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "pretty")))
  recommend[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "recommend")))
  strong[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "strong")))
  top[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "top")))
  wonderful[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "wonderful")))
  worth[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "worth")))
  bad[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "bad")))
  boring[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "boring")))
  cheap[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "cheap")))
  creepy[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "creepy")))
  dark[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "dark")))
  dead[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "dead")))
  death[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "death")))
  evil[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],

    control = list(dictionary = "evil")))
  hard[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "hard")))
  kill[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "kill")))
  killed[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "killed")))
  lack[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "lack")))
  lost[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "lost")))
  miss[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "miss")))
  murder[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "murder")))
  mystery[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "mystery")))
  plot[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "plot")))
  poor[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "poor")))
  sad[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "sad")))
  scary[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "scary")))
  slow[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "slow")))
  terrible[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "terrible")))
  waste[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "waste")))
  worst[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "worst")))
  wrong[index.for.document] <-
    sum(termFreq(working.corpus[[index.for.document]],
    control = list(dictionary = "wrong")))
  }




Exhibit D.10. Utilities for Spatial Data Analysis (R)
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# Utilities for Spatial Data Analysis (R)

# user-defined function to convert degrees to radians
# needed for lat.long.distance function
degrees.to.radians <- function(x) {
  (pi/180)*x
  } # end degrees.to.radians function

# user-defined function to convert distance between two points in miles
# when the two points (a and b) are defined by longitude and latitude
lat.long.distance <- function(longitude.a,latitude.a,longitude.b,latitude.b) {
  radius.of.earth <- 24872/(2*pi)
  c <- sin((degrees.to.radians(latitude.a) -
    degrees.to.radians(latitude.b))/2)*2 +
    cos(degrees.to.radians(latitude.a)) *
    cos(degrees.to.radians(latitude.b)) *
    sin((degrees.to.radians(longitude.a) -
    degrees.to.radians(longitude.b))/2)^2
  2 * radius.of.earth * (asin(sqrt(c)))
  } # end lat.long.distance function

save(degrees.to.radians,
  lat.long.distance,
  file = "mtpa_spatial_distance_utilities.R")




Exhibit D.11. Making Word Clouds (R)
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# Making Word Clouds (R)

library(wordcloud)  # provides utility for plotting non-overlapping text

# wordcloud for Python program code and comments from this book
Python.code.text <- scan("mtpa_Python_code.txt", what = "char", sep = "\n")
# replace uppercase with lowercase letters
Python.code.text <- tolower(Python.code.text)
# strip out all non-letters and return vector
Python.code.text.preword.vector <- unlist(strsplit(Python.code.text, "\\W"))
# drop all empty words
Python.code.text.vector <-
  Python.code.text.preword.vector
     [which(nchar(Python.code.text.preword.vector) > 0)]
pdf(file = "fig_text_wordcloud_of_Python_code.pdf", width = 11, height = 8.5)
set.seed(1234)
wordcloud(Python.code.text.vector, min.freq = 10,
  max.words = 300,
  random.order=FALSE,
  random.color=FALSE,
  rot.per=0.0,
  colors="black",
  ordered.colors=FALSE,
  use.r.layout=FALSE,
  fixed.asp=TRUE)
dev.off()

# wordcloud for R program code and comments from this book
R.code.text <- scan("mtpa_R_code.txt", what = "char", sep = "\n")
# replace uppercase with lowercase letters
R.code.text <- tolower(R.code.text)
# strip out all non-letters and return vector
R.code.text.preword.vector <- unlist(strsplit(R.code.text, "\\W"))
# drop all empty words
R.code.text.vector <-
  R.code.text.preword.vector[which(nchar(R.code.text.preword.vector) > 0)]

pdf(file = "fig_text_wordcloud_of_R_code.pdf", width = 11, height = 8.5)
set.seed(1234)
wordcloud(R.code.text.vector,   min.freq = 10,
  max.words = 300,
  random.order=FALSE,
  random.color=FALSE,
  rot.per=0.0,
  colors="black",
  ordered.colors=FALSE,
  use.r.layout=FALSE,
  fixed.asp=TRUE)
dev.off()
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# Hierarchical Bayes Part-Worth Estimation: Training and Test

# load market simulation utilities
load(file="mspa_market_simulation_utilities.RData")

library(ChoiceModelR) # for Hierarchical Bayes Estimation
library(caret) # for confusion matrix function

# read in the data from a case study in computer choice.
complete.data.frame <- read.csv("computer_choice_study.csv")

print.digits <- 2
# user-defined function for printing conjoint measures
if (print.digits == 2)

pretty.print <- function(x) {sprintf("%1.2f",round(x,digits = 2))}
if (print.digits == 3)

pretty.print <- function(x) {sprintf("%1.3f",round(x,digits

3Nk

# set up sum contrasts for effects coding
options (contrasts=c("contr. sun", "contr.poly"))

# employ a training-and-test regimen across survey sets/items
test.set.ids <- c("3","7","11","15") # select four sets/items
training.set.ids <- setdiff(unique(complete.data. frameSsetid),test.set.ids)
training.data.frame <-

subset (complete.data. frame, subset=(setid %in’ training.set.ids))
test.data.frame <-

subset (complete.data. frame, subset=(setid %in’ test.set.ids))

UniqueID <- unique(training.data.frame$id)
# set up zero priors
cc.priors <- matrix(0,nrow=length(UniqueID) ,ncol=13)

we could use coefficients from aggregate model as starting values

here we comment out the code needed to do that

aggregate.cc.betas <- c(as.numeric(conjoint.results$coefficients)[2:7],
-sun(as. numeric (conjoint . results$coefficients) [2:71),

as.numeric(conjoint. results$coefficients) [8:13])

clone aggregate part-worths across the individuals in the study

set up Bayesian priors

cc.priors <- matrix(0,nrou=length(UniqueID) ,ncol=length(aggregate. cc.betas))
for (index.for.ID in seq(along=UniqueID))

cc.priors[index.for.ID,] <- aggregate.cc.betas

dww e





OEBPS/html/graphics/11ex02.jpg
*

Analyzing Consumer Preferences and Building a Market Simulation

having demonstrated the predictive power of the HB model...
we now return to the complete set of 16 choice sets to obtain
individual-level part-worths for further analysis

analysis guided by ternary model of comsumer preference and market response
brand loyalty... price sensitivity... and feature focus... are key aspects
to consider in determining pricing policy

oo ow o ow

library(lattice) # package for lattice graphics

library(vcd) # graphics package with mosaic plots for mosaic and ternary plots
library(ggplot2) # package ggplot implements Grammar of Graphics approach
library(ChoiceModelR) # for Hierarchical Bayes Estimation

library(caret) # for confusion matrix... evaluation of choice set predictions

# load split-plotting utilities for work with ggplot
load("mtpa_split_plotting utilities.Rdata")
# load market simulation utilities

load(file="mspa_market_simulation_utilities.RData")

# read in the data from a case study in computer choice.
complete.data.frame <- read.csv("computer_choice_study.csv")

# we employed a training-and-test regimen in previous research work

# here we will be using the complete data from the computer choice study
working.data.frame <- complete.data.frame
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# select rules with vegetables in consequent (right-hand-side) item subsets
r(’vegie.rules <- subset(second.rules, subset = rhs %pin% "vegetables")’)
r(’inspect(vegie.rules)’) # 41 rules

# sort by lift and identify the top 10 rules

r(’top.vegie.rules <- head(sort(vegie.rules, \
decreasing = TRUE, by = "lift"), 10)’)

r(’inspect(top.vegie.rules)’)

r(’pdf (file="fig market_basket_farmer_rules.pdf", width = 11, height = 8.5)?)
r(’plot(top.vegie.rules, method="graph", \

control=list(type="items"), \

shading = "1ift")’)
r(’dev.of£()’)

Suggestions for the student:
Suppose your client is someone other than the local farmer,

a meat producer/butcher, dairy, or brewer perhaps.

Determine association rules relevant to your client’s products
guided by the market basket model. What recommendations

#
#
#
#
#
# would you make about future marketplace actions?
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# aggregate items using the 55 level2 levels for food categories
# to create a more meaningful set of items
r(’groceries <- aggregate(Groceries, itemInfo(Groceries)[["level2"]])’)

r(’print(dim(groceries) [1])’) # 9835 market baskets for shopping trips
r(’print(dim(groceries)[2])’) # 55 final store items (categories)

r(’pdf (file="fig market_basket_final_item_support.pdf", \
width = 8.5, height = 11)’)
r(’itemFrequencyPlot (groceries, support = 0.025, \
cex.names=1.0, xlim = c(0,0.5),\
type = "relative", horiz = TRUE, col = "blue", las = 1,\
xlab = paste("Proportion of Market Baskets Containing Item",\
"\n(Item Relative Frequency or Support)"))’)
r(’dev.of£()’)

# obtain large set of association rules for items by category and all shoppers
# this is done by setting very low criteria for support and confidence

r(’first.rules <- apriori(groceries, \
parameter = list(support = 0.001, confidence = 0.05))’)
r(print(summary(first.rules))’) # yields 69,921 rules... too many

# select association rules using thresholds for support and confidence
r(’second.rules <- apriori(groceries, \

parameter = list(support = 0.025, confidence = 0.05))’)
r(’print (summary(second.rules))’) # yields 344 rules

# data visualization of association rules in scatter plot
r(’pdf (file="fig market_basket_rules.pdf", width = 8.5, height = 8.5))
r(>plot(second.rules, \
control=list(jitter=2, col = rev(brewer.pal(9, "Greens")[4:91)), \
shading = "lift")’)
r(’dev.off()’)

# grouped matrix of rules
r(’pdf (file="fig market_basket_rules matrix.pdf", \
width = 8.5, height = 8.5)*)
r(’plot(second.rules, method="grouped", \
control=list(col = rev(brewer.pal(9, "Greens")[4:9]1))))
r(’dev.off()’)





OEBPS/html/graphics/06eq01.jpg
Minimize cixj subjectto ) ajx; > by

i






OEBPS/html/graphics/06ex02e.jpg
# compute arrival rate as average mumber of calls into VAU per hour
hourly.arrival.rate <- calls.for.hour/4 # four Wednesdays in February

# service times can vary hour-by-hour due to differences
# in service requests and individuals calling hour-by-hour
# begin by selecting calls that receive service

wednesdays. served <- subset(wednesdays, subset = (server != "NO_SERVER"))
hourly.mean.service.time <- numeric(24)
served.for.hour <- numeric(24)
for (index.for.hour in 1:24) {
# 24-hour clock has first hour coded as zero in input data file
coded. index. for . hour <- index.for.hour - 1
this.hour.calls <-
subset (wednesdays.served, subset = (call_hour == coded.index.for.hour))
if (nrow(this.hour.calls) > 0) {
served. for. hour [index. for.hour] <- nrow(this.hour.calls)
hourly.mean. service.time[index.for.hour] <- mean(this.hour.calls$ser_time)

B

¥
# hourly service rate given the current numbers of service operators
hourly.served.rate <- served.for.hour/4 # four Wednesdays in February
# build data frame for plotting arrival and service rates
hour <- 1:24 # hour for horizontal axix of line chart
type <- rep("Arrived", length = 24)
value <- hourly.arrival.rate
arrival.data.frame <- data.frame(hour, value, type)
type <- rep("Served", lemgth = 24)
value <- hourly.served.rate
service.data.frame <- data.frame(hour, value, type)
arrival.service.data.frame <- rbind(arrival.data.frame, service.data.frame)
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else {
ribbon.plot.title <- ""
B
selected.day <- subset(selected.week,
subset = (day_of_week == this.day.of .week),
select = c("call_hour","wait_time","ser_time","server"))
colnames(selected.day) <- c("hour","wait","service","server")
wait.time.ribbon(wait.service.data = selected.day,
title = ribbon.plot.title,
use.text.tagging = TRUE, wait.time.goal = 30, wait.time.max = 90,
plotting.min = 0, plotting.max = 250)
dev.off ()
T

# select Wednesdays in February for the queueing model
wednesdays <- subset(call.center.data, subset = (day_of_week

"Wednesday"))

# compute arrival rate of calls as calls for hour
# we do not use table() here because some hours could have zero calls

calls.for.hour <- numeric(24)

for (index.for.hour in 1:24) {
# 24-hour clock has first hour coded as zero in imput data file
coded. index. for.hour <- index.for.hour - 1
this.hour.calls <-
subset (wednesdays, subset = (call_hour
if (nrow(this.hour.calls) > 0)
calls.for.hour[index.for.hour] <- mrow(this.hour.calls)

coded. index.for.hour))

T
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# we observe that mean service times do not vary that much hour-by-hour
# 50 we use the mean hourly service rate in queueing calculations

# mean(hourly.service.rate) is 14.86443

# 50 we use 15 calls per hour as the rate for one service operator
SERVICE.RATE <- 15

# C_erlang function from the queueing package

# inputs c = mumber of servers

# T = ratio of rate of arrivals and rate of service

# returns the propability of waiting in queue because all servers are busy
#

#

#

let us set a target for the probability of waiting in queue to be 0.50
using while-loop iteration we determine the mumber of servers needed
we do this for each hour of the day knowing the hourly arrival rate
PROBABILITY.GOAL <- 0.50
servers.needed <- integer(24) # initialize to zero
for (index.for.hour in 1:24) {
if (hourly.arrival.rate[index.for.hour] > 0) {
erlang.probability <- 1.00 # intialization prior to entering while-loop
while (erlang.probability > PROBABILITY.GOAL) {
servers.needed [index.for.hour] <- servers.needed[index.for.hour] + 1
erlang.probability <- C_erlang(c = servers.needed[index.for.hour],
T = hourly.arrival.rate [index. for.hour] /SERVICE. RATE)
} # end while-loop for defining servers needed given probability goal
} # end if-block for hours with calls
} # end for-loop for the hour
# the result for servers.needed is obtained as
#1 1101 1 148 91 9 8161010 6 7 8 8 6 6 5 4
# ve will assune the bank call center will be closed hours 00 through 05
# but use the other values as the bank’s needed numbers of servers
servers.needed[1:6] <- 0
cat("\n","----- Hourly Operator Requirements -
print (servers.needed)
# read in case data for the structure of call center worker shifts
bank. shifts.data.frane <- read.csv("data_anonymous_bank_shifts.csv")

_n,nam)
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pdf (file = "fig_operations_management_wednesdays_arrived_served.pdf",

width = 11, height = 8.5)
plotting.object <- ggplot(data = arrival.service.data.frame,

aes(x = hour, y = value, fill = type)) +

geom_lineO) +

geon_point (size = 4, shape = 21) +

scale_x_continuous (breaks = c(1,3,5,7,9,11,13,15,17,19,21,23,25),

labels =
S (0011021 04T, O R30R RN ORI o8P 14N TG Ry] B2 0R 2R aRa )T

theme (axis.text.x = element_text(angle = 30, hjust = 1, vjust = 1)) +

labs(x = "Hour of Day (24-Hour Clock)", y = "Average Calls per Hour") +

scale_fill_manual(values = c("yellow","dark green"),

guide = guide_legend(title = NULL)) +

theme (legend.position = c(1,1), legend.justification = c(1,1)) +

theme (Legend. text = element_text (size=15)) +

coord_fixed(ratio = 1/10)
print (plotting.object)
dev.off ()
# examine service times per service operator
# for hours with no service time information use the mean as value
hourly.mean. service.time <-
ifelse ((hourly.mean. service. time

mean (vednesdays. served$ser_time) ,

hourly.mean. service. time)
compute service rate moting that there are 3600 seconds in an hour
adding 60 seconds to each mean service time for time between calls
this 60 seconds is the wrap up time or time a service agent remains
unavailable to answer a mew call after a call has been completed
hourly. service.rate <- 3600/(hourly.mean.service.time + 60)

0,

#
#
#
#
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call.center. summary <-
data. frame (ShiftID,StartTine,ShiftDuration, HourlyShiftSalary,
HourlyShiftCost,Solution,ShiftCost)
cat("\n\n","Call Center Summary","\n\n")
print(call.center. sumary)
# the solution is obtained by print(call.center.schedule)
# or by sumning across the hourly solution times the cost objective
print (call.center. schedule)
cat("\n\n","Call Center Summary Minimum Cost Solution:",sun(ShiftCost),"\n\n")
# build data frame for plotting the solution compared with need
hour <- 1:24 # hour for horizontal axix of line chart
type <- rep("Hourly Need", length = 24)
value <- servers.needed
needs.data.frame <- data.frame(hour, value, type)
type <- rep("Optimal Solution", length = 24)
value <- schedule.fit.to.need <-
constraint.matrix %s) call.center.schedule$solution
solution.data.frame <- data.frame(hour, value, type)
plotting.data.frame <- rbind(needs.data.frame, solution.data.frame)
# plot the solution... solution match to the workforce need
pdf (file = "fig_operations_management_solution.pdf", width = 11, height = 8.5)
plotting.object <- ggplot(data = plotting.data.frame,
aes(x = hour, y = value, fill = type)) +
geom_line() +
geon_point (size = 4, shape = 21) +
scale_x_continuous (breaks = c(1,3,5,7,9,11,13,15,17,19,21,23,25),,
labels
S(E00R5402%, 804X, 2088 0BE SN DU IO HAq R e, 81883208 22 n2a )R
theme (axis.text.x = element_text(angle = 30, hjust = 1, vjust = 1)) +
labs(x = "Hour of Day (24-Hour Clock)", y = "Number of Service Operators") +
scale_fill_manual (values = c("white","blue"),
guide = guide_legend(title = NULL)) +
theme (legend.position = c(1,1), legend.justification = c(1,1)) +
thene (legend. text = element_text(size=15)) +
coord_fixed(ratio = 2/2.25)
print (plotting. object)
dev.off )
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Top-Ranked

‘Most Valued Attribute Relative to Other Consumers

Brand | Brand _Compatibility _Performance _Reliability _Learning _Price | Total
Apple 9 0 I 6 2 7 38
Compagq 5 1 4 4 3 2 19
Dell 8 3 4 1 6 6 28
Gateway | 10 4 10 5 9 4 2
HP 7 0 1 5 3 3 19
1BM 5 6 10 4 11 2 38
Sony 1 0 2 2 1 3 9
Sun 2 6 2 10 3 8 31

Total 47 20 37 37 48 35 | 224
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# examine the structure of the case data frame
print (str(bank. shifts.data. frame))

01)
2"\

constraint.matrix <- as.matrix(bank.shifts.data.frame[,
cat("\n"," - Call Center Shift Constraint Matrix ---
print (constraint .matrix)

# six-hour shift salaries in Israeli shegels
# 1 ILS = 3.61 USD in June 2013

# these go into the objective function for integer programing
# with the objective of minimizing total costs

cost.vector <- c(252,288,180,180,180,288,288,288)
call.center.schedule <- 1p(const.mat=constraint.matrix,
const.rhs = servers.needed,

const.dir = rep(">=",tines=8),

int.vec = 1:8,

objective = cost.vector,

direction = "min")

# prepare summary of the results for the call center problem
ShiftID <- 1:8

StartTime <- c(0,6,8,10,12,2,4,6)

# c("Midnight","6 AM","8 AM","10 AM","Noon","2 PM","4 PM","6 PM")
ShiftDuration <- rep(6,tines=8)

HourlyShiftSalary <- c(42,48,30,30,30,48,48,48)

HourlyShiftCost <- call.center.schedule$objective # six x hourly shift salary
Solution <- call.center.schedule$solution

ShiftCost <- call.center.schedule$solution * call.center.schedulegobjective
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Brand Preference Share (percentage)
Apple Price ~ Apple  Dell Gateway [P

$1,000 36.6 406 89 138
1,250 317 438 9.8 147
1,500 28.1 45.1 9.8 17.0
1,750 237 469 12 183
2,000 214 469 12. 192
2,250 188 49.1 125 19.6
2,500 152 513 129 205

2,750 14.7 51.3 134 205






OEBPS/html/graphics/11tab02.jpg
profile

setid

brand

compat

perform

reliab

learn

price

Dell
Gateway
HP
Apple

2

Dell
Gateway
HP
Apple

Dell
Gateway
HP
Apple

Dell
Gateway
HP
Apple

Dell

Gateway
HP

Apple

Dell
Gateway
HP
Apple

Dell

Gateway
HP

Apple

ERCRe NENENEN PN (D RTRT T FNFNINEN R (NN VNN (SR

Dell
Gateway
HP
Apple

oo onaonlua o ouo o onaosnaaoaonooone o o

INFRRNIFN FNYWENIFN FYRE NN ENFRENIFN ENFRE NIFN FRRE VN FNFRENEN ENTRENEN

[EVETEN] NFVETEN] NE NIV NENNTEN] NFVETRN] NF RN NENRTEN] NN

[SENENIFN SNENIFN ST VRN SUNENEN S NENFN MY CEVEN FENENEN FNINEN

HwNAHMNAHUJNAHQJNAHLMNAINNBHWNAILJNB






OEBPS/html/graphics/06ex02a.jpg
PS regular activity (coded 'PS’ for ’Peilut Shotefet’)
PE regular activity in English (coded ’PE’ for ’Peilut English’)
IN internet comsulting (coded ’IN’ for ’Internet’)
NE stock exchange activity (coded ’NE’ for ’Niarot Erech’)
N potential customer getting information
TT customers who left a message asking the bank to return their call
but, while the system returned their call, the calling-agent became
busy hence the customers were put on hold in the queue.
date year-month-day
vru_entry time that the phone-call enmters the call-center or VRU
vru_exit time of exit from VRU directly to service or to queue
vru_time time in seconds spent in the VRU
(calculated by exit_time entry_time)
q.start time of joining the queue (00:00:00 for customers who abandon VRU
or do not enter the queue)
q.exit time in seconds of exiting queue to receive service or abandonment
q_time time spent in queue (calculated by q_exit q_start)
outcome AGENT = service
HANG = hang up
PHANTOM = a virtual call to be ignored
ser_start time of beginning of service by agent
ser_exit time of end of service by agent
ser_time service duration in seconds (calculated by ser_exit ser_start)
server name of agent, NO_SERVER if no service provided

AHB R R AR R AR AR R R R AR B AR R R R

# focus upon February 1999

call.center. input.data <- read.table("data_anonymous_bank_february.txt",
header = TRUE, colClasses = c("character","integer","numeric",
"integer","character", "character", "character","character","integer"
“character", "character", "integer", "factor","character", "character",
"integer", "character"))
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# identify the hour of entry into the system

time.list <- strsplit(call.center.data$vru_entry,

call.hour <- mumeric(arow(call.center.data))

for (index.for.call in 1:nrow(call.center.data))
call.hour [index.for.call] <- as.mumeric(time.list[[index.for.cal1]][1])

call.center.datagcall_hour <- call.hour

# check frequency of calls in February by hour and day of week

print (vith(call.center.data, table(day_of_week, call_hour)))

# select first week of February 1999 for data visualization and analysis

# that week began on Monday, February 1 and ended on Sunday, February 7
selected.week <- subset(call.center.data, subset = (date < ynd("19990208")))

# check frequency of calls in week by hour and day of week
print (with(selected.week, table(day_of_week, call_hour)))
# loop for day of week ignoring Saturdays in Isreal
day.of .week.list <- c("Monday","Tuesday",

"Wednesday" , "Thursday" , "Friday" , "Sunday")

# wait-time ribbon plots for the six selected days
# call upon utility function wait.time.ribbon
# the utility makes use of grid split-plotting
# place ribbon plot and text table/plot on each file
# each plot goes to its own external pdf file
for(index.day in seq(along=day.of .week.1list)) {
this.day.of .week <- day.of .week.list[index.day]
paf(file = paste("fig_operations_management_ribbon_"
tolower (this.day.of .week) ,".pdf",sep=""), width = 11, height = 8.5)
if (put.title.on.plots) {
Tibbon.plot.title <- paste(this.day.of.veek,"Call Center Operations")
3}
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# check data frame object and variable values
print (summary(call. center. input.data))

# delete PHANTOM calls
call.center.data <- subset(call.center.input.data, subset = (outcome != "PHANTOM"))

# negative VRU times make no semse... drop these rows from data frame
call.center.data <- subset(call.center.data, subset = (vru_time >= 0))

# calculate wait time as sun of vru_time and q_time
call.center.data$wait_time <-
call.center.datagvru_time + call.center.data$q_time

# define four-digit year so year is not read as 2099

# convert date string to date variable

call.center.datagdate <- paste("19", call.center.datagdate, sep =""
call.center.data$date <- ynd(call.center.data$date)

# identify day of the week 1 = Sunday ... 7 = Saturday

call.center.data$day_of_week <- wday(call.center.data$date)

call.center.data$day_of_week <- factor(call.center.data$day_of_week,
levels = c(1:7), labels = c("Sunday","Monday", "Tuesday"
“Wednesday" , "Thursday" , "Friday" , "Saturday"))

# examine frequency of calls by day of week
print (table(call.center.datasday_of _week))
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Computer System 1.A
Manufacturer: Sun Microsystems

65% of all applications that currently run
on Windows 95 will run on this system

Four times as fast as a similarly
configured Windows 95 system

Less likely to have a system failure
than a Windows 95 system

Takes 32 hours to leam how to use

Base system price: $2750

Computer System 1.C
Manufacturer: 1BM

90% of all applications that currently run
on Windows 95 will run on this system

Just as fast as a similarly
configured Windows 95 system

Less likely to have a system failure
than a Windows 95 system

Takes 16 hours to learn how to use

Base system price: $1750

Computer System 1.6
Manufacturer: Apple

95% of all applications that currently run
on Windows 95 will run on this system

‘Three times as fast as a similarly
configured Windows 95 system

Justas likely to have a system failure
as a Windows 95 system

Takes 24 hours to leam how to use

Base system price: $1500

Computer System 1.0
Manufacturer: Compaq

100% of all applications that currently run
‘on Windows 95 willrun on this system

Three times as fast as a similarly
configured Windows 95 system

Less likely o have a system failure
than a Windows 95 system

Takes 8 hours to lear how to use

Base system price: $2500
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1ype of Sale

Normal  Overage  Overage  Monthly
Dealer  Dealer  Auction  Totals
Unit total cost $5000  $5,000 $5,000
Unit price $6,000  §5,500 $4,000
Unit margin profit (loss) $1,000 $500  ($1,000)
Units sold 3,600 280 120 4,000
(90%) (7%) (3%)
Profit (loss) $3,600,000 $140,000 ($120,000)  $3,620,000
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*

Traditional Conjoint Analysis (R)

R preliminaries to get the user-defined function for spine chart:
place the spine chart code file <R_utility_program_i.R>
in your working directory and execute it by
source ("R_utility_program_1.R")
Or if you have the R binary file in your working directory, use
1load(file="ntpa_spine_chart.Rdata")

o

»

spine chart accommodates up to 45 part-worths on ome page
|part-worth| <= 40 can be plotted directly on the spine chart
Ipart-worths| > 40 can be accommodated through standardization

P

print.digits <- 2 # set number of digits on print and spine chart
library(support.CEs) # package for survey construction

# generate a balanced set of product profiles for survey
provider.survey <- Lua.design(attribute.names =

list(brand = c("AT&T","T-Mobile","US Cellular","Verizon"),

startup = c("$100","$200","$300" ,"$400") ,

monthly = c("$100","$200","$300","$400")

service = c("4G NO","4G YES"),

retail = c("Retail NO","Retail YES"),

apple = c("Apple NO","Apple YES"),

samsung = c("Samsung NO","Samsung YES"),

google = c("Nexus NO","Nexus YES")), nalternatives = 1, nblocks=1, seed=9999)
print (questionnaire (provider.survey)) # print survey design for review

sink("questions_for_survey.txt") # send survey to external text file
questionnaire (provider. survey)
sink() # send output back to the screen
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# Traditional Conjoint Amalysis (Python)

# prepare for Python version 3x features and functions
from __future__ import division, print_function

# import packages for analysis and modeling

import pandas as pd # data frame operations

import numpy as np # arrays and math functions

import statsmodels.api as sm # statistical models (including regression)
import statsmodels.formula.api as smf # R-like model specification

from patsy.contrasts import Sum

# read in conjoint survey profiles with respondent ranks
conjoint_data_frame = pd.read_csv(’mobile_services_ranking.csv’)

# set up sum contrasts for effects coding as needed for conjoint analysis

# using C(effect, Sum) notation within main effects model specification

main_effects_model = ’ranking ~ C(brand, Sum) + C(startup, Sum) + \
C(monthly, Sum) + C(service, Sum) + C(retail, Sum) + C(apple, Sum) + \
C(samsung, Sum) + C(google, Sum)’

# fit linear regression model using main effects only (no interaction terms)
nain_effects_model_fit = \

snf.ols(main_effects_model, data = conjoint_data_frame).fit()
print (main_effects_model_fit.sumnary())

conjoint_attributes = [’brand’, ’startup’, ’monthly’, ’service’, \
’retail’, ’apple’, ’samsung’, ’google’]

# build part-worth information one attribute at a time
level name = 1

part_orth = (]

part_vorth_range = []

end 1 # initialize index for coefficient in params
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hourly_mean_service_time =\
wednesdays_served. pivot_table(’ser_time’, cols = [’call_hour’],\
aggfunc = ’mean’, margins = False)
# hourly service rate given the current numbers of service operators
served_for_hour = wednesdays_served[’call_hour’].value_counts()
print (served_for_hour)

# compute service rate noting that there are 3600 seconds in an hour
# adding 60 seconds to each mean service time for time between calls
# this 60 seconds is the wrap up time or time an service agent remains
# unavailable to answer a new call after a call has been completed
mean_hourly_service_rate = 3600/ (hourly_mean_service_time.mean() + 60)
print (*\nHourly Service Rate for Wednesdays:’,\

round (mean_hourly_service_rate,3))

# use 15 calls per hour as the rate for ome service operator
SERVICE_RATE = 15

# use a target for the probability of waiting in queue to be 0.50
PROBABILITY_GOAL = 0.50

# Erlang C queueing calculations with Python erlang C function
# inputs c = mumber of servers

# T = ratio of rate of arrivals and rate of service

# returns the propability of waiting in queue because all servers are busy
# use while-loop iteration to determine the number of servers needed

# we do this for each hour of the day knowing the hourly arrival rate

servers_needed = [0] * 24
for index_for_hour in range(24)
if (hourly_arrival_rate [index_for_hour] > 0):
erlang_probability = 1 # initialize on entering while-loop
while (erlang_probability > PROBABILITY_GOAL):
servers_needed[index_for_hour] = servers_needed[index_for_hour] + 1
erlang_probability = \
erlang C(c = servers_needed[index_for_hour],\
r = hourly_arrival_rate[index_for_hour] /SERVICE_RATE)
print (servers_needed) # check queueing theory result
# the result for servers.needed is obtained as
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enjoyed,entertaining,excellent,fans,favorite,fine,fun,humor,
lead,liked,love,loved,modern,nice, perfect, pretty,
recommend, strong, top, wonderful ,worth,bad, boring, cheap, creepy, dark, dead,
death, evil,hard,kill, killed, lack, 1ost,miss,murder,nystery,plot, poor,
sad,scary, slow, terrible, vaste, worst,wrong)

test.data.frame <- cbind(test.data.frame,add.data.frame)

Word/item analysis method for tom.corpus

return to the toming corpus to develop simple counts

for each of the words in the sentiment 1ist

these new variables will be given the names of the words

to keep things simple.... there are 50 such variables/words
working. corpus <- tom.corpus

# run common code from utilities for scoring the working corpus
source ("R_utility_program_5.R")

add.data. frame <- data.frame(amazing,beautiful,classic,enjoy,
enjoyed,entertaining, excellent, fans, favorite, fine, fun,humor,
lead,liked,love,loved,modern, nice, perfect, pretty,

recommend, strong, top, wonderful ,worth,bad, boring, cheap, creepy, dark, dead,
death, evil,hard,kill,killed, lack, lost,miss,murder,mystery, plot,poor,
sad,scary, slow, terrible,vaste, worst,wrong)

oo

‘tom.data.frame <- cbind(ton.data.frame,add.data.frame)

# use phi coefficient... correlation with rating as index of item value
# again we draw upon the earlier positive and megative lists
phi <~ numeric(50)
item <- c("amazing","beautiful","classic","enjoy",
"enjoyed", "entertaining" , "excellent", "fans", "favorite","fine", "fun", "humor",
"lead","liked","love", "loved", "modern”, "nice", "perfect", "pretty",
"recommend", "strong","top", "wonderful", "worth",
“"bad", "boring", "cheap", "creepy", "dark", "dead" ,
"death","evil","hard", "kill","killed","lack",
"lost", "miss","murder", "mystery","plot", "poor",
"sad","scary","slow","terrible", "waste", "worst", "wrong")
iten.analysis.data.frame <- data.frame(item,phi)
iten.place <- 14:63
for (index.for.column in 1:50) {
item.analysis.data.frame$phi [index. for.column] <-

cor(train.data.frame[, item.place[index.for.colunn]],train.data.frame[,8])
2
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# check frequency of calls in February by hour and day of week
# create an ordered table for frequency of calls
# for the first week in February 1999
table_data = selected_week.ix[:,[’day_of_week’, ’call hour’]]
day_of _week_to_ordered_day_of_week = {’Monday’ : ’2_Monday’,
’Tuesday’ : ’3_Tuesday’,
’Vednesday’ : >4_Wednesday’,
’Thursday’ : ’5_Thursday’,
’Friday’ : ’6_Friday’,
’Saturday’ : °7_Saturday’,
’Sunday’ : ’1_Sunday’}
table_datal’ordered_day_of_week’] = \
table_datal’day_of _week’] .map(day_of_week_to_ordered_day_of _week)
print (pd. crosstab(table_data[’ordered_day_of_week’],\
table_datal’call_hour’], margins = False))

# wait-time ribbons were created with R ggplot2 software
# Python packages ggplot or rpy2 could be used for plotting

# select Wednesdays in February for the queueing model
wednesdays = call_center_datalcall_center_datal’day_of_week’]
*Wednesday’]
print (vednesdays . head)
# arrival rate as average number of calls into VRU per hour
arrived_for_hour = wednesdays[’call_hour’].value_counts()
check_hourly_arrival_rate = arrived_for_hour/4 # four Wednesdays in February 1999
print (check_hourly_arrival_rate)
# organize hourly arrival rates according to 24-hour clock
hourly_arrival_rate = [6.75, 1.75, 1.25, 0.00, 0.50, 0.25,\
4.75, 39.50, 97.25,107.50, 124.00,110.25, 95.50,\
203.50, 115.75, 115.50, 67.75, 75.00, 88.75,\
85.50, 68.00, 61.50, 57.50, 44.25]
# service times may vary hour-by-hour due to differences
# in service requests and individuals calling hour-by-hour
# begin by selecting calls that receive service
wednesdays_served = wednesdays[wednesdays[’server’]
*NO_SERVER®]
print (vednesdays_served. head)
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test.data. frame$pred.regression <-
factor (test.data. frame$pred. regression)
test.pred.regression. performance <-
confusionMatrix(data = test.data.frame$pred.regression,
reference = test.data.frameSthumbsupdoun, positive = "UP")
# report full set of statistics relating to predictive accuracy
print (test.pred.regression. perfornance) # result 67.3 percent
cat("\n\uTest set percentage correctly predicted = ",
sprintf ("%1.1£" ,test.pred.regression. performance$overall [1]¥100)
" Percent",sep="")

Word/item analysis method for train.corpus

return to the training corpus to develop simple counts

for each of the words in the sentiment 1ist

these new variables will be given the names of the words

to keep things simple.... there are 50 such variables/words

identified from an earlier amalysis, as published in the book

working. corpus <- train.corpus

# run common code from utilities for scoring the working corpus

# this common code uses 25 positive and 25 negative words

# identified in an earlier analysis of these data

source ("R_utility_program_5.R")

add.data. frame <- data.frame(amazing,beautiful,classic,enjoy,
enjoyed, entertaining, excellent, fans, favorite,fine, fun, humor,
lead,liked,love,loved,modern,nice, perfect, pretty,
recommend, strong, top, wonderful ,worth,bad, boring, cheap, creepy, dark, dead,
death, evil,hard,kill, killed, lack,1ost,miss,murder,nystery,plot, poor,
sad,scary, slow, terrible, vaste, worst, wrong)

train.data.frame <- cbind(train.data.frame,add.data.frame)

e nw

Word/item analysis method for test.corpus

Teturn to the testing corpus to develop simple counts

for each of the words in the sentiment list

these new variables will be given the names of the words

to keep things simple.... there are 50 such variables/words
working. corpus <- test.corpus

# run common code from utilities for scoring the working corpus
source ("R_utility_program_5.R")

add.data.frame <- data.frame(amazing,beautiful,classic,enjoy,

www o n e
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# solve the mathematical programming problem
r(*library(1pSolve) )
r(’call_center_schedule <- lp(const.mat=constraint_matrix R,\
const.rhs = as.numeric (unlist(servers_needed R)),\
const.dir = rep(">=", times = 8),\
int.vec = 1:8,\
objective = as.numeric(unlist(cost_vector_R)),\
direction = "min")’)

# prepare summary of the results for the call center problem
# working on the R side

r(*ShiftID <- 1:87)

r(*StartTine <- c(0,6,8,10,12,2,4,6) ")

# c("Midnight","6 AM","8 AM","10 AM","Noon","2 PM","d PM","6 PM")

r(*ShiftDuration <- rep(6,tines=8)’)

r(HourlyShiftSalary <- c(42,48,30,30,30,48,48,48) )

x(’HourlyShiftCost <- call_center_schedule$objective’) # six x hourly shift salary
r(*Solution <- call_center_schedule$solution’)

r(°ShiftCost <- call_center_schedule$solution * call_center_schedule§objective’)

r(’call_center_summary <- \
data.frame (ShiftID,StartTime,ShiftDuration,HourlyShiftSalary,\
HourlyShiftCost,Solution,ShiftCost)’)

r(’cat("\n\n","Call Center Summary","\n\n")’)
r(*print(call_center_sumary)’)
r(’print (call_center_schedule)’)

# alternatively... bring the solution from R to Python
# and print the minimum-cost solution on the Python side
call_center_schedule = r(’call_center_schedule’)

print (call_center_schedule)

Suggestion for the student:
Attack the problem using discrete event simulation,

perhaps drawing on the SimPy package.

Try running a sensitivity test, varying the workforce requirements
and noting the effect upon the optimal assigament of workers to shifts
This can be done in a Python for-loop.

wwow o ow
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#
# Regression difference method
#
# regression method for determining weights on POSITIVE AND NEGATIVE
# fit a regression model to the training data
regression.model <- lm(rating ~ POSITIVE + NEGATIVE, data = train.data.frame)
print (regression.model) # provides 5.5386 + 0.2962(POSITIVE) -0.3089 (NEGATIVE)
train.data. frame$regression <-

predict (regression.model, newdata = train.data.frame)
# deternine the cutoff for regression.difference

try.tree <- rpart(thumbsupdown - regression, data = train.data.frame)
print(try.tree) # mote that the first split is at 5.264625
# create a user-defined function for the simple difference method
predict.regression <- function(x) {

if (x >= 5.264625) return("UP")

if (x < 5.264625) return("DOWN")

¥
train.data.frane$pred.regression <- character(nrow(train.data.frame))
for (index.for.review in seq(along = train.data.frame$pred.simple)) {

train.data. frane$pred. regression[index. for.review] <-

predict. regression(train.data. frame$regression[index. for.review])

¥
train.data.frame$pred.regression <-

factor (train.data. frame$pred. regression)
train.pred.regression. perfornance <-

confusionMatrix(data = train.data.frame$pred.regression,

reference = train.data.frame$thumbsupdown, positive = "UP")
# report full set of statistics relating to predictive accuracy
print (train. pred.regression.perfornance) # result 67.3 percent
cat("\n\nTraining set percentage correctly predicted by regression = ",

sprintf("%1.1£",train.pred.regression.performance$overall[1]+100),

" Percent",sep="")

# regression method for determining weights on POSITIVE AND NEGATIVE
# for the test set we use the model developed on the training set
test.data. frame$regression <-

predict (regression.model, newdata = test.data.frame)

test.data.frame$pred.regression <- character(nrow(test.data.frame))
for (index.for.review in seq(along = test.data.frame$pred.simple)) {
test.data. frame$pred. regression[index. for.review] <-

predict.regression(test.data. frame$regression[index. for.review])
¥
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#1 1101 1148 910 9 8161010 6 7 8 8 6 6 5 4
# we will assume the bank call center will be closed hours 00 through 05
# but use the other values as the bank’s needed numbers of servers
for index_for_hour in range(6):

servers_needed [index_for_hour] = 0
print (*\nHourly Operator Requirements:\n’,servers_needed)

# read in case data for the structure of call center worker shifts
bank_shifts_data_frame = pd.read_csv("data_anonymous_bank_shifts.csv")
# examine the structure of these data

print (bank_shifts_data_frame.head)

# constraint matrix as required for mathematical programming
constraint_matrix = np.array(bank_shifts_data_frame)[:,2:]
# ue will create this type of object on the R side as well

# six-hour shift salaries in Israeli sheqels
# 1 ILS = 3.61 USD in June 2013

# these go imto the objective function for imteger programing
# with the objective of minimizing total costs

cost_vector = [252, 288, 180, 180, 180, 288, 288, 288]

install lpsolove package and drivers for Python
noting the operating system being used

or use rpy2 access to lpSolve in R as shoun here

assign lists from Python to R using rpy2

r.assign(’servers_needed R’, servers_needed)

.assign(’cost_vector_R’, cost_vector)

T (*bank. shifts.data.frame <- read.csv("data_anonymous_bank_shifts.csv")’)
r(’constraint_matrix_R <- as.matrix(bank.shifts.data.frame[,3:10])’)

wwn

# check mathematical programming imputs on the R side
r(°print (as.nuneric(unlist (servers_needed_R)))’)

1 (°print (as.numeric (unlist (cost_vector_R)))’)

T (print (constraint_matrix_R)’)
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# evaluate predictive accuracy in the training data
train.data.framespred.simple <- character(nrow(train.data.frame))
for (index.for.review in seq(along = train.data.frame$pred.simple)) {
train.data. frane$pred. simple [index.for .review] <-
predict. simple(train.data. frane$simple [index. for.review])
T
train.data. framespred.simple <-
factor (train.data. frame$pred. simple)
train.pred. sinple. performance <-
confusionMatrix(data = train.data.frame$pred.simple,
reference = train.data.frame$thumbsupdown, positive = "UP")
# report full set of statistics relating to predictive accuracy
print (train.pred. simple. performance)
cat("\n\nTraining set percentage correctly predicted by",
" simple difference method = ",
sprintf ("/1.1£",train.pred.sinple.performance§overall[1]¥100)," Percent",se
# evaluate predictive accuracy in the test data
# SIMPLE DIFFERENCE METHOD
test.data.frame$simple <-
test.data.frane$POSITIVE - train.data.frame$NEGATIVE
test.data.frame$pred.simple <- character(nrow(test.data.frame))
for (index.for.review in seq(along = test.data.frame$pred.simple)) {
test.data.frame$pred. simple [index. for.review] <-
predict. simple (test.data.frame$simple [index. for.review])

3

test.data.frame$pred.simple <-
factor (test.data. frame$pred. simple)
test.pred. simple. performance <-
confusionMatrix(data = test.data.frame$pred.simple,
reference = test.data.frameSthumbsupdoun, positive = "UP")
# report full set of statistics relating to predictive accuracy
print (test.pred. simple. perfornance)
cat("\n\uTest set percentage correctly predicted = ",
sprintf ("%1.1£" ,test . pred. simple. performance$overall[1]*100),"
Percent", sep="")
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train.pred.svm.performance <-
confusionMatrix(data = train.data.framepred.svm,
reference = train.data.frame$thumbsupdown, positive = "UP")

# report full set of statistics relating to predictive accuracy
print(train.pred.svm.perfornance) # result 79.0 percent

cat("\n\uTraining set percentage correctly predicted by SVM =
sprintf ("%1.1£",train.pred. svn. performancegoverall[1]%100) ,
" Percent",sep="")

# use the support vector machine model identified in the training set
# to do text classification on the test set

test.data.frane$pred.svm <- predict(train.data.frame.svm, type="class",
nevdata=test.data.frame)

test.pred. svn.perfornance <-
confusionMatrix(data = test.data.frame$pred.svm,
reference = test.data.frameSthumbsupdown, positive = "UP")

# report full set of statistics relating to predictive accuracy
print (test.pred.svm.perfornance) # result 71.6 percent
cat("\n\uTest set percentage correctly predicted by SVM = ",
sprintf ("%1.1£",test. pred. svn. perfornancegoverall[1]#100),
"

" Percent”,se]

#

# Random forests

#

# fit randon forest model to the training data

set.seed (9999) # for reproducibility

train.data.frame.rf <- randomForest(text.classification.model,
data=train.data.frame, mtry=3, importance=TRUE, na.action=na.omit)

# review the random forest solution
print (train.data.frame.rf)

# check importance of the individual explanatory variables
pdf (file = "fig_sentiment_random_forest_importance.pdf",
width = 11, height = 8.5)

varTnpPlot (train.data.frame.rf, main = "")

dev.off )
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# Text Analysis of Movie Tag Lines (R)

# Note. Results from this program may differ from those published
in the book due to changes in the tm package.

The original analysis used the tm Dictionary() function,
which is no longer available in tm. This function has
been replaced by c(as.character()) to set the dictionary
as a character vector. Another necessary change concerns
the tolower() function, which must now be embedded within
the tm content_transformer() function.

The original analysis used the tm dissimilarity() function
to compute cosine similarities. This is no longer available,
S0 we use the proxy package and its dist() function.

EwmE R E R

# install these packages before bringing them in by library()
library(tm) # text mining and document management

library(proxy) # dissimilarity calculations by dist()
library(stringr) # character manipulation with regular expressions
library(grid) # grid graphics utilities

library(ggplot2) # graphics

library(latticeExtra) # package used for text horizon plot
library(wordcloud) # provides utility for plotting non-overlapping text
library(cluster) # cluster amalysis

# R preliminaries to get the user-defined utilities for plotting

# place the plotting code file <R_utility_program_3.R>

# in your working directory and execute it by

# source("R_utility_program_3.R")
# Or if you have the R binary file in your working directory, use
# load("mtpa_split_plotting utilities.Rdata")

load("mtpa_split_plotting utilities.Rdata")

# standardization needed for text measures
standardize <- function(x) {(x - mean(x)) / sd(x)}

# to begin with the original movie taglines data, use the utility
# program for reading those data in and preparing the data for analysis

# source(R_utility_program_7.R)

# otherwise read in the comma-delimited text file with the parsed data

# creating the movies data frame for analysis

movies = read.csv(file "movie_tagline_data_parsed.csv", stringsAsFactors = FALSE






OEBPS/html/graphics/08ex02s.jpg
train.pred.logistic.regression. performance <-
confusionMatrix(data = train.data.frame$pred.logistic.regression,
reference = train.data.frame$thumbsupdown, positive = "UP")

# report full set of statistics relating to predictive accuracy
print (train.pred.logistic.regression.perfornance) # result 75.2 percent
cat("\n\uTraining set percentage correct by logistic regression = ",

sprintf ("%1.1£",train.pred.logistic.regression. perfornance$overall[1]#100)

" Percent",sep="")

# now we use the model developed on the training set with the test set
# obtain predicted probability values for test set
logistic.regression.pred.prob <-
as.numeric(predict (logistic.regression.fit, newdata = test.data.frame,
type="response"))

test.data. frame$pred. logistic.regression <-
ifelse((logistic.regression.pred.prob > 0.5),2,1)

test.data.frame$pred. logistic.regression <-
factor (test.data. frame$pred. logistic.regression, levels = c(1,2),
1abels = c("DOWN","UP"))

test.pred. logistic. regression. performance <-
confusionMatrix(data = test.data.frame$pred.logistic.regression,
reference = test.data.frame$thumbsupdown, positive = "UP")

# report full set of statistics relating to predictive accuracy
print (test.pred.logistic.regression. perfornance) # result 72.6 percent

cat("\n\nTest set percentage correctly predicted by logistic regression = ",
sprintf("/1.1£",test.pred.logistic.regression. perfornanceSoverall[1]*100) ,
" Percent",sep="")

#

# Support vector machines

#

# determine tuning parameters prior to fitting model

train.tune <- tune(svm, text.classification.model, data = train.data.frame,
ranges = list(gamma = 2°(-8:1), cost = 2°(0:4)),
tunecontrol = tune.control(sampling = "£ix"))

# display the tuning results (in text format)

print (train. tune)

# £it the support vector machine to the training data using tuning parameters

train.data.frame.svm <- svm(text.classification.model, data = train.data.frame,

cost=4, gamma=0.00390625, probability = TRUE)
train.data.frane$pred.svm <- predict(train.data.frame.svm, type="class",
newdata=train.data.frame)
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# Text Analysis of Movie Taglines (Python)

# Note. Results from this program may differ from those published
# in the book due to differences between Python and R algorithms
# and approaches to the analysis.

# prepare for Python version 3x features and functions
from __future__ import division, print_function

# import packages for text processing and multivariate analysis
import re # regular expressions

import nltk # draw on the Python natural language toolkit

import pandas as pd # DataFrame structure and operations

import mumpy as mp # arrays and mumerical processing

import scipy

import matplotlib.pyplot as plt # 2D plotting

# terms-by-documents matrix

from sklearn.feature_extraction.text import CountVectorizer

# alternative distance metrics for multidimensional scaling

from sklearn.metrics import euclidean_distances

from sklearn.metrics.pairwise import linear kernel as cosine_distances

from sklearn.metrics.pairwise import manhattan distances as manhattan_distances
from sklearn import manifold # multidimensional scaling

from sklearn.cluster import KMeans # cluster analysis by partitioning

from sklearn.decomposition import PCA # principal component analysis

# define list of codes to be dropped from documents
# carriage-returns, line-feeds, tabs
codelist = ['\r’, \n’, *\t’]

# contractions and other word strings to drop from further analysis, adding

# to the usual English stopwords to be dropped from the document collection

more_stop_words = [’cant’,’didnt’,’doesnt’,’dont’,’goes’,’isnt’, hes’,\
’shes’,’thats’, ’theres’, ’theyre’, *wont’, ’youll’, ’youre’,’youve’,\
’re’,’tv’,’g’,’us’,’en’, ’ve’, ’vg’, didn’, ’pg’, ’gp’, *our’, ’ve’,
°11°,°film’, ’video’, name’, *years’, ’days’, ’one’, ’two’, *three’,\
*four’,’five’,’six’,’seven’,’eight’,’nine’,’ten’,’eleven’, ’twelve’]

# start with the initial list and add to it for movie text work

stoplist = nltk.corpus.stopwords.words(’english’) + more_stop_words
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# sort by absolute value of the phi coefficient with the rating
item.analysis.data.frame$absphi <- abs(item.analysis.data.frame$phi)
item.analysis.data.frame <-
item.analysis.data.frame[sort.1ist (item.analysis.data. frane$absphi,
decreasing = TRUE),]

# subset of words with phi coefficients greater than 0.05 in absolute value
selected. items.data.frame <-
subset (item.analysis.data.frame, subset = (absphi > 0.05))

# use the sign of the phi coefficient as the item weight
selected.positive.data.frame <-

subset (selected. items.data.frame, subset = (phi > 0.0))
selected.positive.words <- as.character(selected.positive.data.frame$iten)

selected.negative.data.frame <~
subset (selected. itens.data.frane, subset = (phi < 0.0))
selected.negative.words <- as.character(selected.negative.data.frame$iten)

# these lists define new dictionaries for scoring
reviews.tdm <- TermDocumentMatrix(train.corpus)

temp. positive.score <- integer(length(names (train.corpus)))
temp.negative.score <- integer(length(names (train.corpus)))
for (index. for.docunent in seq(along=names (train.corpus))) {
temp. positive.score[index. for.document] <-
sun(ternFreq(train. corpus[ [index. for.docunent]]
control = list(dictionary = selected.positive.words)))
temp.negative. score [index. for.document] <-
sun(ternFreq(train. corpus[ [index. for.docunent]]
control = list(dictionary = selected.negative.words)))

T





OEBPS/html/graphics/08ex02w.jpg
# plot the regression tree result from rpart

pdf (file = "fig_sentiment_simple_tree_classifier.pdf", width = 8.5, height = 8.5)

prp(simple. tree, main="",
digits = 3, # digits to display in terminal nodes
mn = TRUE, # display the node numbers
fallen.leaves = TRUE, # put the leaves on the bottom of the page
branch = 0.5, # change angle of branch lines
branch.lud = 2, # width of branch lines
faclen = 0, # do not abbreviate factor levels
trace = 1, # print the automatically calculated cex
shadow.col = 0, # no shadows under the leaves
branch.lty = 1, # draw branches using dotted lines
split.cex = 1.2, # make the split text larger than the node text
split.prefix = "is ", # put "is" before split text
split.suffix = "?", # put "?" after split text
split.box.col = "blue", # lightgray split boxes (default is white)
split.col = "white", # color of text in split box
split.border.col = "blue", # darkgray border on split boxes
split.round = .25) # round the split box corners a tad

dev.off ()

# simple tree predictions for Tom’s movie reviews
tom.data.frame$pred. simple.tree <- predict(simple.tree, type="class",
newdata = tom.data.frame)

print (ton.data. frame [, c("thunbsupdown" , "pred. ", "pred. simple. tree")])
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# trellis/lattice plot attendance by temp, conditioning on skies

# and day_night with bobblehead NO/YES shown in distinct colors

plt.figure()

plot = RPlot(dodgers, x = ’temp’, y = ’attend_000’)

plot.add(TrellisGrid([’day_night’, ’skies’]))

plot.add(GeomPoint (colour = ScaleRandomColour (’bobblehead’)))

plot.render(plt.gcf())

plt.show()

plt.savefig(’fig_advert_promo_dodgers_eda_many.pdf’,
bbox_inches = ’tight’, dpi=Nome, facecolor=’w’, edgecolo
orientation=’portrait’, papertype=None, format=None,
transparent=True, pad_inches=0.25, frameon=None)

# map day_of_week to ordered_day_of_week

day_to_ordered_day = {’Monday’ : ’iMonday’,
’Tuesday’ : ’2Tuesday’,
*Vednesday’ : ’3Wednesday’,
*Thursday’ : ’4Thursday’,
*Friday’ : ’6Friday’,
’Saturday’ : ’6Saturday’,
’Sunday’ : ’7Sunday’}

dodgers [’ ordered_day_of_week’] = dodgers[’day_of_week’] .map(day_to_ordered_day)
# map month to ordered_month

month_to_ordered_month = {’APR’ : ’1April’,
JMAY? : 22May’,
’JUN’ : ’3June’,
PJUL’ : ’4July’,
’AUG’ : ’Shug’,
’SEP’ : ’6Sept’,
°0CT? : ’70ct’}

dodgers [’ ordered_month’] = dodgers [’month’] .map(month_to_ordered_month)
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train.data.frame$pred.rf <- predict(train.data.frame.rf, type="class",
newdata = train.data.frame)

train.pred.rf.perfornance <-
confusionMatrix(data = train.data.frameSpred.rf,
reference = train.data.frame$thumbsupdown, positive = "UP")

# report full set of statistics relating to predictive accuracy
print (train.pred.rf.perfornance) # result 82.2 percent

cat("\n\nTraining set percentage correctly predicted by random forests = ",
sprintf ("41.1£",train.pred.rf . perfornance$overall[1]#100),
" Percent",sep="")

# use the model fit to the training data to predict the the test data
test.data.frame$pred.rf <- predict(train.data.frame.rf, type="class",
newdata = test.data.frame)

test.pred.rf.performance <-
confusionMatrix(data = test.data.frame$pred.rf,
reference = test.data.frame$thumbsupdoun, positive = "UP")

# report full set of statistics relating to predictive accuracy
print (test.pred.rf.performance) # result 74.0 percent.

cat("\n\uTest set percentage correctly predicted by random forests = ",
sprintf ("%1.1£",test.pred.rf . performance§overall [1]¥100) ,
" Percent",sep="")

# measurement model performance summary

methods <- c("Simple difference","Regression difference”,
"Word/item analysis","Logistic regression",
"Support vector machines","Random forests")

methods. performance.data. frame <- data.frame(methods)

methods. performance.data. frame$training <-
c(train.pred. simple. performance$overall [1]%100,
train.pred. regression. perfornanceSoverall[1]+100,
train.pred.item.analysis.performance$overall 11100,
train.pred.logistic.regression. performancegoverall [1]*100,
train.pred. svm. performanceoverall (11100,
train.pred.rf.performance$overall [1]+100)





OEBPS/html/graphics/06ex01b.jpg
# examine frequency of calls by day of week
print(call_center_data[’day_of _week’] .value_counts())

# identify the hour of entry into the system
call_center_datal’vru_entry’] = \

call_center_datal’vru_entry’]\

.apply(lambda d: datetime.datetime.strptime(str(d), *YH:/M:%S’))
call_center_datal’call_hour’] = \

call_center_data[’vru_entry’].apply(lambda d: d.hour)

# check frequency of calls in February by hour and day of week

# note that pandas alphabetizes on output.

print (pd.crosstab(call_center_data[’day_of_week’],\
call_center_datal’call_hour’], margins = False))

# create an ordered table for frequency of calls
table_data = call_center_data.ix[:,[’day_of_week’, ’call_hour’]]
day_of_week_to_ordered_day_of_week = {’Monday’ : ’2_Monday’,

’Tuesday’ : ’3_Tuesday’,

’Wednesday’ : ’4_Wednesday’

’Thursday’ : °5_Thursday’,

’Friday’ : ’6_Friday’,

’Saturday’ : ’7_Saturday’,

’Sunday’ : ’1_Sunday’}

table_datal’ordered_day_of_week’] = \
table_datal’day_of _week’] .map(day_of_week_to_ordered_day_of _week)
print (pd. crosstab(table_data[’ordered_day_of_week’],\
table_datal’call_hour’], margins = False))

# select first week of February 1999 for data visualization and analysis

# that week began on Monday, February 1 and ended on Sunday, February 7

selected_week = call_center_data[call_center_data[’date’] <
datetime.date (1999, 2, 8)]

print (selected_ueek.head)
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# delete PHANTOM calls
call_center_data = \
call_center_input_datalcall_center_input_datal’outcome’]

= PHANTOM’]

# negative VRU times make no semse... drop these rows from data frame
call_center_data = call_center_data[call_center_data[’vru_time’] >= 0]

# calculate wait time as sum of vru_time and q_time
call_center_data[’wait_time’] = call_center_datal[’vru_time’] + \
call_center_data[’q_time’]

# define date variable with apply and lambda function
call_center_data[’date’] = \
call_center_datal’date’]\

.apply(lambda d: datetime.datetime.strptime(str(d), *%ykm’id’))

# define day of week as an integer 0 = Monday 6 = Sunday
call_center_datal’day_of_week’] = \
call_center_datal’date’] .apply(lambda d: d.weekday())
# use dictionary object for mapping day_of_week to string
day_of _ueek_to_string = {0 : ’Monday’,
1 : ’Tuesday’,
*Wednesday’ ,
: Thursday’,
: Friday’,
’Saturday
6 : ’Sunday’}
call_center_data[’day_of_week’] = \
call_center_datal’day_of_week’] .map(day_of_week_to_string)

ERTIY

# check structure and contents of the data frame
print(call_center_data.head)
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R preliminaries to get the user-defined utilities for plotting
place the plotting code file <R_utility_program_3.R>
in your working directory and execute it by
source ("R_utility_program_3.R")
Or if you have the R binary file in your working directory, use
#  load("mtpa_split_plotting_utilities.Rdata")
1oad("mtpa_split_plotting utilities.Rdata")
# standardization needed for text measures
standardize <- function(x) {(x - mean(x)) / sd(x)}
# convert to bytecodes to avoid "invalid multibyte string" messages
bytecode. convert <- function(x) {iconv(enc2utf8(x), sub = "byte")}

wwwn

# read in positive and negative word lists from Hu and Liu (2004)
positive.data.frame <- read.table(file = "Hu_Liu_positive_word_list.txt",
header = FALSE, colClasses = c("character"), row.names = NULL,
col.names = "positive.words")
positive.data.frame$positive.words <-
bytecode. convert (positive. data. frame$positive. words)
negative.data.frame <- read.table(file = "Hu_Liu_negative_word_list.txt",
header = FALSE, colClasses = c("character"), row.names = NULL,
col.names = "negative.words")
negative.data.frame$negative.words <-
bytecode. convert (negative. data. frame$negative. words)

# we use movie ratings data from Mass et al. (2011)

# available at http://ai.stanford.edu/amaas/data/sentiment/
# we set up a directory under our working directory structure
# /reviews/train/unsup/ for the unsupervised reviews
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Jotal  Positive  Negative Text Measures Thumbs
Movie Words ‘Words Words ~ POSITIVE ~ NEGATIVE ~ Rating  Up/Down
Marigolds 26 0 1 0.00 3.85 10 uP
Blade Runner 21 2 0 952 0.00 9 up
Vinny 29 1 = 345 6.90 4 DOWN
Mars Attacks 20 1 0 5.00 0.00 7 up
Fight Club 18 0 2 0.00 1111 2 DOWN
Congeniality 10 0 1 0.00 10.00 ¥ DOWN
Find Me Guilty 18 0 & 0.00 1111 Z uP
Moneyball 36 2 1 5.56 278 4 DOWN
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Percentage of Reviews
Correctly Classified

Text Measure/Model Training Set  Test Set
Simple difference 674 66.1
Regression difference 673 6.4
Word/ item analysis 739 740
Logistic regression 752 726
Support vector machines 79.0 716

Random forests 822 74.0
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Actual Predicted
Thumbs Thumbs

Movie Rating  Up/Down  Up/Down
Marigolds 10 up DOWN
Blade Runner 9 upP UP
Vinny 4 DOWN DOWN
Mars Attacks 7 upP UP
Fight Club 2 DOWN DOWN
Congeniality 1 DOWN DOWN
Find Me Guilty 7 up DOWN
Moneyball 4 DOWN uP
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document <- names(document.collection)
text.measures.data.frame <- data.frame(document,total.words,
positive.words, negative.words, other.words, stringsAsFactors = FALSE)
rounames (text.measures.data.frame) <- paste("D",as.character(0:499) ,sep="")
# compute text measures as percentages of words in each set
text.measures.data. frane$POSITIVE <-
100 * text.measures.data.frane$positive.words /
text.measures. data. framegtotal .words
text.measures.data. frame$NEGATIVE <-
100 * text.measures.data.frane$negative.words /
text.measures.data. frame$total .vords
let us look at the resulting text measures we call POSITIVE and NEGATIVE
to see if negative and positive dimensions appear to be on a common scale
that is... is this a single dimension in the document space
we use principal component biplots to explore text measures
here we can use the technique to check on POSITIVE and NEGATIVE
principal..conponents. solution <=
princomp (text.measures. data. frame[,c("POSITIVE", "NEGATIVE")], cor = TRUE)
print (summary (principal . conponents. solution))
# biplot rendering of text measures and documents by year
pdf (file = "fig_sentiment_text_measures_biplot.pdf", width = 8.5, height = 11)
biplot (principal. components. solution, xlab = "First Pricipal Component",
xlabs = rep("o", times = length(names(document.collection))),
ylab = "Second Principal Component", expand = 0.7)
dev.oft ()
results... the eigenvalues suggest that there are two underlying dimensions
POSITIVE and NEGATIVE vectors rather than pointing in opposite directions
they appear to be othogonal to one another... separate dimensions
here we see the scatter plot for the two measures...
if they were on the same dimemsion, they would be megatively correlated
in fact they are correlated negatively but the correlation is very small
with(text.measures.data.frame, print(cor(PUSITIVE, NEGATIVE)))
pdf (file = "fig_sentiment_text_measures_scatter_plot.pdf",
width = 8.5, height = 8.5)
ggplot.object <- ggplot(data = text.measures.data.frame,
aes(x = NEGATIVE, y = POSITIVE)) +
geon_point(colour = "darkblue", shape = 1)
ggplot.print.with. margins (ggplot.object.name = ggplot.object,
left.margin.pct=10, right.margin.pct=10,
top.margin. pct=10,botton. margin. pct=10)
dev.off ()

www o

wwwwon
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# ... now for the negative words
# Hu.Liu.negative.dictionary <- Dictionary(negative.data.frame$negative.words)
Hu.Liu.negative.dictionary <-

c(as.character (negative.data.frame$negative.words))
Teviews. tdn.Hu.Liu.negative <- TermDocumentMatrix(document.collection,

1list(dictionary = Hu.Liu.negative.dictionary))

exanine.tdn <- removeSparseTerms(reviews.tdm.Hu.Liu.negative, 0.97)
top.words <- Terms(examine.tdn)
print (top. words)
Hu.Liu.frequent.negative <- findFreqTerns(reviews.tdm.Hu.Liu.negative, 15)
# this provides a short list negative words occurring at least 15 times
# across the document collection... ome of these words seems out of place
# as they could be thought of as positive: "funny"
test.negative <- setdiff (Hu.Liu.frequent.negative,c("funny"))
# test.negative.dictionary <- Dictionary(test.negative)
test.negative.dictionary <- c(as.character(test.negative))

# ue need to evaluate the text measures we have defined

# for each of the documents count the total words

# and the mumber of words that match the positive and megative dictionaries
total.vords <- integer(length(names (docunent.collection)))

positive.words <- integer (length(names(document.collection)))
negative.vords <- integer (length(names(docunent.collection)))

other.words <- integer(length(names (document.collection)))

reviews.tdn <- TermDocumentMatrix(document.collection)
for (index. for.docunent in seq(along=names(document.collection))) {
positive.words[index. for.document] <-
sum(ternFreq(document . collection[ [index. for.docunent]]
control = list(dictionary = test.positive.dictionary)))
negative.words[index. for.document] <-
sum(termFreq(document .collection[[index.for.document]],
control = list(dictionary = test.negative.dictionary)))
total .words[index. for.document] <-
length(revieus. tdn[, index. for.document] [["1"]])
other..words[index.for.document] <- total.words[index.for.document] -
positive.vords[index. for.docunent] - negative.uords[index.for.docunent]

3}
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some. proper .nouns . to.remove <~
c("dick", "ginger", "hollywood","jack","jill","john", "karloff",
"kudrow", "orson", "peter", "tcm","ton", "toni", "welles", "william", "wolheim")
document . collection <- tm_map(docunent.collection,
removeliords, some.proper.nouns.to.remove)

there is still more we could do in terms of data preparation
but we will work with the bag of words we have for now

the workhorse technique will be TermDocumentMatrix()
for creating a terms-by-documents matrix across the document collection
in previous text analytics with the taglines data we let the data
guide us to the text measures... with sentiment amalysis we have
positive and negative dictionaries (to a large extent) defined in
advance of looking at the data...
positive.uords and negative.words lists were read in earlier
these come from the work of Hu and Liu (2004)
positive.uords = list of positive words
negative.uords = list of negative words
we will start with these lists to build dictionaries
that seem to make sense for movie reviews analysis
Hu.Liu.positive.dictionary <- Dictionary(positive.data.frame$positive.words)
Hu.Liu.positive.dictionary <

c(as.character (positive.data.frame$positive.words))
reviews. tdn.Hu.Liu.positive <~ TermDocumentMatrix(document.collection,

list(dictionary = Hu.Liu.positive.dictionary))

examine.tdn <- removeSparseTerns (reviews.tdn.Hu.Liu.positive, 0.95)
top.words <- Terns(exanine.tdn)
print (top.words)
Hu.Liu. frequent.positive <- findFreqTerns(reviews.tdn.Hu.Liu.positive, 25)
# this provides a list positive words occurring at least 25 times
# a review of this list suggests that all make sense (have content validity)
# test.positive.dictionary <- Dictionary(Hu.Liu.frequent.positive)
test.positive.dictionary <- c(as.character (Hu.Liu.frequent.positive))
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directory.location <-
paste (getwd() , "/reviews/train/unsup/",sep = "")

unsup. corpus <- Corpus(DirSource(directory.location, encoding = "UTF-8"),
readerControl = list(langnage = "en_US"))

print (sunmary (unsup. corpus))

document . collection <- unsup.corpus

# strip white space from the documents in the collection
document . collection <- tm_map(document.collection, stripihitespace)

# convert uppercase to lowercase in the document collection
document . collection <- tm_map(document.collection, content_transformer(tolower))

# remove numbers from the document collection
document . collection <- tm_map(document.collection, removelumbers)

# remove punctuation from the document collection
document . collection <- tm_map(document.collection, removePunctuation)

# using a standard 1list, remove English stopwords from the document collection
document . collection <- tm_map(document.collection,
removelords, stopwords ("english"))

# there is more we could do in terms of data preparation
# stemming... looking for contractioms... possessives.

# previous analysis of a list of top terms showed a mumber of word

# contractions which we might like to drop from further analysis,

# recognizing them as stop words to be dropped from the document collection
initial.tdn <- TermDocumentMatrix(document.collection)

examine.tdn <- removeSparseTerns(initial.tdm, sparse = 0.96)

top.words <- Terms(examine. tdm)

print (top.words)

more.stop.words <- c("cant","didnt","doesnt","dont","goes","isnt", "hes",
"shes", "thats", "theres", "theyre","wont", "youll", "youre", "youve")
document . collection <- tm_map(docunent.collection,
removelords, more.stop.words)
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# convert uppercase to lowercase in the document collection
test.corpus <- tm_map(test.corpus, content_transformer(tolower))

# remove numbers from the document collection
test.corpus <- tm_map(test.corpus, removeNumbers)

# remove punctuation from the document collection
test.corpus <- tm_map(test.corpus, removePunctuation)

# using a standard 1list, remove English stopwords from the document collection
test.corpus <- tm_map(test.corpus,
removelords, stopwords ("english"))

# there is more we could do in terms of data preparation
# stemming... looking for contractioms... possessives.
# previous analysis of a 1ist of top terms showed a mumber of word
# contractions which we might like to drop from further analysis,
# recognizing them as stop words to be dropped from the document collection
initial.tdm <- TermDocumentMatrix(test.corpus)
examine.tdn <- removeSparseTerns(initial.tdm, sparse = 0.96)
top.words <- Terns(examine. tdm)
print (top.words)
more.stop.words <- c("cant","didnt","doesnt","dont","goes","isnt", "hes",

"shes", "thats", "theres", "theyre","wont", "youll", "youre", "youve")
test.corpus <- tm_map(test.corpus,

removeliords, more.stop.uords)
some. proper .nouns . to.remove <~

c("dick", "ginger", "hollywood","jack","jill","john", "karloff",

"kudrow", "orson", "peter", "tcm", "ton", "toni", "welles", "william", "wolheim")

test.corpus <- tm_map(test.corpus,

removeliords, Some.proper.nouns. to.remove)

# compute list-based text measures for the testing corpus
# for each of the documents count the total words

# and the number of words that match the positive and negative dictionaries
total.words <- integer (length(names (test.corpus)))

positive.words <- integer(length(names(test.corpus)))

negative.words <- integer (length(names(test.corpus)))

other.vords <- integer(length(names (test.corpus)))

reviews.tdm <- TermDocumentMatrix(test.corpus)
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strip=function(...) strip.default(..., style=1),
xlab = "Actual Attendance (thousands)",
ylab = "Predicted Attendance (thousands)",
key = list(space = "top",
text = list(rev(group.labels),col = rev(group.colors)),
points = list(pch = rev(group.symbols) ,
col = rev(group.colors),
£i11 = rev(group.£il1))))
# use the full data set to obtain an estimate of the increase in
# attendance due to bobbleheads, controlling for other factors
my.model.fit <- Im(my.model, data = dodgers) # use all available data
print (summary (my.model. £it))
# tests statistical significance of the bobblehead promotion
# type I anova computes sums of squares for sequential tests
print (anova (ny.model . £it))
cat("\n","Estimated Effect of Bobblehead Promotion on Attendance: ",
round (my.model. fit$coef ticients [length(my.model. fit$coetficients)],
digits = 0),"\n",sep="")
# standard graphics provide diagnostic plots
plot (my.model . £it)
# additional model diagnostics drawn from the car package
1ibrary(car)
residualPlots(my.model. fit)
marginallodelPlots (my.model. £it)
print (outlierTest (ny.model.fit))
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document <~ names (train.corpus)
train.data.frame <- data.frame(document,total.words,

positive.words, negative.words, other.vords, stringsAsFactors = FALSE)
rownanes (train.data.frame) <- paste("D",as.character(0:999),sep="")
# compute text measures as percentages of words in each set
train.data.frane$POSITIVE <-

100 * train.data.frame$positive.words /

train.data.frame$total.words
train.data. frane$NEGATIVE <-

100 * train.data.frame$negative.words /

train.data. frame$total.words

# rating is embedded in the document name... extract with regular expressions
for (index. for.docunent in seq(along = train.data.frame$document)) {
first_split <- strsplit(train.data.frame$docunent[index.for.document],
split = "[_]")
second_split <- strsplit(first_split[[1]1[2], split = "[.1")
train.data. frane$rating [index. for.docunent] <- as.numeric(second_split[[1]][1])
} # end of for-loop for defining ratings and thumbsupdown
train.data. frame$thumbsupdoun <- ifelse((train.data.frame$rating > 5), 2, 1)
train.data. frane$thunbsupdown <-
factor (train.data. frame$thunbsupdown, levels = c(1,2),
labels = c("DOWN","UP"))
# a set of 500 positive revieus... part of the test set
directory.location <-
paste (getwd() , "/revieus/test/pos/" ,sep

)

pos.test. corpus <- Corpus(DirSource(directory.location, encoding = "UTF-8"),
readerControl = list(language = "en_US"))
print (summary (pos. test. corpus))

# a set of 500 negative reviews... part of the test set
directory.location <-
paste (getud(), " /revieus/test /neg/" ,sep

)

neg.test.corpus <- Corpus(DirSource(directory.location, encoding = "UTF-8"),
readerControl = list(language = "en_US"))
print (sumary (neg. test. corpus))

# combine the positive and megative testing sets
test.corpus <- c(pos.test.corpus, neg.test.corpus)

# strip white space from the documents in the collection
test.corpus <- tm_map(test.corpus, stripWhitespace)
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# there is more we could do in terms of data preparation

# stemming... looking for contractions... possessives..

# previous analysis of a list of top terms showed a number of word

# contractions which we might like to drop from further amalysis,

# recognizing them as stop words to be dropped from the document collection
initial.tdm <- TermDocumentMatrix(train.corpus)

exanine.tdn <- removeSparseTerns(initial.tdm, sparse = 0.96)

top.words <- Terms(examine.tdn)

print (top.words)

more.stop.words <- c("cant”,"didnt","doesnt","dont", "goes", "isnt", "hes",
"shes", "thats", "theres" , "theyre", "wont", "youll", "youre", "youve")
train.corpus <- tn_map(train.corpus,
removeliords, more.stop.uords)

some . proper . nouns. to.remove <~
c("dick", "ginger", "hollywood" ,"jack","jill","john", "karloff",
"kudrow", "orson", "peter", "tcm", "ton", "toni", "welles", "william", "wolheim")
train.corpus <- tm_map(train.corpus,
removeliords, Some.proper.nouns. to.remove)

# compute list-based text measures for the training corpus
# for each of the documents count the total words

# and the mumber of words that match the positive and negative dictionaries
total.words <- integer(length(names(train.corpus)))

positive.words <- integer (length(names(train.corpus)))

negative.words <- integer (length(nanes(train.corpus)))

other.words <- integer (length(nanes(train.corpus)))

reviews.tdn <- TermDocumentMatrix(train.corpus)

for (index. for.docunent in seq(along=names(train.corpus))) {
positive.uords [index.for.docunent] <~
sum(ternFreq(train. corpus[ [index.for.document]],
control = list(dictionary = test.positive.dictionary)))
negative.words[index. for.document] <-
sum(termFreq(train.corpus[[index.for.document]],
control = list(dictionary = test.negative.dictionary)))
total.words[index. for.document] <-
Length(revieus. tan[, index. for.docunent] [[*"]])
other..words[index. for.document] <- total.words[index.for.document] -
positive.vords[index. for.docunent] - negative.uords[index.for.docunent]

h
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# Perhaps POSITIVE and NEGATIVE can be combined in a way to yield effective
# predictions of movie ratings. Let us move to a set of movie reviews for
# supervised learning. We select the 500 records from a set of positive
# reviews (ratings between 7 and 10) and 500 records from a set of negative
# revieus (ratings between 1 and 4).
# a set of 500 positive revieus... part of the training set
directory.location <-

paste (getwd() , "/reviews/train/pos/",sep = "")
pos.train.corpus <- Corpus(DirSource(directory.location, encoding = "UTF-8"),

readerControl = list(language = "en_US"))
print (summary (pos. train. corpus))
# a set of 500 negative reviews... part of the training set
directory.location <-
paste(getwd(),"/revievs/train/neg/",sep = "")
neg.train.corpus <- Corpus(DirSource(directory.location, encoding = "UTF-8"),
readerControl = list(langnage = "en_US"))
print (summary (neg. train. corpus))

# combine the positive and negative training sets
train.corpus <~ c(pos.train.corpus, neg.train.corpus)

# strip white space from the documents in the collection
train.corpus <- tm_map(train.corpus, stripWhitespace)

# convert uppercase to lowercase in the document collection
train.corpus <- tm_map(train.corpus, content_transformer(tolower))

# remove numbers from the document collection
train.corpus <- tn_nap(train.corpus, removellumbers)

# remove punctuation from the document collection
train.corpus <- tm_map(train.corpus, removePunctuation)

# using a standard list, remove English stopwords from the document collection
train.corpus <- tm_map(train.corpus,
removeliords, stopwords("english"))
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# define an ordered month variable
# for plots and data sumaries
dodgersSordered_month <- with(data=dodgers,

ifelse ((month == "APR"),4,

ifelse ((month == "MAY"),S5,

ifelse ((month == "JUN"),6,

ifelse ((month == "JUL"),7,

ifelse ((month == "AUG"),8,

ifelse ((month == "SEP"),9,10)))))))
dodgers$ordered_month <- factor (dodgers$ordered_month, levels=4:10,
labels = c("April", "May", "June", "July", "Aug", "Sept", "0ct"))

# exploratory data analysis with standard R graphics: attendance by month
with(data=dodgers, plot (ordered_month,attend/1000, xlab = "Month",
ylab = "Attendance (thousands)", col = "light blue", las = 1))

# exploratory data analysis displaying many variables
# looking at attendance and conditioning on day/night

# the skies and whether or not fireworks are displayed
library(lattice) # used for plotting

# let us prepare a graphical summary of the dodgers data
group.labels <- c("No Fireworks","Fireworks")

group. symbols <- c(21,24)

group.colors <~ c("black”,"black")

group.fill <- c("black","red")

xyplot (attend/1000 ~ temp | skies + day_night,
data = dodgers, groups = fireworks, pch = group.symbols,
aspect = 1, cex = 1.5, col = group.colors, fill = group.fill,
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for (index.for.document in seq(along = tom.data.frame$document)) {
first_split <- strsplit(tom.data.frame$document [index.for.docunent],
split = "[1")
second_split <- strsplit(first_split[[1]1]1[2], split = "[.]1")
ton.data. frane$rating[index.for.docunent] <- as.numeric(second_split[[1]][1])
} # end of for-loop for defining

tom.data. frame$thumbsupdown <- ifelse((tom.data.frame$rating > 5), 2, 1)
tom.data. frane$thunbsupdown <-
factor (tom. data. frane$thunbsupdown, levels = c(1,2),
labels = c("DOWN","UP")

tom.movies <- data.frame(movies =
c("The Effect of Gamma Rays on Man-in-the-Moon Marigolds",
"Blade Runner","My Cousin Vinny","Mars Attacks",
"Fight Club","Miss Congeniality 2","Find Me Guilty","Moneyball"))

# check out the measures on Tom’s ratings
tom.data.frame.review <-

cbind(tom.movies, tom. data. frame [ ,names (ton. data. frame) [2:9]1)
print(tom.data. frame.review)

# develop predictive models using the training data

#
# Simple difference method
#
train.data. frame$simple <-
train.data.frame$POSITIVE - train.data.frame$NEGATIVE

# check out simple difference method... is there a correlation with ratings?
with(train.data.frame, print(cor(simple, rating)))
# we use the training data to define an optimal cutoff...
# trees can help with finding the optimal split point for simple.difference
try.tree <- rpart(thumbsupdown ~ simple, data = train.data.frame)
print(try.tree) # note that the first split value
# an earlier analysis had this value as -0.7969266
# create a user-defined function for the simple difference method
predict.simple <- function(x) {

if (x >= -0.7969266) return("UP")

if (x < -0.7969266) return("DOWN")

}
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# compute list-based text measures for tom corpus
# for each of the documents count the total words
# and the mumber of words that match the positive and megative dictionaries

total.uords <- integer(length(names(ton.corpus)))
positive.vords <- integer (Length(names(tom. corpus)))
negative.vords <- integer (length(names (tom.corpus)))
other.words <- integer (length(names (tom.corpus)))

reviews.tdn <- TermDocumentMatrix(tom.corpus)

for (index. for.docunent in seq(along=names(tom.corpus))) {
positive.words[index. for.document] <-
sun(termFreq(tom. corpus [ [index. for.document]],
control = list(dictionary = test.positive.dictionary)))
negative.words [index.for.docunent] <-
sun(ternFreq(tom. corpus [ [index. for.docunent]],
control = list(dictionary = test.negative.dictionary)))
total.words[index. for.document] <-
length(revieus. tdn[, index. for.docunent] [[*i"]])
other.words [index.for.document] <- total.words[index.for.document] -
positive.words[index.for.document] - negative.words[index.for.document]

b

document <- names (tom. corpus)
tom.data. frame <- data.frame(document,total.vords,

positive.words, negative.words, other.words, stringsAsFactors = FALSE)
rownames (tom.data. frame) <- paste("D",as.character(0:7),sep="")

# compute text measures as percentages of words in each set
tom.data. frame$POSITIVE <~

100 * tom.data.frame$positive.words /

tom. data. frame$total.vords

‘tom.data.frame$NEGATIVE <-
100 * ton.data.frane$negative.words /

‘tom.data. frame$total .words

# rating is embedded in the document name... extract with regular expressions
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# specify a simple model with bobblehead entered last
ny.model <- {attend ~ ordered_month + ordered_day_of_week + bobblehead}
# £it the model to the training set
train.model.fit <- lm(my.model, data = dodgers.train)
# summary of model fit to the training set
print (sunmary (train.model.£it))
# training set predictions from the model fit to the training set
dodgers. traingpredict_attend <- predict(train.model.fit)
# test set predictions from the model fit to the training set
dodgers. test$predict_attend <- predict(train.model.fit,
nevdata = dodgers.test)

# compute the proportion of response variance

# accounted for when predicting out-of-sample

cat("\n", "Proportion of Test Set Variance Accounted for: ",

round((with(dodgers. test,cor (attend,predict_attend)"2)),
digits=3),"\n",sep="")

# merge the training and test sets for plotting

dodgers.plotting.frame <- rbind(dodgers.train,dodgers.test)

# generate predictive modeling visual for management

group.labels <~ c('No Bobbleheads" , "Bobbleheads")

group. symbols <- c(21,24)

group.colors <~ c("black”,"black")

group.fill <- c("black","red")

xyplot (predict_attend/1000 ~ attend/1000 | training_test,
data = dodgers.plotting. frane, groups = bobblehead, cex =
pch = group.symbols, col = group.colors, fill = group.fill,
layout = c(2, 1), xlim = c(20,65), ylim = c(20,66),
aspect=1, type = c("p","g"),

unction(x,y, +..)

{panel.xyplot(x,y, . ..)

panel. segnents (25,25,60,60, o

3

"black",cex=2)
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tom. corpus <- Corpus(DirSource(directory.location, encoding = "UTF-8"),
readerControl = list(langnage = "en_US"))
print (summary (tom. corpus))

# strip white space from the documents in the collection
tom.corpus <- tm_map(tom.corpus, stripWhitespace)

# convert uppercase to lowercase in the document collection
tom.corpus <- tm_map(tom.corpus, content_transformer(tolower))

# remove mumbers from the document collection
tom. corpus <- tm_map(tom.corpus, removelumbers)

# remove punctuation from the document collection
tom.corpus <- tm_map(tom.corpus, removePunctuation)

# using a standard 1list, remove English stopwords from the document collection
tom.corpus <- tm_map(tom.corpus,
removeliords, stopwords("english"))

there is more we could do in terms of data preparation

stemming. .. looking for contractions... possessives.

previous analysis of a list of top terms showed a number of word
contractions which we might like to drop from further analysis,
recognizing them as stop words to be dropped from the document collection

ww oo

initial.tdn <- TermDocumentMatrix(tom.corpus)
exanine.tdn <- removeSparseTerns(initial.tdm, sparse = 0.96)
top.words <- Terms(examine.tdn)

print (top.words)

more.stop.words <- c("cant","didnt","doesnt","dont","goes","isnt", "hes",
"shes", "thats", "theres", "theyre","wont", "youll", "youre", "youve")

tom. corpus <- tm_map(tom.corpus,
removeliords, more.stop.uords)

some. proper. nouns. to. remove <-
c("dick", "ginger", "hollywood","jack","jill","john", "karloff",
"kudrow", "orson", "peter","tcm","tom", "toni","welles","william", "wolheim"
ton.corpus <- tm_nap(tom.corpus,
Temoveliords, some.proper.nouns. to.remove)
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layout = c(2, 2), type = c("p","g"),
strip=strip.custom(strip.levels=TRUE,strip.names=FALSE, style=1),
xlab = "Temperature (Degrees Fahremheit)",
ylab = "Attendance (thousands)",
key = list(space = "top",
text = list(rev(group.labels),col = rev(group.colors)),
points = 1ist(pch = rev(group.symbols), col = rev(group.colors),
£111 = rev(group.£i11))))
# attendance by opponent and day/night game
group.labels <- c("Day","Night")
group. symbols <- c(1,20)
group. symbols.size <- c(2,2.75)
buplot (opponent ~ attend/1000, data = dodgers, groups = day_night,
xlab = "Attendance (thousands)",
panel = function(x, y, groups, subscripts, ...)
{panel.grid(h = (length(levels(dodgers$opponent)) - 1), v = -1)
panel.stripplot(x, y, groups = groups, subscripts = subscripts,
cex = group.symbols.size, pch = group.symbols, col = "darkblue")
}
key = list(space = "top",
text = list(group.labels,col = "black"),
points = list(pch = group.symbols, cex = group.symbols.size,
col = "darkblue")))

# employ training-and-test regimen for model validation
set.seed(1234) # set seed for repeatability of training-and-test split
training_test <- c(rep(1,length=trunc((2/3)*nrou(dodgers))),
Tep(2,length=(nrow(dodgers) - trunc((2/3)*nrow(dodgers)))))
dodgers$training_test <- sample(training test) # random permutation
dodgers$training_test <- factor(dodgers$training test,

levels=c(1,2), labels=c("TRAIN","TEST"))
dodgers. train <- subset(dodgers, training test == "TRAIN")
print (str(dodgers.train)) # check training data frame
dodgers.test <- subset(dodgers, training test == "TEST")
print (str(dodgers.test)) # check test data frame
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for (index. for.docunent. in seq(along=names (test.corpus))) {
positive.uords [index.for.docunent] <-
sun(ternFreq(test . corpus [ [index.for.docunent]],
control = list(dictionary = test.positive.dictionary)))
negative.words [index.for.docunent] <-
sun(ternFreq(test. corpus[ [index.for.docunent]],
control = list(dictionary = test.negative.dictionary)))
total.words [index. for.docunent] <-
length(revieus. tdn[, index. for.document] [[*i"]])
other.words [index.for.document] <- total.words[index.for.document] -
positive.vords[index.for.document] - megative.words[index.for.docunent]
i
docunment <- names (test.corpus)
test.data.frame <- data.frame(document,total.words,
positive.uords, negative.words, other.words, stringsAsFactors = FALSE)
rounanes (test.data.frame) <- paste("D",as.character(0:999) ,sep="")

# compute text measures as percentages of words in each set
test.data. frame$POSITIVE <~
100 * test.data.frame$positive.words /
test.data. frame$total . words
test.data. frane$NEGATIVE <-
100 * test.data.frame$negative.words /
test.data. frane$total .words

# rating is embedded in the document name... extract with regular expressions
for (index.for.docunent in seq(along = test.data.frame$document)) {
first_split <- strsplit(test.data.frame$document [index.for.document],
split = "[]")
second_split <- strsplit(first_split[[1]1[2], split = "[.]1")
test.data. frame$rating[index. for.document] <- as.numeric(second_split[[11][1])
} # end of for-loop for defining

test.data. frane$thunbsupdown <- ifelse((test.data.framegrating > 5), 2, 1)
test.data. frame$thunbsupdovn <-
factor (test.data. frane$thunbsupdown, levels = c(1,2),
1abels = c(*DOWN","UP"))

# a set of 4 positive and 4 negative revieus... testing set of Tom’s reviews
directory.location <-
paste (getwd() , "/reviews/test/ton/", sep = "")
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training.predicted. choice <-
choice.set.predictor (training.choice. utility)
training.actual.choice <- factor(training.data.frame$choice, levels = c(0,1),
labels = c("NO","YES"))
# look for semsitivity > 0.25 for four-profile choice sets
training.set.performance <- confusionMatrix(data = training.predicted.choice,
reference = training.actual.choice, positive = "YES")
# report choice prediction sensitivity for training data
cat("\n\nTraining choice set sensitivity = ",
sprintf ("/1.1f" ,training. set.perfornance$byClass[1]¥100)," Percent",sep="

# evaluate performance in the test set
test.choice.utility <- NULL # initialize utility vector
# work with one row of respondent test data frame at a time
# create choice prediction using the individual part-worths
list.of.ids <- unique(test.data.frame$id)
for (index.for.id in seq(along=list.of.ids)) {
this.id.part.uorths <- posterior.mean[index.for.id,]
this.id.data.frame <- subset(test.data.frame,
subset=(id == list.of.ids[index.for.id]))
for (index.for.profile in 1:nrow(this.id.data.frame)) {
test.choice.utility <- c(test.choice.utility,
create.design.matrix(this.id.data.frame[index.for.profile,])
this.id.part.worths)
}

T

test.predicted. choice <-
choice. set.predictor (test. choice . utility)
test.actual.choice <- factor(test.data.frame$choice, levels = c(0,1),
labels = c("NO","YES"))
# look for semsitivity > 0.25 for four-profile choice sets
test.set.performance <- confusionMatrix(data = test.predicted.choice,

reference = test.actual.choice, positive = "YES")
# report choice prediction semsitivity for test data
cat("\n\nTest choice set semsitivity = ",

Sprintf ("/1.1£", test. set. performance$byClass [1]#100)," Percent",sej
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# HB program uses effects coding for categorical variables and
# mean-centers continuous variables across the levels appearing in the data
# working with data for one respondent at a time we compute predicted choices
# for both the training and test choice sets
create.design.matrix <- function(input.data.frame.row) {
xdesign.row <- mumeric(12)
if (input.data.frame.rowgbrand == "Apple")
xdesign.row[1:7] <- ¢(1,0,0,0,0,0,0)
if (input.data.frame.row$brand == "Compaq")
xdesign.row[1:7] <- ¢(0,1,0,0,0,0,0)
if (input.data.frame.row$brand == "Dell")
xdesign.row[1:7] <- ¢(0,0,1,0,0,0,0)
if (input.data.frame.row$brand == "Gateway")
xdesign.roul1:7] <- c(0,0,0,1,0,0,0)
if (input.data.frame.row$brand == "HP")
xdesign.rowl1:7] <- c(0,0,0,0,1,0,0)
if (input.data.frame.rov$brand == "IBM")
xdesign.row[1:7] <- ¢(0,0,0,0,0,1,0)
if (input.data.frame.row$brand == "Sony")
xdesign.row[1:7] <- ¢(0,0,0,0,0,0,1)
if (input.data.frame.row$brand == "Sun")
xdesign.rou[1:7] <= c(-1,-1,-1,-1,-1,-1,-1)

xdesign.rowl8] <- input.data.frame.row$compat -4.5
xdesign.row[9] <- input.data.frame.row$perforn -2.5
xdesign.row[10] <- input.data.frame.rowSreliab -1.5
xdesign.rowl11] <- input.data.frame.row$learn -4.5
xdesign.row[12] <- input.data.frame.rou$price -4.5
t(as.matrix(xdesign.row)) # return row of design matrix

b

# evaluate performance in the training set
training.choice.utility <- NULL # initialize utility vector
# work with one row of respondent training data frame at a time
# create choice predictions using the individual part-worths

list.of .ids <-
for (index.for.
this.id.part
this.id.data.
subset=(id

unique (training. data. frame$id)

.id in seq(along=list.of.ids)) {
.worths <- posterior.mean[index.for.id,]
.frame <- subset(training.data.frame,
1ist.of . ids[index.for.id]))

for (index.for.profile in 1:nrow(this.id.data.frame)) {
training.choice.utility <- c(training.choice.utility,
create.design.matrix(this.id.data. frame[index. for.profile,])
thiniid savt sorthe)
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UnitID <- training.data.frame$id
Set <- as.integer(training.data.frame$newsetid)

Alt <- as.integer(training.data.frameSposition)

X_1 <- as.integer(training.data.frame$brand) # categories by brand

X_2 <- as.integer(training.data.frameScompat) # integer values 1 to 8

X_3 <- as.integer(training.data.frame$perforn) # integer values 1 to 4

X_4 <- as.integer(training.data.frameSreliab) # integer values 1 to 2

X_5 <- as.integer(training.data.frame$learn) # integer values 1 to 8

X_6 <- as.integer(training.data.frame$price) # integer values 1 to 8

y <- as.numeric(training.data.frame$choice) # using special response coding

cc.data <- data.frame(UnitID,Set,Alt,X_1,X_2,X_3,X_4,X_5,X_6,y)

# now for the estimation... be patient
set.seed(9999) # for reproducible results
out <- choicemodelr(data=cc.data, xcoding = cc.xcoding,

meme = cc.meme, optioms = cc.options, comstraints = cc.constraints)

out provides a list for the posterior parameter estimates
for the runs sampled (use = 2000)

* w

*

the MCHC beta parameter estimates are traced on the screen as it runs

individual part-worth estimates are provided in the output file RBetas.csv
the final estimates are printed to RBetas.csv with colums labeled as
A1B1 = first attribute first level

A1B2 = first attribute second level

A2B1 = second attribute first level

gather data from HB posterior parameter distributions
we imposed constraints on all continuous parameters so we use betadraw.c
posterior.mean <- matrix(0, nrow = dim(out$betadraw.c)[1],
ncol = dim(out$betadraw. c) [21)
posterior.sd <- matrix(0, nrow = dim(out$betadraw.c) (1],
ncol = dim(out$betadraw.c) [21)
for(index.row in 1:dim(out$betadraw.c) [1])
for(index.col in 1:dim(out$betadraw.c)[2]) {
posterior.mean[index.row, index.col] <-
mean (out$betadraw. c[index.row, index.col,])
posterior.sdlindex.row, index.col]l <-
sd(out$betadraw. c [index.row,index.col,])

o
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colnames (cc.priors) <- c("A1B1","A1B2","A1B3","A1B4","A1B5","A1B6" ,"A1B7",
"A1B8","A2B1","A3B1","A4B1", "ASBL" , "A6B1")

# note that the actual names are as follows:

AB.names <- c("Apple","Compaq","Dell","Gateway","HP","IBM","Sony","Sun",
"Compatibility","Performance", "Reliability", "Learning" ,"Price")

# set up run parameters for the MCHC
# using aggregate beta estimates to get started

truebetas <- cc.priors

cc.xcoding <- ¢(0,1,1,1,1,1) # first variable categorical others contimuous
cc.attlevels <- c(8,8,4,2,8,8) # test run with brand price and performance
# no constraint for order on brand so 8x8 matrix of zeroes

c1 <- matrix(0,ncol=8,nrow=8)

# compatibility is ordered higher mumbers are better

# continuous attributes have ix1 matrix representation

2 <- matrix(1, ncol = 1, nrow = 1, byrow = TRUE)

# performance is ordered higher numbers are better

# continuous attributes have ix1 matrix representation

€3 <- matrix(1, ncol = 1, nrow = 1, byrow = TRUE)

# reliability is ordered higher numbers are better

# continuous attributes have 1xi matrix representation

4 <- matrix(1, ncol = 1, nrow = 1, byrow = TRUE)

# learning has expected order... higher prices less valued

# continuous attributes have ix1 matrix representation

5 <- matrix(-1, ncol = 1, nrow = 1, byrow = TRUE)

# price has expected order... higher prices less valued

# continuous attributes have ix1 matrix representation

c6 <- matrix(-1, ncol = 1, nrow = 1, byrow = TRUE)

cc.constraints <- 1list(c1,c2,c3,c4,c5,c6)

# controls for length of run and sampling from end of run

# cc.meme <~ 1ist(R = 10, use = 10) # fast trial run

# set run parameters 10000 total iterations with estimates based on last 2000
cc.meme <- 1ist(R = 10000, use = 2000) # run parameters

# run options

cc.options <- 1ist(none=FALSE, save=TRUE, keep=1)

# set up the data frame for analysis

# redefine set ids so they are a complete set 1-12 as needed for HB functions

training.data.frame$newsetid <- training.data.frame$setid

training.data.frame$newsetid <- ifelse((training.data.frame$nevsetid
3,training. data. frame$nevsetid)

training.data.frame$newsetid <- ifelse((training.data.frame$newsetid == 14),
7,training.data. frame$nevsetid)

training.data.frame$newsetid <- ifelse((training.data.frame$newsetid
11, training.data. frane$newsetid)

16),

13),





OEBPS/html/graphics/02ex02.jpg
# Predictive Model for Los Angeles Dodgers Promotion and Attendance (R)

library(car) # special functions for linear regression
library(lattice) # graphics package

# read in data and create a data frame called dodgers
dodgers <- read.csv("dodgers.csv")
print(str(dodgers)) # check the structure of the data frame

# define an ordered day-of-week variable
# for plots and data summaries
dodgers$ordered_day_of_week <- with(dat
ifelse ((day_of_week == "Monday"),1,
ifelse ((day_of_week == "Tuesday"),2,
ifelse ((day_of_week == "Wednesday"),3,
ifelse ((day_of_week == "Thursday"),d,
ifelse ((day_of_week == "Friday"),5,
ifelse ((day_of_week == "Saturday"),6,7)))))))
dodgers$ordered_day_of_week <- factor(dodgers$ordered_day_of_week, levels=
labels=c("Mon", "Tue", "Wed", "Thur", "Fri", "Sat", "Sun"))

ity

# exploratory data analysis with standard graphics: attendance by day of week
with(data=dodgers,plot (ordered_day_of_week, attend/1000,

xlab = "Day of Week", ylab = "Attendance (thousands)",

col = "violet", las = 1))

# when do the Dodgers use bobblehead promotions
with(dodgers, table(bobblehead,ordered_day_of_week)) # bobbleheads on Tuesday
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y.level.divider.line <- y.current.level - y.medium.space
# temporary data frame needed to input to geom_hline later
middle.line.data <- data.frame(y.level.divider.line)

y.current.level <- y.level.divider.line - y.medium.space
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ggtextobject <- ggtextobject + geom_text(x = 0.025,

y = y.current.level, label = servers.title,aes(size=10.55),colour="black") +
geom_text(x = (00*horizontal.offset + table.left.margin),

y = y.current.level, label = servers.00,aes(size=10.55),colour="black") +
geom_text(x = (Ol*horizontal.offset + table.left.margin),

y = y.current.level, label = servers.0l,aes(size=10.55),colour="black") +
geom_text(x = (02*horizontal.offset + table.left.margin),

y = y.current.level, label = servers.02,aes(size=10.55),colour="black") +
geom_text(x = (03xhorizontal.offset + table.left.margin),

y = y.current.level, label = servers.03,aes(size=10.55),colour="black") +
geom_text(x = (04xhorizontal.offset + table.left.margin),

y = y.current.level, label = servers.04,aes(size=10.55),colour="black") +
geom_text(x = (OB*horizontal.offset + table.left.margin),

y = y.current.level, label = servers.05,aes(size=10.55),colour="black") +
geom_text(x = (06+horizontal.offset + table.left.margin),

y = y.current.level, label = servers.06,aes(size=10.55),colour="black") +
geom_text(x = (O7+horizontal.offset + table.left.margin),

y = y.current.level, label = servers.07,aes(size=10.55),colour="black") +
geom_text(x = (08*horizontal.offset + table.left.margin),

y = y.current.level, label = servers.08,aes(size=10.55),colour="black") +
geom_text(x = (09*horizontal.offset + table.left.margin),

y = y.current.level, label = servers.09,aes(size=10.55),colour="black") +
geom_text(x = (10*horizontal.offset + table.left.margin),

y = y.current.level, label = servers.10,aes(size=10.55),colour="black") +
geom_text(x = (1l*horizontal.offset + table.left.margin),

y = y.current.level, label = servers.ll,aes(size=10.55),colour="black") +
geom_text(x = (12*horizontal.offset + table.left.margin),

y = y.current.level, label = servers.12,aes(size=10.55),colour="black") +
geom_text(x = (13xhorizontal.offset + table.left.margin),

y = y.current.level, label = servers.13,aes(size=10.55),colour="black") +
geom_text(x = (14xhorizontal.offset + table.left.margin),

y = y.current.level, label = servers.14,aes(size=10.55),colour="black") +
geom_text(x = (15*horizontal.offset + table.left.margin),

y = y.current.level, label = servers.15,aes(size=10.55),colour="black") +
geom_text(x = (16*horizontal.offset + table.left.margin),

y = y.current.level, label = servers.16,aes(size=10.55),colour="black") +
geom_text(x = (17+horizontal.offset + table.left.margin),

y = y.current.level, label = servers.17,aes(size=10.55),colour="black") +
geom_text(x = (18*horizontal.offset + table.left.margin),

y = y.current.level, label = servers.18,aes(size=10.55),colour="black") +
geom_text(x = (19%horizontal.offset + table.left.margin),

y = y.current.level, label = servers.19,aes(size=10.55),colour="black") +
geom_text(x = (20*horizontal.offset + table.left.margin),

y = y.current.level, label = servers.20,aes(size=10.55),colour="black") +
geom_text(x = (21*horizontal.offset + table.left.margin),

y = y.current.level, label = servers.21,aes(size=10.55),colour="black") +
geom_text(x = (22+horizontal.offset + table.left.margin),

y = y.current.level, label = servers.22,aes(size=10.55),colour="black") +
geom_text(x = (23+horizontal.offset + table.left.margin),

y = y.current.level, label = servers.23,aes(size=10.55),colour="black")

# store line position for bottom of text segment of the visualization
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ggtextobject <~ ggtextobject +
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geom_text(x = (23*horizontal.offset + table.left.margin),

y = y.current.level, label = dropped.23, aes(size=10.55),colow

black")

‘black")

black")

black")

‘black")

‘black")

‘black")

‘black")

‘black")

‘black")

black")

black")

black")

black")

black")

black")

black")

‘black")

y.level.divider.line <- y.current.level - y.medium.space

# temporary data frame needed to input to geom_hline later
bottom.line.data <- data.frame(y.level.divider.line)

y.current.level <- y.level.divider.line - y.medium.space

# add footnote centered at bottom of plot if requested

if (add_footnote_at_bottom_of_ribbon_plot)
ggtextobject <- ggtextobject +
geom_text(x = 0.5,y = y.current.level,
label = percentile.footnote, aes(size=

)

# finish up the plot with background definition and divider lines
ggtextobject <- ggtextobject + geom_hline(aes(yintercept=1)) +
geom_hline(data=bottom.line.data,

mapping = aes(yintercept = y.level.divider.line)) +
geom_hline(data=middle.line.data,

mapping = aes(yintercept = y.level.divider.line)) +
theme(legend.position = "none") +
theme(panel.grid.minor = element_blank()) +
theme(panel.grid.major = element_blank()) +
theme (panel .background = element_blank()) +
theme(axis.ticks = element_blank()) +
scale_y_continuous(breaks=c(0,1),label=c(
scale_x_continuous (breaks=c(0,1),label=c(

# user-defined function plots with text annotation/tagging at the bottom
special . top.bottom.ggplot .print .with.margins (ggobject , ggtextobject
plot.pct=55, text . tagging. pct=35)

1

} # end of wait-time ribbon function

# save wait-time ribbon utility for future work
save(wait.time.ribbon,
file="mtpa_wait_time_ribbon_utility.Rdata")
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suggestions for students
having demonstrated the predictive power of the HB model..
return to the complete set of 16 choice sets to obtain
part-worths for individuals based upon the complete survey

(the next program will provide guidance on how to do this)
after estimating part-worths for individuals, average across
individuals to obtain an aggregate profile of conjoint measures
standardize the aggregate part-worths and display them

on a spine chart using the spine chart plotting utility
provided in the appendix of code and utilities

interpret the spine chart, compare attribute importance values
compare the brands, compute brand equity for each brand
relative to each of the other brands in the study
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# compute number.of.servers data and served and dropped calls
number.of .servers <- numeric(24) # initialize to zero
for(index.for.hour in 1:24) {
# begin for-loop for obtaining server data for the ribbon plot
# 24-hour clock has first hour coded as zero in input data file
coded. index.for.hour <- index.for.hour - 1
temporary.vector <- na.omit(wait.service.data$hour)
calls.per.hour [index.for.hour] <-
sun(ifelse(temporary.vector==coded.index.for.hour,1,0))
this.hour.vait.service.data <-
wait.service.data[(vait.service.data$hour == coded.index.for.hour),]

served.calls[index.for.hour] <-
nrow(subset (this.hour.wait.service.data, subset=(server != "NO_SERVER")))
dropped. calls[index.for.hour] <-
nrow(subset (this.hour.wait.service.data, subset=(server

"NO_SERVER")))

if (nrow(this.hour.wait.service.data) > 0) {
# count is based upon the number of unique server names less NO_SERVER
servers <-
na.omit((unique(this.hour.wait.service.data$server)))

valid.servers <- setdiff (servers, "NO_SERVER")
number . of . servers [index.for.hour] <- length(valid.servers)
i

} # end for-loop for obtaining server data for the ribbon plot

greenmin <- rep(plotting.min, length=’
greemmax <- rep(wait.time.goal, lengt!

yellowmin <- rep(wait.time.goal, length=24)
yellowmax <- rep(wait.time.max, length=24)

redmin <- rep(wait.time.max, length=24)
redmax <- rep(plotting.max, length=24)

ymax.topwhite <- rep(plotting.max,length=24)
ymin.topwhite <- ymax.percentile

ymax.bottomwhite <- ymin.percentile
ymin.bottomwhite <- rep(plotting.min,length=24)

# define data frame for plotting wait and service information for this day

call.center.plotting.frame <-
data.frame(x.hour, ymin.percentile, ymax.percentile,

calls.per.hour, mumber.of.servers,
greenmin, greenmax,
yellowmin,yellowmax,
redmin,redmax,
ymin.bottomwhite,ymax. bottomwhite,
ymin.topwhite,ymax.topwhite)
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table.left.margin <- 0.1 # needed for row labels at left
horizontal.offset <- (i-table.left.margin)/24 # spacing in the text table

y.current.level <- y.current.level - y.medium.space

ggtextobject <- ggplot(data=data.frame(x = 0.5,y = y.current.level),
aes(x=x,y=y,xmin=0,xmax=1,ymin=0,ymax=1) ,
stat="identity", position="identity") + labs(x=NULL,y=NULL) +
geom_text(x = 0.025,y .current.level,label = hour.title,
aes(size=10.55) ,colour="black") +
geom_text(x = (00*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.00, aes(size=10.55),colour="black") +
geom_text(x = (Ol*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.01, aes(size=10.55),colour="black") +
geonm_text(x = (02*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.02, aes(size=10.55),colour="black") +
geom_text(x = (03*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.03, aes(size=10.55),colour="black") +
geom_text(x = (04xhorizontal.offset + table.left.margin),
y = y.current.level,label = hour.04, aes(size=10.55),colour="black") +
geom_text(x = (0B*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.05, aes(size=10.55),colour="black") +
geom_text(x = (06+horizontal.offset + table.left.margin),
y = y.current.level,label = hour.06, aes(size=10.55),colour="black") +
geom_text(x = (O7+horizontal.offset + table.left.margin),
y = y.current.level,label = hour.07, aes(size=10.55),colour="black") +
geom_text(x = (08*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.08, aes(size=10.55),colour="black") +
geom_text(x = (09*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.09, aes(size=10.55),colour="black") +
geom_text(x = (10*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.10, aes(size=10.55),colour="black") +
geom_text(x = (1l*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.11, aes(size=10.55),colour="black") +
geom_text(x = (12*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.12, aes(size=10.55),colour="black") +
geom_text(x = (13*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.13, aes(size=10.55),colour="black") +
geom_text(x = (14xhorizontal.offset + table.left.margin),
y = y.current.level,label = hour.14, aes(size=10.55),colour="black") +
geom_text(x = (15*horizontal.offset + table.left.margin),
y= y.current.level,label = hour.15, aes(size=10.55),colour="black") +
geom_text(x = (16*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.16, aes(size=10.55),colour="black")
geom_text(x = (17+horizontal.offset + table.left.margin),
y = y.current.level,label = hour.17, aes(size=10.55),colour="black") +
geom_text(x = (18*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.18, aes(size=10.55),colour="black") +
geom_text(x = (19*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.19, aes(size=10.55),colour="black") +
geom_text(x = (20*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.20, aes(size=10.55),colour="black") +
geom_text(x = (21*horizontal.offset + table.left.margin),
y = y.current.level,label = hour.21, aes(size=10.55),colour="black") +
geom_text(x = (22+horizontal.offset + table.left.margin),
y = y.current.level,label = hour.22, aes(size=10.55),colour="black") +
geom_text(x = (23+horizontal.offset + table.left.margin),
y = y.current.level,label = hour.23, aes(size=10.55),colour="black")

+

y.current.level <- y.current.level - y.medium.space
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served.title <- "Served:"
served.00 <- as.character(served.calls[1])
served.01 <- as.character(served.calls(2])
served.02 <- as.character (served.calls[3])
served.03 <- as.character(served.calls[4])
served.04 <- as.character(served.calls([5])
served.05 <- as.character(served.calls[6])
served.06 <- as.character(served.calls[7])
served.07 <- as.character(served.calls([8])
served.08 <- as.character(served.calls[9])
served.09 <- as.character(served.calls[10])
served.10 <- as.character(served.calls[11])
served.11 <- as.character(served.calls[12])
served.12 <- as.character(served.calls[13])
served.13 <- as.character(served.calls[14])
served.14 <- as.character(served.calls[15])
served.15 <- as.character(served.calls[16])
served.16 <- as.character(served.calls[17])
served.17 <- as.character(served.calls[18])
served.18 <- as.character(served.calls[19])
served.19 <- as.character(served.calls[20])
served.20 <- as.character(served.calls[21])
served.21 <- as.character(served.calls[22])
served.22 <- as.character(served.calls[23])
served.23 <- as.character(served.calls[24])
dropped.title <- "Dropped:"

dropped.00 <- as.character(dropped.calls[1])
dropped.01 <- as.character(dropped.calls[2])
dropped.02 <- as.character(dropped.calls[3])
dropped.03 <- as.character(dropped.calls[4])
dropped.04 <- as.character(dropped.calls[5])
dropped.05 <- as.character(dropped.calls[6])
dropped.06 <- as.character(dropped.calls[7])
dropped.07 <- as.character(dropped.calls[8])
dropped.08 <- as.character(dropped.calls[9])
dropped.09 <- as.character(dropped.calls[10])
dropped.10 <- as.character(dropped.calls[11])
dropped.11 <- as.character(dropped.calls[12])
dropped.12 <- as.character(dropped.calls[13])
dropped.13 <- as.character(dropped.calls(14])
dropped.14 <- as.character(dropped.calls(15])
dropped.15 <- as.character(dropped.calls(16])
dropped.16 <- as.character(dropped.calls(17])
dropped.17 <- as.character(dropped.calls(18])
dropped.18 <- as.character(dropped.calls(19])
dropped.19 <- as.character(dropped.calls[20])
dropped.20 <- as.character(dropped.calls(21])
dropped.21 <- as.character(dropped.calls[22])
dropped.22 <- as.character(dropped.calls[23])
dropped.23 <- as.character(dropped.calls[24])

# set up spacing and positioning for the table
y.current.level <- 1.0 # initialze position
y.large.space <- 0.175

y.medium. space <- 0.125

y.small.space <- 0.075
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# evaluate word/item analysis method on training set

train_data_frame[’pred_summative_score’] = \
train_data_frame[’summative_score’].\
apply(lambda d: predict_by_summative_score(d))

print(’\n Word/item Analysis Training Set Performance\n’,\
’Percentage of Revieus Correctly Classified by Summative Scores:’,\
100 * round(evaluate_classifier(train_data_frame[’pred_summative_score’],\
train_data_frame [’ thumbsupdown’]) [4], 3),’\n’)

# compute summative scores on test data frame
working_corpus = test_pos_corpus + test_neg_corpus

add_corpus_data = get_summative_scores (working_corpus)
add_corpus_data_frame = pd.DataFrame(add_corpus_data)

# merge the new text measures with the existing data frame
test_data_frame = pd.concat([test_data_frame,add_corpus_data_frame],axis=1)

# evaluate word/item analysis method (summative score method) on test set
# using algorithm developed with the training set
test_data_frame[’pred_summative_score’] = \
test_data_frame[’summative_score’].\
apply(lambda d: predict_by_summative_score(d))

print(’\n Word/item Analysis Test Set Performance\n’,\
’Percentage of Revieus Correctly Classified by Summative Scores:’,\
100 * round(evaluate_classifier(test_data_frame[’pred_sumative_score’],\
test_data_frame [’thumbsupdown’]) [4], 3), ’\n’)

3
# Logistic regression method
3«

# translate thumbsupdown into a bimary indicator variable y
# here we let thumbs up have the higher value of 1

thumbsupdown_to_binary = {’UP’:1,’DOWN’:0}

train_data_frame[’y’] =\
train_data_frame [’ thumbsupdown’] .map(thumbsupdown_to_binary)

# model specification in R-like formula syntax
text_classification_model = ’y ~ beautiful +\
best + better + classic + enjoy + enough +\
entertaining + excellent +\
fans + fun + good + great + interesting + like +\
love + mice + perfect + pretty + right +\
top + well + won + wonderful + work + worth +\
bad + boring + creepy + dark + dead+\
death + evil + fear + funny + hard + kill +\
killed + lack + lost + mystery +\
plot + poor + problem + sad + scary +\
slow + terrible + waste + worst + wrong’
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y-train = houses_selected_train.loc[:, [’log_value’]]

# simple model has more predictors
X_train_simple = houses_selected_train.loc[:, \

[’income’, ’age’, ’rooms’, ’bedrooms’, ’pop’, ’hh’]]
X_test_simple = houses_selected_test.loc[:, \

[’income’, ’age’, ’rooms’, ’bedrooms’, ’pop’, ’hh’1]
rf_model_fit = rf_model_maker.fit(X_train_simple, y_train)

# compute the proportion of response variance for training data
houses_selected_train[’simple_rf_predict_log_value’] =\
Tf_model_fit.predict (X_train_simple)
simple_rf_train_result = \
round (np. pover (houses_selected_train[’log_value’]\
.corr (houses_selected_train[’simple_rf_predict_log_value’]),2),3)
print(’\nSimple Random Forest Prop Training Set Variance Accounted for: ’,\
simple_rf_train_result)

# compute the proportion of response variance for test data
houses_selected_test [’simple_rf_predict_log_value’] =\

rf_model _fit.predict (X_test_simple)
simple_rf_test_result = \

round (np. power (houses_selected_test[’log_value’]\

.corr (houses_selected_test[’simple_rf_predict_log value’]),2),3)

print(’\nSimple Random Forest Prop of Test Set Variance Accounted for: ’,\

simple_rf_test_result)

#
# Random forests (full)
#
rf_model_maker = RandonForestRegressor (randon_state = 9999)

y-train = houses_selected_train.loc[:, [’log_value’]]

# full model has more predictors
X_train_full = houses_selected_train.loc[:, \
[’income’, ’age’, ’rooms’, ’*bedrooms’,\
’pop’, ’hh’, ’log pc_rooms’, ’log_pc_bedrooms’, *log_pop_hh’]]
X_test_full = houses_selected_test.loc[:, \
[’income’, ’age’, ’rooms’, ’*bedrooms’,\
*pop?, ’hh’, *log_pc_rooms’, ’log.pc_bedrooms’, *log_pop_hh’]]
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# simple model has six predictors

X_train_simple = houses_selected_train.locl:, \
[income’, ’age’, ’rooms’, ’bedrooms’, ’pop’, ’hh’]]

X_test_simple = houses_selected_test.locl:, \
[’income’, ’age’, ’rooms’, ’bedrooms’, ’pop’, ’hh’1]

tree_model_fit = tree_model maker.fit(X_train_simple, y_train)

# compute the proportion of response variance for training data
houses_selected_train[’simple_tree_predict_log_value’] =\
tree_model_fit.predict (X_train_simple)

simple_tree_train_result = \
round (np. power (houses_selected_train[’log_value’]\
corr (houses_selected_train[’simple_tree_predict_log_value’]),2),3)

print(’\nSimple Tree Proportion of Training Set Variance Accounted for: ’,\
simple_tree_train_result)

# compute the proportion of response variance for test data
houses_selected_test[’simple_tree_predict_log_value’] =\
tree_model_fit.predict (X_test_simple)
simple_tree_test_result = \
round (np. power (houses_selected_test[’log_value’]\
corr (houses_selected_test [’simple_tree_predict_log_value’]),2),3)
print(’\nSimple Tree Proportion of Test Set Variance Accounted for: ’,\
simple_tree_test_result)
#
# Tree-structured regression (full)
#
# same method as for simple tree
tree_model_maker = DecisionTreeRegressor (random_state = 9999, max_depth = 5)

y-train = houses_selected_train.loc[:, [’log_value’]]
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Optimal ~ Total Cost
Start Duration Hourly  Shift Shift for Shift

Shift Time (hours)  Cost  Cost Schedule Schedule
1 0 6 42 252 0 0

2 6 6 48 288 4 1,152

3 8 6 30 180 8 1,440

4 10 6 30 180 4 720
5 12 6 30 180 4 720
6 2 6 48 288 2 576

. 4 6 48 288 % 288

8 6 6 48 288 5 1,440
Total Minimum Daily Cost (ILS) 6,336
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selected positive and negative items emtered into function

for obtaining word/item analysis summative score in which

postive items get +1 point and negative items get -1 point

... implemented in imported Python utility get_summative_scores

start with the training set... idemtify a cut-off

working_corpus = train_pos_corpus + train_neg_corpus

add_corpus_data = get_summative_scores (working_corpus)

add_corpus_data_frame = pd.DataFrame(add_corpus_data)

# merge the new text measures with the existing data frame

train_data_frame = pd.concat([train_data_frame,add_corpus_data_frame],axis=1)

# examine the expanded training data frame and summative_scores

print(’\n train_data_frame (rows, cols):’,train_data_frame.shape,’\n’)

print(train_data_frame[’summative_score’].describe())

print(’\nCorrelation of ratings and summative scores:’\

,round(train_data_frame[’rating’].\

corr(train_data_frame[’summative_score’]),3))

ratings_grouped = train_data_frame[’summative_score’].\

groupby (train_data_frame[’rating’])
print(’\nTraining Data Summative Score Means by Ratings:’,\
ratings_grouped.mean())

oo ow

thumbs_grouped = \
train_data_frame[’summative_score’].\
groupby (train_data_frame [’ thumbsupdown’])
print(’\nTraining Data Summative Score Means by Thumbs UP/DOWN:’
‘thumbs_grouped.mean())

# analyses suggest a simple positive/negative cut on summative scores
# algorithn for word/item method based on training set summative_scores
def predict_by_summative_score(value):
if (value > 0):
return(’UP’)
else:

return (’DOWN’)
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# full model has more predictors
X_train_full = houses_selected_train.loc[:, \
[’income’, ’age’, ’rooms’, ’*bedrooms’,\
’pop’, ’hh’, ’log pc_rooms’, ’log_pc_bedrooms’, *log_pop_hh’]]
X_test_full = houses_selected_test.locl:, \
[’income’, ’age’, ’rooms’, ’bedrooms’,\
’pop?, ’hh’, *log_pc_rooms’, ’log.pc_bedrooms’, *log_pop_hh’]]

tree_model_fit = tree_model maker.fit(X_train_full, y_train)

# compute the proportion of response variance for training data
houses_selected_train[’full_tree_predict_log_value’] =\
tree_model_fit.predict (X_train_full)

full_tree_train_result = \
Tound (np. power (houses_selected_train[’log_value’]\
.corr (houses_selected_train[’full_tree_predict_log_value’]),2),3)

print(’\nFull Tree Proportion of Training Set Variance Accounted for: ’,\
full_tree_train_result)

# compute the proportion of response variance for test data
houses_selected_test[’full_tree_predict_log_value’] =\
tree_model_fit.predict (X_test_full)
full_tree_test_result = \
Tound (np. power (houses_selected_test [*1og_value’]\
.corr (houses_selected_test[’full_tree_predict_log value’l),2),3)
print (’\nFull Tree Proportion of Test Set Variance Accounted for: ’,\
full_tree_test_result)

#
# Randon forests (simple)
#

T£_model_maker

RandomForestRegressor (randon_state = 9999)
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Ginger Snaps 2 Unleashed (2004)

Iliked it a lot, in fact even more than the first movie. I loved the character of
Ghost and all the comic book shots and her third person lines. Good ending. One:
thing they could have done was make the identity of the werewolf clearer. Also
when the sister appeared it was kind of forced. it didn't seem like she was a

delusion
(20 analysis words, 2 from positive list, 0 from negative list)
List-based text measures: POSITIVE = 10, NEGATIVE =0

Johnny Lingo (1969)

Beyond the tremendous and true romantic love Johnny Lingo proves for his dear
Mahana, he gives a tremendous object lesson in how to properly treat others, and
bring out the very best in them. If all husbands would freat their wives the way
Johnny treated Mahana, there could be no evilin the world

(20 analysis words, 1 from positive list, 1 from negative list)
List-based text measures: POSITIVE = 5, NEGATIVE = 5

Tomorrow Is Forever (1946)

The greatest and most poignant anguish we conscious beings experience is our
recognition of the irretrievability of the past. All else we endure could be easily
borne. The background strains of music as Orson Welles first recognizes Claudette
Colbert haunts me still. She experienced a fragmentary nuance of remembrance
that did not reach the level of her conscious recall.

(25 analysis words, 0 from positive list, 0 from negative list)
List-based text measures: POSITIVE = 0, NEGATIVE =0

Malas temporadas (2005)

There are some exciting scenes in this movie but in general it is second-rate. The
shoots are overextended, the characters are not life-like and some actors don't
perform well either. T also didn't like multiple nationalist statements which have
nothing o do with the plot. I guess the director intended to make his characters
mysterious but instead they came out to be unnatural. We are supposed to see how
different people successfully struggle with hard times in their lives. But two
stories, the one of Carlos and that of Mikel, end up with nothing and the third, the
story of Ana, makes a turn without any reason. The movie s very depressive but
without any message that derives from it.

(40 analysis words, 0 from positive list, 2 from negative list)
List-based text measures: POSITIVE =0, NEGATIVE =5
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# specify the response variable
y = houses_selected.loc[:, [*log_value’]]

# specify the explanatory variables
X = houses_selected.loc[:, [’income’, ’age’, ’rooms’, ’bedrooms’, ’pop’, ’hh’1]

# specify cross-validation method, including number of folds
cvfold = cross_validation.KFold(len(y), n_folds = specified_n_folds,\
indices = False)

# initialize list for storing cross-validation results
cv_results = []

# iterate across the folds fitting to train, testing on test
for train, test in cvfold:

# define training and test sets for this fold
X_train, X_test, y_train, y_test = X[train], X[test], y[train], y[test]

# £it to training data for this fold
tree_model_fit = tree_model_maker.fit(X_train, y_train)

# compute proportion of response variance accounted

# for in the test set in this fold, and add to the

# list of cross-validation results

y-test_predict = tree_model_fit.predict(X_test)

cv_fold_result = np.power (np.corrcoef (y_test.T, y_test_predict),2)
cv_results.append(cv_fold_result[0, 1])

print (*\nProportion of Training Set Variance Accounted for ’,\
’using ’, specified_n_folds, ’Folds in Cross-Validation:’,
round (np.mean (cv_results) ,3))
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Positive Words

amazing beautiful
entertaining excellent
fun humor
loved modern
recommend strong

Negative Words

bad boring
dead death
killed lack
mystery plot
slow terrible

classic
fans
lead
nice
top

cheap
evil
lost
poor
waste

enjoy
favorite
liked
perfect
wonderful

creepy
hard
miss
sad
worst

enjoyed
fine
love
pretty
worth

dark
kill
murder
scary
wrong
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Suggestions for the student:

Try alternative formulations for the linear predictor.

Try subset selection and all possible regression approaches.

Try additional transformations of predictors.

Deal with the issues of censoring and multicollinearity.
Evaluate possible interaction effects, such as between

median household age and occupancy (log population per household).
See if you can improve out-of-sample prediction performance

of the random forest by changing the settings for model building
Cross-validation is an alternative to simple training-and-test
for model validation. Implement cross-validation using sklearn
for all of the modeling techniques in this study.

Complete the analysis by calling geographically weighted
regression from R, using the Python rpy2 package.

Explore the data further using data visualization and maps

Work on another metropolitan area in California.

Determine the degree to which models built on one region
generalize to other regions.






OEBPS/html/graphics/11fig07.jpg
001 05ZL$  00S'LS  0SL'L$ 2
Jendwon ayddy 3o 29ug






OEBPS/html/graphics/08fig02.jpg
Fight Club (1998)
Picked this up at a used video store. Thought it would be good. Boy, was T wrong. T

guess T am just not much of a fan of violence as a way of life or entertainment. Had
ahard time relating to any of the characters. T'll be taking this back for a trade-in

when T get the chance.
My rating: 2 %z

Miss Congeniality 2 (2006)

You have got to be kidding. The first one was a waste, and this one is worse. Do we
really have to endure these insults to our intelligence every five years? I like

Sandra Bullock, but why does she do this stuff> %

My rating: 1

Find Me Guilty (2006)

T'm not really a Vin Diesel fan, but my son suggested that I watch this one. T must
say, I was quite surprised at what they were able to do with a movie centered, as
this was, around courtroom scenes. Vin was really good. The Sidney Lumet effect, T

suppose. Too bad we lost him.
My rating: 7 %’

Moneyball (2011)

You might think T would like this movie, given my love of sports and analytics, but T
had a hard time caring about the Oakland Athletics or the main character. Not
Brad Pitt again. That guy sure keeps busy. T suppose the movie is a fair rendering of
atrue story. Affer all, you can't have the As winning the World Series when they
didn't. But T was left with an empty feeling at the end. I think the story would have
been better fold from the point of view of the nerdy analyst. Give Jonah Hill more
time in front of the camera and see what he can do. Maybe you could even work in a
love inferest. Some of my students asked me what I thought of the movie. T said it

was OK
My rating: 4 é;
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rf_model_fit = rf_model_maker.fit(X_train_full, y_train)
# compute the proportion of response variance for training data
houses_selected_train[’full_rf_predict_log_value’] =\

Tf_model_fit.predict (X_train_full)
full_rf_train_result = \

round (np. power (houses_selected_train[’log_value’]\

.corr (houses_selected_train[’full_rf_predict_log_value’1),2),3)

print(’\nFull Random Forest Prop of Training Set Variance Accounted for: ’,\

full_rf_train_result)

# compute the proportion of response variance for test data
houses_selected_test[*full_rf_predict_log_value’] =\

rf_model _fit.predict (X_test_full)
full_rf_test_result = \

round (np. power (houses_selected_test[’log_value’]\

corr (houses_selected_test [’ full_rf_predict_log_value’]),2),3)

print(’\nFull Random Forest Prop of Test Set Variance Accounted for: ’,\

full_rf_test_result)

#
# Geographically weighted regression
#
# exercise for the student... use rpy2 to obtain results from R
full_gur_train_result = None
full_gwr_test_result = Nome

#

# Gather results for a single report
"
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Fre
# Support vector machines
S L
# fit the model to the training set
y,X = patsy.dmatrices(text_classification_model,\
train_data_frame, return_type = ’dataframe’)
my_svm = svm.SVCQ)
my_svm_fit = my_svm.fit(x, np.ravel(y))
train_data_frame[’pred_svm_binary’] = my_svm_fit.predict (x)
binary_to_thumbsupdown = {0: ’DOWN’, 1: *UP’}
train_data_frame[’pred_svm’] =\
train_data_frame(’pred_svm_binary’].map(binary_to_thumbsupdown)
print(’\n Support Vector Machine Training Set Performance\n’,\
’Percentage of Reviews Correctly Classified:’,\
100 * round(evaluate_classifier(train_data_frame[’pred_svm’l,\
train_data_frame[’thunbsupdown’]) [4], 3),’\n’)
# use the model developed on the training set to predict
# thumbs up or down reviews in the test set
# assume that y is not known... only x used from patsy
y,X = patsy.dmatrices(text_classification_model,\
test_data_frame, return_type = ’dataframe’)
y = [0 # ignore known thumbs up/down from test set
test_data_frame[’pred_svm_binary’] = my_svm_fit.predict(x)
test_data_frame[’pred_svm’] =\
test_data_frame[’pred_svm_binary’] .map(binary_to_thumbsupdown)
print(’\n Support Vector Machine Test Set Performance\n’,\
’Percentage of Revieus Correctly Classified:’,\
100 # round(evaluate_classifier(test_data_frame[’pred_svm’],\
test_data_frame [’ thumbsupdown’]) [4], 3),’\n’)

4o

# Random forests

§:

# fit random forest model to the training data

y,x = patsy.dmatrices(text_classification_model,\
train_data_frame, return_type = ’dataframe’)

# for reproducibility set random number seed with random_state
my_rf_model = RandomForestClassifier(n_estimators = 10, random_state = 9999)
my_rf_model_fit = my_rf_model.fit(x, np.ravel(y))
train_data_frame[’pred_rf_binary’] = my_rf_model_fit.predict(x)
train_data_frame[’pred_rf’] =\

train_data_frame[’pred_rf_binary’] .map(binary_to_thumbsupdown)
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The Effect of Gamma Rays on Man-in-the-Moon Marigolds (1972)

Based on a Pulizer-Prize-winning play by Paul Zindel, with Paul Newman directing
Joanne Woodward, this i one of the most uplifting movies you will ever see. It is a
tribute to the human spirit, the will to look beyond the limitations of one's current
circumstances and overcome adversity. Not a bad plug for education either. Watch

it if you can find it.
My rating: 10 &

Blade Runner (1982)

Even better than Harrison Ford's Raiders movies. This one is a keeper. Replicants
with feeling—that's a twist. The visual effects and fine photography draw you in
It's like you are really there in the metropolis of the future. Not a pretty picture

of what's coming our way, but a great movie nonetheless. g

My rating: 9

My Cousin Vinny (1992)

Joe Pesci and Marisa Tomei—now that's an odd couple. The movie builds on
stereotypes of Brooklyn and Alabama, and it's hard to sympathize with the hapless
cousin and his male friend. Nor is there much suspense because we know what's
going to happen at the end. It has to work out. Tomei makes the hour or so go by
just fine. Without the life she breathes into her fiancée role, this one would have

been a waste.
My rating: 4

Mars Attacks (1996)

A mindless diversion to be sure. I have the DVD, and every six months or so T
watch it for a laugh. Nicholson plays two roles: POTUS and a real estate developer.
The exploding Martian heads are great. Not for country music fans, though. g

My rating: 7
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# measurement model performance summary
table_data = {’method’ : [’Linear regression Pace and Barry (1997),\

*Tree-structured regression (simple model)’,\

*Tree-structured regression (full model)’,\

’Randon forests (simple model)’,\

’Random forests (full model)’,\

*Geographically weighted regression (GWR)’],\

*Training Set Result’ : [pace_and_barry_train_result,\

simple_tree_train_result,\

full_tree_train_result,\

simple_rf_train_result,\

full_rf_train_result,\

full_gwr_train_result],\

*Test Set Result’ : [pace_and_barry_test_result,\

simple_tree_test_result,\

full_tree_test_result,\

simple_rf_test_result,\

full_rf_test_result,\

full_gur_test_result]}

table_data_frame = pd.DataFrame(table_data,\
columns = [’method’, ’Training Set Result’, ’Test Set Result’])

print (table_data_frame)

#
# ue have been using a simple training-and-test split for validation
# an alternative is multi-fold cross-validation, as shown here

# for the simple tree-structured regression model

from sklearn import cross_validation

# specify number of folds for multi-fold cross-validation
# a simple training-and-test regimen would have two folds
specified_n_folds = 5

# specify the modeling technique or method of analysis
tree_model_maker = DecisionTreeRegressor (random_state = 9999, max_depth = 5)
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plt.savefig(’fig_advert_promo_dodgers_eda_day_of_week_Python.pdf’,
bbox_inches = ’tight’, dpi=Neme, facecolor=’w’, edgecolor=’b’,
orientation=’portrait’, papertype=None, format=None,

transparent=True, pad_inches=0.25, frameon=None)
april = dodgers[dodgers[’month’] JAPR’]
may = dodgers [dodgers [’month’] MAY?]
june = dodgers [dodgers[’month’] == >JUN’]
july = dodgers [dodgers [’month’] ’JuL’]

august = dodgers [dodgers [’month’] == ’AUG’]
september = dodgers [dodgers[’month’] == ’SEP’]
october = dodgers [dodgers [’month’] == ’0CT’]
data = [april[’attend_000°], may[’attend_000’],
Jjune[’attend_000’], july[’attend_000’],
august [’attend_000’], september[’attend_000’],
october [’attend_ 000’11
ordered_month_names = [’April’, ’May’, ’June’, ’July’, ’Aug’, ’Sept’, ’Oct’]

fig, axis = plt.subplots()
axis.set_xlabel(’Month’)

axis.set_ylabel (’Attendance (thousands)’)

day_plot = plt.boxplot(data, sym="o’, vert=1, whis=1.5)
plt.setp(day_plot [’boxes’], color = ’black’)
plt.setp(day_plot [*whiskers’], color = ’*black’)
plt.setp(day_plot[’fliers’], color = ’black’, marker = ’o’)
axis.set_xticklabels(ordered_month_names)

plt.show()
plt.savefig(’fig_advert_promo_dodgers_eda_month_Python.pdf’,
bbox_inches = ’tight’, dpi=None, facecolor=’w’, edgecolor=’b’,

orientation=’portrait’, papertype=None, format=None,
‘rue, pad_inches=0.25, frameon=None)
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# evaluate performance in the full set of consumer responses
working.choice.utility <- NULL # initialize utility vector
# work with one row of respondent training data frame at a time
# create choice prediction using the individual part-worths
list.of.ids <- unique(working.data.frame$id)
for (index.for.id in seq(along=list.of.ids)) {
this.id.part.worths <- posterior.mean([index.for.id,]
this.id.data.frame <- subset(working.data.frame,
subset=(id == 1list.of.ids[index.for.id]))
for (index.for.profile in 1:nrow(this.id.data.frame)) {
working. choice.utility <- c(working.choice.utility,
create.design.matrix(this.id.data.frame [index.for.profile,])
this.id.part.worths)

b

¥

working.predicted.choice <-
choice. set.predictor (working. choice.utility)

working.actual.choice <- factor(working.data.frame$choice, levels = c(0,1),
labels = c("NO","YES"))

# look for semsitivity > 0.25 for four-profile choice sets

working.set.performance <- confusionMatrix(data = working.predicted.choice,
reference = working.actual.choice, positive = "YES")

# report choice prediction sensitivity for the full data

cat("\n\nFull data set choice set semsitivity = ",
sprintf("%1.1f",vorking. set.performance$byClass [1]100)," Percent",sep="")

#

# results: Full data set choice set sensitivity = 89.1 Percent

#
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posterior.sd <- matrix(0, nrow = dim(out$betadraw.c) [1],
ncol = dim(out$betadraw.c) [2])
for(index.row in 1:dim(out$betadraw.c) [1])
for(index.col in 1:dim(out$betadraw.c)[2]) {
posterior.mean[index.row,index.col] <-
mean (out$betadraw. c [index.row,index.col,1)
posterior.sd[index.row, index.col] <~
sd(out$betadraw. c [index.row,index.col,])

0

# HB program uses effects coding for categorical variables and
# mean-centers continuous variables across the levels appearing in the data
# working with data for one respondent at a time we compute predicted choices

# for the full set of consumer responses
create.design.matrix <- function(input.data.frame.row) {

xdesign.row <- mumeric(12)

if (input.data.frame.row$brand == "Apple")
xdesign.row[1:7] <- ¢(1,0,0,0,0,0,0)

if (input.data.frame.row$brand ompaq")
xdesign.row[1:7] <- ¢(0,1,0,0,0,0,0)

if (input.data.frame.row$brand e11")
xdesign.row[1:7] <- ¢(0,0,1,0,0,0,0)

if (input.data.frame.row$brand ateway")
xdesign.row[1:7] <= ¢(0,0,0,1,0,0,0)

if (input.data.frame.row$brand P")
xdesign.row[1:7] <- ¢(0,0,0,0,1,0,0)

if (input.data.frame.row$brand BM")
xdesign.row[1:7) <~ ¢(0,0,0,0,0,1,0)

if (input.data.frame.row$brand ony")
xdesign.row[1:7] <- ¢(0,0,0,0,0,0,1)

if (input.data.frame.row$brand un”
xdesign.row[1:7] <= c(-1,-1,-1,-1,-1,-1,-1)

xdesign.row[8] <- input.data.frame.rou$compat ~4.5

xdesign.row[9] <- input.data.frame.row$perform -2.5

xdesign.row[10] <- input.data.frame.row$reliab -1.5

xdesign.row[11] <- input.data.frame.row$learn -4.5

xdesign.row[12] <- input.data.frame.row$price 4.5

t(as.matrix(xdesign.row)) # return row of design matrix

¥
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# set up the data frame for analysis

UnitID <- working.data.frame$id

Set <- as.integer(uorking.data.frane$setid)

Alt <- as.integer(vorking.data.frame$position)

X_1 <- as.integer(working.data.frame$brand) # categories by brand

X_2 <- as.integer(vorking.data.frane$compat) # integer values 1 to 8
X_3 <- as.integer(uorking.data.frame$perforn) # integer values 1 to 4
X_4 <- as.integer(uorking.data.frame$reliab) # integer values 1 to 2
X_5 <- as.integer(vorking.data.frame$learn) # integer values 1 to 8
X_6 <- as.integer(vorking.data.frame$price) # integer values 1 to 8
y <- as.numeric(working.data.frame$choice) # using special response coding

cc.data <- data.frame(UnitID,Set,Alt,X_1,X_2,X_3,X_4,X_5,X_6,y)

# the estimation begins here... be patient
set.seed(9999) # for reproducible results
out <- choicemodelr(data=cc.data, xcoding = cc.xcoding,
meme = cc.meme, options = cc.options, constraints = cc.constraints)

out provides a list for the posterior parameter estimates

for the runs sampled (use = 2000)

the MCMC beta parameter estimates are traced on the screen as it runs
individual part-worth estimates are provided in the output file RBetas.csv
the final estimates are printed to RBetas.csv with columns labeled as

#
#
#
#
#
# AIB1 = first attribute first level
#
#
#
#
#
#

A1B2 = first attribute second level

A2B1 = second attribute first level

gather data from HB posterior parameter distributions

we imposed constraints on all continuous parameters so we use betadraw.c
posterior.mean <- matrix(0, nrow = dim(out$betadraw.c)[1],

ncol = dim(out$betadraw.c) [2])
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# employ training-and-test regimen for model validation
np.random. seed (1234)

dodgers [’runiform’] = uniform.rvs(loc = 0, scale = 1, size = len(dodgers))
dodgers_train = dodgers[dodgers[’runiform’] >= 0.33]

dodgers_test = dodgers[dodgers[’runiform’] < 0.33]

# check training data frame

print(’\ndodgers_train data frame (rows, columms): ’,dodgers_train.shape)
print(dodgers_train.head())

# check test data frame

print(’\ndodgers_test data frame (rows, columns): ’,dodgers_test.shape)
print (dodgers_test.head())

# specify a simple model with bobblehead entered last
my_model = str(’attend ~ ordered_month + ordered_day_of_week + bobblehead’)

# fit the model to the training set

train_model_fit = smf.ols(my_model, data = dodgers_train).fit()
# summary of model fit to the training set

print (train_model_fit.summary())

# training set predictions from the model fit to the training set
dodgers_train[’predict_attend’] = train_model_fit.fittedvalues

# test set predictions from the model fit to the training set
dodgers_test[’predict_attend’] = train_model_fit.predict(dodgers_test)

# compute the proportion of response variance
# accounted for when predicting out-of-sample
print(’\nProportion of Test Set Variance Accounted for: ’,\
round (np. pover (dodgers_test [*attend’].\
corr (dodgers_test [’predict_attend’]),2),3))
# use the full data set to obtain an estimate of the increase in
# attendance due to bobbleheads, controlling for other factors
ny_model _fit = smf.ols(my_model, data = dodgers).fit()
print (my_model_fit.summary())
print(’\nEstimated Effect of Bobblehead Promotion on Attendance: ’,\
round(my_model_fit.parans[13],0))

# Suggestions for the student: Reproduce the figures in this chapter
# using matplotlib, ggplot, and/or rpy2 calls to R graphics.

# Examine regression diagnostics for the fitted model.

# Examine other linear predictors and other explanatory variables.

# See if you can improve upon the model with variable transformations.
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# note that the actual names are as follows:
AB.names <- c("Apple","Compaq",“Dell","Gateway","HP","IBM","Sony","Sun",
Compatibility","Performanc eliability", "Learning”, "Price")

# set up run parameters for the MCMC

# using aggregate beta estimates to get started

truebetas <- cc.priors

cc.xcoding <- c(0,1,1,1,1,1) # first variable categorical others continuous
cc.attlevels <- c(8,8,4,2,8,8) # test run with brand price and performance
# no constraint for order on brand so 8x8 matrix of zeroes

1 <- matrix(0,ncol=8,nrow=8)

# compatibility is ordered higher numbers are better

# continuous attributes have ixi matrix representation

€2 <= matrix(1, ncol = 1, nrow = 1, byrow = TRUE)

# performance is ordered higher numbers are better

# contimuous attributes have ixi matrix representation

3 <= matrix(1, ncol = 1, nrow = 1, byrow = TRUE)

# reliability is ordered higher numbers are better

# contimuous attributes have ixi matrix representation

c4 <= matrix(1, ncol = 1, nrow = 1, byrow = TRUE)

# learning has expected order... higher prices less valued

# continuous attributes have ixi matrix represenmtation

5 <- matrix(-1, ncol = 1, nrow = 1, byrow = TRUE)

# price has expected order... higher prices less valued

# continuous attributes have ixi matrix representation

6 <- matrix(-1, ncol = 1, nrow = 1, byrow = TRUE)

cc.constraints <- list(ci,c2,c3,c4,c5,c6)

# controls for length of run and sampling from end of run

# cc.meme <- 1ist(R = 10, use = 10) # fast trial run

# set run parameters 10000 total iterations with estimates based on last 2000
cc.meme <- list(R = 10000, use = 2000) # run parameters

# run options

cc.options <- list(none=FALSE, save=TRUE, keep=1)
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# user-defined function for plotting descriptive attribute names
effect.name.map <~ function(effect.name) {
if (effect.name=="brand") return("Manufacturer/Brand")
if (effect.name=="compat") return("Compatibility with Windows 95")
if (effect.name=="perform") return("Performance!
if (effect.name=="reliab") return("Reliability")
if (effect.name=="learn") return("Learning Time (4 to 32 hours)")
if (effect.name=="price") return("Price ($1,000 to $2,750)")
¥
print.digits <- 2
# user-defined function for printing conjoint measures
if (print.digits == 2)
pretty.print <- function(x) {sprintf("%1.2f",round(x,digits = 2))}
if (print.digits == 3)
pretty.print <- function(x) {sprintf("%1.3f",round(x,digits = 3))}

# set up sun contrasts for effects coding
options (contrasts=c("contr.sun", "contr.poly"))

UniqueID <- unique(working.data.frame$id)

# set up zero priors

cc.priors <- matrix(0,nrow=length(UniqueID),ncol=13)

colnames(cc.priors) <- c("A1B1","A1B2","A1B3","A1B4","A1B5","A1B6" ,"A1BT"
"A1B8","A2B1","A3B1","A4B1", "ASB1" ,"AGB1")
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third.object <- ggplot(selected.data,
aes(x = feature.focus, fill = top.brand)) +
labs(x = "Feature Focus",

y = "£OM +
theme(axis.title.y = element_text(angle = 0, face =
geon_density(alpha = 0.4) +
coord_fixed(ratio = 1/15) +
theme (legend.position = "bottom") +
scale_fill_manual (values = c("red","shite","blue"),
guide = guide_legend(title = NULL)) +

scale_x_continuous(limits = c(0,1)) +
scale_y_continuous(linits = c(0,5))

"italic", size = 10)) +

three.part.ggplot.print.with.margins (ggfirstplot.object.name = first.object,
ggsecondplot.object.name = second.object,
ggthirdplot.object.name = third.object,
left.margin.pct=5,right .margin.pct="
top.margin.pct=10,botton. nargin. pc
first.plot.pct=25,second.plot.pct=25,
third.plot.pct=31)

dev.off ()

# to what extent are consumers open to switching from one brand to amother
# can see this trough parallel coordinates plots for the brand part-worths
pdf(file = "fig price_parallel_coordinates_individuals.pdf",
width = 8.5, height = 11)
parallelplot(“selected.datal,c("Apple", "Compaq","Dell", "Gateway",
“HP","IBM","Sony","Sun")] | top.brand, selected.data, layout = ¢ (3,1))
dev.off ()

# these get a little messy or cluttered...
# more easily interpreted are parallel coordinate plots of mean part-worths
# for brand part-worth columns and aggreate by top brand (Apple, Dell, or HP)
brands.data <- aggregate(x = selected.datal[,2:9],

by = selected.datal[29], mean)
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# another way of looking at these data is to employ comparative densities
# for the three selected brands: Apple, Dell, and HP
# using those individual how selected these as the top brand
selected.brands <- c("Apple","Dell","HP")
selected.data <- subset(id.data, subset = (top.brand %inj selected.brands))
# plotting objects for brand.loyalty, price.sensitivity, and feature.focus
# create these three objects and then plot them together on ome page
pdf ("fig_price_density_three_brands.pdf", width = 8.5, height = 11)
first.object <- ggplot(selected.data,
aes(x = brand.loyalty, fill = top.brand)) +
labs(x = "Brand Loyalty",
y = "M +
theme (axis.title.y = element_text(angle = 0, face =
geon_density(alpha = 0.4) +
coord_fixed(ratio = 1/15) +
theme (legend.position = "none") +
scale_fill_manual(values = c("red","white","blue"
guide = guide_legend(title = NULL)) +
scale_x_continuous(limits = c(0,1)) +
scale_y_continuous(limits = c(0,5))
second.object <- ggplot(selected.data,
aes(x = price.sensitivity, fill = top.brand)) +

talic", size = 10)) +

labs(x = "Price Sensitivity",
y =@M +
theme(axis.title.y = element_text(angle = 0, face = "italic", size = 10)) +

geon_density(alpha = 0.4) +

coord_fixed(ratio 1/15) +

theme (legend.position = "none") +

scale_fill_manual (values = c("red","white","blue"
guide = guide_legend(title = NULL)) +

scale_x_continuous(limits = c(0,1)) +

scale_y_continuous(Limits = c(0,5))
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an alternative representation that is often quite useful in pricing studies
is a triplot/ternary plot with three features identified for each consumer
using the idea from importance caluclations we now use price, brand, and
feature importance measures to obtain data for three-way plots

as the basis for three relative measures, which we call brand.loyalty,
price.sensitivity, and feature_focus...

id.data$brand.loyalty <- numeric(nrow(id.data))

id.data$price.sensitivity <- mmeric(nrow(id.data))

id.data$feature.focus <- numeric(nrow(id.data))

for(id in seq(along=id.data$1D)) {
sum.importances <- id.data$brand.importance[id] +
id.data$price. importance[id] +
id.data$feature.importance[id] # less than 1.00 feature is an average
id.data$brand.loyalty[id] <- id.data$brand.importance[id]/sum.importances
id.data$price.sensitivity[id] <- id.data$price.importance[id]/sum.importances
id.data$feature.focus[id] <- id.data$feature.importance[id]/sun.importances

¥

# ternary model of consumer response... the plot
pdf ("fig_price_ternary_three_brands.pdf", width = 11, height = 8.5)
ternaryplot(id.datal,c("brand.loyalty","price.sensitivity","feature.focus")1,
dimnames = c("Brand Loyalty","Price Semsitivity","Feature Focus"),
prop_size = ifelse((id.data$top.brand Apple"), 0.8,
ifelse((id.data$top.brand Dell"),0.7,
ifelse((id.data$top.brand == "HP"),0.7,0.5))),
pch = ifelse((id.data$top.brand == "Apple"), 20,
ifelse((id.data$top.brand == "Dell"),17,
ifelse((id.data$top.brand == "HP"),15,1))),

col = ifelse((id.datagtop.brand == "Apple"), "red",
ifelse((id.data$top.brand == "Dell"),"mediumorchid4",
ifelse((id.data$top.brand "HP"),"blue","darkblue"))),

grid_color = "#626262",

bg = "#EGEGES",

dimnames_position = "corner”, main =

)

grid_legend(0.725, 0.8, pch = c(20, 17, 15, 1),

col = c("red", "mediumorchid4", "blue", "darkblue"),
c("Apple", "Dell", "HP", "Other"), title = "Top-Ranked Brand")
dev.off ()
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compute.value <- function(x) 1
# rescale x so it has the same mean and standard deviation as y
standardize(x) * 10 + 50

Iy

id.data$brand.value <- compute.value(id.data$brand.range)
id.data$compatibility.value <- compute.value(id.data$compatibility.range)
id.data$performance.value <- compute.value(id.data$performance.range)
id.data$reliability.value <- compute.value(id.data$reliability.range)
id.data$learning.value <- compute.value(id.data$learning.range)
id.data$price.value <- compute.value(id.data$price.range)

# identify each individual’s top value using computed relative attribute values
id.data$top.attribute <- integer(nrow(id.data))
for(id in seq(along=id.data$ID)) {
attribute.index <- 1:6
attribute.value <- c(id.data$brand.value[id],id.data$compatibility.value[id],
id.data$performance.value [id],id.data$reliability.value[id],
id.data$learning.value[id],id.data$price.value[id])
temp.data <- data.frame(attribute.index,attribute.value)
temp.data <-

temp.datalsort.list(temp.datagattribute.value, decreasing = TRUE),]
id.data$top.attribute[id] <- temp.data$attribute.index[1]
1
id.data$top.attribute <- factor(id.data$top.attribute, levels = 1:6,
labels = c("Brand","Compatibility","Performance","Reliability",

"Learning","Price"))

# mosaic plot of joint frequencies top ranked brand by top value

pdf (file="fig_price_top_top_mosaic_plot.pdf", width = 8.5, height = 11)
mosaic( ~ top.brand + top.attribute, data = id.data,
highlighting = "top.attribute",
highlighting fill

c("blue”, "white

labeling_args =
1list(set_varnames = c(top.brand =
rot_labels = c(left = 90, top = 45),
pos_labels = c("center","center"),
just_labels = c("left","center
offset_labels = c(0.0,0.0)))

dev.off ()

, "green","lightgray","magenta","black"),

, top.attribute = ""),
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# identify the most frequent unsup words from the positive word list
# here we use set intersection to find a list of the top 25 positive words
length_test = 0 # initialize test length
nkeys = 0 # slicing index for frequency table extent
while (length_test < 25):
length_test =\
len(set (unsup_freq.keys() [:nkeys]) & set(positive_word_list))
nkeys = nkeys + 1
selected_positive_set =\
set (unsup_freq.keys() [:nkeys]) & set(positive_word_list)
selected_positive_words = list(selected_positive_set)
selected_positive_words.sort()
print(’\nSelected Positive Words:’, selected_positive_words)

# identify the most frequent unsup words from the negative word 1list
# here we use set intersection to find a 1ist of the top 25 negative words

length_test = O # initialize test length
nkeys = 0 # slicing index for frequency table extent
while (length_test < 25):

length_test =\

len(set (unsup_treq.keys() [inkeys]) & set(negative_word_list))

nkeys = nkeys + 1
selected_negative_set =\

set (unsup_freq.keys() [:nkeys]) & set(negative_word_list)
# list is actually 26 items and contains both ’problem’ and ’problems’
# so we will eliminate ’problems’ from the selected negative words

selected_negative_set.remove(’problens’)
selected negative_words = list(selected_negative_set)

selected_negative_words.sort ()
print(’\nSelected Negative Words:’, selected_negative_words)

# use the complete word lists for POSITIVE and NEGATIVE measures/scores
positive, negative = compute_scores(unsup_corpus)

# create data frame to explore POSITIVE and NEGATIVE measures
unsup_data = {’file’: unsup_file_names,\

’POSITIVE’: positive, *NEGATIVE’: negative}
unsup_data_frame = pd.DataFrame (unsup_data)

# summary of distributions of POSITIVE and NEGATIVE scores for unsup corpus
print (unsup_data_frae.describe())

print(’\nCorrelation between POSITIVE and NEGATIVE’,\
round (unsup_data_frame[’POSITIVE’].corr(unsup_data_frame[’NEGATIVE’]),3))
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# identify each individual’s top brand defining top.brand factor variable
id.data$top.brand <- integer (nrow(id.data))
for(id in seq(along=id.data$1D)) {
brand.index <- 1:8
brand.part.worth <- c(id.data$Apple[id],id.data$Compaq[id],
id.data$Dell[id],id.data$Gateway[id] ,id.data$HP[id] ,id.data$TBM[id],
id.data$Sony[id],id.data$Sun[id])
temp.data <- data.frame(brand.index,brand.part.worth)
temp.data <~ temp.datalsort.list(temp.datagbrand.part.uorth, decreasing = TRUE),
id.data$top.brand[id] <- temp.data$brand.index[1]
¥
id.data$top.brand <- factor(id.data$top.brand, levels = 1:8,
labels = c("Apple","Compaq","Dell","Gateway",
“HPY, "IBM"  "Sony" , "Sun"))

note that the standard importance measures from conjoint methods are
ipsative... their sum is always 1 for proportions or 100 for percentages
this has advantages for triplots (ternary plots) but because importance
is so dependent upon the levels of attributes, it has significant
disadvantages as well... so we consider a relative-value-based measure
lets us define an alternative to importance called "attribute value"

o ow o ow o

*

compute "attribute value" relative to the consumer group
it is a standardized measure... let "attribute value" be mean 50 sd 10
# here are user-defined functions to use to obtain "value"

*

standardize <- function(x) {

# standardize x so it has mean zero and standard deviation 1
(x - mean(x))/sd(x)
3
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def corpus_creator (imput_directory_path, output_directory_path):

# identify the file names in unsup directory

file_names = listdir_no_hidden(path = input_directory_path)

# create list structure for storing parsed documents

document_collection = []

# initialize aggregate document for all documents in set

aggregate_document = ’’

# create a directory for parsed files

parsed_file_directory = output_directory_path

os.mkdir (parsed_file_directory)

# parse each file and write to directory of parsed files

for filename in file_names:

with open(os.path.join(input_directory_path, filename), ’r’) as infile:
this_document = text_parse(infile.read())
aggregate_document = aggregate_document + this_document
document_collection.append(this_document)
outfile = parsed_file_directory + filename
with open(outfile, ’wt’) as f:
£.write(str(this_document))

aggregate_vords = [w for w in aggregate_document.split()]

aggregate_corpus = nltk.Text(aggregate_words)

return(file_names, document_collection, aggregate_corpus)

# function for extracting rating from file name
# for file names of the form ’x_y.txt’ where y is the rating
def get_rating(string):

return(int (string.partition(’.”) [0].partition(’_’) [2]))

# dictionary for mapping of ratings to thumbsupdown
map_to_thumbsupdown = {1:’DOWN’, 2:’DOWN’, 3:’DOWN’, 4:’DOWN’,
UB2RS 7 UPPE B URe o R IE IO BTE

# begin working with the unsup corpus
unsup_file_names, unsup_corpus, unsup_aggregate_corpus = \
corpus_creator (input_directory_path = ’reviews/train/unsup/’,\
output_directory_path = ’reviews/train/unsup_parsed/’)

# examine frequency distribution of words in unsup corpus

unsup_freq = nltk.FreqDist (unsup_aggregate_corpus)

print(’\nNumber of Unique Words in unsup corpus’,len(unsup_freq.keys()))
print(’\nTop Fifty Words in unsup Corpus:’,unsup_freq.keys() [0:50])
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id.data$sun.range[id] <- id.data$brand.range[id] +
id.data$compatibility.range[id] +
id.data$performance. range[id] +
id.data$reliability.range[id] +
id.data$learning.range [id] +
id.data$price.range [id]

id.data$brand. importance [id] <-
id.data$brand.range [id]/1d.data$sun. range [id]
id.data$compatibility. importance[id] <-
id.data$compatibility.range[id]/id.data$sum.range [id]
id.data$performance. importance [id] <-
id.data$performance.range [id]/id.data$sum. range [id]
id.data$reliability.importance[id] <~
id.data$reliability.range[id]/id.data$sum.range[id]
id.data$learning. importance[id] <-
id.data$learning.range [id]/id.data$sum.range [id]
id.data$price.importance[id] <-
id.data$price.range[id]/id.data$sum.range [id]
# feature importance relates to the most important product feature
# considering product features as not brand and not price
id.data$feature. importance[id] <- max(id.data$compatibility.importance[id],
id.data$performance. importance [id],
id.data$reliability.importance[id],
id.data$learning. importance [id])

¥
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# read in positive and negative word lists from Hu and Liu (2004)
with open(’Hu_Liu_positive_word_list.txt’,’rt’) as f:

positive word_list = f.read().split()
with open(’Hu_Liu_negative_word_list.txt’,’rt’) as f:

negative word_list = f.read().split()

# define counts of positive, negative, and total words in text document

def count_positive(text
positive = [w for w in text.split() if w in positive_word_list]
return(len(positive))

# define text measure for negative score as percentage of negative words

def count_negative(text):
negative = [u for w in text.split() if w in negative_word_list]
return(len(negative))

# count number of words
def count_total(text):
total = [w for w in text.split()]
return(len(total))

# define text measure for positive score as percentage of positive words
def score_positive(text):
positive = [w for w in text.split() if w in positive_word_list]
total = [w for w in text.split()]
return 100 * len(positive)/len(total)

# define text measure for negative score as percentage of negative words
def score_negative(text):
negative = [w for w in text.split() if w in negative_word_list]
total = [w for w in text.split()]
return 100 * len(negative)/len(total)

def compute_scores(corpus) :

# use the complete word lists for POSITIVE and NEGATIVE measures

# to score all documents in a corpus or list of documents

positive = []

negative = []

for document in corpus:
positive.append(score_positive(document))
negative. append(score_negative (document))

return(positive, negative)

we use movie ratings data from Mass et al. (2011)
available at http://ai.stanford.edu/~amaas/data/sentiment/
we set up a directory under our working directory structure
/reviews/train/unsup/ for the unsupervised reviews
/reviews/train/neg/ training set negative reviews
/revievs/train/pos/ training set positive reviews
/reviews/test/neg/ text set negative reviews
/reviews/test/pos/ test set positive reviews
/reviews/test/tom/ eight movie reviews from Tom

function for creating corpus and aggregate document

input is directory path for documents

docunent parsing accomplished by text_parse function
directory of parsed files set up for manual inspection

dmw o w R AR R R R R
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compute attribute importance values for each attribute
.dataSbrand.range <- numeric(nrow(id.data))
.data$compatibility.range <- numeric(nrow(id.data))
-datagperformance.range <- numeric(nrow(id.data))
.data$reliability.range <- mumeric(nrow(id.data))
.data$learning.range <- numeric(nrow(id.data))
.dataSprice.range <- numeric(nrow(id.data))
.data$sum.range <- numeric(nrow(id.data))

.dataSbrand. importance <- mumeric(nrow(id.data))
.data$compatibility.importance <- numeric(nrow(id.data))
.data$performance. importance <- mumeric(nrow(id.data))
.data$reliability.importance <- mumeric(nrow(id.data))
-data$learning. importance <- mumeric(nrow(id.data))
.dataSprice. importance <- numeric(nrow(id.data))

r(id in seq(along=id.data$ID)) {

id.data$brand.range(id] <- max(id.data$Apple([id],
id.data$Compaq[id],id.data$Dell [id],
id.data$Gateway[id],id.data$HP[id],
id.data$IBM([id],id.data$Sony[id],
id.data$sun[id]) -
min(id.data$Apple[id],
id.data$Compaq[id] ,id.data$Dell [id],
id.data$Gateway[id],id.data$HP[id],
id.data$IBM[id] ,id.data$Sony [id],
id.data$sun[id])

id.data$compatibility.range[id] <- abs(8+id.data$Compatibility[id])
id.data$performance . range[id] <- abs(4xid.data$Performance[id])
id.data$reliability.range[id] <- abs(2xid.data$Reliability[id])
id.data$learning.range[id] <- abs(8*id.data$Learning[id])
id.data$price.range[id] <- abs(8xid.data$Price[id])
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there are certain words we will ignore in subsequent
text processing... these are called stop-words

and they consist of prepositions, pronouns, and
conjunctions, interrogatives, ...

we begin with the list from the natural language toolkit
examine this initial list of stopwords
nltk.download(’stopwords’)

# let’s look at that list
print(nltk.corpus.stopwords.words(’english’))

o owow W o

# previous analysis of a list of top terms showed a number of words, along
# with contractions and other word strings to drop from further analysis, we add
# these to the usual English stopwords to be dropped from a document collection
more_stop_words = [’cant’,’didnt’,’doesnt’,’dont’,’goes’,’isnt’, ’hes’,\
’shes’,’thats’, ’theres’, ’theyre’, wont’,’youll’, ’youre’,’youve’, ’br’\
‘ve’, ’'re’, ’vs’)

some_proper_nouns_to_remove = [’dick’,’ginger’,’hollywood’,’jack’,\
?ji11’, john’, *karloff’, ’kudrow’,’orson’, ’peter’, ’tcm’, *tom’,\
’toni’,’welles’,’william’, ’wolheim’,’nikita’]

# start with the initial list and add to it for movie text work
stoplist = nltk.corpus.stopwords.words(’english’) + more_stop_words +\
some_proper_nouns_to_remove

text parsing function for creating text documents
there is more we could do for data preparation
stemming... looking for contractions... possessives...
but we will work with what we have in this parsing function
if we want to do stemming at a later time, we can use
porter = nltk.PorterStemmer()
in a construction like this
words_stemmed = [porter.stem(word) for word in initial words]

owowow o w R R

def text_parse(string):
# replace non-alphanumeric with space
temp_string = re.sub(’["a-zA-Z]’, ’ °’, string)
# replace codes with space
for i in range(len(codelist)):
stopstring = > ’ + codelist[i] + * °*
temp_string = re.sub(stopstring, ’ ’, temp_string)
# replace single-character words with space
temp_string = re.sub(’\s.\s’, ’ ’, temp_string)
# convert uppercase to lowercase
temp_string = temp_string.lower()
# replace selected character strings/stop-words with space
for i in range(len(stoplist)
stopstring = ’ ’ + str(stoplist[i]) + * °’
temp_string = re.sub(stopstring, ’ ’, temp_string)
# replace multiple blank characters with ome blank character
temp_string = re.sub(’\s+’, ’ ’, temp_string)
return(temp_string)
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# to continue with our analysis of consumer preferences...

# we build a data frame for the consumers with the full set of eight brands
D <- unique(working.data.frame$id)

Apple <- posterior.meanl,1]

Compaq <- posterior.mean[,2]

Dell <- posterior.meanl,3]

Gateway <- posterior.mean(,4]

HP <- posterior.meanC,5]

IBM <- posterior.meanl,6]

Sony <- posterior.mean[,7]

Sun <- -1 * (Apple + Compaq + Dell + Gateway + HP + IBM + Sony)
Compatibility <- posterior.meanl[,8]

Performance <- posterior.mean[,9]

Reliability <- posterior.mean[,10]

Learning <- posterior.mean[,11]

Price <- posterior.mean[,12]

# creation of data frame for analysis of consumer preferences and choice

# starting with individual-level part-worths... more to be added shortly

id.data <- data.frame(ID,Apple,Compaq,Dell,Gateway,HP,TBMN,Sony,Sun,
Compatibility,Performance,Reliability,Learning,Price)
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# repeat methods for the Tom’s movie reviews
# /reviews/test/tom/ testing set directory path
test_tom_file_names, test_tom_corpus, test_tom_aggregate_corpus = \
corpus_creator (input_directory_path = ’reviews/test/tom/’,\
output_directory_path = ’reviews/test/tom_parsed/’)

# word counts for Tom’s reviews

positive_words = []

negative_vords = []

total_words = []

for file in test_tom_corpus:
positive_words.append(count_positive(file))
negative_words . append(count_negative(£ile))
total_words.append(count_total(file))

# POSITIVE and NEGATIVE measures/scores for Tom’s reviews

positive, negative = compute_scores(test_tom_corpus)

rating = [J

for file name in test_tom_file_ names:
rating.append(get_rating(str(file_name)))

# create data frame to check calculations of counts and scores
test_tom_data = {’train_test’:[’TOM’] * len(test_tom_file_names),\
’pos_neg’: ['P0S’, ’POS’, *NEG’, ’'P0S’, ’NEG’, ’NEG’, 'POS’, ’NEG’],\
*file_name’: test_tom_file_names,\
’movie’: [’Marigolds’,\
’Blade Runner’,\
Vinny’,\
"Mars Attacks’,
’Fight Club’,\
?Congeniality’,\

’Find Me Guilty’,\

Moneyball’],\

’positive_words’ : positive_words,\
’negative_words’ : negative_words,\

’total words’ : total_words,\
’POSITIVE’: positive, *NEGATIVE’: negative,\
‘rating’: rating}
test_tom_data_frame = pd.DataFrame(test_tom_data)
# determing thumbs up or down based upon rating
test_tom_data_frame [’ thumbsupdown’] = \
test_tom_data_frame[’rating’].map(map_to_thumbsupdown)
# compute simple measure of sentiment as POSITIVE - NEGATIVE
test_tom_data_frame[’simple’] = \
‘test_tom_data_frame[’POSITIVE’] - test_tom_data_frame[’NEGATIVE’]
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skip <- 0 # initialize the number of lines to skip
nlines_read_so_far <- 0 # initialize number of lines read so far

status <- "begin" # initial status
title <- " " # blank title to start
date <- " "  # blank date to start
tagline <- " " # blank tagline to start

data.store <- NULL # initialize the data frame for storing text data
while(nlines_read_so_far < NLINES) {

if ((NLINES - nlines_read_so_far) < nlines_to_read)
nlines_to_read <- (NLINES - nlines_read so_far)

text <- scan(file = input.data.file.name, what = "character",

skip = nlines_read so_far, nlines = nlines_to_read)

# convert individual text items to bytecodes

# to avoid to avoid "invalid multibyte string" error messages going forward

text <- bytecode.convert(text)

input.list <- list(text, status, title, date, tagline)

# parse this block of text with the tagline parser function
output.list <- tagline.parser(input.list)
new_data_for_store <- output.list[[1]]
status <- output.list[[2]]
title <- output.list[[3]]
date <- output.list[[4]]
tagline <- output.list[[5]]

data.store <- rbind(data.store, new_data_for_store)

nlines_read_so_far <- nlines_read_so_far + nlines_to_read

cat ("
&

,"nlines_read_so_far:",nlines_read_so_far)

# if there is full movie info in output list
# add this last movie to the end of the data.store

if ((!is.null(output.list[[3]1)) &
(!is.null(output.list[[41])) &
(tis.null(output.list[[511))) {
title <- output.list[[3]]
date <- output.list[[4]]
tagline <- output.list[[5]]
data.store <- rbind(data.store,
data.frame(title, date, tagline, stringsAsFactors = FALSE))

i

# data cleaning... check the date field...
# if it does not start with "(" or end with ")"

# strip any character other than numeric in the date field

# using regular expressions coding and the string replace function from stringr
data.store$replace.date <- str_replace_all(data.store$date, "[~.(0-9)1", "")
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# /revievs/test/neg/ testing set negative reviews

test_neg_file_names, test_neg_corpus, test_neg_aggregate_corpus = \
corpus_creator (input_directory_path = ’reviews/test/neg/’,\

output_directory_path = ’reviews/test/neg_parsed/’)

# use the complete word lists for POSITIVE and NEGATIVE measures/scores

positive, negative = compute_scores(test_neg_corpus)

rating = [J

for file name in test_neg file names:
rating.append(get_rating(str(file_name)))

# create data frame to explore POSITIVE and NEGATIVE measures
test_neg data = {’train_test’:[’TEST’] * len(test_neg file names),\
’pos_neg’: ['NEG’] = len(test_neg file_names),\
’file_name’: test_neg_file_names,\
’POSITIVE’: positive, ’NEGATIVE’: negative,\
’rating’: rating}
test_neg_data_frame = pd.DataFrame(test_neg_data)

# merge the positive and negative testing data frames
test_data_frame = pd.concat([test_pos_data_frame, test_neg data_framel,\
axis = 0, ignore_index = True)

# determining thumbs up or down based on rating
test_data_frame [’ thumbsupdown’] = \
test_data_frame[’rating’].map(map_to_thumbsupdown)
# compute simple measure of sentiment as POSITIVE - NEGATIVE
test_data_frame[’simple’] = \
test_data_frame ’POSITIVE’] - test_data_frame[’NEGATIVE’]
# examine the data frame
print(pd.crosstab(test_data_frame[’pos_neg’],\
test_data_frame [’ thumbsupdown’]))
print (test_data_frame.head())
print(test_data_frame.tail())
print(test_data_frame.describe())

ratings_grouped = test_data_frame[’simple’].\
groupby(test_data_frame[’rating’])

print(’\nTest Data Simple Difference Means by Ratings:’,
ratings_grouped.mean())

thumbs_grouped = \
test_data_frame[’simple’].groupby(test_data_frame[’thumbsupdown’])

print(’\nTest Data Simple Difference Means by Thumbs UP/DOWN:’,\
‘thumbs_grouped.mean())
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if (status == "moretitle") {
if (ncount <= nitems) {
ncount <- ncount + 1
if (ncount <= nitems) {
test_date <- text[ncount]
if (substring(test_date,1,5) %in) valid.years.strings.four) {
date <- test_date
ncount <- ncount + 1
status <- "tagline"
17
if (!(substring(test_date,1,5) %in) valid.years.strings.four)) {
if (test_date == "#") {
status <- "indicator"
}
if (test_date != "#") {
title <- paste(title, test_date)
ncount <- ncount + 1

1

&
&
if (status tagline") {
if (acount nitems) {
new_text <- text[ncount]
if (new_text == "#") {
tagline_data.store <- rbind(tagline_data.store,
data.frame(title, date, tagline, stringsAsFactors = FALSE))
status <- "indicator"

1
if (new_text )0
if (substring(new_text,1,1) N
ncount <- ncount + 1
status <- "comment"
¥
if (substring(new_text,1,1) UETIDY A

tagline <- paste(tagline, new_text)
ncount <- ncount + 1

3

i
}
if (status comment") {
if (ncount nitems) {
new_text <- text[ncount]
if (substring(new_text,nchar(new_text),nchar(new_text)) == "}") {
ncount <- ncount + 1
status <- "tagline"

¥

if (substring(new_text,nchar(new_text),nchar(new_text)) != "}") {
ncount <- ncount + 1
&

5
¥

} # end of primary while-loop
list(tagline_data.store, status, title, date, tagline) # return list
} # end of function

cat("\n\n","NUMBER OF LINES READ: ")
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# merge the positive and negative training data frames
train_data_frame = pd.concat([train_pos_data_frame, train_neg_data_frame],\
axis = 0, ignore_index = True)
# determining thumbs up or down based on rating
train_data_frame[’thumbsupdown’] = \
train_data_frame[’rating’].map(map_to_thumbsupdown)
# compute simple measure of sentiment as POSITIVE - NEGATIVE
train_data_frame[’simple’] = \
train_data_frame[’POSITIVE’] - train_data_frame[’NEGATIVE’]
# examine the data frame
print(pd.crosstab(train_data_frame[’pos_neg’],\
train_data_frame [’ thumbsupdown’]))
print(train_data_frame.head())
print (train_data_frame.tail())
print(train_data_frame.describe())
ratings_grouped = train_data_frame[’simple’].\
groupby (train_data_frame[’rating’])
print(’\nTraining Data Simple Difference Means by Ratings:’,\
ratings_grouped.mean())
thumbs_grouped = \
train_data_frame[’simple’] .groupby(train_data_frame[’thumbsupdown’])
print(’\nTraining Data Simple Difference Means by Thumbs UP/DOWN
‘thumbs_grouped.mean())

# repeat methods for the test data

# /revievs/test/pos/ testing set positive reviews

test_pos_file_names, test_pos_corpus, test_pos_aggregate_corpus
corpus_creator (input_directory_path = ’reviews/test/pos/’,\

output_directory_path = ’reviews/test/pos_parsed/’)

# use the complete word lists for POSITIVE and NEGATIVE measures/scores

positive, negative = compute_scores(test_pos_corpus)

rating = []

for file name in test_pos_file names:
rating.append(get_rating(str(file_name)))

# create data frame to explore POSITIVE and NEGATIVE measures
test_pos_data = {’train_test’: [’TEST’] * len(test_pos_file names),\
’pos_neg’: ['P0S’] * len(test_pos_file_names),\
’file_name’: test_pos_file_names,\
’POSITIVE’: positive, ’NEGATIVE’: negative,\
’rating’: rating}
test_pos_data_frame = pd.DataFrame(test_pos_data)
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# data visualization of market/preference share estimates from the simulation

mosaic.data.frame <- YES.data.frame

mosaic.data.frame$setid <- factor(mosaic.data.frame$setid, levels = 1:8,
labels = c("$1,000","$1,250","$1,500", "$1,750"
"$2,000", "$2,250", "2,500", "$2,750"))

# mosaic plot of joint frequencies from the market simulation

# length/width of the tiles in each row reflects market share

# rous relate to Apple prices... similation choice sets

pdf (file="fig price_market_simulation_results.pdf", width = 8.5, height = 11)
mosaic( ~ setid + brand, data = mosaic.data.frame,
highlighting = "brand",
highlighting £i11

c("mediumorchid:

labeling_args =
1list(set_varnames = c(brand = "", setid
rot_labels = c(left = 90, top = 45),
pos_labels = c("center","center"),
just_labels = c("left","center"
offset_labels = ¢(0.0,0.0)))

dev.off ()

"green", "blue","red"),

"Price of Apple Computer"),

# Suggestions for the student:
# Try setting up your own market simulation study with a hypothetical client
# and competitive products. Vary prices on your client’s product and see

# what happens to preference shares. Try alternative model specifications.
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# scatter plot of POSITIVE and NEGATIVE scores for unsup corpus

ax = plt.axes()

ax.scatter (unsup_data_frame[’NEGATIVE’], unsup_data_frame[’POSITIVE’],\
facecolors = ’none’, edgecolors = ’blue’)

ax.set_xlabel (’NEGATIVE’)

ax.set_ylabel (’POSITIVE’)

plt.savefig(’fig_sentiment_text_measures_scatter_plot.pdf’,
bbox_inches = ’tight’, dpi=None, facecolor=’none’, edgecolor=’blue’,
orientation=’portrait’, papertype=None, format=None,
transparent=True, pad_inches=0.25, frameon=None)

work on the directory of training files-
Perhaps POSITIVE and NEGATIVE can be combined in a way to yield effective
predictions of movie ratings. Let us move to a set of movie reviews for
supervised learning. We select the 500 records from a set of positive
revieus (ratings between 7 and 10) and 500 records from a set of negative
revieus (ratings betueen 1 and 4). We begin with the training data.

oo ow o ow

# /reviews/train/pos/ training set positive reviews
train_pos_file_names, train_pos_corpus, train_pos_aggregate_corpus = \
corpus_creator(input_directory_path = ’reviews/train/pos/’,\
output_directory_path = ’reviews/train/pos_parsed/’)
# use the complete word lists for POSITIVE and NEGATIVE measures/scores
positive, negative = compute_scores(train_pos_corpus)

rating = [
for file name in train_pos_file_names:
rating.append (get_rating(str(file_name)))

# create data frame to explore POSITIVE and NEGATIVE measures
train_pos_data = {’train_test’: [’TRAIN’] * len(train_pos_file names),\
’pos_neg’: [’P0S’] = len(train_pos_file_names),\
’file name’: train_pos_file names,\
°POSITIVE’ : positive, 'NEGATIVE’: negative,\
’rating’: rating}
train_pos_data_frame = pd.DataFrame(train_pos_data)

# /reviews/train/neg/ training set negative reviews

train_neg_file names, train_neg_corpus, train_neg_aggregate_corpus = \
corpus_creator (input_directory_path = ’reviews/train/meg/’,\

output_directory_path = ’reviews/train/neg_parsed/’)

# use the complete word lists for POSITIVE and NEGATIVE measures/scores

positive, negative = compute_scores(train_neg_corpus)

rating = []

for file name in train_neg _file_names:
rating.append(get_rating(str(file_name)))

# create data frame to explore POSITIVE and NEGATIVE measures
train_neg_data = {’train_test’:[’TRAIN’] * len(train_neg file_names),\
’pos_neg’: [’NEG’] * len(train_neg_file_names),\
*file_name’: train neg file_ names,\
’POSITIVE’: positive, ’NEGATIVE’: negative,\
’rating’: rating}
train_neg_data_frame = pd.DataFrame(train_neg_data)
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# add simulation predictions to simulation data frame for analysis

# of the results from the market simulation

simulation.analysis.data.frame <-
cbind(simulation.data.frame,simuilation.predicted.choice)

# contingency table shous results of market simulation
with(simulation.analysis.data.frame,
table(setid,brand,simulation.predicted.choice))

# sumary table of preference shares
YES.data.frame <- subset(simulation.analysis.data.frame,
subset = (simulation.predicted.choice YES"), select = c("setid","brand"))

# check YES.data.frame to see that it reproduces the information
# from the contingency table
print(with(YES.data.frame,table(setid,brand)))

# create market share estimates by dividing by number of individuals
# no need for a spreasheet program to work with tables

table.work <- with(YES.data.frame,as.matrix(table(setid,brand)))

table.work <- table.work[,c("Apple","Dell","Gateway","HP")] # order colums
table.work <- round(100 *table.work/length(list.of.ids), digits = 1) # percent
Apple.Price <- ¢(1000,1250,1500,1750,2000,2250,2500,2750) # new column
table.work <- cbind(Apple.Price,table.work) # add price column to table
print(table.vork) # print the market/preference share table
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# at this time all valid dates should be six characters long
# four numbers surrounded by parentheses

# lets use The Birth of a Nation (1915) as the earliest possible valid date
# and the current year as the latest possible valid date

# obtained by as.numeric(format(Sys.time(), "%Y"))

valid.years <- 1915:as.numeric(format(Sys.time(), "%Y"))
valid.years.strings <- paste("(",as.character(valid.years),")",sep=!

# valid observations must have dates with valid.years.strings
data.store$valid <-
ifelse((data.store$replace.date %in% valid.years.strings),"YES","NO")

# use the subset of movies with valid data
valid.data.store <- subset(data.store, subset = (valid == "YES"))

# add date field to title field to create unique identifier for each movie
valid.data.store$movie <- paste(valid.data.store$title, valid.data.store$date)

# strip parentheses from replace.date and create an integer variable for year
valid.data.store$replace.date <-
str_replace(valid.data.store$replace.date," [(1"
valid.data.store$replace.date <-
str_replace(valid.data.store$replace.date," [)]","")
valid.data.store$year <- as.integer(valid.data.store$replace.date)

any

# merge title and tagline text into new movie text variable for text analysis
valid.data.store$text <-
paste(valid.data.store$title, valid.data.store$tagline)

# drop replace.date and reorder variables for text analysis
# at this point we have one large data frame with text columns
movies <- valid.data.store[,c("movie","year","title","tagline","text")]

cat("\n writing movies data frame to comma-delimited text file\n",
n <movie_tagline_data_parsed.csv>","\n")
write.csv(movies, file = "movie_tagline_data_parsed.csv", row.names = FALSE)
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#

# Word/iten analysis method for training set
#

# item-rating correlations for all 50 words

item_list = selected_positive_words + selected_negative_words
item_rating_corr = []
for item in item_list:
iten_rating_corr.\
append(train_data_frame [’rating’].corr (train_data_frame[iten]))
item_analysis_data_frame
pd.DataFrame({’iten’: item_list, ’item_rating corr’: item_rating corr})

# absolute value of item correlation with rating
item_analysis_data_frame[’abs_item_rating_corr’] =
item_analysis_data_frame[’item_rating corr’].apply(lambda d: abs(d))

# look at sort by absolute value
print(item_analysis_data_frame.sort_index(by = [’abs_item_rating_corr’],\
ascending = False))

# select subset of items with absolute correlations > 0.05
selected_item_analysis_data_frame =\
item_analysis_data_frame\
[item_analysis_data_frame[’abs_item_rating_corr’] > 0.05]

# identify the positive items for word/item analysis measure
selected_positive_item_df =\
selected_item_analysis_data_frame\
[selected_item_analysis_data_frame[’item_rating_corr’] > 0]
possible_positive_items = selected_positive_item_df [’item’]
print(’Possible positive items:’,possible_positive_items,’\n’)
# note some surprises in the list of positive items
# select list consitent with initial list of positive words
selected_positive_items =\
list(set(possible_positive_items) & set(positive_word_list))
print(’Selected positive items:’,selected_positive_items,’\n’)

# identify the negative items for word/item analysis measure
selected negative_item df =\

selected_item_analysis_data_frame\

[selected_item_analysis_data_frame[’item_rating_corr’] < 0]

possible_negative_items = selected_negative_item_df [’item’]
print(’Possible negative items:’,possible negative_items,’\n’)
# select 1list consitent with initial list of negative words
selected_negative_items =\

list(set(possible_negative_items) & set(negative_word_list))
print(’Selected negative items:’,selected negative_items,’\n’)
# the word "funny" remains a mystery... kept in negative list for now
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using create.design.matrix function we evalutate the utility
of each product profile in each choice set for each individual
in the study... HP part-worths are used for individuals
this code is similar to that used previously for original data
from the computer choice study... except now we have simulation data
similation.choice.utility <- NULL # initialize utility vector
# work with one row of respondent training data frame at a time
# create choice prediction using the individual part-worths
list.of.ids <- unique(simulation.data.frame$id)
simulation.choice.utility <- NULL # intitialize
for (index.for.id in seq(along=list.of.ids)) {
this.id.part.vorths <- posterior.mean[index.for.id,]
this.id.data.frame <- subset(simulation.data.frame,
subset=(id == list.of.ids[index.for.id]))
for (index.for.profile in 1:nrow(this.id.data.frame)) {
simulation.choice.utility <- c(simulation.choice.utility,

create.design.matrix(this.id.data.frame[index.for.profile,]) %*%
this.id.part.worths)

&
1y

# use choice.set.predictor function to predict choices in market simulation
simulation.predicted.choice <-

choice.set.predictor(simulation. choice.utility)

*owowow
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Compute text measures for each corpus

return to score the document collections with get_text_measures
for each of the selected words from the semtiment lists
these new variables will be given the names of the words
to keep things simple.... there are 50 such variables/words
identified from our analysis of the unsup corpus above
start with the training document collection
working_corpus = train_pos_corpus + train_neg_corpus
add_corpus_data = get_text_measures (working_corpus)
add_corpus_data_frame = pd.DataFrame(add_corpus_data)
# merge the new text measures with the existing data frame
train_data_frame =\

pd.concat ([train_data_frame,add_corpus_data_frame] ,axis=1)
# examine the expanded training data frame
print(’\n xtrain_data_frame (rows, cols):’,train_data_frame.shape,’\n’)
print(train_data_frame.describe())
print(train_data_frame.head())

dmow omoakowoww

# start with the test document collection

working_corpus = test_pos_corpus + test_neg_corpus

add_corpus_data = get_text_measures (working_corpus)

add_corpus_data_frame = pd.DataFrame(add_corpus_data)

# merge the new text measures with the existing data frame

test_data_frame = pd.concat([test_data_frame,add_corpus_data_frame] ,axis=1)
# examine the expanded testing data frame

print(’\n xtest_data_frame (rows, cols):’,test_data_frame.shape,’\n’)
print(test_data_frame.describe())

print(test_data_frame.head())

# end with Tom’s reviews as a document collection
working_corpus = test_tom_corpus
add_corpus_data = get_text_measures (working_corpus)
add_corpus_data_frame = pd.DataFrame(add_corpus_data)
# merge the new text measures with the existing data frame
tom_data_frame =\

pd. concat ([test_tom_data_frame,add_corpus_data_framel ,axis=1)
# examine the expanded testing data frame
print(’\n xtom_data_frame (rows, cols):’,tom_data_frame.shape,’\n’)
print(tom_data_frame.describe())
print (ton_data_frame.head())
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# scatter plot matrix (splom) demonstration
houses_train_splon_vars = \

houses_selected_train.locl:, ['log_value’, *income’, ’age’, ’rooms’]]
scatter_matrix(houses_train_splom_vars)

#
# Linear regression a la Pace and Barry (1997)
#
# £it the model to the training set
pace_barry_train_fit = smf.ols(pace_barry_model, \
data = houses_selected_train) .£fit()
# summary of model fit to the training set
print (pace_barry_train_fit.sumary())
# training set predictions from the model fit to the training set
houses_selected_train[’predict_log_value’] = pace_barry_train_fit.fittedvalues
# test set predictions from the model fit to the training set
houses_selected_test [’predict_log_value’] = \
pace_barry_train_fit.predict(houses_selected_test)
# compute the proportion of response variance for training data
pace_and_barry_train_result = \
round (np. power (houses_selected_train[’log_value’]\
.corr (houses_selected_train[’predict_log_value’]),2),3)
print (’\nPace and Barry Proportion of Training Set Variance Accounted for: ’,\
pace_and_barry_train_result)

# compute the proportion of response variance
# accounted for when predicting out-of-sample
pace_and_barry_test_result = \
round (np. power (houses_selected_test[*log_value’]\
.corr (houses_selected_test[’predict_log_value’]),2),3)
print(*\nPace and Barry Proportion of Test Set Variance Accounted fo
pace_and_barry_test_result)

Tree-structured regression (simple)

try tree-structured regression on the original explantory variables
note that one of the advantages of trees is no need for transformations
of the explanatory variables. .. sklearn DecisionTreeRegressor
tree_model_maker = DecisionTreeRegressor (random_state = 9999, max_depth = 5)

#
#
#
#
#
#

y-train = houses_selected_train.loc[:, [’log_value’]]
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# add set id to the simuation.choice sets for ease of analysis
setid <- NULL

for(index.for.set in 1:8) setid <- c(setid,rep(index.for.set, times = 4))
simulation.choice.sets <~ cbind(setid,simulation.choice.sets)

# list the simulation data frame to check it out
print (simulation. choice.sets)

# create the simulation data frame for all individuals in the study
# by cloning the simulation choice sets for each individual
simulation.data.frame <- NULL # initialize
list.of.ids <- unique(working.data.frame$id) # ids from original study
for (index.for.id in seq(along=list.of.ids)) {
id <- rep(list.of.ids[index.for.id], times = nrow(simulation.choice.sets))
this.id.data <- cbind(data.frame(id),simulation.choice.sets)
simulation.data.frame <- rbind(simulation.data.frame, this.id.data)

1

# check structure of simulation data frame
print(str(simulation.data.frame))
print (head(simulation.data.frame))
print(tail(simulation.data.frame))
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# because we are using predicted rating we use the midpoint
# rating of 5 as the cut-point for making thumbs up or down predictions
regression_cut_point = 5

# algorithm for simple difference method based on training set median
def predict_regression(value):
if (value > regression_cut_point):
return(’UP’)
else:

return (’DOWN’)

# training set predictions from the model fit to the training set
train_data_frame[’pred_regression_rating’] =\
train_regression_model_fit.fittedvalues

# predict thumbs up or down based upon the predicted rating
train_data_frame[’pred regression’] = \
train_data_frame[’pred_regression_rating’].\
apply(lambda d: predict_regression(d))
print (train_data_frame.head())

print(’\n Regression Difference Training Set Performance\n’,\
’Percentage of Reviews Correctly Classified:’,\
100 * round(evaluate_classifier(train_data_frame[’pred_regression’],\
train_data_frame[’thunbsupdown’]) [4], 3),’\n’)

# evaluate regression difference method in the test set
# using algorithm developed with the training set
# predict thumbs up or down based upon the predicted rating

# test set predictions from the model fit to the training set
test_data_frame[’pred_regression_rating’] =\
train_regression_model_fit.predict (test_data_frame)

test_data_frame(’pred_regression’] = \
test_data_frame[’pred_regression_rating’].\
apply(lambda d: predict_regression(d))
print(test_data_frame.head())

print(’\n Regression Difference Test Set Performance\n’,\
’Percentage of Reviews Correctly Classified:’,\
100 * round(evaluate_classifier(test_data_frame[’pred_regression’],\
test_data_frame [’thumbsupdown’]) [4], 3), ’\n’)
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# third product in market is HP defined as follows:

brand <- "HP"

compat <- 6 # 90 percent compatibility

perform <- 3 # three times as fast as earlier generation system
reliab <- 2 # less likely to fail

learn <- 2 # 8 hours to learn

price <- 3 # $1500

hp. competitor <- data.frame(brand,compat,perform,reliab,learn,price)

# Apple product has price varying across many choice sets:
brand <- "Apple”

compat <- 5 # 85 percent compatibility

perform <- 4 # four times as fast as earlier gemeration system
reliab <- 2 # less likely to fail

learn <- 1 # 4 hours to learn

price <- 1 # $1000 Apple price in first choice set

apple1000 <- data.frame(brand,compat,perform,reliab,learn,price)
price <- 2 # $1250 Apple price in second choice set

apple1250 <- data.frame(brand,compat,perform,reliab,learn,price)
price <- 3 # $1500 Apple price in third choice set

apple1500 <~ data.frame(brand,compat,perform,reliab,learn,price)
price <- 4 # $1750 Apple price in fourth choice set

applel750 <- data.frame(brand,compat,perform,reliab,learn,price)
price <- 5 # $2000 Apple price in fifth choice set

apple2000 <- data.frame(brand,compat,perform,reliab,learn,price)
price <- 6 # $2250 Apple price in sixth choice set

apple2250 <- data.frame(brand,compat,perform,reliab,learn,price)
price <- 7 # $2500 Apple price in seventh choice set

apple2500 <- data.frame(brand,compat,perform,reliab,learn,price)
price <- 8 # $2750 Apple price in eighth choice set

apple2750 <- data.frame(brand,compat,perform,reliab,learn,price)

# the competitive products are fixed from one choice set to the next
competition <- rbind(dell.competitor,gateway. competitor,hp.competitor)

# build the similation choice sets with Apple varying across choice sets
similation.choice.sets <-
rbind(competition, applei000, competition, apple1250,
competition, applel500, competition, applei750, competition, apple2000,
competition, apple2250, competition, apple2500, competition, apple2750)
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valid.years <- 1915:as.numeric(format(Sys.time(), "%Y"))
valid.years.strings.four <- paste("(",as.character(valid.years),sep="")

text <- input.list[[1]]

status <- input.list[[2]]

title <- input.list[[3]]

date <- input.list[[4]]

tagline <- input.list[[5]]

nitems <- length(text)

ncount <- 1 # initialize on entry
tagline_data.store <- NULL
while(ncount < nitems) {

# debug printing was used in the development and testing of parsing logic
if (debub.print.mode) debug.print(title,date,tagline,status)

if (status == "indicator" | status == "begin") {
if (ncount <= nitems) {
ncount <- ncount + 1
status <- "initialtitle"
title <- " " # blank title to start
date <- " "  # blank date to start
tagline <- " " # blank tagline to start
¥
¥
if (status == "initialtitle") {

if (ncount <= nitems) {
title <- text[ncount]
ncount <- ncount + 1
if (ncount <= nitems) {
test_date <- text[ncount]
if (substring(test_date,1,5) %in) valid.years.strings.four) {
date <- test_date
ncount <- ncount + 1
status <- "tagline"
o
if (!(substring(test_date,1,5) %in% valid.years.strings.four)) {
if (test_date "#) {
status <- "indicator"
I
if (test_date != "#") {
title <- paste(title, test_date)
ncount <- ncount + 1
status <- "moretitle"

I
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# examine the data frame
print(test_tom_data_frame)
print(test_tom_data_frame.describe())
ratings_grouped = test_tom_data_frame[’simple’].\
groupby (test_tom_data_frame[’rating’])
print(’\nTom Simple Difference Means by Ratings:’,ratings_grouped.mean())
thumbs_grouped = \
test_tom_data_frame[’simple’].groupby(test_tom_data_frame [’thumbsupdown’])
print(’\nTom Simple Difference Means by Thumbs UP/DOWN:’,\
thumbs_grouped.mean())

develop predictive models using the training data

Simple difference method

use the median of the simple difference between POSITIVE and NEGATIVE
simple_cut_point = train_data_frame[’simple’].median()

o owow

# algorithm for simple difference method based on training set median
def predict_simple(value):
if (value > simple_cut_point):
return(’UP’)
else:
return(’DOWN’)

train_data_frame[’pred_simple’] = \
train_data_frame[’simple’].apply(lambda d: predict_simple(d))
print(train_data_frame.head())

print(’\n Simple Difference Training Set Performance\n’,\
’Percentage of Reviews Correctly Classified:’,\
100 * round(evaluate_classifier(train_data_frame[’pred_simple’],\
train_data_frame[’ thumbsupdown’]) [4], 3),’\n’)

# evaluate simple difference method in the test set
# using algorithm developed with the training set
test_data_frame[’pred_simple’] = \
test_data_frame[’simple’].apply(lambda d: predict_simple(d))
print (test_data_frame.head())
print(’\n Simple Difference Test Set Performance\n’,\
’Percentage of Reviews Correctly Classified:’,\
100 * round(evaluate_classifier(test_data_frame[’pred_simple’],\
test_data_trame [’ thumbsupdown’1) [4], 3), ’\n’)

Regression difference method

regression method for determining weights on POSITIVE AND NEGATIVE
fit a regression model to the training data
regression_model = str(’rating ~ POSITIVE + NEGATIVE’)
# £it the model to the training set
train_regression_model fit = smf.ols(regression model,\
data = train_data_frame).fit()
# sumary of model fit to the training set
print(train_regression_model_fit.summary())

ow o ow
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# structure of the Pace and Barry (1997) model for baseline for comparisons
pace_barry_model = ’log_value ~ income + income_squared + \
income_cubed + log_age + log_pc_rooms + log_pc_bedrooms + \
log_pop_hh + log_hh’
# for comparison lets look at a simple model with the original variables
simple_model = ’log_value ~ income + age + rooms + bedrooms + \
Ppop + b’
# original variables plus variables that add value for trees
# that is... variables that are not simple monotonic transformations
# of the original explanatory variables
full_model = ’log_value ~ income + age + rooms + bedrooms + \
Pop + hh + log_pc_rooms + log_pc_bedrooms + log_pop_hh’

# define the bounding box for selecting the area
# here we are selecting the San Diego region

BB_TOP = 33

BB_BOTTOM = 32

BB_RIGHT = -116.75

BB_LEFT = -125

houses_selected = houses [houses[’latitude’] < BB_TOP]

houses_selected = houses_selected [houses_selected[’longitude’] < BB_RIGHT]
houses_selected = houses_selected [houses_selected[’latitude’] > BB_BOTTOM]
houses_selected = houses_selected [houses_selected[’longitude’] > BE_LEFT]
# examine structure of selected block groups

print (houses_selected. shape)

print (houses_selected.head ()

# employ training-and-test regimen for model validation

np.randon. seed (4444)

houses_selected[*runiforn’] = uniform.rvs(loc = 0, scale = 1,\
size = len(houses_selected))

houses_selected_train = houses_selected[houses_selected[’runiforn’] >= 0.33]

houses_selected_test = houses_selected[houses_selected[’runiform’] < 0.33]

# check training data frame

print(’\nhouses_selected_train data frame (rows, columns): ’,\
houses_selected_train.shape)

print (houses_selected_train.head())

# check test data frame

print (*\nhouses_selected_test data frame (rows, columns): ’,\
houses_selected_test. shape)

print (houses_selected_test.head())

# examine the correlations across the variables before we begin modeling

houses_train_df_vars = houses_selected_train.loc[ : ,[’log_value’, ’income’,\
*log_pc_rooms’, ’log_pc_bedrooms’, ’rooms’, ’bedrooms’, *hh’, \
’age’, ’pop’, *log_pop_hh’]]

print (houses_train_df_vars.corr())
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pdf(file = "fig price_parallel_coordinates_groups.pdf",
width = 8.5, height = 11)

parallelplot(“brands.datal,c("Apple","Compaq", "Dell", "Gateway",
"HP","IBM","Sony","Sun")] | top.brand, brands.data, layout
lwd = 3, col = "mediumorchid4")

dev.off()

c 3,1,

market simulation for hypothetical set of products in the marketplace
suppose we work for Apple and we focus upon a market with three
competitors: Dell, Gateway, and HP.... we define the products in the
market using values from the computer choice study just as we did

in fitting the HB model... we create the simuation input data frame
and use the previously designed function create.design.matrix

along with simulation utility functions

oo own

# first product in market is Dell Computer defined as follows:

brand <- "Dell"

compat <- 8 # 100 percent compatibility

perform <- 4 # four times as fast as earlier gemeration system

reliab <- 2 # Less likely to fail

learn <- 4 # 16 hours to learn

price <- 4 # $1750

dell.competitor <- data.frame(brand,compat,perform,reliab,learn,price)

# second product in market is Gateway defined as follows:

brand <- "Gateway"

compat <- 6 # 90 percent compatibility

perform <- 2 # tuice as fast as earlier generation system

reliab <- 1 # just as likely to fail

learn <- 2 # 8 hours to learn

price <- 2 # $1250

gateway. competitor <- data.frame(brand,compat,perform,reliab,learn,price)
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#

Movie Tagline Data Preparation Script for Text Analysis (R)

library(stringr) # character manipulation with regular expressions

# convert to bytecodes to avoid "invalid multibyte string" messages
bytecode.convert <- function(x) {iconv(enc2utf8(x), sub = "byte")}

# NLINES <- 21 # for development and test runs

# input.data.file.name <- "taglines_list_sample.txt"

# scan("taglines_list_sample.txt", what = "character") # development runs
# nlines_to_read <- 21 # for development and test runs

#
#
#

there are 345317 records in the full taglines data file
the number of lines in the input data file
or maximum number of lines to read

NLINES <- 345317
input.data.file.name <- "taglines_copy_data.txt" # production runs

#

read the data in blocks of nlines_to_read at a time

nlines_to_read <- 10000 # size of block of lines to read

#

debug print was used during the code development process

debub.print.mode <- FALSE
debug.print <- function(title,date,tagline,status) {

#

cat("\n title =",title," date = ", date," tagline",
tagline, " status = ",status,"\n")
i
this user-defined function shows how R can be used to parse text input

tagline.parser <- function(input.list) {

#

o3 oo oo

3w

oo

where we start depends upon the status on entry

tagline parser can only be in one status at a time

begin

indicator

title (actually a title and date status)

moretitle (another title and data status, but following a previous title)
tagline

comment

data are not clean... if you get a new movie indicator "#" start a new movie
we may lose a few movies this way... but that is better than editing a file
with about 40 thousand movies..

at this time all valid dates should look be six characters long
four numbers surrounded by parentheses

lets use The Birth of a Nation (1915) as the earliest possible valid date
and the current year as the latest possible valid date

obtained by as.numeric(format(Sys.time(), "%Y"))
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Ho
# Tree-structured regression (full)
&
# try tree-structured regression on the expanded set of variables
Tpart.train.fit.full <- rpart(full.model, data = houses.train)
print (sunmary (rpart.train.fit.full)) # tree summary statistics and split detail
houses. train$rpart. train.fit.full.pred <-

predict (rpart.train.fit.full, data = houses.train)
# root-mean-squared for trees on training set
print (rmspe (houses. train$log_value, houses.trainrpart.train.fit.full.pred))
# report R-squared on training data
print (cor (houses. train$log_value,houses. train$rpart. train.fit.full.pred) 2)

cat("\n\nTraining set proportion of variance accounted",

" for by tree-structured regression (full model) = ",
sprints ("41.3£", cor (houses. train$log_value,
houses. train$rpart. train.fit.full.pred)-2),sep=" ")

# root-mean-squared for trees om test set

houses. test$rpart.train.fit.full.pred <- predict(rpart.train.fit.full,
newdata = houses. test)

print (rmspe (houses . test$log_value, houses.test$rpart.train.fit.full.pred))

# report R-squared on training data

print (cor (houses . test$log_value,houses. test$rpart. train. fit. full.pred)~2)

cat("\n\uTest set proportion of variance accounted",

" for by tree-structured regression (full model)
sprintf ("%1.3f", cor (houses. test$log_value,

houses. test$rpart . train.fit.full.pred)2),sep=" ")

# plot the regression tree result from rpart
pdf (file = "fig_spatial_rpart_model_full.pdf", width = 8.5, height = 8.5)
prp(rpart.train.fit.full, main=""

digits = 3, # digits to display in terminal nodes

mn = TRUE, # display the node numbers

fallen.leaves = TRUE, # put the leaves on the bottom of the page

branch = 0.5, # change angle of branch lines

branch.lud = 2, # width of branch lines

faclen = 0, # do not abbreviate factor levels

trace = 1, # print the automatically calculated cex
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shadow.col = 0, # no shadows under the leaves
branch.lty = 1, # draw branches using dotted lines
split.cex = 1.2, # make the split text larger than the node text
split.prefix = "is ", # put "is" before split text

split.suffix = "?", # put "?" after split text
split.box.col = "blue", # lightgray split boxes (default is white)
split.col = "white", # color of text in split box

split.border.col = "blue", # darkgray border on split boxes
split.round = .25) # round the split box cornmers a tad
dev.off )

4 -
# Randon forests (simple)
-
set.seed (9999) # for reproducibility
rf.train.fit <- randomForest(simple.model,

data=houses.train, mtry=3, importance=TRUE, na.action=na.omit)

# review the random forest solution
print (rf. train. £it)

# check importance of the individual explanatory variables
pdf (file = "fig_spatial_random_forest_simple_importance.pdf",
width = 11, height = 8.5)

varImpPlot (rf.train.fit, main = "", pch = 20, col = "darkblue")
dev.oft ()

# random forest predictions for the training set
houses.train$rf.train.fit.pred <- predict(rf.train.fit, type="class",
newdata = houses.train)

# root-mean-squared for random forest on training set
print (rmspe (houses . train$log_value, houses.train$rf.train.fit.pred))
# report R-squared on training data

print (cor (houses . train$log_value,houses. train$rf . train. fit.pred) 2)
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servers.13
servers.14
servers.15
servers.16
servers.17
servers.18
servers.19
servers.20
servers.21
servers.22
servers.23

as.character (number . of . servers[14])
as.character (number . of . servers[15])
as.character (number . of . servers[16])
as.character (number . of . servers[17])
as.character (number . of . servers [18])
as.character (number . of . servers[19])
as.character (number . of . servers [20])
as.character (number . of . servers[21])
as.character (number . of . servers [22])
as.character (number . of . servers [23])
as.character (number . of . servers [24])
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# test model fit to training set on the test set
print (rmspe (houses. test§log_value, predict(pace.barry.train.fit,
newdata = houses.test)))
print (cor (houses. test$log_value,
predict (pace.barry.train.fit, newdata = houses.test))"2)
cat("\n\nTest set proportion of variance accounted",

* for by linear regression = ",
sprintf ("%1.3£", cor (houses. test$log_value,
predict (pace.barry. train.fit, neudata = houses.test))"2),sep=" ")

# demonstrate cross-validation within the training set

# specify ten-fold cross-validation within the training set

# K =folds R = replications of K-fold cross-validation

set.seed(1234) # for reproducibility

folds <- cvFolds(nrow(houses.train), K = 10, R = 50)

cv.pace.barry.train.fit <- cvLm(pace.barry.train.fit, cost = rtmspe,
folds = folds, trim = 0.1)

# root-mean-squared prediction error estimated by cross-validation

print (cv.pace.barry. train. £it)

#
# Tree-structured regression (simple)
# -
#
#
#

try tree-structured regression on the original explantory variables
note that one of the advantages of trees is no need for tramsformations
of the explanatory variables
Tpart.train.fit <- rpart(simple.model, data = houses.train)
print (summary(rpart.train.fit)) # tree summary statistics and split detail
houses.train$rpart.train.fit.pred <- predict(rpart.train.fit,
data = houses.train)
# root-mean-squared for trees on training set
print (rmspe (houses. train$log_value, houses.trainrpart.train.fit.pred))
# report R-squared on training data
print (cor (houses. train$log_value,houses. train$rpart . train.fit.pred)"2)
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Pinker (1999)

People do not just blurt out isolated o33, but rather combine them Document
into phrases and sentences. in which the meaning of the combination S
can be inferred from the meanings of@ordDand the way they are s> S
arranged. We talk not merely of roses, but of the red rose, proud rose, N
sad rose of all my days. We can express our feelings about bread and & o
roses, guns and roses, the War of Roses, or days of wine and roses T QT e
erm
‘We can say that lovely s the rose, roses are red. or a rose is a rose is a
rose When we com! their arrangement is crucial: combine | 3 |0
Violets are red, roses are bie. though containing all the ingredients
of the familiar verse. means something very different. document [ 0 |1
Belew (2000) ecice! (]S
The most frequently occu re ot really about anything. mean (3 | 0
WordSlike NOT. OF. THE. OR.TO, BUT, and BE obviously play
“an important functional role, as part of the syntactie structure of rose [14 | 0
sentences. but it is hard to imagine users asking for documents about
OF or about BUT. Define function@ordSto be those that have only | sentence | 1 | 1
a syntactic function, for example, OF. THE, BUT. and distinguish .
them from contentGrordd, which are descriptive in the sense that @ 3%
we'e interested in them for the indexing task E—
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cat("\n\nTraining set proportion of variance accounted",

" for by tree-structured regression = ",

sprintf ("41.3£", cor (houses. train$log_value,

houses. train$rpart. train.fit.pred)"2),sep=
# root-mean-squared for trees on test set
houses. test$rpart.train.fit.pred <- predict(rpart.train.fit, newdata = houses.test)
print (rmspe (houses. test$log_value, houses.test$rpart.train.fit.pred))
# report R-squared on training data
print (cor (houses. test§log_value, houses. testrpart .train. £it.pred) "2)
cat("\n\nTest set proportion of variance accounted",

" for by tree-structured regression = ",

sprints ("/1.3¢",

cor (houses . test$log_value,houses. test$rpart. train. fit.pred)"2) ,sep=

"y

"y

# plot the regression tree result from rpart
pdf (file = "fig_spatial_rpart_model.pdf", width = 8.5, height = 8.5)
prp(rpart.train.fit, main="",
digits = 3, # digits to display in terminal nodes
mn = TRUE, # display the node mumbers
fallen.leaves = TRUE, # put the leaves on the bottom of the page
branch = 0.5, # change angle of branch lines
branch.lud = 2, # width of branch lines
faclen = 0, # do not abbreviate factor levels
trace = 1, # print the automatically calculated cex
shadow.col = 0, # no shadous under the leaves
branch.lty = 1, # draw branches using dotted lines
split.cex = 1.2, # make the split text larger than the node text
split.prefix = "is ", # put "is " before split text
split.suffix = "?", # put "?" after split text
split.box.col = "blue", # lightgray split boxes (default is white)
split.col = "white", # color of text in split box
split.border.col = "blue", # darkgray border on split boxes
split.round = .25) # round the split box cornmers a tad
dev.off ()
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# root-mean-squared for grv on training set
print (rmspe (houses. train$log_value, houses.train$grw.train.fit.pred))
# report R-squared on training data

print (cor (houses. train$log_value,houses.traingrv.train.fit.pred)"2)

cat ("\n\nTraining set proportion of variance accounted",
" for by geographically-weighted regression = ",
sprintf ("%1.3f", cor (houses. train$log_value,
houses. train$grw. train. fit.pred)~2),sep=" ")

# fit the geographically-weighted regression with bandwidth value set.bandwidth
# £it to training data and specify test data
gur.train.fit <- gur(pace.barry.model, bandwidth = set.bandwidth,
predictions = TRUE, data=houses.train, fit.points = houses.test)
# extract test set predictions
houses. testS$gru. train.fit.pred <- gur.train.fit$SDF$pred

# root-mean-squared for grw on test set
print (rmspe (houses . test$log_value, houses.test$grw.train.fit.pred))
# report R-squared on training data

print (cor (houses. test§log_value, houses. test$grv. train. fit.pred)~2)

cat("\n\nTest set proportion of variance accounted",
" for by geographically-weighted regression = ",
sprintf ("%1.3£", cor (houses. test$log_value,
houses. test$gru. train.fit.pred)"2),sep=" ")

-
# Gather results for a single report
-
# measurement model performance summary
methods <- c("Linear regression Pace and Barry (1997)"
"Tree-structured regression (simple model)",
"Tree-structured regression (full model)",
"Randon forests (simple model)",
"Randon forests (full model)",
"Geographically weighted regression (GWR)",
"Hybrid Random Forests and GWR")
nmethods.. perfornance.data. frame <- data.frame(methods)
methods. performance. data. frame$training <-
c(round(cor (houses. train$log_value,predict (pace.barry.train.fit)) 2
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Percentage of

Response Variance
Accounted for in
Method Training Set  Test Set
Linear regression Pace and Barry (1997) 648 562
Tree-structured regression (simple model) 60.1 404
Tree-structured regression (full model) 678 574
Random forests (simple model) 945 567
Random forests (full model) 9.9 65.1

Geographically weighted regression (GWR) 716 627
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»digits=3), round(cor(houses.train$log value,
houses.train$rpart.train.fit.pred)~2,digits=3),
round (cor (houses . train$log_value,
houses. train$rpart. train.fit.full.pred)"2,digits=3),
round(cor (houses . train$log_value,
houses. train$rf.train.fit.pred)~2,digits=3),
round(cor (houses. train$log_value,
houses. train$rt . train.fit.full.pred)"2,digits=3),
round(cor (houses. train$log_value,
houses. train$grv. train. £it.pred)"2,digits=3))

methods. performance. data. frame$test <-

< (round (cor (houses. test$log_value,
predict (pace.barry. train.fit, newdata = houses.test))"2,digits=3),

round(cor (houses. test§log_value,
houses. test$rpart.train.fit.pred)"2,digits=3),
round (cor (houses. test§log_value,
houses.test$rpart.train.fit.full.pred)~2,digits=3),
round (cor (houses . test§log_value,
houses.test$rf.train.fit.pred)"2,digits=3),
round(cor (houses . test§log_value,
houses. test$rf. train.fit.full.pred)"2,digits=3),
round(cor (houses. test§log_value,
houses. test$grw. train. fit.pred)“2,digits=3))

print (methods . perfornance. data. frame)
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cat ("\n\nTraining set proportion of variance accounted",
"for by random forests (simple model) = ",
sprints ("1.3¢",
cor (houses. train$log_value,houses. train$rt . train.£it.pred)"2) ,sep=" ")

# random forest predictions for the test set using model from training set
houses. test$rf.train.fit.pred <- predict(rf.train.fit,
type="class", newdata = houses.test)

# root-mean-squared for random forest on test set
print (rmspe (houses. test$log_value, houses.test$rf.train.fit.pred))
# report R-squared on training data

print (cor (houses. test§log_value,houses. test$rf .train.fit.pred)"2)

cat("\n\nTest set proportion of variance accounted",
" for by random forests (simple model) = ",
sprintf ("%1.3£",

cor (houses. test$log_value, houses. test$rf . train.£it.pred)"2),sep=" ")

¥ -
# Random forests (full)
# -
set.seed (9999) # for reproducibility
rf.train.fit.full <- randomForest(full.model,

data=houses. train, mtry=3, importance=TRUE, na.action=na.omit)
# review the random forest solution
print (rf . train. fit. full)

# check importance of the individual explanatory variables
pdf (file = "fig_spatial_random_forest_full_importance.pdf",
width = 11, height = 8.5)
varTmpPlot (rf.train.fit.full, main = "", pch = 20,

cex = 1.25, col = "darkblue", lcolor = "black")
dev.off ()
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# randon forest predictions for the training set
houses. train$rf.train.fit.full.pred <- predict(rf.train.fit.full, type="class",
newdata = houses.train)

# root-mean-squared for random forest on training set
print (rmspe (houses. train$log_value, houses.train$rf.train.fit.full.pred))
# report R-squared on training data

print (cor (houses. train$log_value,houses.train$rf.train.fit.full.pred) 2)

cat ("\n\nTraining set proportion of variance accounted",
" for by random forests (full model) = ",
sprintf ("%1.3f", cor (houses. train$log_value,
houses.train$rf.train.fit.full.pred)~2),sep=" ")

# random forest predictions for the test set using model from training set
houses. test$rf.train.fit.full.pred <- predict(rf.train.fit.full, type="class",
newdata = houses. test)

# root-mean-squared for random forest on test set
print (rmspe (houses. test$log_value, houses.test$rf.train.fit.full.pred))
# report R-squared on training data

print (cor (houses. test§log_value,houses. test$re . train. £it.full.pred) 2)

cat("\n\nTest set proportion of variance accounted",
" for by random forests (full model) = ",
sprintf ("%1.3£", cor (houses. test$log_value,

houses. test$rf.train.fit.full.pred)"2),sep=" ")

# -
# Geographically weighted regression
ne
# bandwidth calculation may take a while
set.bandwidth <- gur.sel(pace.barry.model,

data=houses. train, verbose = FALSE, show.error.messages = FALSE)

# £it the geographically-weighted regression with bandwidth value set.bandwidth
gur.train.fit <- gur(pace.barry.model, bandwidth = set.bandwidth,
predictions = TRUE, data=houses.train, fit.points = houses.train)
# extract training set predictions
houses. trainSgrv. train.fit.pred <- gur.train.fit§SDF$pred
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California Housing Data (Unit of Analysis = Census Block Group)

Database Variables

Description

value
income
age
rooms
bedrooms
pop

hh
latitude
longitude

Computed Variables

log_value
income_squared
income_cubed
log_age
log_pc_rooms
log_pc_bedrooms
log_pop_hh
log_hh

Median house value ($100,000)
Median income ($10,000)
Housing median age (years)
Total rooms

Total bedrooms

Population

Households

Latitude

Longitude

Log of median housing value ($100,000)

Square of median income ($10,000)

Cube of median income ($10,000)

Log of median age

Log per capita rooms: log(total rooms / population)
Log per capita bedrooms: log(bedrooms / population)
Log population per household

Log households

Explanatory variables in regression model by Pace and Barry (1997).

Response variabl

log_value.
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Response: Log Median Housing Value (5100,000)

Income

Income Squared

Income Cubed

Log Age

Log Per Capita Rooms

Log Per Capita Bedrooms

Log Population per Household

Log Households

Constant

Observations

R2

Adjusted R*
Residual Std. Error
F statistic

0.109*
(0.047)

0.017**
(0.008)

_0001*
(0.000)

0105
(0.021)

0.141¢
(0.078)

-0028
0.122)

~0546"*
(0.126)

0,039+
(0.017)

11.329°*
(0.171)

803
0.648
0.644
0.262(df = 794)
182412 (df = 8;794)

Notes:

**“Significant at the 1 percent level.
**Significant at the 5 percent level
*Sjgnificant at the 10 percent level.
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Iteration 2

Iteration 3

Iteration 4

Iteration 5

Randomly divide the sample into
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A

B

C
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Each fold serves once

as a test fold:
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Train [ Train | Train Train
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Two-way Partition Three-way Partition

Training Test Training Validation Test
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Select the best model

based upon validation
set performance
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# Workforce Scheduling for Anonymous Bank Call Center (R)

library(lubridate) # date functions

library(grid) # graphics utilities needed for split-plotting

library(ggplot2) # graphics package with ribbon plot

library(queueing) # queueing functions, including Erlang C

library(lpSolve) # linear programming package

# ensure that two binary files are in the working directory

# these come from running R code from R_Utilities_Appendix

# source("R_utility_program_3.R") provides split-plotting utilities

1load("mtpa_split_plotting_utilities.Rdata")

# source("R_utility_program_4.R") provides wait-time ribbon plots

1load("mtpa_vait_time_ribbon_utility.Rdata")

put.title.on.plots <- TRUE # put title on wait-time ribbon plots

# The call center data from "Anonymous Bank" in Israel were provided

by Avi Mandelbaum, with the help of Tlan Guedj.

data source: http://ie.technion.ac.il/serveng/callcenterdata/index.html

variable names and definitions from documentation

VRU Voice Response Unit automated service

vru.line 6 digits Each entering phone-call is first routed through a VRU:
There are 6 VRUs labeled AAO1 to AAOS. Each VRU has several lines
labeled 1-16. There are a total of 65 lines. Each call is assigned
a VRU number and a line number.

call.id unique call identifier

customer.id unique identifier for existing customer, zero for non-customer

priority 0 or 1 for unidentified or regular customers
2 for priority customers who receive advanced position in queue

type type of service

wE Rk R R
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going_real_count =\

len([w for w in text.split() if w in going real word_list])
going_real_words . append(going_real_count)
going_real.append(cluster_scoring(going real_count, total_count))

add_cluster_data = {’total_words’:total_words,\
’forever_hero_words’ : forever_hero_words,\
*forever_hero’ :forever_hero,\
’best_high_words’ :best_high_words,\
’best_high’ :best_high,\
»young_comedy_words’ : young_comedy_words,\
»young_comedy” : young_comedy ,\
’everything_family_words’:everything_family words,\
’everything_family’:everything family,\
’going_real_words’ :going_real_words,\
’going_real’ :going_real}
add_cluster_data_frame = pd.DataFrame(add_cluster_data)
tagline_data_frame =\
pd.concat ([tagline_data_frame,add_cluster_data_frame] ,axis=1)
# check text measure calculations
print(tagline_data_frame.describe())
print(tagline_data_frame.head())
print(tagline_data_frame.tail())

# compute text measure standard scores across years
tagline_data_frame[’z_forever_hero’] =\
tagline_data_frame[’forever_hero’].\
apply(lambda d: (d - tagline_data_frame[’forever_hero’].mean())/\
tagline_data_frame[’forever_hero’].std())

tagline_data_frame[’z_best_high’] =\
tagline_data_frame[’best_high’].\
apply(lambda d: (d - tagline_data_frame[’best_high’].mean())/\
tagline_data_frame[’best_high’].std())

tagline_data_frame[’z_young_comedy’] =\
tagline_data_frame[’young_comedy’].\
apply(lambda d: (d - tagline_data_frame[’young_comedy’].mean())/\
tagline_data_frame[’young_comedy’] .std())
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tagline_data_frame[’z_everything family’] =\
tagline_data_frame[’everything family’].\
apply(lambda d: (d - tagline data_frame[’everything family’].mean())/\
tagline_data_frame[’everything family’].std())

tagline_data_frame[’z_going_real’] =\
tagline_data_frame[’going real’].\
apply(lambda d: (d - tagline_data_frame[’going real’].mean())/\
tagline_data_frame[’going_real’].std())

# prepare data frame for multiple time series plot

prelim_mts = pd.DataFrame(tagline_data_frame, columns =\
[’year’, ’z_forever_hero’, ’z_best_high’, ’z_young_comedy’,\
’z_everything family’, ’z_going_real’])

prelim_mts.rename(colums = {’z_forever_hero’:’Forever-Hero’,\
’z_best_high’:’Best-High’, ’z_young_comedy’:’Young-Comedy’,\
’z_everything_family’:’Everything-Family’,\
’z_going_real’:’Going-Real’}, inplace = True)

mts = prelim_mts.set_index(’year’)

# generate the plot

nts.plot()

plt.xlabel(’’)

plt.ylabel (’Standardized Text Measure’)

plt.show()

plt.savefig(’fig_text_mts_1974_2013.pdf’,
bbox_inches = ’tight’, dpi=None,
orientation=’portrait’, papertype=None, format=None,
transparent=True, pad_inches=0.25, frameon=None)

Suggestions for the student:

Try word stemming prior to the definition of a
terms-by-documents matrix. Try longer lists of words

for the identified clusters. See if there are ways to utilize
information from wordnet to guide further analyses.

Text features within text classification problems may be defined
on term document frequency alone or on measures of term
document frequency adjusted by term corpus frequency.

Try alternative feature selection and text measures, and

try alternative cluster amalysis methods. See if you can

use methods of latent semantic analysis to identify

themes or common topics across the corpus.

o om oo ow R kR R AW
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# Workforce Scheduling for Anonymous Bank Call Center (Python)

# prepare for Python version 3x features and functions
from __future__ import division, print_function

# import packages for analysis and modeling
import pandas as pd # data frame operations

import numpy as np # arrays and math functions

import datetime

from rpy2.robjects import r # interface from Python to R

# Erlang C queueing theory
# input ¢ = mumber of servers (positive integer)

# T = ratio of arrival rate over service rate

# output = probability of vaiting in queue (min 0, max 1)
# adapted from Pedro Canadilla (2014) function

# C_erlang in the R queueing package

def erlang C (¢ = 1, r = 0):

if (c <= 0):
return(1)

if (r <= 0):
return(0)

¢ = int(c)

tot = 1

for i in range(c-1):
=1

tot =1 + (tot * i * (1/r))
return(max(0, min(1, (r * (1/tot)) / (c - (r * (1 - (1/tot)))))))

# focus upon February 1999
call_center_input_data = pd.read_table(’data_anonymous_bank_february.txt’)
# examine the structure of these data

print(call_center_input_data.head)
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=

could examine possible clustering solutions with partitioning
by changing the n_clusters setting for KMeans

*

a five-cluster solution seems to make sense with words
toward the center of each cluster fitting together
let’s use pairs of top words from each cluster to name the clusters
cluster index 0: forever-hero

cluster index 1: best-high

cluster index 2: young-comedy

cluster index 3: everything-family

cluster index 4: going-real

name the clusters in the top words data frame
luster_to_name = {0:’forever-hero’,\

best-high’, 2:’young-comedy’,\
’everything-family’, 4:’going-real’}
top_vords_data_frame[’cluster_name’] =\
top_words_data_frame[’cluster’].map(cluster_to_name)

o mowomom oo w

use word clusters to define text measures...
in particular, let the raw score for a cluster for a year be the percentage
of words in that year’s tagline documents that fall within the cluster
then to examine movies in time, standardize cluster scores across the
forty years of the study and plot as a multiple time series
forever_hero_df =\

top_words_data_frame [top_words_data_frame[’cluster’]
forever_hero_word_list = str(forever_hero_df [*word’])

wowowoww

0]

best_high_df =\
‘top_words_data_frame [top_words_data_frame [’cluster’]
best_high_word_list = str(best_high_df [’word’])

young_comedy_df =\
top_words_data_frame [top_words_data_frame[’cluster’]
young_comedy_word_list = str(young_comedy_df [*word’])

everything_family_df =\
‘top_words_data_frame [top_words_data_frame [’cluster’]

3]
everything_family_word_list = str(everything family df[’word’])

going_real df =\
top_vords_data_frame [top_words_data_frame[’cluster’]
going_real word_list = str(going_real df [’word’])

4]

# cluster scores as percentage of total words
def cluster_scoring(cluster_count, total_count):
return (100 * (cluster_count/total_count))
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# initialize word counts
forever_hero_words = [1; best_high_words = [1; young_comedy_words = [1;
everything_family words = []; going_real words = []; total_words = []
# initialize cluster scores
forever_hero = [1; best_high = [1; young_comedy = [1;
everything_family = [1; going real = []
# compute text measures for each year
for iyear in range(len(year)):
text = parsed_text[iyear] # this year’s text for scoring
total_count = len([w for w in text.split()])
‘total_words.append(total_count)

forever_hero_count =\

len([w for w in text.split() if w in forever_hero_word_list])
forever_hero_words.append(forever_hero_count)
forever_hero.append(cluster_scoring(forever_hero_count, total_count))

best_high_count =\

len([w for w in text.split() if w in best_high_word_list])
best_high_words.append (best_high_count)
best_high. append(cluster_scoring(best_high_count, total_count))

young_comedy_count =\

len([w for w in text.split() if w in young_comedy word_list])
young_comedy_words . append (young_comedy_count)
young_comedy . append(cluster_scoring(young_comedy_count, total_count))

everything_family_count =\

len([w for w in text.split() if w in everything family word_list])
everything_family_words.append(everything_family_count)
everything_family.append\

(cluster_scoring(everything_family_count, total_count))
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# we work with movies from 1974 to 2013
# create aggregate tagline_text collection for each year of interest
year = [] # initialize year list
tagline_text = [1 # initialize aggregate tagline text
parsed_text = [] # parsed tagline text for subsequent analysis
aggregate_document = *’ # intialize aggregate taglines document
for iyear in range(1974,2014):
year.append (iyear)
gather_taglines = *’ # initialize aggregate tagline text
this_year_data_frame = movies[movies[’year’] == iyear]
for this_record_index in this_year_data_frame.index.values:
this_record = this_year_data_frame.ix[this_record_index]
gather_taglines = gather_taglines + this_record[’tagline’]
tagline_text.append(gather_taglines)
parsed_text.append(text_parse(gather_taglines))
aggregate_document = aggregate_document + gather_taglines
big_bag_of words = text_parse(aggregate_document)
# create document collection... 40 years of data = 40 documents
tagline_data = {’year’: year, ’tagline_text’:tagline_text,\
’parsed_text’ :parsed_text}
tagline_data_frame = pd.DataFrame(tagline_data)

# create terms-by-documents matrix from the parsed text
# extracting the top 200 words in the tagline corpus
tdn_method = CountVectorizer (max_features = 200, binary = True)
examine_movies_tdm = tdm_method.fit(parsed_text)

top_words = examine_movies_tdm.get_feature_names()

# get clean printing of the top words
print(’\nTop 200 words in movie taglines database\n’)
print(map(lambda t: t.encode(’ascii’), top_words)) # print sans unicode

# extract the terms-by-documents matrix
# in scipy compressed sparse column format

sparse_movies_tdn = tdm_method.fit_transform(parsed_text)

# convert sparse matrix into regular terms-by-documents matrix
movies_tdm = sparse_movies_tdm.todense()

# define the documents-by-terms matrix

movies_dtm = movies_tdm.transpose()

dissimilarity measures and multidimensional scaling
consider alternative pairwise distance metrics from sklearn modules
euclidean_distances, cosine_distances, manhattan_distances (city-block)
note that different metrics provide different solutions
movies_distance_matrix = euclidean_distances(movies_tdm)
movies_distance_matrix = manhattan_distances(movies_tdm)
movies_distance_matrix = cosine_distances(movies_tdm)

oo ow oo
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nds_method = manifold.MDS(n_components = 2, random_state = 9999,\
dissimilarity = ’precomputed’)

mds_fit = mds_method.fit(movies_distance_matrix)

mds_coordinates = mds_method.fit_transform(movies_distance_matrix)

# plot tagline text for years in two dimensions

# defined by multidimensional scaling

plt.figure()

plt.scatter(mds_coordinates[:,0],mds_coordinates[:,1]1,\
facecolors = ’'none’, edgecolors = ’mone’) # plots points in white (invisible)

labels = []

for iyear in range(1974,2014):
labels.append (str (iyear))

for label, x, y in zip(labels, mds_coordinates[:,0], mds_coordinates[:,11):
plt.annotate(label, (x,y), xycoords = ’data’)

plt.xlabel (’First Dimension’)

plt.ylabel (’Second Dimension’)

plt.show()

plt.savefig(’fig_text_mds_1974_2013.pdf’,
bbox_inches = ’tight’, dpi=None, facecolor=’u’, edgecolor=
orientation=’landscape’, papertype=None, format=None,
transparent=True, pad_inches=0.25, frameon=None)

# classification of words into groups for further analysis
# use transpose of the terms-by-document matrix and cluster analysis
# try five clusters/groups of words

clustering_method = KMeans(n_clusters = 5, random_state = 9999)
clustering_solution = clustering method.fit(movies_dtm)
cluster_membership = clustering method.predict(movies_dtm)
word_distance_to_center = clustering method.transform(movies_dtm)

# top words data frame for reporting k-means clustering results
top_words_data = {’word’: top_words, ’cluster’: cluster_membership,\
’dist_to_0’: word_distance_to_center[0:,0],\
*dist_to_1’: word_distance_to_center [( 1155
’dist_to_2’: word_distance_to_center[0:,2],\
’dist_to_3’: word_distance_to_center([0:,3],\
’dist_to_4 word_distance_to_center[0:,4]}
distance_name_list = [’dist_to_0’,’dist_to_1’,’dist_to_2’,’dist_to_3’,’dist_to_4’]
top_vords_data_frame = pd.DataFrame(top_words_data)
for cluster in range(5):
words_in_cluster =
top_words_data_frame [top_words_data_frame[’cluster’]
sorted_data_frame =\
top_words_data_frame.sort_index(by = distance_name_list[cluster],\
ascending = True)
Print(’\n Top Words in Cluster :’,cluster,’-
print(sorted_data_frame.head())

cluster]
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lost [index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "lost")))

miss[index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "miss")))

murder [index. for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "murder")))

nmystery [index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "mystery")))

plot [index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "plot")))

poor [index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "poor")))

sad[index. for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "sad")))

scary [index. for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "scary")))

slow[index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "slow")))

terrible[index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictiomary = "terrible")))

waste [index. for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "waste")))

worst [index. for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "worst")))

wrong [index. for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "wrong")))

I
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text parsing function for creating text documents
there is more we could do for data preparation
stemming. .. looking for contractions... possessives...
but we will work with what we have in this parsing function
if we want to do stemming at a later time, we can use
porter = nltk.PorterStemmer()
in a construction like this
words_stemmed = [porter.stem(vord) for word in initial_words]
def text_parse(string):
# replace non-alphanumeric with space
temp_string = re.sub(’[“a-zA-Z]’, ’ °, string)
# replace codes with space
for i in range(len(codelist)):
stopstring = ’ ’ + codelist[i] + *
temp_string = re.sub(stopstring, ’ ’, temp_string)
# replace single-character words with space
temp_string = re.sub(’\s.\s’, ’ ’, temp_string)
# convert uppercase to lowercase
temp_string = temp_string.lower()
# replace selected character strings/stop-words with space
for i in range(len(stoplist)
stopstring = ’ ’ + str(stoplist[i]) + ’
temp_string = re.sub(stopstring, ’ ’, temp_string)
# replace multiple blank characters with one blank character
temp_string = re.sub(’\s+’, ’ ’, temp_string)
return(temp_string)

#
#
#
#
#
#
#
#

# read in the comma-delimited text file with from initial data
# preparation... create the movies data frame for analysis
movies = pd.read_csv(’movie_tagline_data_parsed.csv’)

# plot frequency of movies by year... histogram
plt.figure()

plt.hist(movies[’year’], bins= 100)

plt.xlabel (’Year’)

plt.ylabel (’Number of Movies in Database’)

plt.show()
plt.savefig(’fig_text_movies_by_year_histogram.pdf’,
bbox_inches = ’tight’, dpi=Nome, facecolor=’w’, edgecolor=’b’,

landscape’, papertype=None, format=None,
transparent=True, pad_inches=0.25, frameon=None)
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for (i in 1:ncol(ordered.houses.train.cormat))
y <= c(y,rep(i,times=nrow(ordered.houses. train. cornat)))

# use fixed format 0.XXX in cells of correlation matrix

cortext <- sprintf("%0.3f", as.numeric(ordered.houses. train.cornat))

text.data.frame <- data.frame(x, y, cortext)

text.data.frame$cortext <- as.character(text.data.frame$cortext)

text.data. frame$cortext <- ifelse((text.data.frame$cortext == "1.000"),
NA,text.data.frame$cortext) # define diagonal cells as missing

text.data.frame <- na.omit(text.data.frame) # diagonal cells have no text

print (levelplot (ordered.houses. train.cormat, cuts = 25, tick.number = 9,

col.regions =
colorRampPalette (c(end.point.colors[1], "white", end.point.colors[2])),
scales=list (tck=0, x=list(rot=90)),
xlab
ylab
panel = function(...) {
panel.levelplot(...)
panel.text(text.data.framesx, text.data.framesy,
labels = text.data.frame$cortext)
)
dev.off ()

# scatter plot matrix (splom) demonstration
houses. train. splon.vars <-
houses. train[,c("log_value", "income" , "age", "rooms")]
pdf (file = "fig_spatial_sample_splom.pdf", width = 8.5,
height = 8.5)
pairs (houses. train.splom.vars, cex = 0.65, col = "darkblue")
dev.off ()
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# Text Scoring Script for Sentiment Analysis (R)
#
#
#

develop simple counts for working.corpus
for each of the words in the sentiment 1list
these new variables will be given the names of the words
compute the number of words that match each word
amazing <- integer(length(names (vworking.corpus)))
beautiful <- integer(length(names(working.corpus)))
classic <- integer(length(names(vworking.corpus)))
enjoy <~ integer(length(names (working.corpus)))
enjoyed <- integer(length(names(working.corpus)))
entertaining <- integer(length(names (working.corpus)))
excellent <- integer(length(names(working.corpus)))
fans <- integer(length(names (vorking.corpus)))
favorite <- integer(length(names(working.corpus)))
fine <- integer(length(names(working.corpus)))

fun <- integer (length(names(working.corpus)))
humor <- integer(length(names(working.corpus)))
lead <- integer(length(names(working.corpus)))
liked <- integer(length(names(working.corpus)))
love <- integer(length(names(working.corpus)))
loved <- integer(length(names(working.corpus)))
modern <- integer(length(names(working.corpus)))
nice <- integer(length(names (working.corpus)))
perfect <- integer(length(names(working.corpus)))
pretty <- integer(length(names(working.corpus)))
recommend <- integer(length(names(working.corpus)))
strong <- integer(length(names(working.corpus)))
top <- integer(length(names(working.corpus)))
wonderful <- integer(length(names(working.corpus)))
worth <- integer(length(names(working.corpus)))
bad <- integer(length(names(working.corpus)))
boring <- integer(length(names(working.corpus)))
cheap <- integer(length(names(working.corpus)))
creepy <- integer(length(names(working.corpus)))
dark <- integer(length(names(working.corpus)))
dead <- integer(length(names(working.corpus)))
death <- integer(length(names (working.corpus)))
evil <- integer(length(names(working.corpus)))
hard <- integer (length(names (working.corpus)))
kill <- integer(length(names(working.corpus)))
killed <- integer(length(names (working.corpus)))
lack <- integer(length(names(working.corpus)))
lost <- integer(length(names(vorking.corpus)))
miss <- integer(length(names (working.corpus)))
murder <- integer(length(names(working.corpus)))
mystery <- integer(length(names(working.corpus)))
plot <- integer(length(names (working.corpus)))
poor <- integer(length(names(working.corpus)))

sad <- integer(length(names(working.corpus)))
scary <- integer(length(names (working.corpus)))
slow <- integer(length(names (vorking.corpus)))
terrible <- integer(length(names(working.corpus)))
waste <- integer(length(names(working.corpus)))
worst <- integer(length(names(working.corpus)))
wrong <~ integer(length(names(working.corpus)))

#
#
#
#
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define spatial objects as needed for spatial modeling work

explanation of spatial objects may be found in chapter 2 of

Bivand, R. S., Pebesma, E. J., and Gomez-Rubio, V. (2008)

Applied Spatial Data Analysis, New York: Springer.

this involves adding coordimate objects to data frame objects

training set coordinates to add

houses. coord <~ cbind(houses. train$longitude,houses. train$latitude)

# define spatial points data frame object

houses.train <- SpatialPointsDataFrame (houses.coord,houses.train,bbox = NULL)

o on

# test set coordimates to add

houses.coord <- cbind(houses.test§longitude,houses. test§latitude)

# define spatial points data frame object

houses.test <- SpatialPointsDataFrame (houses.coord,houses. test,bbox = NULL)

# examine the struction of the spatial points data frame
print (str(houses. train))

.-
# Linear regression a la Pace and Barry (1997)
# -

pace.barry.train.fit <- lm(pace.barry.model, data = houses.train)

print (pace.barry.train.fit)
print (summary (pace. barry. train.fit))

# direct calculation of root-mean-squared prediction error

# obtained directly on the training data

print (rmspe (houses. train$log_value, predict(pace.barry.train.fit)))
# report R-squared on training data

print (cor (houses. train$log_value,predict(pace.barry.train.fit))"2)

cat ("\n\nTraining set proportion of variance accounted",
* for by linear regression = ",
sprintf ("%1.3£", cor (houses. train$log_value,
predict (pace. barry. train.fit))"2) ,sep=" ")
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# original variables plus variables that add value for trees
# that is... variables that are not simple monotonic tramsformations
# of the original explanatory variables
full.model <- {log_value ~ income + age + rooms + bedrooms +
Pop + hh + log_pc_rooms + log_pc_bedrooms + log_pop_hh}
# define variable for selecting a geographically defined
# subset of the data... San Diego area
# ue use nested ifelse statements to do this

# define the bounding box for selecting the area
# here we are selecting the San Diego region
BB.TOP <- 33

BB.BOTTOM <- 32

BB.RIGHT <- -116.75

BBLLEFT <- -125

houses$select <- ifelse(((houses$latitude < BB.TOP)),
ifelse ((houses$longitude < BB.RIGHT),
ifelse ((houses$latitude > BB.BOTTON),
ifelse ((houses$longitude > BB.LEFT),1,2),2),2),2)
houses$select <- factor(houses$select, levels = c(1,2),
labels = c("Selected","Not Selected"))
houses.selected <- subset(houses, subset = (select == "Selected"))
houses.motselected <- subset(houses, subset = (select == "Not Selected"))

# plot the locations of block groups red in the selected area, blue otherwise
pdf (file = "fig_spatial map_selected_region.pdf", width = 8.5, height = 8.5)
pointsize <- 0.5
map("state", region = c("california"), project="albers",par=c(39,45))
points (mapproject (houses. selected$longitude, houses.selected$latitude,
projection=""),pch=20,cex=pointsize,col="red")
points (mapproject (houses.notselected$longitude, houses.notselected$latitude,
projection="") ,pch=20, cex=pointsize, col="darkblue")
legend("right", legend = c("Selected Region","Not Selected"),
col = c("red","darkblue"), pch = 20)
nap.scale()
dev.off ()
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pretty[index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "pretty")))

recommend [index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "recommend")))

strong[index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "strong")))

top[index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "top")))

wonderful [index.for.docunment] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "wonderful")))

worth [index. for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "worth")))

bad[index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "bad")))

boring[index.for.document] <~
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "boring")))

cheap [index. for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "cheap")))

creepy[index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "creepy")))

dark [index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "dark")))

dead [index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "dead")))

death[index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "death")))

evil [index.for.document] <-

sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "evil")))

hard[index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "hard")))

ki1l [index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "kill")))

killed[index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "killed")))

lack [index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "lack")))
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# define training and test sets for the selected houses
set.seed(4444)
partition <- sample(nrow(houses.selected)) # permuted list of row index numbers
houses. selected$Group <-

ifelse((partition < nrow(houses.selected)/(3/2)),1,2)
houses. selected$Group <-

factor (houses. selected$Croup, levels=c(1,2) ,1abels=c("TRAIN", "TEST"))
print (table (houses. selected§Group)) # review the split into training and test
print (head (houses. selected)) # review the selected data

houses. train <-
subset (houses. selected, subset = (Group
houses. test <
subset (houses.selected, subset = (Group == "TEST"))
# examine the correlations across the variables before we begin modeling
houses.train.df.vars <- houses.train[,c("log_value","incone","age",
"rooms" , "bedrooms", "pop", "hh", "log_pc_rooms" ,
"log_pc_bedrooms" , "1og_pop_hh")]
houses.train.cormat <- cor(as.matrix(houses.train.df.vars))
houses. train, cornat.line <- houses.train.cornat["log value",]
# explanatory variables ordered by correlation with the response variable
ordered. houses. train. cormat <-
houses. train. cormat [nanes (sort (houses . train. cormat.1ine,decreasing=TRUE)) ,
names (sort (houses . train. cormat . line,decreasing=FALSE))]
# code to obtain default colors from ggplot2...
number . of .default.colors <- 2 # two end-points for our scale
end.point. colors <- hcl(h=seq(15, 375-360/number.of .default.colors,
length=number .of .default . colors) %360, c=100, 1=65)
# end.point.colors[1] and [2] used to define the three-point color scale

"TRAIN"))

pdf (file = "fig_spatial_correlation_heat_map.pdf", width = 11,
height = 8.5)

x <- rep(1:nrow(ordered. houses. train. cormat) ,
times=ncol (ordered.houses. train. cormat))

y <= NULL
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reviews.tdn <- TermDocumentMatrix(working.corpus)

for(index.for.document in seq(along=names(working.corpus))) {

amazing[index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "amazing")))

beautiful [index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "beautiful")))

classic[index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "classic")))

enjoy [index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "enjoy")))

enjoyed[index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "enjoyed")))

entertaining[index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "entertaining")))

excellent [index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "excellent")))

fans [index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "fans")))

favorite[index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "favorite")))

fine[index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "fine")))

fun[index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictiomary = "fun")))

humor [index. for .document] <~
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "humor")))

lead [index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "lead")))

liked[index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "liked")))

love [index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "love")))

loved[index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "loved")))

modern[index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "modern")))

nice[index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "nmice")))

perfect [index.for.document] <-
sum(termFreq(working.corpus [[index.for.document]],
control = list(dictionary = "perfect")))
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set_III_design matrix = sm.add_constant (anscombe[’x3’])
set_III_model = sm.OLS(anscombe[’y3’], set_III_design_matrix)
print(set_III_model.fit().summary())

set_IV_design_matrix = sm.add_constant (anscombe[’x4’])
set_IV_model = sm.OLS(anscombe[’y4’], set_IV_design_matrix)
print(set_IV_model.fit().summary())

# create scatter plots

fig = plt.figure()

set_T = fig.add_subplot(2, 2, 1)
set_I.scatter (anscombe[’x1’],anscombe [’y1’1)
set_I.set_title(’Set I’)
set_I.set_xlabel(’x1’)
set_I.set_ylabel(’y1’)

set_I.set_xlim(2, 20)

set_I.set_ylim(2, 14)

set_IT = fig.add_subplot(2, 2, 2)
set_II.scatter(anscombe[’x2’],anscombe[’y2’1)
set_II.set_title(’Set II’)
set_II.set_xlabel(’x2’)
set_IT.set_ylabel (’y2’)

set_II.set_x1im(2, 20)

set_II.set_ylim(2, 14)

set_IIT = fig.add_subplot(2, 2, 3)
set_III.scatter (anscombe[’x3’],anscombe[’y3’])
set_III.set_title(’Set III’)
set_IIT.set_xlabel(’x3’)
set_III.set_ylabel(’y3’)

set_III.set_xlim(2, 20)

set_III.set_ylim(2, 14)

set_IV = fig.add_subplot(2, 2, 4)

set_IV. scatter (anscombe[’x4’] ,anscombe [*y4’])
set_IV.set_title(’Set IV’)
set_IV.set_xlabel (’x4’)
set_IV.set_ylabel (’y4’)

set_IV.set_xlim(2, 20)

set_IV.set_ylim(2, 14)
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plt.subplots_adjust(left=0.1, right=0.925, top=0.925, bottom=0.1,
wspace = 0.3, hspace = 0.4)

plt.savefig(’fig_anscombe_Python.pdf’, bbox_inches = ’tight’, dpi=None,
facecolor="u’, edgecolor=’b’, orientation=’portrait’, papertype=None,
format=None, transparent=True, pad_inches=0.25, frameon=None)

# Suggestions for the student:
# See if you can develop a quartet of your own,

# or perhaps just a duet, two very different data sets
# with the same fitted model.
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movie.analytics.data. frame$LIFE <-
100 * movie.analytics.data.frame$life.words /
movie.analytics.data.frame$total.words
LIFE <- standardize(movie.analytics.data.frame$LIFE)
LIFE.ts <- ts(LIFE, start = c(1974,1), end = c(2013,1), frequency = 1)

movie.analytics.data.frame$STORY <-
100 * movie.analytics.data.frame$story.words /
movie.analytics.data.frame$total.words
STORY <- standardize(movie.analytics.data.frame$STORY)
STORY.ts <- ts(STORY, start = c(1974,1), end = c(2013,1), frequency = 1)

# data frame of standardized text measures
text.measures.data.frame <- data.frame(LOVED,WORLDS,TRUTH,LIFE,STORY)
rownames (text.measures.data.frame) <- 1974:2013

principal . components . solution <~
princomp(text.measures.data.frame, cor = TRUE)
print (summary (principal . conponents. solution))
# biplot rendering of text measures and documents by year
pdf(file = "fig text_text_measures_biplot.pdf", width = 8.5, height = 11)
biplot (principal.components.solution, xlab = "First Pricipal Component
ylab = "Second Principal Component", col = c("black","darkblue"), las = 1)
dev.off ()

# multiple time series object for text measures
text.measures.mts <- cbind(LOVED.ts, WORLDS.ts, TRUTH.ts, LIFE.ts
colnanes (text.measures.mts) <- c("LOVED","WORLDS","TRUTH"
# text horizons for forty years of movies
pdf(file = "fig text_horizon_1974_2013.pdf", width = 8.5, height = 11)
print (horizonplot (text.measures.mts, colorkey = TRUE,

layout = c(1,5), strip.left = FALSE, horizonscale = 1,

origin = 0,

ylab = list(rev(colnames(text.measures.mts)), rot =

layer_(panel.fill(col = "gray90"), panel.xblocks(..., col = "white")))
dev.off ()

STORY . ts)
"LIFE","STORY")
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# review the clustering results
print (summary (top.words.clustering))
# the medoid identified through the clustering process
# is an object at the center of the cluster...
# it is used to define the cluster here we identify their names
cat("\nKey Words Identified by Cluster Analysis: \n")
key.word.set <- top.words.clustering$medoids
print (key.word.set)
# convert the distance object to an actual distance matrix
# for doing word searches directly on the matrix calculations
words.distance.matrix <- as.matrix(words.distance.object)
# for each medoid... identify the closest words from distance matrix
# let us choose the two closest words to have five lists of three words
# for further analysis... note that there is some overlap in word sets
for (index. for.key.word in seq(along=key.word.set)) {
# identify the column for the key word
key.word. column <-
words.distance.matrix[,c(key.word. set [index.for.key.word])]
# sort the key word column by distance
sorted.key.word.colum <~ sort(key.word.column)
# the smallest distance will be the distance of the key word to itself
# so choose the second through tenth words in from the sorted column
print (sorted.key.word. column[1:5])
if (index.for.key.word == 1)
loved.word.set <- names(sorted.key.word.column[1:3])
if (index.for.key.word == 2)
worlds.word.set <- names(sorted.key.word.column[1:3])
if (index.for.key.word == 3)
truth.word.set <- names(sorted.key.word.column[1:3])
if (index.for.key.word == 4)
life.word.set <- names(sorted.key.word.column[1:3])
if (index.for.key.word 5)
story.word.set <- names(sorted.key.word.columnl[:

:31)
1

# turn the word sets into dictionaries for analysis

loved.words.dictionary <- c(as.character(loved.word.set))

worlds.words.dictionary <- c(as.character(worlds.word.set))

truth.words.dictionary <~ c(as.character(truth.word.set))

life.words.dictionary <- c(as.character(life.word.set))

story.words.dictionary <- c(as.character(story.word.set))

# do word counts across the dictionaries

year <- 1974:2013

total.words <- integer(length(year))

loved.words <- integer(length(year))

worlds.words <- integer(length(year))

truth.words <- integer(length(year))

life.words <- integer(length(year))

story.words <- integer(length(year))
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for(index.for.document in seq(along=year)) {
loved.words[index.for.document] <-
sum(ternFreq(document .collection[ [index.for.document]],
control = list(dictionary = loved.words.dictionary)))

worlds.words [index. for.document] <-
sum(termFreq(document.collection[[index.for.document]],
control = list(dictionary = worlds.words.dictionary)))

truth.words [index. for.document] <-
sum (termFreq(document.collection[[index.for.document]],
control = list(dictionary = truth.words.dictionary)))

life.words[index.for.document] <~
sum(termFreq(document.collection[ [index.for.document]],
control = list(dictionary = life.words.dictionary)))

story.words [index. for.document] <~
sum(termFreq(document.collection[ [index.for.document]],
control = list(dictionary = story.words.dictionary)))

total.words [index.for.document] <-
length(movies.tdm[,index.for.document] [["i"]])
1
# gather the results up in a data frame
movie.analytics.data.frame <- data.frame(year, total.words,
loved.words, worlds.words, truth.words, life.words, story.words)
# compute text measures as percentages of words in each set
movie.analytics.data.frame$LOVED <-
100 * movie.analytics.data.frane$loved.words /
movie.analytics.data.frame$total.words
LOVED <- standardize(movie.analytics.data.frame$LOVED)
LOVED.ts <- ts(LOVED, start = c(1974,1), end = c(2013,1), frequency = 1)
movie.analytics.data. frame$WORLDS <-
100 * movie.analytics.data.frame$worlds.words /
movie.analytics.data.frame$total.words
WORLDS <- standardize(movie.analytics.data.frame$WORLDS)
WORLDS.ts <- ts(WORLDS, start = c(1974,1), end = c(2013,1), frequency = 1)

movie.analytics.data. frane$TRUTH <-
100 * movie.analytics.data.frame$truth.words /
movie.analytics.data.frame$total .uords
TRUTH <~ standardize(movie.analytics.data.frame$TRUTH)
TRUTH.ts <- ts(TRUTH, start = c(1974,1), end = c(2013,1), frequency = 1)
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# remove punctuation from the document collection
document .collection <- tm_map(document.collection, removePunctuation)

# using a standard list, remove English stopwords from the document collection
docunent . collection <- tm_map(document.collection,
removeWords, stopwords("english"))

# there is more we could do in terms of data preparation
# stemming... looking for contractions... pronoun possessives...

# we take what is clearly a "bag of words" approach here
# the workhorse technique will be TermDocumentMatrix()

# for creating a terms-by-documents matrix across the document collection
initial.movies.tdm <- TermDocumentMatrix(document.collection)

# remove sparse terms from the matrix and report the most common terms
# looking for additional stop words and stop word contractions to drop
examine.movies.tdm <- removeSparseTerms(initial.movies.tdm, sparse = 0.25)
top.words <- Terms(examine.movies.tdm)
print (top.words)
# an analysis of this initial list of top terms shows a number of word
# contractions which we might like to drop from further analysis,
# recognizing them as stop words to be dropped from the document collection
more.stop.words <- c("cant”,"didnt","doesnt","dont", "goes" " ,"hes",
shes", "thats", "theres", "theyre", "wont", "youll", "youre", "youve")
document.collection <- tm_map(document.collection,
removeWords, more.stop.words)

# create terms-by-documents matrix across the final document collection
movies.tdm <- TermDocumentMatrix(document.collection)

# save movie documents and document collection (corpus)
save("movies", "document.collection", "movies.tdm",

file = "000_movies_data.Rdata")
# remove sparse terms from the matrix and report the most common terms
examine.movies.tdm <- removeSparseTerms(movies.tdm, sparse = 0.25)
top.words <- Terms(examine.movies.tdm)
print(top.words) # the result of this is a bag of 200 words

now comes a test...
does looking at taglines hold promise as a way of identifying movie trends?
if it does, then years closest in time should be closest to one

another in a text measurement space as reflected, say,

by multidimensional scaling...

create a dictionary of the top words from the corpus

top.words.dictionary <- c(as.character (top.words))

oo ow oo

# create terms-by-documents matrix using the mtpa.Dictionary
top.words.movies. tdm <~ TermDocumentMatrix(document.collection,
list(dictionary = top.words.dictionary))
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# create terms-by-documents matrix using the mtpa.Dictionary
top.words.movies.tdm <~ TermDocumentMatrix(document.collection,
list(dictionary = top.words.dictionary))

# dissimilarity measures and multidimensional scaling
# with wordlayout from the wordcloud package for mon-overlapping labels
pdf(file = "fig text_mds_1974_2013.pdf", width = 7, height = 7)
# years.dissimilarity.matrix <-
# dissimilarity(x = top.words.movies.tdm, y = NULL, method = "cosine")
years.dissimilarity.matrix <-

dist(t (inspect (top.words.movies.tdm)), method = "cosine")
years.mds.solution <- cmdscale(years.dissimilarity.matrix, k = 2, eig = TRUE)
x <- years.mds.solution$points[,1]
y <- -years.mds.solutionSpoints[,2] # rotated to be comsistent with biplot
w <= c("1974","1975","1976" ,"1977", "1978", "1979",

"1980","1981","1982", "1983", "1984" , "1985" , " 198!
"1987","1988","1989","1990","1991","1992","1993"
"1994","1995" ,"1996" ,"1997","1998" , "1999" , "200¢
"2001","2002","2003" , "2004", "2005" , "2006" , "2007" ,

2008","2009","2010", "2011",*2012","2013")
plot(x,y,type="n", xlim = c(-0.075,0.075), ylim = ¢(-0.075,0.075),
xlab = "First Dimension", ylab = "Second Dimension")
lay <- wordlayout(x, y, w, xlim = c(-0.075,0.075), ylim = c(-0.075,0.075))
text(lay[,11+.5+1ay[,3],1ay[,2]+.5+1ay[,41,w)
dev.off ()

# classification of words into groups for further analysis
# use transpose of the terms-by-document matrix and cluster analysis
words.distance.object <—

dist(x = as.matrix(top.words.movies.tdm), method

"euclidean")

pdf(file = "fig text_hcluster_top_words.pdf", width = 11, height = 8.5)
top.words.hierarchical . clustering <-
agnes (words . distance. object ,diss=TRUE,
metric = "euclidean", stand = FALSE, method
plot(top.words.hierarchical.clustering, cex.lab
dev.off ()

"ward")
0.05)

# hierarchical solution suggests that four or five clusters may work
number . of . clusters . test <- NULL
for (number .of . clusters in 2:20) {
try.words.clustering <- pam(words.distance.object,diss=TRUE,
metric = "euclidean", stand = FALSE, k = number.of.clusters)
number . of . clusters. test <-
rbind (number. of . clusters. test,
data. frame (nunber . of . clusters,
ave.sil.width = try.uords.clustering$silinfo$avg.width))
cat("\n\n", "Number of clusters: ",number.of.clusters,
" Average silhouette width: ",try.words.clustering$silinfoSavg.width,
"\nKey identified concepts: ",try.words.clustering$medoids,
"\nCluster average silhouette widths: ")
print (try.words. clustering$silinfo$clus.avg.widths)
} # end of for-loop for mumber-of-clusters test
print (number . of . clusters . test)
# results suggest that five clusters may work best here
# we examine these clusters and give them names corresponding to medoids
top.words. clustering <- pam(words.distance.object,diss=TRUE,
metric = "euclidean", stand = FALSE, k = 5)
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action adventure  alive america american

americas  bad battle beautiful  begin
begins beyond  biggest  black blood
body born boy boys business
call challenge  chance  city classic
comedy comes coming cop cops
crazy crime dangerous  dark day
days dead deadly death deep
desire destroy  die director  dream
dreams  earth easy enemy evil
experience eyes family fantasy  fast
father  fear feel fight fighting
film five force forever  forget
found friend friends fun funny
future game girl girls quys
hands happen happens hard head
heart hell help hero history
home hope horror hot house
human journey  justice  kids Kill
killed Killer Killing king law

left legend life lifetime little
live lives living look looking
lost lot love loved loves
magic mans master meet million
mind money mother  movie murder
music mystery  name night nightmare
original party passion past people
perfect picture play pleasure  power
powerful  race ready real reality
remember revenge  ride rock run
save school secret secrets seen
sex sexual shell sometimes son
space special stand star stars
stop story streets  summer  survival
survive sweet takes tale tell
terrifying terror thriller  time tough
town true truth ultimate universe
video war watch weapon  welcome
wife wild win woman women

world worlds  worst wrong york
i
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# plot frequency of movies by year
pdf(file = "fig text_movies_by_year histogram.pdf", width = 11, height = 8.5)
ggplot.object <- ggplot(data = movies, aes(x = year)) +
geon_histogram(binwidth = 1, £ill = "blue”, colour = "black") +
labs(x = "Year of Release",
y = "Number of Movies in Database") +
coord_fixed(ratio = 1/50)
geplot.print.with.margins(ggplot.object.name = ggplot.object,
left.margin.pct=10, right.margin.pct=10,
top.margin.pct=10,bottom. margin. pct=10)
dev.off ()

# let us work with movies from 1974 to 2013
# creating an aggregate tagline_text collection for each year of interest
years.list <- 1974:2013
document .collection <~ NULL # initialize
for (index.for.year in seq(along=years.list)) {
working.year.data.frame =
subset (movies, subset = (year =:
tagline_text <- NULL
for(index.for.movie in seq(along = working.year.data.frame$movie))
tagline_text <-
paste(tagline_text, working.year.data.frame$tagline [index.for.moviel)

years.list[index.for.year]))

document <- PlainTextDocument (x = tagline_text, author = "Tom",
description = paste('movie taglines for ",
as. character (years.1list [index.for.year]),sep = ""),

id = paste("movies_",as.character(years.list [index.for.year]),sep=
heading aglines",

origin = "IMDb", language = "en_US",

localmetadata = list(year = years.list[index.for.year]))
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# give each created document a unique name
if (years.list[index.for.year] == 1974) Y1974 <- document
if (years.list[index.for.year] == 1975) Y1975 <- document
if (years.list[index.for.year] == 1976) Y1976 <- document
if (years.list[index.for.year] == 1977) Y1977 <- document
if (years.list[index.for.year] == 1978) Y1978 <- document
if (years.list[index.for.year] == 1979) Y1979 <- document
if (years.list[index.for.year] == 1980) Y1980 <- document
if (years.list[index.for.year] == 1981) Y1981 <- document
if (years.list[index.for.year] == 1982) Y1982 <- document
if (years.list[index.for.year] == 1983) Y1983 <- document
if (years.list[index.for.year] == 1984) Y1984 <- document
if (years.list[index.for.year] == 1985) Y1985 <- document
if (years.list[index.for.year] == 1986) Y1986 <- document
if (years.list[index.for.year] == 1987) Y1987 <- document
if (years.list[index.for.year] == 1988) Y1988 <- document
if (years.list[index.for.year] == 1989) Y1989 <- document
if (years.list[index.for.year] == 1990) Y1990 <- document
if (years.list[index.for.year] == 1991) Y1991 <- document
if (years.list[index.for.year] == 1992) Y1992 <- document
if (years.list[index.for.year] == 1993) Y1993 <- document
if (years.list[index.for.year] == 1994) Y1994 <- document
if (years.list[index.for.year] == 1995) Y1995 <- document
if (years.list[index.for.year] == 1996) Y1996 <- document
if (years.list[index.for.year] == 1997) Y1997 <- document
if (years.list[index.for.year] == 1998) Y1998 <- document
if (years.list[index.for.year] == 1999) Y1999 <- document
if (years.list[index.for.year] == 2000) Y2000 <- document
if (years.list[index.for.year] == 2001) Y2001 <- document
if (years.list[index.for.year] == 2002) Y2002 <- document
if (years.list[index.for.year] == 2003) Y2003 <- document
if (years.list[index.for.year] == 2004) Y2004 <- document
if (years.list[index.for.year] == 2005) Y2005 <- document
if (years.list[index.for.year] 2008) Y2006 <- document
if (years.list[index.for.year] == 2007) Y2007 <- document
if (years.list[index.for.year] == 2008) Y2008 <- document
if (years.list[index.for.year] == 2009) Y2009 <- document
if (years.list[index.for.year] == 2010) Y2010 <- document
if (years.list[index.for.year] == 2011) Y2011 <- document
if (years.list[index.for.year] == 2012) Y2012 <- document
if (years.list[index.for.year] == 2013) Y2013 <- document
} # end of for-loop for selected years

document.collection <- c(Y1974,Y1975,Y1976,Y1977,Y1978,Y1979,
Y1980,Y1981,Y1982,Y1983,Y1984,Y1985, Y1986, Y1987, Y1988, Y1989,
Y1990,Y1991,Y1992,Y1993,Y1994,Y1995, Y1996, Y1997, Y1998, Y1999,
¥2000,Y2001, Y2002, Y2003, Y2004 , Y2005, Y2006,
Y2007,Y2008,Y2009,Y2010,Y2011,Y2012,Y2013)

# strip whitespace from the documents in the collection
document.collection <- tm_map(document.collection, stripWhitespace)

# convert uppercase to lowercase in the document collection
document.collection <- tm_map(document.collection, content_transformer(tolower))

# remove numbers from the document collection
document . collection <~ tm_map(document.collection, removeNumbers)
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# 30 by 30: Kid Flicks" (2001)
Zooming In on the Future of Film
Movies by kids for kids and about kids.

# "30 Dates to a Soul Mate" (2012)
Finding a Soulmate can be tough...finding one in 30 days can be impossible!

# 30 Days of Dice Living" (2011)
Some games will change your life.

# "30 for 30" (2009) {Once Brothers (#1.25)}
Dreams brought them together. Reality tore them apart.

# "30 Rock" (2006)
Work can be such a production.
Enjoy the ride. (Season 2)
Comedy night done right
Duck!l (Season 6)

# 30" (2012)
Only one rule. Never make a vampire under thirty
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for item in conjoint_attributes:
nlevels = len(list(unique(conjoint_data_trame[iten])))
1evel_name.append (1ist (unique(conjoint_data_trame[iten])))
begin = end
end = begin + nlevels - 1
new_part_vorth = list(nain_effects_model_fit.parans[begin:end])
new_part_worth.append((-1) * sum(new_part_worth))
part_worth_range. append (max (new_part_worth) - min(new_part_worth))
part_vorth. append (new_part_sorth)
# end set to begin next iteration

# compute attribute relative importance values from ranges
attribute_importance = []
for item in part_vorth_range:

attribute_importance.append (round(100 * (item / sum(part_worth_range)),2))
# user-defined dictionary for printing descriptive attribute names
effect_name_dict = {’brand’ : ’Mobile Service Provider’, \

’startup’ : ’Start-up Cost’, ’monthly’ : ’Monthly Cost’, \

’service’ : ’Offers 4G Service’, ’retail’ : ’Has Nearby Retail Store’, \
’apple’ : ’Sells Apple Products’, ’samsung’ : ’Sells Samsung Products’, \
>google’ : ’Sells Google/Nexus Products’}

# report conjoint measures to console
index = 0 # initialize for use in for-loop
for item in conjoint_attributes:

print (’\nAttribute:’, effect_name_dict[item])

print(’  Importance:’, attribute_importance[index])

print(’  Level Part-Worths’)

for level in range(len(level name[index])):

print(’ ?,1evel_name[index] [level], part_worth[index] [levell)
index = index + 1

Suggestions for the student:
Enter your own rankings for the product profiles and generate
conjoint measures of attribute importance and level part-worths.
Note that the model fit to the data is a linear main-effects model.
See if you can build a model with interaction effects for service
provider attributes

wow
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# The Anscombe Quartet (R)

# demonstration data from

# Anscombe, F. J. 1973, February. Graphs in statistical analysis.

# The American Statistician 27: 1721.

# define
anscombe

the anscombe data frame
<- data.frame(

c(10, 8, 13, 9, 11, 14, 6,
c(10, 8, 13, 9, 11, 14, 6,
c(10, 8, 13, 9, 11, 14, 6,
c(s, 8, 8, 8, 8, 8, 8, 19,
c(8.04, 6.95, 7.58, 8.81,
c(9.14, 8.14, 8.74, 8.77,
c(7.46, 6.77, 12.74, 7.11,

8, 8,
8.33,
9.26,
7.81,

4, 12, 7, 5),
4, 12, 7, 5),
4, 12, 7, B),

8),

9.96, 7.24, 4.26,10.84, 4.82, 5.68),
8.1, 6.13, 3.1, 9.13, 7.26, 4.74),
8.84, 6.08, 5.39, 8.15, 6.42, 5.73),

c(6.58, 5.76, 7.71, 8.84, 8.47,

# show results from four regression analyses
with(anscombe, print(summary(lm(yl ~ x1, data
with(anscombe, print(summary(lm(y2 ~ x2, data
with(anscombe, print(summary(lm(y3 ~ x3, data
with(anscombe, print(summary(lm(y4 ~ x4, data

# place four plots on one page using standard
# ensuring that all have the same scales

# for horizontal and vertical axes

pdf (file = "fig anscombe_R.pdf", width = 8.5,
par(mfrow=c(2,2), mar=c(5.1, 4.1, 4.1, 2.1))

7.04, 5.25,

anscombe))))
anscombe))))
anscombe))))
anscombe))))

R graphics

height = 8.5)

with(anscombe, plot(x1, y1, xlim=c(2,20), ylim=c(2,14), pch = 19,
col = "darkblue", cex = 1.5, las = 1, xlab = "x1", ylab = "y1"))

title("Set I")

with(anscombe,plot(x2, y2, xlim=c(2,20), ylim=c(2,14), pch = 19,
col = "darkblue", cex = 1.5, las = 1, xlab = "x2", ylab = "y2"))

title("Set II")

with(anscombe,plot(x3, y3, xlim=c(2,20), ylim=c(2,14), pch = 19,
col = "darkblue", cex = 1.5, las = 1, xlab = "x3", ylab = "y3"))

title("Set III")

with(anscombe,plot (x4, y4, xlim=c(2,20), ylim=c(2,14), pch = 19,
col = "darkblue", cex = 1.5, las = 1, xlab = "x4", ylab = "y4"))

title("Set IV")

dev.off ()

# par(mfrow=c(1,1) ,mar=c(5.1, 4.1, 4.1, 2.1))

# return to plotting defaults

12.5, 5.56, 7.91, 6.89))
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Please select the laptop computer you would
be most likely to purchase.

@ Dell $500

O Apple $600

O HP $550

O Samsung $525

O 100 GB Hard Drive $0
@ 200 GB Hard Drive $60
O 500 GB Hard Drive $90

O 1 MB RAM $0
O 2 MB RAM $80
@ 4 MB RAM $150

@ Base Processor $0
O Enhanced Processor $250

O 17-inch Screen $0
@ 19-inch Screen $40
O 21-inch Screen $90

O No Office $0
O Office $200
@ Office + Access $240

O Standard Warranty $0
@ One-year Extended Warranty $100
O Two-year Extended Warranty $150

Total price: | $1,090
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# The Anscombe Quartet (Python)

# demonstration data from

# Anscombe, F. J. 1973, February. Graphs in statistical analysis.
# The American Statisticiam 27: 1721.

# prepare for Python version 3x features and functions

from __future__

import division, print_function

# import packages for Anscombe Quartet demonstration
import pandas as pd # data frame operations

import numpy as np # arrays and math functions

import statsmodels.api as sm # statistical models (including regression)
import matplotlib.pyplot as plt # 2D plotting

# define
anscombe
%20
%3
x40
y1
2y
2y32
ryar

the anscombe data frame using dictionary of equal-length lists
= pd.DataFrame({’x1’ : [10, 8, 13, 9, 11, 14, 6, 4, 12, 7, 5],

I8, 8,
[8.04,
[9.14,
[7.48,
[6.58,

[0, 8, 13, 9, 11, 14, 6, 4, 12, 7, 5],
(10, 8, 13, 9, 11, 14, 6, 4, 12, 7, 5],

8, 8, 8, 8, 8, 19, 8, 8, 8],

6.95, 7.58, 8.81, 8.33, 9.96, 7.24, 4.26,10.84, 4.82, 5.68],
8.14, 8.74, 8.77, 9.26, 8.1, 6.13, 3.1, 9.13, 7.26, 4.74],
6.77, 12.74, 7.11, 7.81, 8.84, 6.08, 5.39, 8.15, 6.42, 5.73],
5.76, 7.71, 8.84, 8.47, 7.04, 5.25, 12.5, 5.56, 7.91, 6.891})

# fit linear regression models by ordinary least squares
set_I_design_matrix = sm.add_constant (anscombe [’x1’])
set_I_model = sm.OLS(anscombe[’y1’], set_I_design matrix)
print(set_I_model.fit().summary())

set_IT_design_matrix = sm.add_constant (anscombe[’x2’])
set_II_model = sm.OLS(anscombe[’y2’], set_II_design_matrix)
print(set_II_model.fit() .summary())
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Suppose that your local movie theater is able to show only
three movies at a time, and the movies have different prices.
Assuming that the movie-going experience is alike n all other
‘ways, which of these future movies would you most like to see?
Show your choice by clicking on the circle to the right of the
box when you are ready to move on.

French Curve
Action/Adventure
Jennifer Lawrence. O
Director: Brian DePalma

Location: France
Length: 120 minutes

Miss Conception
Gomedy
Jessica Chastain O
Director: Woody Allen

Location: New York Gity
Length: 95 minutes.

Pluperfect Passion
Drama

Caitlin Gerard (o)
Director: Ben Affleck.

Location: Mexico
Length: 105 minutes

NEXT
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# Manufacturers’ New Orders: Durable Goods (millions of dollars)

getSymbols ("DGORDER", src="FRED", return.class = "xts")

DGO <- DGORDER/1000 # convert to billions of dollars

dimnames (DGO) [2] <- "DGO" # use simple name for index

chartSeries (DGO, theme="white")

DGO.data.frame <- as.data.frame(DGD)

DGO.data.frame$DG0 <- DGO.data.frame$DGO

DGO.data. frane$date <- ynd(rounames(DGO.data. frane))

DGO.time.series <- ts(DGO.data.frame$DGO,
start = c(year(min(DGO.data.frame$date)),month(min(DGO.data.frame$date))),
end = c(year(max(DGO.data.frame$date)) ,month(max(DGO.data.frame$date))),
frequency=12)

# University of Michigan Index of Consumer Sentiment (1Q 1966 = 100)

getSymbols("UNCSENT", src="FRED", return.class = "xts")

ICS <- UMCSENT # use simple mame for xts object

dimnanes(ICS) [2] <- "ICS" # use simple mame for index

chartSeries(ICS, theme="white")

ICS.data. frame <- as.data.frame(ICS)

1CS.data. frane$ICS <- ICS.data.frame$ICS

1CS. data. frame$date <- ymd(rownames(ICS.data.frame))

1CS. time. series <- t5(ICS.data. frame$ICS,
start = c(year(min(ICS.data.frame$date)), month(min(ICS.data.frame$date))),
end = c(year (max(ICS.data. framegdate)) ,month(nax(ICS.data. frame$date))) ,
frequency=12)

# New Homes Sold in the US, not seasonally adjusted (monthly, millions)

getSymbols("HSNIFNSA" , src="FRED" ,return.class = "xts")

NHS <- HSNFNSA

dimnames (NHS) [2] <- "NHS" # use simple mame for index

chartSeries(NHS, theme="white")

NHS.data.frame <- as.data.frame (NHS)

NHS.data.frane$lHS <- NHS.data.frame$NHS

NHS.data.frame$date <- ynd(rownames (NHS.data. rame))

NHS.time.series <- ts(NHS.data.frame$NHS,
start = c(year(min(NHS.data.frame$date)) ,month(min(NHS.data.frame$date))),
end = c(year (max(NHS.data. framegdate)) ,month (max (NHS.data. frame$date))) ,
frequency=12)
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Which of the following two movies would you
prefer to view through your online service?
Click on the circle to show your preference.

Mars Attacks (1996) Desperately Seeking
Director: Tim Burton Susan (1985)
Actors: Director: Susan Seidelman
Jack Nicholson Actors:
Glenn Close Rosanna Arquette
Annette Bening Aidan Quinn
Pierce Brosnan Madonna
Danny DeVito Robert Joy
Meartin Short o Mark Blum o
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# define multiple time series object
economic.mts <- cbind(ER.time.series, DGO.time.series, ICS.time.series,

NHS. time.series)

dimnames (economic.mts) [[2]] <~ c("ER","DGO","ICS","NHS") # keep simple names
modeling.mts <- na.omit(economic.mts) # keep overlapping time intervals only

# plot multiple time series
pdf (file="fig_economic_analysis_mts_R.pdf",width = 8.5,height = 11)
plot (modeling.mts,main="")

dev.oft ()

# create new indexed series IER using base date March 1997
ERO <- mean(as.numeric (window(ER.time.series,start=c(1997,3) ,end=c(1997,3))))
IER. time.series <- (ER.time.series/ER0) % 100

# create new indexed series IDGO using base date March 1997
DGOO <- mean(as.numeric(window(DGO.time.series,start=c(1997,3) ,en
IDGO. time.series <~ (DGO.time.series/DGO0) * 100

(1997,3))))

# create new indexed series INHS using base date March 1997
NHSO <- mean(as.numeric(window(NHS.time.series,start=c(1997,3) ,end=c(1997,3))))
INHS.time.series <- (NHS.time.series/NHS0) * 100

# create a multiple time series object from the index series
economic.mts <- cbind(IER.time.series,

1DGO. time. series,

1CS. tine. series,

INHS. time. series)

dimnaes (economic.mts) [[2]] <- c("IER","IDGO","ICS","INHS")

working. economic.mts <- ma.omit(economic.mts) # months complete for all series
# partial listing to check calculations

print (head (working. economic.mts))
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Which of the following movies would you be
most likely to watch, and which would you be
least likely to watch?

Most Least
Likely Likely
O Alfie o
O  Bounce O
®  Crash o
O Dune °

Best-worst choices imply paired comparisons:

Crash > Alfie
Crash > Bounce
Crash > Dune

Alfie > Dune
Bounce > Dune

Alfie ?? Bounce
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The meaning of a measure is defined by its relationships to other measures.

Method 1 Method 2:
Rating Scale Text Measure
Trait A Trait B Trait A Trait B:
Introversion- _Preference Introversion- Preference
Extroversion _for Comedies Extroversion _for Comedies
Tait A S
Inroversion- T
Extroversion R
Method 1: N N
Rating Scale N N
Trait B: .2 B
Preference N 080N
for Comedies < ~

Tt A
Infroversion- s o= \
Extroversio

Method2: X"

Text Measure
ot B
Preference > ugn
for Comecies

Convergent validity is demonstrated by high correlations in the validity diagonal.
Discriminant validity is demonstrated by the relative sizes of correlations in diagonals and triangles:

h ) trai.
e rat-
\ Reiabiity vaicity et
\ diagonar® diagonal g
S

Method variance is demonstrated by relatively high heterotrait-monomethod
correlations when traits are assumed to be uncorrelated.
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plot multiple economic time series as horizon plot

using the index 100 as the reference point (origin = 100)

with scaling fixed across the index mmbers (horizonscale = 25)

use ylab rather than strip.left, for readability

also shade any times with missing data values.

latticeExtra package used for horizon plot

pdf (file="fig_economic_time_series_indexed_R.pdf",uidth = 8.5,height = 11)

print (horizonplot (working. economic.mts, colorkey = TRUE,
layout = c(1,4), strip.left = FALSE, origin = 100, horizonscale = 25,
ylab = 1list(rev(colnames (working. economic.mts)), Tot = 0, cex = 0.7)) +
layer_(panel.fill(col = "gray90"), pamel.xblocks(..., col = "white")))

dev.off )

# return to the individual economic time series prior to indexing
# functions from forecast package for time series forecasting

# ARIMA model fit to the employment rate data
ER.auto.arima.fit <- auto.arima(ER.time.series, d=NA, D=NA, max.p=3, max.g:
max.P=2, max.Q=2, max.order=3, start.p=2, start.gq:
start.P=1, start.Q=1, stationary=FALSE, seasonal=TRUE,
ic=c("aic"), stepwise=TRUE, trace=FALSE,
approximation=FALSE, xreg=NULL,
test=c("kpss","adf","pp"), seasonal.test=c("ocsb","ch"),
allowdrift=FALSE, lambda=NULL, parallel=FALSE, mum.cores=NULL)
print (summary (ER. auto. arima. £it))
# national employment rate two-year forecast (horizon h = 24 months)
ER.forecast <- forecast.Arima(ER.auto.arima.fit, h=24, level=c(90),
fan=FALSE, xreg=NULL, bootstrap=FALSE)
# plot national employment rate time series with two-year forecast
pdf (file = "fig_economic_analysis_er_forecast_R.pdf", width = 11, height
plot (ER. forecast,main="", ylab="Employment Rate (100 - Unemployment Rate)",
xlab = "Time", las = 1, lud = 1.5)
dev.off ()

8.5)
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Indicate your preferences for each group of three movies below.
In the boxes to the left of each group of three movies, enter

1 next to your favorite movie

2 next to your second favorite movie

3 next o your least favorite movie
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# ARTMA model fit to the manufacturers’ durable goods orders
DGO.auto.arima.fit <- auto.arima(DG0.time.series, d=NA, D=NA, max.p=3, max.
max.P=2, max.Q=2, max.order=3, start.p=2, start.q=2,
start.P=1, start.Q=1, stationary=FALSE, seasonal=TRUE,
ic=c("aic"), stepwise=TRUE, trace=FALSE,
approximation=FALSE, xreg=NULL,
test=c("kpss","adf","pp"), seasonal.test=c("ocsb","ch"),
allowdrift=FALSE, lambda=NULL, parallel=FALSE, mum.cores=NULL)
print (sumnary (DGO. auto. arima.fit))
# durable goods orders tuo-year forecast (horizon h = 24 months)
DGO. forecast <- forecast.Arima(DG0.auto.arima.fit, h=24, leve
fan=FALSE, xreg=NULL, bootstrap=FALSE)
# plot durable goods time series with two-year forecast
pdf (file = "fig_economic_analysis_dgo_forecast_R.pdf", width = 11, height = 8.5)
Pplot (DGO. forecast ,main="", ylab="Durable Goods Orders (billions of dollars)",
xlab = "Time", las = 1, lwd = 1.5)
dev.off ()
# ARIMA model fit to index of consumer sentiment
1CS.auto.arima.fit <- auto.arima(ICS.time.series, d=NA, D=NA, max.p=3, max.g=
max.P=2, max.Q=2, max.order=3, start.p=2, start.q=2,
start.P=1, start.Q=1, stationary=FALSE, seasonal=TRUE,
ic=c("aic"), stepwise=TRUE, trace=FALSE,
approximation=FALSE, xreg=NULL,
test=c("kpss","adf","pp"), seasonal.test=c("ocsb","ch"),
allowdrift=FALSE, lambda=NULL, parallel=FALSE, mum.cores=NULL)

(90),

print (summary (ICS. auto. arima.fit))

# index of consumer semtiment two-year forecast (horizon h = 24 months)

1CS. forecast <- forecast.Arima(ICS.auto.arima.fit, h=24, level=c(90),
fan=FALSE, xreg=NULL, bootstrap=FALSE)

# plot index of consumer sentiment time series with two-year forecast

pdf (file = "fig_economic_analysis_ics_forecast_R.pdf", width = 11, height = 8.5)

Pplot (ICS. forecast,main="", ylab="Index of Consumer Sentiment (1Q 1966 = 100)",
xlab = "Time", las = 1, lwd = 1.5)

dev.off()
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For each pair of movies, click on the box next to the movie you prefer.
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# ARINA model fit to new home sales
NHS.auto.arima.fit <- auto.arima(NHS.time.series, d=NA, D=NA, max.p=3, max.g=
max.P=2, max.Q=2, max.order=3, start.p=2, start.q=2,
start.P=1, start.Q=1, stationary=FALSE, seasonal=TRUE,
ic=c("aic"), stepwise=TRUE, trace=FALSE,
approximation=FALSE, xreg=NULL,
test=c("kpss","adf","pp"), seasonal.test=c("ocsb","ch"),
allowdrift=FALSE, lambda=NULL, parallel=FALSE, mum.cores=NULL)
print (summary (NHS. auto. arima.fit))
# new home sales two-year forecast (horizon h = 24 months)
NHS.forecast <- forecast.Arima(lHS.auto.arima.fit, h=24, level=c(90),
fan=FALSE, xreg=NULL, bootstrap=FALSE)
# plot new home sales time series with two-year forecast
pdf (file = "fig_economic_analysis_uhs_forecast_R.pdf", width = 11, height = 8.5)
Pplot (NHS. forecast ,main="", ylab="New Homes Sold (millions)",
xlab = "Time", las = 1, lud = 1.5)
dev.oft ()
# Which regressors have potential as leading indicators?
# ook for relationships across three of the time series
# using the period of overlap for those series
# function from lmtest package for Granger test of causality
grangertest (ICS"ER, order = 3, data=modeling.mts)
grangertest (ICS"DG0, order = 3, data=modeling.mts)
grangertest (DGO"ER, order = 3, data=modeling.mts)
grangertest(DG0"ICS, order = 3, data=modeling.mts)
grangertest (ER"DGD, order = 3, data=modeling.mts)
grangertest (ER"ICS, order = 3, data=modeling.mts)
# export data frames for economic measures
write.csv(ER.data. frame, file = "FRED_ER_data.Csv", row.names = FALSE)
write.csv(DG0.data.frame, file = "FRED_DGO_data.csv", row.names = FALSE)
write.csv(ICS.data.frame, file = "FRED_ICS_data.csv", row.names = FALSE)
write.csv(NHS.data.frame, file = "FRED_NHS_data.csv", row.names = FALSE)
# save current workspace
save.image(file = "R_workspace.Rdata")
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Below you see descriptions of two movies that you could watch
Use your mouse to move the slider along the scale, showing
the degree to which you prefer one movie over the other.

Gorky Park (1983)

The fim opens with the discovery of
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# Predictive Model for Los Angeles Dodgers Promotion and Attendance (Python)

# prepare for Python version 3x features and functions
from __future__ import division, print_function
from future_builtins import ascii, filter, hex, map, oct, zip

# import packages for analysis and modeling

import pandas as pd # data frame operations

from pandas.tools.rplot import RPlot, TrellisGrid, GeomPoint,\
ScaleRandomColour # trellis/lattice plotting

import mumpy as mp # arrays and math functions

from scipy.stats import uniform # for training-and-test split

import statsmodels.api as sm # statistical models (including regression)

import statsmodels.formula.api as smf # R-like model specification

import matplotlib.pyplot as plt # 2D plotting

# read in Dodgers bobbleheads data and create data frame
dodgers = pd.read_csv("dodgers.csv")
# examine the structure of the data frame

print("\nContents of dodgers data frame — =)
# attendance in thousands for plotting
dodgers[’attend_000°] = dodgers[’attend’]/1000

# print the first five rows of the data frame

print (pd.DataFrane . head (dodgers))

mondays = dodgers [dodgers[’day_of_week’] ’Monday”]
tuesdays = dodgers[dodgers[’day_of week’] == ’Tuesday’]
wednesdays = dodgers [dodgers [’day_of_week’] == ’Wednesday’]
thursdays = dodgers [dodgers [’day_of_week’] ’Thursday’]
fridays = dodgers [dodgers[’day_of week’] == ’Friday’]
saturdays = dodgers[dodgers[’day_of_week’] == ’Saturday’]

sundays = dodgers [dodgers [’day_of_week’] ’Sunday’]

# convert days’ attendance into list of vectors for box plot

data = [mondays[’attend_000’], tuesdays[’attend_000°1,
wednesdays [’attend_000’], thursdays[’attend_000’],
fridays[’attend_000’], saturdays[’attend_000°],
sundays[’attend_000’1]

ordered_day_names = [’Mon’, ’Tue’, ’Wed’, ’Thur’, °Fri’, ’Sat’, ’Sun’]

# exploratory data analysi:
fig, axis = plt.subplots()
axis.set_xlabel(’Day of Week’)

axis.set_ylabel(’Attendance (thousands)’)

day_plot = plt.boxplot(data, sym="o’, vert=1, whis=1.5)
plt.setp(day_plot [’boxes’], color = ’black’)
plt.setp(day_plos [*whiskers’], color = ’*black’)
plt.setp(day_plot[’fliers’], color = ’black’, marker = ’o’)
axis.set_xticklabels(ordered_day_names)

plt.show()

box plot for day of the week
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Consider the movie experience described below.
On ascale from 1 (low) to 7 (high), rate your
degree of interest in buying this movie DVD.
Use scale extreme values defined as:

(1) not at all interested

(7) extremely interested
Type your rating in the space provided.

Duck Soup (1933) with the Marx Brothers
Black-and-white movie
Length: 68 minutes
DVD media
Viewed at home
Purchase price: $5.99
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# data frame for ordering attribute names
attribute.name <- names(conjoint.results$contrasts)
attribute.importance <- as.numeric(attribute.importance)
temp.frame <- data.frame(attribute.name,attribute.importance)
conjoint.results$ordered.attributes <-

as. character (temp. frame [sort.1ist(

temp. frame$attribute. importance,decreasing = TRUE) , "attribute.name"])

# respondent internal comsistency added to list structure
conjoint.results$internal.consistency <- sumary(main.effects.model.£it)$r. squared

# user-defined function for printing conjoint measures
if (print.digits == 2)

pretty.print <- function(x) {sprintf("%1.2f",round(x,digits = 2))}
if (print.digits == 3)

pretty.print <- function(x) {sprintf("%1.3f",round(x,digits = 3))}

# report conjoint measures to console

# use pretty.print to provide nicely formated output

for(k in seq(along=conjoint.results$ordered.attributes)) {
cat("\n","\n")
cat (conjoint. results$ordered. attributes[k] , "Levels: ",
unlist(conjoint.results$xlevels[conjoint.resultsordered. attributes(kl1))

cat("\n"," Part-Worths: ")
cat (pretty. print (unlist (conjoint . results$part.worths
[conjoint.results$ordered. attributes(kl1)))

cat("\n"," Standardized Part-Worths: ")
cat (pretty.print (unlist (conjoint .results$standardized. part.worths
[conjoint.results$ordered.attributes(k11)))

cat("\n"," Attribute Importance: ")
cat (pretty. print (unlist (conjoint . results$attribute. inportance
[conjoint. resultsgordered. attributes(kl1)))

b

# plotting of spine chart begins here

# all graphical output is routed to external pdf file

pdf (file = "fig_preference_mobile_services_results.pdf", width=8.5, height=11)
spine. chart (conjoint .results)

dev.off() # close the graphics output device
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# user-defined function for plotting descriptive attribute names
effect.name.map <- function(effect.name) {

if (effect . name=="brand") return("Mobile Service Provider")

if (effect .name=="startup") return("Start-up Cost")

if (effect . name=="monthly") return('Monthly Cost")

if (effect.name=="service") return('0ffers 4G Service")

if (effect. "retail") return("Has Nearby Retail Store")

if (effect. "apple") return("Sells Apple Products")

if (effect .name=="sansung") return('Sells Samsung Products")

if (effect.name=="google") return("Sells Google/Nexus Products")

T

# read in conjoint survey profiles with respondent ranks
conjoint.data.frame <- read.csv("mobile_services_ranking.csv")

# set up sum contrasts for effects coding as needed for conjoint analysis
options (contrasts=c("contr. sun", "contr.poly"))

# main effects model specification
main.effects.model <- {ranking ~ brand + startup + monthly + service +
retail + apple + samsung + google}

# fit linear regression model using main effects only (no interaction terms)
main.effects.model.fit <- lm(nain.effects.model, data=conjoint.data.frame)
print (sunmary (main. effects.model . it))

# save key list elements of the fitted model as needed for conjoint measures
conjoint.results <-

main.effects.model.fit [c("contrasts","xlevels", "coefficients")]

conjoint.resultsSattributes <- names(conjoint.results$contrasts)
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# compute and store part-worths in the conjoint.results list structure
part.worths <- conjoint.results$xlevels # list of same structure as xlevels
end.index. for.coefficient <- 1 # intitialize skipping the intercept
part.worth.vector <- NULL # used for accumulation of part worths
for(index. for.attribute in seq(along=conjoint.results$contrasts)) {
nlevels < length(unlist(conjoint.results$xlevels[index.for.attribute]))
begin. index. for.coefficient <- end.index.for.coefficient + 1
end. index. for.coefficient <- begin.index.for.coefficient + nlevels -2
last.part.worth <- -sun(conjoint.results$coefficients[
begin. index. for.coefficient:end. index. for. coefficient])
part.uorths [index. for.attribute] <
1ist (as.numeric (c(conjoint . results$coefficients[
begin. index. for. coefficient:end. index. for.coefficient]
last.part.worth)))
part .uorth.vector <-
c(part.worth.vector,unlist (part.worths [index. for.attribute]))
¥
conjoint.results$part.worths <- part.uorths
# compute standardized part-worths
standardize <- function(x) {(x - mean(x)) / sd(x)}
conjoint. results$standardized. part.worths <-
lapply(conjoint . results$part .vorths, standardize)

# compute and store part-worth ranges for each attribute

part.vorth.ranges <- conjoint.results$contrasts

for(index. for.attribute in seq(along=conjoint.results$contrasts))
part.worth. ranges [index. for.attribute] <-
dist(range(conjoint.results$part.worths[index.for.attribute]))

conjoint.results$part.worth.ranges <- part.worth.ranges

sum.part.worth.ranges <- sum(as.numeric(conjoint.results$part.worth.ranges))
# compute and store importance values for each attribute
attribute. importance <- conjoint.results$contrasts
for(index. for.attribute in seq(along=conjoint.results$contrasts))
attribute. importance [index.for.attribute] <-
(aist (range (conjoint.results$part. worths[index.for.attributel))/
sun.part .worth.ranges) * 100
conjoint.results$attribute. inportance <- attribute.importance
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# Analysis of Economic Time Series (R)

# economic time series gathered with this program are contimually
# updated... so predictive models, forecasts, and data visualizations
# produced by this program may differ from those shown in the book

1ibrary(quantmod) # use for gathering and charting economic data
library(lubridate) # date functions

library(latticeExtra) # package used for horizon plot
1ibrary(forecast) # functions for time series forecasting
library(lmtest) # for Granger test of causality

par(nfrow = c(2,2)) # four plots on one window/page

# Economic Data from Federal Reserve Bank of St. Louis (FRED system)

# National Civilian Unemployment Rate (momthly, percentage)

getSymbols ("UNRATENSA", src="FRED", return.class = "xts")

ER <- 100 - UNRATENSA # convert to employment rate

dimnames (ER) [2] <- "ER"

chartSeries(ER, theme="vhite")

ER.data.frame <- as.data.frame(ER)

ER.data.frame$date <- ymd(rownames(ER.data.frame))

ER.time.series <- ts(ER.data.frame$ER,
start = c(year (min(ER.data.framegdate)) ,month(min(ER.data.frame$date))) ,
end = c(year(max(ER.data.frame$date)) ,month(max(ER.data.framesdate))),
frequency=12)
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# Analysis of Economic Time Series (Python)

# prepare for Python version 3x features and functions
from __future__ import division, print_function

# import packages for time series analysis and modeling

import pandas as pd # data structures for time series analysis

import datetime # date manipulation

import matplotlib.pyplot as plt

from statsmodels.tsa.arima model import ARIMA # time series modeling
from statsmodels.tsa.stattools import grangercausalitytests as granger
# additional time series functions available in R

# from rpy2.robjects import r # interface from Python to R

Economic time series were originally obtained from
the Federal Reserve Bamk of St. Louis (FRED system).

National Civilian Unemployment Rate (monthly, percentage)
converted to the employment rate ER = 100 - UNRATENSA

#
#
#
#
#
#
# Manufacturers’ New Orders: Durable Goods (millions of dollars)
3 DGO = DGORDER/1000 expressed in billions of dollars
#
#
#
#
#
#
#

University of Michigan Index of Consumer Sentiment (1Q 1966 = 100)
ICS = UMCSENT

New Homes Sold in the US, not seasonally adjusted (monthly, millions)
S = HSNIFNSA
read data in from comma-delimited text files
ER_data_frame = pd.read_csv("FRED_ER_data.csv")
DGO_data_frame = pd.read_csv("FRED_DGO_data.csv")
ICS_data_frame = pd.read_csv("FRED_ICS_data.csv")
NHS_data_frame = pd.read_csv("FRED_NHS_data.csv")
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# gray background for plotting area of the points
if (draw.gray.background) {
rect(xleft = 0.55, ybottom = y.bottom.of.vertical.line,
xright = 0.95, ytop = y.top.of.vertical.line, density = -1, angle = 45,
col = "light gray", border = NULL, 1ty = "solid", luwd = 1)

# four optional grid lines may be drawn on the plot parallel to the spine
if (draw.optional.grid.lines) {
segments(0.55, y.top.of.vertical.line, 0.55,

y.bottom.of.vertical.line, col = "black", lty = "solid", lwd = 1)
segments(0.65, y.top.of.vertical.line, 0.65,

y.bottom.of .vertical.line, col = "white", 1ty = "solid", lwd = 1)
segments(0.85, y.top.of.vertical.line, 0.85,

y-bottom.of .vertical.line, col = "white", 1ty = "solid", lwd = 1)
segments(0.95, y.top.of.vertical.line, 0.95,

y.bottom.of .vertical.line, col = "black", lty = "solid", lwd = 1)

i
I

# draw the all-important spine on the plot
segments (x.center.position, y.top.of.vertical.line, x.center.position,
y.bottom.of .vertical.line, col = "black", 1ty = "dashed", lwd = 1)

# horizontal line at top
segments(0.55, y.top.of.vertical.line, 0.95, y.top.of.vertical.line,
col = "black", 1ty = 1, lud = 1)

# horizontal line at bottom
segments(0.55, y.bottom.of.vertical.line, 0.95, y.bottom.of.vertical.line,
col = "black", 1ty = 1, lud = 1)

# plot for ticks and labels
segments(0.55, y.bottom.of.vertical.line,

0.55, below.y.bottom.of .vertical.line,

col = "black", 1ty = 1, lwd = 1)  # tick line at bottom
segments(0.65, y.bottom.of.vertical.line,

0.65, below.y.bottom.of .vertical.line,

col lack”, 1ty = 1, lud = 1)  # tick line at bottom
segments(0.75, y.bottom.of.vertical.line,

0.75, below.y.bottom.of .vertical.line,

col = "black", 1ty = 1, lud = 1)  # tick line at bottom
segments(0.85, y.bottom.of.vertical.line,

0.85, below.y.bottom.of .vertical.line,

col lack”, 1ty = 1, lud = 1)  # tick line at bottom
segments(0.95, y.bottom.of.vertical.line,

0.95, below.y.bottom.of .vertical.line,

col = "black", 1ty = 1, lud = 1)  # tick line at bottom
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text(c(0.525),c(y.location),pos=2,
col=color.for.printing.part.worth.text,

labels=paste(" ",left.side.symbol.to.print.around.part.worths,
pretty.print(part.worth.plotting.list[[effect.names[k]]] [ml),
right.side.symbol.to.print.around.part.worths,sep=""),cex=01.0)

points(part.worth.point.position[[effect.names[k]]] [m],y.location,
type = "p", pch = 20, col = color.for.part.worth.point, cex = 2)
segments(x.center.position, y.location,
part.worth.point.position[[effect.names[k]]][m], y.location,
col = color.for.part.worth.line, lty = 1, lud = 2)
5

¥
y.location <- y.location - medium.space

# begin center axis and bottom plotting
y.bottom.of .vertical.line <- y.location # store top of vertical line

below.y.bottom.of .vertical.line <- y.bottom.of.vertical.line - small.space/2

if (!draw.gray.background) {
# four optional grid lines may be drawn on the plot parallel to the spine
if (draw.optional.grid.lines) {
segments(0.55, y.top.of.vertical.line, 0.55,
y.bottom.of .vertical.line, col = "black"
segments(0.65, y.top.of.vertical.line, 0.65,

1ty = "solid", lwd = 1)

y.bottom.of .vertical.line, col = "gray", lty = "solid", lud = 1)
segments(0.85, y.top.of.vertical.line, 0.85,

y.bottom.of .vertical.line, col = "gray", lty = "solid", lwd = 1)
segments(0.95, y.top.of.vertical.line, 0.95,

y.bottom.of .vertical.line, col = "black", lty = "solid", lwd = 1)

5
¥
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# if we have grid lines we may have plotted over part-worth points
# if we have a gray background then we have plotted over part-worth points
# so let us plot those all-important part-worth points and lines once again
if (draw.gray.background || draw.optional.grid.lines) {

y.location <- y.top.of.vertical.line # retreive the starting value

# repeat the primary plotting loop

for(k in seq(along=effect.names)) {
y.location <- y.location - large.space
text(c(0.4),c(y.location) ,pos=2,

labels=paste(effect.name.map(effect.names[k])," ",sep=""),cex=01.0)
text(c(0.525) ,¢(y. location) ,pos=2,col=color.for.printing. importance. text,
labels=paste(" ",left.side.symbol.to.print.around.importance,

pretty.print(
unlist(conjoint.results$attribute.importance [effect.names[k]])),"
right.side.symbol.to.print.around.importance,sep=""),cex=01.0)

# begin loop for printing part-worths
for(m in seq(1:number.of.levels.of.attribute[k])) {

y.location <- y.location - medium.space

text(c(0.4),c(y.location) ,pos=2,

conjoint.results$xlevel[[effect.names[k]]] [m],cex=01.0)

text(c(0.525),c(y.location),
pos=2,col=color.for.printing.part.worth.text,
labels=paste(" ",left.side.symbol.to.print.around.part.uorths,
pretty.print (part.worth.plotting.list[[effect.names[k]]][ml),
right.side.symbol.to.print.around.part.worths,sep=""),cex=01.0)

points(part.worth.point.position[[effect.names[k]1] [m],y.location,
type = pch = 20, col = color.for.part.worth.point, cex = 2)
segments(x.center.position, y.location,
part.worth.point.position[[effect.names[k]11][m], y.location,
col = color.for.part.worth.line, lty = 1, lud = 2)

}
I
1
I
# save spine.chart function for future work
save(spine. chart,file="mtpa_spine_chart.Rdata")
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Monthly Cost
"$100"
"$200"
"$300"
"$400"

Offers 4G Service
"4G NO"
"4G YES"

Sells Samsung Products
"Samsung NO"
"Samsung YES"

Sells Google/Nexus Products
"Nexus NO"
“"Nexus YES"

Start-up Cost
"$100"
"$200"
"$300"
"$400"

Has Nearby Retail Store
"Retail NO"
"Retail YES"

Sells Apple Products
"Apple NO"

"Apple YES'

Mobile Service Provider
"AT&T"

"T-Mobile"

"US Cellular"

"Verizon"

51.19%
(2.65)
(1.08)

(-0.66)

(-3.04)

16.67%
(-0.93)
(0.93)

10.71%
(-0.60)
(0.60)

7.14%
(-0.40)
(0.40)

7.14%
(0.40)
(0.00)
(-0.00)
(-0.40)
2.38%
(0.13)
(-0.13)
2.38%
(0.13)
(-0.13)
2.38%
(0.00)
(-0.13)
( 0.00)
(0.13)

Internal consistency: 1.00

-

Standardized Part-Worth

4
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# identify date fields as dates with apply and lambda function
ER_data_frame[’date’] = \

ER_data_frame[’date’]\

.apply(lambda d: datetime.datetime.strptime(str(d), ’*%Y-%m-%d’))
DGO_data_frame[’date’] = \

DGO_data_frame[’date’]\

.apply(lambda d: datetime.datetime.strptime(str(d), ’%Y-%m-%d’))
ICS_data_frame[’date’] = \

ICS_data_frame[’date’]\

.apply(lambda d: datetime.datetime.strptime(str(d), ’%Y-%m-%d’))
NHS_data_frame[’date’] = \

NHS_data_frame[’date’]\

.apply(lambda d: datetime.datetime.strptime(str(d), ’%Y-%m-%d’))
# create data frames indexed by date
ER_data = ER_data_frame.set_index([’date’])
DGO_data = DGO_data_frame.set_index([’date’])
ICS_data = ICS_data_frame.set_index([’date’])
NHS_data = NHS_data_frame.set_index([’date’])

# plot the individual time series
# National Civilian Employment Rate

fig, axis = plt.subplots()

axis = fig.add_subplot(1, 1, 1)

axis.set_xlabel(’Date’)

axis.set_ylabel (’Employment Rate (100 = Unemployment Rate)’)
axis.set_title(’National Civilian Employment Rate’)
ER_data[’ER’].plot(ax = axis, style = ’k-’)

plt.savefig(’fig ER_Python.pdf’,
bbox_inches = ’tight’, dpi=None, facecolor="w’, edgecolor="b’,
orientation=’portrait’, papertype=None, format=None,
transparent=True, pad_inches=0.25, frameon=None)
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# axis labels vary with the max.is.less.than range being used

if (max.is.less.than.1) text(c(0.55,0.65,0.75,0.85,0.95),
rep(below.y.bottom.of .vertical.line,times=5),
pos=1,1abels=c("-1","-0.5","0","+0.5" ,"+1") ,cex=0.75)

if (max.is.less.than.2) text(c(0.55,0.65,0.75,0.85,0.95),
rep(below.y.bottom.of .vertical.line,times=5),
pos=1,1abels=c("-2","-1","0", "+1", "+2")  cex=0.75)

if (max.is.less.than.4) text(c(0.55,0.65,0.75,0.85,0.95),
rep(below.y.bottom.of .vertical.line, time
pos=1,1abels=c("-4","-2","0", "+2","+4") , ce

if (max.is.less.than.10) text(c(0.55,0.65,0.75,0.85,0.95),
rep(below.y.bottom.of .vertical.line, times=5),
pos=1,1labels=c("-10","-5","0", "+5","+10") ,cex=0.75)

if (max.is.less.than.20) text(c(0.55,0.65,0.75,0.85,0.95),
rep(below.y.bottom.of .vertical.line, time
pos=1,1labels=c("-20","~10","0","+10", "+2

if (max.is.less.than.40) text(c(0.55,0.65,0.75,0.85,0.95),
rep(below.y.bottom.of .vertical.line, time
pos=1,1abels=c("-40","~20","0","+20"  "+4

y.location <- below.y.bottom.of.vertical.line - small.space

if (do.standardization)
text(.75,y.location,pos=1,labels=c("Standardized Part-Worth"),cex=0.95)

if (1do.standardization) text(.75,y.location,pos=1,labels=c("Part-Worth"),
cex=0.95)

y.location <- below.y.bottom.of .vertical.line - small.space

1f(do.standardization)
text(0.75,y. location,pos=1,labels=c("Standardized Part-Worth"),cex=0.95)

1f(!do.standardization) text(0.75,y.location,pos=1,labels=c("Part-Worth"),
cex=0.95)

if (print.internal.consistency) {
y.location <- y.location - medium.space
text(c(0.525) ,c(y.location) ,pos=2,labels=paste("Internal consistency:
pretty.print(conjoint.results$internal .consistency),
sep=""))
I
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if (!max.is.less.than.l & !max.is.less.than.2 & !max.is.less.than.4 &
Imax.is.less.than.10 & !max.is.less.than.20 & !max.is.less.than.40)
stop("\n\nTERMINATED: Spine chart camnot plot |part-worth| > 40")

# determine point positions for plotting part-worths on spine chart
if (max.is.less.than.l | max.is.less.than.2 | max.is.less.than.4 |
max.is.less.than.10 | max.is.less.than.20 | max.is.less.than.40) {
begin if-block plotting when all part-worths in absolute value
are less than one of the tested range values
part-worth positions for plotting
end if-block plotting when all part-worths in absolute value
are less than one of the tested range values
offsets for plotting vary with the max.is.less.than setting
if (max.is.less.than.1) {
list.scaling <- function(x) {0.75 + x/5}
part.worth.point.position <-
lapply(part.worth.plotting.1list,list.scaling)
1
if (max.is.less.than.2) {
list.scaling <- function(x) {0.75 + x/10}
part.vorth.point.position <~
lapply(part.worth.plotting.list,list.scaling)
¥

333w
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if (max(abs(min(unlist(part.worth.plotting.list),na.rm=TRUE)),
max (unlist (part.worth.plotting.list),na.rm=TRUE)) <= 4) {

max

max
max
max
max
max

I

is.
is.
HIEN

is

is.

is

less
less

.than
.than
less.
.less.
less.
.less.

than
than
than
than

.40 <- FALSE
.20 <- FALSE
.4 <~ TRUE

.10 <- FALSE
.2 <- FALSE
.1 <- FALSE

if (max(abs(min(unlist(part.worth.plotting.list),na.rm=TRUE)),
max (unlist (part.worth.plotting.list),na.rm=TRUE)) <= 2) {

max
max
max
max
max

max.

¥

is.
is.
is.
is.
is.
is.

less
less
less
less
less
less

.than
.than
.than
.than
.than
.than

.40 <- FALSE
.20 <- FALSE
.4 <- FALSE
.10 <- FALSE
.2 <- TRUE

.1 <- FALSE

if (max (abs (min(unlist(part.worth.plotting.1list),na.rm=TRUE)),
max (unlist (part.worth.plotting.list),na.rm=TRUE)) <= 1) {

max
max
max
max
max
max

}

is.
is.
is.
is.
is.
S

less
less
less
less
less
less

.than
.than
.than
.than
.than
.than

.40 <- FALSE
.20 <- FALSE
.4 <- FALSE
.10 <- FALSE
.2 <- FALSE
.1 <- TRUE

# sometimes we override the range for part-worth plotting
# this is not usually dome... but it is an option
if (fix.max.to.4) {

max
max
max
max
max.
max.

is.
Hes
is.
is.
is.
is.

less.
less.
less.
less.
.than
.than

less
less

than
than
than
than

.40 <- FALSE
.20 <- FALSE
.10 <- FALSE
.4 <~ TRUE

.2 <- FALSE
.1 <- FALSE
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part.worth.point.position <- lapply(part.worth.plotting.list,list.scaling)
I

if (plot.framing.box) plot(c(0,0,1,1),c(0,1,0,1),xlab="", ylab="",
type="n",xaxt="n",yaxt="n")

if (!plot.framing.box) plot(c(0,0,1,1),c(0,1,0,1),xlab="",ylab="",
type="n",xaxt="n",yaxt="n", bty="n")

if (put.title.on.spine.chart) {
text(c(0.50),c(0.975) ,pos=3,1abels=title.on.spine.chart,cex=01.5)
y.location <- 0.925 # starting position with title
I

if (!put.title.on.spine.chart) y.location <- 0.975 # no-title start

*

store top of vertical line for later plotting needs
.top.of.vertical.line <- y.location

<

x.center.position <- 0.75 # horizontal position of spine

# begin primary plotting loop
# think of a plot as a collection of text and symbols on screen or paper
# we are going to comstruct a plot one text string and symbol at a time
# (note that we may have to repeat this process at the end of the program)
for(k in seq(along=effect.names)) {

y.location <- y.location - large.space

text(c(0.4),c(y.location) ,pos=2,

labels=paste(effect.name.map(effect.names[k])," ",sep=""),cex=01.0)
text(c(0.526),c(y.location) ,pos=2,col=color.for.printing.importance.text,
labels=paste(" ",left.side.symbol.to.print.around.importance,
pretty.print(

unlist(conjoint.results$attribute.importance [effect.names[k]11)),"%",

right.side.symbol.to.print.around.importance,sep=""),cex=01.0)

# begin loop for printing part-worths
for(m in seq(1:number.of.levels.of.attribute[k])) {
y.location <- y.location - medium.space
text(c(0.4),c(y.location),pos:
conjoint.results$xlevel [[effect.names[k]1] [m],cex=01.0)
#  part.worth.label.data.frame[k,n],cex=01.0)
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if (max.is.less.than.4) {
list.scaling <- function(x) {0.75 + x/20}
part.vorth.point.position <~

lapply(part.worth.plotting.list,list.scaling)
}

if (max.is.less.than.10) {

1list.scaling <- function(x) {0.75 + x/50}

part.worth.point.position <-
lapply(part.worth.plotting.list,list.scaling)

I

if (max.is.less.than.20) {
list.scaling <- function(x) {0.75 + x/100}
part.worth.point.position <-
lapply (part.worth.plotting.list,list.scaling)
3

if (max.is.less.than.40) {
list.scaling <- function(x) {0.75 + x/200}
part.vorth.point.position <
lapply(part.worth.plotting.list,list.scaling)
¥
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# for ICS models searched, AR p=2 MA g=2 is best
ICS_arima_model_selected = ARIMA(ICS_data[’ICS’], order = (2,0,2)).fit()
# fitted parameters of the selected model
print (ICS_arima_model_selected.parans)
# look-ahead forecasts needed
# ARIMA model search for New Homes Sold
# ignoring seasonal adjustments
# loop across alternative settings for p and q
# p is order of autoregressive process (1 or 2)
# q is order of moving-average process (1 or 2)
# choose model with lowest AIC
print (’\nNHS_arima_model Search’)
for pindex in range(2):
for gindex in range(2):
p = pindex + 1
q = gindex + 1
NHS_arima_model = ARIMA(NHS_data[’NHS’], order = (p,1,9)).£it()
print(’AR:’, p, ’MA:’, q, ’AIC:’, NHS_arima_model.aic)
# for first differenced NHS models searched, AR p=2 MA g=2 is best
NHS_arima_model_selected = ARIMA(NHS_data[’NHS’], order = (2,1,2)).fit()
# fitted parameters of the selected model
print (NHS_arima_model_selected.params)
# look-ahead forecasts needed

# Which regressors have potential as leading indicators?
# look for relationships across three of the time series

# using the period of overlap for those series

# does time series in second column "cause" time series in first column
print(’Granger Tests’)

# R form of test: grangertest(ICSER, order = 3, data=modeling.mts)
ICS_from ER = pd.DataFrame(modeling mts, columns = [’ICS’,’ER’])

test = granger(ICS_from ER, maxlag = 3, addconst=True, verbose=False)
print(’ICS_from_ER:’,test[3] [0] [’params_ftest’])

# R form of test: grangertest(ICSDGO, order = 3, data=modeling.mts)
ICS_from_DGO = pd.DataFrame(modeling mts, columns = [’ICS’,’DG0’])
test = granger (ICS_from_DGO, maxlag = 3, addconst=True, verbose=False)
print(*ICS_from_DGO:’,test [3] [0] [’params_ftest’])

# R form of test: grangertest(DGOER, order = 3, data=modeling.mts)
DGO_from_ER = pd.DataFrame(modeling mts, columns = [’DGO’,’ER’])
test = granger(DGO_from_ER, maxlag = 3, addconst=True, verbose=False)
print (°DGO_from_ER:’,test [3] [0] [’params_ftest’])
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# R form of test: grangertest(ER"DGD, order = 3, data=modeling.mts)
ER_from DGO = pd.DataFrame(modeling mts, columns = [’ER’,’DG0’])
test = granger (ER_from_DGO, maxlag = 3, addconst=True, verbose=False)
print(’ER_from_DGO:’,test[3] [0] [’params_ftest’])

# R form of test: grangertest(ER"ICS, order = 3, data=modeling.mts)
ER_from_ICS = pd.DataFrame(modeling mts, columns = [’ER’,’ICS’])
test = granger(ER_from_ICS, maxlag = 3, addconst=True, verbose=False)
print (’ER_from_ICS:’,test[3] [0] [’params_ftest’])

Suggestions for the student:

Explore additional forecasting methods such as exponential smoothing.
Explore dynamic linear models and state space approaches.

Gather data on additional economic measures that might be regarded

as leading indicators. Select an industry to study, examine relevant
economic indicators and possible relationships to financial performance
of companies within that industry (stock prices or returns).

#w o nnn
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if (do.standardization)
part.vorth.plotting.list <- conjoint.results$standardized.part.worths

# check the range of part-worths to see which path to go down for plotting
# initialize these toggles to start

max.is.less.than.40 <- FALSE
max.is.less.than.20 <- FALSE
max.is.less.than.10 <- FALSE
max.is.less.than.4 <- FALSE
max.is.less.than.2 <- FALSE
max.is.less.than.1 <- FALSE

if (max(abs(min(unlist(part.worth.plotting.list),na.rm=TRUE)),
max(unlist(part.worth.plotting.list),na.rm=TRUE)) <= 40) {
max.is.less.than.40 <- TRUE
max.is.less.than.20 <- FALSE
max.is.less.than.10 <- FALSE
max.is.less.than.4 <- FALSE
max.is.less.than.2 <- FALSE
max.is.less.than.1 <- FALSE
&
if (max(abs(min(unlist(part.worth.plotting.list),na.rm=TRUE)),
max (unlist(part.worth.plotting.list),na.rm=TRUE)) <= 20) {
max.is.less.than.40 <- FALSE
max.is.less.than.20 <- TRUE
max.is.less.than.10 <- FALSE
max.is.less.than.4 <- FALSE
max.is.less.than.2 <- FALSE
max.is.less.than.1 <- FALSE
I
if (max(abs (min(unlist(part.worth.plotting.list),na.rm=TRUE)),
max (unlist (part.worth.plotting.list),na.rm=TRUE)) <= 10) {
max.is.less.than.40 <- FALSE
max.is.less.than.20 <- FALSE
max.is.less.than.10 <- TRUE
max.is.less.than.4 <- FALSE
max.is.less.than.2 <- FALSE
max.is.less.than.1 <- FALSE
}





OEBPS/html/graphics/app04ex04a.jpg
# total number of levels needed for vertical length of spine the spine plot

total.number.of.levels <- sum(number.of.levels.of.attribute)

# define size of spaces based upon the number of part-worth levels to plot
if (total.number.of.levels <= 20) {
smaller.space <- 0.01
small.space <- 0.02
mediun. space <- 0.03
large.space <- 0.04
}

if (total.number.of.levels > 20) {
smaller.space <- 0.01 * 0.9
small.space <- 0.02 * 0.9
mediun.space <- 0.03 * 0.9
large.space <- 0.04 * 0.9
&

if (total.number.of .levels > 22) {
smaller.space <- 0.01 * 0.85
small.space <- 0.02 * 0.85
medium.space <- 0.03 * 0.825
large.space <- 0.04 * 0.8
I

if (total.number.of.levels > 25) {
smaller.space <- 0.01 x 0.8
small.space <- 0.02 * 0.8
nedium.space <- 0.03 * 0.75
large.space <- 0.04 * 0.75
o

if (total.number.of.levels > 35) {
smaller.space <- 0.01 * 0.65
small.space <- 0.02 * 0.65
mediun.space <- 0.03 * 0.6
large.space <- 0.04 * 0.6
¥

# of course there is a limit to how much we can plot on one page
if (total.number.of.levels > 45)
stop("\n\nTERMINATED: More than 45 part-worths on spine chart\n")

£ (1do. standardization)
part.vorth.plotting.1ist <- conjoint.results$part.worths
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# Manufacturers New Orders: Durable Goods (billions of dollars)
fig, axis = plt.subplots()
axis = fig.add_subplot(l, 1, 1)
axis.set_xlabel(’Date’)
axis.set_ylabel(’Durable Goods Orders (billions of dollars)’)
axis.set_title\
(’Manufacturers New Orders: Durable Goods (billions of dollars)’)
DGO_data[’DG0’] .plot(ax = axis, style = ’k-’)

plt.savefig(’fig DGO_Python.pdf’,
bbox_inches = ’tight’, dpi=None, facecolor=’w’, edgecolor="b’,
orientation=’portrait’, papertype=None, format=None,
transparent=True, pad_inches=0.25, frameon=None)

# University of Michigan Index of Consumer Sentiment (1Q 1966 = 100)
fig, axis = plt.subplots()

axis = fig.add_subplot(1, 1, 1)

axis.set_xlabel(’Date’)

axis.set_ylabel(’Index of Consumer Sentiment (1Q 1966 = 100)’)

axis.set_title\
(*University of Michigan Index of Consumer Sentiment (1Q 1966 = 100)’)

1CS_datal’ICS’].plot(ax = axis, style = ’k-’)

plt.savefig(*fig ICS_Python.pdf’,
bbox_inches = ’tight’, dpi=None, facecolor="w’, edgecolor="b’,
orientation=’portrait’, papertype=None, format=None,
transparent=True, pad_inches=0.25, frameon=None)
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Away Games (n

Home Games (n = 33)

Runs Scored

Runs Scored

Home Home Away Away
Date  Team Mets Team  Date  Team Team  Mets
4/1/07  STL 6 1 [4/9/07 PHI 5 i
4/3/07  STL 4 1 |4/11/07 PHI 5 2
4/4/07 STL 10 0 |4/12/07 PHI 3 5
4/6/07  ATL 11 1 |4/13/07 WSH 2 3
4/7/07  ATL 3 5 | 4/14/07 WsH 6 2
4/8/07  ATL 2 3 | 4/20/07 ATL 7 3
4/17/07 PHI 8 1 |4/21007 AL 2 7
4/18/07 FLA 9 2 | 4/22/07 ATL 9 6
4/19/07 FLA 11 3 |4/m/07 coL 1 6
4/27/07 WSH 3 4 |4/24/07 coL 1 2
4/28/07 WSH 6 2 |4/25/07 COL 11 5
4/29/07 WSH 1 0 |4/30/07 FLA 9 6
5/3/07 ARl 9 4 |51/007 FLA 5 2
5/4/07 ARl 5 3 |s5/2/07 FLA 3 6
5/5/07 ARl 6 2 |5/11/07 MIL 4 5
5/6/07 ARl 1 3 |5/12/07 MIL 12 3
5/7/07 SF 4 9 |5/13/07 MIL 1 9
5/8/07  SE 4 1 |5/14/07 CHC 4 5
5/9/07 SE 5 3 |5/15/07 CHC 10 1
5/22/07 ATL 1 8 |5/16/07 CHC 1 8
5/23/07 ATL 3 0 |517/07 CHC 5 6
5/24/07 ATL 1 2 [5/18/07 2 3
5/25/07 FLA 6 2| 5/19/07 7
5/26/07 FLA 7 2| 5/20/07 6 2
5/27/07 FLA 6 4 [5/29/07 SF 4 5
6/8/07 DET 3 0 | 5/30/07 SF 3 0
6/9/07 DET 7 8 | 5/31/07 SF 2 4
6/10/07 DET 7 15 |6/1/07 ARl 5 1
6/11/07 LAD 3 5 |6/2/07 ARl 1 7
6/12/07 LAD 1 4 |6/3/07 ARl 4 1
6/13/07 LAD 1 9 |e/5/07 PHI 4 2
6/6/07 PHI 4 2
6/7/07 PHI 6 3
Average Runs 497 345 |Average Runs 467 433
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#cat("\n\n", "~ — ",title," -
#print (call.center.plotting.frame)

\n")

ggobject <- ggplot() +
geon_ribbon(data=call.center.plotting.frame,
mapping=aes (x=x.hour, ymin=greenmin, ymax-greenmax),
stat="identity",colour="white",fill="darkgreen") +
geon_ribbon(data=call.center.plotting.frame,
mapping=aes (x=x.hour, ymin=yellowmin, ymax=yellowmax),
stat="identity",colour="vhite",fill="yellow") +
geon_ribbon(data=call.center.plotting.frame,
mapping=aes(x=x.hour, ymin=redmin, ymax=redmax),
stat="identity",colour="white",fill="red") +
geon_ribbon(data=call.center.plotting.frame,
mapping=aes (x=x.hour, ymin=ymin.topwhite, ymax=ymax.topwhite),
stat="identity",colour="vhite",fill="white") +
geon_ribbon(data=call.center.plotting.frame,

mapping=aes (x=x.hour, ymin=ymin.bottomwhite, ymax=ymax.bottomwhite),
stat="identity",colour="white",fill="white") +
geonm_hline(data=call.center.plotting.frame,

mapping=aes (yintercept=yellowmin[1])) +
geonm_hline(data=call.center.plotting.frame,

mapping=aes (yintercept=redmin[1])) +

labs(title = title) + theme bw(base_size = 12) +
scale_y_continuous(limits = c(greemmin[1], redmax[1])) +
xlab("Hour of Day (24-Hour Clock)") +

ylab("Wait Time (Seconds)")

# plotting with all default margins no text at bottom
if (tuse.text.tagging) ggplot.print.with.margins(ggobject)





OEBPS/html/graphics/05ex01c.jpg
# New Homes Sold in the US, not seasonally adjusted (monthly, millions)

fig, axis = plt.subplots()

axis = fig.add_subplot(1, 1, 1)

axis.set_xlabel(’Date’)

axis.set_ylabel(’New Homes Sold (millions)’)

axis.set_title(’New Homes Sold (millions)’)

NHS_data[’NHS’] .plot(ax = axis, style = ’k-’)

plt.savefig(’fig NHS_Python.pdf’,
bbox_inches = ’tight’, dpi=None, facecolor=w’, edgecolor="b’,
orientation=’portrait’, papertype=None, format=None,
transparent=True, pad_inches=0.25, frameon=None)

# merge the time series data frames

economic_mts = pd.merge(ER_data, DGO_data,\

how = ’outer’, left_index = True, right_index = True)
economic_mts = pd.merge(economic_mts, ICS_data,\

how = ’outer’, left_index = True, right_index = True)
economic_mts = pd.merge(economic_mts, NHS_data,\

how = ’outer’, left_index = True, right_index = True)

print(economic_mts.shape)

# select dates with complete data on all four series
modeling mts = economic_mts.dropna()
print (modeling mts.head)

# select time series for multiple time series plot
initial_plotting mts = \

pd.DataFrame(modeling mts, columns = ["ER","DGO","ICS","NHS"])
print(initial_plotting_mts.head)

# create multiple time series plot
initial_plotting mts.plot(subplots = True, style = ’k-’, sharex = True,)
plt.legend(loc = ’best’)

plt.xlabel(’’)

# using March 1997 as reference data
print(modeling mts.ix[’1997-03-01’]) # (ICS = 100 on this date)
# define indexing constants

indexing_constant = modeling_mts.ix[’1997-03-01’]

ERO = indexing_constant [’ER’]

DGOO = indexing_constant[’DG0’]

NHSO = indexing_constant [’NHS’]
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Viay 18 ‘Yankees 2 Mets 3
May 19 Yankees 7 Mets 10
May 20 Yankees 6 Mets 2
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# compute indexed time series
modeling mts[’IER’] = \

modeling mts[’ER’].apply(lambda d: (d/ER0) * 100)
modeling mts[*IDGO’] = \

modeling mts[’DG0’] .apply(lambda d: (d/DGO0) * 100)
modeling mts[’INHS’] = \

modeling mts[’NHS’] .apply(lambda d: (d/NHSO) * 100)

# create working multiple time series with just the indexed series
working_economic_mts = \

pd.DataFrame (modeling mts, columns = ["IER","IDGO","ICS","INHS"])
print (vorking_economic_mts.head)

# create multiple time series plot

working_economic_mts.plot(subplots = True, \
sharex = True, sharey = True, style = ’k-’)

plt.legend(loc = ’best’)

plt.xlabel(’’)

plt.savefig(’fig_economic_time_series_indexed Python.pdf’,
bbox_inches = ’tight’, dpi=Nome, facecolor=’w’, edgecolor=’b’,
orientation=’portrait’, papertype=None, format=None,
transparent=True, pad_inches=0.25, frameon=None)

# return to the individual economic time series prior to indexing
# functions from statsmodels package for time series forecasting
# ARIMA model search for the Employment Rate
# ignoring seasonal adjustments
# loop across alternative settings for p and q
# p is order of autoregressive process (1 or 2)
# q is order of moving-average process (1 or 2)
# choose model with lowest AIC
print(’\nER_arima_model Search’)
for pindex in range(2):
for gindex in range(2):
p = pindex + 1
q = qindex + 1
ER_arima_model = ARIMA(ER_data[’ER’], order = (p,1,9)).fit()
print(’AR:’, p, ’MA:’, g, ’AIC:’, ER_arima_model.aic)
# for first differenced ER models searched, AR p=2 MA q=2 is best
ER_arima_model_selected = ARIMA(ER_ data[’ER’], order = (2,1,2)).fit()
# fitted parameters of the selected model
print (ER_arima_model_selected.params)
# look-ahead forecasts needed
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# ARIMA model search for the Durable Goods Orders
# ignoring seasonal adjustments
# loop across alternative settings for p and q
# p is order of autoregressive process (1 or 2)
# q is order of moving-average process (1 or 2)
# choose model with lowest AIC
print(’\nDGO_arima_model Search’)
for pindex in range(2):
for qindex in range(2):

p = pindex + 1

q = gindex + 1

DGO_arima_model = ARIMA(DGO_data[’DG0’], order = (p,1,q)).fit()

print(’AR:’, p, ’MA:’, q, ’AIC:’, DGO_arima_model.aic)
# for first differenced DGO models searched, AR p=1 MA q=2 is best
DGO_arima_model_selected = ARIMA(DGO_data[’DG0’], order = (1,1,2)).fit()
# fitted parameters of the selected model
print(DGO_arima_model_selected.parans)
# look-ahead forecasts needed

# ARIMA model search for the Index of Consumer Sentiment
# ignoring seasonal adjustments
# loop across alternative settings for p and q
# p is order of autoregressive process (1 or 2)
# q is order of moving-average process (1 or 2)
# choose model with lowest AIC
print(*\nICS_arima_model Search’)
for pindex in range(2):
for gindex in range(2):
p = pindex + 1
q = gindex + 1
ICS_arima_model = ARIMA(ICS_data[’ICS’], order = (p,0,q)).fit()
print(’AR:’, p, ’MA:’, q, ’AIC:’, ICS_arima_model.aic)






OEBPS/html/graphics/09tab03.jpg
Away Games (n = 31) Home Games (n = 33)

Runs Scored Runs Scored
Home Home Away Away
Date  Team Yankees Team Date  Team Team Yankees
4/9/07  MIN 8 2 [4/2/07 1B 5 9
4/10/07 MIN 10 1 | 4/5/07 B 7 6
4/11/07  MIN 1 5 |4/6/07 BAL 6 4
4/13/07 OAK 4 5 |4/7/07 BAL 7 10
4/14/07 OAK 4 3 | 4/8/07 BAL 6 4
4/15/07 OAK 4 5 |4/17/07 CLE 3 10
4/20/07  BOS 6 7 |4/18/07 CLE 2 9
4/21/07  BOS 5 7 |4/19/07 CLE 6 8
4/22/07  BOS 6 7 |4/26/07 TOR 6 0
4/23/07 TB 8 10 |4/27/07 BOS 11 4
4/24/07 B 4 6 |4/28/07 BOS 1 3
5/1/07  TEX 10 1 |4/29/07 BOS 7 4
5/3/07  TEX 4 3 |5/4/07 SEA 15 1
5/3/07  TEX 5 2 [5/5/07 SEA 1 8
5/11/07  SEA 0 3 |5/6/07 SEA 0 5
5/12/07  SEA 7 2 [5/7/07 SEA 3 2
5/13/07  SEA 1 2 [5/8/07 TEX 2 8
5/16/07 CWS 3 5 |5/9/07 TEX 2 6
5/16/07 CWS 8 1 |5/10/07 TEX 14 2
5/17/07  CWS 1 4 |s/21/07 BOS 2 6
5/18/07 NYM 2 3 |5/2/07 BOS 7 3
5/19/07 NYM 7 10 |5/23/07 BOS 3 8
5/20/07 NYM 6 2 |5/25/07 LAA 10 6
5/28/07 TOR 2 7 | 5/26/07 LAA 3 1
5/29/07 TOR 2 3 [5/27/07 LAA 4 3
5/30/07 TOR 10 5 |6/8/07 PIT 4 5
6/1/07  BOS 9 5 |6/9/07 PIT 3 9
6/2/07  BOS 6 11 | 6/10/07 PIT 6 13
6/3/07  BOS 6 5 |6/12/07 ARl 1 4
6/4/07 CWS 4 6 |6/13/07 ARl 2 7
6/5/07  CWS 7 3 |6/14/07 ARl 1 7
6/6/07  CWS 5 1
6/7/07 CWSs 10 3
Average Runs 530 439 |Average Runs 484 597
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# plotting with text tagging requires the creation of a ggplot text object
if (use.text.tagging) {

# define character data for the text taggging at bottom of plot
hour.title <~ "Hour:"

hour.00 <- "00"

hour.01 <~ "01"

hour.02 <- "02"

hour.03 <-
hour.04 <-
hour.05 <-
hour.06 <-
hour.07 <-
hour.08 <-
hour.09 <-
hour.10 <-
hour.11 <-
hour.12 <-
hour.13 <-
hour.14 <-
hour.15 <~
hour.16 <~
hour.17 <-
hour.18 <~
hour.19 <-
hour.20 <~
hour.21 <~
hour.22 <-
hour.23 <-
calls.title <- "Calls:"

calls.00 <- as.character(calls.per.hour[1])
calls.01 <- as.character(calls.per.hour[2])
calls.02 <- as.character(calls.per.hour[3])
calls.03 <- as.character(calls.per.hour[4])
calls.04 <- as.character(calls.per.hour[5])
calls.05 <- as.character(calls.per.hour[6])
calls.06 <- as.character(calls.per.hour[7])
calls.07 <- as.character(calls.per.hour[8])
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methods. performance.data. frame$test <-
c(test.pred.simple. perfornance$overall [1]+100,
test.pred.regression. perfornance$overall[1]+100,
test.pred. item.analysis. performancegoverall[1]*100,
test.pred. logistic. regression. perfornancesoverall [11%100,
test.pred.svn. performance$overall [1]+100,
test.pred.rf . performanceSoverall [1]¥100)

# randon forest predictions for Tom’s movie reviews

tom.data.frame$pred.rf <- predict(train.data.frame.rf, type="class",
newdata = tom.data.frame)

print (tom.data. frame [, c("thumbsupdown" , "pred.rf")])
tom.pred.rf .performance <-

confusionMatrix(data = tom.data.frame$pred.rf,
reference = tom.data.frame$thumbsupdown, positive = "UP")

# report full set of statistics relating to predictive accuracy
print (tom.pred.rf.perfornance) # result 74.0 percent
cat("\n\nTraining set percentage correctly predicted by random forests = ",

sprintf ("41.1£",ton.pred.rf . performancesoverall[1]+100),
"Percent",sep="")

# building a simple tree to classify reviews

simple.tree <- rpart(text.classification.model,
data=train.data.frame,)
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Response: Attendance

Month (May)
Month (June)

Month (July)

Month (August)

Month (September)

Month (October)

Day of Week (Tuesday)

Day of Week (Wednesday)
Day of Week (Thursday)
Day of Week (Friday)

Day of Week (Saturday)

Day of Week (Sunday)
Bobblehead Promotion (YES)
Constant

Observations

R?

Adjusted R?

Residual Std. Error
F statistic

—2,385.625
7,163.234"
2,849.828
2,377.924

29.030
—662.668
7,911.494°**
2,460.023
775.364
4,883.818"
6,372.056"
6,724,003
10,714.900°**
33,909.160°
81
0544
0.456

6,120158(df = 67)
6.158'** (df = 13;67)

Notes:

“*Significant at the 1 percent level.
“*Significant at the 5 percent level.
*Significant at the 10 percent level.






OEBPS/html/graphics/02tab01.jpg
Mmonth day attend cay_of_week opponent temp skies Trearts Tan e

FPR 10 56000 Tuesday  Piates 67  Clear o o
APR 11 29729 Wednesday  Pirates 58  Cloudy no no
APR 12 28328 Thusday  Pirates 57 Cloudy o no
AR 13 31601 Frday Padres 54 Cloudy ves o
APR 14 46349  Sawrday  Padres 57 Cloudy no o
APR 15 38350  Sunday  Padres 65 Clear no no
APR 23 26376  Monday  Braves 60 Cloudy o o
APR 24 44014  Tuesday  Braves 63 Cloudy no o
APR 25 26345 Wednesday  Braves 64 Cloudy o no
PR 27 44807  Frday  Natonals 66  Clear vEs o
APR 28 54242  Saturday  Nationals 71 o vEs
APR 29 48753  Sunday  Natinals 74  Clear no no
MAY 7 43713 Monday  Gants 67 Clear o o
MAY 8 32799 Tuesday  Gants 75 Clear o o
MAY o 33993 Wednesday  Gants 71 Clear no no
MAY 11 35591  frday  Rockes 65 Clear vEs o
MAY 12 33735  Satwrday  Rockles 65  Clear o o
MAY 13 49124  Sunday  Rockies 70  Clear no no
MAY 13 24312 Monday  Snakes 67 Clear o no
MAY 15 47077 Tuesday  Snakes 70 Clear o ves
MAY 13 40906  Frday  Cartinals 64 Clear es no
MAY 19 39383  Sawrday  Cordinals 67 Clear o o
MAY 20 44005  Sunday  Cardinals 77 Clear o no
MAY 25 36283  Frday  Astos 59 Cloudy Yes no
MAY 26 36561 Saturday  Astos 61 Cloudy no o
MAY 27 33306 Sunday  Astos 70 o o
MAY 28 38016  Monday  Browers 73 Clear no no
MAY 29 51137 Tuesday  Brewers 74 Clear o vEs
MAY 30 25509 Wednesday Brewers 69  Clear o o
MAY 31 26773 Thumday  Brewers 70 Clear no no
JUN 1L 50559 Monday  Angels 68 Clear o o
JUN 12 55279 Tuesday  Angels 66 Cloudy no vEs
JUN 13 43494 Wednesday  Angels 67  Clear no no
JUN 15 40432 Frday  WhteSox 67  Clear vEs o
JUN 16 45210 Sawrday  WhkteSox 68 Clear o o
JUN 17 5304 Sunday  WhiteSox 74 Clear nO no
JUN 28 49006 Thusday  Mets 75 Clear o vEs
JUN 29 49763 Frday vets 72 Clear vEs o
JUN 30 44217 sarday  Mets 78 Clear no no
L1 55359 Sunday Mets 75 Clear no es
WL 2 34493 Honday Reds 70 Clear o o
JUL 3 33884  Tuesday  Reds 70 Cloudy NO s
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# Game-day Simulator for Baseball (R)
library(lattice) # graphics package for probability matrix visual
simulator <- function(home_mean,avay_mean,niterations) {
# input runs scored means, output probability of winning for home team
set.seed(1234) # set to obtain reproducible results
away_gane_score <- numeric(niterations)
home. game.score <- numeric(niterations)
home_win <- numeric (niterations)
1<t
while (i < miterations + 1) {
away_game_score[i] <- rnbinom(i,mu=avay_mean, size = 4)
home. game . score[i] <- rmbinom(1,mu=home_mean, size = 4)
if (away_game_score[i] > home.game.score[i]) home_win[i] <- 1
i (away_gane_score[i] > home.game.score[i] ||
away_game_score[i] < home.game.score(il) i <- i + 1
3
n_home_win <- sun(home_win)
n_home_win/niterations # return probability of away team wimning

i
niterations <- 100000 # use smaller number for testing
# probability matrix for results... home team is rows, away team is columns

probmat <- matrix(data = NA, mrow = 9, ncol = 9,
dimnames = 1ist (c(as.character(1:9)), c(as.character(1:9))))
for (index_home in 1:9)
for (index_away in 1:9)
if (index_home != index_away) {
probmat [index_home, index_away] <-
simulator (index_home, index_away, niterations)

B
pdf (file = "fig_sports_analytics_prob_matrix.pdf", width = 8.5, height = 8.5)
x < rep(1:nrou(probmat) ,times=ncol (probmat))
y <= NULL
for (i in 1:ncol(probmat)) y <- c(y,rep(i,vimes=nrow(probuat)))
probtext <- sprintf("0.3f", as.numeric(probmat)) # fixed format 0.XXX
text_data_frame <- data.frame(x, y, probtext)
text_data_frame$probtext <- as.character(text_data_frame$probtext)
text_data_frame$probtext <- ifelse((text_data_frame$probtext == "NA"),
NA, text_data_frame$probtext) # define diagonal cells as missing
text_data_frame <- na.omit(text_data_frame) # diagonal cells
print (levelplot (probmat, cuts = 25, tick.mumber = 9,
col.regions=colorRampPalette (c("violet", "white", "light blue")),
xlab = "Visiting Team Runs Expected",
ylab = "Home Team Runs Expected",
panel = function(...) {
panel. levelplot(...)
panel.text (text_data_frame$x, text_data_framesy,
labels = text_data_frame$probtext)
)
dev.off ()
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# Game-day Similator for Baseball (Python)
from __future__ import division, print_function

import numpy as mp
from scipy.stats import nbinom

def simulator(home_mean, away_mean, niterations):
# estinates probability of home team win
seed(1234) # set to obtain reproducible results
home_game_score = [0] * niterations
away_game_score = [0] * niterations
home_win = [0] * niterations
i=o0
while (i < niterations):
home_gane_score[1] = \

nbinom.rvs(n = 4.0, p = 4.0/(4.0 + home_mean), size = 1) [0]
avay_game_score[i] = \
nbinom.rvs(n = 4.0, p = 4.0/(4.0 + away_mean), size = 1) [0]

if (home_game_score[i] > away_game_score[il):
home_win[i] = 1
if ((avay_game_score[i] > home_game_score[i]) or \
(away_game_score[i] < home_game_score[il)):
1=4+1
n_home_win = sum(home_win)
return n_home_win / niterations

niterations = 100000 # use smaller number for testing
# probability matrix for results... home team rows, away team columns
probmat = array([[0.0] * 9] * 9)

# matrix representation of home and away team runs for table

homenat = array([[0] * 9, [8] * 9, [7] * 9, [6] * 9, [5] * 9,\
(4] * 9, [3) * 9, [2] *9, [1] * 91)

awayrow = array([1, 2, 3, 4, 5, 6, 7, 8, 91)

awaymat = array([awayrow] * 9)

# generate table of probabilities
for index_home in range(9):
for index_avay in range(9):
if (homemat [index_home, index_away]
print (index_home, index_avay)
probmat [index_home, index_away] = \
sinulator (float (homemat [index_home, index_awayl), \
float (awaymat [index_home, index_avayl), niterations)

avaymat [index_home, index_away]) :

print (probmat)

# Suggestion for the student: Develop simulators for football or basketball.
# Use matplotlib to create a probability heat map for the probmat results.
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print (ggplot.text.tagging.object .name,
vp=vplayout((0 + (top.margin.pct + plot.pct)):(100 - bottom.margin.pct),
(0 + left.margin.pct): (100 - right.margin.pct)))
} # end function for printing ggplot objects with margins and text tagging

# grid graphics utility plots three ggplot plotting objects in one column
three.part.ggplot.print.vith.margins <- function(ggfirstplot.object.name,
ggsecondplot .object.nane,
ggthirdplot.object .name,
left.margin.pct=5,right.margin.pct:
top.margin.pct=10,bottom. nargin. pct:
first.plot.pct=25,second.plot.pct=25,
third.plot.pct=30) {
# function for printing ggplot objects with margins and top and bottom plots
# margins expressed as percentages of total... use integers
if ((top.margin.pct + bottom.margin.pct + first.plot.pct +
second.plot.pct + third.plot.pct) != 100)
stop(paste("function special.top.bottom.ggplot.print.with.margins()",
"execution terminated:\n top.margin.pct + bottom.margin.pct",
"+ first.plot.pct + second.plot.pct + third.plot.pct not equal”,
"to 100 percent",sep=""))
grid.newpage ()
pushViewport (viewport (layout=grid.layout (100,100)))

0,

print(ggfirstplot.object.name, vp=vplayout((0 + top.margin.pct):
(100 - (second.plot.pct + third.plot.pct + bottom.margin.pct)),
(0 + left.margin.pct): (100 - right.margin.pct)))

print(ggsecondplot.object.name,
vp=vplayout((0 + top.margin.pct + first.plot.pct):
(100 - (third.plot.pct + bottom.margin.pct)),
(0 + left.margin.pct): (100 - right.margin.pct)))

print(ggthirdplot.object.name,
vp=vplayout((0 + top.margin.pct + first.plot.pct + second.plot.pct):
(100 - (bottom.margin.pct)), (0 + left.margin.pct):
(100 - right.margin.pct)))

b

# grid graphics utility plots two ggplot plotting objects in one row
# primary plot graph at left... legend at right
special.left.right.ggplot.print.uith.margins <-
function(ggplot.object.name, ggplot.text.legend.object.name,
left.margin.pct=5, right.margin.pct=5, top.margin.pct=5,
bottom.margin.pct=5, plot.pct=85, text.legend.pct=5) {
# begin function for printing ggplot objects with margins
# and text legend at bottom of plot
# margins expressed as percentages of total... use integers
if((left.margin.pct + right.margin.pct + plot.pct + text.legend.pct) != 100)
stop(paste("function special.left.right.ggplot.print.with.margins()",
"execution terminated:\n left.margin.pct + right.margin.pct + ",
"plot.pct + text.legend.pct not equal to 100 percent",se) )
grid.newpage ()
pushViewport (viewport (layout=grid.layout(100,100)))
print (ggplot.object.name,
vp=vplayout((0 + top.margin.pct):(100 - (bottom.margin.pct)),
(0 + left.margin.pct + text.legend.pct):(100 - right.margin.pct)))

print (ggplot.text.legend.object .name,
vp=vplayout ((0 + (top.margin.pct)):(100 - bottom.margin.pct),
(0 + left.margin.pct + plot.pct):(100 - right.margin.pct)))
} # end function for printing ggplot objects with margins and text legend

# save split-plotting utilities for future work
save (vplayout,
ggplot .print.with.margins,
special.top.bottom.ggplot.print .with.margins,
three.part.ggplot.print.with.margins,
special.left.right.ggplot.print.with.margins,
file="mtpa_split_plotting utilities.Rdata")
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# Split-Plotting Utilities with grid Graphics (R)
library(grid) # grid graphics foundation of split-plotting utilities

# functions used with ggplot2 graphics to split the plotting region
# to set margins and to plot more than one ggplot object on one page/screen

vplayout <- function(x, y)
vieuport (layout.pos.row=x, layout.pos.col=y)

# grid graphics utility plots one plot with margins
geplot .print.with.margins <- function(ggplot.object.name,left.margin.pct=10,
right.margin.pct=10,top.margin.pct=10,bottom.margin.pct=10)
{ # begin function for printing ggplot objects with margins
# margins expressed as percentages of total... use integers
grid.newpage()
pushViewport (viewport (layout=grid.layout(100,100)))
print(ggplot.object.name,
vp=vplayout((0 + top.margin.pct):(100 - bottom.margin.pct),
(0 + left.margin.pct): (100 - right.margin.pct)))
} # end function for printing ggplot objects with margins

# grid graphics utility plots two ggplot plotting objects in one column
special.top.bottom.ggplot.print.with.margins <-
function(ggplot.object.name,ggplot.text.tagging.object.name,
left.margin.pct=5,right .margin.pct=5,top.margin. pc
bottom.margin.pct=5,plot.pct=80,text.tagging.pct=10) {
# begin function for printing ggplot objects with margins
# and text tagging at bottom of plot
# margins expressed as percentages of total... use integers
if ((top.margin.pct + bottom.margin.pct + plot.pct + text.tagging.pct) != 100)
stop(paste("function special.top.bottom.ggplot.print.with.margins()",
"execution terminated:\n  top.margin.pct + bottom.margin.pct + ',
"plot.pct + text.tagging.pct not equal to 100 percent”,sep=""))
grid.newpage ()
pushViewport (viewport (layout=grid.layout (100,100)))
print(ggplot.object.name,
vp=vplayout ((0 + top.margin.pct):
(100 - (bottom.margin.pct + text.tagging.pct)),
(0 + left.margin.pct): (100 - right.margin.pct)))
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Consider the group of movies below. Your job is to pick the
movies you would like to watch. Click on the cover image

to get additional information about a movie. Click on the circle
under a movie and on the|
would most like to watch. That movie will be eliminated from
the group, and you will be asked to choose the next movie you
would most like to watch. Continue picking movies until there
are no more movies you would like to watch. When there are no
movies you would like to watch, click on the circle under the

box and on the [NEXT] box.

NONE

NEXT
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Results from 50,000 fantasy games without ties:
26,011 Mets' wins ——>= 0.52 probability of winning
23,989 Yankees' wins—>= 0.48 probability of winning
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# Regression Nodeling with California Housing Values (Python)

# prepare for Python version 3x features and functions
from __future__ import division, print_function

# import packages for analysis and modeling

import pandas as pd # data frame operations

from pandas.tools.plotting import scatter_matrix # scatter plot matrix
import numpy as np # arrays and math functions

from scipy.stats import uniforn # for training-and-test split

import statsmodels.api as sm # statistical models (including regression)
import statsmodels.formula.api as smf # R-like model specification

from sklearn.tree import DecisionTreeRegressor # machine learning tree
from sklearn.ensemble import RandomForestRegressor # ensemble method

# read in the housing data with white-space delimiters
prelin_houses = pd.read_table(’houses_data.txt’, header = None, \
delim_whitespace = True, skipinitialspace = True, \
names = [’value’, ’income’, ’age’, ’rooms’, ’bedrooms’, \
’pop?, ’hh’, ’latitude’, ’longitude’])
prelin_houses[’idx’] = range(len(prelim_houses)) # for use as index
houses = prelim_houses. set_index([’idx’])
print (houses.shape) # check the structure of the data frame
print (houses. head ()
# compute descriptive statistics for original variables
print (houses. describe ())

# computed variables for linear model used by Pace and Barry (1997)
houses[’1og_value’] = np.log(houses[’value’])
houses [’ income_squared’] = np.pover (houses[income’], 2)
houses[’income_cubed’] = np.power (houses[’income’], 3)
houses[’log_age’] = np.log(houses[’age’])
houses[*1og_pc_rooms’] = np.log(np.divide (houses[’rooms’], houses[’pop’]))
houses[’1og_pc_bedrooms’] = \

np. log(np.divide (houses[’bedrooms’], houses[’pop’]))
houses[’1og_pop_hh’] = np.divide(houses[’pop’], houses[’hh’])
houses[’log_kh’] = np.log(houses[’hh’])
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Left-Hand Side

ML ANG Setm

Rule No. _(Antecedent) (Consequent)  Support Confidence _Lift

o {beef,

dairy produce} > {vegetables} 0030 0607 2225
2 {poultry) =>  {vegetables} 0020 0575 2105
3 {dairy produce,

fruit,

sausage) =>  {vegetables} 0027 0574 2103
4 {beef} {vegetables} 0046 0560 2050
5 {dairy produce,

vinegar/oils} > {vegetables} 0031 0536  1.962
6 {fruit,

sausage} =>  {vegetables} 0034 0529 1938
7 {bread and baked goods,

dairy produce,

fruit} =>  {vegetables} 0041 0528 1933
8 {pork} {vegetables} 0030 052 1912
9 {cheese,

fruit} > {vegetables} 0027 0520  1.904
10 {dairy produce,

fruit,

non-alc. drinks} > {vegetables} 0033 0518  1.899
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# Regression Modeling with California Housing Values (R)

library(naps) # map making
library(napproj) # projections for map making

1ibrary(spgr) # spatially-weighted regression
library(rpart) # tree-structured modeling
1ibrary(randonForest) # random forests

library(rpart.plot) # plot tree-structured model information
library(lattice) # statistical graphics

library(cvTools) # cross-validation tools including rmspe

# read in the housing data
houses <- read.table("houses_data.txt", header = FALSE, sep = "",
dec = ".", row.names = NULL,
col.names = c("value", "income", "age", "rooms", "bedrooms",
"pop", "hh", "latitude", "longitude"))

# computed variables for linear model used by Pace and Barry (1997)
houses$log_value <- log(houses$value)

houses$incone_squared <- houses$income~2

houses$incone_cubed <- houses$incone3

houses$log_age <- log(houses$age)

houses$log_pc_rooms <- log(houses$rooms / houses$pop)
houses$log_pc_bedrooms <- log(houses$bedrooms / houses$pop)
houses$log_pop_hh <- log(houses$pop / houses$hh)

houses$log_hh <- log(houses$hh)

# structure of the Pace and Barry (1997) model for baseline for comparisons
pace.barry.nodel <- {log_value - income + income_squared +

income_cubed + log_age + log_pc_rooms + log_pc_bedrooms +

log_pop_hh + log hh}

# for comparison let’s look at a simple model with the original variables
simple.model <- {log_value ~ income + age + rooms + bedrooms +
pop + hh}
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1ype of Sale

Normal  Overage  Overage  Monthly
Dealer  Dealer  Auction  Totals
Unit total cost $5000  $5,000 $5,000
Unit price $6,000  §5,500 $4,000
Unit margin profit (loss) $1,000 $500  ($1,000)
Units sold 3,400 400 200 4,000
(85%)  (10%) (5%)
Profit (loss) $3400,000 $200,000 ($200,000)  $3,400,000





OEBPS/html/graphics/92147.jpg
ANALYTICS





OEBPS/html/graphics/app03tab04.jpg
Variable

Description and Coding

carat

color

clarity

cut

channel

store

price

Weight of the diamond in carats
(1 carat = 200 milligrams)

D=1 1=6
E=2 J=7
F=3 K=8
G=4 L=9
H=5 M=10
si=7
S2=8
=9
12=10
B=11

Not Ideal =0
Ideal = 1

Mall =0
Independent = 1
Internet =2

Goodman's=1 Kay =7
Chalmer’s=2  Zales=8
Fred Meyer=3  Danford =9
R Holland=4  Blue Nile = 10
Ausman’s=5  Ashford = 11
University =6~ Riddle’s = 12

Price in U.S. dollars (April 2001)
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Variable

Interview Item and Coding

nnights

nadults

nchildren

planning

sex

age

education

income

region

Length of stay (number of nights)
Coded as five ordered categories: 0, 1,2, 3, 4+

Number of adults in the party, including the respondent
Coded as five ordered categories: 1,2, 3,4, 5+

Number of children under 18 in the party
Coded as six ordered categories: None, 1,2, 3,4, 5+
How far in advance the vacation was planned

One month or more ago
This month (between two and four weeks ago)
This week

Sex of respondent, coded by sight and sound of voice

Age category of respondent in years

Less than 25, 25-34, 35-44, 45-54 , 55-64, 65+

Highest level of education completed by respondent

High school graduate or less

Some college

College graduate

Attended or completed graduate school

Level of total household annual income

Lower income (50,000 o less)
Middle income (between $50,000 and $100,000)
Upper income ($100,000 or more)

ZIP code recoded into one of six regions

Chicago Minneapolis/St. Paul
Milwaukee Other Wisconsin
Madison Other
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*US Cellular® "$400°  $200" "4GNO"  "Retail NO' *Apple NO* "Samsung YES® *Nexus NO*
"Verizon”  "$400" "$400" 4G YES" 'Retail YES" "Apple NO* "Samsung NO" "Nexus NO"
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Variable Name

Description

data set
total.cost
lot.sale.days
overage
vehicle.type

domestic.import
vehicle.age
vehicle.age.group
color.set

makex:

state

make.model

Data set for modeling (TRAIN, VALIDATE, or TEST)
Total cost of vehicle (purchase cost + repair cost + other costs)
Days from vehicle delivery to dealership ta sale (days on lot)
Overage vehicle (NO = 0-90 days on lot, YES = 91+ days on lot)

Type of sedan (ECONOMY, FAMILYSMALL,
FAMILY.MEDIUM, FAMILY.LARGE, or LUXURY)

Type of manufacturer (Domestic or Import)

Age of vehicle in years (year of sale minus model year)

Age group of vehicle (ONE-THREE, FOUR, FIVE, SIX, or SEVEN+)
Color category (BLACK, WHITE, ...., GOLD)

Make/manufacturer of vehicle (BUICK, CADILLAC, ..., TOYOTA)
State location of dealership where vehicle sold
(AZ = Arizona, CA = California, ..., VA = Virginia)

Make and model of sedan (ACURA.INTEGRA,
BUICK.CENTURY, ...., TOYOTA.TERCEL)
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Color in

Color Category Defined by Researchers

Database  Black White Blue Green Red Purple Silver Gold Count
Aluminum/ 0 0 0 0 0 0 1234 0 1234
Silver
Beige 0 0 0 0 0 0 0 123 123
Black 1216 0 0 0 0 0 0 0 1216
Blue 0 0 249 0 0 00 0 219
Blue - Dark 0 0 16 0 0 0 0 0 16
Blue - Light 0 0 53 0 0 0 0 0 53
Bronze 0 0 0 0 0 0 0 15 15
Brown 0 0 0 0 0 0 0 64 64
Burgundy/ 00 0 0 0 M0 0 0 1410
Maroon
Cream 0 0 0 0 0 0 0 76 76
Chrome/ 0 0 0 0 0 0 1 0 1
Stainless Steel
Copper 0 0 0 0 0 o0 9 9
Gray 0 0 0 0 0 0 618 0 618
Gold 00 0 0 0 00 1003 1003
Green 0 0 0 3309 0 0 0 0 3309
Green - Dark 0 0 0 59 0 0 0 0 59
Green-Light 0 0 0 20 0 o0 0 2
Lavender 0 0 0 0 0 8 0 0 8
Mauve U T T O o 0 0 12
Orange 0 0 0 0 2 0 0 0 9
Pink 0 0 0 0 2. 0 0 0 7
Purple 0 0 0 0 0 36 0 0 366
Red 0 0 0 0 1406 0 0 0 1406
Tan 0 0 0 0 0 0 0 414 414
Taupe 0 0 0 0 0 0 0 11 11
Teal 0 0 289 0 0 0 0 0 289
Turquoise o o0 2 0 o0 o0 0 2
White 0 3603 0 0 0 0 0 0 3603
Yellow o 0o 0o 0 0 o 0 4 4
Count 1216 3603 2509 3388 1434 1784 1719 17506
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# Association Rules for Market Basket Analysis (Python)

# import package for analysis and modeling
from rpy2.robjects import r # interface from Python to R

r(’library(arules)’) # association rules
r(’library(arulesViz)’) # data visualization of association rules
r(’1library(RColorBrewer)’) # color palettes for plots

r(’data(Groceries)’) # grocery transactions object from arules package

# show the dimensions of the tramsactions object
r(Cprint(din(Groceries))’)

r(’print(dim(Groceries) [1])’) # 9835 market baskets for shopping trips
r(’print(din(Groceries) [2])’) # 169 initial store items

# examine frequency for each item with support greater than 0.025
r(’pdf (file="fig market_basket_initial item_support.pdf", \
width = 8.5, height = 11)*)
r(’itemFrequencyPlot(Groceries, support = 0.025, \
cex.names=0.8, xlim = ¢(0,0.3), \
type elative", horiz = TRUE, col = "dark red", las = 1, \
xlab = paste("Proportion of Market Baskets Containing Item", \
"\n(Item Relative Frequency or Support)"))’)
r(’dev.off()*)

# explore possibilities for combining similar items
r(’print (head(itenInfo(Groceries)))’)

r(’print(levels(itemInfo(Groceries) [["leveli"]]))’) 10 levels... too few

r(’print(levels(itemInfo(Groceries) [["level2"]]))’) # 55 distinct levels
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Variable

Activity (Participation coded yes or no)

shopping
antiquing
scenery
eatfine
eatcasual
catfamstyle
eatfastfood
‘museums
indoorpool
outdoorpool
hiking
gambling
boatswim
fishing
golfing
boattours
rideducks
amusepark
‘minigolf
gocarting
waterpark
circusworld
tbskishow
helicopter
horseride
standrock
outattract
nearbyattract
movietheater
concerttheater
barpubdance
shopbroadway

Shopping

Antiquing

Driving to look at scenery

Eating out at fine restaurants

Casual theme restaurants

Family-style restaurants/buffets
Fast-food restaurants

Going to museums/indoor activities
Relaxing in indoor pool areas where staying
Relaxing in outdoor pool areas where staying
Hiking

Gambling

Boating/swimming/outdoor sports
Fishing

Golfing

Boat tours

Riding The Ducks

Amusement or theme park

Miniature golf

Go-carting

Water park

Circus World Museum

Tommy Bartlett’s ski show

Helicopter rides

Horseback riding

Stand Rock Ceremony

Outdoor attractions (not an amusement park)
Nearby area attractions

Movie theater
Concert/theater/evening entertainment
Bars, pubs, dancing

Shop, browse on Broadway

bungeejumping Bungee jumping
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# Association Rules for Market Basket Analysis (R)

library(arules) # association rules
library(arulesViz) # data visualization of association rules
1ibrary(RColorBrever) # color palettes for plots

data(Groceries) # grocery transactions object from arules package

# show the dimensions of the transactions object
print (din(Groceries))

print (din(Groceries) [1]) # 9835 market baskets for shopping trips
print (dim(Groceries) [2]) # 169 initial store items

# examine frequency for each item with support greater than 0.025
pdf (file="fig market_basket_initial_item_support.pdf",
width = 8.5, height = 11)
itenFrequencyPlot (Groceries, support = 0.025, cex.names=0.8, xlim = c(0,0.3),
type = "relative", horiz = TRUE, col = "dark red", las = 1,
xlab = paste("Proportion of Market Baskets Containing Item",
"\n(Item Relative Frequency or Support)"))
dev.off ()

# explore possibilities for combining similar items
print (head (itemInfo(Groceries)))

print (levels(itemInfo(Groceries) [["level1"]1)) # 10 levels... too few
print (levels(itemInfo(Groceries) [["1evel2"]])) # 55 distinct levels

# aggregate items using the 55 level2 levels for food categories
# to create a more meaningful set of items
groceries <- aggregate(Groceries, itemInfo(Groceries)[["level2"11)

print (dim(groceries) [1]) # 9835 market baskets for shopping trips
print (din(groceries) [2]) # 55 final store items (categories)
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Attribute Level Code Level Description

Brand Apple Manufacturer: Apple
Compaq Manufacturer: Compaq
Dell Manufacturer: Dell
Gateway Manufacturer: Gateway
HP Manufacturer: HP
1BM Manufacturer: 1BM
Sony Manufacturer: Sony
sun Manufacturer: Sun Microsystems

Compatibility 65% Compatible
70% Compatible
75% Compatible
80% Compatible
85% Compatible
90% Compatible
95% Compatible
100% Compatible

DN A WN =

Just as fast
Twice as fast
Three times as fast
Four times as fast

Performance

Reliability As likely to fail

Less likely to fail

4 hours to learn
8 hours to learn
12 hours to learn
16 hours to learn
20 hours to learn
24 hours to learn
28 hours to learn
32 hours to learn

$1,000
$1,250
$1,500
$1,750
$2,000
$2,250
$2,500
$2,750

Learn

Price

PNOUPUNRE ONOANEWNR NR BWN =
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train.data.frame$pred.logistic.regression <-
ifelse((logistic.regression.pred.prob > 0.5),2,1)

train.data.frane$pred. logistic.regression <
factor (train.data. frame$pred.logistic.regression, levels = c(1,2),
labels = c("DOWN","UP"))
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# convert R-like formula into design matrix needed for statsmodels
y,x = patsy.dmatrices(text_classification_model,\
train_data_frame, return_type = ’dataframe’)

# define the logistic regression algorithm
my_logit_model = sm.Logit(y,x)

# fit the model to training set
my_logit_model_fit = my_logit_model.fit()
print(my_logit_model_fit.summary())

# predicted probability of thumbs up for training set
train_data_frame[’pred_logit_prob’]
my_logit_model_fit.predict(linear = False)

# map from probability to thumbsupdown with simple 0.5 cut-off
def prob_to_updoun(x) :
if(x > 0.5):
return(’UP’)
else:
return(’DOWN’)

train_data_frame[’pred_logit’] =\
train_data_frame[’pred_logit_prob’].apply(lambda d: prob_to_updown(d))
print(’\n Logistic Regression Training Set Performance\n’,\
’Percentage of Reviews Correctly Classified:’,\
100 * round(evaluate_classifier(train_data_frame[’pred_logit’],\
train_data_frame [’ thumbsupdown’]) [4], 3),’\n’)

# use the model developed on the training set to predict
# thumbs up or down reviews in the test set
# assume that y is not known... only x used from patsy
y,x = patsy.dmatrices(text_classification model,\
test_data_frame, return_type = ’dataframe’)
y = [ # ignore known thumbs up/down from test set
# we want to predict thumbs up/down from the model fit to
# the training set... my_logit_model fit
test_data_frame[’pred_logit_prob’] =\
my_logit_model_fit.predict(exog = x, linear = False)
test_data_frame[’pred_logit’] =
test_data_frame[’pred_logit_prob’].apply(lambda d: prob_to_updown(d))

print(’\n Logistic Regression Test Set Performance\n’,\
’Percentage of Reviews Correctly Classified:’,\
100 * round(evaluate_classifier(test_data_frame[’pred_logit’],\
test_data_frame [’thumbsupdown’]) [4], 3),’\n’)
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# Utilities for Spatial Data Analysis (R)

# user-defined function to convert degrees to radians
# needed for lat.long.distance function
degrees.to.radians <- function(x) {

(pi/180)*x

} # end degrees.to.radians function

# user-defined function to convert distance between two points in miles
# when the two points (a and b) are defined by longitude and latitude
lat.long.distance <- function(longitude.a,latitude.a,longitude.b,latitude.b) {
radius.of .earth <- 24872/(2*pi)
c <- sin((degrees.to.radians(latitude.a) -
degrees.to.radians(latitude.b))/2)"2 +
cos(degrees.to.radians(latitude.a)) *
cos(degrees.to.radians(latitude.b)) *
sin((degrees.to.radians(longitude.a) -
degrees.to.radians(longitude.b))/2) 2
2 * radius.of .earth * (asin(sqrt(c)))
} # end lat.long.distance function

save(degrees. to.radians,
lat.long.distance,
file = "mtpa_spatial distance utilities.R")
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train.data. frame$item.analysis.score <-
temp.positive.score - temp.negative.score

# use the training set and tree-structured modeling to determine the cutoff
try. tree<-rpart (thumbsupdoun  item.analysis.score, data = train.data.frame)
print(try.tree) # mote that the first split is at -0.5
# create a user-defined function for the simple difference method
predict. item.analysis <- function(x) {
if (x >= -0.5) return("UP")
if (x < -0.5) return("DOWN")
¥
train.data.frane$pred.iten.analysis <- character(nrow(train.data.frane))
for (index.for.review in seq(along = train.data.frame$pred.simple)) {
train.data. frane$pred. iten.analysis[index.for.review] <-
predict. item.analysis(train.data. frane$iten.analysis. score[index.for.review])
¥
train.data.frame$pred. item.analysis <-
factor (train.data.frame$pred. iten. analysis)
train.pred.iten.analysis. perfornance <-
confusionMatrix(data = train.data.frame$pred.item.analysis,
reference = train.data.frame$thumbsupdown, positive = "UP")
# report full set of statistics relating to predictive accuracy
print(train.pred.iten.analysis.performance) # result 73.9 percent
cat("\n\nTraining set percentage correctly predicted by item amalysis = ",
sprintf ("%1.1f",train.pred.item.analysis.performanceSoverall [1]%100) ,
" Percent",sep="")

# use item analysis method of scoring with the test set
reviews.tdn <- TermDocumentMatrix(test.corpus)

temp.positive.score <- integer(length(names(test.corpus)))
tenp.negative.score <- integer (Length(names(test.corpus)))
for (index. for.docunent in seq(along=names (test.corpus))) {
temp.positive. score[index. for.document] <-
sum(ternFreq(test. corpus [ [index.for.document]],
control = list(dictionary = selected.positive.words)))
temp.negative.score[index.for.document] <~
sun(ternFreq(test. corpus[ [index.for.docunent]],

control = list(dictionary = selected.negative.words)))
b
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# Making Word Clouds (R)
library(wordcloud) # provides utility for plotting non-overlapping text

# wordcloud for Python program code and comments from this book
Python.code.text <- scan("mtpa_Python_code.txt", what = "char", sep = "\n")
# replace uppercase with lovercase letters
Python.code.text <- tolower(Python.code.text)
# strip out all non-letters and return vector
Python.code.text.preword.vector <- unlist(strsplit(Python.code.text, "\\W"))
# drop all empty words
Python.code. text.vector <-

Python. code. text.preword. vector

[which(nchar (Python.code. text.preword.vector) > 0)]

pdf(file = "fig text_wordcloud_of Python_code.pdf", width = 11, height = 8.5)

set.seed(1234)
wordcloud (Python. code. text.vector, min.freq = 10,
max.words = 300,

random. color=FALSE,
rot.per=0.0,

‘black",
ordered. colors=FALSE,
use.r.layout=FALSE,
fixed.asp=TRUE)

dev.off ()

# wordcloud for R program code and comments from this book
R.code.text <- scan("mtpa_R_code.txt", what = "char", sep = "\n")
# replace uppercase with lowercase letters

R.code.text <- tolower(R.code.text)

# strip out all non-letters and return vector
R.code.text.preword.vector <- unlist(strsplit(R.code.text, "\\W"))
# drop all empty words

R.code. text.vector <-

R.code.text.preword.vector [which(nchar(R.code.text.preword.vector) > 0)]

pdf (file = "fig _text wordcloud_of R_code.pdf", width = 11, height = 8.5)
set.seed(1234)
wordcloud (R.code.text.vector, min.freq = 10,

max.words = 300,
random. order=FALSE,
random. color=FALSE,
.0,

ordered.colors=FALSE,
use.r.layout=FALSE,
fixed.asp=TRUE)
dev.off()
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test.data. frame$item.analysis.score <-
temp.positive.score - temp.negative.score

test.data.frane$pred.iten.analysis <- character (nrow(test.data.frame))

for (index.for.review in seq(along = test.data.frame$pred.simple)) {
test.data.frame$pred. item.analysis[index.for.review] <-
predict. item.analysis(test.data.frame$iten.analysis.score [index. for.review])
¥

test.data.frane$pred.iten.analysis <-
factor (test.data. frameSpred. item.analysis)

test.pred. item.analysis. perfornance <-
confusionMatrix(data = test.data.frame$pred.item.analysis,
reference = test.data.frameSthumbsupdown, positive = "UP")

# report full set of statistics relating to predictive accuracy
print (test.pred.item.analysis.perfornance) # result 74 percent

cat("\n\uTest set percentage correctly predicted by item analysis = ",
sprintf ("%1.1£",test.pred. iten.analysis. perfornance$overall [1]+100) ,
"

" Percent”,sep=

#
# Logistic regression method
#
text.classification.model <~ {thumbsupdoun

classic + enjoy + enjoyed +

entertaining + excellent +

fans + favorite + fine + fun + humor + lead + liked +

love + loved + modern + nice + perfect + pretty +

recommend + strong + top + wonderful + worth +

bad + boring + cheap + creepy + dark + dead +

death + evil + hard + kill +

killed + lack + lost + miss + murder + mystery +

plot + poor + sad + scary +

slow + terrible + waste + worst + wrong}

amazing + beautiful +

# full logistic regression model
logistic.regression.fit <- glm(text.classification.model,
family=binomial (Link=logit), data = train.data.frame)

print (summary (logistic.regression.£it))

# obtain predicted probability values for training set
logistic.regression.pred.prob <-
as.numeric(predict (logistic.regression.fit, newdata = train.data.frame,
type="response"))






OEBPS/html/graphics/08ex01qa.jpg
print(’\n Random Forest Training Set Performance\n’,\
’Percentage of Reviews Correctly Classified:’,\
100 * round(evaluate_classifier(train_data_frame[’pred_rf’],\
train_data_frame[’thumbsupdown’]) (4], 3),’\n’)

# use the model developed on the training set to predict
# thumbs up or down reviews in the test set

# assune that y is not known... only x used from patsy
y,x = patsy.dnmatrices(text_classification_model,\
test_data_frame, return_type = ’dataframe’)

y = [ # ignore known thumbs up/doun from test set

test_data_frame[’pred_rf_binary’] = my_rf_model_fit.predict(x)

test_data_frame[’pred_rf’] =\
test_data_frame[’pred_rf_binary’].map(binary_to_thumbsupdown)

print(’\n Random Forest Test Set Performance\n’,\
’Percentage of Reviews Correctly Classified:’,\
100 * round(evaluate_classifier(test_data_frame[’pred rf’],\
test_data_trame [’ thumbsupdown’1) [4], 3),’\n’)

Suggestions for the student:
Employ stemming prior to the creation of terms-by-document matrices.

Try alternative positive and negative word sets for sentiment scoring.

Try word sets that relate to a wider variety of emotional or opinion states.
Better still, move beyond a bag-of-words approach to sentiment. Use

the tools of natural language processing and define text features

based upon combinations of words such as bigrams (pairs of words)

and taking note of parts of speech. Yet another approach would be

to define ignore negative and positive word lists and work directly

with identified text features that correlate with movie review ratings or
do a good job of classifying reviews into positive and megative groups.
Text features within text classification problems may be defined

on term document frequency alone or on measures of term document

frequency adjusted by term corpus frequency. Using alternative

features and text measures as well as alternative classification methods,
run a true benchmark within a loop, using hundreds or thousands of iterations.
See if you can improve upon the performance of modeling methods by
modifying the values of arguments to algorithms used here.

Use various methods of classifier performance to evaluate classifiers.

Try text classification for the movie reviews without using initial

lists of positive an negative words. That is, identify text features

for thumbs up/down text classification directly from the training set.

oW W O W W OR O W W RR MW R R AR E R
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# Market Simulation Utilities (R)

# user-defined function for first-choice simulation rule
first.choice.simulation.rule <- function(response, alpha = 1) {

# begin function for first-choice rule
returns binary vector or response vector with equal division
of 1 across all locations at the maximum
use alpha for desired sum across respondents
alpha useful when the set of tested profiles is not expected to be one
if(alpha < 0 || alpha > 1) stop("alpha must be between zero and one")
response.vector <- numeric(length(response))
for(k in seq(along=response))

if (response [k] max(response)) response.vector([k] <- 1
alpha*(response.vector/sum(response.vector))
} # end first-choice rule function

#
#
#
#

# user-defined function for predicted choices from four-profile choice sets
choice.set.predictor <- function(predicted.probability) {
predicted.choice <- length(predicted.probability) # initialize
index.fourth <- 0 # initialize block-of-four choice set indices
while (index.fourth < length(predicted.probability)) {
index.first <- index.fourth + 1
index.second <- index.fourth + 2
index.third <- index.fourth + 3
index.fourth <- index.fourth + 4
this.choice.set.probability.vector <-
c(predicted.probability[index.first],
predicted.probability[index.second],
predicted.probability[index.third],
predicted.probability[index.fourth])
predicted.choice[index.first:index.fourth] <-
first.choice.simulation.rule(this.choice.set.probability.vector)
¥
predicted.choice <- factor(predicted.choice, levels = c(0,1),
labels = c("NO","YES"))
predicted. choice
} # end choice.set.predictor function

# save market simulation utilities for future work

save(first.choice.simulation.rule,
choice.set.predictor,
file="mtpa_market_simulation_utilities.Rdata")
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# Wait-Time Ribbon Plot (R)

wait.time.ribbon <- function(wait.service.data, title = "",
wait.time.goal = 30, wait.time.max = 90,
plotting.min = 0, plotting.max = 250,
use.text.tagging = TRUE) {
# requires ggplot2 package
# data visualization for operations management
# wait.service.data is input data frame with the named columns as follows:
#  hour: integer hour of the day on 24-hour clock
#  wait: integer call wait time in seconds
#  service: integer call service time in seconds (NA for no service)
#  server: character string for server name or code
# assumes that there is a distict character string for no server
# this string is coded as NO_SERVER
# wait.time.goal: desired maximum wait time (30 seconds default)
# represented as bottom of yellow region
# wait.time.max: when wait time becomes intolerable (90 seconds default)
# represented as top of yellow region
# use.text.tagging default is TRUE for added text at bottom of plot
# set constants for ribbon plotting
MIN.SAMPLE <- 5 # min sample size for hourly calcuations
PERCENTILE.MIN <- 0.50 # used for bottom of acceptable wait time
PERCENTILE.MAX <- 0.90 # used for bottom of acceptable wait time
add_footnote_at_bottom_of_ribbon_plot <~ TRUE
percentile.footnote <- paste("Bottom of ribbon = ",
100+PERCENTILE.MIN, "th percentile of wait times",
= , 100*PERCENTILE.MAX, "th percentile of wait times.",

x.hour <- seq(from=0,to=23) # for horixontal axis scale

# code for ribbon region counts
calls.per.hour <- numeric(24) # total calls initialized as zero
served.calls <- numeric(24) # served calls initialized as zero
dropped.calls <- numeric(24) # dropped/abandoned calls initialize as zero
ymin.percentile <- rep(NA,times=24) # store for minimun percentile values
ymax.percentile <- rep(NA,times=24) # store maximum percentile values

# compute number of calls per hour
# code more versatile than table command
# to accommodate hours with no calls
for(index.for.hour in 1:24) {
# begin for-loop for wait-time data call counts and percentile calculations
# 24-hour clock has first hour coded as zero in input data file
coded. index.for.hour <- index.for.hour - 1
temporary.vector <- na.omit(wait.service.data$hour)
calls.per.hour [index.for.hour] <-
sum(ifelse(temporary.vector==coded.index.for.hour,1,0))
if (calls.per.hour [index.for.hour] >= MIN.SAMPLE) {
# begin if-block for computing ymin and ymax values and number of servers
# vhen there are at least MIN.SAMPLE calls in the hour
this.hour.wait.service.data <-
wait.service.data[(vait.service.dataghour == coded.index.for.hour),]

ymin.percentile [index.for.hour] <-
quantile(this.hour.wait.service.data$wait,
probs=c(PERCENTILE.MIN) ,na.rm = TRUE,names=FALSE, type=8)

ymax.percentile[index.for.hour] <-
quantile(this.hour.wait.service.data$wait,
probs=c(PERCENTILE.MAX) ,na.rm = TRUE,names=FALSE, type=8)
} # end if-block for computing ymin and ymax values

# if insufficient data we set min and max to be wait.time.goal
if (calls.per.hour [index.for.hour] < MIN.SAMPLE) {
ymin.percentile[index.for.hour] <- wait.time.goal
ymax.percentile[index.for.hour] <- wait.time.goal

I

} # end for-loop for wait-time data call counts and percentile calculations
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# Evaluating Predictive Accuracy of a Binary Classifier (Python)

def evaluate_classifier(predicted, observed):
import pandas as pd
if (len(predicted) != len(observed)):
print(’\nevaluate_classifier error:’,\
’ predicted and observed must be the same length\n’)
return(None)
if (len(set(predicted)) != 2):
print(’\nevaluate_classifier error:’,\
» predicted must be binary\n’)
return(None)
if (len(set (observed)) != 2):
print(’\nevaluate_classifier error:’,\
? observed must be binary\n’)
return(None)

predicted_data = predicted
observed_data = observed

input_data = {’predicted’: predicted_data,’observed’:observed_data}
input_data_frame = pd.DataFrame(input_data)

cmat = pd.crosstab(input_data_frame[’predicted’],\
input_data_frame[’observed’])

= float(cmat.ix[0,01)

= float(cmat.ix[0,1])

float(cmat.ix[1,0])

= float(cmat.ix[1,1])

n=at+b+c+d

predictive_accuracy = (a + d)/n

true_positive_rate = a / (a + c)

false_positive_rate = b / (b + d)

precision = a / (a + b)

specificity = 1 - false_positive_rate

expected_accuracy = (((a + b)*(a + c)) + ((b + d)*(c + A)))/(n * n)

kappa = (predictive_accuracy - expected_accuracy)\
/(1 - expected_accuracy)

return(a, b, c, d, predictive_accuracy, true_positive_rate, specificity,\

false_positive_rate, precision, expected_accuracy, kappa)

aoowe
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# Text Measures for Sentiment Analysis (Python)

def get_text_measures(corpus):
# individually score each of the twenty-five selected positive words
# for each document in the working corpus... providing new text measures
# initialize the list structures for each positive word
beautiful = []1; best = [I; better = []; classic = [1;
enjoy = []; enough = []; entertaining = []; excellent = [];
fans [; fun [J; good = []; great = []; interesting = [J;
like [1; love [1; nice = [1; perfect [1; pretty = [I;
right [1; top = [1; well = [1;
won = []; wonderful = []; work = []; worth = []
# initialize the list structures for each negative word

bad = []; boring = [I; creepy = [1; dark = [1;

dead = []; death O evil = [1; fear = [;

funny = [1; hard = []; kill = []; killed = [];

lack [1; lost [1; mystery = [1; plot = [1;

poor = [1; problem = [1; sad = [1; scary = [1;

slow = [1; terrible = [1; waste = [1; worst = [1; wrong = []

for text in corpus:
beautiful.append(len([w for w in text.split() if w == ’beautiful’l))
best.append(len([w for w in text.split() if w ’best’]))
better.append(len([w for w in text.split() if w ’better’]))
classic.append(len([w for w in text.split() if w == ’classic’]))

enjoy.append(len([w for w in text.split() if w == ’enjoy’1))
enough.append(len([w for w in text.split() if w == ’enough’]))
entertaining.append(len([w for w in text.split() if w == ’entertaining’]))
excellent.append(len([w for w in text.split() if w == ’excellent’]))

fans.append(len([w for w in text.split() if w == ’fans’]))
fun.append(len([w for w in text.split() if w ’fun’]))
good.append(len([w for w in text.split() if w ’good’]))
great.append(len([w for w in text.split() if w ’great’]))
interesting.append(len([w for w in text.split() if w == ’interesting’]))
like.append(len([w for w in text.split() if w == ’like’]))
love.append(len([w for w in text.split() if w ’love’]))
nice.append(len([w for w in text.split() if w ’nice’]))

perfect.append(len([w for w in text.split() if w ‘perfect’]))
pretty.append(len([w for w in text.split() if w ‘pretty’]))
right.append(len([w for w in text.split() if w == ’right’]))

top.append(len([w for w in text.split() if w *top’]))
well.append(len([w for w in text.split() if w == ’well’]))
won.append(len([w for w in text.split() if w *won’]))

wonderful .append(len([w for w in text.split() if w == ’wonderful’l))

work.append(len([w for w in text.split() if w *work’]))
worth.append(len([w for w in text.split() if w == ’work’]))

# individually score each of the twenty-five selected negative words
# for each document in the working corpus... poviding new text measures
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# Summative Scoring of Sentiment (Python)

def get_summative_scores(corpus):
# individually score each of the positive and negative words/items
# for each document in the working corpus... providing a summative score
summative_score = [] # intialize list for summative scores
for text in corpus:
score = 0 # initialize for individual document
# for each document in the working corpus...
# individually score each of the eight selected positive words
if (len([w for w in text.split() if w == ’beautiful’]) > 0):
score = score +1
if (len([w for w in text.split() if w
score = score +1
if (len([w for w in text.split() if
score = score +1
if (len([w for w in text.split() if
score = score +1
if (len([w for w in text.split() if
score = score +1
if (len([w for w in text.split() if
score = score +1
if (len([w for w in text.split() if
score = score +1
if (len([w for w in text.split() if
score = score +1
# individually score each of the ten selected negative words

’best’]) > 0):

’classic’]) > 0):

excellent’]) > 0):

’great’]) > 0):

’perfect’]) > 0):

*well’]) > 0):

*wonderful’]) > 0):

if (len([w for w in text.split() if w == ’bad’]) > 0):
score = score

if (len([w for w in text.split() if w == ’boring’]) > 0):
score = score

if (len([w for w in text.split() if w == ’funny’]) > 0):
score = score

if (len([w for w in text.split() if w == ’lack’]) > 0):
score = score

if (len([w for w in text.split() if w == ’plot’]) > 0):
score = score

if (len([w for w in text.split() if w == ’poor’]) > 0):
score = score

if (len([w for w in text.split() if w == ’problem’]) > 0):
score = score
if (len([w for w in text.split() if w == ’terrible’]) > 0):
score = score
if (len([w for w in text.split() if w == ‘waste’]) > 0):
score = score
if (len([w for w in text.split() if w == ’worst’]) > 0):
score = score -1
summative_score.append(score)
summative_score_data = {’summative_score’: summative_score}
return(summative_score_data)
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# Conjoint Analysis Spine Chart (R)

# spine chart accommodates up to 45 part-worths on one page

# |part-worth| <= 40 can be plotted directly on the spine chart
# |part-worths| > 40 can be accommodated through standardization

print.digits <- 2 # set number of digits on print and spine chart

# user-defined function for printing conjoint measures
if (primt.digits == 2)

pretty.print <- function(x) {sprintf("%1.2f",round(x,digits = 2))}
if (print.digits == 3)
pretty.print <- function(x) {sprintf("%1.3f",round(x,digits = 3))}

# user-defined function for spine chart

spine.chart <- function(conjoint.results,
color.for.part.worth.point = "blue",
color.for.part.worth.line = "blue",
left.side.symbol.to.print.around.part.worths = "(",
right.side.symbol.to.print.around.part.worths
left.side.symbol.to.print.around.importance = "",

right.side.symbol.to.print.around.importance = "",
color.for.printing.importance.text = "dark red",
color.for.printing.part.vorth.text = "black",

draw.gray . background = TRUE,

draw.optional.grid.lines = TRUE,

print.internal.consistency = TRUE,

fix.max.to.4 = FALSE,

put.title.on.spine.chart = FALSE,

title.on.spine.chart = paste("TITLE GOES HERE IF WE ASK FOR ONE",sep=
plot.framing.box = TRUE,

do.standardization = TRUE,

do.ordered.attributes = TRUE) {

# fix.max.to.4 option to override the range for part-worth plotting

if(1do.ordered.attributes) effect.names <- conjoint.results$attributes
if (do.ordered.attributes) effect.names <-
conjoint.results$ordered.attributes

number. of . levels.of .attribute <- NULL
for(index.for.factor in seq(along=effect.names))
number. of . levels.of .attribute <- c(number.of.levels.of.attribute,
length(conjoint.results$xlevels[[effect.names [index.for.factor]1]))
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*

Sentiment Analysis Using the Movie Ratings Data (Python)

Note that results from this program may differ from the results
docunmented in the book because algorithms for text parsing

and text classification vary between Python and R.

The objectives of the analysis and steps in completing the analysis
are consistent with those in the book. And results, although

not identical between Python and R, should be very similar.

oo ow oW o

# prepare for Python version 3x features and functions

from __future__ import division, print_function

# import packages for text processing and machine learning

import os # operating system commands

import re # regular expressions

import nltk # draw on the Python natural language toolkit

import pandas as pd # DataFrame structure and operations

import mumpy as mp # arrays and mumerical processing

import matplotlib.pyplot as plt # 2D plotting

import statsmodels.api as sm # logistic regression

import statsmodels.formula.api as smf # R-like model specification

import patsy # translate model specification into design matrices

from sklearn import svm # support vector machines

from sklearn.ensemble import RandomForestClassifier # random forests

# import user-defined module

from python_utilities import evaluate_classifier, get_text_measures,\
get_summative_scores

# list files in directory omitting hidden files
def 1istdir_no_hidden(path):

start_list = os.listdir(path)

end_list = []

for file in start_list:

if (not file.startswith(’.’)):
end_list.append(file)

return(end_list)

# define 1ist of codes to be dropped from document

# carriage-returns, line-feeds, tabs
codelist = [’\r?, *\n’, *\t’]
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bad.append(len([w for w in text.split() if w == ’bad’]))
boring.append(len([w for w in text.split() if ’boring’]))
creepy.append(len([w for w in text.split() if ’creepy’]))

ne =

dark.append(len([w for w in text.split() if w == ’dark’]))
dead.append(len([w for w in text.split() if w == ’dead’]))
death.append(len([w for w in text.split() if w == ’death’]))
evil.append(len([w for w in text.split() if w == ’evil’]))
fear.append(len([w for w in text.split() if w ’fear’]))
funny.append(len([w for w in text.split() if w == ’funny’]))
hard.append(len([w for w in text.split() if w == ’hard’]))
kill.append(len([w for w in text.split() if w == ’kill’]))
killed.append(len([w for w in text.split() if w == ’killed’]))
lack.append(len([w for w in text.split() if w == ’lack’]))
lost.append(len([w for w in text.split() if w ’lost’]1))

mystery.append(len([w for w in text.split() if w ’mystery’]))
plot.append(len([w for w in text.split() if w == ’plot’]))
poor.append(len([w for w in text.split() if w ’poor’]))
problem.append(len([w for w in text.split() if w ’problem’]))
sad.append(len([w for w in text.split() if w == ’sad’]))
scary.append(len([w for w in text.split() if w == ’scary’]))
slow.append(len([w for w in text.split() if w ’slow’]))

terrible.append(len([w for w in text.split() if w == ’terrible’]))

waste.append(len([w for w in text.split() if w ‘waste’]))
worst.append(len([w for w in text.split() if w Jworst’]))
wrong.append(len([w for w in text.split() if w == ’wrong’]))

# creat dictionary data structure as a preliminary

# to creating the data frame for the fifty text measures

add_corpus_data = {’beautiful’:beautiful,’best’:best,’better’ :better,\
’classic’:classic, ’enjoy’:enjoy, ’enough’
’entertaining’ :entertaining, ’excellent’:
’fans’:fans, ’fun’:fun, ’good’:good, ’great’:great,\
’interesting’:interesting, ’like’:like, ’love’:love, ’nice’:nice,\
’perfect’:perfect, ’pretty’:pretty, ’right’:right, ’top’:top,\
’well’:well, ’won’:won, ’wonderful’:wonderful, ’work’:work,\
>worth’ :worth, *bad’:bad, ’boring’:boring, ’creepy’:creepy,\

ark, ’dead’:dead, ’death’:death, ’evil’:evil, ’fear’:fear,\

>funny’ :funny, *hard’ :hard, ’kill’:kill, ’killed’:killed, ’lack’:lack,\

’lost’:lost, ’mystery’:mystery, ’plot’:plot,’poor’:poor,\

’problem’ :problem, ’sad’:sad, ’scary’:scary, ’slow’:slow,\

’terrible’:terrible, ’waste’:waste, ’worst’:worst, ’wrong’:wrong}

return(add_corpus_data)
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# Sentiment Analysis Using the Movie Ratings Data (R)

# Note. Results from this program may differ from those published
# in the book due to changes in the tm package.

* The original analysis used the tm Dictionary() function,

# which is no longer available in tm. This function has

# been replaced by c(as.character()) to set the dictionary

# as a character vector. Another necessary change concerns

# the tolower() function, which must now be embedded within
* the tm content_transformer() function.

#

#

#

#

#

Despite changes in the tm functions, we have retained the
earlier positive and negative word lists for scoring, as
implemented in the code and utilities appendix under the file
name <R_utility_program_5.R>, which is brought in by source().

# install these packages before bringing them in by library()
library(tm) # text mining and document management
library(stringr) # character manipulation with regular expressions
library(grid) # grid graphics utilities

library(ggplot2) # graphics

1library(latticeExtra) # package used for text horizon plot
library(caret) # for confusion matrix function
library(rpart) # tree-structured modeling

library(e1071) # support vector machines
library(randonForest) # random forests

library(rpart.plot) # plot tree-structured model information
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pdf (file="fig market_basket_final_item_support.pdf", width = 8.5, height = 11)
itemFrequencyPlot (groceries, support = 0.025, cex.names=1.0, xlim = c(0,0.5),
type = "relative", horiz = TRUE, col = "blue", las = 1,
xlab = paste("Proportion of Market Baskets Containing Item",
"\n(Iten Relative Frequency or Support)"))
dev.off ()

# obtain large set of association rules for items by category and all shoppers
# this is done by setting very low criteria for support and confidence
first.rules <- apriori(groceries,

parameter = list(support = 0.001, confidence = 0.05))
print (summary(first.rules)) # yields 69,921 rules... too many

# select association rules using thresholds for support and confidence
second.rules <- apriori(groceries,

parameter = 1ist(support = 0.025, confidence = 0.05))
print (summary(second.rules)) # yields 344 rules

# data visualization of association rules in scatter plot
pdf (file="fig market_basket_rules.pdf", width = 8.5, height = 8.5)
plot (second. rules,

control=list(jitter=2, col = rev(brewer.pal(9, "Greens")[4:9])),
shading = "lift")
dev.off ()

# grouped matrix of rules
paf (£1le="fig_market_basket_rules_matrix.pdf", width = 8.5, height = 8.5)
plot (second.rules, method="grouped",

control=list(col = rev(brewer.pal(9, "Greens")[4:9])))
dev.oft ()

# select rules with vegetables in consequent (right-hand-side) item subsets
vegie.rules <- subset(second.rules, subset = rhs /pin’ "vegetables")
inspect (vegie.rules) # 41 rules

# sort by 1ift and identify the top 10 rules
top.vegie.rules <- head(sort(vegie.rules, decreasing = TRUE, by = "lift"), 10)
inspect (top.vegie.rules)

pdf (file="fig market_basket_farmer_rules.pdf", width = 11, height = 8.5)
plot (top.vegie.rules, method="graph",

control=list (type="items"),

shading = "1ift")
dev.off )






