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Preface

In summer of 2016 a college classmate of mine who had been teaching at San Jose State University since his retirement from the industry solicited my interest in teaching computer architecture and design there.  Computer engineering was my major in my graduate study.  The graduate-level class in SJSU uses the book "Computer Architecture and Design" by John Hennessy and Dave Patterson as the textbook, which I had been wanting to read and "never found the time".  So I happily accepted the challenge.


While I was reading the book, my thirty-plus years of career in Silicon Valley, scene by scene, started to re-appear in my mind.  The Computer Architecture course I took when I was a graduate student in the University of Illinois at Urbana-Champaign in late '70s was based on a series of published papers.  Yet, what got collected in Hennessy's and Patterson's book is literally what computer engineering has accomplished since then.  And I was part of that journey.


I never wanted to write an autobiography.  I am by no means a celebrity.  Why would anybody be interested in reading it?  Yet, when I was teaching the course at SJSU, I found myself from time to time telling the students "what actually happened".  After all, while the general direction of technology developments may follow a logical course, many decisions were triggered by specific company's business considerations and sometimes even certain decision maker's personal preferences.


Students seemed enjoying such behind-the-scene stories.  This encouraged me to document many of such events which I personally engaged.  Obviously computer engineering and business is a team sport.  Numerous people contributed to it.  I was blessed to have worked with a number of world-class talents throughout my career.  By using their real names in my stories, somehow their contributions could be recognized now with names associated.  Of course, I wrote the "history" out of my own memory.  If there is any error, it would be my mistake and I apologize. 


I chose not to write my entire working history, but to focus on my 20-year tenure in Sun Microsystems.  Writing my entire working history would make it too much like writing my autobiography.  Sun was "the Google in the '90s".  Founded in 1982 by Andy Bechtolsheim, Bill Joy, Scott McNealy, and Vinod Khosla and started as a workstation vendor using off-the-shelf components, Sun surpassed established information technology giants such as Digital Equipment Corporation, IBM and Hewlett-Packard in the '90s and became "the dot in .com" in that crazy late '90s era.  I didn't join Sun in its early days.  I joined Sun in October 1988 after it had already had its Initial Public Offering (IPO).  In the twenty years that I worked at Sun, I got to witness the rise and eventually the fall of the company.  I was not on the very top of the decision making layer, yet I was on a level high enough to know and sometimes influence what was going on.  By documenting what I experienced and what my thoughts were at the time, I might provide a piece of reading that young engineering graduates could get a glimpse of what they may experience, young business administration graduates could get a peek at thoughts of engineering management, and my contemporary industry veterans could get some smiles from time to time if what I described triggered the reminiscence of their own.


It’s a blessing and it’s a privilege for my life under the Sun.
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Prior Life

First Job

After I graduated and received my Ph.D. degree from University of Illinois at Urbana-Champaign in October 1980, among six job offers from IBM Watson Lab, Texas Instruments Central Research, Hewlett-Packard Labs, National Semiconductor, University of Southern California, and TRW Array Processors, I joined TRW. 

At the time IBM, TI, and HP were all top-rated companies, particularly IBM.  Maybe as such, IBM even had a policy to have the first year on the job as a “probation period” for new research staff hires.  Due to this “probation”, for a foreign student on F-1 visa, IBM would not sponsor the new hire applying permanent residency during his/her limited 18-month practical training period.  (IBM preferred to hire new employees in those days directly out of school, because “it’s easier to shape the new employee into IBM culture” and, as a deep-pocket computer industry near-monopoly at the time, free of concern of getting sued by the prior employers of the new hire for trying to steal trade secrets from those companies.)

I told IBM such a “probation” provision made their offer non-competitive, since all the other potential employers promised the sponsorship as long as I was satisfactorily employed.  IBM capitulated.

Still, after agonizing for more than a month, I decided to join TRW Array Processors.  Not because their salary offer was higher, it was not.  Not because they were more prestigious.  In fact, TRW Array Processors, a new venture of TRW Inc., was the least.  They were in the Silicon Valley where

I could pursue my entire career without bothering relocation, but so are HP Labs and National Semiconductor.  The unique feature TRW Array Processors possessed which other companies didn’t was they were unknown! 

I tried to pick an offer through the process of elimination.  Somehow I always found some negatives about a particular offer, including the fact that Dallas, where TI Central Research was located, happened to have a 2-week, 100-degree-plus heat wave at the time.    TRW Array Processors was a new venture set up by TRW as an “internal start-up” trying to build a new breed of high-performance array processors and just started hiring in less than a year.  Its future was much more unpredictable (more potential?) than all these others.  The “unknown-ness” made them have nothing to get criticized!  In addition, they did hire one of my computer engineering professors at Illinois, Bob Rau, who was also on my thesis committee, as their chief architect.

Over the years I’ve been thinking about this “un-orthodox” decision from time to time.  I think one major reason for me to have chosen TRW Array Processors is – subconsciously I really like to build cutting-edge products.  I certainly didn’t know at the time that this theme actually formed the backbone of my entire career.

Unfortunately the first day I reported to work at TRW Array Processors, October 1 1980, the Array Processors project got suspended by TRW pending further review, due to a minor electronics industry recession and the sponsoring VP’s departure.  They stopped hiring additional engineers after me and eventually turned the new venture into an internal R&D project while they tried to figure out what to do with this project and a dozen or so people they already hired.

The group continued working on a demonstration prototype trying to “impress” senior management about the decision.  Without much support, I worked as a junior architect, logic designer, and micro-programmer.  A year later we had a very successful demo analyzing de-classified government satellite images.  We knew it didn’t bode well even when we started the demo, though.  The responsible vice president from TRW headquarter in southern California, while specifically invited, didn’t even bother to show up.

TRW eventually decided to merge our group into their Sunnyvale, California-based subsidiary, ESL Inc. in early 1982. ESL works on government/military contracts.  I had to wear a special red-dotted badge as a non-citizen employee, which requires escort even when I needed to go to the bathroom.  This was obviously not a healthy environment for me to build a career.  So I decided to leave.  This was one resignation that my superior, who’s also part of the original Array Processors group, actually apologized to me.

During the time I was looking around for a new job, someone mentioned to me about a small start-up company called Sun Microsystems in the Valley working on some sort of desktop computer systems.  Apparently at that time I had not been in the Silicon Valley long enough to appreciate a 100-and-some-people “small” start-up.  I didn’t look into it.

Finally joining IBM

I did feel sorry that I had to turn down IBM’s employment offer when I graduated.  IBM was such a shining brand worldwide in the ‘60s and ‘70s.  I once joked to my American friends that I learned of the IBM name even before I knew how to spell the United States of America.

Now I was already in California.  I joined IBM San Jose Research Center.  Fortunately they thought I was still “reasonably fresh” to hire.  I was hired to build the hardware part of a programmable, parallel/pipelined quality inspection machine for IBM’s newly invented thin-film disk head production.  It was a fun project and I had a very friendly but talented group of colleagues to work with.

While most of the Array Processors people eventually left ESL and worked in various Silicon Valley companies, Bob Rau and Array Processors’ finance guy Arun Kumar managed to get permission from TRW to use the IP (Intellectual Property) we developed in the Array Processors group.  Specifically this allowed Rau to continue pursuing his new invention – the Very Large Instruction Word (VLIW) high performance computing architecture which he called Polycyclic Architecture.

Soon Rob Rau, Arun Kumar, and I got together during weekends to work on the idea of building a super-computer based on this Polycyclic Architecture. After a few months Bob and Arun wrote a business plan and started approaching Sand Hill Road.  (If you live in Silicon Valley, you should know what I meant.  Sand Hill Road in Menlo Park, California, is populated with numerous venture capital (VC) firms where many famous high tech companies today got their initial funding from.)

The fund-raising effort initially was not successful.  After all, all we had at the time was a bunch of ideas and none of us had presentable industrial credentials or prior entrepreneurial experiences.

The breakthrough came when Bob heard Gordon Bell, a computer industry legend, was visiting the Bay area.  Bob knew him in his academia days.  He managed to find out which hotel Bell was staying and got himself an opportunity to present to Bell.  Bell commented that the idea was interesting.  He might even just try to be polite!  But that’s enough.  In all subsequent VC firm presentations, Bob told them Gordon Bell said it’s interesting.  Believe it or not, in a couple of months, three VC firms each committed to provide $200,000 as seed fund for us to “solidify” the ideas. 

The new machine needs to have an operating system, which we decided to adopt AT&T Unix System V.  The best Unix expert I knew was my brother Wei who was working at HP Labs at the time.  In addition, the VLIW architecture is highly dependent on compiler’s capability to excel.  Bob recruited a compiler expert Ross Towle to join.  So in June 1984 a mini-supercomputer start-up Axiom was born with five of us as co-founders.  The name Axiom was later changed to Cydrome to avoid some legal name infringement issue.  To change the name, it cost us $50,000 hiring a linguistic expert firm Name Lab of San Francisco, which allegedly invented the famous name Exxon.  We initially tried to come up with a different name ourselves.  Yet we couldn’t agree with each other’s choice.  A seemingly simple task turned out surprisingly to become a multi-hour debate.  None of us liked the concocted name Cydrome, which Name Lab expert claimed to mean some sort of intelligence racetrack.  Since none of us liked it, there was no bias.  So we adopted it!

Start-up Days

With a total of $600,000 seed funding, the milestone we were required to achieve was essentially a complete set of architecture, hardware, and software specifications for the mini-supercomputer we proposed to build.

The market prospect seemed to be excellent.  Between the extremely popular Digital Equipment Corporation’s minicomputer VAX-11/780, which cost about a quarter of a million dollars (reads: affordable by most schools and organizations) and the venerable, million-dollar-price-tag Cray-1 supercomputer, there was nothing else in the high-performance computing equipment spectrum!  In fact, that was exactly the reason TRW set up its Array Processors new venture.  TRW used a lot of VAX-11/780’s in government projects.  To further boost 780’s computing performance, they had to attach additional performance accelerators, most frequently the Floating Point Systems AP-120B Array Processors, to the 780’s.  After a while apparently they became sick and tired of it, and decided, well at least for a while, to make their own.   

Cydrome was not the first start-up attempting to address this market gap.  Convex in Texas and Alliant on the east coast were ahead of us.  In the subsequent two years, four or five additional start-ups were formed.  All used innovative but proprietary architectures trying to achieve Cray-like supercomputer performance, but cost much less than the million-dollar price tag.  From 1983 to 1989, the art of computer architecture really blossomed! 

Five of us, all in our early thirties, four Ph.D.’s and one accountant, were full of passion and light in real industrial experiences.  It was early ‘80s, when Digital Equipment Corporation in Massachusetts was red hot with their minicomputer DEC VAX-11/780.  We wanted to be DEC II in ten years!  While I was the only hardware guy in the founding team and eventually built up the 40-some people hardware group consisting of engineers, technicians and managers, I couldn’t claim the Vice President of Hardware Engineering title.  I was only a project leader and research staff member in IBM, so said the investing venture capitalists.  I had to hire a more experienced manager from DEC to be my boss.

We eventually built a pretty significant system and shipped our first six prototypes to potential customers in September 1987.  We used the state-of-the-art chip technology called Gate Arrays from Fairchild and Motorola.  The gate density compared to what’s available today was very low.  We ended up with a 19-inch chassis populated with multiple 20-inch by 20-inch circuit boards.  The hardware intensiveness forced us to price the system for more than half a million.  While the machine performance was still impressive enough to achieve our original performance goal, the market in the meantime changed!

All computer engineering students who know a little bit of computer history should remember the major CPU (Central Processing Unit) architecture disruption occurred in mid ‘80s.  After decades of pursuit of complicated instruction set trying to match human’s high-level language linguistics and hoping to achieve high performance, the ever-increasing speed gap between CPU logic and memory latency fostered a new vision.

In 1986 a new architectural philosophy called Reduced Instruction Set Computing (RISC) emerged.  Instead of supporting a bunch of complicated instructions many of which access memory data directly, RISC architecture employs a large number of CPU-residing registers for faster operand accesses and easier compiler optimization.  It limits direct memory data access only to LOAD and STORE instructions.  Instructions are made equal length, and designed to be easy to decode, and its execution easy to be pipelined.  All of these speed up computing performance.

RISC in 1986 was represented by SPARC, invented by Dave Patterson of University of California, Berkeley, and MIPS, invented by John Hennessy of Stanford University.  Although ARM was also invented at the same time, it initially completely focused in the embedded application area.  Silicon Valley based Sun Microsystems quickly picked up SPARC and Silicon Graphics picked up MIPS and started building workstations.

By late 1987 when the mini-supercomputer crops from various start-ups including Cydrome’s hit the market, the pretty capable but much affordable 10-MIPS (Million Instructions Per Second) workstations from Sun and SGI started becoming popular.  And the 20-MIPS versions were around the corner.  All of a sudden, many high performance computing (HPC) customers, such as Hollywood digital movie producers and national research laboratories who expressed strong interest when we started, hesitated.  They told us that compared with a half-million dollar cost and special programming as all mini-supercomputers used proprietary architectures, they’d rather acquire 10-20 Sun or SGI workstations to achieve the same purpose, not to mention the fact that popular workstations came with tons of off-the-shelf applications.

The competition for the remaining HPC customers became fierce.  Companies started offering 6-month free trials without payments for interested customers just trying to occupy their floor space so they would be less inclined to try others.

While customers were not paying, we still had to support those systems we shipped to them.  One day in early 1988 we received a phone call from Pittsburg National Supercomputer Laboratory.  They had a small fire in the computer room which triggered the automatic fire extinguishing installation in the ceiling.  The Freon sprayed on the Cydra-5 (Cydrome’s mini-supercomputer product name) and probably damaged the system.  While a few of us engineering guys were discussing how to resolve the situation, our Chief Financial Officer Arun Kumar started to burst into laughter.  Cydrome would now have its first revenue, because the insurance company had to pay!

By 1988 Cydrome had grown to about 150 people after three rounds of financing with a total of $50 million dollars invested.  The awful market climate caused our lead investor Prime Computers to withdraw.  Prime, one of the successful minicomputer companies in Route 128 area of Massachusetts, was initially so interested in Cydrome’s technologies and planned to use Cydra-5 as their next-generation offering.  Their “professional” interest did help Cydrome’s funding effort as many VCs followed their lead.  Their CEO in early 1988 wanted to buy Cydrome “before they go public.”  That triggered two of Prime’s founding board members to come out and personally evaluate the company and the market.  They visited the company, talked to all the key people, and studied the market for two full days.  They arrived at a shocking conclusion.  Not only did they veto the acquisition proposal, they also wanted Prime to completely get out of this brutal mini-supercomputer market which includes their investment!

Prime’s withdrawal shook all other venture investors’ confidence.  They started freezing Cydrome’s fund in the bank.  After four rounds of layoffs, Cydrome closed its door at the end of 1988.  Hewlett Packard walked in, offered $50,000, and acquired all intellectual properties including three of my US patents, as well as two working prototypes we had on the floor.  They also hired Bob Rau to HP Labs to continue the research of this architecture.

By the end of 1989, essentially the entire mini-supercomputer industry vaporized!  Interesting enough, companies folded literally in the reverse order as they were founded.  Convex and Alliant survived Cydrome, as they already established an installed base which provided some services revenue by the time workstations started seriously eroding the market.


Joining Sun Microsystems

While Cydrome was closing, I started looking around.  At this time I was already in the Silicon Valley.  The mini-supercomputer industry was essentially destroyed by the (super-)workstations.  Workstation?  A category of computers I didn’t even hear of when I was in the grad school in less than ten years ago.  Why are they so capable?  Cydrome’s mini-supercomputer had to employ a rack full of 20 inch by 20 inch electronics boards to do its job, what is the magic in Sun’s “pizza box” sitting on the desktop underneath the monitor?

“You can’t beat them, join them!” as I was told by my American friends.  I became very interested in working in those companies.  I got the names of SGI’s VP of engineering and Sun’s workstation engineering VP.  I wrote letters to them directly.

I still remember the first time I met Sun’s workstation engineering VP, Howard Lee.  While I was waiting for him in a chilly morning outside of the Hobes Restaurant at the intersection of Highway 85 and Stevens Creek Boulevard in Cupertino for our breakfast meeting, a small, bright yellow Porsche 914 pulled into the restaurant’s parking lot.  Out stepped Howard.  Apparently he was a sports car hobbyist.

The interview process with Sun went very well.  I was told that Sun had a hiring freeze at the time. Howard hired me anyway and assigned me to be a staff member to his engineering director Ken Okin to start working on a bus which can support a multi-CPU workstation.  I was given the rank of senior manager, as I was only a director of a defunct start-up.  

I actually also got a nice offer from SGI.  They were a direct competitor to Sun in the workstation market.  The two-day interview process went so well that I started to worry about the challenge of making a choice versus Sun.  In the afternoon of the second day, their VP of engineering gave me a tour of their workstation lab.  Among many SGI workstations and prototypes, all of a sudden I saw two Sun workstations.  That surprised me.  I asked them why they even used their direct competitor’s product.  Reluctantly, they told me a couple of product design tools they needed to use only ran on Sun.  I considered it’s a hint for me from God.

I joined Sun Microsystems’ Workstation Division in October 18, 1988.


Brief Workstation Stint

During the first week while I was walking around offices, I noticed that many of them had a big yellow foam piece hanging on the wall showing a clenched fist with the index finger sticking out.  I asked people what that meant.  “We just passed the one-billion-dollar revenue milestone!” they said.

Okin had four workstation product teams going on simultaneously at different stages.  Each team had five to eight engineers led by a manager.  The development cycle was very short, typically nine months to a year.  The progress in CPU technology was very robust during that time.  Newer and faster CPUs became available on the market every so many months. That means Sun was capable of cranking out new workstation models at a rate of less than a year per model!  This was why Bill Joy, one of Sun’s engineering founders, insisted on Sun focusing on uni-processor designs.  Without the more complicated multi-processor system design and therefore lengthier development time, Sun could ride on the CPU progress and provided new higher performance offerings. In addition to the Company’s competitiveness, we engineers also got the benefit of refreshing our workstations with newer models every year.

Interestingly such a fast product cycle had another unplanned benefit.  One time a customer’s workstation had a weird bug when they ran a specific combination of applications that Sun really couldn’t figure out what’s wrong, Sun just gave that customer a new faster model with which such bug disappeared.  The customer was happy.

In the first three months of my workstation days, I finished the specification of Sun’s first multi-CPU shared bus called M-bus.  The task was pretty easy because I simply took the proven A-bus which I designed for the general purpose part (which runs the operating system) of Cydrome’s (originally Axiom’s) multi-CPU mini-supercomputer and simplified it.

During this three-month workstation-learning period, Okin who oversaw the developments of various workstation products noticed that the major part of change from one workstation model to its next generation was primarily the CPU chip and its immediate surrounding logic such as cache.  The main memory and input/output peripheral (such as monitor, keyboard, and mouse) interfaces pretty much remained unchanged.  He came up with this great idea of putting the new CPU chip (usually runs at a higher clock rate) and its cache on a module (a smaller piece of printed circuit board).  The workstation motherboard simply carries a socket for the CPU module and can remain unchanged for generations.  This fundamental structure change made the development process much more efficient.

Sun’s first SPARC CPU chip implemented with Fujitsu’s gate array was designed by only two engineers.  Subsequent SPARC CPU chips, however, required much larger team due to more sophisticated logic and the need of monolithic semiconductor design for speed and density.  The CPU development population growth and differences between the semiconductor chip development process and system products’ board-based development process created the need of a new SPARC Processor Division subsequently.

Ironically the module approach created a political problem – between the SPARC CPU group and the system groups, who owns the module? 

Ultimately the SPARC CPU group won.  They no longer supplied the system groups with the CPU chips.  They supplied the CPU modules.  The more limited “CPU view” of the module did create system problems, but that was already quite a few years later.


Sunburst Project

Sun actually had two system groups at the time.  In addition to the workstation group, Sun also had a server group.  In that era of workstations, the servers were essentially considered as subordinates.  Only when a job taking too much storage for its data usage exceeding the storage capacity of desktop workstations, or taking too much time to run that the workstation owner didn’t want the job hogging his/her workstation, did it get relegated to servers.  Servers, therefore, distinguished themselves by having much larger storage (main memory and/or disks) and, usually, faster CPU, and are usually shared because of its higher cost (therefore lower volume from a vendor’s perspective).  When I first joined Sun I asked Howard Lee, the VP of workstation division, what was a server as I never learned that terminology when I was in school, he replied “server is just a workstation but got its hands (aka keyboard) and head (aka monitor) chopped off.”  Even Sun’s manufacturing insisted on calling servers “deskside” versus “desktop” for workstations in those years.

In January 1989, Sun’s server group lost an engineering director who was leading the Sunburst project.  The server group’s main project was called SunUp using a Seattle company BIT’s ECL processor for its faster speed.  ECL technology was only used in mainframes and supercomputers at the time.  Compared with the cheaper TTL technology used by minicomputers, workstations, and personal computers (PCs), it is much faster but much more power hungry and more expensive.  Logically the server group created a derivative project call Sunburst using the same architectural design as SunUp but with the cheaper TTL/CMOS technologies in non-CPU areas.  Since it was a derivative, it had a much smaller engineering team with only eight engineers (versus SunUp’s 40+).

Due to my large system background, Howard Lee included the server division VP Len Hughes in my interview process.  So he knew my existence.  Instead of recruiting an external candidate for the Sunburst job, he approached Howard Lee to “borrow” me.

I just finished the M-bus spec.  While the workstation motherboard (all desktop workstations only has one single printed circuit board) complete with CPU, main memory, and I/O was interesting, I as a computer architect was getting bored.  So when Howard asked me, I immediately agreed -- both for the richer architectural content of potentially larger machines and the opportunity to build my own product!

I never returned back to the workstation division.

The morale of the Sunburst team was low and the project schedule was behind.  Two weeks after I joined Sunburst, then Sun’s VP of engineering Bernie Lacroute, Len Hughes’ boss, called me and asked me whether the project was able to tape-out its key gate array by May 21, the scheduled tape-out day and two and half months away.  Based on my assessment of the development status and the required subsequent steps, as much as I really wanted my own project and knowing a negative answer would endanger the project, I told him no.  He said the schedule delay might force the company to cancel the project.  I told him in that case he might as well cancel the project immediately as there was no chance the project in its current status could achieve the milestone.  He didn’t, at least not right away, carry out his threat.

Different Attitude

Partially because I wanted to make up Sunburst’s product knowledge myself and project schedule of the team as fast as possible and partially because I knew it’s easier to go from hard working to more relaxed working style than the other way around, I continued to go to work on Saturdays just like my Cydrome days – a common working style for start-up companies in Silicon Valley.  Sunburst engineers noticed that.  So they also started to come to work on Saturdays.  We went to lunch together, on my treat.

Three weeks later, one day a Sunburst engineer who I knew was also attending evening classes at Stanford for his master degree came into my office.  He said, “Dave, you cannot drive us like this!  We are going to die.”

I was shocked.  I almost shouted to him that Cydrome engineers worked this way for more than four years.  No one died!  In the last second I swallowed the words.  I suddenly realized that I was in a different environment working with a group of people having a different attitude.  People who came to Sun, already an established public company, to work are different from those who go work for start-ups!

Product Refinement

As part of my learning process, and now it’s my project, I tried to refine the product.  Since the product was positioned to be the cheaper (but slower) SunUp, I first started working on the product cost.  The major cost of the hardware material came from the cost of the gate arrays produced by LSI Logic.  Equipped with my still fresh Cydrome experience in dealing with various hardware vendors, I called up the LSI Logic sales rep.  I presented some pertinent pricing comparison among gate array vendors and tried to negotiate.  The LSI Logic gentleman, looking at the young and green manager in front of him, grinned : “Sun has a blanket contract agreement with LSI Logic on all gate arrays.  The prices are fixed.”  He apparently was right.  I couldn’t change it.

What else could I do to improve my product?  It happened that on the market the CMOS memory chips Sunburst used for its cache memory just quadrupled its density since Sunburst’s original design with the same cost.  I asked the team to immediately modify the original design to accommodate the new chips.  As a result, while Sunburst still ran at a slower clock rate and therefore a cheaper machine, its application performance started to challenge that of SunUp’s.  That created tension between the two projects.

Raduchel’s Three IT Service Plans

In addition to the product, I tried to do something to control the project expenses so that more budget money could be used for prototype materials and/or additional staffing.  I noticed that among all project expenses there were various “cross-charges” from other parts of Sun.  One charge really stood out in the crowd was “IT Services” charged by Corporate IT.  With only one manager and eight engineers in the project, the IT Services charge seemed excessive.  Chinese has an adage which says “A new-born calf has no fear of the tiger.”  As a newly-joined manager in a big corporation, I made an appointment with then Sun’s Chief Information Officer (CIO) Bill Raduchel to “review” Sunburst’s IT Service charge.

After a brief exchange of pleasantries, I explained the reason of my visit and politely expressed my complaint of the high IT Service charge.  I said I wondered whether there would be ways to reduce it.  Staring at me and with a smile on his face, Bill opened the middle drawer of his desk and took out a piece of paper on which three different IT service plans were listed with tabulated details.  My eyes quickly focused at the costs of each plan listed at the bottom row of the table.  I was shocked to find out - They were identical!

The message was clear.  This guy was in the very top of the Company.  Whatever algorithm or logic the cost calculation was based on, I was not going to achieve my objective and I was in no position to negotiate.  I thanked him and quietly left his office.

Project Cancellation

The SunUP/Sunburst duo didn’t last too long.  Sun typically finished its annual budgeting process in early June in time for the new fiscal year starting July 1.  As a young, aggressive, innovative company it always created more projects than it could chew.  The reality check at the end of budgeting process meant project-killing time.  The budget shortfall apparently was not huge for the server group.  Chopping off the much smaller derivative project might have seemed like a convenient decision. 


SunDragon Project

One day near the end of June 1989, Eric Schmidt, then VP of engineering at Sun (Lacroute left Sun to become the “L” of a new start-up HAL Computer Systems chartered to build a new 64-bit SPARC microprocessor) called me into his office.  He told me Sunburst was to be cancelled.  Then he told me about the SunDragon project, a recently created joint project with Xerox. 

Xerox Palo Alto Research Center (PARC) had been doing research on multi-processor system architecture since 1985.  A team of highly talented, world-class engineers including Bill Gunning who implemented the first 3MHz Ethernet interface chip, and chief architect Pradeep Sindhu who later founded Juniper Networks, had developed a high-performance multi-processor architecture with multiple Dynabuses, an innovative split-cycle cache coherence bus.  They even developed several VLSI gate arrays to demonstrate the technology.  At Xerox the project was called Project Dragon.

Unfortunately when they approached Xerox management in 1988 to initiate a product development project to actually implement the machine, they were told Xerox was not really a computer company and would not fund such a significant development.  However, knowing the value of its intellectual properties (IPs) and apparently out of respect for this talented group of engineers, Xerox management did allow the group to seek out a computer company to share the technologies in return for royalties.  (The Xerox researchers in the group, probably more than their company, actually had a more ambitious goal as the manager of the group told me years later.  They believed a computer based on the Dragon architecture could have the performance oomph, versatility, and reliability to serve as the engine for Xerox’s high-end color printer/copier.)

In 1988 Sun also started getting serious competition from Silicon Graphics which started offering multi-processor servers.  Multi-processor systems can scale system performance beyond what can be achieved by a single processor.  Equally importantly, multiple processors offer redundancy!  If one processor dies, the rest of the processors could get the system going without crashing.  Both are critical for servers.  Sun literally didn’t have any multi-processor technology knowhow at that time.

Both Xerox PARC and Sun are located in Silicon Valley.  The geographical proximity and the mutual interest provided a natural marriage.  Sun and Xerox signed a joint development agreement in fall of 1988.  In January 1989, the Xerox team – a group of nine world-class engineers and a manager – moved into Sun’s Mountain View campus.  Augmented with a number of newly recruited Sun engineers, the Project Sun-Dragon was born!  Sun put a director Steve Bourne, who invented the famous Bourne shell on Unix operating system, in charge.

Particularly during those days, the initial stage of a big machine project was very hardware intensive.  Steve apparently was a very software guy.  After probably a number of clashes, the talented but proud Xerox engineers soon lost respect of their Sun leader.  The Xerox team was threatening to return back to Xerox PARC, and the project seemed falling apart.

Eric (who actually came to Sun from Xerox PARC) asked me to go to the SunDragon project team “to evaluate whether the project and the team have true merits” and report back.

The Interview

I still remember that day…  When I showed up at the previously scheduled time in front of Bourne’s administrator Gladys (in Silicon Valley high-tech industry we typically call manager’s/executive’s secretary Administrator or admin.  It is considered a more respectful title and has a broader specification of job responsibilities that usually goes beyond just their responsible principal), she gave me a 2-day schedule with various people’s names, their titles, office numbers, and meeting times.  Several names belonged to a couple sister groups’ executives.  That was a job interview schedule!  They were treating my meeting request as a job interview!

I didn’t know how to explain to this lady.  With a smile on my face, I took a pen, crossed off a few names, and added several additional job titles (as I didn’t know the names of those responsible).  I told Gladys that I needed to talk to these people and asked her to schedule those who hadn’t been scheduled.  I still remember the look on that poor lady’s face.  (I would probably have behaved the same if I were in her position.)

The “interview” process turned out to be a very pleasant one.  Steve explained the reason for the interview arrangement, because he didn’t know me and didn’t know what responsibility in the project to give me. 

Almost all key positions of the project were assumed by Xerox people, led by a Xerox manager Jean Gastinel.  Jean, an energetic, passionate yet soft-spoken French gentleman, had been leading the Xerox Dragon project for years.  Now he was essentially running SunDragon.  Jean friendly and patiently introduced to me the project history, the architecture, and the team personnel and their responsibilities in the project.  Jean’s knowledge and passion about SunDragon made me feel the project was literally his life.  We two soon talked like old friends and, until the Xerox team finished their mission and departed Sun in 1993, Jean remained an unexpendable partner to me.

The chief architect for the project was Pradeep Sindhu.  We met in meetings a couple of times when I was still working on M-bus in the workstation group while Pradeep who invented the split-cycle Dynabus (the CPU-memory bus in the Dragon system architecture) represented the server group in those meetings.  Some competitive sentiments between the two bus designs did show occasionally, albeit very professionally.  Over the years I couldn’t help recalling from time to time the first thing Pradeep said to me in that “interview” meeting: “Are you coming here to find Dynabus’ problems?”

Except Dynabus, all the multiprocessor buses I know of at the time, including the M-bus which I myself ultimately derived from Texas Instruments’ NuBus, were shared-cycle bus.  For a shared-cycle bus, once a processor gained bus ownership and issued a memory data request, that processor retains the bus ownership until the memory delivers its data without letting any other processor utilize the bus.  This kind of design is intuitively straightforward, but most importantly it provides the “atomicity” of the data operation without other processors inserting themselves in between.  This makes the cache coherence protocol (necessary to maintain data consistency in a multiprocessor, multi-cache environment) easier to implement.

The price to pay for this simplicity, however, is lower utilization of the bus bandwidth.  While the bus master is waiting for memory to complete its operation, the bus is idle.  That precious bus bandwidth is thus wasted.  The lower overall bus bandwidth leads to a smaller number of processors such a bus can support.  Technically this is called lower “scalability”.  When the memory latency relative to the processor speed is getting longer, as the latter was progressing at a much faster rate over the years in the ‘90s, this scalability limitation is getting worse.

The Xerox Dynabus works much like today’s networking technology.  The bus master sends out not only the target memory’s address in its memory request, but also its own identification.  It then quits the bus and allows others to use the bus.  Eventually when the memory is ready to deliver the data, the memory controller will request the bus and delivers the data using the identification associated with the original request.  This kind of split-cycle characteristics drastically increases the bus bandwidth and correspondingly the total number of processors that the bus can support.  An amazing conceptual breakthrough at the time in bus designs!  (Years later when I recalled, I believe Pradeep’s networking career didn’t just start in 1996 when he founded Juniper Networks.  Networking was already in his mind more than 10 years earlier!)

Of course, nothing is free in engineering.  Implementation of multiprocessor cache coherence protocol in Dynabus is more complicated.  With difficulty in fully understanding how Dynabus works, I questioned Pradeep the validity of its cache coherence protocol.  He smiled and told me he could “formally” prove the protocol’s validity.  I barely heard of the existence of some theoretical formal proof methodology and did not know how to do them personally.  

At this point I surrendered.  I stared at this Xerox researcher respectfully.  I believed he could.

The Earlier Decisions of SunDragon

As expected, Steve made me in charge of SunDragon’s hardware development.  Six months later, Sun combined its Server Group and Workstation Group and put Howard Lee in charge.  I replaced Steve in leading the SunDragon project reporting to Howard.

Single Modular System Board

One early decision the SunDragon project had to make is the positioning of the product.  The Xerox Dragon technology portfolio my fellow Xerox guys produced over the years since 1985 was so rich and scalable.  Before I even joined the project, the Xerox guys already decided to have a modular packaging  architecture for the whole system.  Instead of the prevailing convention of separate processor boards, memory boards, and I/O boards as in the popular DEC VAX-11 minicomputers, SunDragon only has one board type with two processors and associated caches, part of main memory, and I/O on the same board.  The Dynabus didn’t just connect to the edge of the boards, as most designs in multiprocessor system would do, the bus actually gets on each board which makes all processors, all memory, and all I/Os equal citizens on the bus regardless how they are physically packaged. 

When they told me about this design decision when I joined the project, I liked it because it allowed the project team to focus on only one board design in addition to the backplane in the rack.  System scaling becomes easy.  If the customer wanted higher performance by scaling up the system, they just added more SunDragon boards!  More than 20 years later, when I looked at Cisco Systems’ Unified Computing System (UCS) blade servers, all of a sudden it dawned on me that the SunDragon system was actually an ancestor of today’s blade servers!  The only difference is SunDragon boards were all vertically seated in the rack chassis while most of today’s blades servers have their blades horizontally placed.
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Interestingly, there was another advantage of such a single board type design.  Sun was the king of workstations in late ‘80s and early ‘90s.  The founders of the company apparently fostered a culture of anti-overcomplicated system design.  Specifically, the Company edicts which affected the SunDragon project included system boot time no more than 30 seconds and the product could only have a single (mother-)board.  Smell the workstation flavor?  No workstation user enjoys sitting in front of his/her workstation and waiting for the system to boot up.  The “rule” seems reasonable.  Unfortunately the system booting process includes file system check and memory testing. Thus the boot time is proportional to their sizes.  Compared to workstations, servers have much larger memory and storage.  Thorough self-testing before starting serving user jobs, which servers like to do, takes time.  We had to break the rule!  Fortunately while users typically turned off their workstations at the end of the day, the common practice for servers in the United States at the time usually didn’t.  (We were told some other part of the world at the time still did.)  We defended the minutes-long boot time by citing the infrequent booting process.  That wasn’t too difficult.

The other rule – having single board for the product – could not be argued away so easily.  Being a workstation company with most products in the form of a pizza-box with a color monitor sitting on top of it, Sun was fundamentally averse to building chassis-based, multi-board minicomputers!  Believe or not, we literally argued in meetings that SunDragon only had ONE board (type), even though the Xerox architects came up with such a clean modular system packaging design because of Dynabus’ capability without being aware of the “rule”!  The system could indeed work with only one board, which had two processors, a piece of memory, and a fully functioning I/O system on board.  When the customer needs more processing performance and/or memory capacity, they just add more (identical) boards.  The I/O system on the board consists of a local I/O bus called S-Bus, invented by Andy Bechtolsheim, Sun’s co-founder and VP of Engineering at the time, which supports four I/O module sockets.  Various I/O modules can be plugged in for desired I/O functions.

Single Dynabus

Dynabus was actually architected to have up to 4 parallel buses working together like one!  With the high bandwidth but limited by the width of the industry-standard 19-inch rack, each bus was capable of supporting up to 5 system boards (10 processors).  Considering the fact that all of Sun’s products were uniprocessor-based in 1990, thus the whole company, not just engineering but also sales, marketing, services, and manufacturing, was totally lack of experience in large systems, we decided to only implement the smallest Dragon/Dynabus architecture – the system should only have one Dynabus.  This means the product SunDragon would max out at 10 processors despite the fact that the great Dragon/Dynabus architecture the Xerox people proudly produced would support a much larger one!
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Figure 2     Sun Dragon Project Approval Form  (PAF)


Six months later, I was talking one day to my colleague Todd Lynch who was leading the Maxiray project in the workstation division building a 4-processor workstation based on M-Bus.  He mentioned a fully configured 4-processor Maxiray could also be shared and used as a server.  During the conversation I couldn’t help sensing the concern of product overlapping/competition, particularly we were all using the same CPU modules supplied by the Processor Group. Every year in late spring was Sun’s budgeting time for the coming fiscal year starting July.  As I said earlier, as a young company with thick innovation culture, Sun had new ideas and new (not necessarily officially sanctioned) projects mushroomed constantly throughout the year.  The budgeting process brings the reality and usually also the project killings and reorganizations.  Projects too close in nature, particularly in the server area which was considered a lower-tier interest to the company due to its low volume, obviously would be subject to such risks.

Doubling the Number of Processors

Based on my knowledge about the SunDragon architecture and the team’s modular gate array designs, I made a decision which turned out to be one of the best decisions I made in my life – SunDragon would double the number of Dynabus it supported and correspondingly increase its maximum number of processors to 20!  The single board type design philosophy was retained and the adaptation of the on-board logic was surprisingly simple thanks to the Xerox modular packaging architecture design.  The two-bus system architecture provided not only the doubled total system bus bandwidth (therefore double the maximum number of processors), but also the redundancy which is highly desirable for servers.  SunDragon would be able to run even if one of its bus logic failed!  Now SunDragon became a more robust server and the extra differentiation versus the 4-processor Maxiray potentially made both projects “safer”.

The “larger” SunDragon did get the product into trouble two years later due to service and manufacturing concerns.  I’ll talk about it later.

Another interesting twist of this modular architecture is the creation of its derivative later.  We did create a single Dynabus baby dragon, call Scorpion, nine months before we were able to ship SunDragon in May 1993, using exactly the same SunDragon gate arrays.  But that’s another story later.

Gunning Transistor Logic (GTL)

Among the SunDragon innovations I will be amiss if I don’t mention the special physical technology called GTL invented by the Xerox Fellow Bill Gunning.  Bill built the original 3 megabit per second Ethernet when he was in Xerox PARC.  When he joined the Xerox team transferred to Sun, he was already 83 years old.  Yet, he looked bright, energetic, and was highly respected in the team.

In the ‘80s and early ‘90s the dominant digital logic technology was Transistor-to-Transistor Logic (TTL) invented by Texas Instruments.  TTL uses +5 volt as logical one and 0 volt as logical zero.  In late ‘80s the much more power-saving Complementary MOS (CMOS) technology started becoming more popular.  But CMOS still uses the TTL logic level convention.  There was another faster technology Emitter-Coupled Logic (ECL) used primarily in supercomputers and mainframes.  ECL is fast partially because of its small voltage swing – only 0.8 volt between logical one and logical zero.  But ECL is very power hungry.

The large LSI Logic gate arrays which we chose to implement cache controller, memory controller, I/O controller, and the SBus controller in SunDragon used the CMOS technology.  Unfortunately the large 5 volt swing between logical one and logical zero on the bus limits the speed we could run the bus due to reflections.  Bill Gunning decided to work with LSI Logic and adapted the input-output transistors in those SunDragon gate arrays from the TTL logic levels to ECL logic levels.  A new transistor logic technology was born, which we with high respect called Gunning Transistor Logic or GTL.  A couple of years later IEEE actually standardized GTL and it becomes universally available.

It’s probably worth mentioning here – the manager of the application engineering team which LSI Logic assigned to assist Sun’s SunDragon project due to our extensive usage of the large LSI gate arrays was a young, energetic guy called Jenson Huang.  The early ‘90s acquaintance with him actually started our more-than-25-years of professional friendship.  Yes, Jenson is the founder and CEO of Nvidia.

SunDragon Gong

Having Jean Gastinel as an advisor, consultant, and sounding-board partner, we carried out SunDragon engineering development in a very methodical manner.  We knew the scale of the product – the largest system product Sun had ever built, the modular system architecture and a brand new split-cycle bus, as well as the innovative GTL I/O technology were all aggressive and high risk stuff.  We had better develop this product with all the rigorous engineering discipline, and balance the risk by being conservative wherever opportunities presented themselves.  For example, due to rapid advance of the DRAM technology in terms of density and performance, particularly relative to a server’s longer life time, memories in those days were implemented by providing a number of sockets on the printed circuit boards with plugged-in DRAM modules.  The module was formed with DRAM chips mounted on both sides of a thin piece of printed circuit board and called DIMMs (Dual Inline Memory Module).  The number of copper connectors on the edge of both sides of the DIMM, which makes contact with the clamping springs in the sockets on the board, was mechanically limited by the size of the required contact area and the size of the socket.  Being the sole conduit between the logic on the board and the logic on the DIMM, these I/O pins were usually precious resources.  Yet, we architected the system in such a way that the copper I/O pin on opposite side of the DIMM carried the same signal.  While this cut the number of I/O signals we could have in half, it provided fault tolerance by maintaining correct electrical signal connection even if one side of the spring in the socket became loose and provided intermittent contact.  Once we had the SunDragon DIMM prototype, I usually carried one in my shirt pocket.  When I presented SunDragon as an upcoming new product to visiting Sun customers, which I had to do several times a week in the two years before we shipped the product, I always pulled out the DIMM and showed it to the visitors as an example of the kind of details we paid attention to for the SunDragon design.  The customers took it very well.  In fact, years later, a customer told me that they bought the product solely because of that comment.  Our customers were smart.  They endured marketing pitch, but they trusted engineer’s comments. 

We recruited an Amdahl veteran Stimson Ho and put a strong physical technology team under him.  The signal integrity Distinguished Engineer Leo Yuan came from the IBM 3081 team and the power supply specialist Chin Chen was a certified electrical engineer by the State of California.

On the logic design side, not just the whole system was modularized into one to 10 identical system boards communicating with each other through two Dynabuses on the backplane, the system board with the two Dynabuses running onto the board was arranged in such a way that attached with each Dynabus we had the CPU/cache module, cache controller, memory controller, memory DIMM arrays, and I/O controller.  The three controllers, as well as the S-Bus controller which was shared by the two I/O controllers, were all large LSI Logic gate arrays.  Each gate array design team consisted of a senior logic designer and a junior engineer.  The overall system board design was owned by a passionate and talented engineer Jeff Price.  Jeff was the founding member on the Sun side of the SunDragon team.

Once the specification and architectural stage were over, the detailed design phase started.  Instead of the traditional design reviews by peers, we put the entire system with multiple system boards (therefore multiple processors, memory segments, and disjoint I/O S-Buses) in multi-tier simulations.  First, the gate array designs were individually simulated using LSI Logic tools by the individual gate array design teams; then the whole system board with all gate array models by the board design team; and finally the multi-processor system with multiple system board models strung together with the Dynabuses on the backplane by people dedicated to such overall system simulation led by Chief Architect Pradeep himself. We didn’t just do functional testing.  We tested extreme conditions that various designs might be subject to.  We even insisted on doing pernicious testing in which all designers were required to find ways, including conditions that were not supposed to happen, to break or fail their designs.

The SPARC processors, called Viking which was being designed by a processor team in the Processor Division, participated in the simulation using a behavior model.  The four-processor Maxiray project in the Workstation Division was also specified using the same SPARC Viking processor.

To coordinate the entire simulation effort with various modules/teams, I needed a detailed schedule for me and also for the entire team to see.  One skill I learned in my Cydrome days started to pay off.  Cydrome used several Apple Macintoshes as shared servers for people to produce nice diagrams and documents.  There was an application came with the Macintoshes called MacProject, which used rectangular blocks to show task modules with the amount of task time required and beginning/ending dates specified.  Arrows were used to interconnect these task blocks and show dependencies. Project managers can easily find out the project status, the critical path(s) to the schedule, and the dependencies among tasks.

When Cydrome dissolved, I bought one of the Macintoshes during liquidation and brought it home.  I felt MacProject would be a perfect tool for managing SunDragon schedule.  I started drawing the SunDragon task blocks and arrows when I went home at night every day.  Not just simulation phase, I included the entire product development steps all the way to First Customer Shipment (FCS).  After about a week, it turned out to be a huge diagram with all the tasks, dates, resource requirements, and dependencies I could think of.  It was a beautiful diagram!

MacProject allowed you to see the whole schedule diagram in one single view which you simply “pan” (shift) the diagram on the limited monitor screen if the diagram is too big to be displayed in one screen, or hierarchically which top-level diagram employs only major task modules which subsequently could be expanded into lower-level diagrams.  I preferred the former, as it allowed me to see the whole picture more clearly.  I felt the hierarchical representation was more for the machine (computer) or at best for high-level executives.

Since I wanted the whole team to see the schedule, I utilized MacProject’s capability to scale the schedule diagram. When the schedule got printed on the paper, it could be blown up to such a large scale with thicker black lines and larger character fonts which people could see at a distance.  When you asked MacProject to print such a scaled-up diagram, it would actually print the entire diagram in about 80 separate letter-size pages with slight overlap along the four edges of a page with adjacent pages.

I then brought the 80 pages of printout to work.  I occupied a vacant conference room with a large meeting table, trimming the unnecessary edges of the pages, and glued the adjacent pages together.  When the whole project schedule diagram was completed, it was about 12 feet long by 5 feet tall!  I selected the wall in the corridor in the center area of the whole team and pasted the schedule diagram on the wall.  Further, whenever a particular task was completed, I used a yellow highlighter to completely color that task block.  Now the whole team could see the overall project status any time they walked through that corridor!

The overall system was large and the amount of simulation we needed to perform was extensive.  This means a lot of computer simulation power was needed.  Shortly after we entered the simulation phase, Sun’s highest-end server product Sun 420 was released to manufacturing.  The initial production quantity was very limited.  Due to pant-up demand, Sun’s standard practice for new products was always allocating the early units for key customers.  Internal engineering requests usually had to wait for six months.

But SunDragon project couldn’t wait.  The morale was high, the momentum was strong, but the rapid progress of the design phase started challenging the limitation of our simulation capability.  Yet there’s so much to be done before we could tape out the gate arrays, tape out the board, and finish the whole product development.  We didn’t want to waste a lot of time and money in debugging and re-iterating the hardware.  It is much easier, efficient, and thorough in debugging using detailed simulations.  The clock was ticking!

I requested 30 units for the first batch of Sun 420 production anyway.  I like to do things the best I can, and the rest is God’s will.

While I was waiting for the outcome, one day then VP of Engineering Eric Schmidt paid an unscheduled and unannounced visit to the SunDragon group.  Yes, the Eric Schmidt you probably heard about – Google’s CEO and Chairman for quite a few years!

I rushed out of my office when I was told that Eric was here.  He told me he just wanted to walk around and see the group.  When I walked with him, I briefly told him what the group was busy doing primarily at the time and, quite conveniently and naturally, the challenge of the lack of simulation power.  While we were walking through that corridor on its wall the partially colored schedule chart was displaying, he noticed it.  He asked me what that was for and I explained it.  I could see his face lit up.  I figured since almost all Sun workstation projects were relatively small with single digit of people and less than a year of development time, he probably never saw such a project schedule discipline before.

Two days later I was told that, out of a total of 39 Sun 420’s Manufacturing produced in the first month, we got 19!  You cannot believe how excited I was when the 19 refrigerator-size boxes got delivered and lined up along the corridor wall next to my office!  That was more than padding on the shoulder from superior.  Of course, that was also expectation.  I would be lying if I told you I didn’t at the same time feel the pressure.

To further encourage design engineers finding design bugs through thorough simulation, we sent people to San Francisco China town and bought a huge hanging gong.  The manager whom I asked to do it had an artist boyfriend.  The boyfriend even volunteered and painted a colorful dragon with two black bugs snatched by the two dragon claws.  We set up the hanging gong in that schedule corridor and told the team whoever found a bug, either in their own designs or part of the system designed by others, would be entitled to hit the gong once.  When that happened, the whole team would all poke their heads out of their individual offices and cheered!  It’s a great contribution to the project and an honor to find a bug in the design.  Not a shame!
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Figure 3          The SunDragon Gong


We even made a bunch of palm-size bright yellow round stickers with a black bug and a cross superposed on it.  We glued such a sticker on the bug-finder’s office door frame and gave that guy/gal 5 dollars instant cash bonus.

Over the 6-month intensive simulation the whole group was essentially engaged in, many engineers got the yellow stickers all over their office door frames.  One totally unexpected outcome eventually came out to haunt me.  When the group had to move to a different building, a relatively frequent event due to expansion or company re-organizations, the company’s facility manager came to my office and shouted at me.  It turned out that those yellow stickers were easy to apply to the door frame but extremely difficult to peel off!

I wish I could tell you, once we got those Sun 420’s, the project’s simulation life lived happily thereafter.  Unfortunately simulation capacity had an insatiable appetite.  We needed more than our own simulation servers could supply.  A senior professional diagnostics free-lancer Jim Schimandle came up with an idea.  He wrote a program which supplied available servers to designers who needed performing simulation tasks.  When no server was available, the simulation task was simply queued in a waiting list.  So engineers were encouraged to submit all necessary simulations as needed without spending time managing them.  When the simulations completed or failed, they would be informed through email.

On the supply side, in addition to the group-owned servers, I went to visit all the sister groups in the company who owned servers connected to the company network.  Since different projects were in different development stages, not all of those servers were busy.  The program even allowed servers to be employed during specific time of the day intervals.  None of the group managers liked their servers to be physically moved from their sites, as the chance to get them back apparently would not be good or timely.  But, lending compute cycles through the company’s internal network, particularly they could specify the starting hour and ending hour of the day, was much more acceptable.  When their projects reached the point they needed their servers, we could easily terminate such a partnership.

That’s the begging and borrowing part of my life!

Great Hires

In late April 1990, I received a phone call in one late afternoon from a University of California, Berkeley, Computer Engineering Ph.D. candidate Ashok Singhal.  He told me he was busying working on his Ph.D. thesis and missed the campus recruiting activities last fall when various corporations, including Sun, visited the campus and conducted graduating candidate interviews for employment in the following summer.  He expressed his interest in joining Sun and wondered whether he could still have the chance of an interview.

Out of my respect for UC Berkeley’s computer engineering program, I met with Ashok in the following week.  He turned out to be a very solid computer architect and I was deeply impressed.  The meeting was scheduled for one hour, but we ended talking for more than two. Ashok came with his resume with three world-renowned professors specified as references – Professors David Patterson, Yale Patt, and Alan Smith.  For the first time in my life, I made him an offer on the spot to join SunDragon’s architecture group.  This turned out to be one of my proudest hires in my career.  Not only did Ashok become the chief architect for Sun’s extremely successful second generation large server – the Sun Enterprise 6000/5000/4000/3000 series – after the Xerox team returned back to Xerox PARC, he also became the founding CTO of 3Par Data which was acquired by HP in 2010 after an industry-famous bidding war with Dell.

When Ashok finished his graduate work at Berkeley and joined in fall, all chip and board design work had been assigned.  We started paying attention to the SBus-based I/O subsystem.  SBus was Sun’s proprietary I/O bus.  There was no off-the-shelf products available in the open market.  Partially trying to test Ashok’s hands-on capability, I asked Ashok to design an SBus SCSI disk controller.  He did it in three months.

To strengthen the team’s capability of actually releasing a commercially viable system product, at the end of 1992 I hired my ex-colleague at Cydrome, Gary Beck, to head the “product engineering” in the team.  Gary was an experienced Burroughs veteran.  Burroughs was a mainframe-class computer company very successful in the ‘70s, particularly in the banking industry.  I actually hired Gary from Burroughs into Cydrome in 1985 to be in charge of Cydrome machine’s heart – the Very-Large-Instruction-Word (VLIW) number crunching Numeric Processor.  He did an excellent job in leading the group and delivered his responsible subsystem.

The long development cycle made the survival of the SunDragon project in Sun’s annual budgeting/project-killing/reorganization cycles particularly challenging.  The potential of the SunDragon product and the team’s progress and morale played important roles in re-assuring upper management’s confidence.  Sometimes I wonder, maybe the joint project nature between Xerox and Sun also made any attempt to change the status quo a messier task.

The Processor Crisis

We finally got our hardware prototype, sans the Viking processors, together in spring of 1992.  To the extent we could test, the individual gate arrays, the system board, the backplane, power system, and the mechanical packaging all worked very well.  No second iteration of any hardware component!  That’s the power of thorough simulation.

Now what we needed was the vital Viking (marketing name SuperSPARC) processors for total system integration and real time system testing.  Although company-wise, the Viking processor development was scheduled in such a way that its availability should be ahead of all of the system (workstation and server) projects that needed it for testing, as usual for complicated project, it was late.  Adding salt to the wound, because of the competitive cutting-edge performance requirements, the semiconductor industry’s next-generation technology was always pushed by leading-edge microprocessors.  Texas Instruments used Sun SPARC processor development as such a vehicle.  For every new generation of silicon technology, guided by the Moore’s Law, Sun SPARC processor team’s silicon technology engineers would sit down with Texas Instruments’ engineers to work out the detailed physical design layout rules so that it could be fabricated appropriately by the latest fabrication and testing equipment in TI’s foundry.  Sun’s new SPARC processors essentially became the guinea pigs for TI’s new silicon fabrication process.  Eventually this cutting-edge new fabrication process would trickle down and became available for other TI products.  As such, TI would share half of the Non-Recurring Engineering (NRE) cost, which chip owners have to pay foundries, with Sun for early prototype lots.  Unfortunately, while such partnership makes Sun’s SPARC processor development investment cheaper, it adds the challenge of TI’s new silicon fabrication process’ learning cycle into the chip schedule’s critical path.  The multiple chip iterations needed by both fixing Sun’s design bugs and TI’s immature fabrication process made early working Viking processor supply a nightmare. For more than half a year, in the late Thursday afternoon of every week, there was a company meeting where all system groups needing the Viking processor chips got together with the Processor Group’s TI liaison Terry Gannon and fought for allocations, if any working parts were even available.  Yet, for all workstation projects in that generation except one, they only needed one working Viking chip to equip one system prototype.  The largest workstation project Maxiray did need four, but SunDragon was a 20-processor server!

We finally got our first working Viking processor in May 1992.  The moment the single-processor SunDragon system booted Solaris operating system, the whole group went crazy!  For a computer to boot its operating system, it pretty much requires the whole system – the processor, the caches, the memory, and even I/O – to work.  The “Hello World!” displayed on the screen of the booting monitor was nothing less than a baby infant’s first cry out of the womb! 

Being a workstation company, achieving “Hello World!” was usually considered as the milestone that the high-risk project schedule uncertainty period for the corresponding product development was over.  Unfortunately for a large multi-processor system running with only one processor was just the beginning of its trickier process of testing/debugging hardware/software interaction in multiple processor environment.  To speed up the testing/debugging process, system product project usually built several prototypes to allow multiple groups of people testing their things simultaneously.  That further multiplied the number of Vikings we needed.

The Birth of Scorpion

While the hardware engineering team for the most part was playing with their fingers waiting for more Viking processors and thus more hardware functions they could test, one day Jeff Price stopped by my office right before noon.  He told me he passed by Sun’s Storage Group’s lab (upstairs to our office area in the same building) and saw a table-top box with a size similar to a Xerox laser printer designed by Andy Bechtolsheim for housing a boxful of hard disk drives.  The box was five rack units high (each rack unit is 1.75 inches) and he figured we could put four loaded SunDragon system boards horizontally in the box.

I respected Jeff’s technical capability and passion.  I invited Jeff to go to lunch with me and tell me more.  On the restaurant table, he unfolded the white paper napkin and started drawing diagrams.  Since four dragon boards would only support eight processors, one Dynabus would be sufficient to carry the necessary bandwidth.  That would allow us to eliminate the second Dynabus and all the associated memory and logics from the board.  That in turn shrunk the SunDragon system board and made it fit in that storage box.  No new gate array design.  Just some re-layout of the board.  The Dragon architecture was so modular, and correspondingly our development-time-extensive gate arrays were all so modularly defined, that conceptually this change seemed trivial!

Jeff’s board layout drawing on the napkin started with a fully configured, rectangular-shape SunDragon board.  He crossed out those electronic modules that would be eliminated from the board.  When he highlighted the remaining board with thicker pen strokes along the board boundary, it ended with an L-shape board.  I had never seen a non-rectangle computer board before (probably my personal ignorance and limited experience, come to think of it).  I couldn’t help it but yelled, partially joking out of joy, “what an ugly board!”

Later in the afternoon, Jeff came back to my office.  He told me the notch in the L-shape board provided the extra space required by the hard disk drives and back-up devices the box would have to accommodate anyway to be a self-complete server.  So this whole thing was a perfect fit.  We now could have a baby dragon!

I got so excited.  I asked Jeff to come back in a week with about half-a-dozen presentation-style Power Point slides.  I wanted to do the product and I needed buy-ins from the upper management.
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Figure 4          The Scorpion (SPARCserver 1000) System Board


Jeff gave me the slides in five days.  I remember it was a Friday afternoon in early September 1992.  Very well prepared.  No new expensive gate array designs and, with the back-end testing and manufacturing preparation, he believed we could get the product ready at the same time as the larger counterpart, the 20-processor SunDragon.  We had enough resources to do the extra project without new budget request. 

With my heart pumping, I grabbed the PPT slides and dashed into Andy Bechtolsheim’s office.  As the VP of product engineering and essentially the godfather of all Sun hardware, he had to like it first.  Andy was busying packing stuff into his briefcase in his office.  He told me he was rushing to San Jose airport to catch a plane to go to Aspen for an EMG (Sun’s Executive Management Group, fancy name for CEO’s staff) meeting.  He would look at the slides on the plane.

Later I heard, due to the infrequent San Jose-Aspen flights, half of that plane was filled with Sun top executives.  Apparently Andy liked the proposal so much that he also passed it on to his neighbors on the plane.  By the time the plane landed, I believe the proposal was essentially approved.  Indeed, two weeks later, I got the official green light to proceed.  We called the little baby dragon “Scorpion”.

The Debut of a Full SunDragon

Sun held an annual VP/Director offsite conference every year around late September.  Vice presidents and director rank people in all functions and all over the world assembled for several days for reviews and planning.  It always had a new product exhibit where engineering proudly showcased upcoming new products they were working on and expected to introduce to the market in the coming year.  In this year’s conference, 1992, we wanted to present SunDragon, the largest system Sun had ever built.  Yet, by August, we had only gotten seven working Viking processors.  Not even enough to fully configure one complete system!

Two weeks before the conference, miraculously we received our Viking number eight through twenty!  The team immediately went to work and put the 20-processor maximum configuration together.  The hardware/software testing went smoothly.  Apparently once you have two or three autonomous processors running in the system, you weeded out most of the issues caused by multi-processor contentions.  As long as the CPU-memory bus has adequate bandwidth to support the traffic under maximum configuration, the system testing beyond the seven processors we got essential became a verification process!

Since we were not sure whether we would have a fully configured SunDragon by the conference time when the conference organizer surveyed earlier, we didn’t commit to have it participate in the exhibit.  Now we knew we could, and we decided to keep its presence a secret.

As a newly promoted director, I got to attend this year’s meeting.  At the end of first day’s meeting in late afternoon and when the conference organizer invited attendees to visit the new product exhibit before dinner, I announced the debut of a running 20-processor SunDragon server to the audience!  That’s one of the proudest moments in my life.

Based on the progress, Marketing decided to announce SunDragon in an industry conference in October with product availability date (to the customer) set in May of 1993.

In preparation for the announcement, Marketing started to copyright the key technology name Dynabus.  Apparently a pretty good name, it was already taken.  XBus (from Xerox)?  Taken.  DBus (Dragon Bus)?  Taken.  Pressed by time, we had to settle with two-letter alphabet soup.  Dynabus was officially named XDBus.

First Visit to China

In fall of 1992, Sun’s Greater China country manger Daniel Yu invited me to visit Chinese customers and prospects.  China’s computing needs were dominated for decades by IBM mainframes.  Thus potentially it could be a fertile ground for Sun’s server business.  My ability to communicate with Chinese customers directly in Mandarin was certainly an extra asset.

Personally I was very excited.  I never visited Chinese mainland where my parents came from and yet I heard about it so much ever since I was a kid.  Everything was going to be a new experience.

Since database was a primary driving applications on server platforms for businesses, to potentially provide more technical details regarding various databases available on Sun’s server platforms, I asked my director of database engineering to go with me.  We arrived at Beijing around ten o’clock on a Saturday night.  I remember the streets in the about-one-hour car ride from the airport to downtown Beijing were all dark, with only occasionally a couple of buildings lighted along the way.

The following day was a Sunday.  Sun China arranged some sight-seeing activities for us.  China just opened up to western world after the 1989 Tiananmen Square event.  From time to time, on the wall of street corners, we could still see remains of birth control slogans.

After touring the Forbidden City near Tiananmen Square, we were led to a souvenir shop called Friendship Store, where only foreigners were allowed to shop.  With a Chinese face, I was stopped at the door while my Caucasian database engineering director was allowed in.  I was admitted only after my Sun China host argued with the door guard.  Believe it or not, even after we were inside while browsing around the store, some store clerk approached me and told me to encourage my Caucasian friend to buy more things.  They thought I was a tour guide!  I couldn’t help but jokingly told my colleague, “Tom, if you buy something I might get some kick-backs!”

That night our local host brought us to a huge state-run hotel also near Tiananmen Square to have a hotpot dinner.  Due to the touring during the day, we didn’t get to that hotel restaurant until about 8:30 pm at night.

Together with a bunch of Sun China sales people, almost all of them just relocated to Beijing recently from Sun Hong Kong, we occupied a large round table and ordered the hotpots.  After the small crowd noisily chatted for 15-20 minutes, we noticed that no one came and served any water or drinks.  So one of my young Sun China colleague called and questioned a waitress standing in a corner.  We were first told that the lady in charge of drinks had gone home.  My ex-Hong Kong colleagues started yelling that other waitresses should then serve the drinks.  “Sorry, all the drinks had been locked in her cabinet,” we were told.  Oh well, different systems.  Different world.

With our grumbling, about twenty minutes later, we saw a restaurant worker rushing in from outside with two big grocery brown bags in his arms loaded with soft drinks.  I guess capitalism did indeed start germinating.

In the subsequent 26 years, I visited China numerous times, mostly on business.  China has changed so much that it is downright incredible.

December 1992 EMG Meeting

While the group was finishing all the necessary hardware and software testing and Marketing was directing the group to produce more industry performance and scalability benchmarks, I received an instruction in early December from Kurt Wozniak, then VP of Engineering in charge of workstations and servers.  Kurt wanted me to accompany him to attend the December EMG meeting. 

I never attended Sun’s EMG meeting before.  As Kurt’s subordinate, I sat against the wall behind Kurt.  Immediately I realized why I was there.  They started discussing the SunDragon product.  Sun’s VP of Services started the questioning and claimed they would not know how to service such a monster.  Sun’s VP of Manufacturing joined and claimed they had no experience in producing such large machines.  The VP of Sales remained silent.

I couldn’t believe my ears!  For God’s sake, the product was already announced two months ago.  Now they were talking about cancelling the project! The culture I was brought up with tried to keep me stay in my chair, after all as an engineering director I was only invited by Kurt probably out of curtesy.  But three plus years of team effort and many people’s dreams were about to be wasted.  I figured if I didn’t speak up there and then, I probably would not have another chance to come back.  So I stood up.

I succinctly described the product’s competitiveness in the market and the unprecedented performance and scalability demonstrated by all the industry-standard benchmarks we ran.  I told EMG members – all my direct superior’ superiors – in our project’s Return on Investment (ROI) assessment we only put down 10% for our market share estimate (Sun’s product market shares at that time were all much higher than that) which was already discounted because we figured our service capability was limited and we might have challenges in manufacturing them.  “Now we are double discounting!”

I sat down after my multi-minute spit-out of my guts!  The room turned a dead silence.  A thousand thoughts came through my mind.  I had no idea what would happen until Kurt turned around and gave me a high five.  I figured that I probably wouldn’t be fired.

Indeed, nothing happened after that EMG meeting.  The project continued and the team was busy finishing up the two products.  The large SunDragon was named by Marketing SPARCcenter 2000 and the smaller Scorpion was named SPARCserver 1000.  They both shipped to first customers in May 1993.

SunOS 4.x to Solaris 2.0

In the ‘80s and early ‘90s, Sun’s Unix-based operating system SunOS was regarded as the most mature implementation of the original Unix operating system.  Customers loved it.  Unfortunately after years of rapid feature growth, the underlying framework of SunOS was no longer adequate to support the anticipated scale and robustness required in a more modern server-based networking environment.  A small research team in Sun Labs managed to create a whole new Unix-based operating system called Solaris 2.0 ready to support Sun’s network-based systems for another 20 years.  Except, Solaris 2.0 was incompatible to the prevailing SunOS 4.x, which means customers’ existing SunOS-based application software needed to be adapted and re-qualified.

Obviously Sun’s customers were not happy and were demanding Sun continue to support SunOS 4.x on new products.  Knowing Sun (therefore Sun community) had to change for a more sustainable future, and probably with the high confidence  on the strength of Sun’s upcoming new products, Sun’s CEO Scott McNealy made a gutsy decision: all new products to be introduced to the market in 1993, including SPARCcenter 2000 and SPARCserver 1000, would only run Solaris 2.0!

Such a strong stance did cause some violent roar of anger.  I remember a trip I made in 1993 visiting Martin Marietta together with the Chief Technology Officer (CTO) of SunSoft.  The CTO started the presentation by articulating the merits of the new Solaris 2.0 operating system.  Waiting on the side for my turn to present Sun’s new servers, I could sense the fury from the audience.  So when I got on, trying to soften the atmosphere a bit, I apologized for the inconvenience and extra effort Sun caused them.  That apparently didn’t satisfy the crowd.  One guy shouted, “Verbal apology is not enough.  Whoever in SunSoft made the incompatibility decision, we’d like to see heads rolling!”

Scott’s bet, absolutely gutsy at the time, apparently succeeded.  Customers’ displeasure soon got overcome by the strength of the new wave of Sun products.  In less than a year, Sun environment completely switched from the good old SunOS to Solaris!

Scorpion the Trouble Maker

While we were finishing the products, we constantly had customers visiting our engineering lab led by Sun’s sales reps.  They wanted to see Sun’s next product(s) and the engineers in the lab were proud to show them what they were working on.  One day a Wall Street executive visited the lab and saw the “tiny” 8-processor Scorpion box.  He couldn’t believe it.  Never before in the industry was a self-complete server with 8 high-performance processors packaged in such a small box.  I was told by the accompanying sales rep that the exec called directly from our lab back to their New York office and instructed his people to cancel their acquisition project for a large data center space.  With powerful servers packaged in such small boxes, why they still needed that extra space?

In 1992 US Congress was feverishly discussing limiting export of high-performance computers to communist countries like China.  Members of Congress were debating about the definition of a high performance computer.  Years later Sun’s Chief Scientist John Gage told me that he was invited to testify in a hearing.  He brought with him an 8-processor Scorpion just to show the Congressmen how small a powerful server could be.  In a party celebrating 30th anniversary of SPARC held in a San Francisco restaurant on October 21, 2017, John told me the chairman of that congressional hearing was the then Chairman of Foreign Relations Committee who was born in Hungry.  If any performance specifics of American contemporary high-performance computers were to be mentioned in such a hearing, foreign-born citizens had to be excused.  During the hearing, John first inserted one 2-processor SPARCserver 1000 system board into its box.  After raising the second system board but before inserting it into the box, John wittily said, “Mr. Chairman, if I insert this second board into this box, I’m afraid the performance of the system would exceed the proposed performance threshold for high-performance computers and you’ll have to leave the room.”  You can imagine the laughter afterwards.

I remember eventually the Government did set a limit on both the SPARCcenter 2000 and SPARCserver 1000 – no configurations with more than two system boards (4 processors max) could be exported to the communist countries specified.  Since the dragon system boards or the Scorpion system boards are all identical and modular, one could easily remove boards from one system and add to another.  Engineering would not understand this kind of limitation, but I guess it also fell into the “don’t ask, don’t tell” category.

If I remember correctly, that limitation didn’t last for very long.

A Legal Lesson Learned

The Xerox team was preparing to leave in the spring of 1993.  Now their mission was over and, after all, they were Xerox employees.  Just at this time, news came that LSI Logics was trying to claim the intellectual property of GTL and they wanted to patent it.  I knew very well about the whole history of GTL and Sun never tried to make that kind of claim.  Both Xerox and LSI Logic were very important partners and Sun was kind of stuck in-between.

I scheduled a meeting at Sun.  Xerox PARC sent two lawyers and LSI Logic sent three. Without much of any discussion, the Xerox lawyers started first.  They laid out the entire time line of relevant events dated back to 1985.  They showed the initial email discussions among Xerox researchers, meeting records, and even test chips built with another gate array vendor VLSI before the team came to Sun.  Thirty minutes of presentation of fully documented history.  As much as I knew the importance of keeping records for such intellectual property matters, I was dumbfounded with the completeness and thoroughness.  The inability to money-tise their inventions in early ‘80s of graphics display and mouse, and only later watching Apple taking all the fame and financial rewards must have taught them a serious lesson.

At the end of Xerox’s presentation, the room turned quiet.  The three LSI Logic lawyers looked at each other and without saying a thing they all stood up and left.

Still limited by the availability of the Viking processors, before the First Customer Shipment (FCS) we didn’t have any SunDragon or Scorpion prototypes outside of the United States.  Two weeks before FCS in May, I was requested by Sun’s Japan Sales Nihon Sun to bring a fully loaded SunDragon system board to Japan and showed to key customers.  Japanese customers like to see the real thing.

I brought a fully loaded board and checked into the New Otani Hotel near Akasaka.  I was told by my contact that the Nihon Sun office was very close to the hotel.  Only twenty minutes by walking.  It was close enough that it’s not worthy of taking subway or taxi.

So I did.  Young and excited, I carried that 20 inch by 20 inch, fully loaded circuit board and walked.  The first ten minutes weren’t that bad, but the weight of the board seemed to increase over time.  While I was struggling in the last few minutes, I told myself that our next generation board got to be smaller!

After the Xerox team returned to the PARC, they found out that PARC had pretty much turned into a pure software type of research environment.  Not quite the kind of work they were passionate with.  They tried to pursue a system project with the Dragon architecture applied to Xerox’s high-end color printer/copier.  The project lasted about a year and apparently didn’t get much support from the PARC management.  One by one, eventually, they all left PARC.  Pradeep Sindhu founded Juniper Networks in 1996.

SPARCcenter 2000’s and SPARCserver 1000’s performance and scalability were very well received in the marketplace.  When I was invited by Sun Greater China country manager Daniel Yu to visit Hong Kong for the new product introduction in early fall of 1993, Daniel told me that Hong Kong’s Chinese University had received a fully configured 20-processor SPARCcenter 2000 they ordered.  The Chinese University in Hong Kong was pretty technology savvy and they were particularly interested in SPARCcenter 2000’s scalability.  Daniel told me that he was always skeptical about those scalability claims produced by headquarter marketing.  So when he was invited to witness Chinese University’s scalability benchmark run on the machine, he was really concerned and nervous.  His jaw almost dropped off when he saw the near linear performance results from one processor to 20 processors.

Due to its compactness, I heard for a number of years White House even adopted a SPARCserver 1000 as its server for tourism management.

Interesting enough, while the external sales seemed to be doing well, the internal deployment of SPARCcenter 2000 ran into resistance.  Arranged by upper management, I first approached Sun’s payroll department as they were running a couple of large IBM/Amdahl machines.  Since we worked for the same company, they got to be friendly customers.  To my surprise, several of them argued violently against me when I presented SPARCcenter 2000’s merits.  For years, if not for decades, they were trained to run corporate ledger on the mainframes.  What is this Unix machine produced by…us?

Tailwinds

To be successful, I believe you have to work hard and be good to begin with.  But, frequently, luck may also have something to do with it.  The timing of SPARCcenter 2000 was very fortunate.  Unix systems started to show up in corporate data centers in early ‘90s and IBM mainframe customers were tempted to “downsize”.  After all, the maintenance cost which they had to pay IBM every year was sufficient to buy several brand new Unix servers.  The Unix servers started to show up in department usages as department managers had sufficient authority to acquire such low price items.  Once you had a foot in the door, it didn’t take long for CIOs to take notice.

On the other hand, being the most popular workstation in the market in the ‘80s and early ‘90s, Sun workstation naturally became the most prevalent development platform for third-party server applications software developers.  Once developed and tested, what server do you think they would deploy their software on first?  Both the downsizing movement and the rich application portfolio became the tailwind for Sun’s server sale.

First Visit to StorageTek

While the market reaction to SPARCcenter 2000 was very positive and the sales seemed to be growing, as an emerging computer platform provider in the business world (versus workstations primarily in technical applications and equity transactions on the desktops of Wall Street traders), we knew we had to find ways to enhance our image and sales.  We frequently heard this product “Iceberg” from a company called StorageTek in Colorado when customers talked about their storage needs.  Knowing nothing about “Iceberg” or “StorageTek”, we decided to pay StorageTek a visit.  Since a richly configured SPARCcenter 2000 was a big sale (for Sun), maybe we could consider giving customers an Iceberg every time they purchase a richly configured SPARCcenter 2000?

When my product marketing colleague and I arrived at StorageTek’s headquarter, three StorageTek VP’s greeted us.  After the beginning exchange of pleasantries they gave us an hour-long introduction of their tape library product line including Iceberg.  When we heard the typical life cycle of their products was ten to fifteen years, our mouths started ajar.  There was no such thing in Silicon Valley!  What a nice life for engineers, we thought.

It turns out that the Iceberg was a 7 or 8 feet tall, semi-cylindrical structure with hundreds of tape cartridges installed orderly inside.  An automated robot arm under computer control was used to quickly fetch a needed tape cartridge and feed it to a tape reader.  The whole fetch-read-restore operation was automated.  It was an impressive piece of human technology marble!

Because of tape’s high capacity (compared to disk technology at the time) and zero power consumption when it is not being used, it was considered an ideal storage media for long-term data storage.  With the removable tape cartridges, it also became a very popular data exchange media.  In fact, a decade later when Intel stopped producing the 8008 microprocessor used in Iceberg and Sun, after acquiring StorageTek, had no choice but to End-of-Life Iceberg and replaced it with its new next generation product, it ran into a lot of resistance from the customers as they had embedded Iceberg into their data operation processes.

Obviously such an electrical-mechanical monster was not cheap.  If I remember it correctly it was priced around half a million dollars apiece.  In comparison, even a richly configured SPARCcenter 2000 only cost a small fraction of that.  Maybe we could talk them into giving customers a SPARCcenter 2000 every time they purchase an Iceberg?  We were so embarrassed (without showing it of course) with our ignorant thought earlier.  We remained silent through the remainder of the meeting.

First Visit to South East Asia

In early fall of 1993 I received a request from Sun South East Asia, headquartered in Singapore, to visit their customers and resellers in Singapore, Malaysia, Thailand, Indonesia, and Philippines.   Growing up in Taiwan, I had heard of those places a lot since my childhood but never visited them.  Although I usually avoided long business trips since there were just so much needed to be done both in the Company and at home, I was excited with this 2-week trip.

I was not given a detailed itinerary until I arrived at Singapore with a Singapore Airline ticked provided by Sun South East Asia office.  I was told they would take care of everything once I got there.  I remember before the airplane landed at Singapore I was handed an Immigration Entry Form to fill out.  On the form there was a question asking whether I was visiting Singapore for the first time.  Obviously I checked Yes.  It turned out Singaporean was so patriotic to their country.  With the tour of five cities in five countries in two weeks, one would expect the route should probably be some kind of city-to-city flights without double visits to anyone.  Instead, the visiting route was using Singapore as a hub.  I had to fly back to Singapore after visiting every other city through Singapore Airline.  In two weeks I had to fill out the same Immigration Entry Form and answered No four times!

One of the Singapore customers I visited just received a brand new SPARCcenter 2000 they ordered.  The customer apparently was very pleased with my visit and asked me to sign my name with a thick-tip black marker on the front panel of the SPARCcenter 2000 rack.  I couldn’t do it.  I told him that’s too self-flaunting.  (Of course I also thought of the possibility of people kicking my signature when the machine failed.)  I proficiently opened the front panel instead, and signed my name inside.

I also visited Singapore’s Port Authority, another key Sun customer in Singapore.  Listening to the Port Authority official explaining their freight shipping loading/unloading scheduling running on Sun servers while watching down through the huge window in the 25th floor conference room over the Strait of Malacca, I was pretty dumbfounded.  The sophistication in capability and efficiency they achieved despite of the huge traffic volume and the number of freight trucks they had to deal with was downright amazing!  With the distance from the crowded Strait, tens of toy-like container ships of variegated colors and all kind of sizes seemed quietly standing still on a dark blue canvas.  It’s a sight I’ll never forget.

The Malaysian city we visited was their capital Kuala Lumpur, or, as the locals always called it, KL.  Instead of visiting individual customer, the local sales office wanted me to give two identical presentations to their distributors and resellers, one in the morning and the other in the afternoon.  I asked why not combining the two presentations into one.  Interestingly, I was told that the sales office didn’t want the two groups to see each other.  Well, I am not in sales.

In the evening the system engineer accompanying me asked me what I liked for dinner.  I told him I usually preferred local delicacies when I visited abroad.  The guy, a Chinese Malaysian, led me through several streets and alleys in downtown Kuala Lumpur and arrived on a street lined with tens of food stands on both sides.  I forgot what exactly I ate, but whatever it was it was delicious.  After I put down my chopsticks, the guy asked me whether I knew what area this was.  Obviously I had no idea.  He grinned and told me the area was KL’s red light district.  I already ate the food!  I was not happy and told him he should have told me earlier.

The Thailand customer was in Bangkok.  The sales rep Chin Hu wanted me to join him in an evening meeting in which he expected the customer to sign the purchase agreement of a SPARCcenter 2000.  He had been working on the case for months and wanted me to join in the harvest of his hard work.  He didn’t think the meeting would be long and planned to go to dinner afterwards for celebration.  Obviously I welcomed such a pleasant participation.

We arrived at a private hospital at 7:00 pm.  We were told that the owner was still performing a surgical operation and we had to wait.  After almost one and half hours just before we were about to give up, a mid-age medical doctor, still in his white gown and blue cap, rushed into the small conference room.  Spending less than a minute apologizing for the lateness, he started talking about patient data backup from the server using magnetic tapes.  Not just simple backup, he was talking and asking about parallel backups for efficiency.  I thought I had a reasonable knowledge about server data backup, even though I didn’t have any hands-on experience.  This guy, a surgeon and an owner of a hospital, apparently knew much more than I did with plenty of hands-on exercises.  You should never underestimate a stranger!

The meeting lasted till almost ten o’clock.  The doctor didn’t bring up the subject of purchase signing.  Mr. Hu didn’t dare to ask.  We left the hospital empty handed.

By then all restaurants were pretty much closed for dinner.  We had to settle with some fast food.  Chin Hu did treat me with a US $80 shark fin soup at the lunch of the following day before driving me to the airport as an apology.

I didn’t have much impression left about Jakarta, Indonesia’s massive capital.  By the time I reached the last country Philippines, it was already in the second half of the second week.

The car ride from Manila airport to its downtown business district where my hotel was located was astounding.  For some reason the route had to meander through a large slum area.  The car’s slow moving due to the narrow and crowded streets actually forced a prolonged and detailed tour of the slum.  This is a drastic contrast with the way Singaporean presented first-impression car ride to new visitors.   The highway between Singapore airport to its downtown was exquisitely paved and landscaped.  Watching the exposed sleeping tents along the streets and riverbanks in the slum, I couldn’t help but asked the sales rep “do people here really need our computers?”

My question got answered when we finally entered the business district.  All of a sudden the scenery changed.  The skyscrapers and shining glass windows were just like any modern metropolitan city.  Yes, they could use our computers.

By the last day before I was scheduled to return back to US via Singapore, I was pretty tired.  When local sales people wanted to bring me to dinner and told me they were going to order a special local delicacy, I really didn’t have much appetite.  I asked what the special delicacy was.  It was monkey’s brain, they said.  The monkey’s head would protrude through a hole on the table from below and the top of the skull would be chopped open.  Something I thought one could only see in movies.  That completely killed my appetite!


My “Formal” Business Training

Up to this point in my life, I studied as an engineer and I worked as an engineer. But my engineering management responsibility started to involve me in issues well beyond pure engineering.  Lacking any formal training, I wish I knew more about various facets of managing business.

One day I came across this pamphlet from Stanford Business School on their “Executive Program for Smaller Companies”, a two-week intensive resident program for owners and CEOs of small companies.  The course outline for the program included finance, marketing, advertising, organization design, project management, and legal responsibilities.  It felt like a condensed MBA program!  I got excited and decided to apply.

Since I didn’t really qualify as target students described in the brochure, I admitted that fact on the application form and emphasized the fact that, while working in a big corporation like Sun, I had been managing my product group as if it were a small company! J  To add more credibility, I even asked Eric Schmidt, then Sun’s Executive Vice President of Engineering, to write a short recommendation letter and included it in the application.  Eric was very kind in helping.

The program was expensive.  It cost more than 9,000 US dollars (in 1993 dollar).  The application needed a company check included up front.

As a common practice in Silicon Valley, Sun generally sponsored employee’s training program, even though most training costs far less than this dollar figure. I went to Finance and submitted the request.

Next day, my boss Ken Okin called me into his office.  (Ken took over my original direct boss Raj Parekh’s job when Raj was promoted to the next level VP of System Engineering.)  He told me the fee was expensive and asked me whether I really wanted to do it.  I told him yes.  He grimaced before he approved it.

Since I do live about 30-minute drive from Stanford and my kids were still little, I decided to commute even though the Executive Program was designed to be a resident program.  For the two weeks of the Program, I drove to Stanford every morning at 6:00 am to join my classmates in breakfast.  I attended the full day of classes including group discussions after dinner, and then drove home after 9:00 pm when all class activities ceased.  I even finished responding to all the emails from work which I got during the day before I went to bed, so people in my group except my administrator probably didn’t even know I was missing!

I did extremely enjoyed the Program, which made all the hard work during those two weeks worthwhile.  Sixteen years later when I worked at Juniper Networks, one of my engineering VP Rakesh Dubey whom I promoted to VP a year earlier came to me and expressed interest in attending essentially the same program.  By then the Stanford program cost more than 50,000 dollars.  Dubey’s concern of the high cost was conspicuous.  I told him it was a good program and I was glad he had the will to further enrich himself.  I told him to go ahead.  After he came back from the program, he stopped by my office, thanked me, told me he felt forever indebted, and swore perpetual loyalty to Juniper.


SunFire Project

By the time the Xerox team was leaving, the “Sun team” was pretty much completely built up.  The team immediately started working on the next generation product.  By this time the market demand of large scalable servers became clearer.  The team was headed for even larger scale in terms of the number of processors it could scale to.  Sun’s product groups had a convention of choosing new project names following specific themes established earlier by the group.  Since SunDragon and Scorpion were already along the animal theme, I believe it was Jeff Price who picked the name Serengeti for the new system architecture.  The official project name for this next-generation server program was called SunFire.

The name SunFire came from an interesting serendipity.  One afternoon I was discussing the project with Gary Beck in his office.  Since the Viking-processor-based SunDragon and Scorpion belonged to Sun’s Sun-4 architecture generation, even though many people using Sun-4d versus Sun-4m specifically to differentiate the further difference between the SunDragon architecture versus the Viking-based workstations using MBus, the new Ultra-SPARC-I-based Serengeti systems were one generation newer.  Officially its architecture was referred to as Sun-5.  I was murmuring “Sun-5, Sun-5er,…”  Then, almost simultaneously Gary and I yelled out “SunFire!”

By late 1993, gaming seemed more and more popular among PC users.  The high-end PCs were more and more capable.  Microsoft operating systems on PCs also became better.  Windows were more and more like Unix.  The competition from below, as described in Clayton Christensen’s “The Innovator’s Dilemma”, started to happen to the workstation market.  Sun could smell it.  What translated to me and my group was stronger support from the Company which we had not quite experienced before.

The Thinking Machines Acquisition

In 1994, a supercomputer maker Thinking Machines Corporation in Boston was running into bankruptcy.  Thinking Machines built their products Connection Machines using Single-Instruction-Multiple-Data (SIMD) architecture first and later Multiple-Instruction-Multiple-Data (MIMD) architecture with very large number of processors.  The architecture was considered “bizarre” for Sun, but we knew they had a bunch of highly talented, MIT-graduated engineers.  Their founder Danny Hillis apparently had some interactions with Sun’s senior management.  I was told to acquire them, at least their “hardware group” (the group that built the Connection Machines).

I visited their Kendal Square office in Boston and toured their engineering lab.  I tried to understand deeper how they operated.  So I asked for organization chart(s) to see who’s doing what and with how many people in each function.  I was told they didn’t have such thing.

Shortly after they started describing individual person’s work.  I all of a sudden realized that this company was being run like a university research group.  With the versatility, many of their employees did multiple things without rigid responsibility boundaries.  I was in that kind of environment before when I was in graduate school, but I was still amazed after being in the industry for a while.

A couple of weeks after I returned from Boston, I was told that the Thinking Machines engineers were not happy about the acquisition.  They considered the server group at Sun was just a primitive hardware group.

The moment I heard about this, frankly my pride was hurt.  I booked the red-eye flight that night and early next morning I showed up at Thinking Machines near downtown Boston.

Facing the 50 or so people, I patiently presented what my group did in the last project and what the new project the group was working on.  I also described the functions various Sun groups were responsible for – from the SPARC microprocessor chips, the Solaris operating system, to the compiler group.  I introduced Sun’s Burlington campus in the greater Boston area. I talked about Sun’s workstation heritage and Sun’s future direction in servers.  We didn’t just do Symmetrical Multi-Processor (SMP) servers.  We also started dabbling into clustered server domain.

I knew America was a free country.  You could acquire a company, but individual employees of that company are still free to leave and not part of the acquisition.  So I decided to move first and move fast.  I met with the top five group and opinion leaders on that day, talked to them individually, and made them offers.  Since our main interest was talent acquisition, the acquisition was conditioned on more than 42 out of the total 47 people signing up.

Eventually only a couple of people dropped out.  We essentially got the whole group.  Thinking Machines kept their “software group” and tried to morph into a data mining company.  That apparently wasn’t successful.  Two years later, we also acquired their software part.

From SunFire to Wildfire

People living in Boston area seemed to like their city very much.  Sun happened to have a large campus in Burlington, Massachusetts, about 12 miles northwest of Boston.  So relocating the Thinking Machine personnel from their expensive office near downtown Boston to the Burlington campus wasn’t much of a problem.  But, what should they do? 

Up to now Sun’s Burlington engineering was primarily building Sun’s low-end workstations.  With workstation projects existing on both coasts, one constant headache my now workstation counterpart, Ken Okin, seemed to have was the constant fighting for project responsibilities between the two engineering campus groups.  Every team would like to work on the sexiest projects.  Now I could run into similar problems. 

Workstations projects were generally small.  Thus it’s rare to have projects having people on both coasts.  Server projects were much larger.  We could, therefore, have people on both coasts to work on the same project.  But, 3,000 miles apart?  The difficulty in engineering cooperation (idea exchange, discussion, debating, coordination, debugging, etc.), which is very important in my mind, would not serve the project well.

It just so happen that, in 1994, primarily pushed by Sun’s most direct competitor, Silicon Graphics (SGI), the Non-Uniform-Memory Architecture (NUMA) started to get more attention.  The Uniform-Memory Architecture (UMA), which SunFire belonged to, was widely adopted and mature in the industry.  UMA, by definition, has a uniform memory which means no matter which memory location is being accessed by CPU or CPUs, the access time is always the same.  That simple model simplifies software programming, as programmers don’t have to worry about where they access or store the data.  The implementation of UMA usually consists of a shared bus or switching media between a number of CPUs and the memory subsystem.  The bandwidth limitation of such shared bus or switch, aggravated by additional cache coherency provision, imposes limitation on the scalability of the total system.

With strong ambition in high performance computing, SGI wanted to significantly extend server scalability.  To avoid a large switching structure between a large number of CPUs and a corresponding large memory subsystem, which will make memory access time so long that it killed system performance, they split the memory system.  A smaller amount of memory is allocated on each CPU board, which makes that portion of the memory “local”.  If the CPU wants to access data located outside the address range of the local memory, which means the data is resided in some other CPU’s local memory, the memory request has to go through a shared switching mechanism or be routed in stages to get to the data.  That makes the memory access latency much longer as compared to that of the local memory.  To achieve better performance, programmers have to endeavor to put frequently used data in the memory local to the executing CPU, which means programming has to be “location aware”.  A price to pay for scalability in such a distributed system.  SGI was so obsessed with their NUMA architecture that they even developed a NUMA version of their IRIS operating system called “Cellular IRIS”.

With SunFire’s capability of scaling up to 30 processors, which was touching if not exceeding Sun’s business sweet spot, Sun was pretty content with SunFire’s UMA architecture.  But, what if some customers do want to go beyond what a single SunFire can do?  Scalability is always something you can brag, as long as you don’t pay too much of a price for it.

With a cleverly designed add-on I/O board equipped with a directory structure enforcing data coherency, we could cable several (a small number) SunFires together through such an I/O add-on board on each SunFire and, voila, have a larger NUMA machine!  The best part of this was: no change to the basic SunFire was needed!  Since the aggregate machine was built out of SunFires, we called the project Wildfire.

As soon as the Wildfire idea became feasible, I got very excited.  The team building the Wildfire board (the add-on I/O board mentioned earlier) did not need to coordinate with the SunFire team much, as the SunFire I/O interface was very well specified and even published.  That eased the communication concern.  On the other hand, the project was only an extension to the core product, which would be earning the bread and butter for Sun.  We didn’t have to bet the farm on a new engineering team 3,000 miles away.  This was ideal for the newly acquired Thinking Machine people. 

Soon after the acquisition was settled, on the way of my first visit to the Thinking Machine people during which I was going to tell them the project they were supposed to be working on, I was still a bit nervous.  What if these proud and highly talented engineers, many of them MIT graduates, insisted on building huge high-performance supercomputers like Connection Machine?

To my big surprise, in the meeting after I told them what I liked them to work on, they got excited.  Genuinely excited.  Would you believe that? They told me, before I arrived, they were worrying about the possibility of our asking them to build a Connection-Machine-like machine.  They surmised that that might be the real reason Sun acquired them.  They told me: “We already built a machine which we are proud of.  Now we want to build a machine that can sell!”

Visiting Halliburton

While the new Reduced Instruction Set Computing (RISC) microprocessors like SPARC and MIPS all started in 64-bit word size in late ‘80s, the king of microprocessor – Intel’s x86 didn’t transition to 64-bit word size until the ‘90s due to the huge amount of software already created for their 32-bit version because of their dominant market share.  Eventually, however, the limited memory addressing range of the 32-bit format forced Intel to start developing their 64-bit version in early ‘90s.

Intel could have adopted a conservative approach for the processor’s 32-bit to 64-bit transition and maintained software compatibility to their 32-bit installed base like what AMD did and what Intel eventually did.  Instead, at the beginning of the ‘90s, Intel chose to place its 64-bit bet completely on the incompatible VLIW (Very Long Instruction Word) architecture and started the Itanium project.  They ended up wasting eight years and multiple billion dollars developing Itanium based on this incompatible architecture to old 32-bit x86 software.  .

With all the intelligent and talented people in Intel, it’s hard for me as an outsider to understand how Intel could have so underestimated the importance of software compatibility in their formidable installed base.  As I wrote in the session “Start-up Days”, VLIW architecture was originally motivated by high performance computing involving massive amount of parallelism in algorithms which keeps multiple (pipelined) functional units busy every computing cycle and thus delivers high performance.  It cannot be a good choice for general purpose computing due to the lack of such abundant parallelism, not to mention the frequent conditional jumps or branches in the algorithms also render compiler’s effort extremely difficult in seeking such parallelism.  Intel could throw a lot of transistor logics into their instruction-fetching unit in the processor to intelligently pre-process and re-arrange the execution tasks before sending them to execute in the functional units, similar to what a compiler would do but does it dynamically.  Such an approach, however, would be extremely complicated and thus expensive to implement at best and bug-prone at worst.  Intel’s first Itanium chip had a die size exceeding the 20 mm by 20 mm limit usually imposed by foundries due to fabrication equipment limitations.

Could it be Intel getting carried away because of their tremendous success in the 32-bit world?

Itanium started as a joint project between Intel and HP and according to the press Bob Rau was appointed as the chief architect.  Since HP bought all the Intellectual Properties of Cydrome (see the session “Start-up Days” ) including its VLIW patents, hired Bob Rau and Mike Schlansker of Cydrome to work in HP Labs to continue the VLIW research, and HP was the largest Intel x86 processor customer at the time, I couldn’t help speculating that when Intel approached HP in 1990 soliciting ideas of proper 64-bit architecture, the Intel architects might very well be hosted by the HP Lab VLIW group.  The technical elegance of the architecture might be so overwhelming that the Intel guys lost sight on the fundamental issues.

Nevertheless, once Intel was on the Itanium track, the powerful Intel marketing engine also worked in high gear.  Itanium was being touted throughout professional conferences and press.  The noise was so loud that we decided to invite an industry analyst to come to Sun to educate us on Itanium.

Obviously the industry analyst could only tell us what Intel briefed them under no non-disclosure agreement.  Still, when the guy mentioned the tag bit associated with computed results before resolving the branch conditions (the bit would be set if the condition which determines whether the program counter should branch had not be resolved; in this case the result could not be stored.), I couldn’t help smiling.  It was the bit covered in one of my three Cydrome patents together with Bob and Mike.

While Intel was touting Itanium, its Win-Tel partner Microsoft was touting its new Window NT operating system.  The marketing noise in the industry made it feel like once the NT/Itanium system was delivered, all other competitors would be left in the dust.

One afternoon I received an urgent phone call from Sun’s sales rep in Houston, Texas.  The desperate sales guy told me that his key customer Halliburton apparently after a recent NT/Itanium brainwash was backing off on a significant Sun server deal right before the signing.  He needed my help.  He wanted me to go to Houston and savage the deal.

I booked a red-eye flight and showed up at Halliburton the next morning.  I sat at a long meeting table facing three Halliburton VPs.  After the usual pleasantry exchanges, they started asking the SPARC processor roadmap and future processor capabilities.  I knew Intel’s Itanium pitch was haunting them.  So after a brief roadmap presentation, I started talking my Cydrome VLIW experience.  I politely cautioned them against unrealistic fantasy about the architecture.

They then asked whether Sun server upon fatal hardware failure could instantly fail over to another remote server while keeping the application running.  The answer was no.  The network between the two servers tens of miles apart was not fast enough in mid ‘90s to maintain sufficiently close synchronization.  The state-of-the-art operating system at the time was also not sufficiently equipped to deal with such an instant failover.

I hated to give them the negative answer.  That seemed to be an admission of inferiority.  They could have been told by some competitor that the competitor’s machine was capable of such a feat, or about to have such a capability.  I figured if I was going to lose this battle, I might as well try to get some intelligence information.

So I asked them whether they were aware of any server vendor whose machine was capable of such failover. 

All three Halliburton gentlemen were silent.  Apparently no one else in the industry could do it, either.  The meeting was pleasantly adjourned.

Out in the parking lot the sales guy was so excited and praised my skill in turning the table around.  He might have given me more credit than I deserved.  The important thing is, he got the deal.

Not all customer visits ended with such fruitful result.  In early ‘90s, while suffering the wave of “mainframe downsizing” IBM’s mainframe revenue was dropping worldwide, IBM mainframe sales in China actually rose.  Upon the request of Sun Greater China, I had a chance to present Sun’s servers to Bank of China in Beijing in October 1994.  After seriously listening to my hour-long presentation conducted in Mandarin, a mid-level female bank official commented frankly, “Dr. Yen, I truly believe Sun has excellent technologies and products to offer.  But, with decades of running our bank’s business on IBM mainframes, how could I convince my superior leaders to switch?”  Honestly, knowing Asian people’s conservative tendency in changing business practice, particularly in last century, if I were in her shoes, that would be a pretty formidable challenge, too.  I couldn’t, and didn’t want to, give her a superficial answer.

Still, though, two years later Bank of China started buying Sun servers.

The 1994 Sunrise in Rome

Every year in the fall, Sun Sales held a big celebration event called Sunrise recognizing those sales people who achieved their sales quota.  The multi-day event was usually held in world-renowned places.  Spouses were invited, and all expenses including travelling were covered.

Sun apparently was doing well in 1994.  More than three thousands of sales people and their spouses qualified that year.  The Company chose Rome, Italy, to hold the Sunrise event.

Thanks to the effort by the newly promoted VP of Engineering Raj Parekh, a few of us engineering types also got invited.  My father-in-law happened to be visiting and living in my house at the time.  So my wife and I were able to attend leaving two kids at home with their grandpa.

I don’t know how Raj negotiated.  My wife and I were given TWA first-class tickets to fly from San Francisco to Rome.  That’s the first time she and I ever flew first class.

The event in Rome was extraordinary.  The 3,000+ Sun people allegedly monopolized eight major hotels in this gorgeous yet crowded city.  Vatican shut down Sistine Chapel one afternoon to make it available exclusively for Sun crowd’s visit.

The night before departure day, the Sunrise organizer arranged a toga party. Togas were sent to our rooms and we were told to wear them.  The dinner party was held in a huge hall decorated with ancient Roman décor.  Colorful beanbags were placed all around the hall so people sat and leaned against them while enjoying finger foods.

All of a sudden, without announcement, bugle blared.  Six fully helmeted and armored Roman soldiers emerged at the entrance and marched along the red carpet leading to the center of the hall.  A gold-plated couch carried by four muscular worriers followed.  The crowd started cheering when they found out Sun’s executive vice president of sales Joe Roebuck was on the couch!

While the whole event seemed expensive for the company, several spouses told me that they enjoyed the event very much and they were so proud of their spouses’ accomplishments.  They even told me that they urged their spouses to work hard because they wanted to attend Sunrise again next year.
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Figure 5     Pictures in 1994 Sunrise


Friendship with Tani-San

Along with the development of next generation servers, Sun’s server business and my server group were both growing.  In addition to the Symmetric Multi-Processor (SMP) servers, we also started dabbling into clustered servers.  With the multiple processors and appropriate hardware/software supporting environment, a single SMP server theoretically could survive processor failures, but it’s tricky.  Redundant power supplies and fans in the system could protect at least a single power supply or fan failure.  Reliability, Availability, and Serviceability (RAS) are important figures of merit for servers.

An alternative way to ensure “non-stop” operation is to have a pair of identical servers, either in an active-standby or active-active mode, sharing a common storage subsystem with dual storage controllers.  When one server fails, it migrates all its active jobs over to the other running servers.  When one of the storage controllers fails, the other storage controller will serve both servers.  While larger clustered servers could also be used to provide scalability for higher performance or larger processing capabilities, like in today’s cloud-computing data centers, the SunCluster we released in 1995 with a pair of SPARCcenter 2000’s with cross-coupled SPARC Storage Arrays started with only two servers.  With both servers running, it did provide higher throughput.  But the major focus was higher system availability overall due to the failover capability.

Soon after the product was released, Japan’s NTT DoCoMo became an early adopter.  Unfortunately possibly due to product’s immaturity or possibly due to customer’s, including local support team’s, mis-handling, we started hearing complaints from them.  Upon the request of Sun Japan, I made a trip to Tokyo.  I planned to visit NTT DoCoMo for some time anyway, as they were Sun server’s largest customer in Japan.  Japanese customers, in comparison, tend to be more critical and more demanding on product quality.  Because of their earthquake-prone geological positioning, NTT DoCoMo, and only NTT DoCoMo in the whole world, actually demanded Sun server racks be able to be bolted down to the data center floor, which we had to oblige.

At the time Sun’s sale structure in Japan was primarily through local channel resellers, such as Fujitsu, Toshiba, or Itochu.  Sun Japan provided primarily marketing and sales support to these channels.  NTT DoCoMo’s SunCluster products were sold and supported by Fujitsu.

My visit of NTT DoCoMo started with an impressive floor tour of their data center.  Rows of SunClusters stood orderly in the center of the data center with sufficient spaces between units to allow for adequate ventilation.  The neatness of the data center reflected the rigid discipline of data center administration.

When I walked into DoCoMo’s meeting room, I noticed that the meeting table was arranged in a U-shaped manner.  There was this scholar-style, mid-aged Japanese gentleman sitting in the center of the bottom leg of the U-shaped meeting table along with his staff sitting on his two sides.  The local Fujitsu support team was arranged to sit on the arm to his right of the U-shaped table, while I and the Sun Japan team were sitting on the left arm.

The gentleman in the center started the meeting and introduced himself as Kimio Tani, the manager of NTT’s Aladdin project.  He proceeded with an introduction of NTT DoCoMo, its fast-growing mobile user subscription and market share, and the objectives of the Aladdin project.  As the largest mobile phone service provider in Japan, NTT DoCoMo was building a modern IT infrastructure to prepare for the explosive growth of mobile use under the project name Aladdin.  From the hindsight, DoCoMo’s vision was pretty much materialized today.  But that was mid ‘90s!  In order to support the materialization of this vision, the IT infrastructure, thus the Aladdin project, was critical.

He then directed the presentation to the current status in Aladdin’s data center, in which SunCluster apparently assumed an important role.  Without any tone of complaining he presented various failure statistics.  It was obvious, though, that he was asking for our support assurance.

I noticed that throughout the whole conversation, he was conspicuously facing left toward me.  The meeting was conducted as if Fujitsu people were not in the room.  Knowing there was no way my engineering team across the Pacific Ocean could support him constantly and the daily support operation had to be performed by the resident Fujitsu service personnel, in every two sentences of mine I tried to mention Fujitsu’s name and emphasized our partnership with them.  It didn’t work. Obviously the passionate and dedicated project manager didn’t care for reseller’s service support.  He wanted Sun engineering support assurance.

When I returned back to US, in my staff meeting I described my visit to NTT DoCoMo.  I literally told my staff that I felt Tani-san treated his Aladdin project like his life.  If the project failed, he could commit harakiri like we saw in Japanese war movies.

In subsequent 12 months, literally every single one of my engineering staff whose area was related to SunCluster visited DoCoMo’s data center.  We did go above and beyond.

NTT DoCoMo released their Aladdin service in a couple of years.  Apparently it was a success.  Tani-san actually made a trip to US and hosted an appreciation party for my group in the prestigious Stanford Park Hotel in Palo Alto.

Because of Tani-san’s capability and his accomplishments, step by step he was promoted ultimately to the number three position in NTT DoCoMo.  Every time I visited Sun’s Japanese customers in Tokyo, he always asked Sun Japan to arrange a dinner with me and treated me as a friend in a very earnest way.  The posts he left behind after he got promoted were usually filled with his lieutenants in the Aladdin project.  Tani-san’s attitude apparently infected them, and Sun Japan obviously benefitted from this relationship.

1995 Enterprise Server Announcement

Following the success of SPARCcenter 2000 and SPARCserver 1000, the Serengeti project naturally inherited the same philosophy.  This time from the outset we knew we were going to offer two packaging options – one rack version called SunFire just like SPARCcenter 2000 and one table-top version called Campfire just like SPARCserver 1000.  Again the modular packaging architecture required only one system board type.  The team designed the system board to be small enough to fit in both packages.  Still, the boards were vertically situated in the racked chassis while horizontally in the table-top.  Interestingly this fulfilled my wish years ago when I was walking on the streets of Tokyo carrying the larger and heavier SunDragon system board.  I don’t think I’d ever instructed the team to do so.  Well, maybe in some casual joking occasions.

Marketing wanted to extend the market downward.  So the team created a desk-side tower package housing only 3 Serengeti boards.  That limited the maximum number of processors to six.  Since the board and all electronics were the same, the engineering team originally wanted to call this later addition No Brainer.  Somehow the mechanical group which needed to take care of a different mechanical box design and the corresponding power/cooling system felt such a name showed lack of respect to their effort.  We changed the name to Duraflame.

Two months before we were scheduled to announce the new UltraSPARC-I generation of servers, upon customer requests, Marketing asked engineering to provide a rack-mounted Campfire as some customers really like the Campfire packaging but they would like to stack them up in the racks.  So we now had one more configuration.  All used the same Serengeti system board.

The server announcement was scheduled to take place in New York City.  Yet the company seemed to have difficulty in finalizing its official product name.  The president Ed Zander of Sun Microsystems Computer Company (SMCC), the system product “planet” (division) of Sun Microsystems Inc. where the server group belonged to, was a Marketing expert.  Everyone in the company knew that until he approved the name, sometimes literally on the eve of a new product announcement, nothing was official or final. 

Eventually engineering had to ship the four-configuration early production units to New York without face decals for their names and models on their front panels.  Shipping and setup takes time before they were ready to be on display on stage.  When the name Enterprise Server was finally blessed, we had to bring rapidly produced name decals with us when we traveled to NYC for the announcement.
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Figure 6          The Serengeti (Enterprise Servers) System Board


The 30-processor SunFire was named Enterprise 6000.  The 14-processor Campfire Enterprise 4000.  The 6-processor Duraflame Enterprise 3000.  And the rack-mounted Campfire version became Enterprise 5000.

So the SunDragon project started with one and ended with two products.  The Serengeti started with two and ended with four!  When all four Serengeti configurations dressed up in their beautiful packages produced by Sun manufacturing, I couldn’t help to feel the pride for the group!  No surprise, when Ed Zander got on stage to make the product announcement in the morning of that big day, he peered over his shoulder at the four Enterprise server models displayed behind him and said to the audience: “Wow!  The team must have been busy!”

Following Ed, Anil Gadre, SMCC’s VP of Marketing, and I, who got promoted to be a Vice President one year earlier, got on stage to introduce the details of the Enterprise servers.  We were scripted to talk about board inter-changeability among the four models (since they use exactly the same board).  System operators in customers’ data centers liked this, because it provided them more flexibility in allocating machine capacities.  All of a sudden a lightning seemed to have struck in my brain.  Never before did I ever have such a courage In front of a huge live audience to deviate from the script and rehearsal.  I quickly unplugged both an Enterprise 6000 board and an Enterprise 3000 board while both machines were running, and interchanged the boards.  (The system packages were designed to support hot plugging/unplugging for field uninterrupted operation.)  The machines continued running.  The audience cheered, with the stunned Anil watching me on stage.  Swear to God, Anil, I didn’t think of doing that until that very moment.  (Frankly, it is a bit gutsy to do it.  If we had planned it, we probably would have worried about possible accident in damaging the boards and avoided such an act in a large public new product announcement.)

We were lucky the whole thing went smoothly.  In the celebration dinner party that night in NYC, Scott McNealy, the CEO of Sun, claimed I stole the show.
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Figure 7  Anil Gadre and the Author on Stage of the NYC Product Launch  (1 of 2)


[image: ]Figure 8  Anil Gadre and the Author on Stage of the NYC Product Launch  (2 of 2)


With the Enterprise products ranging from the deskside tower 3000, table-top 4000, and the rack versions 5000 and 6000, for the first time that I felt I now own a “product line”.

The Enterprise server line was a huge success.  The timing was perfect.  Our major competitors in the same market – Silicon Graphics (SGI) and HP – didn’t expect Sun to crank out a new generation in such a short time after the introduction of SPARCcenter 2000 and SPARCserver 1000 in 1993.  Further, Sun’s Enterprise servers quickly demonstrated its superior performance by garnering the industry’s top TPC-C (the industry’s standard benchmark for transaction processing) numbers on all four leading databases on the market – Oracle, Informix, Sybase, and IBM DB2.  No server product from any vendor had ever achieved this!  For six months after Sun’s Enterprise servers became available in 1996, it literally had NO competition on the market.  Sun shipped almost fifteen thousand Enterprise Servers (SunFires) in its first year of production, which took SPARCcenter 2000 (SunDragon) and SPARCserver 1000 (Scorpion) more than two and half years to achieve (see Figure).
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Figure 9          Scott and the Author in an Internal Serengeti Announcement Award Ceremony


Sun Management Center

I would be amiss if I don’t mention one extra innovation introduced along with Enterprise servers.  In early 1995, less than one year before Enterprise servers was scheduled to become available, some product marketing guy stopped by my office and showed me this color brochure on a monitoring software called Insight Manager running on Compaq computers.  The software would monitor and display the health of major components of the underlying server in real time.  A capability which could interest a lot of system operators.  I told the guy I loved it, and I very much would like to have something similar available to Enterprise Servers.

Knowing we had less than a year to go, an engineering team was quickly formed, led by a passionate director/architect Surinder Singh.  A company called Halcyon Monitoring Solutions was even willing to make their core software available to us under the condition that they would be allowed to provide (sell) add-ons on top to our customers.  It was a perfect win-win deal, particularly considering the amount of short time we had.

Once we had the core engine in place, my talented engineering comrades demonstrated their capabilities.  Not only did they fully customize the Halcyon software on Enterprise servers and manage to run the Sun Enterprise SyMon when Enterprise Server was introduced, they provided various colorful, photo-quality pictures in the user interface.  So an operator could now stare at the monitor screen in his or her cozy office as if he or she stood right in front of an Enterprise server.  If the operator used the cursor on the monitor screen to click the package of the Enterprise server image, the front panel of the box image would open exposing the plugged-in system boards inside.  The health LEDs mounted on the front plates of the system board images would show their true colors and blink in real time.  If the operator further used the cursor to click on a particular board image, the board would pop out and the top view (satellite view in Google map analogy) of that board as currently configured would display.  Now fun was coming to the data centers!

The Sun Enterprise SyMon software was very well received by the customers.  Before long, our workstation and storage product colleagues started requesting the same features on their products.  Eventually Sun renamed the software Sun Management Center, or Sun MC, and provided it on all Sun products.  Even after Oracle acquisition, Sun Management Center survived.

With all the innovation spirits surrounding the new Enterprise servers, even our unconventional supremo Scott McNealy wanted to contribute.  He asked Engineering to paint the slanted “SUN” brand in white and HUGE font on the grey front panels of Sun server racks, so people even at a distance could identify them as servers from Sun.  Really?  Seriously?  None of us liked the idea.  We didn’t even dare to imagine how customers would react.  But, the boss had spoken…

We eventually painted that huge, slanted SUN in white on both side panels of the server rack.  We knew customers in their data centers put server racks side-by-side in rows with only front and back fully accessible for servicing.  Other than the two racks on the two ends of the row, other racks’ side panels would be so close to each other and literally invisible.  To show respect to the big boss’ intent, our packaging engineers for the first time in Sun’s history lit up the standard Sun logo and brand located on the upper left corner of server rack’s front panel in bright white light.  Not only did they look pretty in normal ambient light, now even people in the dark could recognize Sun servers!

Polo Shirt with Product Model Tags Reflecting Different Shirt Sizes

One key part of Sun culture in the ‘80s and ‘90s was company-issued T-shirts or polo shirts.  In fact you would see one on the first day in your “new employee package”.  Individual groups could issue their own shirts for significant accomplishments or simply for team building.  As long as it carries the company logo somewhere, it looks legitimate.  If the group did it in a responsible way, finance people usually would allow it and approved the expense.  It did enhance morale and promote camaraderie. 

Personally I much prefer polo shirt, even though they cost four times more than T-shirt.  The reason is simple.  There are not that many occasions professionally you could wear a T-shirt in public.  Wearing a particular T-shirt frequently became a one-time event.  Then it seemed wasteful.  You can wear a polo shirt in many occasions, particularly in Silicon Valley.  It then becomes part of your wardrobe.  I once explained to people, after I convinced myself, about such a “non-essential” expense: if you give an engineer in Silicon Valley a $100 bonus check, he/she may very well thank you, smiled at you, turn around and forget about it.  But if you give them a polo shirt every quarter with nicely emblazoned company logo and appropriate group/project affiliation, costing about the same $100 a year, the impact is much more profound!

After the Enterprise server launch, Gary and I decided to issue a polo shirt for the whole team, not just the engineering team but also the associated marketing, manufacturing, and services colleagues.  Gary was very good at handling this kind of tasks.  He usually called in some shirt merchant and asked what kind of shirts he/she currently had available.  The cost usually was cheaper this way.  He then picked one with appropriate style and color.  With a quantity of several hundreds, usually the vendor would be willing to stitch on Sun’s company-sanctioned logo and our extra decals for free.

Gary didn’t waste any opportunity to innovate.  Instead of the normal size tags indicating small, medium, large, and extra large, our Enterprise polo shirts were tagged with Enterprise 3000, Enterprise 4000, Enterprise 5000, and Enterprise 6000!


The Storage Thread

The Inheritance of Pluto

As I wrote earlier, the box used by the SPARCserver 1000 was originally designed for Sun’s first storage array product.  The internal development project was called Pluto and the Fiber Channel Arbitration Loop (FCAL)-based product later was officially called SPARC Storage Array.

While the Scorpion (SPARCserver 1000) project was going on in my group, the Pluto project was carried out by the incoming disk quality assurance engineers in Sun’s Central Engineering led by a director Paul Bonderson.

Since the Pluto team didn’t have any product release experience, in 1994, one year before the product was supposed to go to market, somehow upper management decided to transfer that product responsibility to my group along with Pluto’s chief engineer Dave Banks.  Shortly after, Bonderson left Sun and founded Brocade Communication Systems.

Fiber Channel Systems Initiative (FCSI)

As the “owner” of the Pluto product and correspondingly the Fiber Channel technology used in Pluto (and nowhere else in Sun products), I became the Sun representative of the so-called Fiber Channel Systems Initiative (FCSI).  It turns out that while Fiber Channel technology was already standardized by American National Standards Institute (ANSI), it had so many options and “profiles” that not all ANSI Fiber Channel-based products were compatible.  FCSI was formed in February 1993 by Hewlett-Packard, IBM, and Sun to ensure compatibility.

Interesting enough, the FCSI governing committee had four members.  HP and Sun each had one representative and IBM sent two – one from their Austin campus and the other the Poughkeepsie campus.  I supposed IBM had significant storage products and system products all related to the Fiber Channel technology and thus the two product groups were individually represented by the two representatives. 

We met quarterly rotating among the sites of the three companies.  Both IBM and HP were larger and more established than Sun.  I remember in my first attendance of the meeting, when the HP representative, a “section manager” at HP, found out that I was a director at Sun, she immediately commented that a section manager at HP was equivalent to a director at Sun.  I returned with a smile and honestly I had no idea whether that’s true or not.  One constant amusement to both of us, however, was watching the two IBM representatives arguing with each other right in front of us.

Bring Veritas Storage Manager In

I was given the Pluto product – a product which I was not proud of in its given form.  By 1994, the market was already full of FCAL-based disk arrays from other vendors with various features.  Sun’s Pluto was simply a JBOD (Just a Box Of Drives).  The 30-disk packaging was compact and cute, but that was about it!  A late-coming, dumb disk arrays coming from an innovative, shining brand called Sun?

Trying to make it more of a match to SunDragon and Scorpion, I started searching for ways to enhance Pluto with a limited amount of development time available.

Meanwhile, Professor David Patterson and his students at University of California, Berkeley, invented Redundant Array of Inexpensive Disks (RAID).  In 1994, RAID-5, which stripes disk data blocks across a number of disks with the corresponding parity block rotating among all disks, was becoming a popular feature in high-end disk array products due to its real-time failed-disk data recovery capability.  But we were supposed to ship Pluto in a year.  It was too late to implement this RAID-5 capability in hardware logic.  The only way for Pluto to have it was to have it performed through software.

Sun at the time was organized as a number of “planets” – “loosely coupled but highly aligned” divisions, as top Sun leaders put it.  The planet to which my group belonged was the system product planet – Sun Microsystems Computer Company (SMCC), while the Solaris operating system supplier to SMCC was another planet called SunSoft.  I first went to SunSoft to ask for such a software-implemented RAID-5 capability in their next new release of Solaris disk driver.  Not unusual in big company environment, I was told that kind of capability was a low priority to them and SunSoft Solaris group had no resources available to do it in the time frame we needed.

So I decided to look outside.  There was this company Veritas in Silicon Valley which offered a storage software product called Veritas Volume Manager.  Veritas Volume Manager not only supported RAID-5 capability in its software, it also provided a very nice Graphics User Interface (GUI) for its volume manager.  In 1994 a GUI for storage management, versus command-line instructions on a management console, was a ground-breaking innovation and very sexy!  By adding Veritas Volume Manager to Pluto, all of a sudden it transformed Pluto to a decent, leading-edge disk array product!  Some storage subsystem administrator customer later told me – they liked that GUI so much that sometimes they deliberately manipulated the disks for no reason but just to play with the GUI.

Unfortunately once the news went out that SMCC Pluto was going to run Veritas Volume Manager on top, SunSoft became upset and appealed to the President of SMCC that they wanted to provide the software-implemented RAID-5 capability.  Could you trust them?  Even if they were truly committed, which we were skeptical, could they provide a product-worthy version of RAID-5 capability in a year from scratch?

It turned out SunSoft’s disliking Veritas went way back.  On the market Veritas also offered a file system running on Solaris called Veritas File System (VFS).  Allegedly VFS was higher-performing than Solaris’ own file system SFS.  So many Solaris customers used VFS instead of Solaris’ own SFS.  It was not just the issue of pride.  We were told that over time Veritas started demanding some Solaris support through Solaris customers, which pissed off SunSoft.

SMCC’s president Ed Zander used to be SunSoft’s president before he was “promoted”.  We did worry whether he would be biased.  I remember the meeting in which we fought in front of Ed was held in a conference room on the fifth floor of Sun’s headquarter building PAL1 – Sun’s top senior executive floor.  From time to time there were top Sun senior executives passing by the conference room.  They probably all knew what’s going on.  With a grin at the corner of their mouths they all seemed curious about the result.

I was thrilled when Ed didn’t overrule my decision.  I witnessed the judgment of a true senior leader.

Pluto was officially shipped in 1995 as SPARC Storage Array.  We sold 3,000 units in the first year.  It was a smashing success considering Sun was a first time storage product vendor, although I do have to confess that it was also the only disk array SPARCcenter 2000 and SPARCserver 1000 officially support.

Shortly after the product release, Bonderson enticed Dave Banks to join Brocade.  It was good for both Brocade and Banks, considering Dave’s capability and the lucrative success of Brocade during the dot-com period, but it was a big loss for Sun.


Thanks, Java

While Sun had been doing well with its workstation and server business – by 1996 revenue had doubled compared to that of 1991 and exceeded well above six billion dollars, the company constantly felt the growing threat of “Win-Tel” in the pursuit of fulfilling its vision “The Network Is The Computer.”  The Microsoft Window operating system and Intel CPU dominated the PC market, which attracted most of the third-party application developers.  Being the king of workstations in the ‘80s, Sun was fully aware of the critical importance of a rich and thriving application portfolio.  If all new applications were developed for WinTel-monopolized PC’s and eventually servers, Sun’s platforms would eventually rendered niche products and its ecosystem would dwindle. In addition to publicly calling Microsoft the “evil empire (from the north)” by Sun’s outspoken CEO Scott McNealy, the company apparently felt it had to fight with its strength – innovative technologies!

A small group of software gurus were assembled and situated off-campus in downtown Palo Alto.  The initial objective of the project allegedly was to develop a programming language so that applications written in it could run on all TV set-top boxes.  The interpretive language invented, called Java, turned out to be far more powerful than that.  With a small piece of interpreter software installed, applications written in Java could be interpreted and “run” on any platform!  This universal portability essentially broke WinTel’s monopoly on applications, as long as the apps were written in Java!

Sun actually invented a slogan for Java – Write Once and Run Everywhere!  The message was very well received in the marketplace.    Sun’s reputation as an innovative technology company were securely cemented.  To promote Java’s adoption so its objective could truly be fulfilled, Sun licensed the technology with token royalty arrangements.  In the burgeoning smart phone industry at the time, nine out of the top ten cellular phone vendors licensed Java.

Although the sheer licensing revenue from Java was never significant to Sun, the recognition Sun gained from the marketplace was invaluable.  Many business executives called in Sun’s sales people simply out of their curiosity about Java.  Sun sales people enjoyed being called in for a Java pitch and left happily with orders of Sun machines.  Sun’s stock price started rising.  One of Sun’s senior VP in operations, probably financially benefitted so much that had “THXJAVA” on the customized license plate of his new car!

Years later, Java, allegedly sabotaged by Microsoft’s “.net” technology with its monopolistic position, did play a key role in the April 2, 2004 litigation settlement between Sun and Microsoft for which Microsoft paid Sun $1.95 billion.


Daddy, What’s Snapple?

Probably as a related strategic move, Sun senior management tried to acquire a conduit for Sun to directly interact with consumers.  Apple, another innovative technology star in Silicon Valley, wasn’t doing well at the time.  Apple’s stock price was pretty subdued.  After Steve Jobs left the company, the previously sugar-water-selling CEO apparently couldn’t adapt well to Silicon Valley’s technology innovation culture.  That provided an opportunity for Sun.

Although I heard rumors, since I wasn’t involved, I didn’t really pay much attention to them.  Not until one day, when my daughter came home from school and asked me “Daddy, what’s Snapple?”, did I realize how wide spread the rumors were.

In January 1996, both Wall Street Journals and New York Times reported the acquisition negotiations between the two companies.  Eventually the acquisition attempt failed allegedly due to pricing disagreement.  I heard it got extremely close, though.


Sun’s (Now Facebook’s) Menlo Park Campus

In 1997 the fast-growing Sun Microsystems bought more than one million square feet of landfill near the southwest end of Dumbarton Bridge in Menlo Park and built a new campus.  The nine buildings in the campus formed a long, crooked ellipse surrounded by ample parking space.  In addition to a large corporate cafeteria, a small restaurant, and a customer visit center, the nicely-landscaped courtyard in the center has a walkway along the inner side of the “ellipse” connecting all the buildings.  There were rumors in Engineering that my friend and colleague Ken Okin, then VP of Sun’s Workstation Division, proposed a toy train track be built along the walkway. (Ken had a toy train track built in his garage at home.)  Somehow that never happened.  After the 911 tragedy in 2000, Sun put a park bench on the side of walkway near building 18 with a plaque in memory of a marketing executive died in the plane crashed in New Jersey when he was returning back to Sun’s Burlington Massachusetts campus from a business trip visiting Sun headquarter in California.

Probably because of the in-between major product release status, my group was chosen as the first engineering group to move into the new Menlo Park campus, right after the corporate headquarter moved.  I got a corner office on the third floor of building 12 with a large window through which I could see the San Francisco Bay.  Sun’s headquarter staff including all the senior executives took building 10, the first building people entering the campus from Willow Road would encounter.  Software groups such as the Solaris group moved in later.  They occupied the buildings further into the campus from Sun’s corporate front entrance.

Slightly more than a decade later, Sun’s Menlo Park campus was sold to Facebook by its acquirer Oracle.  In 2012 when I worked at Cisco Systems, I once went to Facebook to meet with their CTO.  I found out (pleasantly) that Facebook didn’t change the building numbers.  When I walked upstairs led by the admin of my host in building 18, I saw the carpet covering all the stairs was ripped off with patches of red paint-like gluing material exposed.  I commented to the admin: “So you guys are re-carpetting?”  “No.  The engineers like it this way,” said the admin.  I remained speechless, even later when I saw the graffiti all over the wall along the office corridor.   Allowing engineers to express their creativity, they said.


The Cray Acquisition

Close Partnership

One of the casualties of the crop of mini-supercomputers in the mid-‘80s was Celerity Computing in San Diego, California.  In 1988, the same year Cydrome went out of business, Floating Point Systems of Beaverton, Oregon, which was very successful in late ‘70s and early ‘80s with their AP-120B attached array processor for high-performance computing, acquired the assets of Celerity Computing.  Three years later, in 1991, FPS itself was running into financial difficulties.  At the time, FPS’ new product under development was using Sun’s SPARC processor and was considered by Sun as a SPARC partner.  FPS came to Sun seeking help.

Sun was still very much a workstation company at the time.  Busily working on its own new products, Sun was not in any kind of acquisition mood since going public in 1987.  Still, Sun felt obligated in helping a member of the SPARC camp.  With some match-making effort from Sun, the supercomputer vendor Cray Research acquired FPS and made them Cray Business System Division (BSD).

After the acquisition, because of Sun’s involvement, Cray BSD, led by their VP of Engineering Clark Masters, came to Sun asking for advice and closer technology partnership.  Naturally my group was assigned to host that relationship.

It’s tough to be successful in the commercial computer market if all you have is one machine and your name is not one of those well-known ones.  But, as an extension of Sun’s server product line and literally becoming one of the family members compatible in every aspect to the rest of the family, it’s a very different story.

The timing was just right!  In 1991-1992 the SunDragon team was busy building SPARCcenter 2000 and SPARCserver 1000.  The former was based on the two-bus version of the Xerox PARC Dragon architecture and the latter was based on the one-bus version.  Considering the market Sun played in, the team chose not to implement the full four-bus Dragon architecture.  That kind of machine would be too big for Sun.  But not for Cray!

So I discussed with Clark and his architect.  By the time the decision was made, we already had our SunDragon LSI Logic gate arrays working, which they could just use as they were.  So Cray BSD could skip quite a lot of early-day design and simulation effort, and jump directly into their 64-processor system development using hardware bread-boarding.  This became Cray CS6400.

Because of the saving in product development and the strength of BSD team’s engineering capability, Cray introduced CS6400 shortly after Sun’s SPARCcenter 2000 and SPARCserver 1000 with Sun-supplied SPARC processor modules and major gate arrays.  Now Sun sales people could tell customers that if they ever needed more performance scalability beyond the fully configured 20-processor SPARCcenter 2000, they could even scale into Cray’s 64-processor CS6400.  All applications were compatible and up and down available in the whole happy family!

With the success of CS6400, Cray BSD group, following the same mutually beneficial strategy, also started developing a new 64 Ultra-SPARC-I-based successor to CS6400 shortly after the Serengeti project started at Sun.  It became a true partnership.

Clark and I had maintained good personal relationship during all this time. 

Returning Favor

In the ‘90s the boot programs on Sun computers for Solaris operating system for some reason were written in a special abstruse language.  Correspondingly engineers proficient in such a language were not easy to find.

During the last year of the Serengeti development, SunSoft (the software division of Sun responsible for Solaris development) lost their boot software engineer assigned to work with the Serengeti team.  The Solaris boot program happened to be needed critically at this juncture of Serengeti development.  Two months flew by as I was waiting desperately for SunSoft to refill that position. My anxiety grew quickly.  One Serengeti Solaris-porting software engineer even volunteered to study the language trying to jump in and help.  As almost the last resort, I called Clark and asked for help.  Clark generously loaned one of their boot software engineers to the Sun Serengeti team for three months before SunSoft finally was able to refill the position.

The Acquisition

Talking about toughness of computer business, in 1996, Cray Research itself ran into financial difficulties.  They came to Sun looking for acquisition.

My boss John Shoemaker, Executive Vice President of Computer Systems, and I met with Cray’s CEO Bob Ewald.  Mr. Ewald briefly described Cray’s business and the three product lines they had – the vintage vector-based supercomputers, the massively parallel processing (MPP) systems, and the SMP-based SPARC superserver line.  We actually already studied all of these when we learned of Cray’s interest when the meeting was scheduled.  We listened patiently.

Cray made its name from its vector-based supercomputers introduced in late ‘70s.  The name of their legendary supercomputer “Cray-1” was literally synonymous to the word “supercomputer”.  Over the years it dominated the top tier of the high performance computing market, particularly in US government and national laboratories.  As such it carried a lot of obligations and responsibilities to national security, as well as possibly government relationship and bureaucracies.  Sun wasn’t quite comfortable to inherit it.  The MPP system was considered too “bizarre” to Sun’s taste.  We wouldn’t touch it with a three-foot pole.

With the history with Cray’s BSD group and the total compatibility of its CS6400 and the successor Starfire under development to Sun’s Enterprise server line, we told Mr. Ewald we were only interested in acquiring the BSD group and the associated products.  Mr. Ewald responded by saying “take all or take none”.  This position left Sun with no choice.  None then.

With the four-member Enterprise server family, Sun’s server business was doing great.  Enterprise 6000 already scaled up to 30 processors.  The 64-processor Starfire would be a nice extension for a few customers who needs huge scalability, but it was not considered crucial for Sun’s core business.  Originated from the workstation root, “volume” was always a highly regarded consideration for Sun.

On the other hand, with the Sun-supplied CPU module which includes the SPARC processor and the corresponding cache and cache controller deeply embedded in the system architecture, Cray’s CS6400 and Starfire literally could not survive without Sun’s support.  We didn’t think Cray had any other choice but to sell them to Sun.

Two weeks later, Silicon Graphics acquired Cray Research.  SGI was doing very well in high performance computing market in the first half of ‘90s, initially due to their graphics strength.  They probably figured by acquiring the legendary Cray Research they literally became invincible.  For such vanity they essentially exhausted all the cash they had for the acquisition.

No surprise.  There was no way SGI would start offering a SPARC-based SMP product line even if Sun allowed that to happen through supplying and supporting the crucial CPU components.  The reverse was also true.  Why should Sun, actually my group primarily, support its major competitor to have a successful product?

Facing the choice of trashing the SPARC-based SMP product line, swallowing the additional cost of inventories and laying off the BSD people, versus selling the SPARC-based SMP product line along with the BSD people to Sun for some precious cash but risking strengthening Sun’s SMP product line in the long run, SGI management chose the latter.

Many people years later claimed SGI made a major mistake.  It’s a 20/20 hindsight!  The trashing choice was a certain, imminent loss, while the selling choice was a bet which would yield some real cash return with the risk of enhancing the competitor which might or might not happen.  It takes vision and guts to choose the trashing route, vision and guts most managements don’t have!

We happily picked up the product line and the capable BSD people whom we knew well at a price which my boss John Shoemaker described as “literally the cost of electronics materials BSD had in its inventory.”

Two years later Starfire was released to the market as Enterprise 10000, or E10K as many people called it.  It hit the booming E-commerce market during that dot-com frenzy and became one of the most successful Sun server products.  While the annual revenue of E10K was still a small fraction of total Enterprise server revenue, it was regarded as a trophy each time a sales person managed to sell one!


Hong Kong’s New Airport

In 1996-97 Hong Kong was building their new airport away from their crowded downtown area.  As probably their first major construction since Hong Kong’s return back to China, the new airport was designed to be splendid and modern.  In particular, the baggage distribution system was to be fully automated.  They adopted Sun’s Enterprise servers to handle the task.

While kind of an honor, I was a bit nervous as the project proceeded.  After all, this was an internationally visible project and the complete automation of the baggage distribution, as we were told, was cutting edge.  Whenever an operation involving server failed, regardless whether it was due to software, hardware, networking, or frequently mishandling, the fingers always pointed to the server first.

I started paying attention to news reports regarding the Hong Kong new airport.  Any news report.  This lasted till several months after the airport’s opening in 1998.  The baggage distribution system did indeed mal-function once shortly after the opening.  Fortunately the culprit was quickly identified and the news was fairly reported.  Sun’s name never appeared in the newspapers.


Moshe Lanai/EMC Visit in 1998 & Boston City Night Sky Tour

In 1998 I was invited by Moshe Lanai, VP of Engineering and “father” of EMC’s extremely successful Symmetrix mainframe-class storage products, to visit EMC in Hopkinton, Massachusetts.  In the evening I arrived, Moshe picked me up at the Boston Logan airport and drove me to a nearby restaurant for dinner.  He ordered for me a steamed full-size lobster topped slightly with butter.  It was probably the most delicious lobster I have ever had even to date.

The surprise was after dinner.  We walked to a nearby hanger in which two helicopters were parked.  He told me both helicopters belonged to him and he usually commuted from home to work via helicopter piloted by himself.

He wanted to treat me with a Boston City Night Sky Tour.

I had never ridden in a helicopter before.  Yet I did see helicopters crashing a number of times in movies and even in news videos.  Moshe explained to me that by keeping helicopter’s nose down during takeoff so it could glide a little bit in case of engine failures, helicopters were actually pretty safe.

Out of respect to him and, much more importantly, thinking of myself as the representative of Sun Microsystems in that very situation, I reluctantly accepted.  How could a VP of Engineering from Sun Microsystems chickened out for such a ride?  Swear to God, the word “Martyr” even came to my mind at that moment.

Since you are reading this book, obviously I survived. J  The tour turned out to be a fantastic, once-in-a-lifetime experience!  Moshe took his helicopter off smoothly and proficiently.  A surprisingly brief exchange with some air traffic controller ensued. We soon arrived at downtown Boston.  Moshe kept the helicopter cruising at about the same altitude as the top couple floors of numerous skyscrapers.  With the dark sky and illuminated interior, we could see clearly the people working inside.  It was absolutely awesome!

The official visit took place in the following morning.  While my host walked me from the parking lot to the building, I was told a Porsche delegate just visited them yesterday.  To prepare the Porsche visit, EMC asked all headquarter employees who owned Porsches to drive their cars to work on the day of the visit.  EMC deliberately lined all the Porsches along the two sides of the road leading to the building entrance which the Porsche delegate was expected to travel.  Without the need of seeing it, one could easily imagine the kind of impact such a special “salute” imposed to the heart of the Porsche people!

Surprisingly, EMC didn’t spend any time in my two-hour visit talking about their storage hardware.  They spent the entire first hour on the merits of their various storage software modules.  This positioned their technology superiority above the easily commoditized hardware.  And the software is sticky!  The software interfaced with human.  Once the customer got used to them and built them into corporate IT processes, they are stuck!

EMC led me to visit their customer support center in the second hour.  The center included a huge lab in which I was told a billion-dollar worth of EMC products were housed.  This rich collection of EMC products enabled exact emulations of customer environments for rapid trouble shooting.  The pride on Moshe’s face when he was bragging about his treasure made me envious. 

The huge control room in the customer support center was populated with numerous monitor panels mounted along the walls and sitting on tens of operators’ tables.  EMC claimed that they monitored the health of their customers’ storage systems so intimately that they usually spotted failures before their customers did.  Before the entire visit was over, I was already completely sold!  I would feel so comfortable entrusting them my storage if I were a customer of theirs.


The 3PARdata Spinoff

From the point of view of managing high tech product development, particularly for the multi-year system product development, the period shortly after product release is most vulnerable for the team.  After achieving the great sense of accomplishment by the team, the sense of moral responsibility of staying and finishing the committed project also subsides.  Before going deep into the next project, people tend to entertain the idea of doing something else.  This is particularly true for the more elite engineers in the Silicon Valley.  By 1998 the core people in my server team had worked together developing Sun’s servers for two long generations.

Still, when it actually happened, it was always painful.  When Jeff Price and Ashok Singhal came to me and told me they were leaving, I was really devastated.  They were literally my left arm and right arm.  I was further shocked when they told me they were going to a new start-up and developing some sort of new storage product.

Obviously I tried to talk them into staying.  Apparently they had already made up their minds.  Referring to then newly established Storage Group residing upstairs in our building, they even told me “if the storage industry is full of this kind of bozos, we believe we can do better!”  There was nothing more I could say.  Although hard-working and talented engineering teams tend to look down upon other engineering teams, something I developed real deep revelation years later when I moved over from the system side to the processor chip side of Sun, I had no doubt about Jeff’s and Ashok’s capability.  In fact later when the lead venture investor of 3PARdata met me as a reference for Jeff and Ashok, I told him that I believed Jeff and Ashok could make any product development successfully happen.  The only risk for the 3PARdata venture was whether what they developed was what the market wanted when the product became available.  The bidding war between Dell and HP for 3PARdata acquisition which made financial bonanza for 3PARdata employees a decade later apparently showed even that concern was unnecessary.

Jeff’s and Ashok’s departures were not the end of the loss.  Within a couple of weeks three of my top hardware engineers and three of my top software engineers all quit to join 3PARdata, including one hardware manager who was about to be promoted to director.  These were all my close comrades and friends.  I couldn’t blame them for pursuing greener pasture for themselves, particularly the potentially huge financial reward of start-up ventures!

Interesting enough, an executive recruiter Mary Voss met me a couple of months later.  She told me 3PARdata was looking for a new CEO and the engineering team – my old team – recommended me.

This was the first time I was approached for a CEO opportunity.  Something I had never thought of.  Could I take that kind of challenge?  Emotionally, I just spent a tremendous amount of time persuading a good number of engineers to stay at Sun versus joining 3PARdata, how could I “betray” the team or even my own position and join the start-up as the leader?

I told Mary that I didn’t think I was ready for a CEO job.  She looked at me for a moment and said “I think you are.  But I respect your decision.”


The Arrival of the Dot-Com Era

As expected, Sun’s Enterprise Servers were selling very well.  Along with the performance improvement in networking, the proliferation of Internet, and the maturity of Internet browsers, fervor with the so-called E-Commerce started to rise.  As a shared service device, the usage of servers went from the so-called Client-Server model to Client-Server-Server-Server-Server-…  and eventually the World Wide Web model.  1997-1998 was the dawn of the so-called “dot-com” era.  Sun’s Enterprise Servers arrived at a perfect time.  The wide use of Sun workstations provided the platforms for third-party professional application developers to develop their application codes.  Once completed and tested, the fully compatible Sun Enterprise Servers became the natural deployment platforms.  A synergistic virtuous cycle was fully working for Sun.

To add fuel to the fire, the then president of Sun Microsystems Computer Company Ed Zander, a marketing genius, even coined the marketing slogan “Sun is the dot of the .com.”  This turned out to be one of the most, if not the most effective marketing slogan in the information technology industry.  The success literally transformed Sun from a workstation company to a server company.

It seemed that just these were not enough.  As the year 2000 was approaching, a dark cloud started forming upon the IT industry.  Since the advent of computer in the twentieth century, particularly in earlier days when computer memory and storage were precious and expensive, the year – 19xx – in data records was frequently abbreviated and stored with only the last two digits.  Computer programs would interpret year 76, for example, as year 1976.  This approach worked fine until years in the twenty-first century started to appear.  Now a year in the future could be (mis-)interpreted by the computer program as a year in the past.  Wrong decisions could be made.  Depending on the nature of the decisions, some consequences could be disastrous! We even heard that some short-sighted programmers in corporate business software used year “00” as an indicator of infinity as the year 1900 had long passed and they didn’t think the life time of their programs would extend to year 2000!

The rapid approach of year 2000 forced various businesses to re-examine the possibility of existence of such implicit assumption in their business software.  The bigger the business was, the more daunting this task could become.  Such assumption could be embedded in many places.  Many business software had outlived their originally intended lifetime, not to mention the fact that the original source code might have been lost and the original programmers had retired and/or left the company.  The press started speculating possible outcomes of such “Y2K Bug”.  Some of the wild speculations even presented almost doomsday scenarios.

Instead of painstakingly scrutinizing old codes, many companies chose to completely retire old applications and correspondingly the old mainframe computers they ran on.  Adopting newly written applications running on modern servers without the concern of Y2K bug all together provided many businesses a “one stone killing two birds” opportunity.  This became yet another tailwind for Sun!

Sun’s stock price started to rise incessantly.  In order to continue attracting small investors, as we were told, Sun’s administration tried to keep Sun’s stock price below one hundred US dollars a share.  Whenever the stock price approached one hundred dollars, the company would split the stock 2-to-1 to bring it back to around fifty.  Yet, usually it started rising again shortly after the split.  Sun’s stock split three times in two years.  That’s a factor of eight-fold increase!

Internally, new projects mushroomed.  Budget was no longer an issue.  As long as the project advocates could claim an attractive ROI (Return On Investment), approvals seemed easy to get.

The E-Cache Parity Error

During this euphoria, a product technology issue was quietly emerging.  While the Enterprise Server’s performance was boosted by the newly available Ultra SPARC II CPU chip running at a faster speed of 250MHz using Texas Instruments’ .35 micron technology, we started noticing an abnormal increase of a type of system error called “E-Cache Parity Error” among customer machines in the field.

For the ease of CPU performance upgrade, particularly upgrades that can even be performed on the customer sites by field service engineers, the CPU chip, its directly associated cache memory (external to the CPU chip, thus E-cache) and cache controller, and some necessary supporting logic were carved out from the rest of the server system board logic and packaged separately as a daughter card plugged onto the server system board through a socket.  This allowed the customers to upgrade their servers whenever a faster CPU became available even after they had purchased the servers possibly years earlier.  This kind of packaging practice, invented by Ken Okin as I mentioned earlier in this book, was done by Sun since early ‘90s and was literally considered a packaging innovation.  It allowed faster CPU running with the immediate adjacent logic such as its external cache at a faster clock rate while the remainder of the server system board remained unchanged and running at a slower clock rate fixed at the server acquisition time. 

The E-cache data memory was protected by simple parity bits capable of detecting single data bit errors.  A data bit, while stored in the cache, could be erroneously flipped by internal electric noises or externally injected disturbances.  E-cache memory data bit error, even just one bit out of a 64-bit data word, was considered rare.  When such flip did happen, it didn’t damage the bit memory circuit permanently and was not necessarily a hard failure.  Yet, when a parity error did happen, the running process usually crashed and the operating system was supposed to remediate the situation.  The outraged customers, however, usually considered it as a hardware failure and demanded CPU module replacement.

The architecture of the CPU module and this scheme of cache data memory protection literally remained unchanged since early ‘90s when it was first invented.  When newer and faster CPU chips became available, the module engineer simply matched the faster CPU with faster on-module external cache memory chips and control logic.  Since parity errors were indeed rare, the whole scheme worked fine for years.

In 1998, when more and more customers started complaining about the frequent occurrence of E-cache parity errors in their servers, server engineering in headquarter certainly took notice.  Since the older servers were running fine until they got upgraded with the faster CPU modules, obviously we first went to the SPARC Processor Group who owned the CPU module and questioned its new processor module design.  The module group reviewed the logic timing and claimed it’s not their module’s problem since it was literally the same design used in all previous years.

Eventually the top management got to be aware of the situation, as some of the outraged customers called Sun’s CEO Scott McNealy or SMCC’s president Ed Zander directly.  A company-wide task force was quickly formed and ordered to meet weekly to find the root cause and fix the problem.  “Leave no stones unturned,” said Ed.

We put our machines into temperature chambers to see the effect of ambient temperature and humidity on the systems.  We invited 20 top server field service engineers from all over the world, locked them up in a hotel, and forced them to compare notes on their customers’ data center practices versus the corresponding E-cache parity error rates suffered by them.  The latter investigation had to be done very discreetly as customers would be extremely upset if you questioned their data center practice when they suffered system failures.  Some earlier customer data center audits which we conducted when this issue first occurred did expose sloppy data center practice on the customers’ parts.  When we pointed that out to the customers, it didn’t go very well.  Yes, we all know, the customer is always right!

During all this time, the servers continued to fly off the shelf.  The sale was red hot.  I, however, had to constantly travel to the customers’ sites to explain our engineering investigation effort and our quality assurance practice.  I ended up qualified for United Airlines 1K status for the first time in that year (you had to fly for more than 100,000 miles on United within a 12-month period to qualify).  Just to Japan, one country alone, I had to “apologize” six times.  The interesting thing was the E-cache parity error rates in Japan was actually only about half of that in the United States.

In December, when I travelled to Taiwan for some other business, I was expecting to endure earful of complaints on E-cache parity error from our customers and field office there.  Yet, during my entire 3-day visit, the phrase “E-cache parity error” was never mentioned.  That certainly piqued my curiosity.  So, in the dinner with Sun Taiwan’s country manager T. C. Lee on my last day of stay, I finally asked Mr. Lee: “T. C., don’t your server customers have E-cache parity problems?”

T. C., who later became a very good friend of mine in more than two decades, peered at me with a wry smile and said, “Look at my bruised fingers.”  The fingers were bruised by so many CPU module swaps at customers’ sites he and his colleagues, as well as the small number of Sun Taiwan field service engineers, had to perform in the last few months.  I was speechless.

Eventually the task force turned its investigation back to a common environmental interference – the cosmic ray.  Although the possibility of memory bit content change due to the bombardment of cosmic ray was mentioned even in the early stage of the investigation, it was quickly dismissed as cosmic ray was always there since the CPU module was first invented.  Blaming on the cosmic ray was regarded as an attempt to find an easy scapegoat.  Now after we had turned all the other “stones”, we’d better look at this possibility more seriously.  While cosmic ray was always there, the silicon technology had changed.  The faster CPU and the corresponding faster cache memory were implemented by smaller silicon circuitry.  Correspondingly the amount of electric charge stored in the memory bit cell to represent “1”s or “0”s also became smaller.  It became much easier for the cosmic ray to knock off the stored electric charge and change its content.  This supposition made sense.

We sent a number of our servers to a radiation chamber in Los Alamos National Lab.  No surprise.  Within minutes we started getting E-cache parity errors!

Once we pinned down the cause, we went to our E-cache SRAM vendor with proof and demanded better package shielding against the cosmic ray.  We were pretty upset to know that they had already started working on the improvement after numerous complaints from other customers.  Yet, they never informed us.

Even with the improved shielding of SRAM packaging, we realized time had come to evolve from simply error detection to more sophisticated error correction.  Hamming’s Single-Error-Correction/Double-Error-Detection (SEC/DED) code had been used in protecting the huge amount of memory in computer’s main memory.  Continued miniaturization of silicon circuitry had brought increasing vulnerability of even cache memory (a much smaller amount of memory) versus cosmic ray which demanded ECC protection.

Unfortunately an error-correction-capable CPU module design, a new circuitry, takes time to develop, test, and product ship.  Meanwhile Manufacturing continued to ship the servers.  We needed an interim quick and dirty solution!

Fortunately the memory industry advanced so fast.  By now we could get an SRAM chip with the same footprint but twice the capacity, or the same total E-cache capacity but half the number of SRAM chips, compared to when the module was first designed.  So we quickly laid out a CPU module with duplicated original E-caches.  Every time the CPU writes to the E-cache, it writes to both sides.  When it reads, it also reads from both sides.  Normally both sides would give it the same answer.  If there was a parity error in one of the answers, it would pick the intact one.  The damage caused by cosmic ray could be rampant, but the chance it hit the same word on both sides was nevertheless slim.  This interim module did cost Sun more money to manufacture since twice the number of SRAMs were needed. Nevertheless, it served its purpose and the E-cache parity error issue started subsiding even before the error-correction version became available.

The Failure of Sun’s Integration Group

During this “dot-com” euphoria, startups gunning for a position in this upcoming Internet business environment mushroomed.  They all needed to buy servers to deliver their services.  While they might have legitimate ideas, many of them lacked the knowledge and skills to appropriately manage their equipment.  Yet, they were doing business on or through Internet.  When their systems crashed, it was quite visible to the outside world and the system vendors, frequently Sun, were the first to blame.  Sun’s top management must have been annoyed so much that I remember Ed Zander once even commented “it’s like selling guns to kids!”

So maybe it was time for Sun to offer some help.  They decided to form a new Integrated Product Group (IPG) which would combine Sun’s servers, storage, software, as well as selected third-party hardware and software, mimicking customers’ usage pattern, testing for compatibility and delivering a number of sanctioned “complete” configurations all the way to hardware and software revision or release levels.  I was asked to lead this group.  Obviously this also provided them the opportunity to combine my original Enterprise Server group and the newly acquired Starfire (Enterprise 10000) group.

Compared to Cisco’s UCS

The initial work of IPG was primarily the definition of a small number of “canonical systems” with different sizes and testing.  Something conceptually simple but quite complicated in practice.  With all the software, firmware, and hardware in the system, a given configuration was hardly stable.  Just when we thought the testing was complete, another bug fixing patch or security amendment was issued by a Sun component group or a third-party vendor. For a real customer, they could choose whether they would install a particular patch for their specific situation.  They could even skip any testing afterwards if deemed appropriate.  Not a “product group” like Sun’s IPG!  Verified compatibility was supposed to be one of its value propositions.

On the sale side, no two customers seemed to want the same configuration despite the fact that we already provided the small, medium, and large choices.  If IPG were a professional services group, we could tailor the system to customer’s satisfaction.  But IPG was a centralized product group.  The business models were completely different.

Obviously the IPG experiment was not successful.  This experience of mine, however, did pique my interest when Cisco announced its Unified Computing System (UCS) a decade later.  Before I joined Cisco in 2011 to manage the UCS product line, I already tried to sift through Cisco’s marketing material trying to find its value proposition.  Once I was “inside”, I literally spent the first couple of months trying to appreciate it.  Now I even had to explain to others about its value.  If you were one of those lucky (or unlucky) ones who saw my UCS Power Point presentations, I always started step by step in UCS construction to illustrate its value proposition.  It’s not integration, even though UCS is an integrated system.  It’s not compatibility testing, even though UCS assures it.  It is Cisco’s knowhow in physical and virtual networking for a cluster of Intel x86 servers.  It is the recipe-based resource management software (called UCS Manager) which Cisco provided.  It is the extremely compact and cable-less blade packaging.  (Of course, Cisco’s dominant incumbency in customers’ networking environment, including that of their data centers’, helped!)


From Systems to Chips

Around 2000, Sun’s Enterprise Servers were due to be upgraded to a new generation of SPARC processors – UltraSPARC III.  This expected performance upgrade was desperately needed as Intel’s x86 processor performance due to its volume and momentum had started encroaching Sun SPARC’s performance leadership.  In early ‘90s Sun SPARC’s performance was about 3X of Intel’s high-end processor performance.  It was the obvious choice for professional uses despite its higher price.  By middle to late ‘90s such leadership had decayed to less than 2X.  Sun maintained the superiority of its servers through the robustness of its Solaris operating system and its superior system architecture design in comparison to comparable x86-based systems.  But the engine of the machine was still the CPU!  There was only so much the surrounding infrastructure could do.

Unfortunately the execution of the UltraSPARC III project was not smooth.  The schedule was severely late.

Adding fuel to the fire, the semiconductor fab industry, including SPARC’s fab partner Texas Instruments, was going through a technology revolution.  While it was well known that copper has better electric conductivity than aluminum, which means electric signals travel faster on copper wire and thus deliver higher performance, aluminum was widely used in semiconductor chips as interconnect between transistors due to its better affinity to silicon (and therefore better reliability) during the semiconductor fabrication process.

The scenario changed when IBM in 1998 announced it had successfully produced chips using copper as interconnect.  The success of IBM established the feasibility for viable industry fabrication.  Now the rest of fab industry had to follow.  After all, better electric conductivity for the semiconductor interconnect metal doesn’t just mean faster signal speed, it also enables using narrower metal traces and/or less energy.

The transition wasn’t trivial.  New fabrication process and parameters had to be developed.  Since the major advantage for TI to fab chips for Sun was to use Sun’s cutting edge processors, which always chase the Moore’s Law in pushing the technology envelope, as pilot runs for its own product line, this time there was no exception.

The first three lots of UltraSPARC III, each lot took about three months to fabricate, all turned out to have zero yield.  The learning cycle at TI, in addition to Sun’s own execution delay, made the UltraSPARC III literally two years late to become available.

By this time, Intel’s x86 processor’s performance had caught up and started to surpass SPARC’s.  In fact, if Intel didn’t waste its time and resources throughout ’90s exploiting the VLIW architecture with its Itanium project when high-end Intel processor was trying to evolve from 32 bits to 64 bits, it might have caught up earlier.

Joining

One day in year 2000 my boss John Shoemaker, Executive Vice President of Sun’s Computer Systems Division who owned both the SPARC Processor Group and workstation/server system groups, called me into his office.  He told me he was no longer comfortable with the execution of the SPARC Processor Group.  He wanted me to take it over and “turn it around”.

I was brought up in a culture that you shall always respect your parents, teachers, and superiors.  Never before did I ever say no to my bosses.  But this time I hesitated.

The curriculum of Electrical Engineering in the ’60s and early ‘70s when I was in college was very broad.  It ranged from electricity generation and distribution, electromagnetic wave transmissions and antennas, feedback control systems, electronic logic circuits and computer design, all the way to computer programming.  Computer science and semiconductor physics were barely emerging.  I love linear algebra and Boolean logic, and always stayed on the “system side”.

Further, biased due to ignorance of technology complexity, something I only realized later, and the sheer size of a chip versus a system, aggravated by frequent schedule delays, the perception of the “processor people” in the minds of the “system people”, myself included, was pretty negative.  Many server people simply considered them as incompetent!  Now, joining them?  I enjoyed my work in the system land.  There were still so much to be done.

Trying to encourage me, John even told me that the situation couldn’t be any worse.  “From here, the only way to go is up!”

A couple days later, the president of SMCC, Ed Zander, joined the persuading effort.  He asked me, “Are you thinking of leaving Sun soon?”  “No.” I replied honestly.  “Then what’s the point of building systems using lousy engines?” he followed.  Throughout my life I had been confident of my ability in rationalizing conversations, but somehow this time I couldn’t respond to his question.  I never really thought of this issue from such an angle.  With some curiosity about internal details of microprocessors, I capitulated with an agreement with them that I could return back to the system side should I manage to hire a qualified replacement.

I started pasting the rubber decals of system products my group shipped on the transparent glass in the center of my office door since SPARCcenter 2000 and SPARCserver 1000 were shipped.  Over the last eight years, the decals almost covered the upper half of that glass.  When I moved out of my nice office on the third floor of Sun’s Menlo Park building 12, I paid two-hundred dollars to the company and had Sun Facility remove that piece of glass and give it to me as a memorabilia.  The picture on the next page was taken before it was removed.
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In February 2001 I officially moved to Sun’s Sunnyvale campus – the site of Sun’s Processor Product Group.  I called a direct staff meeting the very next day.  After briefly introducing my background and sort of apologizing for my ignorance in their field even though they all knew me as a key customer of their products, I asked them “Now our processor performance is behind Intel’s and our system products are more expensive.  Why should our customers buy our products?”  I looked around the room with five or six vice presidents and other staff at the table.  It was a total silence in the room.  I wasn’t asking a Harvard Business School question.  I was simply reflecting a common Chinese comment in teasing people who behaved like merchandise vendors: “Mr. Wong is trying hard to sell his watermelons by bragging about them.”  What do we have to brag about?

With the silence, now “Houston, we got a problem.”

I didn’t know what to do, but I did know if the group kept doing whatever it had been doing, it was going to fail.  My staff and I ended up spending the following year searching for solutions.

Learning

One thing I immediately noticed.  In the first two weeks, I literally didn’t understand any of the jargons my staff was using and the semiconductor issues they were talking about.  And there were quite a lot.  Further, as the head of the SPARC group, I frequently had to speak to customers, press, and the analysts.  I always hate to speak on something which I myself don’t really understand.  (I sometimes jokingly admired some of those big corporate executives who could speak for half an hour with nothing in substance.)  Thinking of my responsibility and together with my curiosity about both the semiconductor technologies and microprocessor architecture, I decided I had to spend significant effort to learn this field seriously. 

The semiconductor technology in the 2000’s was completely different from the primitive bipolar P-N junctions which I learned in my college electronics course in the ‘70s.  I bought an inch-thick hard-cover book on “Semiconductor Manufacturing Technology” published by Prentice Hall, which as this date still sits on my study’s bookshelf, and read it patiently cover to cover.  I responded to all the vendors’ solicitation literatures and asked for more information.  Whenever there were relevant seminars offered publicly in the Valley, I tried to attend and sit right in the center of the front row.  I still remember, in a 3-hour public seminar sponsored by a local industrial group, the famous quote made by Pat Galsinger, Intel’s SVP of enterprise processors, illustrating the growing heat generation problem as the result of rapidly increasing chip clock frequency: “Intel is capable of developing and eventually running its processor chip at 10 GHz.  But if it gets there, the hottest spot on the chip would be as hot as the surface of Sun.”


In my self-study, I also tried to read books which I felt were relevant to my exploration.  One book in particular impressed me was “The Innovator’s Dilemma – When New Technologies Cause Great Firms to Fail” by Clayton Christensen of Harvard Business School.  Christensen pointed out clearly that businesses frequently focused so much on their existing business/practice and got blindsided by cheaper, evolving but heretofore inferior technologies or practices which they actually held in contempt.  The numerous real examples the author cited were so impressively alarming.

I liked the book so much that I bought a case of them.  I gave each of my direct staff a copy and kept the rest for future new key hires.

Gradually the things people surrounding me talked about started to make more sense to me.  Watching how hard and dedicated they worked, they didn’t appear to be that incompetent any more.  I was pretty stunned with the change of my feeling.  I even started feeling guilty with my previous bias.  I had no idea how challenging it was to push the cutting edge envelope of the technology.  There are so many dimensions of issues to address to produce a leading edge processor, let alone with limited resources.  It was so ignorant to blindly pride yourself while thinking others as all bozos.  This lesson was so profound that I tried to constantly remind myself through the rest of my career.

Two months after I started in the Processor Product Group, Sun’s CEO Scott McNealy sent me an email asking whether I could turn the group around.  I sent him a long reply, even though I knew he always preferred a Yes or No answer.  With what I learned at that point, I told him if a turn-around could be done at all, I believed I could.  But it would take time.  With the long product development cycles, it could take more than three years.  I told Scott that I wondered whether our customers would be willing to stay with us that long.

The diagram on the next page showed some details of the Processor Products Group, which I used in my first all-hands meeting.  The various code names in the center of the two open palms were chip project names.
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Searching for Solutions

With Intel x86’s advantage of volume and momentum of personal computers (PC), to earn a space in Computing, Sun products had to offer its value.  In the early 2000’s, Intel had the best electronics engineers in the industry who could design processors to run at the highest clock frequency allowed by a given generation of silicon and cooling technologies.  Clock frequency was what determined processor, and in turn system, performance in that era.  We had no chance of beating them there.

Sun/TI produced less than a million SPARC processor chips a year.  Intel shipped more than 100 million.  Chip development and manufacturing cost get amortized by volume.  There’s no way Sun/TI processor chips could be cheaper, not to mention the supporting chipset industry out there to complement the rest of the Intel-based systems.

So, what’s left for Sun?  Obviously following the existing rules of game, Sun was going to lose.  The only thing Intel could not monopolize was architecture superiority.  There was no reason to think Intel’s processor architects were anywhere less capable than ours in the current state-of-the-art practice in processor microarchitecture designs.  Unless, of course, if we pioneer a new direction…

Despite the revelation of Reduced Instruction Set CPU (RISC) from Complicated Instruction Set CPU (CISC) in 1986-87, the internal processor architecture in the early 2000’s was still heavily influenced by high performance computing since the ‘60s and ‘70s.  High-end processors tried to do a single computing job as fast as possible.  Continuing increase of processor clock frequency provided the major source of performance enhancement.  Additional arithmetic function units such as floating point adders, multipliers, and even dividers and square rooters were being added to exhaust all opportunities to perform more operations per instruction cycle and to expedite their executions by hardware. 

Fortunately Sun was the dot of the dot-com.  We had many “modern” customers doing online searching, online banking, and the broader E-commerce.  The arithmetic used was simple.  Some didn’t even use floating point arithmetic.  A lot of silicon real estate traditionally invested on a processor chip was underutilized. 

But, then, what’s the computing challenge for these customers?  Volume of transactions per second!  At ten o’clock in the morning tens of thousands of customers from all over the world could be depositing/withdrawing money from their online banking accounts.  Individual transactions are simple, but the bank has to serve them all promptly.

We didn’t come to this understanding overnight.  We were simply, or I should say desperately, searching for ways to change the rules of the game.  One day a Stanford professor came to see me and preached a multiple-simple-core processor architecture.  I literally dismissed it, as multi-core processor architecture was nothing new.  I read research papers from Carnegie Mellon University even when I was in graduate school!


Throughput Computing

The Afara Websystems Acquisition and the Birth of Niagara

Then a trigger event leading us into the multi-core, multi-thread direction happened.  It came to our attention that there was this start-up company in the Valley called Afara Websystems founded by an ex-Sun employee, Les Kohn.  Afara was building a multi-core, multi-thread microprocessor optimized for web-based transactions to be used in their yet-to-be-designed web server products.  As the former Chief Architect for UltraSPARC I, Kohn used SPARC instruction set architecture (ISA) for their web-optimized processor.  That literally made their design compatible to what we would do.  The logical design of the processor was almost done at the time as we were told, which, if we acquire them, would definitely shorten our overall product development time.

Better yet, sorry to say that, the “dot-com” just crashed.  Afara’s investors, led by Raza Foundry, was ready to dump them after having invested for about 20 million dollars in the project.  All these investors suffered from the dot-com crash and lost a lot of money in various ventures they invested.  For custom chip projects, the huge amount of money which needs to be spent in the physical phase of the development (layout, timing, power balancing, etc.), which Afara project was about to enter, and eventually the costly mask making prior to chip fabrication were something that the existing investors were no longer willing to sink in more money.  They would be happy if they could just recover the amount of money they already invested.  That presented Sun a bargain.  With a little more than thirty million dollars including incentive bonuses for retaining people, we acquired Afara Websystems.

Unfortunately it was clear that the Afara people were not happy with the acquisition.  Apparently they were very convinced that what they were doing was groundbreaking and they joined the start-up expecting to make a lot of money if they were able to finish their product.  They were either unaware of the fact that their investors were planning on dumping them, or they refused to believe that.  They made their unhappiness so clear that we could feel the undercurrent.

Meanwhile, once Afara project was inside, we got to learn more and deeper about their vision.  Together with some early, but realistic, benchmark simulations which showed very promising performance, we actually fell more and more in love with this multi-core, multi-thread idea.  We turned from being somewhat skeptical to firmly believing this must be the game changer we were searching for!

To stabilize the team and show how much we cared about the team, one of my key staff members Sunil Joshi, VP of CAD Software, actually volunteered and moved his office right next to where the Afara team resided to facilitate the culture assimilation.

At the time of the Afara acquisition, we didn’t care much about their CEO.  We considered him as simply a business-type person.  What we needed was a mature, competent, engineering executive to lead the group.

Since I was relatively new in the semiconductor chip business, I actually liked to get someone from the chip industry.  Human Resources with the help of head hunters gave me five candidate resumes.  I interviewed each one of them face to face.  The one impressed me the most was a 59-year old gentleman called Fred DeSantis.  Unfortunately he was with Burroughs Corporation, a mainframe-class computer system vendor, and had little semiconductor industry experience.  Since my friend Gary Beck was hired by me from Burroughs to Cydrome and then Sun, I called Gary for reference.

It turned out that Gary actually worked for Fred at Burroughs.  When he found out Fred was a candidate, after I told him the position I was recruiting and my concern with Fred’s background, Gary told me “Fred is the best manager I’ve ever worked for, including you.”  I trusted Gary’s judgment over the years and our friendship made me not offended by his straight comment.

After struggling between industry background and managerial capability a little bit, I made a bet and chose the latter.  It turned out to be an excellent bet.  Fred did a fabulous job managing the new group, the project, and eventually the product family.  He worked for Sun for another five years and retired at 64 forced by his wife.

We also needed a new project name.  The engineering team actually first came up with the name Black Widow.  Someone must have related the eight processor cores in the chip to the eight legs a spider has.  To our surprise, and the first time and the only time in my Sun tenure, that name was vetoed by senior management.  Somehow they didn’t like it!  We had to get back to the drawing board. 

Then another genius in the group came up with the name Niagara.  That went very well with the value the 8-core, 32-thread processor chip was going to offer – processing throughput.  It was an instant acceptance by everybody!  The name Niagara actually started Sun SPARC’s subsequent marketing campaign under the theme “Throughput Computing” coined by my Marketing partner Andy Ingram.  Interestingly, Pfizer’s manhood drug Viagra happened to be pretty hot at the time in the marketplace.  From time to time people jokingly mixed up the name with Viagra.

Promoted to Executive Vice Presidency

Around April 2002 an “earthquake” happened at Sun.  Three of Sun’s executive vice presidents resigned successively in the same week.  “Retirements” were given publicly as the reason, but rumors abound.  People suspected the incidents were related to CEO succession planning which Sun’s CEO Scott McNealy, also a board member of General Electric at the time, got serious probably learning from Jack Welch whom Scott admired.  Press started speculating where Ed Zander, Sun’s Chief Operating Officer and CEO heir-apparent, would be going.

Right at this time, a few days after that week, I was told that Ed Zander wanted to see me.  I traveled from my Sunnyvale office to Sun’s new headquarter in Santa Clara to see him with no idea why he asked.

Zander first asked how I was doing.  I told him I was doing fine.  He then calmly told me that he was leaving.  He asked me to hang in there, because “Scott needs you.”

I was very touched.  I was not that close to Ed and I did not know much, if any, about the relationship between him and Scott.  The way he said “Scott needs you” sounded very much like “the Company needs you”, probably because of my role in SPARC.  This was a guy who’s leaving the company.  I didn’t really know what to say, but a strong sense of respect surged from the bottom of my heart.

Zander resigned in the following week.  The day the news came out, Sun’s market capitalization lost six billion dollars as the result of 15% drop in its stock price.  With sadness, I actually sent Zander an email calling him a six-billion dollar man.

Not much time later, my boss John Shoemaker also announced his retirement from Sun by the end of the fiscal year.  Although as I understand it John’s departure was pre-planned and had nothing to do with what happened earlier, there is no question that Sun suffered deeply loosing its top leadership team.  All of Shoemaker’s engineering direct reports, including myself, were promoted to Executive Vice Presidency reporting directly to CEO Scott McNealy.

Pat Galsinger vs. Dirk Meyer

Being the head of Sun’s SPARC group and an Executive Vice President of Sun Microsystems, I had plenty of opportunities for public speaking.  I enjoyed on stage articulating technology trends, showing cutting edge innovations that people were curious about, and explaining certain technical details in a way I believe people could understand, while without forgetting promoting the causes Sun was working on.  During the after-crash 2002-2003 era in which everyone knew Sun was hit hard, Scott even encouraged me to talk more publicly. “If we don’t make more noises about SPARC, people would think we are already dead!”  In high tech industry people usually keep quiet while they are still developing a new innovative product or pursuing a new strategic direction.  Yet, Sun SPARC and Sun’s SPARC-based product portfolio were in an uneasy position – it had to survive first!

One of my most enjoyable moments in my career came in the spring of 2003.  An industry sell-side analyst specializing in microprocessors sponsored a workshop in New York City for his subscribers.  The analyst invited senior executives from four major microprocessor producers – Intel, AMD, Sun SPARC, and IBM Power – to present their perspectives and roadmaps.  The workshop started at 8:00 a.m. with one hour each assigned to the four speakers.  AMD was scheduled to go first.
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Figure 10     My Presentation in Seoul, Korea


For those of you somehow followed the microprocessor industry you might recall both Intel and AMD started rolling out dual-core versions of their high-end processor lines in 2002.  AMD Opteron was red hot at the time due to its higher computing performance over Intel’s, partially because of its on-chip integration of memory controllers.  Further, AMD claimed its dual-core Opteron was monolithically designed and fabricated, versus Intel’s implementation of two separate single-core dies interconnected through thin-film connections on the substrate inside the processor package.  AMD called Intel’s implementation a fake dual-core processor.

In that morning, AMD’s CEO Dirk Meyer gave a high-spirited speech, followed by Pat Galsinger, Intel’s senior VP in charge of high-end microprocessors.  As usual, the scholar-and-gentleman-styled Pat gave an impressive presentation nicely reflecting Intel’s technology leadership.  Yet, inevitably, you could smell the battlefield competitiveness in their speeches.

Then it was my turn.  I walked onto the stage and started articulating the new challenges the IT industry faced in this Internet-based economy.  I pointed out the new processing throughput challenge business CIO’s faced. In contrast to the traditionally single high-performance floating-point computing job, it was the throughput with simple arithmetic!  What matters was no longer the shortest execution time of a single job by employing expensive but rarely used floating point dividers and square rooters.  Microprocessor architecture needed to evolve along with the economy.

I explained why Sun SPARC decided to get rid of all those complicated but silicon-real-estate expensive mechanisms and rarely used resources in the processor which were provided over the years, if not decades, solely for the purpose of enhancing a single computing job.  The elimination shrunk the size of a processor core and freed up a lot of silicon real estate.  What do you do with that extra area?  Put in more processing cores!  After all, the processor die cannot be too small.  The amount of data input/output required for high-end microprocessors demands high number of I/O pins for the package, along with a large number of power and ground pins to serve the electric needs of the processor.  For packaging and soldering reasons, the pin spacing cannot be too small, which in turn dictates the size of the processor die inside the package.  Multiple cores support higher data processing throughput.  That’s exactly what we wanted!

So I told the audience that Intel’s and AMD’s dual-core processors were merely a brute force enablement by the advancement of silicon technology.  It’s going to be a slow process to scale it further to have more cores.  Sun had the architecture insight and made the fundamental shift.  We jumped from a single core to eight!

It’s interesting to have observed the different behaviors of the Intel and AMD senior teams after my presentation.  The AMD executives, led by their CEO, all had their eyes towards the ceiling.  Their pride in Opteron translated visibly into contempt on others, I guess particularly on SPARC.

On the contrary, the Intel team, led by Pat, behaved completely differently.  They all had their heads down and diligently taking notes while I was talking.  I was actually impressed.  Later after I returned back to the company, I told my staff that Intel had a future.  Just watch.  They will eventually overcome their defeat by Opteron.  History certainly proved I was right.


[image: ]Figure 11          The Wafer of UltraSPARC T-1 (Niagara)


The Cancellation of UltraSPARC V

One major reason for SPARC processor group’s inability to keep their development schedules, as I observed after running the group for six months, was the limitation of resources.  High-end microprocessor development is very labor-intensive.  It could easily take hundreds of engineers multiple years to develop.  (The press-reported case that Intel employed more than eight hundred engineers and took eight years in the ‘90s to develop their 64-bit Itanium processor was probably an extreme case.  Four vice presidents were rumored to have gotten fired because of the lengthy and turbulent development.)  In order to maintain competitiveness in the market place, processor vendors couldn’t afford to serialize such developments, not to mention the need of capturing the rapidly advancing semiconductor manufacturing technology.  The electronic circuitry on silicon was getting shrunk every eighteen months, which made the corresponding chips run faster, perform more tasks, and consume less power.  The vendors had to target each such new technology iteration in their leading-edge processor offering.

Both the need for market competitiveness and the need to utilize the latest technology advancement dictate “pipelining” project development.  New processor project had to be launched long before the previous project(s) was completed.  For a product company like Sun which had low-end desktop workstations all the way to high-end servers, the processor development roadmap was actually a two-dimensional diagram.  You need to have processor developments to cover the performance/pricing range and most likely each of them need to be pipelined. 

Sun’s SPARC Processor Group at the time constantly had 6-7 active projects going on with an annual investment about four to six hundred million dollars.  It’s a significant burden to the company.  When a processor project ran into any unforeseen challenges, whether it’s bad execution of the design team, new technology surprises of the chip foundry, or simply poor planning, resources had to be juggled.  During the 2000-2001 UltraSPARC III crisis mentioned earlier, numerous engineers had to be “borrowed” from the highest-end SPARC processor project and the largest project team Millennium (later called UltraSPARC V by Marketing), which in turn stretched Millennium’s schedule.  Millennium which started in 1998 was named for a reason!

Although eventually we finished the chip design and taped out the design to Texas Instruments for fabrication in 2003 after 400 engineers working on the project for more than four years, performance benchmarks based on simulations already showed its lack of superiority over the simpler, cheaper, and less power hungry Niagara.  Not just on web services applications.  Even on transaction-oriented database applications.  Yet, such a complicated chip which was based on the traditional multi-issue, superscalar design, would take TI and Sun a year to reach bug-free and proper yield.  Then the system groups, regardless how much simulations and physical designs they did ahead of getting the CPU chips, would take another year to test and ship.  Although the Processor Group and Sun had already sunk a tremendous amount of resources to have gotten to this point, it seemed pretty pointless to continue the Millennium project, knowing it wouldn’t be competitive when the systems got released two years later.  Like in any investment, it’s not how much you have already sunk.  It’s how much you still have to sink.

So I decided to cancel the Millennium project to free up resources.  I admit the fact that I didn’t create the Millennium project and didn’t cause its schedule delay due to resource shortage made the decision easier.  I didn’t “fall in love” with the project.

While I appreciate the fact that none of my superiors in the company intervened with my decision, one side effect of the project cancellation did surprise me.  Sun was still selling UltraSPARC IV generation of products.  With the 20/20 hindsight, Marketing apparently prematurely gave Millennium the official name UltraSPARC V because of its flagship positioning as the next generation.  The news of Millennium cancellation quickly spread beyond the company.  With the grapevines throughout the Valley, nothing in Silicon Valley could be kept secret!

My office phone started ringing off the hook the very next day.  Analyst after analyst asked whether the cancellation of our “next generation” meant the end of SPARC processor development.  Obviously nothing was further from the truth.

Not just the analysts.  The press in general was also pessimistic about Sun.  The Forbes magazine, while fairly presented our throughput computing strategy in its published article regarding Niagara, couldn’t hide its skepticism by titling the article “Hail Mary Chip”.

Two weeks later Intel cancelled two of its primary processor development projects.  With the presentation I did in New York and my observation on Pat Galsinger and his team’s behavior, I believed I knew what Intel was doing.  Intel’s processor development roadmap must look like an aircraft carrier. It would take a much bigger effort and longer period to show effect.  But I believed Pat was doing the right thing.

Apparently due to Intel’s authority in processor chiefdom and Pat’s personal reputation, no analyst publicly in the press questioned Intel’s decision.  I was glad Sun’s decision was made two weeks earlier, otherwise people might say we were just following Intel even though that could have saved me two day’s agony on the phone.
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The Creation of Niagara2

Along with the increasing importance of Niagara in SPARC’s strategy, our concern with the stability of the original Afara team was also growing.  While we were actively recruiting more new engineers to join the Niagara project, the original Afara team still constituted the core.  We knew their leader Les Kohn was seriously working on his next start-up project.  We got nervous whenever we saw ex-Afara people secretly talking to each other.

The original Afara project started in 2001, targeting then most advanced silicon fabrication technology.  By late 2002 the next-generation silicon fab technology was emerging driven by the Moore’s Law.  To maintain the leading performance position in the high-end microprocessor, we always started the next-generation key processor project to go along with the technology.  That provided us a golden opportunity to kill two birds with one stone!

Six months after we officially launched the Niagara project in Sun, which was actually already kind of halfway in the processor’s total development before fabrication, we launched the development of its next generation – the Niagara2 Project.  We quickly staffed the Niagara2 engineering team using people originally working on some low-end processor projects and Millennium which we just cancelled.  This included mostly our Texas Austin engineers.

Niagara2, being the next generation for Niagara, while still maintained eight cores since it’s already a big leap from our traditional single core processor, increased the number of threads capable of running in a core from Niagara’s four to eight to take advantage of the increased transistor counts available in the next generation silicon technology.

We deliberately maintained the similarity of Niagara and Niagara2’s processor microarchitectures in the name of binary compatibility.  We literally paired up engineer to engineer in the two projects.  We told the engineers that we wanted to maintain total compatibility between the two processors.  For that purpose and to accelerate the Niagara2 development, we asked the Niagara2 engineers to learn and copy what their counterparts did in Niagara wherever they could.  We gave the Niagara2 engineers an official license to study what Niagara engineers implemented!

Obviously there was a hidden agenda here.  Should we lose enough Niagara engineers, we could have instant replacement with minimal interruptions to the leading Niagara project.

With all of these attention and a great team effort, eventually both Niagara and Niagara2 projects succeeded.  Niagara was announced in December 2005 as the industry’s first 8-core 32-thread mainstream general purpose microprocessor.   Energy crisis happened to be a hot topic at the time.  So the processor announcement actually was conducted under the claim of the most energy efficient general purpose microprocessor given the consumed power per TPC-C mark (an industry standard computer benchmark for transaction processing).  Niagara2 was launched a year later.  Industry analysts told me they were so impressed with Niagara’s throughput.  Yet Sun’s ability to roll out two generations of such high-throughput, multi-core multi-thread processors in such a short period really amazed them!  I smiled, but almost had tears in my eyes.

SPARC Hypervisor

The 2001-2002 dot-com crash forced businesses to re-examine their server usage.  Many of them piled up a large number of dedicated servers running various applications possibly in different operating systems during the dot-com era, even when these servers used the same CPU.  Yet, not all applications needed to run all the time.  AT&T found out the average usage of their servers was only about 10-15%!

A company founded in 1998 in the valley called VMware happened to solve this problem.  The VMware software, called Hypervisor, allowed individual applications wrapped around in their native operation systems, as software modules called Virtual Machines, to run on top of the same server.  This in turn allowed data center owners to consolidate servers into a smaller number with significantly improved utilization and eliminate the redundant ones.  In 2003, VMware further introduced the VMotion capability, which allowed Virtual Machines to move from servers to servers.  Together with the trend of using ambient air to cool servers as much as possible for energy efficiency in data centers located in cooler locations, some practice called “chasing the moon” interested a lot of system operators.

Unfortunately the growing popularity of VMware hypervisor wouldn’t benefit the Sun/SPARC server community.  The VMware software was strictly written for x86 processor architecture.  We started losing some customers.  Not for performance.  Not for unit pricing.  But for inability to run such virtualization.  We sent request to VMware for SPARC support and we were willing to pay for it.  I even offered to send a 20-engineer team to VMware to do the SPARC porting and adaptation.  VMware declined and claimed lack of resources and the need to focus.

Life was never perfect, yet frequently it was full of pleasant surprises.  One “defect” we did discover in Afara’s original implementation was that Afara didn’t implement the full Hardware Abstraction Layer (HAL) between SPARC processor and Solaris operating system.  The abstraction layer for more than a decade had allowed SPARC and Solaris to independently innovate and evolve without affecting the other.  Since Afara before acquisition wasn’t part of Sun and was planning to run their own version of Linux operating system, they didn’t want to waste any time and silicon real estate to faithfully implement such a layer.  Sun Niagara didn’t have such a choice, but the processor development had way passed the point of allowing any significant changes without huge penalty.

In a few days after this issue surfaced, a Sun Distinguished Engineer came to see me.  He proposed to use a thin layer of firmware layering on top of Niagara to fully support the HAL for Solaris.  I was very excited.  My headache was resolved.

To my surprise, a week later he returned to my office.  He told me that as long as we were investing such a thin layer of firmware, the same firmware could be architected in such a way that it could support other operating systems.  In other words, the SPARC ecosystem could now have its own virtual machine environment.  The SPARC Hypervisor was born!

Trip with Scott

With the SPARC responsibility, I had to go to New York City from time to time to participate in analyst meetings.  One time before the trip, Scott McNealy’s office called me after Scott found out I was also going.  He invited me to fly with him to NYC in his corporate jet.  I happily accepted.

It was a late evening flight with only two of us.  We chatted a little bit.  Somehow the topic turned into Sun’s internal corporate organization.  I told him my perception change between working on the SPARC-based system side and working later on the SPARC processor side.  I told him the less-than-ideal roadmap planning process between the system groups and the processor group.  He then asked me how I thought Sun Engineering should be organized. 

Although I knew Scott tended to ask straight questions, his direct question still surprised me.  That was not what I was seeking.  Yet he asked and stared at me while waiting for the answer.  I literally hesitated a bit and said ideally the needed Sun system products and the corresponding SPARC processors should be planned together, probably under the same management.  He looked at me for a little while and said nothing.

He then unfolded the two long side sofas in the back of the jet into two sofa beds.  After I lied down on one of them, he pulled a blanket out of a drawer and laid it on me.  Maybe it’s my Chinese cultural influence on attitude toward authorities, I was deeply touched by what he did.


Now the Whole SPARC Portfolio

In 2004, Jonathan Schwartz was made Sun’s President and Chief Operating Officer.  I was asked to run the whole SPARC portfolio – from SPARC processors, to SPARC-based workstations, and to SPARC-based servers.  I was also asked to collapse the existing organizations and reduce the total workforce from 4,000 people to 3,300. I combined the SPARC processor group, the workstation group, and the server group and reorganized in such a way that the VP in charge of low-end processor was also in charge of low-end workstations and low-end servers using the low-end processor.  The same arrangement applied to the mid-range and high-end.  Common engineering groups such as power and packaging group, QA and testing group, etc. all grouped into a central engineering group.  Product marketing was a separate group.  The whole organization was named Scalable Systems Group to emphasize product span.  The organization chart on the next page showed much details.  When Scott saw my reorg announcement, he sent an email telling me he liked it.

Reorganization process always creates opportunities for some, while taking away responsibilities from others.  Reorganization with workforce reduction as part of its objectives makes it more brutal.  I had to call nine vice presidents personally in one hour telling them they no longer had a job.  Some of them were even hired by me into Sun years ago.  That was one of the most painful hours in my life.
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While different VPs were in charge of different product lines, I insisted they all sit through the two-day monthly project review.  I wanted people to know what their peers were doing, how they fit in, and I wanted people to coordinate.

Several months later, Sun spent 91 million dollars, bought Andy Bechtolsheim’s x86 system startup and started Sun’s x86-based system product line.  Initially Jonathan allegedly was looking for a veteran from the x86 system industry to run that group, but eventually he gave that job to his confidant John Fowler.

Sun was hit hard by the collapse of the dot-com euphoria.  The blows came from several directions.  Obviously the “dot-com” crash destroyed the burgeoning demand on servers from Internet-based start-ups and established companies stopped expanding their data centers for the Internet.  In December 2000 the sales suddenly dried up like the faucet got turned off.  Then a “grey market” of Sun gears showed up.  Re-possessed brand new Sun equipment by investors from failed new ventures were being sold ten cents on a dollar on the market.  Many of them were even in their original un-opened shipping boxes!

But, more fundamentally, the busted dot-com bubble kind of woke people up.  Businesses had been busy expanding their Internet resources in previous years with no time to spare.  The


“pause” of the momentum, coupled by various degrees of business recession, triggered thorough reviews of customers’ utilization of invested resources.

Adding salt to the wound, Intel’s x86 microprocessors started surpassing Sun’s SPARC processors in performance.  Yet x86-based servers were much cheaper than Sun’s thanks to the huge x86 supporting chipset, packaging, and applications markets fostered by the humongous volume of x86-based personal computers (PC).  The direction of wind started turning.

At the peak of Sun’s business, right before the dot-com crash, the total revenue of Sun’s workstation and server business, all based on SPARC processors, was about 10 billion dollars.  In fact, Sun’s market capitalization approached 180 billion dollars at that time, literally within spitting distance of IBM’s!  By the time I took over the SPARC portfolio, the total system revenue had shrunk down to about 6 billions.

The new multicore/multithread Niagara effort in my processor land brought hope.  The new architecture might earn Sun some position in the computing universe.  But the chance of growing SPARC market was slim.  The marketing phrase “industry standard” Intel coined for their widely adopted microprocessors started getting used by press and analyst as if there was indeed such “standard” in the industry.  With the weak alternative Advanced Micro Devices (AMD) and no other suppliers, Intel’s microprocessors were really just as proprietary as Sun’s SPARC and IBM’s Power.

In the first all-VP meeting under Jonathan’s presidency, I was asked to present Sun’s new “Throughput Computing” and SPARC’s product roadmap.  The strength of the multi-core, multi-thread Niagara series processors was in the total volume of work they could process, called throughput, not in the absolute speed any single job could be processed.  The latter was what traditional processor architecture valued.  My good friend and business partner Andy Ingram, VP of Marketing for Sun’s new Scalable Systems Group, coined such a (marketing) phrase to emphasize Niagara processor’s unique strength and difference.  Once again, Sun, particularly SPARC, regained a leadership position in pushing the status-quo of the technology world.  With the mission of “making as much noise as possible” for SPARC, I engaged in numerous speaking opportunities worldwide to tout the value of such “throughput computing”.

Apparently as a way to pump up internal morale, I was arranged to give such a presentation in this internal senior management meeting with more than a hundred Sun VPs.  Yet, I knew it was highly unlikely that Sun’s SPARC system business was going to grow given the trend in the IT industry.  So at the end of my presentation, I told my esteemed colleagues “I sincerely hope Sun’s industry-strength Solaris and the new web services business can grow.  My mission with the Scalable Systems Group is to hold the fort and buy time for our burgeoning software business.”

In the next two years, I believe we more or less achieved it, at least on the system business side.

Dinner with John Kelly of IBM

IBM literally invented the computing industry.  Since 1950’s its mainframe computers dominated the world and it invented numerous key computing and storage technologies along the way.  While it never gained the top leading position in the newer supercomputer, mini-computer, personal computer, workstation, and server product businesses, through repeated re-invention of itself, it remained a computing industry powerhouse all the way to the twenty-first century. 

Internally, IBM over the years had built a completely self-sufficient eco-system including the entire supply chain.  During 1982 to 1984 period I was working as a Research Staff Member in IBM’s San Jose Research Lab in the manufacturing automation area.  In order to make sure that the programmable manufacturing inspection machine my project was building was capable of covering as many manufacturing processes as possible, my manager Kwan Wong led the group in December 1982 touring various IBM manufacturing facilities for chips, circuit board level packaging, and systems in upper state New York.  I was so impressed that I told my wife afterwards that someday the United States Government might even fall but IBM would not.

So different from Sun, which started building its own SPARC processor chips in 1987 and decided out right to be fabless to minimize investment and risks, IBM owned a fab in Burlington, New York.  With the escalating scale of semiconductor wafers and equipment to reduce chip’s per-piece cost, the corresponding facility and R&D investments also escalated.  IBM could no longer bear the investment cost alone and consume its Burlington foundry’s total capacity by itself.  Intel has sufficient volume and business of its own chips to amortize its chip R&D and fabrication facility investment.  Taiwan Semiconductor Manufacturing Corporation (TSMC), the world leader in semiconductor manufacturing for open market, has the aggregated volume from all of its customers worldwide to amortize the cost.  Korea’s Samsung has a huge Dynamic Memory (DRAM) chip business, not to mention its various consumer product needs.  Texas Instruments had its successful digital logic and small scale integrated circuit chip business in the ‘70s and ‘80s.  Sun’s SPARC processor chips contributed some volume in the ‘90s and early 2000s.  By early 2000s TI’s chip investment was primarily supported by their analogue chips and digital signal processor (DSP) business.  And it had already started becoming challenging.

So it was not unknown in the industry that IBM had difficulties maintaining their proprietary chip foundry.

In late 2004 I was told that IBM’s senior VP in charge of microelectronics (including its semiconductor foundry) John Kelley was visiting the San Francisco Bay area and I was invited to have a dinner with him in Saratoga, California.  I accepted the invitation.

Sitting on the second floor of this nice restaurant on Big Basin Way, John briefly touted IBM’s semiconductor manufacturing technologies, design tools, and manufacturing facilities.  He then cut through the chase and offered to build the SPARC processor chips for Sun.

Even with some anticipation, I was surprised.  A high-end microprocessor takes about three years to develop before it shows up in system products.  During that development time the chip owner and the foundry need to work closely together.  This is particularly true for envelope-pushing high-end microprocessors which always employ the cutting-edge, upcoming semiconductor technology.  From semiconductor technology trend, chip product roadmap, to chip (layout, timing, and power) design rules and software tools, it’s all shared intimately between the chip owner and the foundry.  Yet, Sun and IBM were direct system product competitors.  Doing so literally would make Sun look naked in front of IBM.  Yes, big corporations sometimes claimed to have insulation among different internal groups when the groups tried to pursue external business.  But processors and system products are too close.  Would you trust a company whose primary business is in system products which competes with you?

Knowing IBM also used Intel’s x86 processors in a line of their servers (and PCs) and the fact that Sun SPARC could use IBM’s endorsement at the time to strengthen its position in the processor world which is crucial for third-party application recruitment, I told John Kelley “How about IBM announcing and starting a line of servers or workstations using SPARC processors to establish our mutual dependency?  Then we can talk about utilizing IBM’s fab.”

Kelley looked at me for five seconds.  He then said, “Dave, let’s have a nice dinner.”

Dealing with Oracle

We announced the Niagara processor under the marketing name UltraSPARC T1 in December 2004.  “T” obviously stands for Throughput.  We achieved the First Customer Shipment (FCS) of UltraSPARC T1 servers in May 2005.  The UltraSPARC T1 server was primarily targeting the web services companies and thus the entry configuration equipped with one UltraSPARC T1 8-core/32-thread processor was packaged in a one-rack-unit (1RU, or 1.75-inch-high) rack-mountable box, just like the popular x86-based web servers,.  Not just the physical packaging size, the rest of the UltraSPARC T1 server used many of the same electronic parts as in an x86 server.  We literally priced the UltraSPARC T1 servers very competitively versus the “industry standard” x86 servers.  Unfortunately we immediately ran into a problem.

The number-one database application vendor in Sun server’s installed base was Oracle.  Since different server configurations provide different performance levels, many software vendors choose not to price their software licenses based on the number of servers.  Instead, they charge based on the number of processors running in the server.  Thus larger, more capable server configurations which contain more processor chips carry more software licenses.  The total licensing cost seemed proportional to the total cost of processors and for that matter the cost of the rest of the system.

Now the multiple processing cores of a single Niagara chip presented a new scenario.  To boost the total processing volume, particularly for the web-service type of computations, Sun chose to simplify the processor and reduced the chip real estate for implementing such a processor.  When the total chip size is maintained in order to provide sufficient input/output pins into and out of the chip package, more “processors” could be accommodated in a single chip.  That’s why the name “core” was created to differentiate it from the single physical processor chip.  You could just say it’s a different microarchitecture within the processor.

Oracle, however, wanted to treat each processing core just like a physical processor chip they used to deal with.  Thus an 8-core Niagara chip would have to carry 8 Oracle database licenses.  That immediately renders Sun UltraSPARC T1 servers unaffordable for customers who use Oracle database software.  Who wants to buy a $3,000 server yet needs to pay $24,000 license fee to Oracle to run its database on the server, while they have the option of a $3,000 x86 server with another $3,000 Oracle database license?  Despite the resulting performance difference, the aesthetics is just not right!

I requested a meeting at Oracle headquarter in Redwood Shores.  Multiple Oracle VPs in relevant areas attended.  I briefly introduced the Niagara architecture, its rationale, and its system pricing.  I presented the $3,000/$24,000 pricing anomaly in front of these Oracle VPs and then paused.

A couple of Oracle VPs started to laugh and agreed that the whole thing didn’t make too much sense.  I tried to advocate the fact that all eight cores actually belong to a single processor and tried to get Oracle to price their database license on a per processor socket basis.  I didn’t quite succeed.  A couple of weeks later, apparently after some internal discussions, Oracle agreed to a new processor core rating policy.  Oracle treated Sun’s UltraSPARC T1 cores as “weak core” and gave it a 0.25 weighting.  Thus an 8-core UltraSPARC T1 processor required 8 x 0.25 = 2 licenses.  Not exactly what we wanted, but better than what we otherwise could get.

The Google Effort

Since the multi-core, multi-thread UltraSPARC T1’s strength was in processing throughout, particularly for web services, Google search was an obvious target application.  We wanted to do a performance comparison between T1-based machine and a comparably-equipped (and comparably priced) x86 machine in running Google search jobs.  This is called (performance) benchmarking in the industry.  If we could get excellent benchmarking results, it would verify this multi-core/multi-thread thesis and become a very useful selling point in general, not to mention the appealing potential of selling into Google’s gargantuan data centers.  If Google would allow us to reference it publicly, that would be even better.

We approached Google, did a thorough presentation of T1’s attributes and articulated the rationales behind them.  We then asked for the opportunity of benchmarking their search apps.  We knew they would guard their family jewels with life, so we offered to send two engineers to their site.  Under their visual supervision, our engineers would first compile their x86-based software code into SPARC-compatible code and then measure the execution run time on the T1 machine.  With a little bit of elbow nudging, they reluctantly agreed.

With several days’ effort, as we expected, the ratio of T1’s execution speed versus that of an x86 system was so impressive that the Google engineers working with us literally raised their eyebrows!

On the next day when our engineers showed up, they gave them another piece of code to run.  Again, the performance comparison was extraordinary.

Finally, with a bit of seriousness, they gave our engineers yet another piece of software code to try.  We kind of anticipated this.  The first piece of code was simply a test.  Flunking it would have terminated this effort, even though the code might not be anywhere near how Google’s code actually looked like.  The second piece of code got closer.  And now T1’s superior performance obviously piqued their interest.

Once again, our T1 machine ran faster, six times faster than a comparable x86 machine!  The professionalism and competency of our engineers certainly also won respect from their engineers.  When the two engineers returned back to Sun, we all got extremely excited!

Google engineers told us that they would recommend their company buying a number of T1-based machines.  With great hope we patiently waited.

Weeks later we were told by Google engineering that they did make the purchase request.  After examining the machine specifications, Google’s acquisition department asked engineering whether some other server vendors also supplied such machines.  When engineering said it was only supplied by Sun, the request was rejected outright as “if the requested machines were x86-based, with a few phone calls, we could have six vendors coming tomorrow morning and bid!”

What can you say?

The 8 core/32 thread SPARC T1-based servers were moderately successful in sales.  It faced the strong competition headwind of “industry standard” x86 servers in its strong suit – web services.  For more traditional computations which emphasize much more on single-thread performance versus total computation throughput, T1’s simpler CPU processing pipeline wasn’t quite architected for that. 

Sun did have a pretty loyal customer base running SPARC codes in throughput-oriented areas for years.  Many of them looked for Sun to guide them in modern computing needs.  The Chief Information Officer (CIO) of FedEx, Dennis Jones, once told me in late ‘90s that he always watched Sun’s product direction as he believed Sun had the right vision as compared to other vendors.  Apparently because of this, every time he visited Sun headquarter in California, he always made time to visit my server lab to see what our engineers were working on.

Unfortunately this multi-core/multi-thread architecture was brand new.  These customers were not ready to have the appropriate software to run on the machine.  They needed to tweak their software to fully take advantage of T1’s multi-core features.  The activity of evaluation and re-qualifying their software hampered more massive deployment. 

By the time the 8-core/64-thread Niagara2 systems got released, which also ran faster with a new generation of silicon technology, the situation was much improved.  The rising UltraSPARC T1/T2 system business kind of made up the loss in our SPARC workstation business, which managed to keep our total SPARC business flat.

In the meantime, as a new player in the x86 server market but with a reputable brand name and a well-established, worldwide sales force, Sun’s burgeoning x86 server business was doubling its sales every quarter.  The much lower-priced x86 servers didn’t contribute too significantly to Sun’s total revenue.  The much lower profit margin caused by the highly competitive x86 market fared even worse to Sun’s bottom line.  It did, however, provided some extremely precious bragging points among other uneventful areas for Sun’s CEO during the quarterly financial reports.


Storage?

Change Field Again

In spring of 2006, under a tremendous amount of pressure from investors and press, Sun’s CEO Scott McNealy decided to take the responsibility and stepped down.  In a specially-called VP meeting in Sun’s Santa Clara auditorium in which Scott made the announcement, even Scott’s mother attended.  It was a very sad day for us and for me.  Scott was an impressive leader, highly intelligent, no bull shits, always asked direct questions and expected simple yes or no answer.  He made gutsy decisions and never micro managed.  In the following week, some reader of San Jose Mercury News actually posted a letter urging people to recognize Scott’s contribution to the industry and to the Valley.

One May afternoon Sun’s Human Resource Vice President visited me in my Sunnyvale office.  He informed me that the new CEO Jonathan Schwartz decided to consolidate Sun’s two server product lines – the SPARC line and the x86 line, which did occasionally compete with each other, into one and he’s going to put the x86 product line leader John Fowler in charge.  I was offered two choices:  to move over to take charge of Sun’s storage business (I was told that Jonathan was letting go my colleague Mark Canepa charged with advocating Sun’s $4.1-billion-dollar acquisition of Colorado-based StorageTek  six months prior and unsuccessfully managing the issue-plagued transition ever since.)  Or, if I didn’t like the storage assignment, I could just simply report to Jonathan bearing a Chief Scientist title.

All established computer system companies enjoyed some storage business literally like an entitlement even if the company didn’t have the storage expertise or didn’t want to invest in storage R&D.  After all you already had your computer system sales and services guys in customers’ data centers.  “Mr. customer, don’t you need some extra storage to go along with the new computing systems you just purchased?”

Sun tweaked a disk controller which it OEMed from another company and, combined with a box of hard disk drives, sold it as low-to-mid range storage for customers.  Sun was re-selling Hitachi Data System’s products for the high end.  Products plus services, Sun’s storage business was a less-than-a-billion-dollar business.

StorageTek was a giant in the computer data tape business, one of only two vendors in high-end tapes used by businesses including banking business worldwide.  The other vendor was IBM.

Tapes are non-volatile, in computer business it means data stored in tapes would still be retained even after power gets turned off.  It has large capacity for data storage and is relatively cheap to get.  The competing technology, magnetic disks, has smaller capacity and much more expensive, even though it has a significant performance advantage.  Unfortunately by the mid 2000’s the disk technology had advanced to the point that its capacity became much more respectable and the cost became much lower.  The high performance advantage caused the tape industry to decline (remember my visit to StorageTek for their Iceberg product about ten years earlier?) as more and more applications of tapes were being replaced by disks.  It was clear to people in the IT industry that tape business was a sunset business, which undoubtedly made Sun’s $4.1 billion dollar acquisition controversial.  (I learned later, as Jonathan told his staff, the StorageTek acquisition was primarily to acquire StorageTek’s worldwide sales force as Sun’s server sales force “couldn’t quite speak the storage language.”)

Bite the Bullet

I had no idea what Chief Scientist for Sun would do.  I had been priding myself as an engineer throughout my career.  A “Chief Scientist” reporting to CEO felt like the not-so-honorable title “Vice President of Special Assignments.”  But storage?

Storage was an important part of servers.  A high-performance server depended on a high-performance storage subsystem.  A reliable server environment depended on a reliable storage subsystem.  A highly available server depended on cooperating storage system.  Prior to the invention of Fiber Channel – Arbitration Loop (FCAL) technology circa 1995 which enabled server storage to become an external scalable subsystem, storage was actually part of servers!  I knew it well as I represented Sun in the joint Sun/HP/IBM Fiber Channel Systems Initiative (FCSI) in 1995 seeking standardization of the loosely-defined Fiber Channel specification by American National Standards Institute (ANSI). 

By 2006, storage subsystem had evolved into a sophisticated ecosystem and represented a market size no smaller than servers’.  Just like my curiosity about microprocessors prior to my taking over Sun’s SPARC processor group, I did have some interest in exploring it more.  While I had the sense of déjà vu, this direction change was much worse than when I switched from systems to microprocessor chips.  The decision was essentially forced on me.  For the first time in eighteen years, the thought of leaving Sun flashed across my mind.  Yet, I had sunk so many of my golden career years into this company…

I decided to take the storage job.

In the afternoon of the next day when I returned to my office after lunch, I found a booklet titled “Storage Technologies and Products” on my desk.  My admin Cathy told me that it was left by my CTO Mike Splain.  (Mike succeeded me as the leader of the SPARC processor portion of my organization, while the system portion was merged with the x86 systems, after I transferred to the storage group.)

The 11-Month Journey

Visiting the Louisville Colorado Campus

While Sun had several hundred million dollars’ worth of disk storage product and associated services business, the product engineering consisted primarily a small number of quality assurance (QA) testing people for the pre-dominantly OEM-ed mid-range disk products.  For the resale of high-end disk products from Hitachi Data Systems, HDS took care of everything.  Not just R&D and manufacturing, but also inventory and sales training.  So Sun’s StorageTek acquisition was a bit strange – Sun’s storage engineering and technology was smaller than StorageTek’s, yet as a company Sun was bigger than StorageTek.

The newly combined storage engineering was now predominantly located in Colorado – Louisville Colorado, to be exact, a small town northwest of Denver.  I made a point of visiting them twice every month. 

I usually stayed in a small Marriott hotel near Denver airport.  As an AVIS rental car’s VIP customer, I had AVIS deliver the car to Marriott’s parking lot on the night I arrived.  Next morning after breakfast at that Marriott’s tiny café, I simply picked up the car key from its front desk and drove off.  Luckily Colorado has this tollway 470 passing Denver airport, circling around the northeast outskirts of Denver, and leading directly to Louisville.  Since it’s a tollway, the traffic was always sparse, yet the road surface was very well paved.  AVIS always upgraded my car rental to this very nice Cadillac CTS which was sturdy and extremely smooth and quiet.  It ended up several times my car speed exceeded ninety miles per hour without my awareness.

I visited the Louisville site within days of my taking over the storage responsibility.  When I showed up at the five-story building, which used to be StorageTek headquarter, an admin greeted me and escorted me up to the fifth floor.  The floor was StorageTek’s “executive floor”, a neat, quiet, with paintings-adorned walls, and thickly carpeted floor.  I was led into a corner office, or I actually should call it a suite, which was ex-StorageTek CEO’s office.  The office was so large that it accommodated a large desk in the corner next to a large window looking over the site, a long mahogany conference table, and a leather sofa facing a big screen TV mounted on the opposite wall.  Then in the other corner I saw something I had never seen before in Silicon Valley business offices, Sun’s or other companies’ – a private bathroom with toilet and shower.  I couldn’t help jokingly ask the admin: “Has Sun CEO Jonathan seen this?”

An all-hands meeting was called near noon on that day in a huge in-door company gymnasium.  Standing in the center of an elliptical jogging track surrounded by rings of people all the way to the four walls and additional people looking down from the mezzanine balcony around the four walls, I quietly watched the assembling people.  They came to see and listen to their new boss.  At that moment I was Sun Microsystems.  I was in similar situations more than a decade ago facing Thinking Machine people and four years ago facing Afara Websystems people, but this was a much bigger crowd.

I started by praising StorageTek for its leadership in high-end computer tape cartridge and tape library technologies.  I gave a brief overview of Sun Microsystems, its markets, its new organization structure and its product lines with an emphasis of the synergistic relationship between servers and storage.  Here my long tenure at Sun provided an effortless advantage.  I even joked about my Iceberg experience with StorageTek more than a decade ago.

Following the all-hands meeting, I moved to visit their product development lab.  I was surprised to find out that StorageTek even owned a six-inch wafer fab which they used to produce their tape controller chips.  Knowing how expensive fab investment could be and worrying about the potential budget pressure it could pose, I asked them whether their facility faced any immediate upgrade needs.  I was comforted by their claim that the semiconductor technology used in the tape industry moved much slowly, different from the situation in high-end microprocessors, and with the much lower volume of the tape controllers they had to deal with, they would probably never grow beyond their 6-inch environment.  If the quantity of tape controller chips increased in the future, so would the size shrinkage due to subsequent semiconductor technology advances.

Then I saw this working tape library prototype – Iceberg’s next generation – sitting in the center of the lab.  Instead of Iceberg’s cylindrical form factor, this new prototype was constructed as a U-shaped structure like multiple large size refrigerators lining up.  In front of tons of tape cartridge slots stored on all three inner walls, two vertically-moving fetching track rails extended from one end of the U to the other.  On each of the fetching track rails there was a fast, horizontally-moving fetching mechanism.  Once the destination cartridge slot was reached, the fetching mechanism would snatch the stored cartridge and send it to the tape drive to process.  After the usage was over, the cartridge would be sent back to its original slot.

The cartridge fetching mechanism moved so fast that it appeared like zipping from one point on the track rail to the other in a flash, accompanied by a sound due to the mechanical movement on the well-lubricated track which actually exuded confidence to the beholder.

I actually pulled over a chair and sat right in front of this working prototype watching the two busy-working tape cartridge fetching mechanisms moving up and down across the whole library, while enjoying the zipping sound like a nice movie background music.  What a human technology marble!  I literally sat there for ten minutes.

The trips to Colorado were usually pleasant.  Two-hour flights to Denver in the evening of a working day and next morning a smooth tollway drive.  Until the winter time.  In one late October visit, Denver area was heavily snowing.  In the morning I was supposed to find my rental car, I was shocked to find all cars in the parking lot were covered in heavy snow which made color-distinguishing impossible.  I had to scratch quite a few license plates to find the car.  Even after I finally arrived at the Louisville campus, I had to walk to the office building from the parking lot in almost knee-high snow, one step at a time.  These are the moments, like enduring horrible mid-air turbulence during business trip flights, made me feel the hardship of making a living.

Is Sun Really Serious about Storage Business?

The core technology in data center storage isn’t really in hardware.  It is in various storage services such as duplication, back-ups, recovery, de-duplication, encryption/decryption, thin-provisioning, management, etc. provided by storage software running on top of the hardware.  No wonder EMC spent one hour bragging about their storage software during my 1998 visit without showing me any hardware.  (They arranged the second hour of my two-hour visit agenda to tour their highly sophisticated customer monitoring center which apparently sent the message of trust and peace of mind.) 

While no single data center storage system vendor could provide all needed storage service software on their systems, Sun was particularly lacking in this area.  Fortunately there was a whole industry formed by third-party software vendors devoted to provide these services.  Even with a less-than-half-a-billion-dollar storage product business, Sun Storage had seventeen partnership managers in its Product Marketing coordinating relationships with various storage service software vendors.  The manager of the program management group was Doug Murray, who later became the CEO of Big Switch Networks.

Knowing the importance of these third-party value-add vendors, I spent quite some time cultivating the relationships.  I noticed that one vendor on the east coast, FalconStor, which provided back-up and recovery services on Sun storage products, seemed pretty popular among our installed base.  I first met FalconStor’s CEO Reijane Huai in a trade show.  He subsequently visited me many times in my Sunnyvale office.  Mr. Huai actually founded FalconStor and was impressively visionary.  We developed quite a friendship.

As the FalconStor software gaining more popularity on Sun’s storage, I proposed to Sun’s CEO Jonathan to OEM FalconStor software to make it an integral part of our storage product.  (By that time Jonathan had taken the storage partnership management group and merged it with corporate partnership management group.)  This would make Sun storage products more self-sufficient, add some additional storage revenue, and strengthen our relationship with this third-party vendor.

To my surprise, probably still trapped by the negative feeling of Veritas’ arrogance toward Sun when Veritas’ VFS filesystem dominated Solaris installed base in the late ‘90s versus Sun’s own SunFS when Jonathan was in SunSoft, Jonathan almost yelled at me and said that would make Sun “too dependent” on FalconStor.  He said in this kind of situation you should either acquire them or stay away from them.

So I said, “Why don’t we acquire them then?”  He stared at me and said in no ambiguous terms: “I don’t want to invest in storage.”

My surprise turned into shock.  I thought with the fact that Sun spent $4.7 billion dollars (including StorageTek’s debt) acquiring StorageTek, and Jonathan undoubtedly was in the decision loop, Sun must have a strong interest in growing the storage business.  Apparently not.

Sun’s x86 server group, originally acquired from Andy Bechtolsheim with Bechtolsheim himself included, developed a mid-size server called “Thumper” with lots of disk drives vertically packaged in the same box architected by Bechtolsheim.  In a fall conference when an industry analyst asked Jonathan what was Sun’s storage future.  Jonathan only uttered one word: “Thumper”.

Sunbox

One fall evening when I was driving back to Denver airport on the tollway after a full day working at the Louisville campus, I received a phone call from Jonathan.  He told me that Andy Bechtolsheim designed a modular data center fully contained in a 20-foot, industry standard container.  Only two cables – a power cable and an Ethernet cable – and a water pipe were needed to interface with outside.  Such a modular data center could  be easily transported worldwide using the existing infrastructure for shipping, loading/unloading, and trucking commercial containers.  A Hollywood movie mock-up builder in Pasadena already built a prototype.  Jonathan would like to productize it.  Since this was a huge system – a 20-foot commercial container fully loaded with racks of servers and storage, with racks of water chillers sandwiched in between server/storage racks, he wanted the product group who built Sun’s largest system (physically) to take it.  With StorageTek’s tape library, my Storage Group was such a group.  He asked whether I was willing to take it.

Not just I didn’t seem to have any choice, my life-long strong interest in building game-changing cutting edge products actually stirred me up.  I told him, “Yes, sir.”

I quickly assembled a small team including a Sun Service representative.  We flew to Pasadena two days later.

The prototype was very well done.  Standard 19-inch Sun racks were positioned in an oval shape loop inside the container, interleaved with similar racks for chilling waters.  Air circulated along the loop was pushed and pulled by all the fans in the racks.  The air which just got heated from the previous server or storage rack quickly got chilled by the chilling water before it fed into the next server/storage rack.  So the air circulated indefinitely and the servers and storage got cooled.

Not just that.  For serviceability, the racks were not bolted down to the container floor.  Instead, they could be individually slid out toward the center aisle should service be needed.  A very nice design.

After the initial excitement, we found a problem.  There was no documentation!

Contrary to the discipline of product engineering, where an engineering design needs to be re-producible, the one-of-a-kind mock-up vendor had no such concerns.  We were told that when they needed to fasten something, they just searched for the “right” screw to do it.  If they didn’t have it, they would go to the local hardware store and buy it.

That means we had to reverse engineer the prototype and produce the needed documentation for re-production.  I asked the team to work on it.

Two weeks later, the team came back to me and asked what environmental regulation compliance they should adhere to.  Is this modular data center a product, or it’s a facility?  The two are regulated by two almost totally different sets of considerations and agencies.  A heated discussion ensued.

Would you guess what our conclusion was?  We concluded that it’s both!  The different opinions in the meeting represented exactly what the situation would be out there once the product was deployed.  While some local governments might treat it as simply an IT product, there would always be people insisting it really is a facility.  We have to deal with that situation anyway, no matter what our personal opinions are.

To cut down the complexity so we could quickly focus and deliver the product to market, we rejected marketing’s requests of external color choices and additional accessories like door sensors.  The container for the first product would simply be painted white externally and the product would be non-stackable (We didn’t want to touch additional safety regulations.)  Later when the official product name “Sunbox” was chosen, we decided to paint the huge, but slightly slanted word SUNBOX on both sides of the container.

While the first few SUNBOX units were being built, Sun made the product announcement.  The initial reaction was overwhelming.  Lots of inquiries coming from various businesses trying to dodge the lengthy and tedious environmental evaluations for their data center needs, military agencies interested in the possibility of instant data centers on the battlefield using air-lifting capabilities, and even abroad.  India was considering putting it on trains so they could have nationwide mobile data centers.

As frequently happened in large companies, once something became hot, many people would try to own it.  The corporate created a new group to pursue the SUNBOX business.  By this time it was primarily marketing/sales activities and very little engineering.  Since it really wasn’t a storage product after all, I actually didn’t feel too bad about losing it.

Somehow the always funnel-shaped “initial interest to final booking” reduction in this case was extremely sharp.  Maybe the product was just too much ahead of its time.  Or maybe Sun just lacked post-sale professional services capability.  Sun didn’t really make a successful business out of SUNBOX.  Nine years later when I visited Hwawei’s booth in CeBIT (a long-running, huge IT industry exhibition held annually in Hanover, Germany), I saw a similar modular data center housed in a 40-foot industry standard container with a somewhat different cooling scheme.  Hwawei’s salesperson told me that they had been shipping more than a hundred such containers a year for some time.


Back to Sun Microelectronics

By spring of 2007 Sun was getting desperate.  The software business didn’t take off as the new CEO patiently hoped.  What other new business could Sun pursue? 

With the software-centric mindset which the new CEO had been promoting ever since he took the reins, Sun’s family jewels Solaris operating system had been explored to the extreme. The free download of “open” Solaris didn’t bring any service revenue.  People didn’t get addicted after more than two years, not like the way Google was able to do with their search engine. In a financial briefing Sun even went to the distance of attributing a significant portion of Sun’s server revenue to Solaris to impress the analysts on Solaris’ money-making power.

Newly developed web services software didn’t seem to get any attraction, either.  In a senior corporate business review meeting in 2006, the 3,000-people, SPARC-based Scalable Systems Group with servers and workstations was earning about six billion dollars annually, the “industry standard” x86 server group 600 millions, the Storage Group with products and services about a billion dollar, and the 5,000+-people Software group almost nothing.  The leader of the rapidly-and-heavily-recruiting Software Group wasn’t even sure about his headcount at the meeting! 

A year later, it was not getting better.  The analysts had started getting antsy.  Out of desperation, Sun’s senior management thought of the SPARC processors.

In the early days of Sun, before SPARC was invented and used for its workstations, Sun was using Motorola 68020 processors.  Intel 80386 was adopted later for a while.  In fact, during the hay days of Sun’s workstation business – in late ‘80s, Sun had three workstation product lines based on the three industry-leading processors – Motorola 680x0, Intel 80x86, and its own SPARC.  (I was quite impressed when I joined Sun in 1988, as this approach had all ground covered.)  Sun’s high-pricing (and high-margin) strategy of its popular workstations, while using “off-the-shelf” microprocessors, enabled a Sun-clone industry.  Several Sun-clone workstation vendors in Taiwan made a lot of money utilizing their world-class skill in building PCs.  The clone business ceased when Sun decided to focus only on SPARC-based Solaris and system products due to the high R&D cost of maintaining all three processor lines, and the SPARC processors developed by Sun were all for internal use.

Spending $400 – 600 million dollars a year for SPARC processor development in the ‘90s was a no brainer.  The SPARC processors’ higher performance (versus Intel x86) and the robustness of its Solaris operating system made Sun workstations and servers extremely popular.  Sun systems were the choice of professionals.  Intel x86-based systems the amateurs’.

After the dot-com crash in 2001 the situation changed.  Sun’s financial aspect suffered grave damage, while the SPARC processors struggled to maintain performance parity with Intel’s high-end processors.  With Scott’s determination of turning SPARC around and Sun’s ability of finding a new architectural formula – the multi-core, multi-thread processor – when the clock-frequency-driven processor industry was running into a thermal wall, I was lucky to survive the funding cycle scrutiny during the years I was running the SPARC processor group.

By 2007, however, Sun’s rapidly growing x86 server business ran into a plateau after it beat out all small x86 system contenders.  The five x86 system market share leaders – IBM, HP, Dell, Fujitsu, and Lenovo were all giants and long-time x86 industry veterans.  Sun’s revenue was still predominantly earned with SPARC-based systems due to customer loyalty.  But, nevertheless, the $400-600 million SPARC processor R&D budget became more burdensome.

Since Sun had to continue developing the SPARC processors at least for quite a while, why not also sell them to the open market?  Sun’s high system product pricing had long been suppressed to maintain competitiveness.  There was no concern of breeding a clone industry again.  Telecommunication companies were long time Unix users and Sun had good relationship with them.  Maybe they could be interested in buying Sun’s SPARC processors to build their gears, such as the then hot WiMAX base stations.

To make such intent of external sale more explicit, and to alleviate potential customers’ concern of internal favoritism, Jonathan decided to split the SPARC processor group out of the Scalable Systems Group and make it (somewhat) independent of Sun’s own SPARC-based system groups.  Sun Microelectronics was thus born.

Besides all of these top level considerations, there was also a dark cloud hanging over the Processor Group.  For years Sun relied upon Texas Instruments to fabricate the SPARC processors it designed.  Leading-edge silicon fabrication technology was crucial to high-end microprocessors.  Sun used TI to avoid the expensive investment on silicon fabrication R&D, while TI used Sun’s SPARC processor lots as guinea pigs for their new technology development and later “trickled down” to their own signal processors and analog devices.

By mid 2000s, unfortunately, the rapidly escalating R&D cost for leading-edge silicon fabrication was getting so high that it became a king’s game.  Only foundries in the world which had sufficient production volume could justify the billion-dollar class R&D investment to keep up with Moore’s Law.  TI itself had decided to rely upon open foundries such as TSMC and UMC in Taiwan for its own chip fabrication.  TI wanted to get out of SPARC business!  Although with the long cordial relationship between the two companies TI was preparing to help Sun with a smooth technology transfer to UMC, somehow Sun felt it needed to control its own destiny in choosing a future foundry.

With all of these considerations, some of them I only found out later, I assumed Jonathan looked around and felt that I might be the right person to lead the new Microelectronics.  Timing was just right, as I was somewhat depressed after finding out Jonathan’s lack of interest in investing in Storage.  So when Jonathan asked me, I said yes.

Searching for a New Foundry

Intel

In 2007 there were still quite a lot of companies owning semiconductor fabrication foundries.  Obviously we would not consider IBM and HP, as they were literally Sun’s archrivals.  How about Intel?  Around the turn of the millennium, Intel did fab the Alpha processor chips for Digital Equipment Corporation (DEC) for a while.

In our assessment at the time, Intel was considered the leader in silicon fabrication technology.  They apparently also had some proprietary memory cell layout capability which enabled them to have a denser cell layout and therefore a larger cache/buffer capacity given the same silicon real estate.  IBM and Taiwan’s TSMC were considered to be six months behind.  And the rest of the foundries in the world were six months behind them.

So why not Intel?

I called Intel’s Senior Vice President Pat Galsinger’s office on a Monday morning and tried to make an appointment.  Pat was in charge of Intel’s data center (i.e. their high-end) microprocessors.  I was told by his office that he was traveling abroad on business.  I asked how I could meet with him as soon as possible, and was told the best chance was to meet Pat at Intel’s annual Developer Conference in Shanghai, China, on Friday.  That was four days away from the day I called!

Nevertheless, I got myself registered for Intel’s Developer Conference and booked the flight.  I attended the Conference and was told by Galsinger’s acolyte that the best time for a quality discussion would be right after the end of the full-day program around 10:00 pm and before Pat returned to his hotel room.  So I waited.

I never met Pat on a one-on-one basis before.  I did attend one of his seminars in 2002 in my semiconductor-industry-learning process.  So I could recognize him.  Shortly after 10 pm I saw Pat dashed into the room where I was waiting.  I quickly identified myself and I told him I believed Intel would still exist whether Sun existed or not.  Thus I didn’t view Intel as a competitor.  Given the situation in Texas Instruments, I would like to pursue the possibility of Intel fabricating Sun’s SPARC chips.

Pat was very kind and amicable.  After asking a few questions, he told me that he single-handedly could not make that decision.  He had to talk to Paul Otellini, Intel’s CEO, when he returned back to US next Monday.  That was fair.  That meeting also started my long friendship with Pat.

Around noon time on the following Monday, I received his phone call.  Pat told me that he just talked to Otellini.  Unfortunately due to their not-so-pleasant experience of building Alpha chip for DEC as such an external business seriously disrupted Intel’s internal supply process, they declined Sun’s request.  Oh well, I tried.

A Three-Month Search Mission

Sun had close relationships with two Japanese partners – Fujitsu and NEC Electronics – who owned fabs.  Fujitsu, who prided themselves as the second largest computer company in the world (second to IBM), had even been developing and fabricating their own SPARC processor chips to use in their mainframe class computers.  For years the “SPARC Consortium”, which Sun had been maintaining trying to dilute SPARC’s “Sun proprietary” image, had essentially only two fee-paying members – Sun and Fujitsu.  So Sun didn’t quite view Fujitsu as a competitor. 

Talking about Fujitsu reminded me an interesting anecdote in spring of 2003, when the highly fatal and contagious epidemic SARS was plaguing east Asia.  Some US companies imposed oversea travelling restrictions to that region whether formally or informally.  A number of international conferences were even rescheduled or cancelled due to attendance issues.  I happened to have a pre-scheduled meeting with Fujitsu in Tokyo, Japan, in April.  I flew there, wearing a mask throughout the entire flight

When I showed up in the meeting the next morning, the Fujitsu participants all stood up and bowed.  They told me, “You are brave.”  In that afternoon, I had a presentation arranged by Nihon Sun to a couple of hundreds of local IT professionals.  Every attendee was wearing a mask!  Except me.  I had to speak.  That was a pretty weird experience.

Since Japanese are more conservative, they didn’t follow Sun’s multi-core/multi-thread throughput computing route right away.  Instead, they continued developing the more traditional single-robust-thread processor core with a very moderate number of cores per processor chip.  So occasionally when Sun needed a SPARC processor more capable of providing high single job performance to compete in the high performance realm, Sun even adopted Fujitsu’s SPARC chips in Sun’s systems.  So before exploring other new possibilities, we felt we should pay them a visit first.

With my colleagues Sridhar Vajapey, VP Technology & Chip Validation, Pankaj Dixit, Director of Semiconductor Technology, and Raymond Lee, Distinguished Engineer, we flew to Tokyo, Japan.  Both Fujitsu and NEC Electronics hosted us with warm welcome.  While officially they expressed interest in fabricating Sun’s SPARC chips, with close examination it was not hard to find between the lines that they themselves were planning their own exodus.  In fact, Japanese computer companies’ traditional, vertically-integrated technology supply chains, established just like what IBM did, seemed to be crumbling.  Starting with the most expensive asset – the chip foundries.

From Tokyo we flew to Seoul, Korea and visited Samsung, another Sun partner.  Contrary to Japanese companies, Samsung seemed to be doing well with their semiconductor fabrication technologies thanks to their very successful DRAM (Dynamic Random Access Memory) and consumer electronics businesses.  Sun had been Samsung DRAM’s largest customer since its early days and, according to Samsung, was the customer which enabled Samsung DRAM business to achieve the billion-dollar annual sale milestone.  For that, Samsung was grateful.

Samsung is a huge and highly influential conglomerate in Korea.  In 2007 we were told its total revenue was about a quarter to a third of Korea’s total GDP.  In the United States we (used to) say “what’s good for General Motors is good for America.”  Here is a case you can truly say “what’s good for Samsung is good for Korea.”  For many years, to promote relationship between the two companies, Sun and Samsung had this Annual Summit in various Hawaii resorts with senior executives from the two companies living and playing golf together for two or three days.  The Sun team was led by CEO Scott McNealy with his entire executive staff.  The Samsung team was led by Samsung’s Vice Chairman Mr. Lee and Samsung’s top executives.  Scott also used the opportunity to get acquainted with Samsung Chairman’s son and heir-apparent, and got into a good friendship.

Personally, I was actually very impressed with Samsung’s management elites.  Completely different from senior executives of Japanese companies, they all seemed younger, intelligent, and, particularly, fluent in English.  On top of that, they all played excellent golf!  In fact we were told that once one got promoted to the vice president rank, his (I don’t remember ever met a female executive in Samsung) golf handicap would be “registered”.  Every year he had to improve his handicap by at least one stroke as part of his annual performance review!  What a nice thing to tell your wife when you were leaving for a weekend golf game with friends that you needed to WORK!

Samsung treated us with a VIP welcome.  The meeting was preceded with a tour of the Samsung Museum in their headquarter building.  At home I happened to be on the market shopping for a big screen TV.  Here Samsung had their latest big screen LCD, DLP (Digital Light Processor, made by Texas Instruments), and Plasma TVs displayed side by side.  All three technologies had their strength and weakness.  I got a truthful education directly from the experts.

Samsung’s semiconductor fabrication capability was quite competitive, particularly on the memory side.  They had been investing heavily, which was encouraging.  They did seem lacking experience in producing large, high-performance logic chips, which microprocessors are.  The complexity of their internal chip production scheduling also seemed concerning.

After returning to US for a couple of weeks to take care of business at home turf, we were travelling again.  This time we headed for Taiwan.

Taiwan in 2007 had the largest open foundry in the world, Taiwan Semiconductor Manufacturing Company (TSMC), and the second largest, United Microelectronics Corporation (UMC).  Both are located in Hsinchu, Taiwan. Being a Taiwan native (and Taiwan is a small island), in addition to the business endeavor, I was also visiting friends. The CEO of TSMC at the time was Rick Tsai, who was my college classmate at National Taiwan University.  UMC’s CEO Jackson Hu was my graduate school classmate at the University of Illinois and the best man in my wedding ceremony. 

Sun SPARC group did have some dealing with UMC.  In 2001-2002 right around the time I joined the Processor Product Group, the group had a secondary processor chip being fabricated by UMC’s new 0.13 micron technology licensed from IBM.  The objective from Sun was looking for potentially a lower cost alternative to TI.  Unfortunately the project failed after a 9-month yield struggle due to an unproven material mistakenly chosen by IBM/UMC.  That happened before my friend Jackson joined UMC.

Now the world was getting smaller.

Due to scheduling, we visited TSMC first. 

Morris Chang, the Executive Chairman of TSMC, who was group vice president at TI and later president and chief operating officer of General Instruments Corporation before being recruited back by the government of Republic of China, Taiwan, to found TSMC, must have brought lots of TI’s professional disciplines to TSMC.  The entire visit, including technology briefing and roadmap presentation, was world-class professional.  I was particularly impressed with TSMC’s Chief Technology Officer Shang-yi Chiang, who patiently explained to me at length the difference between TSMC’s fab technologies versus its competitors’.

UMC also treated us nicely.  Jackson was personally present in the meetings.  UMC had the advantage of a couple technology transfer arrangements with TI already in place.  But, with all the considerations of our needs, the difference between TSMC’s #1 status and UMC’s #2 seemed conspicuous.  Yet, both CEOs were my long-time friends.  In fact, as of this date, they still are.

With all the information we collected, we had a discussion with the rest of my management team after returning to the States.  Sun SPARC’s prior experience with UMC was still haunting some old timers.  We eventually chose TSMC.

In a subsequent visit to TI in Dallas, Texas, I told TI’s CEO Rich Templeton my decision.  I did worry a bit when I told him, since we didn’t follow the technology transfer TI kindly arranged.  I was very pleasantly surprised when Rich told me I made the right decision.

Open SPARC

With the ever-increasing popularity of Intel’s x86 architecture in the business world, more and more third-party application developers chose to develop their apps for the x86 architecture and, frequently due to resource limitation, only for the x86 architecture.  The number of business applications running on SPARC/Solaris was no longer expanding, if not shrinking.  The existing ones were also deficient of maintenance and proper updates.  Yet, the availability of business applications is the lifeline for servers.

We might have solved the foundry issue on the supply side.  We were still facing a crisis on the demand side.

Sun’s supremo seemed so fascinated with opening software and seeking adoption, then why not opening SPARC?  With the internal deep knowledge and dedication, we were unafraid of any competition from outside.  In fact highly unlikely such competition would ever happen.  Yet, with more adoption of SPARC processor architecture, more third-party apps developers might be interested in developing SPARC-compatible apps!

To our knowledge, there were a few instances in the past that vendors put their processor designs in the open.  In all those cases, the designs were already old and obsolete. It was more or less some sort of image promotion exercises.

By this time, Sun’s SPARC processor team had already been working on UltraSPARC T3, the 16-core, 8 threads per core, third generation throughput computing processor.  In addition, with the learning from each iteration (generation), the team had become very proficient in the multi-core/multi-thread details.  There were even an advanced project going on exploring the possibility of making the number of threads per core programmable with shared caches replacing the dedicated register files for each thread.  This would allow the multi-core/multi-thread processor to adapt to the workload as fewer threads per core could be used for higher single-thread performance.

The rest of the world, including Intel, IBM, and AMD, started the new multi-core/multi-thread pursuit later than Sun did.  We believed their design maturity lagged Sun’s by about two years.  So why not open the still-hot multi-core/multi-thread UltraSPARC T1 design?  So we did.

We did get a few inquiries, mostly from Taiwan and China.  In a China business trip in fall of 2007, after a full day of presentations promoting open SPARC, I attended a dinner arranged by Sun China office with a number of Chinese government officials from their Science and Technology Ministry.  During the dinner chat, I assured them what Sun published was the genuine Ultra SPARC T1 model.  However, while US government considered any information published on Internet non-trade secret and therefore no export license from the government was necessary, Sun did have to remove the encryption/decryption acceleration logic from T1 design and replaced them with dummy modules.  US prohibited export of such encryption/decryption algorithms.  I jokingly apologized for this less-than-100% openness. 

To my surprise, they all started laughing.  I was so puzzled that I had to ask them why they were laughing.  One of those officials told me that even if the encryption/decryption module were included, if they were going to use our T1 design, they would have yanked our module and replaced it with their own.

Eventually none of the inquiries materialized.  The “opening” essentially became an excuse of free advertising.

From the hindsight, the major reason why such an action failed seemed obvious.  Contrary to open software which presumably is immediately useable, what we “opened” for the processor design was actually a logical model expressed in an industry-standard Register Transfer Level (RTL) language, albeit complete, detailed, and readily synthesizable.  In order to actually produce a design which one could send it to a silicon foundry for fabrication, the logical expression had to be translated into a set of physical transistor layout parameters.  The chosen foundry could only fabricate the chip based on those.  This latter physical phase of the chip development is highly silicon-technology-generation dependent, foundry specific, and labor intensive.  We couldn’t possibly publish this physical portion, not to mention the propriety of the silicon layout rules which prohibited disclosure by foundries.  If a team wanted to produce a useable chip, they would have to do the physical part themselves.  That’s a major commitment.  For teams capable of this physical task, such as those from competing processor chip vendors, they wouldn’t produce SPARC chips.  This is not to say they couldn’t have gotten some insight from the way T1 implemented the multi-core, multi-thread microarchitecture.  I won’t be surprised if Intel’s or IBM Power’s engineers studied Sun T1’s open logical expression.  I guess that’s the price Sun had to pay for such a campaign.

Six years later, in 2013, while I was at Cisco Systems, I read this heavily promoted formation of IBM Power Foundation for IBM to open their Power processor designs, joined with companies like Google, Nvidia, and others.  I couldn’t help but had an understanding smile.  Now it’s Power’s turn trying to fight for survival.

Time, however, has changed.  Powerful (no pun intended) processor customers like Google were known to seek Intel alternatives over the years to reduce their expenses in purchasing processor chips, or at least to have some bargaining leverage against Intel.  The unique nature of running their own software in their productive data centers significantly reduces their dependency on Intel’s x86 processors and the x86 ecosystem.  Yet, their processor consumption is huge and they are resourceful enough that it might just warrant their own processor development effort.  With IBM’s help on the physical part, it might just work!

How about selling SPARC chips as Sun Microelectronics was commissioned?  UltraSPARC T1 with its on-board memory controllers and a pair of state-of-the-art 10G Ethernet interfaces was pretty much a self-complete processor.  We believed multiple telco base stations based on dedicated hardware and needed to perform complete networking functions, such as the then very hot WiMAX, could be replaced by a single platform with the programmable T1.

Our enthusiasm, unfortunately, got quenched when one of our distinguished engineers studied other merchant processor chip vendors’ provisions.  Long time merchant processor chip vendors, such as ARM, had built an extensive development environment including software/firmware simulation models and hardware breadboards for potential chip customers.  It would take Sun a long time and significant investment to achieve such maturity.  Again, this route didn’t seem promising.

We tried acquisitions.  The company MIPS by now had transformed to a pure IP company and was affordable.  Yet the idea was considered as a SPARC/MIPS deadly embrace and died.  We considered the independent Ethernet chip vendor Mellanox Technologies.  Jonathan even met with their CEO a couple of times.  Mellanox was not interested in selling.  We even explored the possibility of producing x86-compatible processors, which numerous companies in Silicon Valley had tried and failed in the last twenty years.  We aborted the effort after failing to recruit people with sufficient x86 architectural knowledge.


Leaving Sun, Joining Juniper Networks

In April 2008, an executive recruiter representing Pradeep Sindhu, then founder and Vice Chairman of Juniper Networks, called.  Juniper was trying to develop an innovative, single-hop data center network which connects all the servers, storage, and networking devices under the same data center roof.  The network could be scaled to connect hundreds of thousands of nodes.  The any-to-any single hop nature avoids the typical round-trip communication delay suffered by intercommunicating devices supported by traditional tree-like network switching structure and significantly reduces the communication latencies between data center devices.  The idea apparently was inspired by Google’s pain point at the time, as Google was a big Juniper router customer.

With Pradeep’s ample data center experience, he knew the person in charge of such a product, called data center fabric, would have to have sufficient knowledge in data center operations including server and storage concerns to communicate with its customers.  While Juniper had significant knowhow in networking, it lacked knowledge in servers and storage.  With the four-year shoulder-to-shoulder working relationship with me in the SunDragon project in 1989-1993, he thought of me.

Again, intrigued by this ground-breaking innovation idea, the opportunity of leading its development, and the field of networking as a whole which I considered crucial to cloud computing in the subsequent few years, I left Sun and Joined Juniper Networks.  One year before Oracle bought Sun.


Chronicle

David W. Yen

April2007-April2008     Executive Vice President, Sun Microelectronics

May 2006-Mar2007     Executive Vice President, Storage

April 2004-May2006     Executive Vice President, Scalable Systems

July 2002-April 2004 Executive Vice President, Processors and       Network Products

Feb 2001-June 2002     VP & GM, Processor Products Group

July 2000-Jan 2001       VP & GM, Integrated Products Group

Sept1996-June2000      VP & GM, Enterprise Servers Product Group

Apr 1995-Aug 1996        Vice President, Server Systems Engineering

Jul 1993-Apr 1995          Senior Director, Server Systems Engineering

Apr 1991-Jul 1993          Director, High-End Systems

Oct 1988-Apr 1991        Hardware Manager II, High-End Systems
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Figure 1 The SunDragon (SPARCcenter 2000) System Board
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