








  Effective Visualization

  Matt Harrison




Introduction

Thanks for reading this book. At the time of writing, the world is abuzz with AI—generative learning this, agentic that. These technologies are exciting and will undoubtedly shape the future. So why not write a book about them? Because, in my experience, these tools enhance experts rather than replace them. Now is the time to build expertise in foundational tools like Python and use AI as an amplifier for efficiency. A foundational tool that is often overlooked is visualization.

Many professionals are not proficient in visualization—a skill crucial for effective communication. It doesn’t matter if you’re a data scientist, analyst, programmer, or manager; the ability to present insights visually is essential. Throughout my career, I’ve been deeply interested in visualization, reading numerous books to uncover best practices. I’ve also trained some of the world’s largest companies in visualization techniques.

Creating effective visualizations is challenging. Many books I’ve read are filled with theory but fail to show how to construct a visualization from start to finish. Conversely, books on libraries like Matplotlib often focus on syntax without addressing the principles of visual communication. This book intends to bridge that gap. It is my opinionated take, based on years of practical experience, on how to create effective visualizations. My current choice of tools for that is Python, Pandas, and Matplotlib.

Why Python? Python is one of the most ubiquitous programming languages, with widespread adoption across industries such as finance, healthcare, technology, and academia. Its popularity stems from a strong ecosystem of libraries, a supportive community, and its versatility in handling data science, machine learning, and automation tasks. The ability to seamlessly integrate visualization with data manipulation and analysis makes Python a natural choice for professionals who need efficient and reproducible workflows.

Why Matplotlib? Matplotlib is a powerful library. The homepage reads, “Matplotlib is a comprehensive library for creating static, animated, and interactive visualizations in Python. Matplotlib makes easy things easy and hard things possible.” I’ll come out and say it. I don’t use Matplotlib to create interactive visualizations. The architecture of Matplotlib is not designed for that. However, 95% of the time, I want static visualizations. Visualizations where I can control the aspects of the plot to tell a narrative. Matplotlib is the best Python library for that. It’s not without its quirks (as you will soon see), but it is feature-rich and flexible.

I’ve heard folks complain that library X or tool Y would make the visualizations easier, less code, … fill in the blank. If you use Python, I disagree. I recently created an online course on data visualization for a client. In that course, we created (or tried to create) the same visualizations in Tableau, PowerBI, Excel, Matplotlib, and Seaborn. The Python visualizations were the most flexible and the most customizable. The other tools gave the facade of being easier, but like many no-code tools, once you hit the limit of what the tool can do, you are stuck. Seaborn, while powerful, is built on top of Matplotlib. In my experience, for basic visualizations, I use Pandas to create the Matplotlib plots. Because Seaborn is built on top of Matplotlib, you will have to learn Matplotlib anyway if you want to perform any customization to your plots. This book makes brief mention of Seaborn, but the focus is on Matplotlib1.

Why Pandas? Pandas is the de facto library for tabular data manipulation in Python. Yes, there are alternatives that might be faster, but Pandas is the most widely used. It also happens to have a very convenient wrapper around Matplotlib. In fact, my preferred way to create visualizations is to use Pandas to create the Matplotlib plots.

Why not Tableau, PowerBI, Excel, R, etc? These tools are great. I’m of the opinion that leveraging a programming language rather than a tool gives you much more power. Python is the most prevalent programming language in the world right now. If you are going to learn a language, you would have to have a good reason not to learn Python. What about Excel? Excel is great for basic things. Customization of plots is more difficult in Excel if not impossible. Scripting Excel to create visualizations is even more difficult. What about BI tools? Again, these tools are great if you stay in the sandbox. Leveraging Python allows you to leverage half a million libraries to do anything you want. Need dashboarding? Check. Need machine learning? Check. Need to automate a process? Check. Need to collaborate with a team of developers? Check.

I understand that different industries have different visualization preferences. For instance, boxplots are a common choice for analyzing distributions in the pharmaceutical industry. I can’t change industry standards, but I realize that boxplots have their strengths and weaknesses. I would want to make sure that a box plot wasn’t obscuring the data I was trying to communicate and make sure to alert the audience if necessary.

I’m open to feedback. I had over 100 reviewers for this book. So, I already know that some of you will disagree with some of the choices I’ve made. I’m open to feedback. Make your case. Show your code. As an educator, my goal is to help folks become better. And I include myself in that group. I’m always learning and open to new ideas.

Go forth and tell great stories with your data!


Libraries Used

I use the following libraries in this book. You can install them as needed.

anonymizedf==1.0.1
cycler==0.11.0
Faker==30.8.2
highlight-text==0.2
ipywidgets==8.0.7
matplotlib==3.10.0
numpy==1.26.4
pandas==2.2.2
plotly==5.23.0
pyarrow==18.0.0
scipy==1.10.1
scikit-learn==1.4.1.post1
seaborn==0.13.2
statsmodels==0.13.5
xgboost==2.1.0
yfinance==0.2.48







1. If your primary purpose for visualization is interactive visualizations, then I would recommend Plotly. Plotly is a great library for creating interactive visualizations. This book is focused on static visualizations.





Plots I Appreciate

In this chapter, I will showcase some of my favorite plots. I will dissect why they are effective. I want you to do more than just read this chapter. Don’t just look at these plots as I show them. I challenge you to engage with each one: What grabs your attention first? What do you find appealing? Try to step into the creator’s shoes – what story are they trying to tell? What key message should you, the viewer, walk away with? By actively analyzing these examples, you’ll sharpen your own visualization skills and discover the impact a well-crafted plot can have. Let’s start with the first one.


Histograms

A histogram is used to represent the distribution of quantitative data (data representing numerical information that can be measured). The distribution indicates how the data is spread out. Data with low variance (or spread) will result in a tall, narrow histogram. For example, the cost of Costco hot dogs over time is a dataset with low variance. The price has been very stable. It has been pegged at $1.50 since 1984. One would expect that if you went to the Costco food court next week, the price would still be … $1.50. Consequently, the histogram would be tall and narrow because there is low variance.

On the other hand, data with high variance will produce a wide histogram. For instance, income distribution in the United States shows significant variation. Some individuals make very little money (or even experience negative net worth due to debt), while others accumulate substantial wealth. In 2024, it is estimated that Elon Musk’s net worth increased by $250 billion. Thus, the histogram would be wide.

Histograms help us understand the distribution of data and provide insights into potential future trends. They indicate how often events or items appear in the data. For example, it would be highly unlikely that your net worth grows by more than $250 billion in a year, but it is not impossible. Similarly, it would be surprising to expect that the price of a Costco hot dog would suddenly be $10 next week.


[image: Histogram from The New York Times.]
Histogram from The New York Times.

When analyzing the top histogram provided by The New York Times1, the first detail that stands out to me is the date range labeled prominently as 1951 to 1980. This observation places the data within a specific historical context.

Next, the shape of the distribution catches my attention. The histogram appears to exhibit a nearly normal distribution, although it leans slightly towards a triangular form. On the left side, the bars are shaded blue, while the right side features an orange hue, with a neutral gray area in the middle. Notably, the blue and orange sections appear similarly distributed, suggesting comparable proportions on either side of the central gray zone.

The histogram’s title, which indicates that the data represent temperatures, provides further context. This suggests that the gray area likely represents what could be considered “normal” temperatures for the period between 1951 and 1980. The blue and red areas denote deviations from this norm—cooler and warmer temperatures, respectively. The distribution implies that temperatures during this time were fairly balanced, with roughly equal occurrences of warmer and cooler deviations from the average.

Now, looking at the second histogram, labeled 2013-2023, the first detail that stands out is the dark red on the right side. Additionally, I notice the bold text used for the dates, and I see that the first histogram appears in a light gray backdrop behind this one. These elements suggest a stark contrast between the two distributions. The second histogram indicates that during this time period, there has been a significant shift in temperature patterns. Hotter temperatures have become more common, while cooler temperatures have become rarer. This marks a departure from the earlier, seemingly normal distribution centered around an average temperature.

If I were to predict what temperatures would be like in the future based on this histogram, I would expect hot or extremely hot conditions. Note that if you explore the page on The New York Times website, you will find a link to the work of Makiko Sato and James Hansen, who created histograms2 that inspired the work of the New York Times. Later on in the book, I will attempt to recreate these histograms using my own data.



Line Plots


[image: Line plot from The Economist.]
Line plot from The Economist.

This line plot, originally published by The Economist3, immediately draws my attention to the orange line representing the United States. A few details about this line stand out: its color makes it visually distinct from the others, its positioning below all the other lines, and it features a steep decline—a cliff-like drop on the right-hand side that is absent from the other lines.

The title, “American Exceptionalism Life Expectancy at Birth, years,” emphasizes the chart’s focus. It highlights that the United States is unique among the 12 countries represented, but not in a positive sense. While the title frames this as “exceptionalism,” the message becomes clear—life expectancy in the United States declined 3 years during COVID compared to a smaller bump in the 11 other countries shown.

The chart itself is relatively minimalistic, which enhances its clarity. It includes a blue line representing the average life expectancy of the 11 other countries and thin gray lines for each country individually. These gray lines are deliberately unlabeled to avoid visual clutter. At the bottom of the chart, a source citation adds credibility, enabling viewers to trace the data back to its origin for further verification.



Scatter Plots


[image: Scatter plot from The Economist.]
Scatter plot from The Economist.

This scatter plot, also published by The Economist4, presents a fascinating and complex visualization. It shows voter turnout percentages against the percentage of votes cast for a particular candidate. At first glance, it requires some time to fully grasp. But once you do, the insights are striking—almost like a “brain explosion”.

As I view the scatter plot, the first thing that catches my attention is a dark blue cluster in the upper right-hand corner. From there, smaller details begin to emerge. Notably, the points in the plot form grid-like patterns, with concentrations at specific intervals such as 80%, 85%, 90%, and 95%. This grid structure feels unnatural and is a strong indicator of voter irregularities. It suggests that these percentages may have been fabricated, aligning with the observation that turnout and vote shares were suspiciously rounded to multiples of five.

The callout text on the plot reinforces this story: “Turnout and vote shares were multiples of fives suspiciously often, suggesting foul play.” This annotation helps guide the viewer toward the central narrative. Scatter plots like this one aren’t designed for quick glances. Instead, they invite deeper analysis and reward close inspection with nuanced insights.

Beyond this specific example, scatter plots often reveal patterns and anomalies that might go unnoticed in tabular data. I’ve frequently encountered such revelations when creating scatter plots in my own work. For instance, granularity—whether caused by measurement methods, data rounding, or other factors—becomes visually evident in a scatter plot. In this case, the grid-like patterns point to potential foul play, but similar structures in other datasets might have entirely different causes. These plots provide an intuitive way to uncover hidden dimensions in data, making them an indispensable tool for analysis.



Bar Plots


[image: Bar plot of vehicle dependability from J.D. Power.]
Bar plot of vehicle dependability from J.D. Power.

Let’s look at an example of a bar plot 5. Again, ask yourself what you see first when you look at this plot. I notice the two yellow bars at the top. Your eye is naturally drawn there because of the color, but the position is also convenient. What do you notice next? I see the title, “J.D. Power 2021 US Vehicle Dependability Study.” With that, the story is mainly told. Lexus is the most dependable brand.

This plot has a few curiosities: there are two gold bars, but a gap separates them. You need to read the note at the bottom to realize that there are two top ranks - one for the “Premium” segment and one for the “Mass Market” segment. The gray bars also stand out as different. The one in the middle is the average, but at the bottom (out of sorted order) is Tesla. A symbol attached indicates “[Tesla] is not rank eligible because it doesn’t meet the study award criteria.” A little further sleuthing reveals that Tesla took a page out of Oracle’s playbook and didn’t grant J.D. Power the right to survey its customers in 15 states where it was required to do so.

This plot is an example of aggregation (combining data into a single value); here, multiple makes of vehicles are collapsed into a single observation for the manufacturer. Aggregations are an excellent way to communicate the essence of the data to your boss, team, or customers.

I often tell my students that their boss doesn’t want the individual numbers; they want the summary. They want to know if sales are up or down, not the sales of each individual product. They want you to tell them a story succinctly. Often, when I want to share an aggregation, a bar plot is the best way to communicate that story.



Summary

In the chapter, we explored various types of visualizations that I find particularly compelling, discussing their design, insights, and broader impact. Beginning with histograms, we noticed how their shape communicates data distribution and variance, using examples like the stable price of Costco hot dogs versus the varied income distribution in the U.S. We learned that histograms provide a clear snapshot of trends and anomalies, helping audiences form expectations about the data. We reviewed line plots, from The Economist that emphasizes temporal trends in U.S. life expectancy compared to other nations.

We continued our discussion with scatter plots, which excel at revealing patterns and irregularities that are difficult to discern from raw data. For instance, a plot of voter turnout versus votes for a candidate uncovers suspiciously neat grid-like patterns, suggesting data manipulation. Finally, we looked at bar plots; these are useful for their capacity to convey aggregated data succinctly, as illustrated by a J.D. Power study on vehicle dependability. Each plot type demonstrates the power of visualization in storytelling. Remember to keep an eye out for plots that resonate with you, and ask yourself what makes them compelling. This will help you refine your own visualization skills and create more impactful data stories.



Exercises


	What is the primary purpose of a histogram?


	Imagine you are analyzing income distribution in a country with high economic inequality. What features would you expect to see in a histogram of this dataset, and why?


	A company monitors the temperature changes of its cold storage facility over a year. The histogram shows a tall and narrow peak. What does this indicate about the data?


	In the context of the line plot on life expectancy, how does the choice of color and labeling contribute to the audience’s understanding of the data?


	A health organization uses a line plot to compare vaccination rates across regions. One line drops sharply while others rise steadily. What questions would you ask to interpret this trend?


	What is the significance of grid-like patterns in scatter plots, as seen in the example from the Russian elections?


	You are examining a scatter plot of student grades versus study hours. The plot reveals no clear pattern. What might this indicate, and how would you investigate further?


	In a scatter plot showing employee satisfaction versus company benefits, you observe clustering at specific intervals. What might this suggest about the data collection process?


	Consider the bar plot of vehicle dependability. Why might Tesla’s bar be separated and include a note, and how does this affect the interpretation of the data?


	A marketing team uses a bar plot to present customer preferences for three product categories. The middle category has a much smaller bar. What might be some causes, and how would you investigate?


	What role does the title of a plot play in guiding the audience’s interpretation of the data?


	You are tasked with presenting a histogram of customer wait times. Your manager suggests segmenting the data into “peak” and “non-peak” hours. What changes would you expect in the histogram, and why?


	The Economist’s life expectancy line plot highlights the United States’ decline. How does this plot design help emphasize the story being told?


	In the scatter plot example, what does the annotation about “multiples of fives” contribute to the narrative, and how might similar annotations enhance other plots?


	A bar plot shows the performance of different teams in a global competition. Two teams have identical bars but are visually separated. How would you explain this to a viewer unfamiliar with the dataset?


	Why are aggregations frequently used in data visualization?


	A histogram of a product’s sales shows two peaks, one in the morning and another in the evening. What could this indicate, and how would you present these insights?


	A scatter plot reveals a strong positive correlation between employee engagement scores and productivity. How might you use this finding to propose a new workplace initiative?


	The life expectancy line plot contrasts the U.S. with other countries. How does the minimalist design of this plot aid in highlighting key points?


	A bar plot of global internet speeds shows a sharp contrast between two countries. Your client asks for a summary. How would you succinctly present the story behind this visualization?










1. https://www.nytimes.com/2024/05/02/learning/whats-going-on-in-this-graph-may-8-2024.html



2. https://www.columbia.edu/~mhs119/PerceptionsAndDice/



3. https://www.economist.com/united-states/2023/07/31/horrifying-numbers-of-americans-will-not-make-it-to-old-age



4. https://www.economist.com/graphic-detail/2021/10/11/russian-elections-once-again-had-a-suspiciously-neat-result



5. https://www.jdpower.com/business/press-releases/2021-us-vehicle-dependability-study-vds





The CLEAR Method

If you look at examples from popular media sources like The New York Times, The Economist, or Our World in Data, you’ll notice recurring themes in how they design visualizations. These sources consistently prioritize a few foundational principles: simplicity, clarity, and narrative. They don’t bombard the viewer with complex charts or excessive data points but instead rely on familiar types of visualizations, clean designs, and colors used purposefully to emphasize the story.

The visualizations you find in these media sources tend to follow a pattern:


	C - color to spell out the story

	L - limited and simple types of visualizations

	E - explain the story with a title, subtitle, and annotations

	A - audience is targeted

	R - references are listed



Let’s explore these points in more detail.


C: They Use Color to Spell Out the Story

Color is a powerful tool in any visualization toolkit, especially for guiding viewers’ attention. Our brains are wired to detect shifts in hue—a trait that likely helped our ancestors spot ripe fruit or avoid predators. However, color in visualization can be even more powerful. This sensitivity means that even slight color differences force our audience to look where we want them to look (and ignore what we don’t want them to see).

I’m going to offer another rule of thumb that might seem excessive. If you use more than three colors in a visualization, you should reconsider your design. It is tough to guide your audience to the most important details of your visualization if you are using more than three colors. You are taking your audience on a journey by using carefully chosen colors to suggest a starting point.

Questions to ask yourself when using color:


	Does the color scheme emphasize the key points of the story?

	Are the most essential elements visually distinct from the rest?

	Have you minimized the use of colors to avoid overwhelming the viewer?

	Are colors aligned with the audience’s expectations or cultural norms?

	Warm colors (reds, oranges, yellows) are often associated with danger, heat, or excitement.

	Cool colors (blues, greens, purples) are often associated with calm, water, or nature.




	Do the colors work for colorblind viewers?

	Do the colors work in black and white or grayscale?





L: They are Limited

Why are limited and straightforward visualizations effective? Because they are easy to understand and hard to refute. Your boss or client is asking you for a data story because they need to know sales performance, or usage stats for the new product, or customer churn rates, or housing prices by neighborhood, or virus spread rates, or what percentage of students are passing the class, or when the product will be ready, or how much elevation gain there is on the trail, or how many votes the candidate got, or which team has a better chance of winning, or where AI will be used next, etc. The point is that they want an answer that they can justify to their boss or client, and they want something that will be hard to refute. A simple visualization is easy to understand and hard to refute.

What makes a visualization limited or simple? A common trope in social media is to remove 3d effects, remove grid lines, remove background colors, remove legends, remove labels, etc. This is potentially good advice, but we want to think about simplicity in terms of the story we are trying to tell. If we need a legend to tell the story, then we should use a legend. If labeling lines directly and not using a legend makes the story easier to understand, then we should do that. If only labeling the one line that is important and leaving the other lines unlabeled makes the story easier to understand, then we should do that. Reducing noise is essential, but not the goal. The goal is to tell a story that is easy to understand and hard to refute.

It may be important to have multiple plots to tell the story. Don’t try to fit what should be different plots into the same plot.

Scrolling through social media, you may encounter countless posts on choosing the right chart type, with options like funnel charts, spider charts, and waterfall diagrams. Yet, the professionals creating visualizations for top-tier media tend to stick to just a few options.

These plots have a universal simplicity that quickly conveys key messages:


	Line plots


	Bar plots


	Scatter plots


	Histograms


	Maps




What’s going on? Are these professionals ignoring the wisdom of social media? Are they lazy? Ignorant? No, quite the opposite. They realize that compelling visualizations are simple, not just using a novel chart. Their goal is not to impress you with a visualization that you have never seen before. Their goal is to tell a story. Visual stories are best told with simple visualizations.

I’ll phrase this a different way. You are doing it wrong if you are trying to tell a story and can’t do it with one of the above plots. Most of the time, you will use one of these plots. There may be rare, special occasions for a different plot type, but I recommend trying one of the above plots first.

This might seem harsh or naive, but I’ve taught visualization to thousands of students at some of the biggest companies in the world. You generally don’t need other types of visualizations. You need to tell a story, and these tools enable that. If you can’t tell your story with them, you need to consider if you story is too complex or if you are trying to tell too many stories at once.

This is a minor point, but it is worth mentioning. The most common aspect ratio for a plot is 1:1 (square with equal height and width), but many visualization tools do not default to this aspect ratio. Often, these tools default to rectangular areas with an aspect ratio of 4:3 or perhaps in the golden ratio (1.618:1).

Note that when I say square, I’m referring to the whole plot, title, subtitle, and all. The plotting area itself might be a rectangle inside of that square. But the whole “story” is generally square.

There’s some research to suggest “aspect ratio plays a significant role in users’ perception of scatter plots, with square (1:1) or moderate (2:3 or 3:2) aspect ratios being more effective for detecting distance and amount and rectangular (1:2 or 2:1) aspect ratios being more effective for detecting correlation.”1

Here are my theories for suggesting confining your visualizations to a square aspect ratio. The square shape forces you to have a big title and large, bold font throughout the visualization. These elements are critical for storytelling and often help viewers grasp the chart’s purpose before even looking at the data. Having extra vertical space means you don’t have to squeeze text in or crowd the plot area. Good visualizations use bold fonts because they don’t need to say a lot, but what they say is essential.

Also, by forcing the contents into the confines of a square, you are forced to decide what is important and what is not. You have to pay attention to spacing for it to look good. Mobile devices and social media are much more amenable to square visualizations. Squares also work well on a webpage or print article, in addition to a mobile device. Good visual design is not about using the default settings. It is about making a clean, clear visual. I believe that the constraints introduced by a square visualization force you to make good decisions.

If every visualization adheres to a square or nearly square layout, it creates a visual consistency across reports, slides, and other media formats. It also speeds up editing and reorganizing content because the real estate occupied by each visualization stays constant. This consistency helps audiences recognize and interpret visualizations more quickly, as they’re not constantly adapting to new shapes or proportions.

Questions to ask regarding limited and simple visualizations:


	Is the chart focused on a single message or story?

	Have you removed unnecessary elements that distract from the story?

	Is the visualization one of the simple, widely recognized types?

	Can labels, legends, or annotations be simplified or removed?

	Is the aspect ratio close to a well-designed square?

	Are line plots banked to 45 degrees?

	Does the plot feel crowded or cramped?

	Is the chart easy to refute or misinterpret?





E: Explain Contents With a Title, Subtitle, and Annotations

A plot in and of itself can tell a story. With good storytelling, our eyes will be drawn to the critical parts of the plot. But soon after, we want to augment the plot with a title and a subtitle.

The title and subtitle are used to drive home the main point after the colors have drawn the audience’s attention to the crucial parts of the plot. The title and subtitle spell out the story in simple terms. They can be short and don’t even need to be complete sentences. The title might even be a one or two-word hook that requires (or forces, if you prefer) you to read the subtitle to complete the story. Not every plot will require a title or subtitle, but they often add to the clarity of the story.

Annotations are another tool to clarify the story. They can guide the viewer to the critical parts of the plot. Pay attention to annotations you find on plots in the wild and consider how they help tell the story. Identify the most important insights you want to convey. Use clear, concise language in your annotations, avoiding jargon or overly technical terms unless your audience is specialized. Place annotations strategically, close to the data points they describe, but without cluttering the visualization. Consider using different font styles, sizes, and colors to differentiate annotations from other text elements. Arrows, pointers, or callouts can further draw attention to specific areas. Finally, ensure your annotations tell a story and contribute to the overall understanding of the data.

Finally, captions are often used to provide context or additional information. They are very useful for accessibility reasons. Consider how you might use captions to reinforce the story you are trying to tell. Keep captions brief and to the point, using language accessible to your intended audience. If the visualization is complex, you might briefly explain the methodology or data source.

You can apply these same techniques to your visualizations.

Questions to ask regarding the text on a visualization:


	Is the title clear and concise?

	Does the title guide attention to the key message?

	Does the subtitle provide context or additional information?

	Does the text address the who, what, or when?

	Are annotations used to highlight key data points or trends?

	Does the caption allow for accessibility and support the story?





A: Audience is Targeted

Understanding your audience is crucial. They will guide the work you do. 90% of the time, I create visualizations with a specific audience in mind—myself. I design them to conduect Exploratory Data Analysis (EDA) and better understand the data. In these cases, I might not require colors, titles, sources, or the perfect aspect ratio. Applying these elements when the audience (me) does not require it only slows me down.

Each audience has its own unique goals and concerns, so grasping their perspective helps focus the narrative. For example, a visualization intended for the sales team might emphasize trends and revenue goals, while one for the customer support team may highlight user feedback or issue frequency. Aligning the visualization’s story with the audience’s priorities enhances its relevance and impact. Always consider who will be viewing your visualization when deciding how to convey your story.

By grasping your audience’s background and needs, you can anticipate questions, address potential objections, and clarify any ambiguities within the visualization. For instance, including data sources or additional annotations may preempt questions regarding data reliability or methodology from a skeptical audience.

When my audience consists of a boss, colleague, or client, I need to assess the appropriate level of complexity for the plot. A colleague may not require a title or subtitle. I can discuss the plot with them or bounce ideas off each other. However, if my boss intends to present the plot to the board of directors or to a large audience, I must ensure that the plot appears professional.

Questions to consider regarding the audience:


	Who is your audience?

	Does your audience possess the domain expertise to understand detailed, data-rich visualizations?

	Does the visualization align with the audience’s goals or concerns?

	Does the audience require a broad overview or a detailed analysis?

	Have you avoided using jargon—both in language and visuals?

	What questions are your audience likely to ask? Does your visualization address them?





R: References are Listed

Good visualizations always cite their sources. This is important not just for academic integrity; your boss or client expects you to tell a story supported by data. They want to know where the data originates. Providing sources demonstrates transparency, allowing viewers to understand how the data was collected and any assumptions made in the process.

Citations enable viewers to locate the original dataset, which is invaluable for anyone wishing to replicate the analysis, validate the findings, or conduct further research. This strengthens the scientific validity of the visualization.

References should list the data and any caveats or assumptions that were made. Remember, we want to tell a story that is hard to refute. Listing your sources enhances professionalism and reinforces your narrative.

Questions to consider regarding references:


	Is the data source clearly listed?

	Did you perform transformations or calculations on the data? If so, are these steps documented?

	Do you need to include additional details (such as the year, author, or publication)?

	Are there any caveats or assumptions that should be disclosed? (For example, sampling methods, adjustments for inflation, etc.)





Deciding on the Right Visualization

When deciding on the right visualization, consider the following flowchart:


[image: Flowchart for deciding on the right visualization.]
Flowchart for deciding on the right visualization.

Here is a table showing common data types and appropriate plot types for visualization.


Numeric data types and appropriate plot types for visualization.








	Type
	Description
	Examples
	Appropriate Plot Types





	Nominal
	Categories without intrinsic order. Numbers are used as labels, not for mathematical operations.
	Zip codes, jersey numbers, gender (e.g., 1 for Male, 2 for Female)
	Bar plots



	Ordinal
	Numbers indicate order or rank, but differences between values are not meaningful or uniform.
	Movie ratings (1 star to 5 stars), race results (1st, 2nd, 3rd)
	Bar plots, Line plots (for ranking changes)



	Interval
	Numbers with meaningful differences but no true zero point. Ratios are not meaningful.
	Temperature in Celsius or Fahrenheit, calendar years (e.g., 2023, 2024)
	Line plots, Scatter plots



	Ratio
	Numbers with a true zero point, allowing meaningful differences and ratios.
	Temperature in Kelvin, weight, height, age, distance, MPG
	Line plots, Scatter plots, Histograms



	Discrete
	Numbers that can only take specific values (often counts or whole numbers).
	Number of cars in a parking lot, number of votes, shoe sizes
	Bar plots, Histograms



	Continuous
	Numbers that can take any value within a range (often measurements).
	Temperature, height, weight, MPG
	Line plots, Scatter plots, Histograms







Summary

In this chapter, we reviewed the CLEAR principles, a framework that captures the essence of effective visualizations commonly seen in media outlets like The New York Times and The Economist. These principles emphasize the importance of Color, Limited types of visualizations, Explanatory titles and subtitles, Audience targeting, and References. These elements consistently elevate visual storytelling by prioritizing simplicity, clarity, and narrative. Remember: the goal of a visualization is not to impress the audience with complexity or novelty but rather to deliver a clear, compelling story that resonates with the audience.

Each component of the CLEAR principles serves a specific purpose. Purposeful use of color directs attention to key aspects, while limiting visualizations to familiar types ensures the message is accessible and intuitive. Explanatory titles and subtitles reinforce the story, guiding viewers to the intended insights. Understanding the audience helps tailor the visualization to their expertise and priorities, maximizing its impact. Finally, providing references builds trust and credibility, grounding the story in verifiable data.



Exercises


	What are the five key principles behind compelling visualizations as described in this chapter (CLEAR)?

	List three common types of visualizations used by professionals like those in The New York Times and The Economist.

	Why are colors considered powerful tools in storytelling within a visualization?

	What aspect ratio is commonly used for visualizations to maintain simplicity and clarity?

	Why is it important to include data sources in a visualization?

	A researcher is creating a chart to show the relationship between the daily temperatures in Tokyo and power consumption levels. Should they use a line plot or a scatter plot? Why?

	Suppose you’ve been tasked with creating a visualization to show trends in global internet usage from 2010 to 2020. How would you use a title and subtitle to emphasize the key points?

	A manager reviews a bar chart comparing sales across five departments but finds the chart confusing due to excessive colors. What principles from this chapter could help simplify the visualization?

	Imagine your audience includes individuals with color vision deficiencies. How can you ensure your visualization is accessible and effective?

	A colleague critiques your scatter plot by saying it’s hard to determine which data points matter most. How could you apply the principles of color and annotation to address this issue?

	You’ve been given survey data showing monthly customer satisfaction scores across three regions. Which type of chart would best display trends over time, and why?

	Evaluate the following title: “Yearly Trends in Sales Data”. How could you improve it to better guide the audience’s attention?

	A visualization comparing monthly expenses has grid lines, legends, and multiple colors but feels cluttered. Analyze the design and suggest three changes based on the principles discussed.

	Imagine you are presenting to a global audience with diverse cultural contexts. How would you adapt the use of color and examples in your visualization?

	Review a plot that uses a pie chart to display data on population growth rates. Critique its effectiveness and propose a better alternative based on the chart types discussed.

	Your team needs a visualization for an article comparing fuel efficiency trends for hybrid and gas-powered cars over the last decade. Combine principles of simplicity, targeted audience, and effective storytelling to outline your visualization design.

	After creating a line plot of yearly rainfall, you realize your audience may not trust your data. Discuss how to strengthen the visualization’s credibility through references and annotations.

	Develop a visualization strategy for displaying survey results on workplace inclusivity, where responses are categorized by departments. Explain how the use of simple visualization types and clear labeling could enhance understanding.

	A journalist is preparing a report on climate change and wants to show data on global temperature changes. They plan to use 10 different colors for 10 regions. Critique this approach and propose a better design, explaining why your changes improve clarity and storytelling.

	You are presenting to a group of educators about student graduation rates over 10 years. Explain how you would ensure the visualization is simple, visually appealing, and aligned with their priorities. What role do cultural and accessibility considerations play in your design?









1. https://vtechworks.lib.vt.edu/server/api/core/bitstreams/d4f86ade-c13d-4a96-9b1d-d1b784f6b6ca/content





Introducing Matplotlib

Matplotlib is a very popular Python library for plotting. It is extensive, and anyone who claims to know all of its capabilities should be approached with caution. I have been using it since 2005, and I still find myself looking up how to do certain things. If you were to print the documentation from the website, it would exceed 1,000 pages! The good news is that you don’t need to know every detail of this powerful library; understanding a few key concepts will allow you to create a wide variety of plots.

Following the Pareto principle, I will show you the essentials you need to know to accomplish 80% of your plotting tasks. The following 15% will be covered in the next chapter. You will need to look up the remaining details on your own.


Loading Data

Let’s begin by importing a dataset and taking a quick look at it. The dataset contains information about vehicle makes, engine displacement, and fuel economy. We will use this data to demonstrate various plotting techniques.



Note



I’ll be showing a lot of code in this book. Feel free to follow along. Typing code is a great way to learn a library. I use Jupyter and suggest that you do as well for creating visualizations. It is a great tool for rapid iterating on visualizations.

In later chapters, I will walk you through my process, starting from basic visualizations and iterating to more complex visualizations. In this chapter, I will mostly show you the final code that illustrates the concepts I am discussing.

I’m also using Pandas throughout this book. I assume beginner-level knowledge of Pandas. I will walk through more advanced Pandas concepts in later chapters. If you are not familiar with Pandas, I suggest my book, Effective Pandas.



>>> import pandas as pd

>>> # Load the dataset
>>> url = 'https://github.com/mattharrison/datasets/raw/master/data/vehicles.csv.zip'
>>> data = pd.read_csv(url)

>>> # Inspect the data
>>> data = data[['year', 'make', 'model', 'displ', 'city08', 'highway08', 'comb08', 
...     'cylinders']]
>>> print(data)
       year        make                model  displ  city08  highway08  \
0      1985  Alfa Romeo   Spider Veloce 2000    2.0      19         25   
1      1985     Ferrari           Testarossa    4.9       9         14   
2      1985       Dodge              Charger    2.2      23         33   
3      1985       Dodge  B150/B250 Wagon 2WD    5.2      10         12   
4      1993      Subaru     Legacy AWD Turbo    2.2      17         23   
...     ...         ...                  ...    ...     ...        ...   
41139  1993      Subaru               Legacy    2.2      19         26   
41140  1993      Subaru               Legacy    2.2      20         28   
41141  1993      Subaru           Legacy AWD    2.2      18         24   
41142  1993      Subaru           Legacy AWD    2.2      18         24   
41143  1993      Subaru     Legacy AWD Turbo    2.2      16         21   

       comb08  cylinders  
0          21        4.0  
1          11       12.0  
2          27        4.0  
3          11        8.0  
4          19        4.0  
...       ...        ...  
41139      22        4.0  
41140      23        4.0  
41141      21        4.0  
41142      21        4.0  
41143      18        4.0  

[41144 rows x 8 columns]




Note



Many libraries in Python are aliased when imported. This means renaming them using as during import. This is not required, but it is a common practice. Aliasing an import generally lets you be specific about the library but be a little more succinct. For example, the pandas library is commonly imported as pd. You know that pd refers to pandas and save a few keystrokes.

Here are some common aliases:


import matplotlib.pyplot as plt
import numpy as np
import pandas as pd








    





Note



This book has a lot of code. Please don’t skip over the code. One of the best practices for learning to code is to read others’ code. I’ve tried to leave a few more comments than I usually would to help you understand the code.

Also, some of the code snippets have Python prompts (>>> and ...) at the beginning of the line. This is intentional for snippets that have output. Often, the output is just as important as the code itself, and I want to show it to you. Python has a built-in mechanism for doing this, by writing the code in a doctest style.

Another tool for learning a library is to physically type the code. Not just copy and paste. Typing the code engages a different part of your brain than reading and listening. Typing out the code will help you remember it better. Give it a try.

Some folks complain that the prompts make it hard to copy and paste the code. Maybe, but Jupyter supports the code as is without any modifications. So, you can copy and paste the code (but you should really type it) into a Jupyter Notebook, and it will work just fine. I apologize to those who are using other editors or writing straight Python code. I hope you will soon find the editor commands for multi-cursor editing.





A Brief History of Matplotlib

Matplotlib was created in the early 2000s by John D. Hunter, who worked in neurophysiology research. Hunter needed a flexible and open-source plotting library for Python that could replicate the functionality of MATLAB, a popular but proprietary tool widely used in scientific and engineering communities. Inspired by MATLAB’s ease of use for visualizations, he developed Matplotlib to provide similar capabilities while taking advantage of Python’s versatility and growing ecosystem. Over the years, Matplotlib has grown into one of Python’s most widely used data visualization libraries, serving disciplines ranging from data science to biology, engineering, and beyond.

The design of Matplotlib’s pyplot module, often aliased when imported as plt, closely mirrors MATLAB’s interface. This deliberate choice made it easier for users transitioning from MATLAB to Python, allowing them to reuse familiar workflows. For instance, commands like plt.plot and plt.title mimic MATLAB’s syntax, enabling quick and interactive plotting with minimal setup. While Matplotlib has since evolved to support a more object-oriented approach with figure and axes objects, the simplicity and familiarity of the MATLAB-style pyplot interface remain core to its popularity. I generally avoid the plt interface, with the exception of the subplots function. I find the object-oriented interface to be more straightforward to work with.


[image: Illustration showing the important components of a Matplotlib plot. Note the figure is the canvas or container of the whole plot. There can be one or more axes on a figure. Each axes in this book has an x-axis and a y-axis. The axes can have a title, x-axis label, y-axis label, and a legend.]
Illustration showing the important components of a Matplotlib plot. Note the figure is the canvas or container of the whole plot. There can be one or more axes on a figure. Each axes in this book has an x-axis and a y-axis. The axes can have a title, x-axis label, y-axis label, and a legend.



Figures and Axes

Understanding the structure of figures and axes is key to unlocking the full power of Matplotlib. A figure serves as the overall container for your visualizations and can have many axes in it. I like to think of it as a canvas. You can put many objects on that canvas. Axes are the individual plots within that figure. Each set of axes has its own coordinate system, data, and labels. This hierarchy makes it easy to create single plots, complex multi-plot layouts, and precisely customized visualizations.

Let’s explore figures and axes using the fuel economy dataset, diving into single and multi-plot layouts.



Note



The trifecta of confusion: axes, axis, and Pandas axis. If you’ve ever found yourself mixing these up, don’t worry—you’re not alone. Let’s set the record straight so your code (and sanity) can stay intact.


	Matplotlib Axes: These are the plots themselves. Think of an axes object as the box where the actual data lives—complete with its own x-axis, y-axis, and labels. It’s the star of the show in every figure. Fun fact: The plural name “axes” refers to the fact that every plot includes multiple axes (e.g., x and y).


	Matplotlib Axis: Singular and less glamorous, an axis refers to an individual x-axis or y-axis within an axes object. It’s responsible for ticks, labels, and scaling, but its scope is limited to the x- or y-axis; it does not handle the whole plot.


	Pandas Axis: In Pandas, an axis is the dimension you want to operate on: 0 for rows/index, 1 for columns. (However, I always explicitly mention them by name, like axis='index' or axis='columns', to avoid confusion.) When you drop a column or sum across rows, you “operate along the axis.” Unlike Matplotlib’s axis, this is not related to ticks or labels—instead, it is used to slice and dice your DataFrame.








Implicit Figure and Axes Creation

Both Pandas and Matplotlib’s plt interface allow you to create plots without explicitly defining figures and axes. This implicit approach is convenient for producing visualizations quickly but it can limit customization.

Here, we will use Matplotlib’s plt interface to create a scatter plot of engine displacement against combined fuel economy. Scatter plots are a great way to visualize the relationship between two continuous variables, making them ideal for exploring correlations or trends in data.

from matplotlib import pyplot as plt

# reset matplotlib defaults
plt.rcdefaults()

plt.scatter(data['displ'], data['comb08'])
plt.title('Implicit Figure and Axes')




[image: When you call plt.scatter, Matplotlib will create a figure and axes behind the scenes.]
When you call plt.scatter, Matplotlib will create a figure and axes behind the scenes.



Note



When I’m working in Jupyter, the plots appear automatically.

For my book to show the plot, I need an actual image. Where is this image coming from?

I’m using the plt.gcf() function (Get Current Figure) to get the current figure, then calling the savefig method to save the figure to a file. I’m not showing that code in the Jupyter cell block, but it looks like this:


fig = plt.gcf()
fig.savefig('img/implicit-1.png', dpi=300)






Note



I generally work in Jupyter. Plots are displayed automatically in Jupyter. If you are working in a different environment, like the ipython console or a Python script, you may need to call plt.show() to display the plot.



Similarly, you can use Pandas to create a scatter plot without explicitly defining figures and axes. Pandas has an interface to create Matplotlib plots directly. If you don’t provide an ax argument, Pandas will create a figure and axes for you. Note that for scatter plots, Pandas supports the same arguments as Matplotlib (it will just pass them through to the underlying Matplotlib scatter function). So, the parameters for the Pandas plot.scatter function are a superset of the parameters of the Matplotlib scatter function.

I will also change the size of the points within the scatter plot so they do not overlap as much. This is done by setting the s parameter of the .scatter method.

data.plot.scatter(x='displ', y='comb08', 
    title='Implicit Figure and Axes (Pandas)', s=4)




[image: Pandas will also automatically create a figure and axes when you call df.plot.]
Pandas will also automatically create a figure and axes when you call df.plot.



Single Plot with Explicit Figure and Axes

While Matplotlib can implicitly handle figures and axes for simple plots with its plt interface, explicitly creating plots provides you with more control. Let’s demonstrate changing the size of the figure, as well as adding a title and axis labels to the scatter plot.

The figsize parameter defines the size of the figure window where your plot will be displayed. It is specified as a tuple containing two values: the width and height of the figure in inches. By default, figsize is set to (6.4, 4.8), which provides a balanced size suitable for most standard plots. Inches by itself are hard to translate to screen size. The dpi (dots per inch) parameter controls the resolution of the figure, determining how many pixels are used to represent each inch of the figure size. The default dpi value in Matplotlib is 100, meaning that a figure with figsize=(6.4, 4.8) will have a resolution of 640 pixels wide by 480 pixels tall. For publication-quality figures, a dpi of 300 or higher is recommended.

# Create a figure and axes explicitly
fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

# Plot combined fuel economy by engine displacement
ax.scatter(data['displ'], data['comb08'], color='blue', alpha=0.5, s=4)

# Customize the plot
ax.set_title('Fuel Economy by Engine Displacement')
ax.set_xlabel('Engine Displacement (L)')
ax.set_ylabel('Combined MPG')




[image: In this example, we manually create a figure and axes using plt.subplots.]
In this example, we manually create a figure and axes using plt.subplots.

Here, fig is the container for the plot, while ax is the specific set of axes for the scatter plot. Tracking these variables allows for detailed customization of the grid, labels, and title.



Save the Figure

To save the figure to a file, you can use the savefig method. This function allows you to specify the file format, resolution, and other settings for the saved image. I generally will not show this code in my book, but it looks like this:

fig.savefig('img/explicit-3.png', dpi=300)


There are many types of output files that you can save. The most common are PNG, GIF, JPG, PDF, and SVG. I generally choose PNG. PNGs are a great first choice for creating plots and graphs due to their lossless compression. Your images remain crisp and clear, even after multiple edits. This is crucial for preserving the fine details and sharp lines in graphs. Additionally, PNGs support transparency, allowing for clean overlays and integration with various backgrounds. Very rarely, I use SVG in order to edit the vector graphic in a program like Inkscape.

The figure size is specified in inches, and there is also a default DPI (dots per inch) of 100. I typically increase the DPI to 300 for publication-quality images. If you pass the parameter bbox_inches='tight' to the savefig method, it will shrink the figure size to fit the plot, eliminating the white space around the plot, except for a small amount of padding (you can adjust the padding with the pad_inches parameter).



Multiple Axes

When analyzing multiple variables, creating subplots within a single figure is often helpful. For example, using a grid layout, we can compare how engine displacement affects city MPG for Ford, Toyota, and BMW. I will make the figsize bigger in order to fit the labels into the plot. I’m also using constrained_layout=True in the call to plt.subplots. This feature adjusts the size of the plots so that they fit in the figure. Using this feature is a good idea when you have multiple plots in a figure. (There is also plt.tight_layout or manually adjusting the size of the plots, but I prefer the outcome of constrained_layout=True.)

# Create a figure with multiple axes
fig, axes = plt.subplots(nrows=2, ncols=2, figsize=(10, 8), dpi=300, 
                         constrained_layout=True)

flat_axes = axes.flatten()

for ax, make in zip(flat_axes, ['Ford', 'Toyota', 'BMW']):
    make_data = data.query(f'make=="{make}"')
    ax.scatter(make_data['displ'], make_data['city08'], alpha=0.5, s=8)
    ax.set_title(f'{make} City MPG by Engine Displacement')
    ax.set_xlabel('Engine Displacement (L)')
    ax.set_ylabel(f'{make} City MPG')

# Hide the empty subplot (axes[1, 1])
axes[1, 1].axis('off')

# Add a figure-wide title
fig.suptitle('Fuel Economy Metrics by Engine Displacement', fontsize=16)





[image: Multiple plots (axes) on a single figure. Note that the x and y axis limits vary across the three axes/subplots, limiting our ability to make comparisons.]
Multiple plots (axes) on a single figure. Note that the x and y axis limits vary across the three axes/subplots, limiting our ability to make comparisons.

In this example, the figure contains three subplots arranged in a 2x2 grid. Each subplot displays a different relationship between engine displacement and a fuel economy metric. The overall title ties the plots together, while each axis is individually labeled for clarity.

Note that I used the built-in zip function to iterate over the axes, and the car makes them at the same time. This is a common pattern when working with sequences of paired data. Zip them together and iterate over the pairs.

I also used the flatten method from the numpy library. This function transforms a multi-dimensional NumPy array into a one-dimensional array. I use this to pull out a single index from the axes rather than having to index into a multi-dimensional array. I often do this when I have a grid of plots and want to iterate over them.

You can also iterate over the .flat attribute of a NumPy array to get the elements in one dimension order.



Consistent Axis Limits Across Subplots

Generally, when you have a grid or facet of subplots, you want consistent axis limits across each subplot. This helps viewers compare trends more effectively. In the previous plot, each of the subplots had different axis limits, making it challenging to compare the data. Let’s align the x-axis (engine displacement) across the previous plots.


# Create a figure with multiple axes
fig, axes = plt.subplots(nrows=2, ncols=2, figsize=(10, 8), dpi=300, 
                         constrained_layout=True)

flat_axes = axes.flatten()

# limits for all of the plots
x_limits = (0, 8)
y_limits = (0, 60)

for ax, make in zip(flat_axes, ['Ford', 'Toyota', 'BMW']):
    make_data = data.query(f'make=="{make}"')
    ax.scatter(make_data['displ'], make_data['city08'], alpha=0.5, s=8)
    ax.set_title(f'{make} City MPG vs Engine Displacement')
    ax.set_xlabel('Engine Displacement (L)')
    ax.set_ylabel(f'{make} City MPG')
    ax.set_xlim(x_limits)
    ax.set_ylim(y_limits)


# Hide the empty subplot (axes[1, 1])
axes[1, 1].axis('off')

# Add a figure-wide title
fig.suptitle('Fuel Economy Metrics by Engine Displacement', fontsize=16)




[image: In this example, we created multiple axes and plotted different plots on each. We manually set the axis limits to be consistent across all three axes/subplots.]
In this example, we created multiple axes and plotted different plots on each. We manually set the axis limits to be consistent across all three axes/subplots.



Note



Matplotlib often has two, three, or four ways to accomplish the same thing. The plt.subplots function has a parameter sharex and sharey that can be set to True to share the x-axis and y-axis across all subplots.



With consistent x-axis limits, viewers can directly compare the different relationships between the subplots, emphasizing the trends across all metrics.



Line Plots

Line plots are perfect for showing trends, such as how the year relates to city, highway, or combined fuel economy. We can create a line plot using the plt, ax, or Pandas interfaces. The example below demonstrates all three approaches. It also shows how to customize the markers.

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

# plot yearly hw mpg with ax
yearly_hw_mpg = data.groupby('year')['highway08'].mean()
ax.plot(yearly_hw_mpg.index, yearly_hw_mpg.values, marker='o', linestyle='-', 
        color='blue', label='Highway MPG')

# plot combined mpg with plt
plt.plot(data.groupby('year')['comb08'].mean(), marker='x', linestyle='--',
         color='red', label='Combined MPG')

# plot yearly city mpg with pandas
(data
 .groupby('year')['city08']
 .mean()
 .plot(ax=ax, marker='.', linestyle=':', color='green', label='City MPG')
 )

# Add a title and labels
ax.set_title('Fuel Economy Trends Over Time')
ax.set_xlabel('Year')
ax.set_ylabel('Average MPG')
ax.legend()




[image: Plot illustrating creating a line plot using the plt, ax, and Pandas interfaces.]
Plot illustrating creating a line plot using the plt, ax, and Pandas interfaces.

Here’s a table summarizing common Matplotlib linestyles and markers that you can use to customize plots.


Common Matplotlib linestyles


	Linestyle Syntax
	Description





	'-'
	Solid line



	'--'
	Dashed line



	'-.'
	Dash-dot line



	':'
	Dotted line



	'' or None
	No line






Common Matplotlib markers


	Marker Syntax
	Description





	'.'
	Point marker



	','
	Pixel marker



	'o'
	Circle marker



	'v'
	Triangle down marker



	'^'
	Triangle up marker



	'<'
	Triangle left marker



	'>'
	Triangle right marker



	'1'
	Tripod down marker



	'2'
	Tripod up marker



	'3'
	Tripod left marker



	'4'
	Tripod right marker



	's'
	Square marker



	'p'
	Pentagon marker



	'*'
	Star marker



	'h'
	Hexagon marker



	'H'
	Rotated hexagon marker



	'+'
	Plus marker



	'x'
	Cross marker



	'D'
	Diamond marker



	'd'
	Thin diamond marker



	'|'
	Vertical line marker



	'_'
	Horizontal line marker





I usually leave the linestyle as a solid line and don’t use markers. Color gives me more story-telling power. However, if you need to work in black and white, markers and line styles can be helpful. The excellent books from the 1990s, The Elements of Graphing Data and Visualizing Data by William S. Cleveland, are great resources; all plots are in black and white. A huge drawback of black and white is that attracting eye attention with black and white plots is much more challenging.



Note



Using plt is convenient, but sometimes it’s a little too helpful. When you call functions like plt.plot() or plt.title() without specifying where to put things, Matplotlib silently works on the current figure and current axes. If you didn’t explicitly create them? No problem—plt just whips up a figure and axes behind the scenes.

Sounds convenient, right? Sure, until you forget this feature and wonder why your legend ended up on some random plot you made two commands ago. Matplotlib doesn’t warn you—it’s happy to keep piling titles, lines, and labels onto whatever it thinks is the active canvas.

The fix? Be explicit. Use fig, ax = plt.subplots() to create your figure and axes, and pass ax to your plotting functions. It’s cleaner, less confusing, and makes debugging your code easier.





Bar Charts

Bar charts are excellent for comparing fuel economy across the most common car manufacturers. Let’s look at the average combined MPG for the manufacturers.

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

# mpg per make
make_mpg = data.groupby('make')['comb08'].mean()

ax.barh(make_mpg.index, make_mpg.values, color='skyblue')
ax.set_title('Average Combined MPG by Make')



[image: A horizontal bar plot created with ax.barh. This plot has way too many categories. I typically prefer 20-30 categories as the upper limit for a bar plot. Also, note that plt.tight_layout() or adjusting the padding should be used to adjust the plot to fit the figure.]
A horizontal bar plot created with ax.barh. This plot has way too many categories. I typically prefer 20-30 categories as the upper limit for a bar plot. Also, note that plt.tight_layout() or adjusting the padding should be used to adjust the plot to fit the figure.

The labels are clipped when we save this. I could use plt.tight_layout, constrained layouts, or padding to deal with this. I will fix that by changing the padding. The subplots_adjust function lets me set the left padding to 50% (left=.5) of the figure. This will move the axis to the right 50%. (Remember that the labels in the x and y axis are not considered to be part of the axes.)

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

# mpg per make
make_mpg = data.groupby('make')['comb08'].mean()

ax.barh(make_mpg.index, make_mpg.values, color='skyblue')
ax.set_title('Average Combined MPG by Make')
fig.subplots_adjust(left=.5)



[image: Horizontal bar plot with extra left padding]
Horizontal bar plot with extra left padding

This has way too many categories. I typically prefer 20-30 categories as the upper limit for a bar plot. Let’s address that by using the Pandas .nlargest method to get the top 10 manufacturers. I’ll use tight_layout to adjust clipping in this example.

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

n = 10

# mpg per make
make_mpg = (data
    .groupby('make')
    ['comb08']
    .mean()
    .nlargest(n)
)

ax.barh(make_mpg.index, make_mpg.values, color='skyblue')
ax.set_title(f'Top {n} Makes by Average Combined MPG')
plt.tight_layout()




[image: Horizontal bar plot created with ax.barh.]
Horizontal bar plot created with ax.barh.

We can also generate the plot directly from Pandas. I’m manually creating a figure and axes here (because it allows me to easily change the size of the image and save it later). But you can use the df.plot method to create a plot directly from Pandas without creating a figure and axes.

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

n = 10

# mpg per make
make_mpg = (data
    .groupby('make')
    ['comb08']
    .mean()
    .nlargest(n)
    .plot.barh(ax=ax, color='skyblue', title='Pandas Bar Plot')
)




[image: Horizontal bar plot created directly from Pandas.]
Horizontal bar plot created directly from Pandas.

We need to be careful with dates and bar plots. Pandas will automatically convert the index into a label for the x-axis. If the index is a date, it will use the date as the label. This prevents matplotlib from intelligently placing ticks and labels.

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

# mpg per year
year_mpg = (data
            .assign(year=pd.to_datetime(data['year'], format='%Y'))
            .groupby('year')
            ['comb08']
            .mean()
)

year_mpg.plot.bar(ax=ax, title='Pandas Bar with Datetime Index')
plt.tight_layout()



[image: Be careful when you create bar plots with dates in the index. Pandas will convert them to category labels, so you can’t easily adjust the ticks and labels.]
Be careful when you create bar plots with dates in the index. Pandas will convert them to category labels, so you can’t easily adjust the ticks and labels.

This plot illustrates a feature of Pandas that I hate. When I have dates in the index, I want to be able to adjust the ticks and labels. I’ve even complained to the Pandas developers about this and they held their ground. Alas, we will need to resort to the Matplotlib interface to fix this.

One more thing to explore is the limits of the x-axis. When you have numerical data on the x-axis, it makes sense that the limits are the same values. Here’s the limits for our bar plot:

>>> ax.get_xlim()
(-0.5, 36.5)

Keep those limits in mind as I show the workaround I need to use to create this plot. I need to use the ax.bar function to create the plot.

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

# mpg per year
year_mpg = (data
            .assign(year=pd.to_datetime(data['year'], format='%Y'))
            .groupby('year')
            ['comb08']
            .mean()
)

ax.bar(year_mpg.index, year_mpg, color='skyblue', width=300)
ax.set_title('Bar Plot with Datetime Index (created with ax.bar)')




[image: A bar plot created with ax.bar that preserves dates in the index.]
A bar plot created with ax.bar that preserves dates in the index.

Ok, let’s observe the limits of this plot.

>>> ax.get_xlim()
(4290.55, 19084.45)

What is going on? Matplotlib converts date values to days since the epoch (January 1, 1970). For example, January 1, 1984 can be calculated like this:

>>> import datetime
>>> jan1_1984 = datetime.datetime(1984, 1, 1)
>>> (jan1_1984 - datetime.datetime(1970, 1, 1)).days

5113

Note that the plot appears to start in 1984, but the actual limits are a little before that to give the bars some breathing room. This is a common trick to make the plot look better.

Manually performing this math is annoying, so Matplotlib provides a helper function, mdates.date2num, to convert dates to numerical values. This function is especially useful when plotting time series data or dates on the x-axis.

>>> # convert date to matplotlib coordinates
>>> import matplotlib.dates as mdates
>>> import datetime
>>> print(mdates.date2num(datetime.datetime(1984, 1, 1)))
5113.0


Note that times before the epoch will be negative. This is not a problem for Matplotlib, but it is something to be aware of.



Histogram

Histograms are another plot that I usually create with Pandas, but you can also create them from an Axes object. Here’s an example of creating a histogram with Pandas of Ford Mustang city fuel economy.

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

# mustang city mpg
(data
 .query('make == "Ford" and model == "Mustang"')
 .city08
 .plot.hist(ax=ax, title='Pandas Histogram')
)




[image: The default histogram created with Pandas.]
The default histogram created with Pandas.

Here is the same plot created with an Axes object.

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

# mustang city mpg
ax.hist(data.query('make == "Ford" and model == "Mustang"')['city08'])
ax.set_title('Histogram with ax.hist')




[image: Histogram created with an Axes object.]
Histogram created with an Axes object.



Summary

This chapter serves as a practical guide to making the most out of Matplotlib by focusing on its essentials for effective visualization. It begins by demystifying the library’s vastness, emphasizing that while Matplotlib’s documentation spans over 1000 pages, only a fraction of it is needed to accomplish the majority of plotting tasks. The chapter introduces the fundamental concepts of figures and axes, providing a foundation for creating both simple and complex visualizations. Using examples like scatter plots and histograms, it illustrates the trade-offs between convenience and control when using implicit versus explicit figure and axes creation. Throughout, it weaves in practical advice, such as maintaining consistent axis limits across subplots for better comparability and leveraging functions like plt.tight_layout to avoid clipped labels.

The chapter also explores various plot types, including scatter plots, line charts, bar plots, and histograms, showcasing different approaches using both Pandas and Matplotlib’s object-oriented API. It highlights common pitfalls, such as Pandas’ handling of datetime indices in bar charts, and provides workarounds to overcome them. The narrative emphasizes the importance of customization, from adjusting markers and linestyles to saving high-quality publication-ready figures. With notes on best practices and practical examples, this chapter equips readers with a streamlined understanding of Matplotlib, enabling them to create clear, effective, and visually compelling plots with confidence.



Exercises


	What inspired the development of Matplotlib?

	What does the plt interface in Matplotlib mimic, and why was it designed that way?

	Define a Matplotlib figure and axes. How do they differ from each other?

	What is the purpose of the plt.tight_layout() function in Matplotlib?

	What Python library is commonly used with Matplotlib for loading and manipulating datasets like the fuel economy data in this chapter?

	Why might you choose the object-oriented interface over the plt interface in Matplotlib? Provide an example scenario where it’s advantageous.

	Suppose you want to compare how engine displacement affects city MPG across three car manufacturers. Why is it helpful to use a 2x2 grid layout for this visualization?

	You are plotting data points for engine displacement and combined MPG using Pandas. The plot looks cluttered because of overlapping points. What strategies from this chapter could you use to make the visualization clearer?

	When would you prefer implicit figure creation (e.g., plt.scatter) over explicit figure creation using plt.subplots? Explain with an example.

	Why is it important to set consistent axis limits across subplots when comparing metrics for different car manufacturers?

	Review the following scatter plot code:



plt.scatter(data['displ'], data['comb08'], s=4, alpha=0.5)
plt.title('Engine Displacement vs Combined MPG')


What are the advantages and limitations of this approach compared to explicitly creating a figure and axes?


	Analyze the following line plot:



ax.plot(yearly_hw_mpg.index, yearly_hw_mpg.values, marker='o', linestyle='-', color='blue')


How does adding markers enhance the visualization? What customization options are available for markers?


	A visualization comparing fuel economy trends over time has its title and labels cut off when saved. What steps should you take to fix this issue?

	When creating a multi-plot layout, why might you use constrained_layout=True instead of manually adjusting subplot positions?

	Design a visualization using Matplotlib to explore trends in highway MPG and city MPG for cars manufactured by Toyota from 1985 to 2020. Include a figure title and consistent axis limits.

	After plotting a line graph showing fuel economy trends, you realize your audience needs to see average values for each decade. How would you modify the graph to include this information?

	Compare and contrast using plt.plot and ax.plot. Discuss the situations where each approach is most appropriate, citing examples from this chapter.

	Develop a multi-axes visualization to compare engine displacement and city MPG across Ford, BMW, and Honda. Explain how you would set axis labels and gridlines to maximize clarity.

	You are presenting to a team that includes domain experts and general audiences. How would you use Matplotlib’s customization features (e.g., titles, axis labels, markers) to ensure the visualization is clear and interpretable for both groups?

	A scatter plot showing the relationship between engine displacement and combined MPG appears too compressed along the x-axis, making it hard to interpret trends. Propose a solution using concepts from this chapter to adjust the axis limits and layout effectively.







More Matplotlib

We’ve covered the fundamentals, and now it’s time to elevate your plots. This chapter equips you with the skills that you will need to take basic plots and convert them into a story. You won’t use all of these techniques often, but it is good to be aware of them. Matplotlib is not without its warts and oddities. I’m not going to hide these from you. I’ll expose them and show you how to deal with them. You can use this chapter as a reference for nuanced control and manipulation that will make your plots pop.


Figures and Axes: The Core of Every Plot

At the heart of every Matplotlib visualization lies the relationship between the Figure and the Axes. The Figure acts as the canvas, the overarching container for all visual elements, while the Axes represent the specific plotting area where data is displayed. This distinction is foundational but often misunderstood. Many new users might confuse the Axes with the axis (the x- and y-axes). The Axes is the class that can create plots, titles (that generally appear in the Figure area outside of the Axes), labels, and control the axis.

Let’s explore this relationship using the fuel economy dataset. Suppose we want to create a scatter plot of engine displacement versus combined MPG. The Figure will contain this scatter plot, but we could easily add additional Axes for comparisons or supplemental data, all within the same Figure.

import matplotlib.pyplot as plt
import pandas as pd

# Load dataset
url = 'https://github.com/mattharrison/datasets/raw/master/data/vehicles.csv.zip'
data = pd.read_csv(url)

# Create figure and axes
fig = plt.figure(figsize=(6, 4), dpi=300, facecolor='lightgray')
ax = fig.add_subplot(1, 1, 1)  # One row, one column, first subplot
data.plot.scatter(x='displ', y='comb08', alpha=0.7, color='blue', ax=ax, s=4)

# Add titles and labels
ax.set_title("Engine Displacement vs Combined MPG")
ax.set_xlabel("Engine Displacement (L)")
ax.set_ylabel("Combined MPG")




[image: A scatter plot of engine displacement versus combined MPG. This image colors the figure in light gray and the axes in white to highlight the distinction between the two.]
A scatter plot of engine displacement versus combined MPG. This image colors the figure in light gray and the axes in white to highlight the distinction between the two.

In this example, we explicitly create a Figure and a single Axes object. While this is functionally equivalent to using plt.subplots() for simple plots, it gives you greater control over the layout, such as adding multiple Axes in custom positions, as we’ll see in the next section.



Multiple Axes in a Grid

A single Figure can house multiple Axes, making it possible to create multi-panel visualizations or facets. This is particularly useful when you want to present related plots side-by-side, such as trends across different vehicle manufacturers or regions. Matplotlib provides several tools for managing multiple axes, with plt.subplots() being the most convenient for straightforward layouts.

We’ll create a 2x2 grid of scatter plots, each focusing on a specific range of engine sizes.

fig, axs = plt.subplots(nrows=2, ncols=2, figsize=(6,6),
                         dpi=300, facecolor='lightgray')

ranges = [(1, 2), (2, 3), (3, 4), (4, 5)]
for ax, (low, high) in zip(axs.flat, ranges):
    subset = data.query(f"{low} <= displ < {high}")
    subset.plot.scatter(x='displ', y='comb08', alpha=0.7, color='blue', ax=ax)
    ax.set_title(f"Displacement: {low}-{high} L")
    ax.set_xlabel("Engine Displacement (L)")
    ax.set_ylabel("Combined MPG")

plt.suptitle("Fuel Economy Across Engine Displacement Ranges")




[image: A 2x2 grid of scatter plots, each showing a different subset of displacement data. Note that there is a bunch of overlap in the labels.]
A 2x2 grid of scatter plots, each showing a different subset of displacement data. Note that there is a bunch of overlap in the labels.

This example uses plt.subplots() to create a grid layout, with each Axes displaying a specific subset of the data. Notice that the labels of the axis are intruding on neighboring plots. This is a common issue when creating multi-panel layouts. We have a few ways to solve it:


	constrain the layout to ensure that the labels don’t overlap

	use fig.tight_layout() to automatically adjust the spacing between plots

	manually adjust the spacing between plots



We’ll use constrained_layout=True (or layout='constrained') to fix this issue. We can pass this in as a parameter to the subplots function. This will automatically adjust the spacing between plots to prevent overlapping labels. You need to set a constrained layout before you create the plots.

A useful feature of Matplotlib is the plot_children function. This function will illustrate the margins and spacing of the plot. This can be useful for debugging the layout of the plot.

fig, axs = plt.subplots(2, 2, figsize=(6,6), constrained_layout=True,
                         dpi=300, facecolor='lightgray')

ranges = [(1, 2), (2, 3), (3, 4), (4, 5)]
for ax, (low, high) in zip(axs.flat, ranges):
    subset = data.query(f"{low} <= displ < {high}")
    subset.plot.scatter(x='displ', y='comb08', alpha=0.7, color='blue', ax=ax)
    ax.set_title(f"Displacement: {low}-{high} L")
    ax.set_xlabel("Engine Displacement (L)")
    ax.set_ylabel("Combined MPG")

plt.suptitle("Fuel Economy Across Engine Displacement Ranges")

from matplotlib._layoutgrid import plot_children
plot_children(fig)




[image: The scatter plots for different displacement ranges are now clearly separated. This image uses constraint_layout=True to automatically adjust the layout to fit the figure. Also, the children of the plot are highlighted to show the margins and spacing with the plot_children function.]
The scatter plots for different displacement ranges are now clearly separated. This image uses constraint_layout=True to automatically adjust the layout to fit the figure. Also, the children of the plot are highlighted to show the margins and spacing with the plot_children function.



Note



I’m going to introduce another—the artist. The website says: “Almost all objects you interact with on a Matplotlib plot are called”Artist” (and are subclasses of the Artist class). Figure and Axes are Artists, and generally contain Axis Artists and Artists that contain data or annotation information.”1 I find the term a little confusing because, in my mind, an artist is a person who creates art. In Matplotlib, an artist is an object that can be added to a plot.

Both constrained_layout and tight_layout aim to prevent overlaps in multi-axes layouts, but constrained_layout is designed for more complex arrangements involving titles, legends, and colorbars, while tight_layout is a simpler, faster solution for straightforward cases. However, constrained_layout has important caveats. It only considers tick labels, axis labels, titles, and legends when optimizing layout, so other elements—like annotations or additional artists—might still overlap or be clipped. For example, if you add an artist that extends beyond an axis boundary, the resulting layout could appear distorted unless the artist is added directly to the Figure using methods like add_artist. Additionally, constrained_layout assumes that spacing for elements like tick labels and titles is independent of their position on the axes, which is usually true but can fail in rare edge cases.

Another factor to consider is the potential for layout glitches with constrained_layout. It uses a constraint solver to allocate space. In some scenarios, such as insufficient room for the requested elements, the layout may collapse in unexpected ways, reducing all components to their smallest allowable size. Debugging these issues can be nontrivial, especially when combined with subtle variations in font rendering between backends. For simpler multi-panel visualizations, tight_layout often performs adequately and avoids many of these pitfalls. However, when working with gridspecs, complex figure arrangements, or colorbars, constrained_layout often provides a better final layout.



You can adjust the spacing between plots when using a constrained layout like this:

width_percent = .1
height_percent = .1
horizontal_spacing = .2
vertical_spacing = .2
fig.get_layout_engine().set(w_pad=width_percent, h_pad=height_percent,
                             hspace=vertical_spacing, wspace=horizontal_spacing)


This puts 10% padding between the edge of the figure and the axes, and 20% spacing between the axes.



Note



If you manually call ax.set_position, the constrained_layout feature will be disabled for that axes. This can be useful if you want to manually adjust the position of the axes. If the axes was originally part of a grid, the constrained layout will preserve the space of the original space in the grid.





Axes Placement with gridspec

For more control over subplot placement and sizing, Matplotlib’s GridSpec module is indispensable. It divides the figure into a logical grid of rows and columns, allowing each subplot to occupy one or more grid cells. Unlike plt.subplots(), which evenly spaces subplots, GridSpec lets you customize relative widths and heights using width_ratios and height_ratios. This flexibility enables layouts with larger or smaller subplots based on the importance of the data being displayed.

For example, a primary plot might span multiple rows while supplementary visualizations fit into smaller adjacent cells. Additionally, GridSpec allows fine adjustments, such as leaving gaps for annotations or aligning axes more precisely. The width_ratios and height_ratios parameters in GridSpec allow you to customize the relative sizes of columns and rows in a grid, offering fine control over your plot layout. Each column’s width or row’s height is determined as a proportion of the sum of the ratios provided. For example, if width_ratios=[1, 2], the second column will be twice as wide as the first. By default, all columns and rows are the same size if these parameters are not specified. This flexibility is especially useful when certain subplots require more space for dense data or long axis labels, while others can be made smaller to save room. Using width_ratios and height_ratios, you can ensure your layout reflects the importance and complexity of the visualized data, resulting in a balanced and professional appearance.

This flexibility is ideal when some plots need more space due to longer labels, legends, or more detailed data.

Suppose we want to create a layout where one subplot spans two columns to highlight overall trends while smaller subplots focus on specific details. Using GridSpec, we can achieve this seamlessly. The first row is 1.5x taller than the second row because we specified height_ratios=[3, 2] in GridSpec. We also specified width_ratios=[3,2,1]. The first column should be 3 times wider than the last, and the second should be twice as wide as the last. When we call fig.add_subplot, we pass in the GridSpec object that is indexed. The index has two entries: the first is the row index, and the second is the column index. The row index is 0. This means use the first row. The second index entry is the column selector :2. This is a slice that means from the 3 columns, use the first two (go from index 0 up to but not including index value 2-or use columns indexed 0 and 1).

from matplotlib.gridspec import GridSpec

fig = plt.figure(figsize=(6, 6), dpi=300, facecolor='lightgray', 
                 constrained_layout=True)
gs = GridSpec(nrows=2, ncols=3, figure=fig, height_ratios=[3, 2], 
              width_ratios=[3, 2, 1])

# Large overview plot spanning two columns
ax1 = fig.add_subplot(gs[0, :2])
ax1.scatter(data['displ'], data['comb08'], alpha=0.7, color='blue', s=4)
ax1.set_title("GridSpec: Engine Displacement vs MPG")

# Smaller plots for specific ranges
ax2 = fig.add_subplot(gs[1, 0])
ax2.hist(data['comb08'], bins=20, color='green', alpha=0.7)
ax2.set_title("Histogram of Combined MPG")

ax3 = fig.add_subplot(gs[1, 1])
ax3.boxplot([data['comb08'][data['displ'] < 2], 
             data['comb08'][data['displ'] > 4]],
            tick_labels=['<2L', '>4L'])
ax3.set_title("Fuel Economy by Size")

# Empty space for aesthetics or future data
ax4 = fig.add_subplot(gs[0, 2])
ax4.axis('off')  # Leave this blank

plot_children(fig)




[image: A grid layout with one subplot spanning two columns. There are three columns, with the first column being 3 times wider than the last and the second column being twice as wide as the last. The first row is 1.5x taller than the second row.]
A grid layout with one subplot spanning two columns. There are three columns, with the first column being 3 times wider than the last and the second column being twice as wide as the last. The first row is 1.5x taller than the second row.



Padding Between Subplots

An alternative to tight and constrained layouts is to manually adjust the padding between subplots. This approach provides fine-grained control over the spacing between axes, ensuring that labels, titles, and data are clearly visible.

The subplots_adjust function in Matplotlib provides precise control over the positioning and spacing of subplots within a figure. It allows you to adjust the margins (left, right, top, bottom) as fractions of the figure’s width or height, giving you flexibility to accommodate long axis labels, legends, or titles. Additionally, wspace (width of padding between subplots) and hspace (height of padding between subplots) control the horizontal and vertical padding between subplots, respectively, as fractions of the average subplot size. This granular control ensures that multi-panel layouts are visually balanced and free from overlapping elements, even in complex arrangements. While functions like tight_layout offer automated solutions for spacing, subplots_adjust is useful when you need to fine-tune layouts manually, especially for publication-quality figures where precise alignment and spacing are crucial.

Let’s demonstrate how to adjust padding in a multi-panel layout.

First, we will create a plot with the default padding.

from matplotlib.gridspec import GridSpec

fig = plt.figure(figsize=(6, 6), dpi=300, facecolor='lightgray')
gs = GridSpec(nrows=2, ncols=3, figure=fig, height_ratios=[3, 2], 
              width_ratios=[3, 2, 1])

# Large overview plot spanning two columns
ax1 = fig.add_subplot(gs[0, :2])
ax1.scatter(data['displ'], data['comb08'], alpha=0.7, color='blue', s=4)
ax1.set_title("Default Layout: Engine Displacement vs MPG")

# Smaller plots for specific ranges
ax2 = fig.add_subplot(gs[1, 0])
ax2.hist(data['comb08'], bins=20, color='green', alpha=0.7)
ax2.set_title("Histogram of Combined MPG")

ax3 = fig.add_subplot(gs[1, 1])
ax3.boxplot([data['comb08'][data['displ'] < 2], 
             data['comb08'][data['displ'] > 4]],
            tick_labels=['<2L', '>4L'])
ax3.set_title("Fuel Economy by Size")

# Empty space for aesthetics or future data
ax4 = fig.add_subplot(gs[0, 2])
ax4.axis('off')  # Leave this blank




[image: Grid spec example with the default padding between subplots. You will generally need to address this if you have multiple subplots.]
Grid spec example with the default padding between subplots. You will generally need to address this if you have multiple subplots.

Now, we will adjust the padding between the subplots. We will set the wspace and hspace parameters to 0.5 to increase width and height padding respectively between subplots. This will make the subplots more visually distinct and easier to read.

This is controlled by the line:

fig.subplots_adjust(left=0.1, right=0.95, top=0.9, bottom=0.1, 
    wspace=0.4, hspace=0.3)


The numbers in .subplots_adjust are specified as fractions of the figure size.


	left=0.1 means that the left edge of the subplots will be 10% of the figure width from the left edge of the figure.

	right=0.95 means that the right edge of the subplots will be 5% of the figure width from the right edge of the figure.

	wspace=0.4 means that the width (horizontal) space between the subplots will be 40% of the average width of the subplots.

	hspace=0.3 means that the height (vertical) space between the subplots will be 30% of the average height of the subplots.



from matplotlib.gridspec import GridSpec

fig = plt.figure(figsize=(6, 6), dpi=300, facecolor='lightgray')
gs = GridSpec(nrows=2, ncols=3, figure=fig, height_ratios=[3, 2], 
              width_ratios=[3, 2, 1])

# Large overview plot spanning two columns
ax1 = fig.add_subplot(gs[0, :2])
ax1.scatter(data['displ'], data['comb08'], alpha=0.7, color='blue', s=4)
ax1.set_title("Subplots_adjust: Engine Displacement vs MPG")

# Smaller plots for specific ranges
ax2 = fig.add_subplot(gs[1, 0])
ax2.hist(data['comb08'], bins=20, color='green', alpha=0.7)
ax2.set_title("Histogram of Combined MPG")

ax3 = fig.add_subplot(gs[1, 1])
ax3.boxplot([data['comb08'][data['displ'] < 2], 
             data['comb08'][data['displ'] > 4]],
            tick_labels=['<2L', '>4L'])
ax3.set_title("Fuel Economy by Size")

# Empty space for aesthetics or future data
ax4 = fig.add_subplot(gs[0, 2])
ax4.axis('off')  # Leave this blank

# Adjust padding
fig.subplots_adjust(left=0.1, right=0.95, top=0.9, bottom=0.1, 
                    hspace=0.4, wspace=0.3)





[image: Grid spec example with adjusted padding between subplots.]
Grid spec example with adjusted padding between subplots.

Here is a table explaining the plt.subplots_adjust parameters:


Padding settings







	Parameter
	Description
	Value Range





	left
	Sets the position of the left edge of the subplots as a fraction of the figure width.
	0.0 (far left) to 1.0 (far right)



	right
	Sets the position of the right edge of the subplots as a fraction of the figure width.
	0.0 (far left) to 1.0 (far right)



	bottom
	Sets the position of the bottom edge of the subplots as a fraction of the figure height.
	0.0 (bottom) to 1.0 (top)



	top
	Sets the position of the top edge of the subplots as a fraction of the figure height.
	0.0 (bottom) to 1.0 (top)



	wspace
	Sets the width of the padding between subplots as a fraction of the average subplot width.
	Non-negative float



	hspace
	Sets the height of the padding between subplots as a fraction of the average subplot height.
	Non-negative float





The default values for these settings are found in the rcParams configuration:

>>> import matplotlib as mpl
>>> for value in ['left', 'right', 'top', 'bottom', 'wspace', 'hspace']:
...     default = mpl.rcParams[f'figure.subplot.{value}']
...     print(f'{value} = {default}')
left = 0.125
right = 0.9
top = 0.88
bottom = 0.11
wspace = 0.2
hspace = 0.2




Manual Sizing and Placement

When you’re creating plots for personal data exploration, you can often use the default plot settings with minimal adjustments.

For example, consider a plot showcasing the average fuel economy of various car brands. I’ve set the face color to gray to illustrate potential issues that may arise when saving a plot. Aside from that, this represents a default plot. In Jupyter, it appears perfectly fine and displays the entire plot, including the title and axis labels.

However, when you save this plot (as shown in this book), you’ll notice that the labels on the left side get cut off. This occurs because, by default, Matplotlib maintains the aspect ratio of the axes and allocates a limited amount of space (or padding) around them. Consequently, the labels are not factored into the dimensions of the axes.

makes = ['Ford', 'Chevrolet', 'Toyota', 'Honda', 'BMW', 'Mercedes-Benz']
(data
    .query('make in @makes')
    .groupby('make')
    ['comb08']
    .mean()
    .sort_values()
    .plot.barh(title='Average Combined MPG by Make')
    )




[image: Bar chart with cut off labels.]
Bar chart with cut off labels.

Let’s assume that I need to save this image, and I want to make sure that the labels are not cut off. I have a few options:


	Manually adjust the position of the axes on the figure with ax.set_position or fig.add_axes.

	Use fig.tight_layout() to automatically adjust the plot to fit the figure.

	Use constrained_layout=True when creating the figure to adjust the layout to conform to the figure automatically.



In this case, I will use ax.set_position. The ax.set_position method in Matplotlib is used to adjust the position and size of an axis within a figure. It takes a Bbox object or a list/tuple of four floats representing the bounding box in figure-relative coordinates, where values range from 0 to 1. The most common parameters are [left, bottom, width, height], where left specifies the horizontal position of the left edge, bottom specifies the vertical position of the bottom edge, width determines the width of the axis, and height determines its height.

For example, ax.set_position([0.1, 0.15, 0.8, 0.9]) positions the axis with 10% margins on the left, 15% on the bottom, the width is 70% (0.8 - 0.1), and the height is 75% (0.9 - 0.15). This method is particularly useful for fine-tuning layouts, especially when combining multiple subplots or ensuring elements like legends and titles fit well without overlapping. It provides precise control over the axis’s placement within the figure canvas.

# create a 1200x900 pixel figure with 300 dpi
fig, ax = plt.subplots(figsize=(4, 3), dpi=300, facecolor='lightgray')

(data
 .query('make in @makes')
 .groupby('make')
 ['comb08']
 .mean()
 .sort_values()
 .plot.barh(ax=ax)
)

# get rid of x-axis label
ax.set_xlabel('')
# get rid of y-axis label
ax.set_ylabel('')

# make left axis label 150 pixels wide
left = 400/1200
bottom = 100/900
height = 650/900
width = 750/1200
ax.set_position([left, bottom, width, height])

# Draw Title on Left Edge of Axes
ax.text(x=left, y=800/900, s='Average MPG by Make', rotation=0, ha='left',
        va = 'bottom',
        transform=fig.transFigure
        )





[image: Plot with custom positioning and padding.]
Plot with custom positioning and padding.



Multi-Panel Layouts with subplot_mosaic

The plt.subplot_mosaic function creates complex subplot layouts by defining the arrangement as a mosaic-like structure. The layout parameter specifies the arrangement of subplots as a nested list of strings, where each string corresponds to a subplot label. For example, [['A', 'B'], ['C', 'C']] creates a 2x2 grid with subplot “A” in the top-left, “B” in the top-right, and “C” spanning the entire bottom row. The subplot labels are returned as a dictionary, allowing access by label (e.g., axs['A']). The gridspec_kw parameter provides additional flexibility, enabling customization of grid specifications such as row and column ratios (height_ratios and width_ratios) or spacing (wspace and hspace). For example, specifying gridspec_kw={'height_ratios': [1, 2], 'wspace': 0.5} adjusts the relative row heights and the horizontal spacing between subplots.

Let’s demonstrate how to use subplot_mosaic with the fuel economy dataset to explore multiple aspects of vehicle performance, such as engine displacement, combined fuel economy, and the number of cylinders. The top row will be 3 times taller than the bottom row because I specified height_ratios=[3, 1].

# Preprocess the data for visualizations
avg_mpg_by_year = data.groupby('year')['comb08'].mean()
avg_displ_by_year = data.groupby('year')['displ'].mean()
cylinder_distribution = data['cylinders'].value_counts().sort_index()

# Define the layout using `subplot_mosaic`
layout = [['top_left', 'top_right'],
          ['bottom', 'bottom']]

fig, axd = plt.subplot_mosaic(layout, gridspec_kw={'height_ratios': [3, 1]},
    figsize=(6,6), constrained_layout=True, dpi=300, facecolor='lightgray')

# Top-left plot: Average combined MPG over time
ax_top_left = axd['top_left']
ax_top_left.plot(avg_mpg_by_year.index, avg_mpg_by_year.values, color='blue', 
                 label='Avg Combined MPG')
ax_top_left.set_title("Average MPG by Year")
ax_top_left.set_xlabel("Year")
ax_top_left.set_ylabel("MPG")
ax_top_left.grid(alpha=0.3)

# Top-right plot: Average engine displacement over time
ax_top_right = axd['top_right']
ax_top_right.plot(avg_displ_by_year.index, avg_displ_by_year.values, color='green', 
                  label='Avg Displacement (L)')
ax_top_right.set_title("Average Engine Displacement by Year")
ax_top_right.set_xlabel("Year")
ax_top_right.set_ylabel("Displacement (L)")
ax_top_right.grid(alpha=0.3)


# Bottom plot: Cylinder distribution
ax_bottom = axd['bottom']
cylinder_distribution.plot.bar(ax=ax_bottom, color='orange', alpha=0.7)
ax_bottom.set_title("Cylinder Distribution")
ax_bottom.set_xlabel("Number of Cylinders")
ax_bottom.set_ylabel("Count")
ax_bottom.grid(axis='y', linestyle='--', alpha=0.5)

# Add a figure-wide title
fig.suptitle("Exploring Fuel Economy Trends and Characteristics", fontsize=16)

plot_children(fig)




[image: A multi-panel layout created with subplot_mosaic to visualize engine displacement, combined fuel economy, and the number of cylinders.]
A multi-panel layout created with subplot_mosaic to visualize engine displacement, combined fuel economy, and the number of cylinders.



Axes Titles and Figure Suptitles

Titles are essential for guiding your audience, whether you’re summarizing a single plot or providing context for an entire figure. Each Axes object can have its own title, while the Figure itself can include a suptitle that is the overall super title for the figure.

Suppose we want to compare fuel economy trends across several dimensions, such as engine size and manufacturer. Individual titles can describe each subplot, while a suptitle provides the overarching narrative.

The ax.set_title method allows you to customize the appearance and placement of plot titles. Beyond the essential label argument for the title text itself, fontsize controls the title’s font size, while fontweight adjusts the font’s weight (e.g., 'normal', 'bold', 'light'). fontfamily allows you to specify a particular font or the font family (e.g., 'serif', 'sans-serif', 'monospace'), and color sets the title’s color. loc determines the title’s horizontal alignment ('left', 'center', 'right'), and pad adds padding between the title and the top of the axes. For more advanced positioning, x and y can be used to specify the title’s coordinates in axes coordinates (0 to 1). Finally, rotation allows you to rotate the title by a specified angle in degrees.

The plt.suptitle function (or fig.suptitle method if you have a figure object) provides similar control over figure titles, which span the entire figure rather than a single subplot. Like ax.set_title, it accepts label for the title text, along with fontsize, fontweight, fontfamily, and color for styling. x and y parameters control the title’s position in figure coordinates (0 to 1), with the default being centered at the top. ha (horizontal alignment) and va (vertical alignment) offer further positioning adjustments. While pad is not directly available for suptitle, you can achieve similar spacing by adjusting the y coordinate or using fig.tight_layout() or constrained_layout after adding the suptitle. rotation also works for suptitles.


fig, axs = plt.subplots(2, 2, figsize=(6,6), constrained_layout=True, 
                        dpi=300, facecolor='lightgray')

# Example subsets
manufacturers = ['Ford', 'Toyota', 'Chevrolet', 'Honda']
for ax, make in zip(axs.flat, manufacturers):
    subset = data[data['make'] == make]
    ax.scatter(subset['displ'], subset['comb08'], alpha=0.7, label=make, s=4)
    ax.set_title(f"{make}: Displacement vs MPG")
    ax.set_xlabel("Engine Displacement (L)")
    ax.set_ylabel("Combined MPG")
    ax.set_ylim(7, 60)
    ax.set_xlim(.7, 7.7)

plt.suptitle("Comparing Fuel Economy Across Manufacturers", fontsize=16)
plot_children(fig)



[image: A plot demonstrating the use of set_title and suptitle to add titles to a figure.]
A plot demonstrating the use of set_title and suptitle to add titles to a figure.

Choose your titles wisely. They should be concise, descriptive, and informative. Note that when I want to make a pretty visualization, I forgo the subtitle and set_title functions and just use the ax.text function (or the highlight_text library) to add a title. This allows me to use a larger font and place the title where I want it.



Annotations with ax.text

Annotations are essential for highlighting specific points or adding context to a plot. Matplotlib’s ax.text method lets you place custom text anywhere in your plot by specifying the coordinates and content of the annotation. This functionality is particularly useful for emphasizing outliers, labeling clusters, or providing explanatory notes directly on the graph. The flexibility of ax.text also allows you to adjust the text’s font family, size, and weight, ensuring that annotations align with the overall design of your visualization.

The fontfamily parameter in Matplotlib allows you to specify the default font style for all text elements in a plot, including labels, titles, legends, and annotations. It accepts a list of font names or generic font families such as 'serif', 'sans-serif', 'monospace', 'cursive', or 'fantasy'. When given a list, Matplotlib uses the first available font. To set a custom font globally, modify rcParams with plt.rcParams['font.family'] = 'Times New Roman'. If you want to customize individual text elements, you can use the fontfamily argument in specific functions, such as plt.title('My Plot', fontfamily='Arial'), ax.set_xlabel('X-axis', fontfamily='Courier'), or ax.text(0.5, 0.5, 'Custom Text', fontfamily='Georgia') for annotations. Since Matplotlib relies on system-installed fonts, specifying a font that isn’t available will default to a fallback, but you will see a warning that the font is missing.

The transform parameter in ax.text allows you to specify the coordinate system for positioning text annotations. By default, text is placed in the data coordinate system of the axes, meaning the text’s position is relative to the data plotted on the axes. However, you can choose from a variety of other coordinate systems for greater flexibility. For example, using ax.transAxes places the text in axes-relative coordinates, where (0, 0) corresponds to the bottom-left corner and (1, 1) to the top-right corner of the axes, regardless of the data range. Similarly, ax.transFigure uses figure-relative coordinates, enabling you to position text relative to the entire figure, which is helpful for figure-wide titles or annotations. Other transforms like ax.transData (default) or specific transformations such as scaling or rotating text with a custom matplotlib.transforms.Transform object offer advanced control. The transform parameter enables seamless customization of text placement, ensuring flexibility to adapt to different visual contexts.

Here’s a table summarizing the options for the transform parameter in ax.text:


Options for the transform parameter in ax.text







	Transformation
	Description
	Object/Method





	Data Coordinates
	Positions based on the data plotted on the axes. (Default)
	ax.transData



	Axes Coordinates
	Positions relative to the axes, normalized to (0, 0) at bottom-left and (1, 1) at top-right.
	ax.transAxes



	Figure Coordinates
	Positions relative to the entire figure, normalized to (0, 0) at bottom-left and (1, 1) at top-right.
	fig.transFigure



	Figure Inches
	Positions in physical units (inches) for consistent sizing across screen resolutions.
	fig.dpi_scale_trans



	Blended Transformations
	Combines two coordinate systems, e.g., x-axis in data coordinates and y-axis in axes coordinates.
	transforms. blended_transform_factory or ax.get_xaxis_transform/ax.get_yaxis_transform





Let’s illustrate the use of ax.text with the fuel economy dataset. We’ll create a scatter plot of engine displacement versus combined MPG, adding annotations to highlight the vehicle with the lowest fuel efficiency. Additionally, we’ll show different options for locating text with the transform parameter.


# Identify vehicles with the lowest fuel efficiency
low_efficiency = data.nsmallest(1, 'comb08')

# Create scatter plot
fig, ax = plt.subplots(figsize=(6,4), dpi=300, facecolor='lightgray', 
                       constrained_layout=True)
ax.scatter(data['displ'], data['comb08'], alpha=0.5, color='blue', s=4)
ax.set_title("Engine Displacement vs Fuel Economy")
ax.set_xlabel("Engine Displacement (L)")
ax.set_ylabel("Combined MPG")
ax.set_ylim(0, 60)

fontsize = 10
fontweight = 'bold'
fontfamily = 'serif'

# Data Coordinates
# Annotate point with low efficiency
for _, row in low_efficiency.iterrows():
    ax.text(
        row['displ'], row['comb08'] - 1,  # Adjust y slightly for better visibility
        f"{row['make']} {row['model']} - Data ({row['displ']}, {row['comb08'] - 1})",
        fontsize=fontsize, fontweight=fontweight, fontfamily=fontfamily, color='red',
        ha='center', va='top'
    )
    # plot the point in red
    ax.plot(row['displ'], row['comb08'], 'ro')

# Axes Coordinates
ax.text(0.05, 0.95, "Axes (0.05, 0.95)", fontsize=fontsize, fontweight=fontweight,
        fontfamily=fontfamily, color='blue', ha='left', va='top',
        transform=ax.transAxes, bbox=dict(facecolor='lightblue', alpha=0.5))

# Figure Coordinates
fig.text(0.75, 0.95, "Figure (0.75, 0.95)", fontsize=fontsize, fontweight=fontweight,
         fontfamily=fontfamily, color='green', ha='left', va='bottom',
         transform=fig.transFigure, bbox=dict(facecolor='lightgreen', alpha=0.5))

# Figure Inches (demonstration - position might vary depending on DPI)
fig.text(2, 1, "Inches (2, 1)", fontsize=fontsize, fontweight=fontweight,
         fontfamily=fontfamily, color='purple', ha='right', va='top',
         transform=fig.dpi_scale_trans, bbox=dict(facecolor='lightcoral', alpha=0.5))




[image: A plot illustrating the use of the ax.text method to annotate a point on a scatter plot.]
A plot illustrating the use of the ax.text method to annotate a point on a scatter plot.

This example effectively illustrates how to leverage the transform parameter to position text elements within a Matplotlib figure precisely.



Improved Text Formatting

When working with the fuel economy dataset, adding annotations with styled text can significantly enhance the storytelling power of your visualizations. While Matplotlib’s ax.text allows basic annotations, the highlight_text library offers advanced features like multi-colored and styled substrings, making emphasizing specific insights in your data easier.

Note that this is not included in the standard Matplotlib library. You will need to install the highlight_text library to use this feature.

The highlight_text package provides three key tools: ax_text which adds formatted text to an axes, using data coordinates, fig_text for text relative to the entire figure, using figure coordinates, and the HighlightText class for granular control.

The ax_text function from the highlight_text package adds stylized and highlighted text annotations to Matplotlib axes. It allows you to embed text directly onto plots, with the ability to highlight specific substrings using customizable styles. The primary parameters include the position (x, y), the text string (s), and alignment options (ha for horizontal and va for vertical alignment). Highlights are defined by enclosing text in delimiters (default < >) and styled via a list of dictionaries passed to highlight_textprops, enabling features like bold or colored text. Additional customization options include textalign for text alignment within the annotation box, annotationbbox_kw for fine-tuning the annotation box properties, and paddings (vpad, hpad) or spacings (vsep, hsep) to control layout aesthetics.

I’m going to use the ax_text function to write “The data shows that Toyota vehicles often have better fuel economy compared to Ford”. I will wrap Toyota and Ford with < > to highlight them. The highlight_textprops controls the style of each bracketed word. Here is my style:

highlight_textprops=[{"color": "white", "weight": "bold", 
                      "path_effects": path_effects_stroke("green")},
                     {"color": "red", "style": "italic"}],


In Matplotlib, the path_effects module allows for advanced customization of text appearances by applying visual effects like strokes, shadows, or outlines. These effects are used to enhance text visibility and emphasize certain parts of the plot. In the provided example, a function path_effects_stroke is defined to apply a green stroke to the highlighted word “Toyota” by using the Stroke effect. The word “Ford” will be red and italicized.

Here’s the complete code:

from highlight_text import ax_text
import matplotlib.patheffects as path_effects

# Plot scatter plot
fig, ax = plt.subplots(figsize=(6, 4), dpi=300, facecolor='lightgray',
                        constrained_layout=True)
color = (data
         .assign(color='lightgray')
         .assign(color=lambda df_: df_['color'].case_when(caselist=[
             (df_['make'] == 'Toyota', 'green'),
             (df_['make'] == 'Ford', 'red')])
         )                   
         .color
         )
ax.scatter(data['displ'], data['comb08'], alpha=0.5, color=color, s=4)

# Add highlighted annotation
def path_effects_stroke(fg_color):
    return [path_effects.Stroke(linewidth=2, foreground=fg_color),
            path_effects.Normal()]

ax_text(ax=ax,
        x=5, y=75, 
        s="The data shows that <Toyota> vehicles\noften have better "
          "fuel economy\ncompared to <Ford>",
        highlight_textprops=[{"color": "white", "weight": "bold", 
                              "path_effects": path_effects_stroke("green")},
                             {"color": "red", "style": "italic"}],
        fontsize=12, ha='center')

# Customize the plot
ax.set_title("Engine Displacement vs Combined MPG")
ax.set_xlabel("Engine Displacement (L)")
ax.set_ylabel("Combined MPG")




[image: A plot illustrating the use of the highlight_text library to add styled text annotations to a scatter plot.]
A plot illustrating the use of the highlight_text library to add styled text annotations to a scatter plot.



Path Effects

Matplotlib’s patheffects module provides a mechanism to apply effects to artists, such as lines, text, and patches.

I will demonstrate a border and drop shadow. I show the border or outline because it can be useful. The drop shadow is not particularly useful, but I show it to demonstrate the power of the path effects module.

Below, the patheffects module adds outlines and drop shadows to the lines and text. The path_effects argument to .plot accepts a list of PathEffect objects. Specifically, the Stroke effect creates a bold white outline around the lines, improving contrast and ensuring the lines remain distinct even against complex backgrounds. The SimpleLineShadow effect introduces a subtle shadow offset (3 units horizontally and -2 units vertically), adding depth and a three-dimensional appearance to the lines. Finally, the Normal effect ensures the original line style is retained as the base layer.

A similar approach, using patheffects, is used to style text. The ax.text method supports a path_effects parameter. This parameter defines a list of effects. In the text example, I’m first stroking the text with a white outline, then adding drop shadow, and finally overlaying the text on top of these.

from matplotlib import patheffects

fig, ax = plt.subplots(figsize=(6, 4), dpi=300, facecolor='lightgray',
                          constrained_layout=True)

make_to_color = {'Ford': 'red', 'Honda': 'blue', 'Toyota': 'green', 'BMW': 'orange'}

grouped = (data
 .query('make in @make_to_color')           
 .groupby(['year', 'make'])
 ['comb08']
 .mean()
 .unstack()
 .loc[:, ['Ford', 'Honda', 'Toyota', 'BMW']]
)
(grouped
 .plot(ax=ax, color=[make_to_color[make] for make in grouped.columns],
       path_effects=[
          patheffects.Stroke(linewidth=5, foreground='white'),
          patheffects.SimpleLineShadow(offset=(3, -2)), 
          patheffects.Normal()],
     title='Average Combined MPG by Make Over Time with Path Effects')
)
# draw names at end with path_effects
for make, color in make_to_color.items():
    ser = grouped[make].dropna()
    ax.text(ser.index[-1], ser.iloc[-1], make, color=color,
            path_effects=[patheffects.withStroke(linewidth=3, foreground="white"),
                          patheffects.SimplePatchShadow(offset=(-2,2)),
                          patheffects.Normal(),
                          ],)

# hide legend
ax.get_legend().remove()




[image: A plot illustrating the use of the patheffects module to add outlines and drop shadows to lines and text.]
A plot illustrating the use of the patheffects module to add outlines and drop shadows to lines and text.



Title with Color Labelling

This example uses the fuel economy dataset to create a highlighted visualization. The layout includes a title, main plot, and annotation, where each section uses custom text highlighting to emphasize key insights.

This plot has a separate axes for the title, the plot, and the notes below the title. It uses the subplot_mosaic function to lay out the figure. I pass in a nested list of the rows and columns. Each row only has a single column (the layout variable). Then I pass in gridspec_kw to set the height of the rows, [.5, 3, .5]. This makes the middle row 5 times taller than the other rows. This is a good way to lay out a figure when you have a title, a plot, and notes below the title.

The main chunk of this interesting code calls the ax_text function from the highlight_text package. Everything enclosed by the first < > delimiters will be styled with the properties in the first dictionary. The remaining items, the makes, are each enclosed in delimiters and have a bbox parameter set that draws a bounding box around each make in the color that the line was plotted in.

from highlight_text import ax_text

layout = [['title'], ['plot'], ['notes']]
fig, axs = plt.subplot_mosaic(layout, gridspec_kw={'height_ratios': [.5, 3, .5]},
                              figsize=(6,4), dpi=300, facecolor='lightgray',
                        #constrained_layout=True
                        )

make_to_color = {'Ford': 'red', 'Honda': 'blue', 'Toyota': 'green', 'BMW': 'orange'}

ax_plot = axs['plot']
# plot yearly mpg for ford, honda, toyota, and bmw
(data
 .query('make in @make_to_color')
 .groupby(['year', 'make'])
 ['comb08']
 .mean()
 .unstack()
 .loc[:, ['Ford', 'Honda', 'Toyota', 'BMW']]
 .plot(ax=ax_plot, color=[make_to_color[make] 
                          for make in ['Ford', 'Honda', 'Toyota', 'BMW']])
)

# hide legend
ax_plot.legend().remove()

ax_title = axs['title']
ax_title.axis('off')
# Add title with box around makes
bboxprops = {'linewidth': 0, 'pad': 1.5}

ax_text(s='<Yearly Fuel Economy by Make (highlight_text example)>\n'
        '<Ford>  <Honda>  <Toyota>  <BMW>',
        x=0, y=0, ha='left', va='center',
        ax=ax_title,
        highlight_textprops=[
            {"color": "black", "weight": "bold", "fontsize": 14, 
             "fontfamily": "Roboto Condensed"},
            *[{"color": 'w', "weight": "bold", "fontsize": 8, 
               "fontfamily": "Roboto Condensed",
                "bbox": {"facecolor": make_to_color[make], **bboxprops}} 
                for make in ['Ford', 'Honda', 'Toyota', 'BMW']]                            
              ],
)

ax_notes = axs['notes']
ax_notes.axis('off')
ax_notes.text(0, 0.5, "Note: Data includes Ford, Honda, Toyota, and BMW vehicles",
               fontsize=10, color='gray', fontfamily='Roboto Condensed')
fig.tight_layout()




[image: A plot illustrating the use of highlight_text to style text in the title and annotations.]
A plot illustrating the use of highlight_text to style text in the title and annotations.



Fonts

In the previous example, I used the Roboto font2 to change the appearance of the plot. Roboto is a sans-serif font that was created by Google for use with the Android operating system. It is a clean, modern font that is easy to read.

The choice of font can significantly impact the readability and aesthetics of a plot. Matplotlib allows you to use custom fonts for text elements, providing the flexibility to match your visualization style with the context or audience. In this section, we’ll demonstrate how to use the Roboto Condensed and Palatino fonts to annotate plots with varying font sizes.



Note



You will need to install fonts using the operating system’s font manager. Alternatively, you can point directly to a font file using the fname parameter in the FontProperties class.



The FontProperties class in Matplotlib allows us to customize text appearance in your plots, giving you fine-grained control over font attributes such as family, style, weight, size, and more. It adheres to the W3C Cascading Style Sheet (CSS) font specification, allowing you to specify fonts either by generic family names like 'sans-serif' or 'serif' or by listing specific font names in order of preference. The style parameter adjusts whether the font is normal, italic, or oblique, while weight controls the font’s thickness, ranging from ultralight to bold and black. Font size can be set using relative terms (e.g., 'small', 'large') or absolute values (e.g., 12), providing flexibility for scaling text across your visualizations. Additionally, you can specify the math_fontfamily for rendering math text, as well as supporting font sets like 'stix' or 'dejavusans'. For precise font usage, you can also point directly to a font file via the fname parameter (or just pass in the path using a pathlib.Path object, not a string, to the font to the font parameter of the Text object).

Let’s use the fuel economy dataset to create a scatter plot of engine displacement versus combined MPG and annotate specific regions with descriptive text in these fonts.

import matplotlib.font_manager as fm


# Register fonts (Ensure these fonts are installed on your system)
roboto_condensed = fm.FontProperties(family='Roboto Condensed', weight='bold')
palatino = fm.FontProperties(family='Palatino', weight='regular')

# Create scatter plot
fig, ax = plt.subplots(figsize=(6,4), dpi=300, facecolor='lightgray',
                        constrained_layout=True)
ax.scatter(data['displ'], data['comb08'], alpha=0.5, color='lightgray', s=4)
ax.set_title("Engine Displacement vs Fuel Economy", 
             fontproperties=palatino, fontsize=16)
ax.set_xlabel("Engine Displacement (L)", 
              fontproperties=roboto_condensed, fontsize=12)
ax.set_ylabel("Combined MPG", 
              fontproperties=roboto_condensed, fontsize=12)

# Add annotations with custom fonts and sizes
ax.text(
    2.5, 15, 
    "Mid-range Efficiency", 
    fontproperties=roboto_condensed, fontsize=10, 
    color='green', ha='center'
)
ax.text(
    4.5, 10, 
    "Low Efficiency", 
    fontproperties=palatino, fontsize=12, 
    color='red', ha='center', weight='bold'
)
ax.text(
    1.0, 30, 
    "High Efficiency\nSmall Engines", 
    fontproperties=roboto_condensed, fontsize=8, 
    color='blue', ha='center'
)




[image: A plot illustrating the use of custom fonts (Roboto Condensed and Palatino) to annotate a scatter plot.]
A plot illustrating the use of custom fonts (Roboto Condensed and Palatino) to annotate a scatter plot.



Note



Selecting appropriate fonts enhances the overall aesthetic appeal. Best practices for font choices include using no more than two different fonts—typically a sans-serif font for titles and labels, paired with a complementary serif or sans-serif font for annotations and descriptions.

Consistency is key, so maintain uniform font styles and sizes throughout the visualization to create a cohesive look. Avoid using more than two font styles (such as bold or italic) to prevent visual clutter and distraction. Prioritize readability by choosing clean, easily legible fonts and ensuring sufficient contrast between text and background.

I’m a big fan of the Roboto font.





Annotations

While ax.text simply places text at specified coordinates, ax.annotate is designed for more complex use cases, such as labeling specific points in your data with optional arrows or connectors. The choice between them depends on your goal: use ax.text for static labels or general notes and ax.annotate when pointing directly to data points or requiring relationships between text and data to be visually explicit.

Both methods offer flexibility for positioning text using either data coordinates or fractional axes coordinates. Data coordinates align text with specific points in the dataset, making them suitable for emphasizing outliers or trends. In contrast, axes fractions, which range from 0 (left/bottom) to 1 (right/top), position text relative to the axes, regardless of the data range, making them ideal for titles, general notes, or visual decorations.

When using ax.annotate, the xycoords, textcoords, and arrowprops parameters provide powerful control over the positioning and styling of annotations. The xycoords parameter determines the coordinate system for the annotated point (xy). By default, it uses the data coordinates of the plot, but it can be set to other systems such as axes fraction, figure fraction, or even specific pixel values (axes pixels). This flexibility makes it possible to anchor annotations precisely, whether relative to the data or the layout of the figure itself. Similarly, the textcoords parameter controls the coordinate system for the text placement (xytext), allowing the text to be positioned independently of the annotated point. You can use the same options as xycoords to align text with data, axes, or figure coordinates. You can also place the text at an offset using offset points or offset pixels.

The arrowprops parameter defines the line connecting the annotation text to the point being described with an arrow. This parameter accepts a dictionary of properties, enabling customization of arrow style, width, color, and other attributes. For instance, depending on the visualization’s needs, you can use a simple straight arrow or a curved, fancy arrow.

Let’s use the fuel economy dataset to create a scatter plot of engine displacement versus combined MPG and explore both ax.text and ax.annotate with different positioning strategies.


# Create scatter plot
fig, ax = plt.subplots(figsize=(6,4), dpi=300, facecolor='lightgray',
                        constrained_layout=True)
ax.scatter(data['displ'], data['comb08'], alpha=0.5, color='lightgray', s=4)
ax.set_title("Engine Displacement vs Fuel Economy")
ax.set_xlabel("Engine Displacement (L)")
ax.set_ylabel("Combined MPG")

# Add a static note using ax.text (axes fraction)
ax.text(0.5, 0.95, "Fuel efficiency decreases with engine size", 
        transform=ax.transAxes, fontsize=12, fontweight='bold',
          ha='center', va='top')

# Add another note using ax.text (data coordinates)
ax.text(4.0, 15, "High displacement, low MPG", 
        fontsize=10, color='green')

# Highlight a data point using ax.annotate (data coordinates)
lowest_mpg = data.nsmallest(1, 'comb08').iloc[0]
ax.annotate(
    f"{lowest_mpg['make']} {lowest_mpg['model']}",
    xy=(lowest_mpg['displ'], lowest_mpg['comb08']),
    xytext=(lowest_mpg['displ'] + 0.5, lowest_mpg['comb08'] + 3),
    fontsize=10, arrowprops=dict(arrowstyle="->"), color='red'
)




[image: A figure illustrating the use of ax.annotate to add annotations with arrows to a scatter plot.]
A figure illustrating the use of ax.annotate to add annotations with arrows to a scatter plot.

Below is code that demonstrates how to showcase various arrow styles available in Matplotlib’s arrowprops parameter using annotations. The plot systematically displays each arrow style alongside a descriptive label. Note that there are other properties that can be passed to arrowprops. Oddly, the properties are not passed as keys to the arrowprops dictionary. Instead, you tack them onto the end of the connectionstyle key separated by a comma. See the code for examples.

fig, ax = plt.subplots(figsize=(6, 4), dpi=300, facecolor='lightgray', 
                       constrained_layout=True
                       )

arrow_styles = ['-', '->', '-[', '<-', '<->', 
                '<|-', '<|-|>', '-|>', ']-', '-[',
                ']-[', '|-|', 'fancy', 'simple', 'wedge']
for i, style in enumerate(arrow_styles):
    y = .1 + 0.07 * i
    ax.annotate(f"Arrow Style: {style}",
                xy=(0.4, y),
                xytext=(0.1, y),
                xycoords='data',
                textcoords='data',
                arrowprops=dict(arrowstyle=style),
                fontsize=10, ha='left')
    
x_right = 0.9
x_diff = 0.45
ax.annotate('head length widthB=2', xy=(x_right, 0.1), xytext=(x_right-x_diff, 0.1),
            arrowprops=dict(arrowstyle='->,widthB=2'),
            fontsize=10, ha='left')

ax.annotate('head_length=1.9', xy=(x_right, 0.17), xytext=(x_right-x_diff, 0.17),
            arrowprops=dict(arrowstyle='->,head_length=1.9'),
            fontsize=10, ha='left')

angle3='angle3,angleA=30,angleB=-45'
ax.annotate(angle3, xy=(x_right, 0.24), xytext=(x_right-x_diff, 0.24),
            arrowprops=dict(arrowstyle='->', 
            connectionstyle=angle3),
            fontsize=10, ha='left')

arc3='arc3,rad=-.2'
ax.annotate(arc3, xy=(x_right, 0.31), xytext=(x_right-x_diff, 0.31),
            arrowprops=dict(arrowstyle='->', 
            connectionstyle=arc3),                        
            fontsize=10, ha='left') 

angle = 'angle,angleA=30,angleB=-45,rad=50'
ax.annotate(angle, xy=(x_right, 0.38), xytext=(x_right-x_diff, 0.38),
            arrowprops=dict(arrowstyle='->', 
                            connectionstyle=angle),
            fontsize=10, ha='left')

bar='bar,fraction=-0.3'
ax.annotate(bar, xy=(x_right, 0.45), xytext=(x_right-x_diff, 0.45),
            arrowprops=dict(arrowstyle='->', 
                            connectionstyle=bar),
            fontsize=10, ha='left')

bar30='bar,angle=-145'
ax.annotate(bar30, xy=(x_right, 0.70), xytext=(x_right-x_diff, 0.70),
            arrowprops=dict(arrowstyle='->', 
                            connectionstyle=bar30),
            fontsize=10, ha='left')

ax.set_title('Arrow Styles for Annotations')
    



[image: A figure with different arrow styles for annotations.]
A figure with different arrow styles for annotations.



Note



Check out the drawarrow library3 if you want a widget to help you customize your arrow. It includes many options and updates the arrow as you set them.



Use ax.text when you need a quick and static way to add labels, titles, or notes. It’s lightweight and effective for most annotations. On the other hand, opt for ax.annotate when you need to highlight specific data points with arrows or other visual connectors. Combining both methods allows you to create informative and visually appealing plots.



Labelling Lines Directly

Path effects in Matplotlib provide a way to enhance visual elements, like text or lines, by applying stylistic effects such as strokes and shadows. In the example below, path effects are used to label data lines with colors matching their respective makes, providing a visually cohesive representation. Each make—Ford, Honda, Toyota, and BMW—is assigned a distinct color, and the labels at both the beginning and end of each line reflect these colors through an outline effect, ensuring clarity even on busy or overlapping backgrounds. This approach helps viewers immediately associate the labels with the corresponding lines, improving readability and overall chart comprehension.

To achieve this, path_effects.Stroke is used to create a bold outline for the text by specifying the color and thickness of the stroke, followed by path_effects.Normal to render the text itself. For instance, the end labels are positioned dynamically based on the last available data point for each make, using ax_text to apply path effects and align the labels accurately. Similarly, the starting labels are added directly using the ax_plot.text method with the withStroke (a shortcut for using Stroke followed by Normal) ) path effect.

from highlight_text import ax_text
import matplotlib.patheffects as path_effects

layout = [['title'], ['plot'], ['notes']]
fig, axs = plt.subplot_mosaic(layout, gridspec_kw={'height_ratios': [.5, 3, .5]},
                              figsize=(6, 4), dpi=300, facecolor='lightgray',
                              constrained_layout=True
                        )

font = 'Roboto Condensed'
make_to_color = {'Ford': 'red', 'Honda': 'blue', 'Toyota': 'green', 'BMW': 'orange'}
makes = sorted(make_to_color)

ax_plot = axs['plot']
# plot yearly mpg for ford, honda, toyota, and bmw
mpg_data = (data
 .query('make in @makes')
 .groupby(['year', 'make'])
 ['comb08']
 .mean()
 .unstack()
 .loc[:, makes]
)
(mpg_data
 .plot(ax=ax_plot, color=[make_to_color[make] for make in makes])
)

# get rid of x-axis label
ax_plot.set_xlabel('')
# set x-axis tick font to roboto
ax_plot.set_xticklabels(ax_plot.get_xticklabels(), fontfamily=font)
ax_plot.set_yticklabels(ax_plot.get_yticklabels(), fontfamily=font)

# add make to end of each line in outlined text
bboxprops = {'linewidth': 0, 'pad': 1.5}
for make in ['Ford', 'Honda', 'Toyota', 'BMW']:
    x = mpg_data.index.max()
    y = mpg_data[make].dropna().iloc[-1]
    ax_text(s=f"<{make}>",
        x=x, y=y, ha='left', va='center',
        ax=ax_plot,
        highlight_textprops=[   
        {"color": 'white', "weight": "bold", "fontsize": 8, "fontfamily": font,
         "path_effects": [path_effects.Stroke(linewidth=2, 
                                              foreground=make_to_color[make]),
                          path_effects.Normal()],                                  
        }]
    )

# label front of lines using ax_text.text
for make in ['Ford', 'Honda', 'Toyota', 'BMW']:
    x = mpg_data.index.min()
    y = mpg_data[make].dropna().iloc[0]
    ax_plot.text(s=f"{make}",
            x=x, y=y, ha='left', va='center',
            fontsize=8, color='white', fontfamily=font, weight='bold',
            # shortcut instead of using both Stroke and Normal
            path_effects=[path_effects.withStroke(linewidth=1, 
                                          foreground=make_to_color[make])]
    )

# hide legend
ax_plot.legend().remove()

ax_title = axs['title']
ax_title.axis('off')

# Add title with box around makes
bboxprops = {'linewidth': 0, 'pad': 1.5}
# get roboto font
# set title
ax_title.text(0, 0, "Yearly Fuel Economy by Make (outline labels)", 
              fontsize=14, color='black', fontfamily='Roboto Condensed',
              verticalalignment='bottom')

ax_notes = axs['notes']
ax_notes.axis('off')
ax_notes.text(0, 0.5, "Note: Data includes Ford, Honda, Toyota, and BMW vehicles", 
              fontsize=10, color='grey', fontfamily='Roboto Condensed')

plot_children(fig)



[image: A plot illustrating the use of path effects to label data lines with colored text.]
A plot illustrating the use of path effects to label data lines with colored text.



Axes Spines

The spines—the lines that frame the plotting area—are often an overlooked aspect of visualization design. Customizing or removing spines can create cleaner, more modern visuals, reducing visual noise and emphasizing the data itself. Matplotlib allows you to control each spine independently, adjusting its visibility, color, or position.

For example, we can simplify a plot of engine displacement versus fuel economy by removing the top and right spines and highlighting the bottom and left spines to frame the data subtly.

Generally, I will get rid of the top and right spines. I have typically been showing the figure in gray to help you understand the layout of the plot. For this plot, I will make it white so you can see the impact of removing the spines.

fig, ax = plt.subplots(figsize=(6, 4), dpi=300, facecolor='white', constrained_layout=True)
ax.scatter(data['displ'], data['comb08'], alpha=0.7, color='green', s=4)
ax.set_title("Simplified Axes Spines", fontsize=14)
ax.set_xlabel("Engine Displacement (L)")
ax.set_ylabel("Combined MPG")

# Customize spines
ax.spines['top'].set_visible(False)
ax.spines['right'].set_visible(False)
ax.spines['left'].set_color('gray')
ax.spines['left'].set_linewidth(1.2)
ax.spines['bottom'].set_color('gray')
ax.spines['bottom'].set_linewidth(1.2)




[image: A figure illustrating the removal of the top and right spines to simplify the plot.]
A figure illustrating the removal of the top and right spines to simplify the plot.

fig, ax = plt.subplots(figsize=(6, 4), dpi=300, facecolor='white', 
                       constrained_layout=True)

ax.scatter(data['displ'], data['comb08'], alpha=0.7, color='blue', s=4)
ax.set_title("Gridlines for Context", fontsize=14)
ax.set_xlabel("Engine Displacement (L)")
ax.set_ylabel("Combined MPG")

# Draw line from (1, 40) to (6,18)
ax.plot([1, 6], [40, 18], color='red', lw=2)
# Add gridlines
ax.grid(which='major', linestyle='-', color='k', linewidth=2, alpha=0.9)
ax.grid(which='minor', linestyle='--', color='pink', linewidth=1, alpha=0.9)

# Add minor ticks
from matplotlib.ticker import MultipleLocator
ax.xaxis.set_minor_locator(MultipleLocator(0.5))
ax.yaxis.set_minor_locator(MultipleLocator(5))




[image: A figure illustrating the addition of gridlines to a scatter plot.]
A figure illustrating the addition of gridlines to a scatter plot.

Note that the default zorder or stacking order of the gridlines is 2. The default for scatter plots is 1. This means that the gridlines will be drawn on top of the scatter plot. Also see that I drew a line in the plot and that it’s zorder is also 2. Somewhat confusingly, the zorder for grids is a little unintuitive. The Matplotlib documentation states4:


The axis is drawn as a unit, so the effective zorder for drawing the grid is determined by the zorder of each axis, not by the zorder of the Line2D objects comprising the grid. Therefore, to set grid zorder, use set_axisbelow or, for more control, call the set_zorder method of each axis.



We can set the zorder of the plots by passing in zorder, (see next section). But for the gridlines, if you want them below the plot, you can call ax.set_axisbelow(True).



zorder in Matplotlib

The zorder parameter in Matplotlib controls the stacking order of plot elements along the z-axis, determining which elements appear in front of or behind others. By default, Matplotlib assigns a zorder to different plot elements: Patch items (these are the shapes that make up the plot, like rectangles and circles) have a default zorder of 1, while Line2D items (lines connecting data points) have a default zorder of 2. This default order ensures that lines are drawn on top of patches, making data points visible. Text has a default zorder of 3, placing it on top of lines and patches.




	Item
	Z-order





	Patch/PatchCollection
	1



	Line2D/LineCollection
	2



	Text
	3





When creating complex plots with overlapping elements, you may need to adjust the zorder to ensure critical information remains visible and appropriately layered. For instance, when plotting a scatter plot of engine displacement versus fuel economy, you might want the grid for reference but need the data points and annotations to remain visually prominent.

Setting zorder on the grid call is finicky (it is derived from the zorder of the axis, not the grid on axis). By default, grids are above scatter plots, but below lines. If you want the grid to be below the scatter plot, you can call ax.set_axisbelow(True).

Let’s demonstrate how to use zorder with the fuel economy dataset.

# Create scatter plot
fig, ax = plt.subplots(figsize=(6, 4), dpi=300, 
                       facecolor='lightgray', constrained_layout=True)
ax.scatter(data['displ'], data['comb08'], alpha=0.5, 
           color='lightgray', s=4, zorder=3)  # Higher zorder for visibility

# draw line behind scatter points
ax.plot([1, 6], [40, 18], color='red', lw=2, zorder=1)

# Add a grid with lower zorder
ax.grid(alpha=1, linestyle='--', color='black')

# Highlight a specific data point with an annotation
lowest_mpg = data.nsmallest(1, 'comb08').iloc[0]
ax.annotate(
    f"{lowest_mpg['make']}",
    xy=(lowest_mpg['displ'], lowest_mpg['comb08']),
    xytext=(lowest_mpg['displ'] + 0.5, lowest_mpg['comb08'] + 5),
    arrowprops=dict(facecolor='red', arrowstyle="->"),
    fontsize=10, color='red', zorder=4  # Ensure annotation is on top
)

# Set titles and labels
ax.set_title("Z-Order Demo: Engine Displacement vs Fuel Economy")
ax.set_xlabel("Engine Displacement (L)")
ax.set_ylabel("Combined MPG")




[image: A figure illustrating the use of zorder to control the stacking order of plot elements.]
A figure illustrating the use of zorder to control the stacking order of plot elements.



Grids

Gridlines can provide essential visual cues, but they can also get in the way. I generally don’t use them. However, they might come in useful for a very technical audience when precision is essential. (A table of data is best when precision is paramount). They can also be helpful when you have a very wide graph, and you want to ensure that the viewer can interpret values on the right side of the graph.

Matplotlib lets you customize gridlines to match the needs of your visualization, adjusting their color, line style, and visibility for major and minor ticks. The ax.grid function will add gridlines. The visible parameter determines whether the gridlines are displayed; setting it to True (the default if no kwargs are provided) activates the gridlines, while False hides them. The which parameter allows you to specify whether the gridlines should apply to the "major" ticks, "minor" ticks, or "both", giving you control over the granularity of the grid. For instance, using "minor" will create a finer subgrid, useful for precision-oriented visualizations. The axis parameter enables you to target specific axes—"x", "y", or "both"—to display gridlines only where needed, minimizing visual clutter. By combining these parameters, ax.grid provides the flexibility to customize gridlines to suit the plot’s context and audience. Additional styling options, like color, linestyle, and linewidth, can be passed as keyword arguments to further refine the grid’s appearance.

Let’s add subtle gridlines that align with major and minor ticks.



Axis Limits

A useful technique for creating compelling visualizations is setting the axis limits. By default, matplotlib automatically determines the x- and y-axes limits based on your data, but this isn’t always ideal. Sometimes, the automatically chosen range includes irrelevant space, while at other times, it obscures critical details by zooming out too much. Adjusting axis limits ensures your audience focuses on the story you want to tell.

Consider the relationship between engine displacement (displ) and combined fuel economy (comb08) in our fuel economy dataset. If we plot the data without customizing the axis limits, Matplotlib will attempt to include all data points, even those that might distract from the central trend. However, if we want to focus on vehicles with engine sizes commonly used in passenger cars—say between 1 and 5 liters—we can set the x-axis limits explicitly. Similarly, for the y-axis, narrowing the range to focus on combined fuel economy between 10 and 50 MPG ensures the visualization highlights typical performance values rather than outliers.


fig, ax = plt.subplots(figsize=(6, 4), dpi=300, facecolor='lightgray',
                        constrained_layout=True)
data.plot.scatter(x='displ', y='comb08', alpha=0.5, color='blue', ax=ax, s=4)

# Adjust axis limits
ax.set_xlim(1, 5)  # Focus on typical engine sizes
ax.set_ylim(10, 50)  # Focus on relevant fuel economy range

ax.set_title("Engine Displacement vs Combined MPG")
ax.set_xlabel("Engine Displacement (L)")
ax.set_ylabel("Combined MPG")





[image: A figure illustrating the use of custom axis limits to focus on specific data ranges.]
A figure illustrating the use of custom axis limits to focus on specific data ranges.



Note



Matplotlib has an autoscaler that will automatically adjust the axis limits to fit the data. However, when you manually set the axis limits, the autoscaler is turned off. Future calls to plot will not adjust the axis limits. If you want to turn the autoscaler back on, you can call ax.autoscale().





Adding a Zoomed-In Inset Plot

Sometimes, a single plot isn’t enough to tell the whole story. You might have a dense cluster of points that hides significant variations or outliers that demand closer inspection. Matplotlib’s ability to include a zoomed-in plot within another plot—known as an inset plot—lets you provide both an overview and a detailed view in the same figure. This technique is beneficial for drawing attention to specific parts of your data while maintaining the context of the whole dataset.

Let’s return to our fuel economy dataset. Suppose we want to highlight how fuel economy behaves for engine displacements between 1.5 and 2.5 liters, where most vehicles are concentrated. Instead of plotting this subset separately, we can embed a zoomed-in plot directly within the main visualization. This inset provides both a focused view and the larger context, making the chart more informative and visually engaging.

from mpl_toolkits.axes_grid1.inset_locator import inset_axes

# Create the main plot
fig, ax = plt.subplots(figsize=(6, 4), dpi=300, facecolor='lightgray', 
                       constrained_layout=True)
data.plot.scatter(x='displ', y='comb08', alpha=0.5, color='blue', ax=ax, s=4)
ax.set_title("Engine Displacement vs Combined MPG with Zoomed-In View")
ax.set_xlabel("Engine Displacement (L)")
ax.set_ylabel("Combined MPG")

# Add the inset plot
x_lim = (1.5, 2.5)
y_lim = (25, 40)
# 60% of parent axis size
inset_ax = inset_axes(ax, width="60%", height="60%", loc="upper right", borderpad=2)  
data.plot.scatter(x='displ', y='comb08', alpha=0.5, color='blue', ax=inset_ax)
inset_ax.set_xlim(*x_lim)  # Zoomed-in range for x-axis
inset_ax.set_ylim(*y_lim)  # Zoomed-in range for y-axis
inset_ax.set_title("Zoomed-In View", fontsize=10)
inset_ax.tick_params(axis='both', which='major', labelsize=8)

# draw box around zoomed area on ax
from matplotlib.patches import Rectangle
rect = Rectangle((x_lim[0], y_lim[0]), # bottom left corner
                 x_lim[1] - x_lim[0], # width
                 y_lim[1] - y_lim[0], # height
                 edgecolor='black', facecolor='none', lw=2)
ax.add_patch(rect)




[image: A figure illustrating the use of an inset plot to zoom in on a specific data range.]
A figure illustrating the use of an inset plot to zoom in on a specific data range.

In this example, the inset plot focuses on vehicles with engine displacements between 1.5 and 2.5 liters, where significant variations in fuel economy occur. The inset_axes function from the mpl_toolkits.axes_grid1 module makes it easy to position and size the inset relative to the main plot. By narrowing the axis limits in the inset, we create a zoomed-in view that clearly shows the variations in combined MPG for this subset of vehicles.

This approach works beautifully when you want to emphasize a specific part of the data without sacrificing the context of the overall distribution. For even more customization, you can add annotations or change the styling of the inset to further draw attention to its message.

The loc parameter in Matplotlib is your go-to tool for quickly and intuitively placing elements like legends, inset axes, and annotations. It provides a set of predefined locations, such as 'upper right', 'lower left', or simply 'center', that make it easy to position elements relative to the parent axes or figure. For instance, setting loc='upper right' places a legend neatly in the top-right corner of the plot, keeping it out of the way of the data. What makes loc incredibly convenient is its accessibility—it lets you specify a position without worrying about precise coordinates, making it ideal for most quick plotting tasks. While it defaults to locations inside the axes, it works seamlessly with other parameters, such as bbox_to_anchor, to extend its flexibility for more customized layouts. The beauty of loc lies in its simplicity, allowing you to align elements with minimal effort while keeping your visualizations clean and professional.


loc values for positioning elements in Matplotlib. The numeric codes are short but should be avoided in favor of the string values for clarity and readability.







	Value
	Description
	Numeric Code





	'upper right'
	Place element at the top-right corner
	1



	'upper center'
	Place element at the center of the top edge
	2



	'upper left'
	Place element at the top-left corner
	3



	'center right'
	Place element at the center of the right edge
	4



	'center'
	Place element at the center of the axes
	5



	'center left'
	Place element at the center of the left edge
	6



	'lower right'
	Place element at the bottom-right corner
	7



	'lower center'
	Place element at the center of the bottom edge
	8



	'lower left'
	Place element at the bottom-left corner
	9





The bbox_to_anchor parameter in Matplotlib provides fine-grained control over element placement, allowing you to position components like legends or inset axes with precision relative to the parent axes or figure. Unlike loc, which is limited to predefined locations such as 'upper right' or 'center', bbox_to_anchor lets you specify an exact bounding box, often using tuples like (x, y, width, height) or (x, y) for more straightforward adjustments. This flexibility makes bbox_to_anchor indispensable when you need to move elements outside the plot area, such as placing a legend to the side of the chart or aligning an inset plot at a non-standard position. For instance, while loc='upper right' keeps a legend neatly inside the axes, combining bbox_to_anchor=(1.05, 1) with loc='upper left' allows you to shift it just outside the plot boundaries for a cleaner layout. Prefer bbox_to_anchor over loc when the default options don’t meet your needs, particularly for complex layouts or when working with multiple plots where avoiding overlaps is critical. It complements loc rather than replacing it, offering unparalleled control for polished, professional visualizations.



Axis Ticks and Labels

Axis ticks and labels play a role in guiding the viewer through your visualization. While Matplotlib automatically chooses tick positions and formats, these defaults may not always align with your story. For instance, the ticks might be too dense, too sparse, or formatted in a way that obscures rather than clarifies.

In the fuel economy dataset, suppose we’re exploring how combined MPG changes with engine displacement. The default tick positions, such as commonly recognized engine sizes, might not correspond to meaningful intervals. To fix this, we can explicitly set tick locations to 1, 2, 3, 4, and 5 liters, making the plot more intuitive for an audience familiar with vehicle specifications. Additionally, rotating or formatting labels can prevent overcrowding, especially when working with time series or categorical data.

To adjust the fonts in the ticks, you can get each label with the get_xticklabels or get_yticklabels functions. Then you can set the font size, weight, and family with the set_fontsize, set_weight, and set_family functions.

Here are some best practices for tick placement in visualizations.


	Ticks should be placed at intervals that make the data easy to interpret, avoiding excessive or sparse tick marks.

	For numerical data, choose logical intervals (e.g., powers of ten, round numbers) that align with the data’s scale and granularity.

	When dealing with dates or time series, use date-based locators such as YearLocator or MonthLocator from Matplotlib to ensure ticks align with meaningful time periods.

	Avoid overcrowding by limiting the number of ticks; major ticks can provide an overview for dense data, while minor ticks add granularity if necessary.

	Always ensure that tick labels are legible—rotate them if the labels overlap, particularly for lengthy or categorical labels on the x-axis.

	Shared axes across subplots should use the same tick placements to facilitate comparisons. Consistency is crucial.

	Lastly, use gridlines sparingly to complement tick placement and enhance readability without overwhelming the plot.



This example demonstrates odd placement and different labels at the ticks. I don’t necessarily recommend this because most audiences don’t expect ticks at arbitrary intervals but show that it is possible.

# Customize ticks and labels
fig, ax = plt.subplots(figsize=(6, 4), dpi=300, 
                       facecolor='lightgray', constrained_layout=True)
data.plot.scatter(x='displ', y='comb08', alpha=0.5, color='blue', ax=ax, s=4)

# Set specific tick locations and labels
ax.set_xticks([1, 2, 3, 4, 5, 8])
ax.set_xticklabels(['1L', '2', '3', '4', '5', '8'])
ax.set_yticks([10, 20, 30, 40, 50, 112])
ax.set_yticklabels(['10', '20', '30', '40', '50', '112 MPG'])
# set font to Roboto in tick and size to 12
for label in ax.get_xticklabels() + ax.get_yticklabels():
    label.set_fontfamily('Roboto')
    label.set_fontsize(12)

ax.set_title("Customized Ticks: Engine Displacement vs MPG")
ax.set_xlabel("Engine Displacement")
ax.set_ylabel("Combined Fuel Economy")




[image: A figure illustrating the customization of axis ticks and labels to improve readability.]
A figure illustrating the customization of axis ticks and labels to improve readability.



Subticks

Ticks on a plot’s axis serve as guideposts, helping the viewer navigate your data. While major ticks define the primary structure of the axis, subticks, or minor ticks, add a layer of granularity, improving the readability and precision of your visualization. They act as subtle markers that divide the space between major ticks, guiding the viewer’s eye to finer details without overwhelming the plot. When used effectively, subticks can enhance the interpretability of scientific, engineering, and other data-heavy charts.

I generally set the tick values for the major ticks explicitly with the set_xticks and set_yticks functions. You can also use locator objects to set the ticks. For example, you can use the MultipleLocator object to set the major ticks to every 1 liter and the minor ticks to every 0.2 liters.

For instance, when visualizing engine displacement versus combined MPG using the fuel economy dataset, you may want major ticks every 1 liter of displacement and subticks every 0.2 liters. Subticks allow the viewer to easily estimate values between major tick marks, particularly when working with continuous data.

import matplotlib.ticker as ticker

# Create the plot
fig, ax = plt.subplots(figsize=(6, 4), dpi=300, facecolor='lightgray', 
                       constrained_layout=True)
data.plot.scatter(x='displ', y='comb08', alpha=0.5, color='blue', ax=ax, s=4)

# Customize major and minor ticks
# Major ticks every 1 liter
ax.xaxis.set_major_locator(ticker.MultipleLocator(1))  
 # Subticks every 0.2 liters
ax.xaxis.set_minor_locator(ticker.MultipleLocator(0.2)) 
# Major ticks every 10 MPG
ax.yaxis.set_major_locator(ticker.MultipleLocator(10)) 
# Subticks every 2 MPG 
ax.yaxis.set_minor_locator(ticker.MultipleLocator(2))  

# Add gridlines for both major and minor ticks
ax.grid(which='major', linestyle='-', linewidth=0.8, alpha=0.7)
ax.grid(which='minor', linestyle='--', linewidth=0.5, alpha=0.4)

# Add titles and labels
ax.set_title("Engine Displacement vs Combined MPG with Subticks")
ax.set_xlabel("Engine Displacement (L)")
ax.set_ylabel("Combined MPG")




[image: A figure illustrating the use of subticks to enhance the readability of a scatter plot.]
A figure illustrating the use of subticks to enhance the readability of a scatter plot.

In this example, subticks divide the x-axis into smaller intervals, providing a more detailed view of how data points are distributed. The gridlines for minor ticks are styled differently—dashed and lighter—to maintain visual clarity without competing with the major ticks. This level of customization is essential for creating charts where precision matters, such as technical reports or publications.

While subticks are highly effective in many cases, overusing them can clutter your plot. Consider the audience and purpose of your visualization before adding subticks, ensuring they enhance rather than detract from the story you’re telling. For more straightforward plots aimed at broader audiences, it may be better to omit subticks and rely solely on major ticks for clarity.



Tick Color, Size, and Width

Ticks play a vital role in guiding the viewer’s eye along the axes of a plot, but in some cases, the default tick styles in Matplotlib may not align with your design or storytelling needs. For professional presentations, reports, or publication-quality plots, you might need to adjust the color, size, or width of the ticks to ensure they complement the overall visualization and emphasize the most important elements.

Customizing tick color can help improve contrast, especially when working with dark backgrounds or when certain plot elements need more subtlety. For example, light gray ticks on a black background can provide structure without overwhelming the data. On the other hand, adjusting tick size and width can enhance clarity. Broader or longer ticks draw attention to specific intervals, while smaller ticks help minimize distractions. This level of control is particularly useful for technical or scientific plots where precision is critical.

Here’s how you can customize the appearance of ticks using the fuel economy dataset:

# Create the plot
fig, ax = plt.subplots(figsize=(6, 4), dpi=300, facecolor='lightgray',
                        constrained_layout=True)
data.plot.scatter(x='displ', y='comb08', alpha=0.5, color='blue', ax=ax, s=4)

# Customize major and minor ticks
ax.xaxis.set_major_locator(plt.MultipleLocator(1))
ax.xaxis.set_minor_locator(plt.MultipleLocator(0.5))
ax.yaxis.set_major_locator(plt.MultipleLocator(10))
ax.yaxis.set_minor_locator(plt.MultipleLocator(5))

# Adjust tick appearance
# Major x-ticks
ax.tick_params(axis='x', which='major', length=10, width=2, color='red')  
# Minor x-ticks
ax.tick_params(axis='x', which='minor', length=5, width=1, color='orange')
# Major y-ticks  
ax.tick_params(axis='y', which='major', length=8, width=2, color='blue')  
# Minor y-ticks
ax.tick_params(axis='y', which='minor', length=4, width=1, color='cyan')  

# Add gridlines for context
ax.grid(which='major', linestyle='-', linewidth=0.8, alpha=0.6)
ax.grid(which='minor', linestyle='--', linewidth=0.5, alpha=0.3)

# Add labels and title
ax.set_title("Customized Tick Appearance: Engine Displacement vs MPG")
ax.set_xlabel("Engine Displacement (L)")
ax.set_ylabel("Combined MPG")




[image: A figure illustrating the customization of tick color, size, and width to enhance a scatter plot.]
A figure illustrating the customization of tick color, size, and width to enhance a scatter plot.

In this plot, the x-axis major ticks are bold and red, highlighting key intervals such as 1, 2, and 3 liters of engine displacement. The minor ticks, in orange, provide finer granularity but remain less prominent. The y-axis follows a similar scheme, with blue for major ticks and cyan for minor ticks, creating a cohesive design that doesn’t compete with the data.

If you want to hide the tick markers, you can set the width parameter to 0 in the tick_params function. You can also call ax.tick_params(axis='y', left=False) to hide the ticks on the y-axis.



Tick Formatters

Tick labels are the text elements associated with major and minor ticks on a plot, and they play a crucial role in making data understandable. Matplotlib provides extensive flexibility for customizing tick labels, from simple adjustments like formatting numeric values to completely redefining labels based on a function. Whether you’re converting numerical data into percentages, formatting dates, or adding context-specific labels, tick formatters let you tailor your visualization to your audience’s needs.

Tick formatters are often used when the default numeric or categorical labels don’t effectively convey the story. For example, in the fuel economy dataset, the x-axis (engine displacement) could benefit from labels like “Small” or “Large” instead of raw numbers to emphasize how vehicle classes group by size. Subtick formatters, on the other hand, refine minor tick labels, providing additional granularity without overwhelming the viewer. While minor ticks usually don’t have labels by default, adding subtick labels can enhance precision in scientific or technical plots where every detail matters.

Matplotlib’s FuncFormatter and StrMethodFormatter allow customizing axis tick labels. The FuncFormatter enables you to apply a user-defined function to format tick values dynamically. This function takes two arguments: the tick value and its position, and it returns a formatted string. For instance, you can use FuncFormatter to convert numerical data into custom labels like “Small” for values under a certain threshold or to append units like liters or miles. On the other hand, StrMethodFormatter is ideal for straightforward string formatting using Python’s f-string syntax. It works well when adding a suffix like “MPG” or displaying values in scientific notation. Both formatters are applied with the set_major_formatter or set_minor_formatter methods on an axis, giving you fine-grained control over how your tick labels appear.

Here’s an example of using custom tick and subtick formatters to improve a visualization:

import matplotlib.ticker as ticker

# Create the plot
fig, ax = plt.subplots(figsize=(6, 4), dpi=300, facecolor='lightgray',
                        constrained_layout=True)
data.plot.scatter(x='displ', y='comb08', alpha=0.5, color='blue', ax=ax, s=4)

# Set major and minor ticks
# Major ticks every 1 liter
ax.xaxis.set_major_locator(ticker.MultipleLocator(1))  
# Subticks every 0.5 liters
ax.xaxis.set_minor_locator(ticker.MultipleLocator(0.5)) 
# Major ticks every 10 MPG 
ax.yaxis.set_major_locator(ticker.MultipleLocator(10))
# Subticks every 5 MPG  
ax.yaxis.set_minor_locator(ticker.MultipleLocator(5)) 

# Customize tick labels
def custom_x_labels(val, pos):
    if val == 1:
        return "Small"
    elif val == 4:
        return "Large"
    else:
        return f"{val:.1f}L"

# Custom major tick labels
ax.xaxis.set_major_formatter(ticker.FuncFormatter(custom_x_labels)) 
# Add "MPG" to y-axis labels
ax.yaxis.set_major_formatter(ticker.StrMethodFormatter("{x:.0f} MPG"))  

# Subtick labellers (optional, typically less common)
ax.xaxis.set_minor_formatter(ticker.FuncFormatter(
    lambda val, position: f"{val:.1f}"))
# Suppress minor labels on y-axis
ax.yaxis.set_minor_formatter(ticker.NullFormatter())  
# change font to roboto for tick labels
for label in ax.get_xticklabels():
    label.set_fontproperties(roboto_condensed)

for label in ax.get_xminorticklabels():
    label.set_fontproperties(roboto_condensed)
# Set font size for minor ticks
# need to set after calling label.set_fontproperties
ax.tick_params(axis='both', which='minor', labelsize=8)

# Add titles and labels
ax.set_title("Custom Tick Labels: Engine Displacement vs MPG")
ax.set_xlabel("Engine Displacement")
ax.set_ylabel("Fuel Economy (MPG)")

plt.grid(which='major', linestyle='-', linewidth=0.8, alpha=0.7)
plt.grid(which='minor', linestyle='--', linewidth=0.5, alpha=0.3)




[image: A figure illustrating the use of custom tick and subtick labellers to enhance a scatter plot.]
A figure illustrating the use of custom tick and subtick labellers to enhance a scatter plot.

The x-axis major ticks are labeled using FuncFormatter to add context (“Small” and “Large”) while keeping intermediate values as formatted engine sizes. The y-axis labels append “MPG” for clarity using StrMethodFormatter. Minor ticks on the x-axis are labeled with precise engine displacement values (e.g., “2.5”). Minor labels on the y-axis are suppressed using NullFormatter to avoid visual clutter.

Subtick labels are most effective when precision is necessary, such as in scientific plots or when presenting to a technical audience. However, they should be used sparingly to avoid cluttering the plot.



Logarithmic Scales and Orders of Magnitude

A linear axis can obscure essential details when working with data spanning several orders of magnitude. Logarithmic scales transform the data, allowing patterns in both small and large values to emerge. On a log scale, equal distances on the axis represent equal ratios, making it easier to compare multiplicative differences. For instance, doubling from 10 to 20 appears the same as doubling from 100 to 200, preserving the proportional context. This equidistance helps highlight patterns like exponential growth or decay that might be obscured on a linear scale. Additionally, a log scale ensures that equal slopes on the graph indicate equal percentage changes, which is particularly useful for identifying trends, comparing rates of change, and spotting anomalies in growth patterns.

However, you must also consider the audience when using log scales. While they can reveal hidden patterns, they may be unfamiliar to viewers unfamiliar with logarithmic data. In such cases, providing clear labels and annotations is essential to guide the audience through the visualization. Log scales are most effective when the data naturally follows exponential relationships, such as population growth, financial returns, or scientific measurements (earthquakes, pH, hurricane warnings).

In Matplotlib, you can enable logarithmic scales for the x-axis, y-axis, or both using set_xscale('log') and set_yscale('log').

For instance, consider the fuel economy dataset. Suppose we want to examine the relationship between engine displacement and fuel economy for vehicles, but we also want to capture niche, high-performance vehicles with extremely large engines. Applying logarithmic scaling to the x-axis makes it easier to compare these extremes without compressing smaller values into an unreadable cluster.

# Create plot with logarithmic x-axis
fig, ax = plt.subplots(figsize=(6, 4), dpi=300, facecolor='lightgray', 
                       constrained_layout=True)
data.plot.scatter(x='displ', y='comb08', alpha=0.5, color='blue', ax=ax, s=4)

ax.set_yscale('log')  # Set y-axis to logarithmic scale
ax.set_xscale('log')  # Set x-axis to logarithmic scale
ax.set_title("Logarithmic Scale: Engine Displacement vs Fuel Economy")
ax.set_xlabel("Engine Displacement (L, Log Scale)")
ax.set_ylabel("Combined MPG")




[image: A figure illustrating the use of logarithmic scales to visualize data spanning multiple orders of magnitude.]
A figure illustrating the use of logarithmic scales to visualize data spanning multiple orders of magnitude.

Logarithmic scales improve readability and provide a more accurate representation of relationships where changes are proportional rather than absolute.

Logarithmic scales are beneficial for identifying patterns in data that involve doubling or exponential growth. Unlike linear scales, where equal spacing corresponds to equal increments, log scales represent equal ratios, making it easy to spot values that double, triple, or grow by any consistent factor. For instance, on a base-10 logarithmic scale, each step on the axis represents a tenfold increase, and points that are evenly spaced vertically indicate consistent proportional growth. This is invaluable for analyzing trends like population growth, finance, or technological advancements, where doubling rates are often more insightful than absolute differences.

Matplotlib also supports other scale transformations, such as symlog (symmetric logarithmic) for data with both positive and negative values and logit for probability data, offering flexibility for various use cases.



Note



If you want to use base-2 for the logarithmic scale, you can pass in base=2 like this:

ax.set_xscale('log', base=2)






Secondary Axis Labels

When using transformed axes, such as logarithmic scales, it can be helpful to include labels in the data’s natural units to make the visualization more accessible. Placing these natural labels on the opposite side of the plot gives your audience a clearer understanding of the data’s original scale without compromising the benefits of the transformed view. This technique works incredibly well for logarithmic plots, where the transformation can make relationships more straightforward to interpret but might obscure the real-world meaning of the values.

Matplotlib can achieve this by adding a secondary axis using secondary_yaxis or secondary_xaxis and mapping the transformed values back to their natural scale with a conversion function. Let’s demonstrate this by adding natural unit labels to the logarithmic y-axis for the fuel economy dataset.

# Create plot with logarithmic axes
fig, ax = plt.subplots(figsize=(6, 4), dpi=300, facecolor='lightgray', 
                       constrained_layout=True)
data.plot.scatter(x='displ', y='comb08', alpha=0.5, color='blue', ax=ax, s=4)

ax.set_yscale('log')  # Set y-axis to logarithmic scale
ax.set_xscale('log')  # Set x-axis to logarithmic scale
ax.set_title("Logarithmic Scale: Engine Displacement vs Fuel Economy")
ax.set_xlabel("Engine Displacement (L, Log Scale)")
ax.set_ylabel("Combined MPG (Log Scale)")

# Add secondary y-axis with natural units
secax = ax.secondary_yaxis('right')
secax.set_ylabel("Combined MPG (Natural Units)")
secax.set_yticks([10, 20, 30, 40, 50, 60, 70])
secax.set_yticklabels([10, 20, 30, 40, 50, 60, 70])

# Add secondary x-axis with natural units
secax = ax.secondary_xaxis('top')
secax.set_xlabel("Engine Displacement (L, Natural Units)")
secax.set_xticks([.6, 1, 2, 3, 4, 5, 6, 7, 8])
secax.set_xticklabels([.6, 1, 2, 3, 4, 5, 6, 7, 8])

plt.grid(which='both', linestyle='--', alpha=0.5)




[image: A figure illustrating the use of natural unit labels on the opposite side of a logarithmic plot.]
A figure illustrating the use of natural unit labels on the opposite side of a logarithmic plot.

The main plot uses logarithmic scales for both the x- and y-axes to represent data across orders of magnitude better. The secondary_yaxis method adds a secondary y-axis to the right side of the plot. This axis uses the natural scale, with labels indicating combined MPG in its original, untransformed units.



Secondary Axes Plot

Overlaying a second axis can be useful when comparing two datasets with different units or scales. Matplotlib’s twinx and twiny methods allow you to add a secondary y-axis or x-axis, respectively, to the same plot. Be careful with this. Plotting two datasets with different scales will lead the audience to believe the two datasets are related when they might not be. Do not use this if there is no logical relationship between the two datasets. Make sure that each dataset is clearly labeled.

Suppose we want to compare engine displacement against both fuel economy and the number of cylinders in the fuel economy dataset. By overlaying a secondary y-axis, we can show both metrics on the same plot, providing a richer perspective on how engine characteristics influence vehicle performance.

# Create plot with secondary y-axis
fig, ax1 = plt.subplots(figsize=(6, 4), dpi=300, facecolor='lightgray', 
                        constrained_layout=True)

# Primary axis: Displacement vs MPG
data.plot.scatter(x='displ', y='comb08', alpha=0.5, color='green', ax=ax1, s=4)
ax1.set_xlabel("Engine Displacement (L)")
ax1.set_ylabel("Combined MPG", color='green')
ax1.tick_params(axis='y', labelcolor='green')

# Secondary axis: Displacement vs Cylinders
ax2 = ax1.twinx()
data.plot.scatter(x='displ', y='cylinders', alpha=0.5, color='blue', ax=ax2, s=4)
ax2.set_ylabel("Cylinders", color='blue')
ax2.tick_params(axis='y', labelcolor='blue')

plt.title("Overlaying Secondary Axes: Displacement vs MPG and Cylinders")




[image: A figure illustrating the use of secondary axes to compare two datasets with different scales.]
A figure illustrating the use of secondary axes to compare two datasets with different scales.

By using twinx or twiny, you can effectively communicate multiple dimensions of your data without requiring separate plots. However, be cautious—overlaying too much information can overwhelm your audience, so ensure the two axes complement each other and add to the story you’re telling.



Visualizing Time-series Data with Matplotlib

Time-series plots are some of the most powerful visual tools available for understanding trends, cycles, and anomalies in data. By placing time on one axis and a dependent variable on the other, these plots allow us to intuitively explore how a metric changes over days, months, or years. The fuel economy dataset provides an excellent canvas for exploring these techniques, as it includes vehicle-related metrics collected over time.

The first step in visualizing time-series data is ensuring that the time axis is correctly formatted. Matplotlib automatically detects datetime objects and formats the axes accordingly, but additional customization is often needed to enhance readability or match specific reporting standards. Using the fuel economy dataset, let’s visualize the average combined MPG for vehicles over the years.

import matplotlib.pyplot as plt
import pandas as pd

avg_mpg = (data
           .assign(year=pd.to_datetime(data['year'], format='%Y'))
           .groupby('year')
           ['comb08']
           .mean()
)

# Plot the time series
fig, ax = plt.subplots(figsize=(6,4), dpi=300, facecolor='lightgray', 
                       constrained_layout=True)
avg_mpg.plot(ax=ax, color='blue', linewidth=2, 
             title="Average Combined MPG Over Time")
ax.set_xlabel("Year")
ax.set_ylabel("Average Combined MPG")




[image: A figure illustrating the visualization of time series data using the fuel economy dataset.]
A figure illustrating the visualization of time series data using the fuel economy dataset.



Note



The entries in the index are dates, not strings or integers:

>>> print(data
...    .assign(year=pd.to_datetime(data['year'], format='%Y'))
...    .groupby('year')
...    ['comb08']
...    .mean()
... )

year
1984-01-01    19.881874
1985-01-01    19.808348
1986-01-01    19.550413
1987-01-01    19.228549
1988-01-01    19.328319
                ...    
2016-01-01    25.150555
2017-01-01    25.249033
2018-01-01    25.019345
2019-01-01    25.627942
2020-01-01    25.267943
Name: comb08, Length: 37, dtype: float64


Contrast that with just grouping by the integer column year:

>>> print(data
...    #.assign(year=pd.to_datetime(data['year'], format='%Y'))
...    .groupby('year')
...    ['comb08']
...    .mean()
... )

year
1984    19.881874
1985    19.808348
1986    19.550413
1987    19.228549
1988    19.328319
          ...    
2016    25.150555
2017    25.249033
2018    25.019345
2019    25.627942
2020    25.267943
Name: comb08, Length: 37, dtype: float64


You need to pay attention to this because Matplotlib treats dates as seconds since the UNIX epoch (1970). The limits and sizes of items on the plot will be drastically different if you use dates or integers.



Note that if we were to create a bar plot with Pandas, the dates would be converted to strings and the plot would look like this:

# Plot the time series
fig, ax = plt.subplots(figsize=(6,4), dpi=300, facecolor='lightgray', 
                       constrained_layout=True)
avg_mpg.plot.bar(ax=ax, color='blue', linewidth=2, 
             title="Average Combined MPG Over Time")
ax.set_xlabel("Year")
ax.set_ylabel("Average Combined MPG")




[image: A figure illustrating the visualization of time series data using the fuel economy dataset with Pandas.]
A figure illustrating the visualization of time series data using the fuel economy dataset with Pandas.

Note that every year is displayed, which is not ideal. My solution is to create time series bar plots with Matplotlib directly instead of using the Pandas interface.

def bar_plot(data, ax, **kwargs):
    return ax.bar(data.index, data, **kwargs)

# Plot the time series
fig, ax = plt.subplots(figsize=(6,4), dpi=300, facecolor='lightgray', 
                       constrained_layout=True)
avg_mpg.pipe(bar_plot, ax, color='blue', width=180)
ax.set_title("Average Combined MPG Over Time")

ax.set_xlabel("Year")
ax.set_ylabel("Average Combined MPG")




[image: A figure illustrating the visualization of time series data using the fuel economy dataset with Matplotlib.]
A figure illustrating the visualization of time series data using the fuel economy dataset with Matplotlib.

Here’s another unknown secret of Pandas. Even though the line plot appears to plot dates, it does not use the same encoding as Matplotlib. If we attempt to use Matplotlib’s date locator and formatter, it will not work. The following plot illustrates the axis limits for the Matplotlib plot and the Pandas plot. I draw them in the middle of their respective plots. They are not the same. Matplotlib encodes as days since the epoch, while Pandas encodes as years since the epoch.

In short, if you want to use Matplotlib’s date locator and formatter, you need to use Matplotlib to create the plot. 😭

fig, axs = plt.subplots(nrows=1, ncols=2, figsize=(6,4),
    constrained_layout=True, dpi=300, facecolor='lightgray')

date_data = (data
    .assign(year=pd.to_datetime(data['year'], format='%Y'))
    .groupby('year')
    ['comb08']
    .mean()
)

# plot line plot with matplotlib
ax = axs[0]
ax.plot(date_data.index, date_data.values, marker='o', color='blue')
ax.title.set_text('Matplotlib Line Plot')
# write xlim in middle
ax.text(0.5, 0.5, f'xlim={ax.get_xlim()}', transform=ax.transAxes, 
        fontsize=12, ha='center')

# plot line plot with pandas
ax = axs[1]
date_data.plot(ax=ax, marker='o', color='blue', title='Pandas Line Plot')
# write xlim in middle
ax.text(0.5, 0.5, f'xlim={ax.get_xlim()}', transform=ax.transAxes, 
        fontsize=12, ha='center')




[image: A figure illustrating the axis limits for the Matplotlib and Pandas plots.]
A figure illustrating the axis limits for the Matplotlib and Pandas plots.



Date Tick Locators

While Matplotlib does a decent job of formatting datetime axes by default, sometimes the intervals for tick marks don’t align with the story you want to tell. For instance, displaying a tick for every year might be unnecessary when plotting decades of data, and reducing the number of ticks can declutter your plot. Using locators from the matplotlib.dates module, we can gain precise control over tick placement.

from matplotlib import dates as mdates
fig, ax = plt.subplots(figsize=(6, 4), dpi=300, facecolor='lightgray',
                        constrained_layout=True)

ax.bar(avg_mpg.index, avg_mpg.values, color='blue', width=180)

# Use locators for cleaner ticks
ax.xaxis.set_major_locator(mdates.YearLocator(10))  # Major ticks every 10 years
ax.xaxis.set_minor_locator(mdates.YearLocator(2))  # Minor ticks every 2 year
ax.xaxis.set_major_formatter(mdates.DateFormatter('%Y'))  # Format ticks as years

ax.set_title("Average Combined MPG Over Time (With 10-yr Ticks)")
ax.set_xlabel("Year")
ax.set_ylabel("Average Combined MPG")




[image: A figure illustrating the use of date locators to control tick intervals in a timeseries plot.]
A figure illustrating the use of date locators to control tick intervals in a timeseries plot.

Custom locators allow precise control over tick placement, enabling you to tailor the appearance of your plots. In the following code, custom locators are used to improve the x-axis labeling for a time series plot of average combined MPG over time. Minor ticks are added for each year using mdates.YearLocator(1), ensuring fine-grained reference points along the timeline. Major ticks are explicitly set with ax.xaxis.set_ticks, specifying exact positions and corresponding labels, such as ‘1984’, ‘90’, and ‘2000’, to simplify the visualization. This approach keeps the plot tidy and ensures the most relevant years are highlighted, balancing readability and detail.

from matplotlib import dates as mdates
import matplotlib as mpl
fig, ax = plt.subplots(figsize=(6, 4), dpi=300, facecolor='lightgray',
                        constrained_layout=True)

ax.bar(avg_mpg.index, avg_mpg.values, color='blue', width=180)

def year2num(year):
    import datetime
    return mpl.dates.date2num(datetime.datetime(year, 1, 1))

# Use locators for cleaner ticks
ax.xaxis.set_minor_locator(mdates.YearLocator(1))  # Minor ticks every year
ax.xaxis.set_ticks([year2num(x) for x in 
                    [1984, 1990, 1995, 2000, 2005, 2010, 2015, 2020]],
   labels=['1984', '90', '95', '2000', '05', '10', '15', '2020'])

ax.set_title("Average Combined MPG Over Time (With Custom Ticks)")
ax.set_xlabel("Year")
ax.set_ylabel("Average Combined MPG")




[image: A figure illustrating the use of custom date locators to control tick intervals in a time series plot.]
A figure illustrating the use of custom date locators to control tick intervals in a time series plot.



Legend Placement

The legend method in Matplotlib is a powerful tool for adding explanatory labels to your plots, making them easier to interpret. This method typically creates a legend that maps symbols, lines, or colors to their corresponding data representations. By default, the legend method automatically generates labels from the label parameter specified in the plot commands, but you can also provide a custom list of labels using the labels argument. The method includes several options for positioning and styling the legend, such as the loc parameter, which controls its placement using predefined positions. This can be one of nine “tic-tac-toe” positions (e.g., 'upper right', 'upper center', …, 'lower left'). If you use 'best', it will automatically choose the best location with minimal overlap.

The bbox_to_anchor parameter allows you to fine-tune the legend’s location relative to the axes. To place the legend on the right, outside the axes, you can set bbox_to_anchor=(1, 1). Additional customization options, such as fontsize, frameon, and ncol, help you adjust the text size, whether the legend has a border, and the number of columns in the legend, respectively.

Here’s a bold statement. The best plots don’t have legends. Strive to label the data directly on the plot. This is not always possible, but it should be your goal.

Here’s an example of customizing the legend placement. I’ve used frameon=True in the demonstration below to show the border, but I recommend setting it to False for a cleaner look.



Note



If the name of a label starts with an underscore, it will not be displayed in the legend. This is useful for creating a plot with a line that is not labeled. For example, in the above plot, I renamed 'Ford' to '_Ford Motor' so that it would not appear in the legend.



fig, ax = plt.subplots(figsize=(6, 4), dpi=300, facecolor='lightgray',
                        constrained_layout=True)

makes  = ['Ford', 'Honda', 'Toyota', 'BMW']
(data
 .query('make in @makes')
 .groupby(['year', 'make'])
 ['comb08']
 .mean()
 .unstack()
 .loc[:, makes]
 .rename(columns={'Ford': '_Ford Motor'})
 .plot(ax=ax)
)

ax.set_title("Legend Placement")
ax.legend(loc='lower right',
         title='Lower Right',
         fontsize='5', frameon=True, framealpha=0.8, edgecolor='green')




[image: A figure illustrating the customization of legend placement in a scatter plot.]
A figure illustrating the customization of legend placement in a scatter plot.

Here is a plot illustrating the legend locations.

import matplotlib.pyplot as plt
import numpy as np

# Define a tic-tac-toe grid of possible legend locations
legend_locs = [
    'upper left', 'upper center', 'upper right',
    'center left', 'center', 'center right',
    'lower left', 'lower center', 'lower right'
]

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
ax.set_title("Matplotlib Legend Locations (Tic-Tac-Toe)")

# Plot dummy lines
x = np.linspace(0, 10, 100)
ax.plot(x, np.sin(x), label="Sine wave")
ax.plot(x, np.cos(x), label="Cosine wave")

# Plot legend at different tic-tac-toe locations
for loc in legend_locs:
    fig.legend(loc=loc, title=f"loc='{loc}'", fontsize=8, frameon=True)





[image: A figure illustrating legend locations.]
A figure illustrating legend locations.



Colormaps

Color is one of the most powerful tools in a data visualization toolkit. Color helps convey meaning, draw attention, and differentiate data. By thoughtfully applying color, you can force your users to look at certain areas, make your plots visually appealing, and be more effective at communicating complex information.

In Matplotlib, you can specify colors in multiple ways, such as by name ("blue"), hex codes ("#1f77b4"), or predefined colormaps. Effective colormap selection is crucial for conveying data accurately and aesthetically. For sequential data like income levels or temperature, where values progress from low to high, use sequential colormaps (e.g., viridis, plasma) that smoothly transition from light to dark hues. Diverging colormaps (e.g., coolwarm, PiYG) are ideal for data that deviates from a central value, like temperature anomalies or election results, using distinct colors for positive and negative deviations. Cyclic colormaps (e.g., hsv, twilight) are suitable for cyclical data like time of day or wind direction, ensuring a smooth transition between the start and end of the cycle. Qualitative colormaps (e.g., tab10, tab20) are best for categorical data with no inherent order, like different types of fruit or car models, using distinct colors to represent each category without implying a ranking.

Avoid using rainbow colormaps for ordered data, as they can distort perception and are not accessible to all viewers. For bar charts, I typical color them all the same, unless I want to draw attention to one or two bars. Likewise, I like to keep line plot coloring simple—one color for all except for the line I’m drawing attention to. However, you might consider using a qualitative colormap for line plots. Scatter plots can use any of the colormap types, depending on the data being visualized; for example, using a diverging colormap to show the correlation between two variables, or a cyclic color map when dealing with seasonal data.

[image: Increasing colormaps.] [image: Cyclic colormaps.] [image: Diverging colormaps.] [image: Perceptually uniform colormaps.] [image: Qualitative colormaps.]



Choosing Colors

If you need a specific color, you can use the ColorPicker widget in Jupyter to select a color and get the hex RGB values.

Just drop this code into a cell and run it:

import ipywidgets as widgets

color_picker = widgets.ColorPicker(
    concise=False,
    description='Choose a color:',
    value='blue'
)

display(color_picker)



[image: The ipywidgets.ColorPicker.]
The ipywidgets.ColorPicker.



Colormap Creation

I’m going to use the color picker to inspect the colors in the Wham! album cover to create a custom colormap from that.


[image: The color map found on Wham!’s album, Music from the Edge of Heaven.]
The color map found on Wham!’s album, Music from the Edge of Heaven.

I put the colors (in hex) into a list and then created a LinearSegmentedColormap from that list. A LinearSegmentedColormap is a colormap that is defined by a list of (value, color) tuples. The colormap will linearly interpolate between these colors. If I only wanted discrete colors, I would use a ListedColormap instead.

import numpy as np

colors = [
    # Green
    '#099062',
    # light blue
    '#2f9eca',
    # dark blue
    '#4970a7',
    # light purple 
    '#685e96',
    # dark purple
    '#732f68',
    # black
    '#170c12'
]

# create colormap
# Use LinearSegmentedColormap for smooth gradient
# If you want to use a discrete colormap, use ListedColormap
from matplotlib.colors import LinearSegmentedColormap
wham_cmap = LinearSegmentedColormap.from_list('wham', colors)

# display colormap gradient
gradient = np.linspace(0, 1, 256)
gradient = np.vstack((gradient, gradient))
fig, ax = plt.subplots(figsize=(6, 0.5), dpi=300)
ax.imshow(gradient, aspect='auto', cmap=wham_cmap)
ax.set_axis_off()



[image: A custom colormap created from the colors in the Wham! album cover.]
A custom colormap created from the colors in the Wham! album cover.



Colorblindness & Colors

Approximately 8% of men and 0.5% of women globally experience some form of color vision deficiency5, the most common being red-green colorblindness. If your visualizations rely on these colors to convey critical information, a significant portion of your audience may struggle to interpret the data accurately. Using colorblind-friendly palettes, such as those designed for accessibility (e.g., Viridis, Cividis, or ColorBrewer’s colorblind-safe options6), ensures that your charts, graphs, and visual content can be universally understood. Additionally, relying on other visual elements like patterns, shapes, or direct labeling alongside color further enhances clarity and inclusivity, making your visualizations more effective for all viewers.

I created a function, to_color_blind, that will simulate what a colorblind person would see.

import matplotlib as mpl
import numpy as np
import matplotlib.pyplot as plt

# Transformation matrices for color blindness
COLOR_BLIND_MATRICES = {
    "protanopia": np.array([[0.56667, 0.43333, 0],
                            [0.55833, 0.44167, 0],
                            [0, 0.24167, 0.75833]]),
    "deuteranopia": np.array([[0.625, 0.375, 0],
                              [0.7, 0.3, 0],
                              [0, 0.3, 0.7]]),
    "tritanopia": np.array([[0.95, 0.05, 0],
                            [0, 0.43333, 0.56667],
                            [0, 0.475, 0.525]])
}

def to_color_blind(color_or_cmap, blindness_type="protanopia", num_colors=256):
    """
    Converts a color or colormap to a simulation of color blindness.

    Parameters:
    -----------
    color_or_cmap : str or matplotlib.colors.Colormap
        The input color as a string or a colormap instance.
    blindness_type : str, optional
        Type of color blindness to simulate. Options are "protanopia",
        "deuteranopia", and "tritanopia" (default is "protanopia").
    num_colors : int, optional
        The number of discrete colors in the output colormap
        (default is 256).

    Returns:
    --------
    color_blind_cmap : matplotlib.colors.Colormap
        A colormap adjusted for color blindness simulation.
    """
    if blindness_type not in COLOR_BLIND_MATRICES:
        options = list(COLOR_BLIND_MATRICES.keys())
        raise ValueError(f"Invalid blindness type. Choose from {options}")

    # Get the transformation matrix
    transform_matrix = COLOR_BLIND_MATRICES[blindness_type]

    # Get a colormap instance
    if isinstance(color_or_cmap, str):
        cmap = mpl.cm.get_cmap(color_or_cmap)
    elif isinstance(color_or_cmap, (tuple, list)) and len(color_or_cmap) == 3:
        rgb = np.array(color_or_cmap)
        return transform_matrix @ rgb
    elif isinstance(color_or_cmap, mpl.colors.Colormap):
        cmap = color_or_cmap
    else:
        raise ValueError("Must be a valid color string or a colormap.")

    # Generate colors from the colormap
    colors = cmap(np.linspace(0, 1, num_colors))

    # Apply color blindness transformation
    transformed_colors = colors[..., :3] @ transform_matrix.T
    # Clip to valid RGB range
    transformed_colors = np.clip(transformed_colors, 0, 1)  
    # Add alpha channel
    transformed_colors = np.concatenate([transformed_colors, 
                                         colors[..., 3:]], axis=-1)  

    # Create a new colormap
    color_blind_cmap = mpl.colors.ListedColormap(transformed_colors)

    return color_blind_cmap


Let’s use my function to convert the Wham! colormap to simulate what a person with protanopia would see.


# create colormap
# Use LinearSegmentedColormap for smooth gradient
# If you want to use a discrete colormap, use ListedColormap
from matplotlib.colors import LinearSegmentedColormap

prota_wham_cmap = to_color_blind(wham_cmap, blindness_type='protanopia')
# display colormap gradient
gradient = np.linspace(0, 1, 256)
gradient = np.vstack((gradient, gradient))
fig, ax = plt.subplots(figsize=(6, 0.5), dpi=300)
ax.imshow(gradient, aspect='auto', cmap=prota_wham_cmap)
ax.set_axis_off()



[image: The Wham colormap as seen by someone with protanopia.]
The Wham colormap as seen by someone with protanopia.

Let’s repeat the operation on the fuel efficiency plot we just created.

from highlight_text import ax_text

layout = [['title'], ['plot'], ['notes']]
fig, axs = plt.subplot_mosaic(layout, gridspec_kw={'height_ratios': [.5, 3, .5]},
                              figsize=(6,4), dpi=300, facecolor='lightgray',
                        )

make_to_color = {
    'Ford': (1.0, 0.0, 0.0),       # Red
    'Honda': (0.0, 0.0, 1.0),      # Blue
    'Toyota': (0.0, 0.5019607843137255, 0.0),  # Green
    'BMW': (1.0, 0.6470588235294118, 0.0)  # Orange
}

ax_plot = axs['plot']
# plot yearly mpg for ford, honda, toyota, and bmw
(data
 .query('make in @make_to_color')
 .groupby(['year', 'make'])
 ['comb08']
 .mean()
 .unstack()
 .loc[:, ['Ford', 'Honda', 'Toyota', 'BMW']]
 .plot(ax=ax_plot, color=[
     to_color_blind(make_to_color[make]) for make in 
        ['Ford', 'Honda', 'Toyota', 'BMW']])
)

# hide legend
ax_plot.legend().remove()

ax_title = axs['title']
ax_title.axis('off')
# Add title with box around makes
bboxprops = {'linewidth': 0, 'pad': 1.5}
# get roboto font

ax_text(s='<Yearly Fuel Economy by Make (highlight_text example)>\n'
        '<Ford>  <Honda>  <Toyota>  <BMW>',
        x=0, y=0, ha='left', va='center',
        ax=ax_title,
        highlight_textprops=[
            {"color": "black", "weight": "bold", "fontsize": 14, 
             "fontfamily": "Roboto Condensed"},
            *[{"color": 'w', "weight": "bold", "fontsize": 8, 
               "fontfamily": "Roboto Condensed",
                "bbox": {"facecolor": to_color_blind(make_to_color[make]),
                         **bboxprops}} 
                for make in ['Ford', 'Honda', 'Toyota', 'BMW']]                            
              ],
)

ax_notes = axs['notes']
ax_notes.axis('off')
ax_notes.text(0, 0.5, "Note: Data includes Ford, Honda, Toyota, and BMW vehicles",
               fontsize=10, color='gray', fontfamily='Roboto Condensed')
fig.tight_layout()



[image: The fuel efficiency plot as seen by someone with protanopia.]
The fuel efficiency plot as seen by someone with protanopia.

Consider using the to_color_blind function to ensure that your visualizations are accessible to all audiences.



Grayscale Conversion

Many reports, papers, or presentations are distributed in black and white, where color-coded distinctions can become indistinguishable. By designing and testing your visualizations in grayscale, you ensure that data points, categories, or trends remain discernible through contrasts in tone, line styles, patterns, or annotations. This practice enhances accessibility and universality, ensuring your insights are clear regardless of the medium or audience.

I also created a function, to_grayscale, that will convert a colormap to grayscale, so you can simulate what your plot will look like in black and white.

import matplotlib as mpl
import numpy as np

def to_grayscale(color_or_cmap, num_colors=256):
    """
    Converts a color or a Matplotlib colormap to a grayscale colormap.

    Parameters:
    -----------
    color_or_cmap : str or matplotlib.colors.Colormap
        The input color as a string or a colormap instance.
    num_colors : int, optional
        The number of discrete colors in the output grayscale colormap
        (default is 256).

    Returns:
    --------
    grayscale_cmap : matplotlib.colors.Colormap
        A grayscale colormap.
    """
    # Get a colormap instance
    if isinstance(color_or_cmap, str):
        cmap = mpl.cm.get_cmap(color_or_cmap)
    elif isinstance(color_or_cmap, (tuple, list)) and len(color_or_cmap) == 3:
        rgb = np.array(color_or_cmap)
        luminance = rgb @ [0.2989, 0.5870, 0.1140]
        return [luminance, luminance, luminance]
    elif isinstance(color_or_cmap, mpl.colors.Colormap):
        cmap = color_or_cmap
    else:
        raise ValueError("Input must be a valid color string or a colormap.")

    # Generate colors from the colormap
    colors = cmap(np.linspace(0, 1, num_colors))

    # Convert colors to grayscale using luminosity method
    grayscale = np.dot(colors[..., :3], [0.299, 0.587, 0.114])
    grayscale_colors = np.stack([grayscale, grayscale, grayscale, 
                                 colors[..., 3]], axis=-1)

    # Create a new grayscale colormap
    grayscale_cmap = mpl.colors.ListedColormap(grayscale_colors)

    return grayscale_cmap


Here is the Wham! colormap in grayscale:


# create colormap
# Use LinearSegmentedColormap for smooth gradient
# If you want to use a discrete colormap, use ListedColormap
from matplotlib.colors import LinearSegmentedColormap

gray_wham_cmap = to_grayscale(wham_cmap)
# display colormap gradient
gradient = np.linspace(0, 1, 256)
gradient = np.vstack((gradient, gradient))
fig, ax = plt.subplots(figsize=(6, 0.5), dpi=300)
ax.imshow(gradient, aspect='auto', cmap=gray_wham_cmap)
ax.set_axis_off()



[image: The Wham colormap in grayscale.]
The Wham colormap in grayscale.

The Wham! colormap in grayscale is not very effective. The colors are too similar to each other.

Let’s try a colormap that is more effective in grayscale (and also colorblindness)—the cividis colormap. Here’s the original colormap:

gradient = np.linspace(0, 1, 256)
gradient = np.vstack((gradient, gradient))
fig, ax = plt.subplots(figsize=(6, 0.5), dpi=300)
ax.imshow(gradient, aspect='auto', cmap='cividis')
ax.set_axis_off()



[image: The Cividis colormap.]
The Cividis colormap.

Now let’s convert it to grayscale:

gradient = np.linspace(0, 1, 256)
gradient = np.vstack((gradient, gradient))
fig, ax = plt.subplots(figsize=(6, 0.5), dpi=300)
ax.imshow(gradient, aspect='auto', cmap=to_grayscale('cividis'))
ax.set_axis_off()



[image: The Cividis colormap in grayscale.]
The Cividis colormap in grayscale.

Let’s convert the fuel efficiency plot to grayscale.

from highlight_text import ax_text

layout = [['title'], ['plot'], ['notes']]
fig, axs = plt.subplot_mosaic(layout, gridspec_kw={'height_ratios': [.5, 3, .5]},
                              figsize=(6,4), dpi=300, facecolor='lightgray',
                        #constrained_layout=True
                        )

make_to_color = {
    'Ford': (1.0, 0.0, 0.0),       # Red
    'Honda': (0.0, 0.0, 1.0),      # Blue
    'Toyota': (0.0, 0.5019607843137255, 0.0),  # Green
    'BMW': (1.0, 0.6470588235294118, 0.0)  # Orange
}


ax_plot = axs['plot']
# plot yearly mpg for ford, honda, toyota, and bmw
(data
 .query('make in @make_to_color')
 .groupby(['year', 'make'])
 ['comb08']
 .mean()
 .unstack()
 .loc[:, ['Ford', 'Honda', 'Toyota', 'BMW']]
 .plot(ax=ax_plot, color=[
     to_grayscale(make_to_color[make]) for make in 
                ['Ford', 'Honda', 'Toyota', 'BMW']])
)

# hide legend
ax_plot.legend().remove()

ax_title = axs['title']
ax_title.axis('off')
# Add title with box around makes
bboxprops = {'linewidth': 0, 'pad': 1.5}
# get roboto font

ax_text(s='<Yearly Fuel Economy by Make (highlight_text example)>\n'
        '<Ford>  <Honda>  <Toyota>  <BMW>',
        x=0, y=0, ha='left', va='center',
        ax=ax_title,
        highlight_textprops=[
            {"color": "black", "weight": "bold", "fontsize": 14, 
             "fontfamily": "Roboto Condensed"},
            *[{"color": 'w', "weight": "bold", "fontsize": 8, 
               "fontfamily": "Roboto Condensed",
                "bbox": {"facecolor": to_grayscale(make_to_color[make]), 
                         **bboxprops}} 
                for make in ['Ford', 'Honda', 'Toyota', 'BMW']]                            
              ],
)

ax_notes = axs['notes']
ax_notes.axis('off')
ax_notes.text(0, 0.5, "Note: Data includes Ford, Honda, Toyota, and BMW vehicles",
               fontsize=10, color='gray', fontfamily='Roboto Condensed')
fig.tight_layout()



[image: The fuel efficiency plot in grayscale.]
The fuel efficiency plot in grayscale.

This plot makes it hard to distinguish between Toyota and Ford. The gray colors are too similar. If I needed to present this plot in black and white, I would suggest changing the line styles or adding markers to the lines to make them more distinguishable.



Colors in Matplotlib

Remember, we are focusing on four main types of plots: line, bar, scatter, and histogram. The histogram is easy because we generally have a single color for the bars. The other plots are a little more complicated. Let’s explore each.

We will start off with a line plot. To avoid plots looking like spaghetti plots, we will typically color one line and make the other lines gray. If we have a few lines, we might color each line differently, but we need to be very careful with this. Too many colors can be overwhelming.

The code below demonstrates:


	Using a color cycler

	Using a color map

	Using a list of colors

	Gray with Ford in blue



We will plot the city fuel economy for the top 5 manufacturers by vehicle count. We will color the lines by the manufacturer.

top_makes = ['Ford', 'Chevrolet', 'Toyota', 'Honda', 'BMW']
city = (data
 .query('make in @top_makes')
 .groupby(['year', 'make'])
 ['city08']
 .mean()
 .unstack()
)


from cycler import cycler

fig, axs = plt.subplots(ncols=2, nrows=2, figsize=(6, 4), dpi=300,
                        facecolor='lightgray', constrained_layout=True)

top_makes = ['Ford', 'Chevrolet', 'Toyota', 'Honda', 'BMW']
# single color
colors = (cycler(color=['red', 'blue', 'green']) * 
          cycler(linestyle=['-', '--'], 
                  linewidth=[1, 2]))
                
axs[0, 0].set_prop_cycle(colors)
city.plot(ax=axs[0, 0])
axs[0, 0].set_title('Cycler')
axs[0, 0].legend(bbox_to_anchor=(1, 1))
axs[0, 0].set_xlabel('')

# color map
city.plot(ax=axs[0, 1], colormap=wham_cmap)
axs[0, 1].set_title('Color Map')
axs[0, 1].legend(bbox_to_anchor=(1, 1))
axs[0, 1].set_xlabel('')

# list of colors
colors = ['blue', 'green', 'red', 'purple', 'orange']
city.plot(ax=axs[1, 0], color=colors)
axs[1, 0].set_title('List of Colors')
axs[1, 0].legend(bbox_to_anchor=(1, 1))
axs[1, 0].set_xlabel('')

# Blue Ford
(city
 .loc[:, top_makes[::-1]]
 .plot(ax=axs[1, 1], color=['lightgray' if make != 'Ford' else 'blue' 
                            for make in top_makes[::-1]])
)
axs[1, 1].set_title('Blue Ford')
axs[1, 1].legend(bbox_to_anchor=(1, 1))
axs[1, 1].set_xlabel('')

fig.tight_layout()



[image: Demonstration of setting colors in a line plot.]
Demonstration of setting colors in a line plot.

A couple of things to note. If you want to use a colormap, you need to use the colormap parameter instead of the color parameter. It doesn’t make sense to have a color column in the dataframe for a line plot (unlike a scatter plot), the colors need to be based on the number of lines. If you are using Pandas to plot, each column is a line (not a row). If you are doing the single color for one line but everything else is gray, you will want the single color to be the last column (so it is plotted last).

Let’s color a scatter plot. I will demonstrate:


	Coloring all points the same color

	Coloring all points with a colormap based on a numeric column

	Coloring based on a categorical column with a legend

	Coloring based on a categorical column (with a colormap legend)



Note that if you want to color by a text column using the c parameter, the column must have a category type. If you want more control, you can create a new column that maps the text to the color you want to use.

fig, axs = plt.subplots(ncols=2, nrows=2, figsize=(6, 4), dpi=300,
                        constrained_layout=True, facecolor='lightgray')
size = .3

# plot displ vs comb08
us_makes = ['Ford', 'Chevrolet', 'Dodge', 'Jeep', 'GMC', 'Tesla', 'Ram']
cmap = plt.cm.viridis
(data
 .assign(is_foreign=lambda df_: ~df_.make.isin(us_makes))
 .pipe(lambda df_: df_.plot.scatter(x='displ', y='comb08', s=size, 
                                    ax=axs[0, 0], c=df_.is_foreign,
                                    cmap=cmap, colorbar=False,
                                    title='Single Color')
 )
)
# Add a custom legend
handles = [
    plt.Line2D([0], [0], marker='o', color='w', 
               markerfacecolor=cmap(0), markersize=10, label='US Make'),
    plt.Line2D([0], [0], marker='o', color='w', 
               markerfacecolor=cmap(255), markersize=10, label='Foreign Make')
]
axs[0, 0].legend(handles=handles, title='Make Origin', loc='best', fontsize=8,
                 bbox_to_anchor=(1, 1), frameon=False)

axs[0, 0].set_xlabel('')


# use a colormap
(data
 .plot.scatter(x='displ', y='comb08', s=size, ax=axs[0, 1], colormap='viridis',
               c='year', title='Numeric Colormap')
)


# use a categorical column
top_makes = ['Ford', 'Chevrolet', 'Toyota', 'Honda', 'BMW']
from matplotlib import cm
cmap = cm.get_cmap('Set1', len(top_makes))  
color_mapping = {make: cmap(i) 
                for i, make in enumerate(top_makes)}
other_color = 'pink'

(data
 .assign(color=lambda df_: df_['make'].map(color_mapping).fillna(other_color))
 .plot.scatter(x='displ', y='comb08', s=size, ax=axs[1, 0], c='color', alpha=0.5,
                title='Categorical Colormap')
)

# Add a custom legend
handles = [
    plt.Line2D(
        [0], [0], 
        marker='o', 
        color='w', 
        markerfacecolor=color_mapping[make], 
        markersize=10, 
        label=make
    ) 
    for make in top_makes
]
handles.append(plt.Line2D([0], [0], marker='o', color='w', 
                markerfacecolor=other_color, markersize=10, label='Other'))

axs[1, 0].legend(
    handles=handles, 
    title='Make', 
    bbox_to_anchor=(1, 1),
    frameon=False,

)

axs[1, 0].set_xlabel('')
axs[1, 0].set_ylabel('Combined MPG')


# make sure that the color column is a category!
(data
 .assign(color=lambda df_: df_.make.where(df_.make.isin(top_makes), 'Other')
          .astype('category'))
 .plot.scatter(x='displ', y='comb08', s=size, ax=axs[1, 1], c='color', 
               cmap=wham_cmap, title='Categorical Colormap 2')
)




[image: Demonstration of setting colors in a scatter plot.]
Demonstration of setting colors in a scatter plot.



Note



If you want to use a boolean column for the color that you created in a chain of operations, like I did in the first example, you can use a .pipe method. If you pass in the column name as a string for the c parameter, it will error out. However, combining lambda with .pipe will give you access to the current state of the DataFrame and you can pull off the boolean Series you want to use for the color and pass that to the color parameter.

You won’t have access to the new column in the chain otherwise.



Note that categorical coloring can be a little more complicated, especially if you want a legend that is not a colorbar. You might consider writing a function like the one below to make it easier to color based on a categorical column.

import pandas as pd
import matplotlib.pyplot as plt
from matplotlib import cm
from matplotlib.lines import Line2D

def scatter_categorical_colors(
    df, x, y, category, ax, top_categories, cmap_name='Set1', other_color='gray',
    alpha=0.5, title=None, xlabel=None, ylabel=None, legend_title=None, 
    legend_loc='upper right'
):
    """
    Create a scatter plot with categorical colors and a custom legend.
    
    Parameters:
        df (DataFrame): Data to plot.
        x (str): Column for x-axis.
        y (str): Column for y-axis.
        category (str): Column with categorical data.
        ax (Axes): Matplotlib axes object to plot on.
        top_categories (list): Categories to highlight with unique colors.
        cmap_name (str): Name of the colormap for categories.
        other_color (str): Color for "other" categories.
        alpha (float): Transparency of scatter points.
        title (str): Title of the plot.
        xlabel (str): Label for the x-axis.
        ylabel (str): Label for the y-axis.
        legend_title (str): Title for the legend.
        legend_loc (str): Location for the legend.
    
    Returns:
        Axes: Matplotlib axes object with the plot.
    """
    # Create a colormap and mapping
    cmap = cm.get_cmap(cmap_name, len(top_categories))
    color_mapping = {cat: cmap(i) for i, cat in enumerate(top_categories)}
    
    # Assign colors to the DataFrame
    df['color'] = df[category].map(color_mapping).fillna(other_color)
    
    # Plot the scatter
    df.plot.scatter(x=x, y=y, c='color', alpha=alpha, ax=ax)
    
    # Add a custom legend
    handles = [
        Line2D(
            [0], [0],
            marker='o',
            color='w',
            markerfacecolor=color_mapping[cat],
            markersize=10,
            label=cat
        ) for cat in top_categories
    ]
    # Add an "Other" category
    handles.append(
        Line2D(
            [0], [0],
            marker='o',
            color='w',
            markerfacecolor=other_color,
            markersize=10,
            label='Other'
        )
    )
    ax.legend(
        handles=handles,
        title=legend_title,
        loc=legend_loc,
        frameon=False
    )
    
    # Customize plot titles and labels
    if title:
        ax.set_title(title)
    if xlabel:
        ax.set_xlabel(xlabel)
    if ylabel:
        ax.set_ylabel(ylabel)
    
    return ax


In this code, we will color the bars by:


	The default color

	Using a single color

	Using a colormap

	Using a list of colors



fig, axs = plt.subplots(ncols=2, nrows=2, figsize=(6, 4), dpi=300,
                        constrained_layout=True, facecolor='lightgray')

# default colors
top_makes = ['Ford', 'Chevrolet', 'Toyota', 'Honda', 'BMW']
years = (data
    .query('make in @top_makes')
    .groupby(['year', 'make'])
    ['city08']  
    .mean()
    .unstack()
    .loc[[1985, 1990, 1995, 2000, 2005, 2010, 2015]]
)
ax = (years
    .plot.bar(ax=axs[0, 0], title='Default Colors')
 )
ax.legend(bbox_to_anchor=(1, 1))


# single color
ax = (years
      .plot.bar(ax=axs[0, 1], color='skyblue', title='Single Color')
 )
ax.legend(bbox_to_anchor=(1, 1))

# Use a colormap
ax = (years
      .plot.bar(ax=axs[1, 0], colormap='viridis', title='Colormap')
 )
ax.legend(bbox_to_anchor=(1, 1))

# Use a list of colors
colors = ['blue', 'green', 'red', 'purple', 'orange']
ax = (years
      .plot.bar(ax=axs[1, 1], color=colors, title='List of Colors')
 )
ax.legend(bbox_to_anchor=(1, 1))

fig.tight_layout()



[image: Demonstration of setting colors in a bar plot.]
Demonstration of setting colors in a bar plot.



Note



If you call .plot.bar on a DataFrame, it will only use the first color in the list of colors. To use a list of colors, you need to call .plot.bar on a Series.





rcParams

rcParams in Matplotlib is a powerful configuration system that allows you to control the default appearance of your plots globally. Think of it as a master control panel that lets you set default values for everything from figure sizes and font properties to line styles and color cycles.



Note



What is with rc? What does it mean?

“There was a facility that would execute a bunch of commands stored in a file; it was called runcom for”run commands”, and the file began to be called “a runcom”. rc in Unix is a fossil from that usage.” - Brian Kernighan 7

However, more recently, it has been redefined as “runtime configuration”. Many Unix systems still use the term rc for configuration files.



It is implemented as a subclass of Python’s built-in dictionary, so you can access and modify its settings like any other dictionary. The rcParams is found in both the matplotlib and pyplot modules, and you can access it with matplotlib.rcParams or plt.rcParams. Both of these are references to the same object, so changes made to one will be reflected in the other. I find that I generally use plt.rcParams because I have already imported pyplot as plt. I don’t generally use matplotlib directly.

Let’s inspect the rcParams settings for figure size and line width.

>>> plt.rcParams['figure.figsize']
[6.4, 4.8]

>>> plt.rcParams['lines.linewidth']
1.5

There are over 300 entries in the rcParams dictionary, so it can be overwhelming to navigate. Here is a table of some of the most commonly used parameters:









	Parameter
	Default Value
	Explanation





	axes.autolimit_mode
	'data'
	How to scale axes limits



	axes.edgecolor
	'black'
	Color of axes edges



	axes.facecolor
	'white'
	Axes background color



	axes.formatter.use_mathtext
	False
	Use mathtext for scientific notation



	axes.grid
	False
	Whether to show grid lines by default



	axes.labelsize
	'medium'
	Font size of the x and y labels



	axes.labelweight
	'normal'
	Weight of axis labels



	axes.linewidth
	0.8
	Width of axes lines



	axes.prop_cycle
	cycler('color', ['1f77b4', 'ff7f0e', '2ca02c', 'd62728', '9467bd', '8c564b', 'e377c2', '7f7f7f', 'bcbd22', '17becf'])
	Color cycle for plot elements



	axes.spines.bottom
	True
	Show bottom spine



	axes.spines.left
	True
	Show left spine



	axes.spines.right
	True
	Show right spine



	axes.spines.top
	True
	Show top spine



	axes.titlesize
	'large'
	Font size of the axes title



	axes.titleweight
	'normal'
	Weight of axes title



	axes.xmargin
	0.05
	Padding added to x-axis limits



	axes.ymargin
	0.05
	Padding added to y-axis limits



	boxplot.boxprops.linewidth
	1.0
	Line width of box in box plots



	date.autoformatter.month
	'%Y-%m'
	Default format for months



	date.autoformatter.year
	'%Y'
	Default format for years



	errorbar.capsize
	0.0
	Length of error bar caps



	figure.dpi
	100
	Figure dots per inch



	figure.facecolor
	'white'
	Figure background color



	figure.figsize
	[6.4, 4.8]
	Default figure size in inches (width, height)













	Parameter
	Default Value
	Explanation





	figure.titlesize
	'large'
	Font size of figure title



	figure.titleweight
	'normal'
	Font weight of figure title



	font.family
	['sans-serif']
	Default font family list to use



	font.size
	10.0
	Base font size for all text elements



	font.weight
	'normal'
	Default font weight



	grid.alpha
	1.0
	Transparency of grid lines



	grid.linewidth
	0.8
	Width of grid lines



	hist.bins
	10
	Default number of histogram bins



	image.cmap
	'viridis'
	Default colormap for images



	legend.edgecolor
	'0.8'
	Color of legend edge



	legend.fontsize
	'medium'
	Font size in legend



	legend.framealpha
	0.8
	Transparency of legend frame



	legend.frameon
	True
	Whether to draw a frame around legend



	lines.linewidth
	1.5
	Default line width for plots



	lines.markeredgewidth
	1.0
	Width of marker edges



	lines.markersize
	6.0
	Default marker size



	lines.solid_capstyle
	'projecting'
	Cap style for solid lines



	mathtext.default
	'it'
	Default math font style



	savefig.bbox
	'standard'
	Bounding box ('tight' or 'standard')



	savefig.dpi
	'figure'
	DPI to use when saving figures (defaults to figure.dpi)



	savefig.format
	'png'
	Default file format for saving figures



	savefig.transparent
	False
	Whether to save figures with transparent background



	scatter.marker
	'o'
	Default marker for scatter plots






Table of some of Matplotlib rcParams settings







	Parameter
	Default Value
	Explanation





	xtick.direction
	'out'
	Direction of x-axis ticks ('in', 'out', or 'inout')



	xtick.labelsize
	'medium'
	Font size of x-axis tick labels



	ytick.direction
	'out'
	Direction of y-axis ticks ('in', 'out', or 'inout')



	ytick.labelsize
	'medium'
	Font size of y-axis tick labels





When Matplotlib applies a setting there is a hierarchy of settings that it follows. The order is (lower numbers have higher priority):


	The setting in the plot command or calling the set method on an object

	The setting in the rcParams dictionary

	The style sheet setting

	The default (matplotlibrc) setting

	Internal default setting



This chapter has covered many examples of setting a parameter via a plot or interacting with the Axes or axis object. You can set the key in the rcParams dictionary if you know the key. They tend to be period-separated strings, where the first part indicates the object and the second part indicates the parameter. For example, axes.labelsize is the font size of the x and y labels.

Once you set the value in the rcParams dictionary, it will be used for all subsequent plots. If you want to reset the value, you can use the rcParams dictionary’s update method to reset the value to the default.

Alternatively, to reset all values to the internal default, you can use the plt.rcdefaults() function. This will reset all values to the internal defaults. You can also use matplotlib.style.use('default') to reset the style sheet to the default style sheet.

To restore the values from the default rc file, you can use the plt.rc_file_defaults() function. This will reset all values to the values in the default rc file.

The default settings 8 are stored in a file called matplotlibrc. You can create this file. The library will look for this file in the following locations (the first one found will be used):


	A file named matplotlibrc in the current directory

	If the environment variable MATPLOTLIBRC is set, $MATPLOTLIBRC/matplotlibrc

	In ~/.config/matplotlib/matplotlibrc (or ~/.matplotlib/matplotlibrc)

	In the installation directory INSTALL/matplotlib/mpl-data/matplotlibrc





rcParams Style Sheets

Style sheets in Matplotlib are a powerful way to define and reuse plotting configurations. They allow you to create consistent visual styles across multiple plots, share styling configurations between projects, quickly switch between different visual themes, and maintain organization-specific plotting standards.

To create a style sheet, you need a .mplstyle file that contains a set of rcParams configurations. The file needs to be placed in the stylelib directory in the Matplotlib configuration directory. You can find the location of the configuration directory by running matplotlib.get_configdir().

I will create a stylesheet called matt.mplstyle

I will figure out the location of the configuration directory and place the file in the stylelib directory. I will then use the style sheet to create a plot.

>>> matplotlib.get_configdir()
'/Users/matt/.matplotlib'

%%writefile /Users/matt/.matplotlib/stylelib/matt.mplstyle

# Figure settings
figure.dpi: 300
figure.constrained_layout.use: True

# Font settings
font.family: Roboto
font.size: 7  # Base font size 
font.weight: normal

# Title and label sizes
axes.titlesize: 9.5  # heading_fontsize
axes.titleweight: bold
axes.labelsize: 7  # axis_fontsize
axes.labelweight: normal
axes.prop_cycle: cycler('color', ['099062', '2f9eca', '4970a7', 
                                  '685e96', '732f68', '170c12'])
#axes.prop_cycle: cycler(color='bryk')

# Tick settings
xtick.labelsize: 7  # tick_fontsize
ytick.labelsize: 7
xtick.direction: out
ytick.direction: out
ytick.right: False
ytick.minor.right: False

# Spine visibility
axes.spines.top: False
axes.spines.left: False
axes.spines.right: False

# Grid settings
grid.alpha: 0.7
grid.linewidth: 0.5
grid.linestyle: -

# Line properties
lines.linewidth: 1.5

# Legend settings
legend.fontsize: 8  
legend.frameon: False

# Source text size
figure.labelsize: 6.5  
figure.labelweight: light

# Additional spacing/layout
figure.constrained_layout.h_pad: 0.08  # Converting 6 pts to inches
figure.constrained_layout.w_pad: 0.08

Once I have created a style, I need to tell Matplotlib about it. Matplotlib initializes the style sheets when it is imported. Because I just added a new style sheet, I need to tell Matplotlib to reload the style sheets. I can do this with plt.style.reload_library(). This function will also warn you if there are any errors in the style sheet, for example, if you misspelled a parameter or the value is not valid.

>>> plt.style.reload_library()

I can see the available styles by running plt.style.available.

>>> plt.style.available
['Solarize_Light2',
 '_classic_test_patch',
 '_mpl-gallery',
 '_mpl-gallery-nogrid',
 'big',
 'bmh',
 'classic',
 'dark_background',
 'fast',
 'fivethirtyeight',
 'ggplot',
 'grayscale',
 'matt',
 'pandas1book',
 'petroff10',
 'seaborn-v0_8',
 'seaborn-v0_8-bright',
 'seaborn-v0_8-colorblind',
 'seaborn-v0_8-dark',
 'seaborn-v0_8-dark-palette',
 'seaborn-v0_8-darkgrid',
 'seaborn-v0_8-deep',
 'seaborn-v0_8-muted',
 'seaborn-v0_8-notebook',
 'seaborn-v0_8-paper',
 'seaborn-v0_8-pastel',
 'seaborn-v0_8-poster',
 'seaborn-v0_8-talk',
 'seaborn-v0_8-ticks',
 'seaborn-v0_8-white',
 'seaborn-v0_8-whitegrid',
 'tableau-colorblind10']

Now, I will recreate the first plot from this chapter using the new style sheet. I’m going to use the plt.style.context function to temporarily use the style sheet for the plot. This leverages a context manager to ensure that the style sheet is only used for the plot and not for any other plots. To use it, you pass in the name of the style sheet you want to use. The figure must be created within the indented block of the with statement. Once the block is exited, the style sheet is no longer used.

import matplotlib.pyplot as plt
import pandas as pd

# Load dataset
url = 'https://github.com/mattharrison/datasets/raw/master/data/vehicles.csv.zip'
data = pd.read_csv(url)

with plt.style.context('matt'):
    # Create figure and axes
    fig = plt.figure()
    ax = fig.add_subplot(1, 1, 1)  
    data.plot.scatter(x='displ', y='comb08', ax=ax)

    # Add titles and labels
    ax.set_title("Engine Displacement vs Combined MPG")
    ax.set_xlabel("Engine Displacement (L)")
    ax.set_ylabel("Combined MPG")




[image: The first plot from this chapter using the matt style sheet.]
The first plot from this chapter using the matt style sheet.

You can also set the style sheet globally using plt.style.use('matt'). This will set the style sheet for all subsequent plots. You can pass in a list of style sheets to plt.style.use to use multiple style sheets. The style sheets will be applied in the order they are passed in.



Summary

This chapter explored the advanced capabilities of Matplotlib. It distinguished between the Figure and Axes, introducing techniques like plt.subplots and GridSpec for managing multi-panel layouts. The chapter addressed common challenges such as overlapping labels through tools like constrained_layout and tight_layout.

Furthermore, the chapter covered advanced customization options such as path effects and the highlight_text library to create impactful text and labels. It introduced inset plots for detailed views within larger visualizations and highlighted the importance of customizing ticks, labels, and spines for a cleaner look. The role of gridlines and z-ordering in enhancing readability was examined, along with the significance of typography for aesthetics and clarity.



Exercises


	What is the difference between a Figure and Axes in Matplotlib, and why is it important to distinguish between them?


	Given a dataset of rainfall data for various cities, describe how you would create a Figure with multiple Axes to compare yearly rainfall trends across four cities.


	You are tasked with visualizing sales trends for a multinational company. How could GridSpec help you create a layout that highlights global sales in a large subplot and regional sales in smaller adjacent subplots?


	You are designing a presentation for a community event about fuel economy. Explain how you could use plt.subplots() to compare MPG trends across vehicle types in a clean, multi-panel visualization.


	How could width_ratios and height_ratios in GridSpec be used to emphasize key data in a plot? Provide a hypothetical example.


	A scatter plot you created has overlapping axis labels in a 3x3 grid. Suggest a step-by-step process to fix this issue using Matplotlib’s layout tools.


	What does the plot_children function do, and how is it useful in debugging plot layouts?


	A colleague asks you to visualize the relationship between engine size and MPG for different manufacturers. How would you use subplot_mosaic to achieve this efficiently?


	Compare the use of add_artist versus adding elements directly to an Axes. In what scenarios might add_artist be more appropriate?


	Your subplot layout needs to have more vertical spacing between the first and second rows. How would you achieve this using subplots_adjust?


	A report requires a subplot with two histograms and a scatter plot aligned in a single row, with the scatter plot being larger. Explain how to use GridSpec to design this layout.


	You are visualizing temperature trends across continents. How would you use GridSpec to create a layout where the largest subplot represents global trends, and smaller subplots represent individual continents?


	Explain how to combine suptitle and individual Axes titles effectively in a multi-panel layout. Provide an example scenario.


	You are creating a plot with annotations highlighting specific outliers in a dataset. How would you use ax.text to achieve this while maintaining a professional design?


	Discuss the strengths and limitations of subplot_mosaic compared to plt.subplots() for creating complex layouts.


	You are tasked with visualizing both historical trends and specific events in a dataset. How could you integrate annotations (ax.text) and layout adjustments (GridSpec) to make the visualization informative and appealing?


	What is the primary purpose of gridlines in a visualization, and how can they be customized in Matplotlib?


	You have a dataset with dense overlapping points. How can adjusting the axis limits improve the visualization’s focus and readability?


	Discuss the advantages and potential pitfalls of using inset plots in a data visualization. Provide an example scenario.


	A client requests a plot where axis ticks align with common engine sizes (e.g., 1, 2, 3 liters). How would you customize tick positions and labels in Matplotlib to meet this requirement?


	Compare the use of loc and bbox_to_anchor for placing legends in Matplotlib. When would you prefer one over the other?


	What are the trade-offs of using subticks in a plot aimed at a general audience versus a technical audience?


	A client asks for a publication-quality scatter plot where certain annotations highlight key data points. How would you combine zorder adjustments and ax.text to meet this request?


	You are visualizing a dataset with outliers that distort the axis limits. How would you adjust the limits to focus on the central data trend?










1. https://matplotlib.org/stable/users/explain/artists/artist_intro.html



2. https://fonts.google.com/specimen/Roboto



3. https://github.com/JosephBARBIERDARNAL/drawarrow



4. https://matplotlib.org/stable/api/_as_gen/matplotlib.axes.Axes.grid.html



5. https://www.medicalnewstoday.com/articles/why-is-color-blindness-more-common-in-males



6. https://colorbrewer2.org/



7. https://web.archive.org/web/20100610011504/http://kb.iu.edu/data/abnd.html



8. If you are having trouble creating the stylesheet or rc file check out the default file for an example and documentation https://matplotlib.org/stable/users/explain/customizing.html#the-default-matplotlibrc-file





Line Plots

Line plots are the bread and butter of data visualization. They anchor our understanding of trends and changes over time. Most of the visualizations you encounter—whether in financial reports, scientific papers, or news articles—are likely line plots. This isn’t just because they’re familiar; it’s because line plots offer a natural way for our brains to process data. Unlike spreadsheets or tables, which can overwhelm us with rows and columns of numbers, a line plot draws our attention to the movement, highs, and lows in data. It tells a story in a way our minds are wired to grasp, making complex information not only accessible but compelling.

One reason line plots are so effective is that they reveal trends and patterns over time—a core need in decision-making. Managers, stakeholders, and clients are often less interested in isolated data points and more focused on how a metric is evolving. They want to know not only where things stand but also where they might be headed. Line plots excel here, visually depicting growth, decline, or cyclical trends, which helps audiences quickly understand the trajectory of key metrics. In this way, line plots become indispensable tools for forecasting and strategy, providing insights that would otherwise be difficult to glean from raw data.

Their popularity also stems from their versatility and adaptability. A single line can show the evolution of a metric, but multiple lines can display relationships or comparisons between variables, all within a single, clear visualization. A well-designed line plot can convey multiple dimensions of a story, whether by using color, line style, or annotations to add context.


Line Plots in Python

Pandas is the go-to tool for data manipulation in Python. It’s not perfect and certainly has many warts, but it is a great tool to have in your toolbox. Pandas has a built-in .plot method that can be used to create line plots built on top of Matplotlib. Let’s use this to plot the performance of S&P500 (SPY) vs NVidia (NVDA).

Here’s the code I used to get the data:

import pandas as pd
import matplotlib.pyplot as plt
import yfinance as yf

nvda = yf.Ticker("NVDA")
nvda_hist = nvda.history(period="10y")
spy = yf.Ticker("SPY")
spy_hist = spy.history(period="10y")

(pd.concat([nvda_hist.assign(ticker='NVDA'),
            spy_hist.assign(ticker='SPY')])
            .sort_index()
            .to_csv('nvda_spy.csv')
 )


Let’s look at the data:

>>> import pandas as pd
>>> raw = pd.read_csv('nvda_spy.csv', parse_dates=['Date'])
>>> print(raw[['Date', 'ticker', 'Close']])
                           Date ticker       Close
0     2014-10-27 00:00:00-04:00   NVDA    0.441942
1     2014-10-27 00:00:00-04:00    SPY  164.451706
2     2014-10-28 00:00:00-04:00    SPY  166.338013
3     2014-10-28 00:00:00-04:00   NVDA    0.452459
4     2014-10-29 00:00:00-04:00   NVDA    0.449590
...                         ...    ...         ...
5029  2024-10-23 00:00:00-04:00   NVDA  139.559998
5030  2024-10-24 00:00:00-04:00    SPY  579.239990
5031  2024-10-24 00:00:00-04:00   NVDA  140.410004
5032  2024-10-25 00:00:00-04:00   NVDA  141.539993
5033  2024-10-25 00:00:00-04:00    SPY  579.039978

[5034 rows x 3 columns]




Creating a Line Plot for SPY and NVIDIA

With our data loaded, we’re ready to create the line plot. Line plots are particularly suited for financial time series data, where each point represents a daily closing price. We can quickly assess their performance over time by plotting both SPY and NVIDIA on the same chart.

To create a line plot with Pandas, we need to get the x-axis data into the index and each line for the plot into a column. To do that, I’ll use some Pandas code that might seem confusing, but once you master it, it comes in handy.

I want the date in the index, and I want the ticker name in the column. You can do this with the pivot method. However, I find it easier to stick both the Date and the ticker columns into the index and then use the unstack method. This will put the ticker column into the columns and the Date into the index. If I call .unstack after I pull out just the Close column, I’ll get the data in the format I want.

>>> print(raw
...  .set_index(['Date', 'ticker'])
...  ['Close']
...  .unstack()
... )
ticker                           NVDA         SPY
Date                                             
2014-10-27 00:00:00-04:00    0.441942  164.451706
2014-10-28 00:00:00-04:00    0.452459  166.338013
2014-10-29 00:00:00-04:00    0.449590  166.086472
2014-10-30 00:00:00-04:00    0.446722  167.151169
2014-10-31 00:00:00-04:00    0.467039  169.062576
...                               ...         ...
2024-10-21 00:00:00-04:00  143.710007  583.630005
2024-10-22 00:00:00-04:00  143.589996  583.320007
2024-10-23 00:00:00-04:00  139.559998  577.989990
2024-10-24 00:00:00-04:00  140.410004  579.239990
2024-10-25 00:00:00-04:00  141.539993  579.039978

[2517 rows x 2 columns]


Here’s the .pivot version as well. The index entry tells Pandas what column to put in the index. The column entry specifies what column contains values that we will pivot up into the new column headers. Because we only have values for NVDA and SPY, this will create two new columns with those names. The values parameter indicates which column we will use to populate the values under the new column names.

>>> print(raw
...  .pivot(index='Date', columns='ticker', values='Close')
... )
ticker                           NVDA         SPY
Date                                             
2014-10-27 00:00:00-04:00    0.441942  164.451706
2014-10-28 00:00:00-04:00    0.452459  166.338013
2014-10-29 00:00:00-04:00    0.449590  166.086472
2014-10-30 00:00:00-04:00    0.446722  167.151169
2014-10-31 00:00:00-04:00    0.467039  169.062576
...                               ...         ...
2024-10-21 00:00:00-04:00  143.710007  583.630005
2024-10-22 00:00:00-04:00  143.589996  583.320007
2024-10-23 00:00:00-04:00  139.559998  577.989990
2024-10-24 00:00:00-04:00  140.410004  579.239990
2024-10-25 00:00:00-04:00  141.539993  579.039978

[2517 rows x 2 columns]


With that data, we are ready to plot. We just tack on a .plot method at the end of the DataFrame. Remember that by default, Pandas will plot the index on the x-axis, and each column will be a line in the plot.

(raw
  .set_index(['Date', 'ticker'])
  ['Close']
  .unstack()
  .plot()
)




[image: Basic line plot with Pandas. The index is plotted in the x-axis and the columns are plotted as lines.]
Basic line plot with Pandas. The index is plotted in the x-axis and the columns are plotted as lines.

Let’s add on the title and x and y labels. Note that Pandas will put the name of the index in the x-axis label. If you don’t want that, you can set the name of the index to None.

ax = (raw
 .set_index(['Date', 'ticker'])
 ['Close']
 .unstack()
 .plot()
)
ax.set_ylabel('Price')
ax.set_title('NVDA vs SPY')
ax.legend(title='Ticker')



[image: A line plot with a title, axis labels and a legend.]
A line plot with a title, axis labels and a legend.

This is not the world’s greatest plot. But it is a starting point. It illustrates that plotting is simple in Pandas if you have the data in the right format.

This is a place where (with the right audience) you might want to use a log scale. Financial data often has exponential growth, making it ideal for a log scale where equal distances represent equal percentage changes and equal slopes represent equal percentage changes. Let’s try it here.

ax = (raw
 .set_index(['Date', 'ticker'])
 ['Close']
 .unstack()
 .plot()
)
ax.set_ylabel('Price')
ax.set_title('NVDA vs SPY (log scale)')
ax.legend(title='Ticker')

# log scale
ax.set_yscale('log')


# set y ticks
ticks = [1, 10, 50, 100, 250, 500, 750]
ax.set_yticks(ticks)
ax.set_yticklabels(ticks)




[image: A line plot with a log scale on the y-axis.]
A line plot with a log scale on the y-axis.

For the right audience, this plot is much more informative. You can see that the slope of NVDA is much steeper than SPY. This is a good thing to know if you are investing in these stocks. This was not obvious in the linear scale plot.



Note



You need to be careful with tick labels when using a log scale. I tried to use zero as the starting point for the y-axis, but the plot collapsed. You can’t have zero on a log scale, as the log of zero is undefined. I set the lower tick label to one instead.





Applying the CLEAR Principles

Let’s go back to a non-log scale plot and see if we can still improve it.

Remember the CLEAR principles we discussed earlier? Here they are:


	C - color to spell out the story

	L - limited and simple types of visualizations

	E - explain the story with a title, subtitle, and annotations

	A - audience is targeted

	R - references are listed



I think a line plot is a good choice for this data.

Our color choice is the default right now. We might want to use a vibrant color to draw focus to the line we are emphasizing.

Is this simple? Indeed, many elements could be removed. However, I’m unclear on what story this plot is trying to tell. It just has two lines that appear to grow over time. One typical story is the growth over time compared to each other. To do that, we need to calculate the percent change of each stock and plot it. The percent change is calculated by dividing the current value by the value before it. Another option would be to look at the growth of NVDA as a fraction of SPY. This would show how NVDA is doing compared to the market. Let’s try both to compare.

We can explain the story with a title that directs the viewer.

Let’s assume a general audience that is concerned about the performance of SPY vs NVDA.

Finally, I can list the references to add trust to my visualization.

To enhance our visualization, we can calculate the percent change of each stock and plot that instead. This will allow us to compare the growth of NVDA against SPY, providing a clearer picture of how NVDA is performing relative to the market.

I will use the Pandas .assign method to add new columns to the DataFrame. This is my preferred mechanism for creating or updating columns. The .assign method returns a new DataFrame with the updated values. This allows us to chain operations.



Note



You might not be familiar with chaining Pandas code, and it might look foreign or even cause you to reject such code upon first glance. My advice to you: try it and see how it makes your life easier.

Pandas chaining is the difference between writing a novel and scribbling disconnected notes on a napkin. When you use chaining, your data processing steps flow in a logical, readable sequence. Each operation builds on the last, creating a straightforward narrative or recipe that anyone (including future-you) can follow.

Without chaining, you’re left with a clutter of temporary variables, each one causing the thought: “What does this do again?” This takes a lot of brain power to manage. Instead of documenting your data’s journey, you’re stuck playing tour guide, explaining the scattered stops and detours that got you to your result. I don’t care about the intermediate variables. I care about the end result. Why make it harder for yourself and others?

Using Jupyter allows me to build up the chain link by link. Many folks see a chain and assume that I just whipped it out of nowhere. Nope, I thought about what I wanted, wrote a step, tested it, and then proceeded.

Moreover, chaining keeps your code concise and focused. Each step of the chain is a well-defined transformation, making it easier to debug and maintain. It also avoids bloating memory with unnecessary intermediate DataFrames, which can be a silent performance killer.

Give it a try. My book Effective Pandas has many examples if you need help with Pandas.



def calc_returns(df_, col):
    return (df_[col]
            .pct_change()
            .add(1)
            .cumprod()
     )

(raw
 .set_index(['Date', 'ticker'])
 ['Close']
 .unstack()
 .assign(nvda_return=lambda df_: calc_returns(df_, 'NVDA'),
         spy_return=lambda df_: calc_returns(df_, 'SPY'))
 .plot(y=['nvda_return', 'spy_return'], title='Cumulative Returns')
)




[image: A plot with cumulative returns instead of raw prices.]
A plot with cumulative returns instead of raw prices.

This makes it clear that NVDA’s growth far exceeds SPY’s. In fact, it makes SPY look like there is no growth.

We could try calculating the relative return of NVDA compared to SPY. This approach will provide insight into how NVDA is performing in relation to the broader market. It allows us to simplify the plot and tell the story with a single line. I’m going to use the label parameter to override the text of the legend. The following code snippet illustrates this concept.

# try relative return to see if it improves the comparison
def calc_returns(df_, col):
    return (df_[col]
            .pct_change()
            .add(1)
             .cumprod()
     )

(raw
 .set_index(['Date', 'ticker'])
 ['Close']
 .unstack()
 .assign(nvda_return=lambda df_: calc_returns(df_, 'NVDA'),
        spy_return=lambda df_: calc_returns(df_, 'SPY'),
        relative_return=lambda df_: df_['nvda_return'] / df_['spy_return'])
 .plot(y=['relative_return'], title='Return of NVDA Relative to SPY',
       label=['returns(NVDA) / returns(SPY)'])
)




[image: A line plot with a single line representing the return of NVDA relative to SPY.]
A line plot with a single line representing the return of NVDA relative to SPY.

It is clear that NVDA has outperformed SPY by a large amount. This is a much more interesting story than the previous plot.



Telling a Line Plot Story

Let’s now apply the CLEAR principles.

Our aesthetic choices are crucial; we will define a color palette and font settings similar to “Economist-style” aesthetics. The selection of colors—red for NVIDIA and a muted gray for the S&P 500—creates a stark contrast that draws the viewer’s attention to the key insights. The viewer’s eyes will be drawn to the red immediately.

The function, calc_returns, computes the percentage change of asset prices, allowing us to track performance over time. I put this in a function because I will use it multiple times, and having it named as a function makes it easier to read the code.







Note



Using a lambda function within the .assign method in pandas is essential when creating new columns based on the current state of the DataFrame in a chain or getting access to a recently created column in the same .assign method. The DataFrame that is passed into .assign is the current state of the DataFrame.



With our function in place, we process the data to calculate cumulative returns for both NVIDIA and the S&P 500. By unstacking the data and applying a rolling mean, we smooth out the fluctuations, providing a clearer picture of long-term trends.

The next step is to create the plot itself. We set the figure size and resolution. I’m going to assume this plot is meant to be shared on social media. So, the size will be relatively small and in a square aspect. The cumulative returns for both NVIDIA and the S&P 500 are plotted on a logarithmic scale, which helps visualize percentage changes over time. When you use a logarithmic scale, lines with the same slope are growing at the same rate. The logarithmic scale lets you quickly see which assets are performing better for finance data.

We add titles and labels to help direct our story. The main title, “NVIDIA destroys SP500” conveys our findings. The subtitle provides additional context regarding the cumulative returns since the start date. I’m using subplot_mosiac to create axes for the title and another at the bottom for the references.

By using the ax_text function from the highlight_text library, I can write both the title and subtitle in a single call. This function lets me specify custom formatting for any part of the text, and I can make the title bold and in a larger font.

We customize the x-axis and y-axis ticks, ensuring they are legible and informative. By setting major and minor ticks, we provide a clear timeline for the viewer, while the logarithmic scale on the y-axis allows for a more nuanced understanding of the returns.

I use the YearLocator and DateFormatter to control the labeling on the x-axis.

We also label each line with its respective asset name rather than using a legend. The final touches include hiding chart junk – unnecessary grid lines and borders, which can distract from the data itself.

# Applying the CLEAR principles to the plot
from highlight_text import ax_text
import matplotlib.pyplot as plt
import matplotlib.dates as mdates
import datetime
import pandas as pd
import yfinance as yf


# Define colors and font for "Economist-style" aesthetics
# https://design-system.economist.com/documents/CHARTstyleguide_20170505.pdf
RED = '#e3120b'
GRAY = '#76725e'
colors = [RED, GRAY]
plt.rcParams["font.family"] = "Roboto"
n = 1
figsize = (160*n, 165*n) # pts


def points_to_inches(points):
    return points / 72

figsize_inches = [points_to_inches(dim) for dim in figsize]

padding = 6 # pts
heading_fontsize = 9.5
heading_fontweight = 'bold'
subheading_fontsize = 8
subheading_fontweight = 'normal'
source_fontsize = 6.5
source_fontweight = 'light'

axis_fontsize = 7
axis_fontweight = 'normal'
tick_fontsize = 7
tick_fontweight = 'light'


# Define cumulative return calculation function
def calc_returns(df_, col):
    return (df_[col]
            .pct_change()
            .add(1)
            .cumprod()
           )

# Assuming 'raw' is your DataFrame with Date, ticker, and Close columns
# Process data to calculate cumulative returns and relative return
plot_data = (raw
    .set_index(['Date', 'ticker'])['Close']
    .unstack()
    .assign(nvda_return=lambda df_: calc_returns(df_, 'NVDA'),
            spy_return=lambda df_: calc_returns(df_, 'SPY'))
    .rolling(window=28, center=True)
    .mean()
)

# Create the plot
layout = [['title'], ['plot'], ['notes']]
fig, axs = plt.subplot_mosaic(layout, gridspec_kw={'height_ratios': [2, 12, 1]},
                              figsize=figsize_inches, dpi=300, 
                              constrained_layout=True,
)

# Customize plot titles
ax_title = axs['title']
ax_title.axis('off')
ax_text(s='<NVIDIA destroys SP500>\n<Cumulative returns since 2015>',
    x=0, y=1, fontsize=heading_fontsize,
    ax=ax_title, va='top', ha='left',
    highlight_textprops=[{'fontsize': heading_fontsize, 
                          'fontweight': heading_fontweight},  
                         {'fontsize': subheading_fontsize, 
                          'fontweight': subheading_fontweight}]
)

ax_plot = axs['plot']
# Plot the cumulative returns for NVIDIA and SPY
plot_data.plot(y=['nvda_return', 'spy_return'], color=colors, linewidth=1.5, 
               ax=ax_plot, legend=False, 
               logy=True
)

# Customize x-axis ticks and labels
# Major ticks every 5 years
ax_plot.xaxis.set_major_locator(mdates.YearLocator(5))  
# Minor ticks every year
ax_plot.xaxis.set_minor_locator(mdates.YearLocator(1))  
# Format x-axis labels as years
ax_plot.xaxis.set_major_formatter(mdates.DateFormatter('%Y'))  
ax_plot.set_xticks(minor=True, ticks=[mdates.datestr2num(f'{year}-01-01') 
        for year in range(2015, 2026, 1)])  # Minor ticks every year

# set rotation of x-axis labels to 0
for label in ax_plot.get_xticklabels():
        label.set_rotation(0)
        label.set_ha('center')
        label.set_fontsize(tick_fontsize)
        label.set_fontweight(tick_fontweight)
ax_plot.set_xlabel('')  # Clear x-axis label

# Customize y-axis ticks and labels
# for logy ticks
# move y ticks to right side
ax_plot.yaxis.tick_right()
pos_ticks = [1, 10, 100, 300]
ax_plot.set_yticks(ticks=pos_ticks)
ax_plot.set_yticklabels([f'{label}%' if label == 300 else f'{label}' 
                         for label in pos_ticks])
for label in ax_plot.get_yticklabels():
        label.set_fontsize(tick_fontsize)
        label.set_fontweight(tick_fontweight)

# Hide major y-axis ticks
# Because the ticks are on the right side, we need 
# to specify right=False 
ax_plot.tick_params(right=False)
# Hide minor y-axis ticks
ax_plot.tick_params(axis='y', which='minor', right=False)

# Label each line with its respective asset name
for label, pos, color in zip(['NVIDIA', 'S&P 500'], 
        [(datetime.datetime(2020, 12, 1), 150), 
         (datetime.datetime(2022,12, 1), 4)], colors):
    ax_plot.text(pos[0], pos[1], label, color=color, ha='left', 
            fontsize=subheading_fontsize, fontweight=subheading_fontweight)

# Hide grid on x-axis and y-axis grid lines
ax_plot.grid(axis='y', linestyle='-', alpha=0.7, linewidth=.5)

# Hide top, left, and right borders, and x-axis label
[ax_plot.spines[side].set_visible(False) for side in ['top', 'left', 'right']]

# Add source text at the bottom
ax_notes = axs['notes']
ax_notes.axis('off')
ax_text(s='Source: Yahoo Finance', x=0, y=.5, fontsize=source_fontsize, 
        fontweight=source_fontweight,
        ax=ax_notes, ha='left', va='bottom')




[image: Our enhanced plot after applying the CLEAR principles. A good practice is to close your eyes and then open them. What do you notice about this plot? Where do your eyes focus immediately? Where do they go next?]
Our enhanced plot after applying the CLEAR principles. A good practice is to close your eyes and then open them. What do you notice about this plot? Where do your eyes focus immediately? Where do they go next?

This visualization provides insights into how SPY and NVIDIA have performed relative to each other, highlighting important trends or differences. Because NVIDIA’s line rises more steeply than SPY’s, it indicates more substantial growth during that period.

This overlaid line plot allows us to answer questions such as: Is NVIDIA’s growth outpacing the broader market? Are there periods when SPY outperformed NVIDIA? These insights are valuable for investors, analysts, or anyone interested in comparing individual stocks to overall market indicators. By using a line plot to visualize these trends, we move beyond raw numbers, presenting data in a way that’s accessible, interpretable, and visually compelling.



Sparklines

The ability to convey complex information succinctly is a Jedi power. One of the most effective tools for achieving this is the sparkline, a concept popularized by Edward Tufte. Sparklines are miniature line graphs that encapsulate trends in data without the clutter of axes or labels, allowing viewers to grasp the essence of the information at a glance. Tufte’s philosophy emphasizes the importance of “data texture” over mere data minimization, advocating for a design that enhances understanding rather than obscures it.

To illustrate the power of sparklines, consider the following example sourced from Tufte’s own website. The image depicts a sparkline representing the performance of the Apple Watch, showcasing how a simple line can convey significant insights into trends over time.

Here is the example from his website 1.


[image: A sparkline representing health data from the Apple Watch.]
A sparkline representing health data from the Apple Watch.

Tufte even comments on these watch plots, saying, “good, but should show more detail, more data texture. Should have design minimization, not data minimization.”

In our exploration of sparklines, we will use Pandas and Matplotlib, to create sparklines of financial data.

The first step is to load our dataset. We will retrieve stock ticker data from my GitHub repository for this example.

>>> import pandas as pd
>>> github = 'https://github.com/mattharrison/datasets/'
>>> url = f'{github}raw/refs/heads/master/data/tickers-raw.csv'
>>> tickers_raw = pd.read_csv(url)
>>> print(tickers_raw)
                          Date   BRK-B    DIS      F     IBM     MMM    NFLX  \
0    2022-12-22 00:00:00-05:00  302.69  86.67  10.51  137.30  118.20  297.75   
1    2022-12-23 00:00:00-05:00  306.49  88.01  10.55  138.05  116.79  294.96   
2    2022-12-27 00:00:00-05:00  305.55  86.37  10.41  138.80  116.87  284.17   
3    2022-12-28 00:00:00-05:00  303.43  84.17  10.17  136.46  115.00  276.88   
4    2022-12-29 00:00:00-05:00  309.06  87.18  10.72  137.47  117.21  291.12   
..                         ...     ...    ...    ...     ...     ...     ...   
119  2023-06-15 00:00:00-04:00  339.82  92.94  14.45  138.40  103.81  445.27   
120  2023-06-16 00:00:00-04:00  338.31  91.32  14.42  137.48  104.54  431.96   
121  2023-06-20 00:00:00-04:00  338.67  89.75  14.22  135.96  102.30  434.70   
122  2023-06-21 00:00:00-04:00  338.61  88.64  14.02  133.69  101.47  424.45   
123  2023-06-22 00:00:00-04:00  336.91  88.39  14.28  130.91  100.27  420.61   

         PG    QCOM    TSLA     UPS    ^GSPC  
0    150.30  109.25  125.35  172.42  3822.39  
1    150.72  109.41  123.15  173.79  3844.82  
2    152.04  108.05  109.10  173.72  3829.25  
3    150.07  105.59  112.71  170.46  3783.22  
4    150.69  108.42  121.82  172.56  3849.28  
..      ...     ...     ...     ...      ...  
119  148.45  123.61  255.90  179.00  4425.84  
120  149.54  122.68  260.54  178.58  4409.59  
121  148.16  119.82  274.45  177.27  4388.71  
122  149.44  115.76  259.46  173.63  4365.69  
123  149.79  116.36  261.47  172.37  4368.72  

[124 rows x 12 columns]


Once we have our data, we can transform it to suit our needs. The following code snippet converts the Date column to a datetime type and sets it as the index of this DataFrame. This is a common step in time series analysis in Pandas, allowing us to easily aggregate on time. If the data is in the index, we can create a plot easily.

(tickers_raw
 .assign(Date=lambda df_: pd.to_datetime(df_['Date'], utc=True))
 .set_index('Date')
 ['BRK-B']
 .plot(title='Berkshire Hathaway Stock Price')
)




[image: The start of a sparkline plot.]
The start of a sparkline plot.

A sparkline is more than just a line graph; it should also convey additional information at a glance.

To enhance our sparkline, we can add a colored dot that indicates the stock’s last price relative to its first price. This visual cue provides immediate context about the stock’s performance. If the last price is higher than the first, we use green; if it is lower, use red.

Finally, we can add text to the right of the sparkline, displaying the stock name and its last price.

By following these steps, we create a sparkline that presents the essence of BRK-B’s stock performance. Distilling complex datasets into clear, actionable insights is a skill worth mastering. Sparklines serve as a reminder that sometimes, less truly is more.

# Apply CLEAR to the basic sparkline plot

import matplotlib.pyplot as plt
import pandas as pd

ticker = 'BRK-B'

#fig, ax = plt.subplots(figsize=(2.5, 0.5), dpi=300)
layout = [['plot', 'name']]
fig, axs = plt.subplot_mosaic(layout, gridspec_kw={'width_ratios': [3, 1]},
                              figsize=(2.5, 0.5), dpi=300,
                               constrained_layout=True) 
ax_plot = axs['plot']
data = (tickers_raw
 .assign(Date=lambda df_: pd.to_datetime(df_['Date'], utc=True))
 .set_index('Date')
 [ticker]
)

(data
 .plot(ax=ax_plot, color='black', linewidth=0.5)
) 

# set font to Roboto
plt.rcParams["font.family"] = "Roboto"

# Remove x-axis and y-axis
ax_plot.axis('off')

# Add text to right with name of stock and last price
last_price = data.iloc[-1]

# Add colored dot to the right of the sparkline
# Green if the last price is higher than the first price
# Red if the last price is lower than the first price
first_price = data.iloc[0]
color = 'green' if last_price > first_price else 'red'
(data
 .tail(1)
    .plot(ax=ax_plot, color=color, marker='o', markersize=2)
)

# Add text to the right with the stock name and last price
ax_name = axs['name']
ax_name.axis('off')
ax_name.text(0, .5, f'{ticker} {last_price:.2f}', va='center', ha='left',
        fontsize=10, fontweight='bold',
        transform=ax_name.transAxes,
        color=color)




[image: The final sparkline plot with additional visual cues.]
The final sparkline plot with additional visual cues.



Note



I’m using subplot_mosaic to lay out the plot and text. The text axes do not have any data, so I hid the plot spines with ax_name.axis('off'). Note that the default data spans from 0 to 1, so I can use the ax.transData to place the text relative to those values, but they are the same as the ax.transAxes values in the case where there is no data.





Banking to 45 & Aspect Ratios

One of the key aspects that can alter the viewer’s perception is the aspect ratio of the visual elements. As William Cleveland suggests in his book, Visualizing Data, “judgments of a curve are optimized when the absolute values of the orientations are centered on 45 degrees.” He refers to this as banking to 45. By adhering to this principle, we can create more intuitive visualizations and easier to interpret.

As we experiment with different aspect ratios, we begin to appreciate the subtle yet profound impact that these choices have on our understanding of the data. A wider aspect ratio may emphasize trends over time, while a narrower one could highlight fluctuations within a specific range. This flexibility allows analysts to tailor their visualizations to best convey the story behind the data.

Note that you might need to use your judgment when deciding what to bank. The data below seems to have major trends and minor fluctuations. A ratio that works for the major trends might be too narrow to see the minor fluctuations and vice versa.

The following code snippet demonstrates how to create multiple subplots with varying aspect ratios, allowing us to observe how these changes affect the visual representation of our data.

# try aspect ratios
# William Cleveland recommends "banking slopes to 45 degrees"
# create 4 subplots with aspect ratios of 1, 2, 5, 10
ratios = [2, 5, 10, 100]
fig, axs = plt.subplot_mosaic([[str(r)] for r in ratios],
                               gridspec_kw={'height_ratios': ratios},
    figsize=(6, 6), dpi=300, constrained_layout=True,
    facecolor='lightgray')

for i, rat in enumerate(ratios):
    ax = axs[str(rat)]
    data.plot(ax=ax, color='black', linewidth=0.5, title=f'{rat:.1f}')
    # get rid of x/y ticks and labels
    ax.set_xticks([])
    ax.set_xlabel('')
    ax.set_yticks([])
    
    # set bounding box to red
    for side in ['top', 'bottom', 'left', 'right']:
        ax.spines[side].set_linewidth(0.5)
        ax.spines[side].set_visible(True)

# add title
fig.suptitle('Sparklines with Different Aspect Ratios')



[image: A figure illustrating the impact of aspect ratios on line plots.]
A figure illustrating the impact of aspect ratios on line plots.



Note



You can also use the ax.set_aspect method to set the x/y aspect ratio. Generally, the axes will fill the size of the figure, taking into account the padding.





Temperatures at Alta

Let’s look at another time series data set. This time, we will look at the temperatures in Alta, Utah. Alta is a ski resort in Utah and is known for its snow. The data is from the National Oceanic and Atmospheric Administration (NOAA) and is available on my GitHub repository.

>>> import pandas as pd
>>> import matplotlib.pyplot as plt
>>> github = 'https://github.com/mattharrison/datasets/'
>>> url = f'{github}raw/refs/heads/master/data/alta-noaa-1980-2019.csv'
>>> alta_raw = pd.read_csv(url, dtype_backend='pyarrow')
>>> print(alta_raw.loc[:, ['NAME', 'DATE', 'PRCP', 'SNOW', 'TOBS', 'TMIN']])
              NAME        DATE  PRCP  SNOW  TOBS  TMIN
0      ALTA, UT US  1980-01-01   0.1   2.0    25    25
1      ALTA, UT US  1980-01-02  0.43   3.0    18    18
2      ALTA, UT US  1980-01-03  0.09   1.0    18    12
3      ALTA, UT US  1980-01-04   0.0   0.0    27    18
4      ALTA, UT US  1980-01-05   0.0   0.0    34    26
...            ...         ...   ...   ...   ...   ...
14155  ALTA, UT US  2019-09-03  0.01   0.0    73    57
14156  ALTA, UT US  2019-09-04   0.0   0.0    74    52
14157  ALTA, UT US  2019-09-05   0.0   0.0    65    54
14158  ALTA, UT US  2019-09-06  0.07   0.0    60    52
14159  ALTA, UT US  2019-09-07   0.0   0.0    64    45

[14160 rows x 6 columns]


I want to visualize the temperatures at Alta over the ski season. I can create one line to view all of the data, but as you can see below, the data is too dense to see any trends. The TOBS column holds the temperature observation data. Every day, measurements are taken about the snow depth, how much snow fell, and the temperature. The temperature is reported in degrees Fahrenheit.

(alta_raw
 .assign(DATE=lambda df_: pd.to_datetime(df_['DATE']))
 .set_index('DATE')
 .TOBS
 .plot(title='Alta, UT Temperature')
)




[image: A line plot of the temperatures at Alta.]
A line plot of the temperatures at Alta.

Note that we can quickly see an outlier in the data between 1985 and 1990. I will ignore that for now, but I want to point out that visualizations can help you quickly spot issues in the data. (The chapter on scatter plots will revisit this.)

We can leverage the .loc accessor to filter the data to a specific season. This is useful, but not for making comparisons with other seasons. Also, note that there is seasonal variation in this data, but there is also daily variation. If we are concerned only with the seasonal variation, using the daily data might be too much.

(alta_raw
 .assign(DATE=lambda df_: pd.to_datetime(df_['DATE']))
 .set_index('DATE')
 .TOBS
 .loc['Oct-2010':'Sep-2011']
 .plot(title='Alta, UT Temperature for 2011 Season')
)




[image: A line plot of the temperatures at Alta for the 2011 ski season.]
A line plot of the temperatures at Alta for the 2011 ski season.

A common technique to view the trend is to apply a rolling average. This is a simple technique that averages the data over a window.

A window allows us to apply aggregations to limited portions of the data. Think of sitting on a moving train and looking out the window. You can only see a portion of the landscape at the moment. That portion shifts as new distances come into view and you are past previous portions.

The Pandas .rolling method is like a moving filter that slides along the rows of your data, applying an aggregation operation (like mean, sum, or standard deviation) to a defined window of values at each step. It’s commonly used for smoothing time series data, computing moving averages, or detecting trends. The window size is a hyperparameter that we can tune. A larger window will smooth out the data more but might remove important information. A smaller window will keep more of the data, but it might not show the trend as well.

I’m going to choose a window size of 28 days. This is the length of four weeks (almost a month) and should show the trend of the temperature over the month. Note that I’m also “centering” the data. This means that the average is taken at the center of the window. This is important because we want to see the trend at the center of the window, not at the end of the window. (However, if you are doing machine learning with this data, centering is probably not kosher is it uses future data to calculate the average.)

(alta_raw
 .assign(DATE=lambda df_: pd.to_datetime(df_['DATE']))
 .set_index('DATE')
 .assign(
     TOBS=lambda df_: df_.TOBS.interpolate(),
     TMEAN=lambda df_: df_.TOBS.rolling(28, center=True).mean())
 .loc['Oct-2010':'Sep-2011']
 .plot(y=['TOBS', 'TMEAN'], title='Alta, UT Temperature for 2011 Season')
)



[image: A line plot of the temperatures at Alta for the 2011 ski season with a rolling average.] Up til now, I’ve been filtering based on dates. However, I want to compare ski seasons, which generally run from November to April. To do this, I’m going to use some Pandas logic.

We will introduce a new column, SEASON, which categorizes our data into ‘Ski’ or ‘Summer’ based on the month of the year. This is achieved through a combination of logical conditions and string manipulation. I’ll walk you through the code below.

def get_season(df_):
    return (pd.Series('Summer ', index=df_.index)
            .case_when([((df_.DATE.dt.month <= 4) | 
                    (df_.DATE.dt.month >= 11), 'Ski ')])
            .add(pd.Series(df_.DATE.dt.year.astype(str), index=df_.index)
                .where(df_.DATE.dt.month < 11, 
                 (df_.DATE.dt.year).add(1).astype(str)))
           )


The get_season function allows you to use the .assign method to create a new column with the season. It first creates a column with the value ‘Summer’ for all rows. Then, it uses the case_when method to set the value to ‘Ski’ if the month is less than 4 or greater than 11. Finally, it appends the year to the season. If the month is less than 11, we use the current year, otherwise we use the next year. So, the season Ski 2015 would be from November 2014 to April 2015.

Now, we can filter by the season or group by the season. In this case, we will look at the temperatures and rolling average temperatures for the 2011 ski season.

I’m using the .query method of Pandas to preserve the rows where the SEASON column has the value Ski Mean. The pandas .query method provides a readable way to filter DataFrames using a query expression written as a string. This string-based approach allows you to specify conditions in a format resembling Python expressions but with a focus on simplicity and clarity. Column names can be referenced directly in the string without requiring brackets (if the column has spaces in the name, you can surround it with backticks) or quotes, making the syntax clean, especially for complex filtering logic. For example, instead of writing df[df['column'] > 10], you can use df.query('column > 10'). The method also supports advanced features like accessing variables outside the DataFrame using the @ symbol, enabling dynamic queries. A final reason that I like the .query method is that it excels with chains because it works on the current state of the DataFrame.

def get_season(df_):
    return (pd.Series('Summer ', index=df_.index)
        .case_when([((df_.DATE.dt.month <= 4) | (df_.DATE.dt.month >= 11), 'Ski ')])
        .add(pd.Series(df_.DATE.dt.year.astype(str), index=df_.index)
            .where(df_.DATE.dt.month < 11, (df_.DATE.dt.year).add(1).astype(str)))
           )

(alta_raw
 .assign(DATE=lambda df_: pd.to_datetime(df_['DATE']),
         SEASON=get_season)
 .set_index('DATE')
 .assign(
     TOBS=lambda df_: df_.TOBS.interpolate(),
     TMEAN=lambda df_: df_.TOBS.rolling(28, center=True).mean())
 .query('SEASON=="Ski 2011"')
 .plot(y=['TOBS', 'TMEAN'], title='Alta, UT Temperature for 2011 Ski Season')
)




[image: A line plot of the temperatures at Alta for the 2011 ski season with a rolling average.]
A line plot of the temperatures at Alta for the 2011 ski season with a rolling average.

With this in hand, we now have a clear visualization of the temperature during one season. How could we visualize multiple seasons? The trend du jour is the plot of all of the lines on top of each other. Often, these plots will have a very low alpha so that the lines don’t obscure each other. Then, you can plot the most recent or the average on top of that at full alpha. This is a common technique to show the trend of the data while still showing the individual data points.

# Applying the CLEAR principles to the plot
from highlight_text import ax_text
from matplotlib import colormaps
import matplotlib.pyplot as plt
import matplotlib.dates as mdates
import datetime
import pandas as pd


def plot_temps(df_):
    plt.rcParams["font.family"] = "Roboto"
    figsize = (160, 165) # pts
    def points_to_inches(points):
        return points / 72

    figsize_inches = [points_to_inches(dim) for dim in figsize]

    padding = 6 # pts
    heading_fontsize = 9.5
    heading_fontweight = 'bold'
    subheading_fontsize = 8
    subheading_fontweight = 'normal'
    source_fontsize = 6.5
    source_fontweight = 'light'
    axis_fontsize = 7
    axis_fontweight = 'normal'
    tick_fontsize = 7
    tick_fontweight = 'light'

    gray = '#aaaaaa'
    red = '#e3120b'
    green = '#008000'
    cmap = colormaps.get_cmap('Blues')

    def sort_date(df_):
        idx = df_.index
        idxs = df_.loc['10-':'12-31'].index
        rest_idxs = df_.loc['1-01':'7-31'].index
        print(idx)
        return [*idxs, *rest_idxs]
    
    layout = [['title'], ['plot'], ['notes']]
        
    fig, axs = plt.subplot_mosaic(layout, figsize=figsize_inches, dpi=300, 
          gridspec_kw={'height_ratios': [6, 12, 1]},
          constrained_layout=True)
    
    # ----- Title -----
    ax_title = axs['title']
    ax_title.axis('off')
    sub_props = {'fontsize': subheading_fontsize, 
                 'fontweight': subheading_fontweight}
    ax_text(s='<Alta Ski Resort>\n<Temperature trends by >\n'
              '<decade>< and ><last year>',
            x=0, y=0, fontsize=heading_fontsize,
            ax=ax_title, va='bottom', ha='left', zorder=5,
            highlight_textprops=[{'fontsize': heading_fontsize, 
                                  'fontweight': heading_fontweight},  
                                 sub_props,
                                 {'color': blue, **sub_props},
                                 sub_props,
                                 {'color': red, **sub_props},]
    )

    # ----- Plot -----
    ax = axs['plot']
    season_temps = (df_
     .query('SEASON.str.contains("Ski")')
     .groupby(['DAY_OF_SEASON', 'SEASON'])
     .TMEAN
     .first()
     .unstack()
     #.pipe(debug)
    )
    (season_temps
     # using pipe so I can pass in colors the same shape as the columns
     .pipe(lambda df_: 
           df_.plot(ax=ax, color=[cmap(i/len(df_.columns)) 
                for i in range(len(df_.columns))], 
                legend=False, alpha=.2, linewidth=1, zorder=1)
     )
    )
    
    # ---- Decade Averages ----
    decades = [1980, 1990, 2000, 2010]
    blues = ['#000099', '#0000aa', '#0000cc', '#0000ff']
    matches = ['198', '199', '200', '201']
    for decade, color, match in zip(decades, blues, matches):
        decade_temps = (season_temps
            .loc[:, lambda df_: df_.columns.str.contains(match)]
            .mean(axis='columns')
        )
        decade_temps.plot(ax=ax, color=color, linewidth=1, legend=False)
        # add label to right of line
        ax.text(185, decade_temps.iloc[-1], f'{decade}', va='center', ha='left',
                fontsize=axis_fontsize, fontweight=axis_fontweight, color=color)
        # add dot to start and end of each line
        ax.plot(decade_temps.index[0], decade_temps.iloc[0], 
                marker='o', color=color, markersize=1, zorder=2)
        ax.plot(decade_temps.index[-1], decade_temps.iloc[-1], 
                marker='o', color=color, markersize=1, zorder=2)    
    
    # ------ Last year ------
    # plot last year in red
    last_year = season_temps.iloc[:, -1].dropna()
    (last_year
     .plot(ax=ax, color='red', linewidth=2, legend=False)
    )
    # add label to right of line
    ax.text(185 - 10, last_year.iloc[-1], '2019', va='center', ha='right',
            fontsize=axis_fontsize, fontweight=axis_fontweight, color='red')
    # add dot to start and end of each line
    ax.plot(last_year.index[0], last_year.iloc[0], 
            marker='o', color='red', markersize=2, zorder=2)
    ax.plot(last_year.index[-1], last_year.iloc[-1],
            marker='o', color='red', markersize=2, zorder=2)

    # ------ Ticks & Lines ------
    # remove spines
    for side in ['top', 'left', 'right']:
        ax.spines[side].set_visible(False) 


    # add horizontal line at 32F
    ax.axhline(32, color='black', linestyle='--', linewidth=1, zorder=1)
    
    # set y ticks
    ax.set_yticks(ticks=[10, 32, 40])

    # set x label
    ax.set_xlabel('Day of season', fontsize=axis_fontsize, 
                  fontweight=axis_fontweight)
    
    # ------ Source ------
    ax_notes = axs['notes']
    # add source
    ax_notes.axis('off')
    ax_notes.text(0, 0, 'Source: NOAA', fontsize=source_fontsize, 
                  fontweight=source_fontweight, color=gray)
    return ax
        

black = '#000000'
blue = '#0000ff'
red = '#ff0000'


def get_season(df_):
    return (pd.Series('Summer ', index=df_.index)
        .case_when([((df_.DATE.dt.month <= 4) | (df_.DATE.dt.month >= 11), 'Ski ')])
        .add(pd.Series(df_.DATE.dt.year.astype(str), index=df_.index)
        .where(df_.DATE.dt.month < 11, (df_.DATE.dt.year).add(1).astype(str)))
           )

def add_day_of_season(df_):
    return (df_
     .groupby('SEASON')
     .DATE
     .transform(lambda s: s - s.min())
     .dt.days
    )
    
def debug(df_):
    display(df_)
    return df_

(alta_raw
 .assign(
         DATE=lambda df_: pd.to_datetime(df_['DATE']),
         SEASON=get_season,
        DAY_OF_SEASON=add_day_of_season
 )
 .set_index('DATE')
 .assign(
     TOBS=lambda df_: df_.TOBS.interpolate(),
     TMEAN=lambda df_: df_.TOBS.rolling(28, center=True).mean())
 .pipe(plot_temps)
)






[image: A line plot of the temperatures at Alta with a rolling averages.]
A line plot of the temperatures at Alta with a rolling averages.



Joy Plots of Snowdepth

A joy plot is a stacked, partially overlapping line plot showing a continuous variable’s distribution across different categories. Joy plots are a variation of density plots, with each line representing a different category or group. By layering these lines, we can visualize the distribution of a variable across multiple groups, highlighting patterns, trends, or differences in the data.

To begin, we must prepare our dataset. The code snippet provided demonstrates how to manipulate the raw data effectively. We start by converting the DATE column to a datetime type. Next, we categorize each observation into either the Ski or Summer season based on the month. We walked through this process in the previous example, so I won’t go into detail here.

We proceed to set the DATE column as the index, which is an important step for time series analysis. This allows us to leverage Pandas’ time-based grouping, indexing, and slicing capabilities. Following this, we interpolate the snow depth (SNWD) to fill in any missing values, ensuring that our visualizations are based on complete data.

After preparing the dataset, we filter it to include only the Ski 2011 season, allowing us to focus our analysis on a specific timeframe.

>>> print(alta_raw
...  .assign(DATE=lambda df_: pd.to_datetime(df_['DATE']),
...          SEASON=get_season)
...  .set_index('DATE')
...  .assign(SNWD=lambda df_: df_.SNWD.interpolate())
...  # Note that this includes some 2010 dates
...  .query('SEASON=="Ski 2011"')
...  .loc[:, ['TOBS', 'SNWD']]
... )
            TOBS   SNWD
DATE                   
2010-11-01    34    8.0
2010-11-02    52    8.0
2010-11-03  <NA>    5.0
2010-11-04    41    2.0
2010-11-05    49    0.0
...          ...    ...
2011-04-26    18  159.0
2011-04-27    27  156.0
2011-04-28    43  153.0
2011-04-29    18  164.0
2011-04-30    22  160.0

[177 rows x 2 columns]


The data looks like it is ready to plot. The index contains a date which will go into the x-axis, and we will pull in the snow depth column to plot.

(alta_raw
 .assign(DATE=lambda df_: pd.to_datetime(df_['DATE']),
         SEASON=get_season)
 .set_index('DATE')
 .assign(SNWD=lambda df_: df_.SNWD.interpolate())
 .query('SEASON=="Ski 2011"')
 .loc[:, ['SNWD']]
 .plot(title='Alta, UT Snow Depth for 2011 Ski Season')
)




[image: A joy plot of the snow depth at Alta for the 2011 ski season.]
A joy plot of the snow depth at Alta for the 2011 ski season.

This is an example where visualization quickly reveals insights that might be difficult to discern from inspecting tables of data. The plot reveals that in February, the depth dropped to zero and then increased again. It is almost impossible for this to happen. This is likely a data error.

Let’s zoom into the actual data to see what is going on. We can use the loc accessor to filter the data to a specific date range. This will allow us to investigate the anomaly in more detail.

>>> print(alta_raw
...  .assign(DATE=lambda df_: pd.to_datetime(df_['DATE']),
...          SEASON=get_season)
...  .set_index('DATE')
...  .assign(SNWD=lambda df_: df_.SNWD.interpolate())
...  .query('SEASON=="Ski 2011"')
...  .loc['2011-01-02':'2011-01-06', ['SNWD']]
... )
            SNWD
DATE            
2011-01-02  94.0
2011-01-03  88.0
2011-01-04   0.0
2011-01-05  87.0
2011-01-06  84.0


It looks like January 4th is the date when the snow depth dropped to zero. I’ll inspect the other data around this date to see if there are any other anomalies.

>>> print(alta_raw
... .assign(DATE=lambda df_: pd.to_datetime(df_['DATE']))
... .set_index('DATE')
... .loc['2011-01-02':'2011-01-06', ['PRCP', 'SNWD', 'SNOW', 'TOBS', 'TMAX', 'TMIN']]
... )
            PRCP  SNWD  SNOW  TOBS  TMAX  TMIN
DATE                                          
2011-01-02  0.01  94.0   0.1    17    22    -1
2011-01-03   0.0  88.0   0.0    11    23    11
2011-01-04   0.0   0.0   0.0     9    17     1
2011-01-05   0.0  87.0   0.0    14    26     6
2011-01-06   0.0  84.0   0.0    26    37    12


I’m not sure why the value is 0 instead of missing. Zero is undoubtedly a reasonable value for snow depth during the summer but not during the middle of winter. I’ll use logic to set the value to missing if it drops by more than 10 inches in a day and the value is 0. In that case, I will replace the value with np.nan and then interpolate the missing values. I will use Pandas’ equivalent of an if/then statement, the .case_when method. This will allow me to plot the data without the anomaly.

Let’s first inspect that this logic works.

>>> print(alta_raw
... .assign(DATE=lambda df_: pd.to_datetime(df_['DATE']),
...         # if diff of SNWD is greater than 10 and value ==  0, then interpolate
...         SNWD_DIFF=lambda df_: df_.SNWD.diff().abs(),
...         SNWD=lambda df_: df_.SNWD.case_when([(
...                 (df_.SNWD_DIFF > 10) & (df_.SNWD == 0), 
...                 df_.SNWD.replace(0, np.nan).interpolate())
...             ])
...  )
... .set_index('DATE')
... .loc['2011-01-02':'2011-01-06',
...      ['PRCP', 'SNWD', 'SNOW', 'TOBS', 'TMAX', 'TMIN']] 
... )
            PRCP  SNWD  SNOW  TOBS  TMAX  TMIN
DATE                                          
2011-01-02  0.01  94.0   0.1    17    22    -1
2011-01-03   0.0  88.0   0.0    11    23    11
2011-01-04   0.0  87.5   0.0     9    17     1
2011-01-05   0.0  87.0   0.0    14    26     6
2011-01-06   0.0  84.0   0.0    26    37    12


Let’s plot it and see what it looks like now.

(alta_raw
 .assign(DATE=lambda df_: pd.to_datetime(df_['DATE']),
         SEASON=get_season)
 .set_index('DATE')
 .assign(
        SNWD_DIFF=lambda df_: df_.SNWD.diff().abs(),
        SNWD=lambda df_: df_.SNWD.case_when([(
            (df_.SNWD_DIFF > 10) & (df_.SNWD == 0), 
            df_.SNWD.replace(0, np.nan).interpolate())
            ])
 )
 .query('SEASON=="Ski 2011"')
 .loc[:, [ 'SNWD']]
 .plot(title='Alta, UT Snow Depth for 2011 Ski Season (Interpolated)')
)




[image: An interpolated plot of the snow depth at Alta for the 2011 ski season.]
An interpolated plot of the snow depth at Alta for the 2011 ski season.

That looks better. At this point, I will create a joy plot by stacking these snow depth plots on top of each other. This will allow me to see the distribution of snow depth over the ski season.

Here is a create_joy_plot function, which is designed to generate a joy plot of snow depth across different seasons utilizing the CLEAR methodology. The function sets the stage by configuring the plot’s aesthetics, including font styles and sizes, ensuring that the final output is informative and clear.

Novel code to checkout includes the creation of a colormap with get_cmap. Later, in the for loop, we pull off an individual color by calling the colormap with a number. (When you call an instance by placing parentheses after it, Python internally invokes its .__call__ method. This means you can directly pass a number to the colormap instance as if it were a function.) If the number is a float between 0 and 1, it will return the color found at that range. Alternatively, if the colormap has an index (an .N attribute that specifies the number of colors), you can provide an integer in the range [0, N). I’m using the Blues colormap and the value .5 + (i/20)*.5 for the fraction to get the values at the end of the range (.5, 1). The earlier values are lighter and don’t show up as well.

This is also the first time we have encountered the fill_between method of the Axes in Matplotlib. I’m going to use it to represent the snowpack visually. The fill_between method fills the space between two y values, making it helpful in highlighting areas. It creates a shaded region between two curves defined by points (x, y1) and (x, y2), with y2 defaulting to zero if not specified.

Key parameters include x, which defines the horizontal positions, and y1 and y2, which set the vertical boundaries of the filled area. I generally use the default value of y2, 0. But in this case, we are creating multiple plots and shifting them so that I will specify the shift as the lower fill value.

Finally, I’m labeling the year values on the right side with the text method. I call fig.tight_layout at the end to ensure that the saved plot is not cut off.

import numpy as np
from matplotlib import colormaps

def get_season(df_):
    return (pd.Series('Summer ', index=df_.index)
        .case_when([((df_.DATE.dt.month <= 4) | (df_.DATE.dt.month >= 11), 'Ski ')])
        .add(pd.Series(df_.DATE.dt.year.astype(str), index=df_.index)
            .where(df_.DATE.dt.month < 11, (df_.DATE.dt.year).add(1).astype(str)))
       )

def create_joy_plot(df_):
    plt.rcParams["font.family"] = "Roboto"
    figsize = (160, 165) # pts
    def points_to_inches(points):
        return points / 72

    figsize_inches = [points_to_inches(dim) for dim in figsize]

    padding = 6 # pts
    heading_fontsize = 11
    heading_fontweight = 'bold'
    subheading_fontsize = 9.5
    subheading_fontweight = 'normal'
    source_fontsize = 6.5
    source_fontweight = 'light'

    axis_fontsize = 7.5
    axis_fontweight = 'normal'
    tick_fontsize = 7
    tick_fontweight = 'light'

    gray = '#aaaaaa'
    red = '#e3120b'
    green = '#008000'

    cmap = colormaps.get_cmap('Blues')
    fig, ax = plt.subplots(figsize=figsize_inches, dpi=300)

    y = 0
    i = 0
    groups = df_.groupby('SEASON')
    for name, group in groups:
        if '20' not in name:
            continue
        if 'Ski' not in name:
            continue
        year = name.split(' ')[1]
        color_num = .5 + (i /20)*.5
        color = cmap(color_num)
        # plot snow depth in blue against day of season
        ax.fill_between(group.DAY_OF_SEASON, y, y + group.SNWD, 
                        color=color, alpha=0.8, linewidth=0)
        # plot season name on right
        ax.text(190, y , year, ha='left', va='center', 
                fontsize=5, fontweight=subheading_fontweight,
                color=color)
        y += 100  
        i += 1
    
    # get rid of splines
    [ax.spines[side].set_visible(False) for side in ['top', 'left', 'right']]

    # get rid of left y-axis
    ax.yaxis.set_visible(False)

    # set x label
    ax.set_xlabel('Day of season', fontsize=axis_fontsize, 
                  fontweight=axis_fontweight)
    
    # set xtick font
    for label in ax.get_xticklabels():
        label.set_fontsize(tick_fontsize)
        label.set_fontweight(tick_fontweight)
        
    # set title
    ax.text(0.05, .93, 'Alta Ski Resort',
            transform=fig.transFigure,
            fontsize=heading_fontsize, fontweight=heading_fontweight)
    # subheading
    ax.text(0.05, .86, 'Snow depth by season',
            transform=fig.transFigure, fontsize=subheading_fontsize, 
            fontweight=subheading_fontweight)
    
    # add source
    ax.text(0.05, .030, 'Source: NOAA', transform=fig.transFigure, color=gray,
            fontsize=source_fontsize, fontweight=source_fontweight)

    # add padding
    fig.subplots_adjust(left=0.05, right=0.85, top=0.85, bottom=0.25)
       
def add_day_of_season(df_):
    return (df_
     .groupby('SEASON')
     .DATE
     .transform(lambda s: s - s.min())
     .dt.days
    )

(alta_raw
 .assign(DATE=lambda df_: pd.to_datetime(df_['DATE']),
         SEASON=get_season,
         DAY_OF_SEASON=add_day_of_season,
 )
 .set_index('DATE')
 .assign(
     TOBS=lambda df_: df_.TOBS.interpolate(),
     TMEAN=lambda df_: df_.TOBS.rolling(28, center=True).mean(),
             SNWD_DIFF=lambda df_: df_.SNWD.diff().abs(),
     SNWD=lambda df_: df_.SNWD.case_when([(
                (df_.SNWD_DIFF > 10) & (df_.SNWD == 0), 
         df_.SNWD.replace(0, np.nan).interpolate())
            ])
 )
 .loc[:, ['TOBS', 'TMEAN', 'SNWD', 'SEASON', 'DAY_OF_SEASON']]
 .pipe(create_joy_plot)
)




[image: A joy plot of the snow depth at Alta for multiple ski seasons.]
A joy plot of the snow depth at Alta for multiple ski seasons.

The term “joy plot” was derived from an album cover by Joy Division called “Unknown Pleasures.” The cover art features a series of stacked, wavy lines that resemble the output from the previous example. Here is the album cover:


[image: The album cover for Joy Division’s “Unknown Pleasures.”]
The album cover for Joy Division’s “Unknown Pleasures.”

Let’s create one more visualization of our snow depth data that tries to mimic this style. I’m not going to show my experimenting. I updated the get_season plot to parameterize when the season starts because I wanted to have the depths surrounded by summer months when it goes to 0.

I’ll use .set_facecolor on fig.patch to set the figure to black. I will call the same method on the axes to set the background color for the axes.

I’m still using the .fill_between method, but setting it to black to match the background with an alpha so you can see the plots that it covers.

I start plotting at the top. Then I advance down the y axis by shifting the y value. To create the stacking effect, I use the zorder attribute on both the plot and fill_between calls.

# create plot in style of joy division "Unknown Pleasures" album cover
# black background with white lines filled with black
# zorder is important to make sure lines are on top of fill

def create_joy_division_plot(df_):
    plt.rcParams["font.family"] = "Roboto"
    figsize = (160, 165) # pts
    def points_to_inches(points):
        return points / 72

    figsize_inches = [points_to_inches(dim) for dim in figsize]

    padding = 6 # pts
    heading_fontsize = 11
    heading_fontweight = 'bold'
    subheading_fontsize = 9.5
    subheading_fontweight = 'normal'
    source_fontsize = 6.5
    source_fontweight = 'light'

    axis_fontsize = 7.5
    axis_fontweight = 'normal'
    tick_fontsize = 7
    tick_fontweight = 'light'

    gray = '#aaaaaa'
    red = '#e3120b'
    green = '#008000'
    white = '#ffffff'
    black = '#000000'

    fig, ax = plt.subplots(figsize=figsize_inches, dpi=300, 
                           constrained_layout=True)

    # set background to black
    fig.patch.set_facecolor(black)
    ax.set_facecolor(black)

    y = 0
    i = 0
    for name, group in df_.groupby('SEASON'):
        if '20' not in name:
            continue
        if 'Ski' not in name:
            continue
        if '2019' in name:
            break
        year = name.split(' ')[1]
        color = black
        # plot black fill
        ax.fill_between(group.DAY_OF_SEASON, y, y + group.SNWD, 
                        color=black, alpha=.7, zorder=i, linewidth=0)
        # plot white line only
        ax.plot(group.DAY_OF_SEASON, y + group.SNWD, color=white, 
                linewidth=.5, zorder=i)

        # plot season name on right
        ax.text(390, y , year, ha='left', va='center', 
                  fontsize=tick_fontsize, fontweight=subheading_fontweight,
                color=white)
        y -= 50 
        i += 1


    # get rid of splines
    [ax.spines[side].set_visible(False) for side in 
     ['top', 'left', 'right', 'bottom']]
    ax.spines['bottom'].set_color(white)

    # title
    ax.text(.5, 1.02, 'ALTA SKI RESORT', color=white, ha='center',
            transform=ax.transAxes,
              fontsize=heading_fontsize, fontweight=heading_fontweight)
    
    # add "unknown pleasures" style text below
    ax.text(.5, -.101, 'SNOW DEPTH', color=white, ha='center',
            transform=ax.transAxes,
              fontsize=subheading_fontsize, fontweight=subheading_fontweight)
    
def get_season(df_, start_month=11, end_month=4):
    return (pd.Series('Summer ', index=df_.index)
            .case_when([((df_.DATE.dt.month <= end_month) |
                          (df_.DATE.dt.month >= start_month), 'Ski ')])
            .add(pd.Series(df_.DATE.dt.year.astype(str), index=df_.index)
                .where(df_.DATE.dt.month < start_month, 
                       (df_.DATE.dt.year).add(1).astype(str)))
           )
      
def add_day_of_season(df_):
    return (df_
     .groupby('SEASON')
     .DATE
     .transform(lambda s: s - s.min())
     .dt.days
    )

(alta_raw
 .assign(DATE=lambda df_: pd.to_datetime(df_['DATE']),
         SEASON=lambda df_: get_season(df_, end_month=8, start_month=9),
         DAY_OF_SEASON=add_day_of_season,
 )
 .set_index('DATE')
 .assign(
     SNWD_DIFF=lambda df_: df_.SNWD.diff().abs(),
     SNWD=lambda df_: df_.SNWD.case_when([(
                (df_.SNWD_DIFF > 10) & (df_.SNWD == 0), 
            df_.SNWD.replace(0, np.nan).interpolate())
            ]))
 .loc[:, ['SNWD', 'SEASON', 'DAY_OF_SEASON']]
 .pipe(create_joy_division_plot)
)




[image: A joy plot of the snow depth at Alta for multiple ski seasons.]
A joy plot of the snow depth at Alta for multiple ski seasons.

I think this plot might actually be better than the joy plot we created before. This plot also reveals a few more issues with our data. The up and down ramps are likely due to missing data. A fun project for the reader would be to create a machine-learning model to predict the snow depth when it is missing. Other resorts in Utah probably have snow depth data for those days. We could use those to better handle bad data.



Sales Reporting

This section explores a practical example of how to prepare sales data for analysis using Python. We will walk through the process of loading, cleaning, and visualizing sales data to derive actionable insights. By following the CLEAR principles, we can transform raw data into compelling visualizations that tell a clear and engaging story.

I’m going to use my own sales data for this example. I will show how I process my own data (but leave out actual $ amounts and anonymize the data).

from anonymizedf import anonymizedf 
import faker
import matplotlib.pyplot as plt
import numpy as np
import pandas as pd
raw_sales = pd.read_csv('~/Downloads/podia-sales-2024-11-07.csv')


I generally create a tweak function to clean up my data. I’m going to use the faker and anonymizedf libraries to remove any identifying information from the data. Read the code starting with the chain in the tweak function. It will call the other functions that I created.

The generalize_col function takes a DataFrame, a column name, and an optional parameter n that defaults to 5. This function is designed to generalize the values in a specified column by retaining only the top n most frequent values and replacing all others with a default label, ‘Other’. I use this function all over the place to limit the amounts in a column. This is useful for categorical data that has many levels. In this case, I’m using it to limit the distinct email domains.

Next, we encounter the get_category function, which categorizes product descriptions (called Summary in the data) into predefined categories such as ‘Workshop’, ‘Course’, ‘Book’, and ‘Bundle’. I sell different types of products, and grouping them into categories allows me to analyze sales performance more effectively. This function utilizes the np.select method to evaluate multiple conditions based on the content of the Summary column. (It could also use the .case_when method from pandas).

The NumPy np.select function allows you to efficiently choose elements from a list of arrays (choicelist) based on a corresponding list of boolean conditions (condlist). When a condition in condlist evaluates to True, the corresponding value from the same position in choicelist is placed in the output array. If multiple conditions are satisfied for a particular position, the function prioritizes the first condition that evaluates to True. The default parameter specifies the value to be used in the output array for positions where none of the conditions are satisfied.

Prior to Pandas introducing the .case_when method, I would use np.select a lot because it filled a gap in Pandas functionality.

The tweak_sales function is where the magic happens. This function not only anonymizes the sales data but also enriches it with new, derived columns. By using the Faker library, we can generate fake names, emails, and coupon codes, ensuring that sensitive information is not exposed during analysis. The use of Faker.seed(42) ensures that the generated data is reproducible, which is crucial for testing and validation. (Many hacker types tend to use the value 42 as a seed because the book The Hitchhiker’s Guide to the Galaxy says that 42 is the answer to the ultimate question of life, the universe, and everything. However, you can use any number you want.)

The function then proceeds to create new (or update) columns such as Domain, Email, Date, and Category. The Email column is generated by combining a portion of the fake email with a generalized domain, while the Date column is converted to a timezone-aware datetime format.

Finally, the function cleans up the DataFrame by selecting only the relevant columns and dropping any unnecessary data. I like to do this as a last step to quickly indicate to readers of the code what columns are important.

# prepare sales data

def generalize_col(df, col, n=5, default='Other'):
    counts = df[col].value_counts()
    top_index = counts.index[:n]
    return df[col].where(df[col].isin(top_index), default)
               
    
def get_category(df):
    courses = r'Basic|Professional|Standard|Applied|Walkthrough|Testing'
    cat = np.select([df.Summary.str.contains('Workshop'), 
        df.Summary.str.contains(courses),
        df.Summary.str.contains(r'Book|Python'), 
        df.Summary.str.contains(r'Bundle')],
        ['Workshop', 'Course', 'Book', 'Bundle'], default=df.Summary)
    return pd.Series(cat, dtype='category')

def tweak_sales(df):
    faker.Faker.seed(42)
    anonymizedf.fake = faker.Faker('en_US')
    # Note: Everytime you run this is will give different values (w/o 2 lines above)
    an = anonymizedf.anonymize(df)  
    return (an
     .fake_names('Name', chaining=True)
     .fake_ids('Email', chaining=True)
     # chaining=False gives us back a dataframe (not the wrapped anonymize)
     .fake_ids('Coupon', chaining=False)  
     .assign(Domain=lambda df_:df_.Email.apply(lambda val: val.split('@')[-1]),
             Email=lambda df_: df_['Fake_Email'].str[:5] + '@' + \
                     generalize_col(df_, 'Domain', default='other.com'),
             Date=lambda df_:pd.to_datetime(df_.Date, utc=True)
                 .dt.tz_convert('America/Denver'),
             Category=get_category,
             Coupon=lambda df_: df_['Fake_Coupon'].str[:5]
            )
     .astype({'Country':'category', 'Region': 'category', 'City': 'category', 
              'Status': 'category', 'Summary': 'category', 'Coupon': 'category'})
     .rename(columns={'Summary': 'Product'})
     .assign(Name=lambda df_: df_.Fake_Name)
     .loc[:, ['Invoice #', 'Date', 'Name', 'Email', 'Country', 'Region', 'City',
       'Status', 'Product', 'Sale Total', 'Revenue', 'Coupon', 'Podia Fee',
       'Total Collected', 'Category']]
    )


Let’s look at the output of the function.

>>> print(tweak_sales(raw_sales))
      Invoice #         Date         Name  ... Podia Fee Total Collected  \
0       6937678 2024-11-0...  Allison ...  ...       0.0        499.0      
1       6936558 2024-11-0...  Noah Rhodes  ...       0.0         49.0      
2       6935316 2024-11-0...  Angie He...  ...       0.0         39.0      
3       6932297 2024-11-0...  Daniel W...  ...       0.0         99.0      
4       6930238 2024-11-0...  Cristian...  ...       0.0         49.0      
...         ...          ...          ...  ...       ...          ...      
7901     661261 2020-07-0...  Mrs. Jac...  ...       NaN          NaN      
7902     646723 2020-07-0...  Brenda H...  ...       0.0         34.0      
7903     645665 2020-07-0...  Kendra S...  ...       0.0         34.0      
7904     645656 2020-07-0...  Kendra S...  ...       0.0         34.0      
7905     645368 2020-07-0...  Raymond ...  ...       0.0         34.0      

     Category  
0      Course  
1        Book  
2        Book  
3      Bundle  
4        Book  
...       ...  
7901   Course  
7902   Course  
7903   Course  
7904   Course  
7905   Course  

[7906 rows x 15 columns]


With the data prepped and cleaned, we can summarize the results. Pandas makes it really easy to get a day by day running total of sales. I’ll use the .resample method to group the data by day ('1D'), then get the sum for each day. Finally, I’ll use the .cumsum method to get the running total. This will allow me to see how sales are going over time.

(tweak_sales(raw_sales)
  .set_index('Date')
  .resample('1D')
  ['Sale Total']
  .sum()
  .cumsum()
 )


Once I have the data I want in the index, I can create a basic line plot by tacking on a .plot method at the end of the chain. I’ll first just visualize the daily sales data. I’ll also add a title (and remove labels for sales amounts).

ax = (tweak_sales(raw_sales)
 .set_index('Date')
 .resample('1D')
 ['Sale Total']
 .sum()
 .plot(title='Matt\'s Sales')
)

# remove y tick labels
_ = ax.set_yticklabels([])



[image: A line plot of daily sales data.]
A line plot of daily sales data.

That plot is challenging to read. It violates William Cleveland’s 45 banking rule. To get around this, I could limit the length of time in the plot. Alternatively, I could use a rolling average to smooth out the data. However, I must consider the A from the CLEAR principles. Who is my audience? In this case, I’m the audience. What do I want to see? I want to see the trend of the data. I also want to see if my sales are increasing or decreasing. A rolling average is one way to see the trend, but another way is to look at the cumulative sum of the data. This will show me if my sales are increasing or decreasing. I can see if the slope is increasing over time.

All I need to do is add .cumsum to the end of the DataFrame. This will give me the cumulative sum of the data. I can then plot this data to see if my sales are increasing or decreasing over time.

ax = (tweak_sales(raw_sales)
 .set_index('Date')
 .resample('1D')
 ['Sale Total']
 .sum()
 .cumsum()
 .plot(title='Cumulative Sales')
)

# remove y tick labels
_ = ax.set_yticklabels([])


[image: A line plot of the cumulative sales data.] That looks like a pretty good plot. My sales trend appears to be improving over time.

Now, if I want the audience to be folks sitting in a conference room where I’m talking about the importance of being consistent, I might apply the CLEAR principles a little differently. For C, I might use a darker saturation of blue to show recent sales. For L, I will limit my plot to a line for cumulative yearly sales. This will allow me to compare the sales from year to year. For E, explain, I might add a title that says “Sales are increasing over time.” My audience, A, is a general audience. My references, R, are listed at the bottom for clarity.

I’m using the Blues colormap. I want to emphasize more recent years. Because the colormap has an N value of 256, and I have 5 years of data, I’ll use the following formula to generate values through the colormap, ignoring zero because it will be too light.

color = cmap(int(cmap.N * (i+1)/6))

from matplotlib import colormaps

def plot_yearly_sales(df_):
    plt.rcParams["font.family"] = "Roboto"
    figsize = (160, 165) # pts
    def points_to_inches(points):
        return points / 72

    figsize_inches = [points_to_inches(dim) for dim in figsize]

    padding = 6 # pts
    heading_fontsize = 11
    heading_fontweight = 'bold'
    subheading_fontsize = 9.5
    subheading_fontweight = 'normal'
    source_fontsize = 6.5
    source_fontweight = 'light'

    axis_fontsize = 7.5
    axis_fontweight = 'normal'
    tick_fontsize = 7
    tick_fontweight = 'light'

    gray = '#aaaaaa'
    red = '#e3120b'
    green = '#008000'

    cmap = colormaps.get_cmap('Blues')  
    
    fig, ax = plt.subplots(figsize=figsize_inches, dpi=300)
    year_sales = (df_
     .groupby(df_.Date.dt.year)
    )
    for i, (year, group) in enumerate(year_sales):
        # The .N value of Blues is 256
        color = cmap(int(256* (i+1)/6))
        color = cmap(int(cmap.N * (i+1)/6))
        (group
         .assign(sales = lambda df_: df_['Sale Total'].cumsum(),
                 DayOfYear=lambda df_: df_.Date.dt.dayofyear)
         .set_index('DayOfYear')
         .plot(y='sales', ax=ax, label=year, color=color, legend=False)
        )
        # add label to right of line in color
        last_sale = group['Sale Total'].cumsum().iloc[-1]
        last_day = group.Date.dt.dayofyear.iloc[-1]
        ax.text(last_day+5, last_sale, f'{year}', va='center', ha='left',
                fontsize=subheading_fontsize, fontweight=subheading_fontweight,
                color=color)

    # remove spines
    [ax.spines[side].set_visible(False) for side in ['top', 'left', 'right']]
    # get rid of x/y ticks and labels
    ax.set_xticks([])
    ax.set_xlabel('Day of year', fontsize=axis_fontsize, fontweight=axis_fontweight)
    ax.set_yticks([])

    # set title
    ax.text(0, 1.02, 'Yearly Sales',
            transform=ax.transAxes,
              fontsize=heading_fontsize, fontweight=heading_fontweight)
    # subheading
    ax.text(0, .89, 'Consistent growth',
            transform=ax.transAxes, fontsize=subheading_fontsize, 
            fontweight=subheading_fontweight)
    
    # add source
    ax.text(0, -.20, 'Source: Podia',
            transform=ax.transAxes, fontsize=source_fontsize, 
            fontweight=source_fontweight, color=gray)


def debug(df_):
    display(df_)
    return df_
     
(tweak_sales(raw_sales)
 .groupby(pd.Grouper(key='Date', freq='1D'))
 ['Sale Total']
 .sum()
 .reset_index()
 .pipe(plot_yearly_sales)
)

fig.tight_layout()



[image: A line plot of the cumulative sales data.]
A line plot of the cumulative sales data.



Comparing Trends & Growth

Let’s compare the mileage of BMW, Ford, and Toyota cars over time. Which car brands get better mileage, and what are the trends?

I’ll load our trusty fuel economy data.

>>> import pandas as pd
>>> url = 'https://github.com/mattharrison/datasets/raw/refs'\
...       '/heads/master/data/vehicles.csv.zip'
>>> raw_mpg = pd.read_csv(url)
>>> print(raw_mpg)
       barrels08  barrelsA08  charge120  ...  phevCity  phevHwy  phevComb
0      15.695714         0.0        0.0  ...         0        0         0
1      29.964545         0.0        0.0  ...         0        0         0
2      12.207778         0.0        0.0  ...         0        0         0
3      29.964545         0.0        0.0  ...         0        0         0
4      17.347895         0.0        0.0  ...         0        0         0
...          ...         ...        ...  ...       ...      ...       ...
41139  14.982273         0.0        0.0  ...         0        0         0
41140  14.330870         0.0        0.0  ...         0        0         0
41141  15.695714         0.0        0.0  ...         0        0         0
41142  15.695714         0.0        0.0  ...         0        0         0
41143  18.311667         0.0        0.0  ...         0        0         0

[41144 rows x 83 columns]


Let’s use a cross tabulation to compare the counts of BMW, Ford, and Toyota cars with vehicle class. A cross tabulation is a table that displays the frequency distribution of two variables. When we use the pd.crosstab function in Pandas, one variable is placed in the index, and the other is placed in the columns. The values in the table represent the frequency or count of each combination of variables. This allows us to compare the distribution of vehicle classes for each make. I’m doing this to see if a particular class of vehicle has a large number of cars for each make.

It looks like Subcompact Cars has multiple cars for each make. Let’s use that.

>>> makes = ['BMW', 'Toyota', 'Ford']
>>> print(raw_mpg
...  .query('make.isin(@makes)')
...  .pipe(lambda df_:pd.crosstab(df_.VClass, df_.make))
... )
make          BMW  Ford  Toyota
VClass                         
Compact Cars  488   337     225
Large Cars    196   154      18
Midsize Cars  206   207     199
Midsize S...   10    54       6
Midsize-L...    0    44      13
...           ...   ...     ...
Subcompac...  610   307     255
Two Seaters   128    32      38
Vans            0   241      54
Vans, Car...    0    94       4
Vans, Pas...    0    64       4

[29 rows x 3 columns]


Let’s quantify the average city mileage for each make for the subcompact cars. We’ll use the .query method to filter the data only to include subcompact cars and makes. You can refer to existing Python variables inside of the query string if you preface them with @. In addition, you can call column methods inside of the query string.

Then, we’ll calculate the average city mileage for each make using the .groupby method. This will allow us to compare the average mileage of BMW, Ford, and Toyota subcompact cars.

>>> makes = ['BMW', 'Toyota', 'Ford', ]
>>> print(raw_mpg
...  .query('make.isin(@makes) and VClass == "Subcompact Cars"')
...  .groupby(['year', 'make'])
...  .city08
...  .mean()
...  )
year  make  
1984  BMW       18.600000
      Ford      17.500000
      Toyota    21.909091
1985  BMW       17.666667
      Ford      19.538462
                  ...    
2018  Ford      19.666667
      Toyota    31.000000
2019  BMW       27.483871
      Ford      19.307692
2020  BMW       20.291667
Name: city08, Length: 102, dtype: float64


The result of this grouping is a Pandas Series. Because we grouped by both year and make, we have a multi-index. We can use the .unstack method to move the inner make index up to the columns. This will give us a DataFrame with the year as the index and the make as the columns. This will make it easy to create a line plot as each column will be a line for that make.

>>> makes = ['BMW', 'Toyota', 'Ford', ]
>>> print(raw_mpg
... .query('make.isin(@makes) and VClass =="Subcompact Cars"')
... .groupby(['year', 'make'])
... .city08
... .mean()
... .unstack()
... )
make        BMW       Ford     Toyota
year                                 
1984  18.600000  17.500000  21.909091
1985  17.666667  19.538462  23.769231
1986  16.500000  18.625000  21.428571
1987  15.285714  18.200000  21.625000
1988  15.090909  22.666667  21.714286
...         ...        ...        ...
2016  23.411765  20.333333        NaN
2017  26.485714  19.529412  31.000000
2018  28.379310  19.666667  31.000000
2019  27.483871  19.307692        NaN
2020  20.291667        NaN        NaN

[37 rows x 3 columns]


I use the previous pattern all the time. It makes it really easy to create a line plot comparing different groups over time. To turn the data into a line plot, I just need to add a .plot method to the end of the data frame.

def plot_fuel_efficiency(df, ax=None, 
                         title='Subcompact Car Fuel Efficiency'):
    makes = ['BMW', 'Toyota', 'Ford', ]
    return (df
        .query('make.isin(@makes) and VClass =="Subcompact Cars"')
        .groupby(['year', 'make'])
        .city08
        .mean()
        .unstack()
        .plot(title=title, ax=ax)
    )

plot_fuel_efficiency(raw_mpg)



[image: A line plot of the average city mileage for BMW, Ford, and Toyota subcompact cars.]
A line plot of the average city mileage for BMW, Ford, and Toyota subcompact cars.

One of the reasons I love visualizations is that they tell me stories that I might not have seen in a table of data. The current audience for this plot is myself, who is acting in the role of exploring the data. I can clearly see that Toyota has the best mileage, but Toyota also has missing values.

Let’s find out where the missing values are. I’ll use Pandas to filter out the subcompact cars for Toyota and get the counts (using the .size method) for each year and model. Then, I will unstack the model up to the columns and filter for years past 2004. Because some models cease production, I will use .dropna to remove the remaining columns that are only NaN. This will allow me to see which models have cars for those years.

>>> # Find missing toyota data
>>> makes = ['BMW', 'Toyota', 'Ford', ]
>>> print(raw_mpg
...  .query('make.isin(@makes) and VClass =="Subcompact Cars"')
...  .query('make=="Toyota"')
...  .groupby(['year', 'model'])
...  .size()
...  .unstack()
...  .loc[2004:]
...  .dropna(axis='columns', how='all')
...  )
model  Celica  Yaris  Yaris iA
year                          
2004      4.0    NaN       NaN
2005      4.0    NaN       NaN
2007      NaN    2.0       NaN
2008      NaN    2.0       NaN
2009      NaN    2.0       NaN
2010      NaN    2.0       NaN
2011      NaN    2.0       NaN
2017      NaN    NaN       2.0
2018      NaN    NaN       2.0


In 2006, Toyota had no subcompact cars. In 2005, the Celica was the only subcompact car. The Yaris was introduced in 2007. The year 2006 appears to have a gap. This is a good example of how visualizations can kick-start you to help find issues in your data.

I want to validate that Celica did indeed cease production in 2006. I’ll use the query method to filter the data to only include the Celica and then use the size method to get the number of cars for each year. This shows that Celicas ran until 2005.

>>> # Did Celica go away in 2006?
>>> print(raw_mpg
...  .query('make=="Toyota"')
...  .query('model=="Celica"')
...  .groupby(['year', 'model'])
...  .size()
...  .unstack()
... )
model  Celica
year         
1984        4
1985        2
1986        4
1987        4
1988        5
...       ...
2001        4
2002        4
2003        4
2004        4
2005        4

[22 rows x 1 columns]


Using the plot we created above, it can be hard to determine which trends are increasing or decreasing more. One way you can aid the visual process is to plot the log of the data. This will make it easier to see the relative changes in the data.

When you plot data on a logarithmic scale, equal vertical distances on the plot correspond to equal percentage changes in the data. This makes comparing growth rates between groups easy, even if their absolute values differ significantly. For example, plotting the average city MPG for subcompact cars from BMW, Toyota, and Ford overtime on a logarithmic scale highlights whether their fuel efficiency has improved at similar rates. On a standard linear scale, the differences between higher and lower values can overshadow trends, but a log scale normalizes these discrepancies, allowing for a clearer comparison of percentage-based changes.

Below, the fuel economy data is grouped by year and car make, and the mean city MPG is plotted with a logarithmic y-axis. This transformation reveals whether the growth rates in fuel efficiency are consistent across manufacturers. If the lines on the plot are parallel, it suggests that the manufacturers improved their vehicles’ fuel economy at similar rates over time. Diverging lines indicate differences in growth trends, providing valuable insights into how each company approached fuel efficiency improvements.

# take log to see if growth rates are similar
def plot_log_growth(df, ax=None, 
                         title='Subcompact Car Fuel Efficiency'):
    makes = ['BMW', 'Toyota', 'Ford', ]
    return (df
    .query('make.isin(@makes) and VClass =="Subcompact Cars"')
    .groupby(['year', 'make'])
    .city08
    .mean()
    .unstack()
    .plot(logy=True, title=title, ax=ax)
    )

plot_log_growth(raw_mpg)



[image: A line plot of the average city mileage for BMW, Ford, and Toyota subcompact cars on a logarithmic scale. Parallel lines indicate similar growth rates in fuel efficiency.]
A line plot of the average city mileage for BMW, Ford, and Toyota subcompact cars on a logarithmic scale. Parallel lines indicate similar growth rates in fuel efficiency.

We will continue down this exploration by plotting the percentage change in fuel efficiency for each make. Percent change normalizes the data, focusing on the rate of change rather than the absolute values. This approach is handy for identifying patterns, trends, and outliers in how groups evolve over time.

Using .pct_change, we shift the focus from raw values to their relative movement, enabling comparisons across manufacturers even if their MPG values differ significantly. For instance, a 10% improvement in fuel efficiency has a similar significance regardless of whether the baseline was 20 MPG or 40 MPG. The resulting plot highlights periods of rapid improvement, stagnation, or regression, providing insights into how external factors (like regulations or technological advancements) might have influenced each manufacturer.

# yearly percent change
def plot_pct_change(df, ax=None, 
                         title='Subcompact Car Fuel Efficiency Yearly Percent Change'):
    makes = ['BMW', 'Toyota', 'Ford', ]
    return (df
    .query('make.isin(@makes) and VClass =="Subcompact Cars"')
    .groupby(['year', 'make'])
    .city08
    .mean()
    .unstack()
    .pct_change(axis='index')
    .mul(100)
    .plot(title=title, ax=ax)
    )

plot_pct_change(raw_mpg)



[image: A line plot of the percentage change in average city mileage for BMW, Ford, and Toyota subcompact cars.]
A line plot of the percentage change in average city mileage for BMW, Ford, and Toyota subcompact cars.

This plot is a little bumpy, but it appears that Ford had a large increase in the late 80s and around 2010. BMW has been relatively flat but, at the start of the 2010s, had some of the most significant increases.

Lowess smoothing, or locally weighted scatterplot smoothing, can reveal trends in noisy data. By focusing on local subsets of data and fitting simple models to these subsets, lowess creates a smooth curve that captures the overall structure of the data while suppressing random fluctuations. This is particularly useful when working with time series data or data with complex patterns, as it helps to highlight significant trends and eliminate noise that might obscure key insights.

Let’s demonstrate smoothing on some Ford trucks and cars. Here is the original city mileage data for Ford trucks and subcompact cars.

def plot_mileage(df, ax=None):
    return (df
        .assign(is_truck=lambda df_: df_.VClass.str.contains(
            'Standard Pickup Truck'))
        .query('VClass =="Subcompact Cars" or is_truck')
        .query('make == "Ford"')
        .assign(vtype=lambda df_: df_.VClass.where(
            df_.VClass == 'Subcompact Cars', 'Truck'))
        .groupby(['year', 'vtype'])
        .city08
        .mean()
        .unstack()
        .plot(title='Ford Subcompact Cars vs Trucks', ax=ax)
    )

plot_mileage(raw_mpg)



[image: A line plot of Ford subcompact cars and truck average city mileage.]
A line plot of Ford subcompact cars and truck average city mileage.

Now, let’s demonstrate smoothing using lowess (locally weighted scatterplot smoothing) to create a smoothed line plot of the same data. I will make a grid to demonstrate changing the main parameters of lowess: frac and it.

frac controls the fraction of the data used to compute each locally weighted regression. A higher frac value results in more smoothing, which is ideal for datasets with a lot of noise or long-term trends, while a lower frac value captures more granular patterns but may retain noise. Choosing the right frac depends on your goals: use a smaller value for datasets where fine details are important and a larger value for datasets where the overall trend matters more.

The it parameter specifies the number of robust iterations; by default, it=3, which helps mitigate the effect of outliers by down-weighting them iteratively. Adjusting it may be necessary if your data contains many extreme values. Combined with domain knowledge, experimentation will guide the optimal selection of these parameters.

You can use this function to plot a grid to help evaluate how to use lowess on your data.

import pandas as pd
import matplotlib.pyplot as plt
from statsmodels.nonparametric.smoothers_lowess import lowess

def plot_lowess_grid(df, frac_values, it_values, figsize=(6, 4), dpi=300):
    """
    Plot original and LOWESS-smoothed values on a grid of subplots.

    Parameters:
    - df: DataFrame with grouped data to plot 
          (index=x_col, columns=group_col values).
    - frac_values: List of LOWESS `frac` values.
    - it_values: List of LOWESS `it` (iteration) values.

    Returns:
    - Matplotlib Figure and Axes.
    """

    # Create subplots
    fig, axs = plt.subplots(ncols=len(frac_values), nrows=len(it_values), 
                            figsize=figsize, dpi=dpi,
                            constrained_layout=True)

    for i, frac in enumerate(frac_values):
        for j, it in enumerate(it_values):
            ax = axs[j, i]
            df.plot(ax=ax,
                    legend=False, alpha=0.5, linewidth=0.5)

            ax.set_title(f'frac={frac}, it={it}', fontsize=8)

            # Apply LOWESS smoothing
            smoothed = df.pipe(
                lambda df_: df_.assign(**{f'{col}_low': 
                    pd.Series(lowess(df_[col], df_.index, frac=frac, 
                                     it=it, delta=1)[:, 1], index=df_.index) 
                    for col in df_.columns}))
            smoothed_cols = [c for c in smoothed.columns if '_low' in c]
            smoothed.loc[:, smoothed_cols].plot(ax=ax, legend=False)

            # Customize subplot appearance
            ax.set_yticks([])
            ax.set_xticks([])
            ax.set_xlabel('')

    # Add a title to the entire figure
    fig.suptitle('LOWESS Fraction and Residual Reweighting', 
                 fontsize=12, fontweight='bold')

    return fig, axs

# Example usage
data = (raw_mpg
    .assign(is_truck=lambda df_: df_.VClass.str.contains('Standard Pickup Truck'))
    .query('VClass == "Subcompact Cars" or is_truck')
    .query('make == "Ford"')
    .assign(vtype=lambda df_: df_.VClass.where(
        df_.VClass == 'Subcompact Cars', 'Truck'))
    .groupby(['year', 'vtype'])
    .city08
    .mean()
    .unstack()
)

fracs = [0.1, 0.15, 0.2, 0.4, 0.8]
iters = [0, 1, 3, 10]

fig, axs = plot_lowess_grid(data, frac_values=fracs, it_values=iters)
fig.tight_layout()



[image: A line plot of Ford subcompact cars and truck average city mileage with LOWESS smoothing.]
A line plot of Ford subcompact cars and truck average city mileage with LOWESS smoothing.

Lowess smoothing is effective when the dataset exhibits non-linear patterns or contains short-term variability irrelevant to the overall trend. It is ideal for exploratory data analysis, as it allows you to investigate relationships without predetermining a specific functional form. However, caution should be exercised, as the smoothing parameter (the frac parameter in statsmodels) must be chosen carefully to balance capturing meaningful trends and avoiding over-smoothing. For instance, a higher smoothing factor will provide a broader view of the trend but may obscure finer details, while a lower factor may retain too much noise.

I’m going to use this grid function to determine values that I like for the mileage data. I’m trying to balance smoothing out the noise but still keeping the trend.

fracs = [0.1, 0.15, 0.2, ]
iters = [0, 1, 3, 10]
makes = ['BMW', 'Toyota', 'Ford']
data = (raw_mpg
    .query('make.isin(@makes) and VClass =="Subcompact Cars"')
    .groupby(['year', 'make'])
    .city08
    .mean()
    .unstack()
    .pct_change(axis='index')
    .iloc[1:]
    )

fig, axs = plot_lowess_grid(data, frac_values=fracs, it_values=iters, 
                            figsize=(10, 10), dpi=300)



[image: A grid of lowess smoothing options for BMW, Ford, and Toyota subcompact cars with a lowess trendline.]
A grid of lowess smoothing options for BMW, Ford, and Toyota subcompact cars with a lowess trendline.

The grid has led me to choose a value of .2 for frac and 0 for it. It looks like a good balance of smoothing while still preserving the signal. Here’s a bigger version of the plot.

# smoothed yearly percent change 
from statsmodels.nonparametric.smoothers_lowess import lowess



def plot_lowess(df, ax=None, frac=.2, it=0, delta=1,
                title='Subcompact Car Fuel Efficiency Yearly Percent Change'):
    makes = ['BMW', 'Toyota', 'Ford', ]
    ax = (df
    .query('make.isin(@makes) and VClass =="Subcompact Cars"')
    .groupby(['year', 'make'])
    .city08
    .mean()
    .unstack()
    .pct_change(axis='index')
    # add loess smoothing to each column
    .pipe(lambda df_: df_.assign(**{f'{col}_low': 
                pd.Series(lowess(df_[col], df_.index, frac=frac,
                                it=it, delta=delta)[:, 1], index=df_.index[1:]) 
                for col in df_.columns}))  
    
    .loc[:, lambda df_: [c for c in df_.columns if '_low' in c]]
    .mul(100)
    .plot(title=title, ax=ax)
    )

    # plot horizontal line at 0
    _ = ax.axhline(0, color='black', linestyle='--')
    return ax

plot_lowess(raw_mpg, frac=.2, it=0)



[image: A line plot of the percentage change in average city mileage for BMW, Ford, and Toyota subcompact cars with a lowess trendline.]
A line plot of the percentage change in average city mileage for BMW, Ford, and Toyota subcompact cars with a lowess trendline.

To conclude our study of mileage, let’s make a grid showing the four plots we created. This will allow us to compare the trends in the data.

This is a good example of using a string to define the mosaic layout of multiple axes. It also shows how to hide the legends on the individual plots and create an overall legend. Because we use constrained_layout=True, the final plot fits without being cut off when saved.

layout = '''
egs
pls
'''

fig, axs = plt.subplot_mosaic(layout, figsize=(6, 4), dpi=300, 
                              constrained_layout=True)
ax_eff = axs['e']
plot_fuel_efficiency(raw_mpg, ax=ax_eff, title='Fuel Efficiency')
ax_eff.set_xlabel('')

# hide legend
eff_legend = ax_eff.legend()
# Hide the legend on ax_eff
eff_legend.set_visible(False)

ax_growth = axs['g']
plot_log_growth(raw_mpg, ax=ax_growth, title='Log Fuel Efficiency')
ax_growth.set_xlabel('')
ax_growth.legend().set_visible(False)

ax_pct = axs['p']
plot_pct_change(raw_mpg, ax=ax_pct, title='Yearly Percent Change')
ax_pct.set_xlabel('')
ax_pct.legend().set_visible(False)
ax_pct.set_ylim(-20, 50)

ax_lowess = axs['l']
plot_lowess(raw_mpg, ax=ax_lowess, title='Lowess Smoothed Pct Change',
            frac=.2, it=0)
ax_lowess.set_xlabel('')
ax_lowess.legend().set_visible(False)
ax_lowess.set_ylim(-20, 50)

# put legend on s axis
ax_legend = axs['s']
ax_legend.axis('off')


# Combine all legends into a single legend for display
handles, labels = [], []
handles.extend(eff_legend.legend_handles)
labels.extend([text.get_text() for text in eff_legend.texts])

# Place the combined legend on ax_legend
ax_legend.legend(handles, labels, loc='center', frameon=False)




[image: A grid of the mileage data for BMW, Ford, and Toyota subcompact cars.]
A grid of the mileage data for BMW, Ford, and Toyota subcompact cars.

We’ve gone through this process of comparing lines and their growth. Looking at the grid plot, what are my takeaways? First, there is missing data for Toyota. Because I didn’t fill in values for Toyota, the growth calculation was impacted. At first glance, the log plot looks the same as the normal scale plot. This dataset does not have large magnitudes of differences, so the normal and log plots appear similar. Remember, though, that log plots can be useful for seeing relative changes in the data. In a log plot, a doubling of the data will have the same vertical distance regardless of the starting value. The percentage change plot is very noisy. Each make had a year or two where the mileage increased a lot. This is likely due to new models being introduced. The lowess plot is a good way to see the trend of the data.



Life Expectancy

This section on line plots would not be complete without mentioning a very popular plot by Max Roser. It tells a great story.


[image: A line plot of life expectancy over time.]
A line plot of life expectancy over time.

When you look at this plot, what do you immediately notice? To be honest, I notice the logo. But after that, I notice that red line. It is an outlier that diverges from all of the other lines. The red line, the United States, spends much more on healthcare than any other country but has a lower life expectancy (than the countries shown in the plot). As an American, this chart is upsetting. It tells a great story. It’s not a story that I like, but it is effective.

Note that the plots for the other countries are gray. They are labeled, but the color really doesn’t matter. They all appear to achieve a better outcome than the United States. Let’s see what it would take to recreate this plot.

Another interesting aspect of this line plot is that it is almost showing three dimensions. Rather than a standard time series plot, where the x-axis is time and the y-axis is the value, this plot has the x-axis as the cost of healthcare and the y-axis as the life expectancy. The time is presented as the progression of the line.

First, we need to get the data. Some sleuthing led me to find the relevant data. 2

ord('H') % 7


import pandas as pd
raw_cost = pd.read_csv('data/health-expenses.csv')


Let’s make a function to clean up our data. This first function cleans up the health expenses data. I’m going to filter the measure to “US dollars/capita” and the subject to the total expenses. Then, I’ll pivot the data so that the years (TIME_PERIOD) go in the first column and the values for the countries go in the columns.

def tweak_cost(df):
    countries = ['Australia', 'Austria', 'Belgium', 'Canada', 'Chile', 'Colombia',
       'Costa Rica', 'Czechia', 'Denmark', 'Estonia', 'Finland', 'France',
       'Germany', 'Greece', 'Hungary', 'Iceland', 'Ireland', 'Israel', 'Italy',
       'Japan', 'Korea', 'Latvia', 'Lithuania', 'Luxembourg', 'Mexico',
       'Netherlands', 'New Zealand', 'Norway', 'Poland', 'Portugal',
       'Slovak Republic', 'Slovenia', 'Spain', 'Sweden', 'Switzerland', 'Türkiye',
       'United Kingdom', 'United States']
    return (df
            .query('Measure == "US dollars/capita" and Subject == "Total"')
            .sort_values(['Country', 'Subject', 'TIME_PERIOD'])
            .pivot(index='TIME_PERIOD', columns='Country', values='OBS_VALUE')
            .loc[:, countries]
            )


The results of the pivot look like this:

>>> print(tweak_cost(raw_cost))
Country      Australia   Austria   Belgium  ...   Türkiye  United Kingdom  \
TIME_PERIOD                                 ...                             
1970               NaN   173.391   149.573  ...       NaN      123.993      
1971           212.545   189.271   164.899  ...       NaN      134.172      
1972           226.524   209.236   186.303  ...       NaN      147.759      
1973           251.085   237.846   224.438  ...       NaN      162.330      
1974           306.927   283.170   257.393  ...       NaN      196.733      
...                ...       ...       ...  ...       ...          ...      
2018          5190.886  5518.538  5350.974  ...  1205.305     4188.275      
2019          5126.653  5625.442  5423.676  ...  1231.634     4389.038      
2020          5692.402  5863.664  5509.054  ...  1304.709     4997.928      
2021          6225.535  6690.093  6022.253  ...  1559.535     5466.568      
2022          6372.027  7275.354  6599.981  ...  1827.482     5492.642      

Country      United States  
TIME_PERIOD                 
1970             326.961    
1971             357.988    
1972             397.097    
1973             439.302    
1974             495.114    
...                  ...    
2018           10447.293    
2019           10852.838    
2020           11915.945    
2021           12196.966    
2022           12555.264    

[53 rows x 38 columns]


At this point, we are ready to make a basic plot to visualize the data. Remember that the easiest way to make a line plot in Pandas is to put the column for the x-axis in the index. Each column will be a line on the plot.


ax = (tweak_cost(raw_cost)
 .plot(title='Healthcare Expenses per Capita')
)
# move legend to outside of plot and make 2 columns
ax.legend(loc='center left', bbox_to_anchor=(1, 0.5), 
          ncol=2, fontsize=8)
plt.tight_layout() 





[image: A line plot of health expenses for different countries.]
A line plot of health expenses for different countries.





This basic plot is not particularly good. However, we can clearly see that the United States is an outlier. Note that I called plt.tight_layout to ensure the legend is not cut off if I want to save the plot as an image. Note that I formatted the legend to have two columns otherwise, it would be very tall relative to the plot.

To make the previous plot more informative, I can use color to help group the lines. To be honest, there are too many lines to color them, each a unique color. I generally try to keep to less than 4 or 5 colors on a plot. We can try to tell the story by coloring the lines by continent. This will allow us to see if there are trends in the data by continent.

Here’s some code that’s a handy addition to your toolkit. I want the countries in the legend grouped by continent while also ensuring they are listed alphabetically within each continent. To achieve this, I’m sorting the columns in a specific order. First, I use the .loc attribute with a lambda to access the current column order. Then, I apply Python’s built-in sorted function, using the key parameter set to a custom get_continent function to group countries by continent. Python’s sorting algorithm, Timsort, is stable, meaning it preserves the relative order of equal elements. Since the columns were already in alphabetical order (as a result of the pivot), the stability ensures countries within the same continent remain alphabetically sorted.

I am using another little hack in this example. I’m using the .pipe method to call the calc_colors function. This function takes the current state of the DataFrame and returns the DataFrame. However, it has a side effect. It updates the global color variable and maps the country column names to continents and maps those to colors. I’m using the tab20 colormap, which is meant for categorical data. The .N attributes tells us that there are 20 color values.

I used .pipe so that I could do this without breaking out of the chain. Then in the .plot call, I pass in the newly calculated colors.

# choose colors based on continents

def get_continent(country):
    country_to_continent = {
        'Australia': 'Oceania',
        'Austria': 'Europe',
        'Argentina': 'South America',
        'Belgium': 'Europe',
        'Brazil': 'South America',
        'Bulgaria': 'Europe',
        'Canada': 'North America',
        'Chile': 'South America',
        'China (People’s Republic of)': 'Asia',
        'Colombia': 'South America',
        'Costa Rica': 'North America',
        'Croatia': 'Europe',
        'Czechia': 'Europe',
        'Denmark': 'Europe',
        'Estonia': 'Europe',
        'Finland': 'Europe',
        'France': 'Europe',
        'Germany': 'Europe',
        'Greece': 'Europe',
        'Hungary': 'Europe',
        'Iceland': 'Europe',
        'India': 'Asia',
        'Indonesia': 'Asia',
        'Ireland': 'Europe',
        'Israel': 'Asia',
        'Italy': 'Europe',
        'Japan': 'Asia',
        'Korea': 'Asia',  # Assumed to mean South Korea
        'Latvia': 'Europe',
        'Lithuania': 'Europe',
        'Luxembourg': 'Europe',
        'Mexico': 'North America',
        'Netherlands': 'Europe',
        'New Zealand': 'Oceania',
        'Norway': 'Europe',
        'Peru': 'South America',
        'Poland': 'Europe',
        'Portugal': 'Europe',
        'Romania': 'Europe',
        'Russia': 'Europe',
        'Slovak Republic': 'Europe',
        'Slovenia': 'Europe',
        'South Africa': 'Africa',
        'Spain': 'Europe',
        'Sweden': 'Europe',
        'Switzerland': 'Europe',
        'Türkiye': 'Asia',  # Alternative name for Turkey
        'United Kingdom': 'Europe',
        'United States': 'North America',
    }
    return country_to_continent[country]
    
colors = []
def calc_colors(df):
    global colors
    cmap = plt.cm.get_cmap('tab20')
    continent_colors = {'North America': cmap(0), 'Europe': cmap(1), 
                        'Asia': cmap(2), 'Oceania': cmap(3), 'South America': cmap(4),
                        'Africa': cmap(5)
                        }

    colors = [continent_colors[get_continent(country)] for country in df.columns]
    return df

ax = (tweak_cost(raw_cost)
 # sort columns by continent, then country
 # already in alphabetic order, so just introduce continent
 .loc[:, lambda df_: sorted(df_.columns, key=get_continent)]
 .pipe(calc_colors)
 .plot(color=colors, linewidth=1, title='Healthcare Expenses per Capita')
)
# move legend to outside of plot and make 2 columns
ax.legend(loc='center left', bbox_to_anchor=(1, 0.5), ncol=2,
              fontsize=8)

plt.tight_layout()




[image: A line plot of health expenses for different countries colored by continent.]
A line plot of health expenses for different countries colored by continent.

I think this plot tells a better story. It helps us understand what is happening by continent. If I wanted to draw more attention to the United States, I could make the line red or thicker.

Let’s load the life expectancy data and clean it up. I will do some filtering to keep only the rows where sex includes all persons and the measure is life expectancy at birth. I will pivot the data so that the years are in the first column and the countries are in the columns.

raw_life = pd.read_csv('data/health-life.csv')


def tweak_life(df):
    countries = ['Argentina', 'Australia', 'Austria', 'Belgium', 'Brazil', 
       'Bulgaria', 'Canada', 'Chile', 'China (People’s Republic of)', 'Colombia',
       'Costa Rica', 'Croatia', 'Czechia', 'Denmark', 'Estonia', 'Finland', 
       'France', 'Germany', 'Greece', 'Hungary', 'Iceland', 'India', 'Indonesia', 
       'Ireland', 'Israel', 'Italy', 'Japan', 'Korea', 'Latvia', 'Lithuania', 
       'Luxembourg', 'Mexico', 'Netherlands', 'New Zealand', 'Norway', 'Peru',
       'Poland', 'Portugal', 'Romania', 'Russia', 'Slovak Republic', 'Slovenia',
       'South Africa', 'Spain', 'Sweden', 'Switzerland', 'Türkiye', 
       'United Kingdom', 'United States']
    
    return (df
            .query('Sex == "Total" and MEASURE == "LFEXP"')
            .query('`Reference area`.isin(@countries)')
            .pivot(index='TIME_PERIOD', columns='Reference area', values='OBS_VALUE')
            .loc[:, countries]
            )


The results look like this:

>>> print(tweak_life(raw_life))
Reference area  Argentina  Australia  Austria  ...  Türkiye  United Kingdom  \
TIME_PERIOD                                    ...                            
1960                 64.0        NaN     68.7  ...     48.3         70.8      
1961                 64.4        NaN     69.7  ...     49.0         70.7      
1962                 64.2       71.0     69.4  ...     49.7          NaN      
1963                 64.4        NaN     69.6  ...     50.3          NaN      
1964                 64.4        NaN     70.0  ...     51.0          NaN      
...                   ...        ...      ...  ...      ...          ...      
2019                 77.3       82.9     82.0  ...     78.6         81.3      
2020                 75.9       83.2     81.3  ...     77.7         80.3      
2021                 75.4       83.3     81.3  ...     77.5         80.5      
2022                 76.1       83.2     81.4  ...     77.3         80.9      
2023                  NaN        NaN     81.6  ...      NaN          NaN      

Reference area  United States  
TIME_PERIOD                    
1960                   69.7    
1961                   70.2    
1962                   70.1    
1963                   69.9    
1964                   70.2    
...                     ...    
2019                   78.8    
2020                   77.0    
2021                   76.4    
2022                    NaN    
2023                    NaN    

[64 rows x 49 columns]


Let’s plot this using the continental colors.

ax = (tweak_life(raw_life)
 .loc[:, lambda df_: sorted(df_.columns, key=get_continent)]
 .pipe(calc_colors)
 .plot(color=colors, linewidth=.5, title='Life Expectancy')
)
# move legend to outside of plot and make 2 columns
_ = ax.legend(loc='center left', bbox_to_anchor=(1, 0.5), ncol=2, fontsize=6)
plt.tight_layout()




[image: A line plot of life expectancy for different countries.]
A line plot of life expectancy for different countries.

This plot has a little more going on. The US is not a clear outlier in this plot. It is about in the middle of the pack but exhibits a downward trend, unlike many other countries.

Now that I have both of these data sets, I can combine them into a single dataset. However, merging the pivot tables is not straightforward. Take a moment and reflect on how you might merge these two datasets.

Here’s my plan of attack. While the pivoted data is great for plotting, it is difficult to work with because it is in a wide format. If you aren’t familiar with the terms wide and long format, here is a quick explanation. Long data has a row with the data for a single observation. Wide data has a row with multiple observations. Each row in our pivoted data is a single year and multiple countries, each with a value, so it is in wide format.

I’m going to melt the data. You can think of melting as undoing a pivot. I want to move the countries names from the column headers to a single column, Country. I can use the var_name parameter to specify the new column name for the values that were in the columns. For the cost data, the new column could be Cost. I need to use .reset_index to pull time data out of the index and move it into a column before melting. A melt operation in Pandas looks like this:

>>> print(tweak_cost(raw_cost)
... .reset_index()
... .melt(id_vars='TIME_PERIOD', var_name='Country', value_name='Cost')
... )
      TIME_PERIOD      Country       Cost
0            1970    Australia        NaN
1            1971    Australia    212.545
2            1972    Australia    226.524
3            1973    Australia    251.085
4            1974    Australia    306.927
...           ...          ...        ...
2009         2018  United S...  10447.293
2010         2019  United S...  10852.838
2011         2020  United S...  11915.945
2012         2021  United S...  12196.966
2013         2022  United S...  12555.264

[2014 rows x 3 columns]


Once I’ve melted both datasets, I can merge them. I’ll use the pd.merge function to merge the two datasets on the TIME_PERIOD column. This will give me a single dataset with the cost and life expectancy column for each country for each year.

def combine_life_cost(df_life, df_cost):
    # melt df_cost
    melted = (df_cost
      .reset_index()
      .melt(id_vars='TIME_PERIOD', var_name='Country', value_name='Cost')
     )
    # melt df_life
    melted_life = (df_life
       .reset_index()
       .melt(id_vars='TIME_PERIOD', var_name='Country', value_name='Life')
     )
    # merge
    return (pd.merge(melted, melted_life, on=['TIME_PERIOD', 'Country'])
            .dropna()
    )


The result of the merge looks like this:

>>> print(combine_life_cost(tweak_life(raw_life), tweak_cost(raw_cost)))
      TIME_PERIOD      Country       Cost  Life
6            1976    Australia    406.043  72.8
11           1981    Australia    668.212  74.8
12           1982    Australia    705.505  74.6
13           1983    Australia    757.410  75.4
14           1984    Australia    803.836  75.7
...           ...          ...        ...   ...
2008         2017  United S...  10045.033  78.6
2009         2018  United S...  10447.293  78.7
2010         2019  United S...  10852.838  78.8
2011         2020  United S...  11915.945  77.0
2012         2021  United S...  12196.966  76.4

[1528 rows x 4 columns]


While this long format is great for working with the data, it is difficult to plot. I’m going to use Pandas to plot and specify the x (rather than using the default index) and y columns.


(combine_life_cost(tweak_life(raw_life), tweak_cost(raw_cost))
 .plot(x='Cost', y='Life', title='Failed plot of Life vs Cost')
)




[image: A failed line plot of health expenses and life expectancy for different countries.]
A failed line plot of health expenses and life expectancy for different countries.

This plot looks crazy. It looks crazy because it is! It is a single line for all the data, which is incorrect.

However, I cannot create a per-country line plot out of the box with Pandas because each line has different x values, and the Pandas interface expects them all to be the same. Instead, I will need to call plot for each country.

Here is a quick take using the groupby method:

fig, ax = plt.subplots(figsize=(6, 4), dpi=300, constrained_layout=True)
(combine_life_cost(tweak_life(raw_life), tweak_cost(raw_cost))
 .groupby('Country')
 .apply(lambda df_: df_.plot(x='Cost', y='Life',  ax=ax))
)
ax.set_title('Life vs Cost')
# hide legend
_ = ax.legend().set_visible(False)




[image: A line plot of health expenses and life expectancy for different countries.]
A line plot of health expenses and life expectancy for different countries.

This plot is better in that it is a unique line for each country. However, it is still difficult to read. There are too many colors.

But remember, the goal of this plot is to show that the United States is an outlier. In my final plot, I will make the United States a thicker line and red. I will leave all of the other countries gray. However, I will annotate the plot with the country names.

What to highlight in this code? Most of it is just routine Matplotlib code to tweak or adjust fine details. We loop over each country, filter out those with a worse life expectancy than the US, and then plot the lines for the remaining. The US has special treatment as we plot the years and label every five years.

from highlight_text import ax_text

def plot_life_cost(df):
    plt.rcParams["font.family"] = "Roboto"
    figsize = (160, 165) # pts
    def points_to_inches(points):
        return points / 72

    figsize_inches = [points_to_inches(dim) for dim in figsize]

    padding = 6 # pts
    heading_fontsize = 9.5
    heading_fontweight = 'bold'
    subheading_fontsize = 8
    subheading_fontweight = 'normal'
    source_fontsize = 6.5
    source_fontweight = 'light'
    axis_fontsize = 7
    axis_fontweight = 'normal'
    tick_fontsize = 7
    tick_fontweight = 'light'

    gray = '#aaaaaa'
    red = '#e3120b'
    green = '#008000'
    
    layout = [['title'], ['plot'], ['notes']]
        
    fig, ax = plt.subplots(figsize=(4, 4),dpi=300, 
        #constrained_layout=True,
    )
    ax_text(0,86, '<Life Expectancy vs Healthcare Costs>\n'
            '<From 1970 to 2022>', 
            ax=ax,
            highlight_textprops=[{'color': 'black', 'fontsize':heading_fontsize, 
                                  'fontweight':heading_fontweight},
                                 {'color': 'black', 'fontsize':subheading_fontsize,
                                  'fontweight':subheading_fontweight}],
    )

    groups = df.groupby('Country')
    # US life expectancy
    us_life = groups.get_group('United States')['Life'].iloc[-1]
    print(f'us life: {us_life}')
    for name, group in groups:
        # filter life less that us_life
        if group['Life'].iloc[-1] < us_life:
            continue
        if name == 'United States':
            x = group['Cost']
            y = group['Life']
            ax.plot(group['Cost'], group['Life'], label=name, color='red', 
                    linewidth=1)
            ax.text(group['Cost'].iloc[-1] - 400, group['Life'].iloc[-1], name, 
                    fontsize=axis_fontsize, fontweight=axis_fontweight, color='red',
                    va='center', ha='right')
            for idx, row in group.iterrows():
                year = row['TIME_PERIOD']
                if year in [1970, 2020]:
                    x = row['Cost'] + 300
                    y = row['Life']
                elif year % 5 == 0:
                    x = row['Cost']
                    y = row['Life'] - .7
                else:
                    continue
                ax.text(x, y, f'{year}', fontsize=source_fontsize, 
                        fontweight=tick_fontweight, color='red')   
            # draw dot at every 5 years
            (group.query('TIME_PERIOD % 5 == 0')
                .plot(x='Cost', y='Life', kind='scatter', ax=ax, color='red', s=2,
                      legend=False, zorder=10))
        else:
            ax.plot(group['Cost'], group['Life'], label=name, color='lightgray', 
                    linewidth=.25)
            ax.text(group['Cost'].iloc[-1], group['Life'].iloc[-1], name, 
                    fontsize=source_fontsize/2, fontweight=source_fontweight, 
                    color='black', va='center', ha='left')

    # get rid of spines
    [ax.spines[side].set_visible(False) for side in 
     ['top', 'left', 'right', 'bottom']]
    # set y limits and ticks
    ax.set_ylim(70, 85)
    ax.set_yticks([70, 72, 74, 76, 78, 80, 82, 84])
    # set tick font
    for label in ax.get_yticklabels():
        label.set_fontsize(tick_fontsize)
        label.set_fontweight(tick_fontweight)
    # remove y tick marks
    ax.tick_params(axis='y', length=0)
    # set y label
    ax.set_ylabel('Life Expectancy', fontsize=axis_fontsize,
                  fontweight=axis_fontweight)

    # set x limits and ticks
    ax.set_xlim(0, 14_000)
    ax.set_xticks([0, 2_500, 5_000, 7_500, 10_000, 12_500])
    # set custom formatter
    ax.xaxis.set_major_formatter(plt.FuncFormatter(lambda x, _: f'${x:,.0f}'))
    
    # set tick font
    for label in ax.get_xticklabels():
        label.set_fontsize(tick_fontsize)
        label.set_fontweight(tick_fontweight)
    # remove x tick marks
    ax.tick_params(axis='x', length=0)
    # set x/y label
    ax.set_xlabel('Healthcare Costs per Capita', fontsize=axis_fontsize, 
                  fontweight=axis_fontweight)
    ax.set_ylabel('Life Expectancy', fontsize=axis_fontsize, 
                  fontweight=axis_fontweight)
        
    ax_text(0, 68, 'Source: OECD Original plot by Max Roser', 
            ax=ax,
            fontsize=source_fontsize, fontweight=source_fontweight, color=gray)


(plot_life_cost(combine_life_cost(tweak_life(raw_life), tweak_cost(raw_cost))))
fig.tight_layout()




[image: A line plot of health expenses and life expectancy for different countries.]
A line plot of health expenses and life expectancy for different countries.

That’s looking a lot better. It tells a great story. Is it busy? Perhaps. However, the point of the gray lines is not to be read but to provide evidence that the United States is an outlier.

To satisfy my curiosity, I created a plot that averages each continent’s life expectancy and health expenses. I’m not going through a lot of work to clean this up (because the audience is me), but it clearly shows that for the average of the continents for the countries that I have data for, the average spends less and has a higher life expectancy than the United States.

# plot of us vs avg of other continents
def plot_continents(df):
    fig, ax = plt.subplots(figsize=(6, 4), dpi=300, constrained_layout=True)
    groups = df.groupby('Continent')
    for name, group in groups:
        (group
         .groupby('TIME_PERIOD')
         [['Cost', 'Life']]
         .mean()
            .plot(x='Cost', y='Life', label=name, ax=ax, linewidth=.5)
        )
    # plot us
    us = (df
          .query('Country == "United States"')
          .plot(x='Cost', y='Life', label='United States', ax=ax, color='red', 
                linewidth=1))
    # add title
    ax.set_title('Continental Average Life Expectancy vs Healthcare Costs')


(combine_life_cost(tweak_life(raw_life), tweak_cost(raw_cost))
 .assign(Continent=lambda df_: df_['Country'].apply(get_continent))
 .pipe(plot_continents)
)




[image: A line plot of health expenses and life expectancy for different countries.]
A line plot of health expenses and life expectancy for different countries.



Summary

Line plots are a cornerstone of data visualization, offering an intuitive way to communicate trends, comparisons, and changes over time. Their simplicity makes them a powerful tool for exploring and presenting data, especially when clarity and focus are paramount. In this chapter, we demonstrated their versatility across various contexts—from financial data to environmental metrics—emphasizing how adjustments like logarithmic scaling, rolling averages, and cumulative sums can bring additional depth to insights. Moreover, we explored how visualizations can reveal data anomalies or storytelling opportunities, encouraging a narrative-driven approach to analytics.

By incorporating the CLEAR principles—color, limited visual types, explanation, audience targeting, and references—we crafted plots that are both informative and engaging. Whether highlighting financial growth, comparing car fuel efficiency, or illustrating seasonal patterns, the examples in this chapter underscored the importance of tailoring visuals to the intended audience and context. With thoughtful design choices and Python tools like Pandas and Matplotlib, line plots become more than just a graph; they transform into compelling stories that drive understanding and action.



Exercises


	What is the primary purpose of a line plot, and why is it commonly used in data visualization?


	You are tasked with showing how two stocks, NVDA and SPY, performed over the last decade. Describe the steps you would take to create a comparative line plot in Pandas.


	Explain how you would transform raw data with columns Date, ticker, and Close into a format suitable for plotting multiple lines on the same graph.


	Why is it beneficial to calculate cumulative returns when comparing the performance of two stocks?


	A client wants to know if NVDA outperformed SPY over the last five years. How would you calculate and visualize relative returns to answer their question?


	What are the CLEAR principles, and how do they apply to effective line plot creation?


	You are creating a financial presentation for a global audience. What steps would you take to ensure your line plots are accessible, interpretable, and visually compelling?


	Compare a line plot showing raw stock prices with one showing cumulative or relative returns. Which is more effective for storytelling, and why?


	Describe how you would use Pandas and Matplotlib to calculate and plot a rolling average of daily temperatures over a ski season.


	You need to highlight a dense cluster in a time series dataset. How could sparklines help you effectively communicate the trend?


	What is the significance of Edward Tufte’s concept of sparklines, and how do they emphasize “data texture”?


	A dataset contains anomalies like snow depth dropping to zero in midwinter. Explain how you would identify and correct these anomalies for visualization purposes.


	Explain how you would visualize ski season temperatures across multiple decades to highlight long-term trends and yearly variations.


	What are the advantages of using a joy plot for visualizing distributions across multiple categories? Provide an example scenario.


	A ski resort wants to show how snow depth varies by season in a visually engaging way. Describe how you would create a joy plot using the SNWD column in their dataset.


	Why is aspect ratio important in line plots, and what guidance does William Cleveland provide regarding “banking slopes”?


	A team is analyzing stock performance and wants to focus on trends rather than fluctuations. How would you use a rolling average and visualization to achieve this?


	Compare the effectiveness of traditional line plots and joy plots for visualizing time series data across categories. When might one approach be preferable to the other?


	How would you ensure your line plot adheres to the Economist-style aesthetics, and why is this approach effective?


	You are designing a visualization that overlays ski season temperature trends for each year since 1980. How would you use color and transparency to emphasize recent trends without obscuring the data from earlier years?










1. https://www.edwardtufte.com/notebook/sparkline-theory-and-practice-edward-tufte/



2. https://data.oecd.org/healthres/health-spending.htm and https://data.oecd.org/healthstat/life-expectancy-at-birth.htm have the data.





Bar Plot

Bar plots are one of the most versatile and commonly used visualization tools in data analysis. They excel at presenting categorical data, making it easy to compare values and identify patterns across categories. Whether you are analyzing the distribution of car fuel efficiency, comparing the prevalence of microplastics in food, or visualizing any dataset with categorical components, bar plots offer a clear and effective way to communicate insights.

In this chapter, we explore the art of creating compelling bar plots that adhere to the CLEAR principles: drawing attention to key insights, using meaningful comparisons, and presenting data in an accessible and engaging format. Alongside traditional bar plots, we look into techniques such as dot plots, back-to-back bar plots, and correlation heatmaps, demonstrating how these tools can uncover trends and relationships in complex datasets. Of course, we will also be using real-world examples, including a microplastic dataset that was released in the middle of writing this chapter.


Ford F150 Fuel Efficiency

I want to start simply by looking at the fuel efficiency of the Ford F150 over time. First, we will load the data from the Fuel Economy dataset from the US government1.

>>> import pandas as pd
>>> import matplotlib.pyplot as plt
>>> github = 'https://github.com/mattharrison/datasets/'
>>> url = f'{github}raw/refs/heads/master/data/vehicles.csv.zip'
>>> raw_mpg = pd.read_csv(url)
>>> print(raw_mpg)
       barrels08  barrelsA08  charge120  ...  phevCity  phevHwy  phevComb
0      15.695714         0.0        0.0  ...         0        0         0
1      29.964545         0.0        0.0  ...         0        0         0
2      12.207778         0.0        0.0  ...         0        0         0
3      29.964545         0.0        0.0  ...         0        0         0
4      17.347895         0.0        0.0  ...         0        0         0
...          ...         ...        ...  ...       ...      ...       ...
41139  14.982273         0.0        0.0  ...         0        0         0
41140  14.330870         0.0        0.0  ...         0        0         0
41141  15.695714         0.0        0.0  ...         0        0         0
41142  15.695714         0.0        0.0  ...         0        0         0
41143  18.311667         0.0        0.0  ...         0        0         0

[41144 rows x 83 columns]


We will filter the data to include only the Ford F150 models. Using .query should be sufficient to filter the data.

>>> print(raw_mpg
...  .query('model.str.contains("F150")')
...  .loc[:, ['year', 'make', 'model', 'displ', 'cylinders', 'city08']]
... )
       year  make        model  displ  cylinders  city08
308    1993  Ford  F150 Pic...    4.9        6.0      14
309    1993  Ford  F150 Pic...    4.9        6.0      15
310    1993  Ford  F150 Pic...    4.9        6.0      14
311    1993  Ford  F150 Pic...    5.0        8.0      13
312    1993  Ford  F150 Pic...    5.0        8.0      13
...     ...   ...          ...    ...        ...     ...
40447  1992  Ford  F150 Pic...    5.0        8.0      12
40448  1992  Ford  F150 Pic...    5.0        8.0      11
40449  1992  Ford  F150 Pic...    5.0        8.0      12
40450  1992  Ford  F150 Pic...    5.0        8.0      12
40451  1992  Ford  F150 Pic...    5.8        8.0      11

[595 rows x 6 columns]


Let’s double check that the makes column only contains Ford and the models column only contains F150.

The .value_counts method in pandas is an incredibly versatile tool for exploring data distributions and uncovering patterns. It allows you to quickly calculate the frequency of unique values in a Series. For example, in a dataset with a column for product categories or user locations, value_counts reveals the most common entries, helping you identify dominant trends or potential outliers. I use it all the time when dealing with categorical data.

>>> print(raw_mpg
...  .query('model.str.contains("F150")')
...  .make
...  .value_counts()
... )
make
Ford                  562
Roush Performance      26
Tecstar, LP             6
Saleen Performance      1
Name: count, dtype: int64


Whoops! There are multiple models from other manufacturers that contain F150 in the model name. I’ll need to filter the data to only include the Ford model. I’ll update the query to reflect this.

>>> print(raw_mpg 
...  .query('model.str.contains("F150") and make=="Ford"')
...  .make
...  .value_counts()
... )
make
Ford    562
Name: count, dtype: int64


Now, let’s calculate the average city fuel efficiency for each year. I’ll use the .groupby method to group the data by year and then calculate the mean for each year. This will give me the average city fuel efficiency for the Ford F150 models over the years.

>>> print(raw_mpg
...  .query('model.str.contains("F150") and make=="Ford"')
...  .groupby('year')
...  .city08
...  .mean()
... )
year
1984    12.264706
1985    13.100000
1986    13.823529
1987    12.684211
1988    12.900000
          ...    
2015    17.000000
2016    16.428571
2017    16.800000
2018    17.789474
2019    17.800000
Name: city08, Length: 36, dtype: float64


This data is fine and what many bosses will ask for. Yet, it doesn’t allow us to see what is happening with the data over time quickly. A plot should help us tell this story. Let’s plot the data with a bar plot.

(raw_mpg
 .query('model.str.contains("F150") and make=="Ford"')
 .groupby('year')
 .city08
 .mean()
 .plot.bar(title='Ford F150 Fuel Efficiency')
)




[image: A bar plot of the average city fuel efficiency for Ford F150 models over the years.]
A bar plot of the average city fuel efficiency for Ford F150 models over the years.

Here is a good practice to see if your plot is telling any sort of story. Squint at the plot and ask yourself, “What do you see?” If you can’t answer that question, then your plot is not telling a story. My eyes are not directed anywhere initially. There is no color drawing its attention. After a moment, the “story” that I see is that the values are increasing at the end.

A common technique, and not one that I would recommend, is that folks will limit the y-axis of a bar plot to emphasize growth (this is what you get for the limits when you do a line plot). For example, if you were a Ford executive, you could imagine wanting to prove that you have had dramatic efficiency gains.

Let’s plot this again with the y-axis limited to 12 and 18.

ax = (raw_mpg
 .query('model.str.contains("F150") and make=="Ford"')
 .groupby('year')
 .city08
 .mean()
 .plot.bar(title='Ford F150 Fuel Efficiency (limited y-axis)')
)

ax.set_ylim(12, 18)




[image: A bar plot of the average city fuel efficiency for Ford F150 models over the years with a limited y-axis.]
A bar plot of the average city fuel efficiency for Ford F150 models over the years with a limited y-axis.

This emphasizes growth, but I would warn against this. Generally, only zoom in if you need to emphasize small changes. But make sure that you label the plot with the limits of the y-axis. I would probably use a line plot instead of a bar plot if I wanted to emphasize growth.



Note



Bar plots and line plots are among the most frequently used visualization types, and choosing between them can impact how your data story is perceived. Bar plots are ideal when emphasizing discrete categories or comparing quantities within distinct groups. For example, if you’re analyzing average fuel efficiency across different vehicle makes in a specific year, a bar plot clearly conveys how each category (make) compares. Bar plots work best when your x-axis represents categorical data or when your audience needs to compare values at a glance. They provide a sense of structure and are particularly useful for highlighting differences or rankings.

On the other hand, line plots excel at showing trends over time or continuous data. They are perfect for scenarios where the relationship between points matters, such as tracking the average fuel efficiency over a range of years. The connected lines help emphasize continuity and direction, making identifying patterns like growth, decline, or seasonality easier. However, avoid using line plots if your data points are sparse or the connection between them is unclear, as this could mislead your audience.

In the example above with the Ford F150 models, either plot works ok. Many visualization experts seem to use bar plots for time series data that are discrete or cardinal values, as well as for ratio numbers (like miles per gallon). Ratio numbers are continuous, but zero is a meaningful lower bound. Also, ratio data has proportionality, so the ratio between 10 and 20 is the same as the ratio between 20 and 40.

Other numbers, like intervals (temperature in Celsius), have no true zero or proportionality. Including zero on a bar plot doesn’t really make sense. I would use a bar plot for ratio data but a line plot for interval data.

If I had weather data for a ski resort, I might plot the daily snowfall or the amount of snow on the ground using a bar plot (though line plots are also typical for this type of data). I would not use a bar plot to show the temperature at the resort.



Let’s walk through the CLEAR principles for this plot.

I want to draw attention to the worst and the best mileage. That would be difficult to do with a line plot, hence my decision to plot this with a bar plot. For C, I’ll highlight the worst and best mileage with red and green. I will leave the remaining bars in a neutral color. This will force eyes to go to the worst and best mileage immediately. I’m limiting (L) my plot to a bar plot instead of choosing a more obscure plot type. For E, I will explain the story with a title and subtitle. For A, my audience is a general audience that is interested in fuel efficiency. For R, I will list the data source at the bottom of the plot.

What code should I draw attention to below? I am setting the bar colors by inspecting the data. I must create a parallel list of colors to the series of values. I will find the index of the minimum and maximum values using .idxmin and .idxmax, respectively. Then, I will create the colors list by looping over the index values and seeing if they match the extremes. I will also use the index extremes to position by annotations.

Also, I will note again that Pandas conversion of bar index entries to categoricals is annoying for dates. So, I’m plotting this directly with Matplotlib and not Pandas.

def plot_mpg(df_):
    plt.rcParams["font.family"] = "Roboto"
    figsize = (160, 165) # pts
    def points_to_inches(points):
        return points / 72

    figsize_inches = [points_to_inches(dim) for dim in figsize]

    padding = 6 # pts
    heading_fontsize = 11
    heading_fontweight = 'bold'
    subheading_fontsize = 9.5
    subheading_fontweight = 'normal'
    source_fontsize = 6.5
    source_fontweight = 'light'

    axis_fontsize = 7.5
    axis_fontweight = 'normal'
    tick_fontsize = 7
    tick_fontweight = 'light'

    grey = '#aaaaaa'
    red = '#e3120b'
    green = '#008000'

    fig, ax = plt.subplots(figsize=figsize_inches, dpi=300)
    data = (df_
     .groupby('year')   
     .city08
     .mean()
    )

    max_index = data.idxmax()
    min_index = data.idxmin()
    
    colors = [red if idx == min_index else green if idx == max_index else grey 
              for idx in data.index]

    # pandas converts the x-axis to categorical (which is annoying)
    plt.bar(data.index, data.values, color=colors)

    # label minimum and maximum
    ax.text(min_index, data.loc[min_index], 
            f'{data[min_index]:0.1f}', ha='center', va='bottom', color='black',
            fontsize=axis_fontsize, fontweight=axis_fontweight)
    ax.text(max_index, data.loc[max_index],
            f'{data[max_index]:0.1f}', ha='center', va='bottom', color='black',
            fontsize=axis_fontsize, fontweight=axis_fontweight)

    # set title
    plt.figtext(0.0 , .94, 'Ford F150 Trucks', ha='left', 
                fontsize=heading_fontsize, fontweight=heading_fontweight)
    
    # set subtitle
    plt.figtext(0, 0.80, 'Average city fuel \neconomy by year', ha='left', 
                fontsize=subheading_fontsize, fontweight=subheading_fontweight)
    
    # keep bottom spine
    for spine in ax.spines.values():
        spine.set_visible(False)
    ax.spines['bottom'].set_visible(True)

    print(ax.get_xticks())
    # set x ticks and labels to 1984, 90, 2000, 10, 2019
    ax.set_xticks([1984, 1990, 2000, 2010, 2019])
    ax.set_xticklabels(['1984', '90',  '2000', '10', '2019'])
    # set x-axis font size and weight
    for label in ax.get_xticklabels():
        label.set_fontsize(tick_fontsize)
        label.set_fontweight(tick_fontweight)

    # get rid of y-axis ticks
    ax.tick_params(axis='y', which='both', left=False)
    ax.set_yticks([])
    # get rid of y-axis label

    # set y-axis font size and weight
    for label in ax.get_yticklabels():
        label.set_fontsize(tick_fontsize)
        label.set_fontweight(tick_fontweight)

    # add source text at the bottom
    plt.figtext(0.00, 0.010, 'Source: fueleconomy.gov', ha='left', 
                fontsize=source_fontsize, fontweight=source_fontweight,
                color='gray')

(raw_mpg
 .query('model.str.contains("F150") and make=="Ford"')
 .pipe(plot_mpg)
)

plt.tight_layout()




[image: A bar plot of the average city fuel efficiency for Ford F150 models over the years with the worst and best mileage highlighted.]
A bar plot of the average city fuel efficiency for Ford F150 models over the years with the worst and best mileage highlighted.



Efficiency by Region

Let’s do another bar chart with that data. This time I want to use a canonical example of a bar plot-categorical qualification. I want to show the average city fuel efficiency for makes. I want to group these by country. I would probably use a horizontal bar plot for this data.

First, I will calculate the top 50 makes by count.

>>> raw_mpg.make.value_counts()[:50].index
Index(['Chevrolet', 'Ford', 'Dodge', 'GMC', 'Toyota', 'BMW', 'Mercedes-Benz',
       'Nissan', 'Volkswagen', 'Mitsubishi', 'Porsche', 'Mazda', 'Audi',
       'Honda', 'Jeep', 'Pontiac', 'Subaru', 'Volvo', 'Hyundai', 'Chrysler',
       'Buick', 'Kia', 'Mercury', 'Cadillac', 'Plymouth', 'Suzuki', 'Lexus',
       'Jaguar', 'Oldsmobile', 'Isuzu', 'Saab', 'Infiniti', 'MINI', 'Acura',
       'Lincoln', 'Saturn', 'Ferrari', 'Land Rover', 'Rolls-Royce', 'Eagle',
       'Aston Martin', 'Geo', 'Maserati', 'Lamborghini', 'Bentley', 'Peugeot',
       'Scion', 'Ram', 'Tesla', 'Fiat'],
      dtype='object', name='make')

I don’t have country data in this dataset, so I asked my friend to write a function that returns the country for a make.

make_to_country = {
    'Acura': 'Japan',
    'Aston Martin': 'United Kingdom',
    'Audi': 'Germany',
    'Bentley': 'United Kingdom',
    'BMW': 'Germany',
    'Buick': 'United States',
    'Cadillac': 'United States',
    'Chevrolet': 'United States',
    'Chrysler': 'United States',
    'Dodge': 'United States',
    'Eagle': 'United States',
    'Ferrari': 'Italy',
    'Fiat': 'Italy',
    'Ford': 'United States',
    'Geo': 'United States',
    'GMC': 'United States',
    'Honda': 'Japan',
    'Hyundai': 'South Korea',
    'Infiniti': 'Japan',
    'Isuzu': 'Japan',
    'Jaguar': 'United Kingdom',
    'Jeep': 'United States',
    'Kia': 'South Korea',
    'Lamborghini': 'Italy',
    'Land Rover': 'United Kingdom',
    'Lexus': 'Japan',
    'Lincoln': 'United States',
    'Maserati': 'Italy',
    'Mazda': 'Japan',
    'Mercedes-Benz': 'Germany',
    'Mercury': 'United States',
    'MINI': 'United Kingdom',
    'Mitsubishi': 'Japan',
    'Nissan': 'Japan',
    'Oldsmobile': 'United States',
    'Peugeot': 'France',
    'Plymouth': 'United States',
    'Pontiac': 'United States',
    'Porsche': 'Germany',
    'Ram': 'United States',
    'Rolls-Royce': 'United Kingdom',
    'Saab': 'Sweden',
    'Saturn': 'United States',
    'Scion': 'Japan',
    'Subaru': 'Japan',
    'Suzuki': 'Japan',
    'Tesla': 'United States',
    'Toyota': 'Japan',
    'Volkswagen': 'Germany',
    'Volvo': 'Sweden'
}

def get_country_of_origin(car_make):
    """Returns the country of origin for a given car make."""
    
    return make_to_country.get(car_make, "Unknown")




Note



If you need to do a mapping with Pandas, you can use the .map, .replace, or .apply method. The .apply method requires a function and is generally the most flexible. However, it is also the slowest. When you call a function, you are calling Python code, and Pandas also calls the function per row. So you are moving from optimized low-level Pandas code to high-level (and slower) Python code. The .replace method works too. It is a flexible method that has a lot of options for invoking it. One of those options is to pass in a dictionary. This is faster than the .apply method, but the .map method is the fastest. The .map method is faster for this example.

Note that you might get even better performance by converting the make column to a category. This will save memory and speed up the mapping. My general rule of thumb for benchmarking is to benchmark with the size of the data that you will be using in production. (Also note that for this small dataset, the difference in speed is not noticeable, but for a large dataset, it could be.)

>>> %%timeit
>>> (raw_mpg
... .assign(country=lambda df_: df_.make.map(make_to_country))
... )
12.5 ms ± 1.79 ms per loop (mean ± std. dev. of 7 runs, 100 loops each)




Let’s test out the function to make sure it works.

>>> (raw_mpg
... .assign(country=lambda df_: df_.make.map(make_to_country))
... .groupby('country')
... .city08
... .mean()
... .sort_values(ascending=False)
... )
country
South Korea       22.740502
Japan             20.462929
Germany           18.320819
France            18.163265
Sweden            18.004026
United States     17.191148
United Kingdom    17.025890
Italy             14.523050
Name: city08, dtype: float64

Perfect. I can use this sorted order when I plot the data. I will plot each make in a country in descending order of the city mileage. However, I still have to figure out the order in which the makes are displayed. I need to sort by two columns to do this. Pandas doesn’t have a way to do this in a single command. But, you can make Pandas do a stable sort by sorting with the kind='mergesort' parameter. This will keep the order of the first sort when the second sort is the same. I’ll sort by city mileage and then by country. This will give me the order that I want.

I want the countries in a certain order. I don’t want countries in alphabetical order. I want them in the order of the average city mileage that was calculated in the previous code. Pandas allows you to pass in a key function to help with the sorting. I’ll use the index of the country order in my key function to get the country order that I want. You must specify the kind='mergesort' as that kind is a stable sort. We will need to do two calls to .sort_values. First sorting by mileage and then our country order.

def key_fn(ser):
    country_order = ['Italy', 'United Kingdom', 'United States',
        'Sweden', 'France', 'Germany', 'Unknown', 'Japan', 
        'South Korea']
    if isinstance(ser, str): # works with .sort and sorted
        return country_order.index(ser)
    elif ser.name == 'country': # works with .sort_values (Pandas)
        return ser.map({country: i for i, country in enumerate(country_order)})
    else:
        raise ValueError('Unexpected column')


Thie function, key_fn, also supports sorting a list of countries. I will use that funcionality to sort the countries in the legend in the same order as the bars.

Let’s try out the sorting to make sure it works.

len("ax.plot(group['Cost'], group['Life'], label=name, color='red', linewidth=1)")


>>> # group by country then city08
>>> # to do a stable sort with pandas need to specify kind='mergesort'

>>> print(raw_mpg
...  .assign(country=lambda df_: df_.make.apply(get_country_of_origin))
...  .query('country != "Unknown"')
...  .groupby('make')
...  .city08
...  .mean()
...  .reset_index()
...  .assign(country=lambda df_: df_.make.apply(get_country_of_origin))
...  .sort_values(by='city08', kind='mergesort')
...  .sort_values(by='country', key=key_fn, kind='mergesort')
... )
           make     city08      country
23  Lamborghini  10.445312        Italy
11      Ferrari  11.318777        Italy
28     Maserati  12.992647        Italy
12         Fiat  35.140845        Italy
40  Rolls-Royce  10.010753  United K...
..          ...        ...          ...
45       Suzuki  21.442718        Japan
16        Honda  24.823177        Japan
43        Scion  25.976190        Japan
17      Hyundai  22.478927  South Korea
22          Kia  23.075163  South Korea

[50 rows x 3 columns]


Now we are ready to make a basic bar plot.

fig, ax = plt.subplots(figsize=(6, 6), dpi=300)


(raw_mpg
    .assign(country=lambda x: x['make'].map(get_country_of_origin))
    .query('country != "Unknown"')
    .groupby(['make', 'country'])
    .agg({'city08': 'mean'})
    .reset_index()
    .sort_values('city08', kind='mergesort')
    .sort_values('country', key=key_fn, kind='mergesort')
    .set_index('make')
    .city08
    .plot.barh(title='Average Fuel Efficiency by Country of Origin (Top 50 Makes)', 
               ax=ax)
)

fig.tight_layout()



[image: A bar plot of the average city fuel efficiency for car makes grouped by country.]
A bar plot of the average city fuel efficiency for car makes grouped by country.

Not bad. If the plot was just for me, I might leave it at that. Let’s clean it up.

The code is relatively straightforward professional Matplotlib and Pandas code. Note that the colors were specified in a .pipe call. The colors are based on the values in the index when the plot is created. Without the .pipe, it would be annoying to get the colors set. Once we have the necessary index, we can calculate the colors using the .map method. There is also code for creating a custom legend based on the colors, not the bars.

Tesla’s high mileage makes it challenging to see the difference between the other makes. You might want to experiment with a log scale to see if that is appropriate for your audience and the story you want to tell.

# set color
country_to_color = {
        'Italy': 'red',
        'United Kingdom': 'blue',
        'United States': 'green',
        'Sweden': 'purple',
        'France': 'orange',
        'Germany': 'yellow',
        'Japan': 'pink',
        'South Korea': 'brown'
    }
def get_color(make):
    country = get_country_of_origin(make)
    return country_to_color.get(country, 'grey')

fig, ax = plt.subplots(figsize=(6, 6), dpi=300, constrained_layout=True)

(raw_mpg
 .assign(country=lambda x: x['make'].map(get_country_of_origin))
 .query('country != "Unknown"')
 .groupby(['make', 'country'])
    .agg({'city08': 'mean'})
    .reset_index()
    .sort_values('city08', kind='mergesort')
    .sort_values('country', key=key_fn, kind='mergesort')
    .set_index('make')
    .city08
    .pipe(lambda ser:
        ser.plot.barh(color=ser.index.map(get_color), 
        title='Average Fuel Efficiency by Country of Origin (Top 50 Makes)',
        ax=ax)
    )
)

# add legend with color of countries
from matplotlib.patches import Patch

# create legend
legend_elements = [Patch(facecolor=color, edgecolor='black', label=country) 
                   for country, color in 
                   sorted(country_to_color.items(), reverse=True,
                          key=(lambda cc_tuple: key_fn(cc_tuple[0])))]


# add legend
ax.legend(handles=legend_elements, loc='center left', bbox_to_anchor=(1, 0.5),
          frameon=False, fontsize=8)

# remove spines
for side in ['top', 'left', 'right', 'bottom']:
    ax.spines[side].set_visible(False)

# get rid of y ticks length
ax.tick_params(axis='y', length=0)

# get rid of make
ax.set_ylabel('')
# set y label font size
_ = ax.set_yticklabels(ax.get_yticklabels(), fontsize=7.5)

# log scale
#ax.set_xscale('log')

fig.tight_layout()



[image: A bar plot of the average city fuel efficiency for car makes grouped by country.]
A bar plot of the average city fuel efficiency for car makes grouped by country.



Customer Counts

Let’s do another example. This is a plot from the NY Times2. It shows the arrests along the border over time. It uses a bar plot. Could it use a line plot? Yes, but arrests are aggregated by count, and a bar plot is the preferred mechanism to show counts. It also includes the zero baseline, which is often important to compare count values. The plot is straightforward. Your eyes are drawn to the annotation. A nicety is that a small gap separates every twelve months. While not necessary, it does make it easier to see the years without adding a lot of ink to the plot.


[image: Bar plot showing annual arrests at the US border.]
Bar plot showing annual arrests at the US border.

Let’s see if we can create a plot of my unique monthly customers using a similar style.

# prepare sales data
from anonymizedf import anonymizedf 
import faker
import matplotlib.pyplot as plt
import numpy as np
import pandas as pd

def generalize_col(df, col, n=5, default='Other'):
    counts = df[col].value_counts()
    top_index = counts.index[:n]
    return df[col].where(df[col].isin(top_index), default)
               
    
def get_category(df):
    courses = r'Basic|Professional|Standard|Applied|Walkthrough|Testing'
    cat = np.select([df.Summary.str.contains('Workshop'), 
        df.Summary.str.contains(courses),
        df.Summary.str.contains(r'Book|Python'), 
        df.Summary.str.contains(r'Bundle')],
        ['Workshop', 'Course', 'Book', 'Bundle'], default=df.Summary)
    return pd.Series(cat, dtype='category')

def tweak_sales(df):
    faker.Faker.seed(42)
    anonymizedf.fake = faker.Faker('en_US')
    # Note: Everytime you run this is will give different values (w/o 2 lines above)
    an = anonymizedf.anonymize(df)  
    return (an
     .fake_names('Name', chaining=True)
     .fake_ids('Email', chaining=True)
     # chaining=False gives us back a dataframe (not the wrapped anonymize)            
     .fake_ids('Coupon', chaining=False)  
     .assign(Domain=lambda df_:df_.Email.apply(lambda val: val.split('@')[-1]),
             Email=lambda df_: df_['Fake_Email'].str[:5] + '@' + \
                     generalize_col(df_, 'Domain', default='other.com'),
             Date=lambda df_:pd.to_datetime(df_.Date, utc=True)
                 .dt.tz_convert('America/Denver'),
             Category=get_category,
             Coupon=lambda df_: df_['Fake_Coupon'].str[:5]
            )
     .astype({'Country':'category', 'Region': 'category', 'City': 'category', 
              'Status': 'category', 'Summary': 'category', 'Coupon': 'category'})
     .rename(columns={'Summary': 'Product'})
     .assign(Name=lambda df_: df_.Fake_Name)
     .loc[:, ['Invoice #', 'Date', 'Name', 'Email', 'Country', 'Region', 'City',
       'Status', 'Product', 'Sale Total', 'Revenue', 'Coupon', 'Podia Fee',
       'Total Collected', 'Category']]
    )

raw_sales = pd.read_csv('~/Downloads/podia-sales-2024-11-07.csv')


Now, if the audience for this plot were just myself, I’d end at this first plot that is easily created with Pandas. These types of plots are so common in Pandas. I use pd.Grouper to dynamically group the data by month.

pd.Grouper allows grouping data based on more complex criteria, such as time periods or specific intervals - offset alias. It is particularly useful when working with time-series data, where you might want to aggregate information by days, months, quarters, or even custom time frames. It integrates seamlessly with the .groupby method to enable sophisticated aggregations. For instance, you can use it to group by both a categorical column and a time period simultaneously.

The offset alias, or freq parameter, is set to 1M to group the data by month. (This makes it so easy to change the frequency to yearly, quarterly, daily, or even a combination like 5D3h for every 5 days and 3 hours.) Then, I indicate the column that I’m interested in aggregating, which is the Name column. Finally, I use the .nunique method to count the unique values in the Name column. This gives me the number of unique customers each month. I then use the .plot method to create a bar plot of the data. This will plot the index (which is the month) on the x-axis and the number of unique customers on the y-axis.

# count of customers by month
(tweak_sales(raw_sales)
 .groupby(pd.Grouper(key='Date', freq='1M'))
 ['Name']
 .nunique()
 .plot.bar()
)




[image: A bar plot of the unique monthly customers.]
A bar plot of the unique monthly customers.

Again, I’m not a fan of Pandas automatically converting the index to a categorical variable when creating a bar plot, but if the audience is just me, I can live with it.

However, I’m going to assume that maybe I want to present this to a different audience. Maybe the board or investors in the company. I want to tell a specific story with this plot. For example, there are a few peaks, and I might want to draw your attention to them. I can use the CLEAR principles to guide me in creating a plot that tells the story I want to tell.

If I wanted to get that small gap between each month (like the NY Times plot), I would need to manually adjust the tick locations and labels, which sounds annoying. However, we can use a few tricks to get a similar effect. Instead of getting the data by month, I will get the data by year and month and then use .unstack to move each month to a column.

>>> print(tweak_sales(raw_sales)
...  .assign(Year=lambda df_: df_.Date.dt.year,
...          Month=lambda df_: df_.Date.dt.month)
...  .groupby(['Year', 'Month'])
...  ['Name']
...  .nunique()
...  .unstack()
... )
Month     1      2      3   ...     10     11    12
Year                        ...                    
2020     NaN    NaN    NaN  ...   40.0   18.0  83.0
2021   100.0   19.0   15.0  ...   13.0  510.0  62.0
2022   163.0  194.0  246.0  ...  136.0  124.0  74.0
2023    70.0   75.0  481.0  ...  306.0  152.0  70.0
2024   372.0  181.0  390.0  ...  161.0   24.0   NaN

[5 rows x 12 columns]


When I plot this as a bar plot, the year (the index) goes into the x-axis. Every month column became a bar that year. This will give me the small gap between each year that I want.

This is a convenient feature of Pandas that Matplotlib does not offer out of the box.

# count of customers by month
(tweak_sales(raw_sales)
 .assign(Year=lambda df_: df_.Date.dt.year,
         Month=lambda df_: df_.Date.dt.month)
 .groupby(['Year', 'Month'])
 ['Name']
 .nunique()
 .unstack()
 .plot.bar()
)




[image: A bar plot of the unique monthly customers with each month separated by a small gap.]
A bar plot of the unique monthly customers with each month separated by a small gap.

In CLEAR terminology, the Colors in the default plot are not doing anything for me. I will change the color of the bars to a light grey. I will also demonstrate how to create a gap between each month. The bar plot function has a width parameter that allows you to control the width. But this is the overall width of all the bars in a row (at a specific year). I’ll set the width to 12/13 so that it is the width of a single month (there are 12 months in a year, so if we add one more gap between each month, we get 13). Next, I will use the edgecolor parameter to set the color of the edge of the bars to black. I’ll also set linewidth, which is the outline of each bar.

# count of customers by month
(tweak_sales(raw_sales)
 .assign(Year=lambda df_: df_.Date.dt.year,
         Month=lambda df_: df_.Date.dt.month)
 .groupby(['Year', 'Month'])
 ['Name']
 .nunique()
 .unstack()
 .plot.bar(width=12/13, color='lightgrey', legend=False, 
           edgecolor='black', linewidth=1)
)




[image: A bar plot of the unique monthly customers with each year separated by a small gap.]
A bar plot of the unique monthly customers with each year separated by a small gap.

Now, we are ready to apply the rest of the CLEAR principles. I’m going to change the outline to match the background color. This will make the bars look like they are floating. I’m using one of my approved Limited plots. For E, I will explain the story with a title, subtitle, and annotation. For A, my audience is the board of the company. I’ll highlight one of the peaks which corresponds to the release of my book Effective Pandas. For R, I will list the source of the data at the bottom of the plot.

The code is pretty pedestrian Matplotlib. The tick_params(axis='y', direction='in', pad=-20) call moves the y labels inside of the axes.

# change the spacing between bars
# We can simulate that by making the edge color white
fig, ax = plt.subplots(figsize=(6, 4), dpi=300, constrained_layout=True)

(tweak_sales(raw_sales)
 .assign(Year=lambda df_: df_.Date.dt.year,
         Month=lambda df_: df_.Date.dt.month)
 .groupby(['Year', 'Month'])
 ['Name']
 .nunique()
 .unstack()
 .plot.bar(width=.9, color='#6fa195', legend=False, align='center', linewidth=12/13,
           edgecolor='white', ax=ax, zorder=3)     
)

# get rid of spines
for side in ['left', 'right', 'top', 'bottom']:
    ax.spines[side].set_visible(False)

# set y ticks to 100, 200, 300, 400, 500
ax.set_yticks([100, 200, 300, 400, 500])
# change y ticks to lines
ax.tick_params(axis='y', length=0)
# move y labels to right and top align
ax.tick_params(axis='y', direction='in', pad=-20)
# change y labels to top align
ax.set_yticklabels(ax.get_yticks(), ha='right', va='bottom')
# set ytick label color to grey
ax.tick_params(axis='y', colors='grey')

# make horizontal grid lines
ax.yaxis.grid(True, color='grey', linestyle='-', linewidth=.5, zorder=0)

# change x labels to '20 '21, ...
ax.set_xticklabels(["'20", "'21", "'22", "'23", "'24"])
# rotate x labels
ax.tick_params(axis='x', rotation=0)
# get rid of x ticks
ax.tick_params(axis='x', length=0)
# get rid of x label
ax.set_xlabel('')

# add annotation for nov 2021 - Effective Pandas
ax.annotate('Effective Pandas\nlaunch', xy=(1.36, 500), xytext=(1.8, 450),
             arrowprops=dict(facecolor='black', arrowstyle='-'),
             fontfamily='Roboto',
             fontsize=8, fontweight='normal', color='black')

# add title
ax.text(0, 1.112, 'Monthly Customers', ha='left', va='bottom', fontsize=11, 
        fontweight='bold', transform=ax.transAxes)

# add subtitle
ax.text(0, 1.05, 'Unique customers per month', ha='left', va='bottom', 
        fontsize=9.5, fontweight='normal', color='grey',
        transform=ax.transAxes)

# add source
ax.text(0, -.10, 'Source: Podia', ha='left', va='bottom', fontsize=6.5, 
        fontweight='light', transform=ax.transAxes, color='grey')




[image: A bar plot of the unique monthly customers with each month separated by a small gap.]
A bar plot of the unique monthly customers with each month separated by a small gap.



Microplastics Report

The former CEO of GitHub, Nat Friedman, invested in research to study microplastics in the environment. The research team collected data on the concentration of microplastics in different food products in the Bay Area and shared their findings in a report. 3

I downloaded the data and want to explore how much plastic I’m consuming.

>>> import pandas as pd

>>> raw_plastic = pd.read_csv('data/samples.tsv', sep='\t')
>>> print(raw_plastic)
           id  product_id      product  ... BPA_percent_tdi_70_kg_efsa  \
0     7090411          79  Ito En O...  ...         <LOQ                 
1     7091001         136  Whole Fo...  ...         <LOQ                 
2     7091002           8  Whole Fo...  ...         <LOQ                 
3     7091201          26  Clover O...  ...         <LOQ                 
4     7091202          27  Clover O...  ...         <LOQ                 
..        ...         ...          ...  ...          ...                 
613  20240602          50  Colgate ...  ...         <LOQ                 
614  20240701          47  Whole Fo...  ...         <LOQ                 
615  20240702          48  PB2 Food...  ...         <LOQ                 
616  20240801          46  Whole Fo...  ...         <LOQ                 
617  20240901           1  Enfamil ...  ...         <LOQ                 

     BPS_percent_tdi_70_kg_efsa  BPF_percent_tdi_70_kg_efsa  
0         NO TDI                      NO TDI                 
1         NO TDI                      NO TDI                 
2         NO TDI                      NO TDI                 
3         NO TDI                      NO TDI                 
4         NO TDI                      NO TDI                 
..           ...                         ...                 
613       NO TDI                      NO TDI                 
614       NO TDI                      NO TDI                 
615       NO TDI                      NO TDI                 
616       NO TDI                      NO TDI                 
617       NO TDI                      NO TDI                 

[618 rows x 173 columns]


Let’s clean up this data a little bit. I’m going to make a tweak function to drop duplicate reports. I’ll also adjust some of the numbers. There are < and > characters in the data. I’m going to take the easy way out and just remove them. I’ll also replace the string NO RESULT with np.nan so that I can convert the columns to numeric.

There is a column called tags that has a comma-separated list of tags. I’m going to explode this into dummy encoded columns. Using those tags, I’ll create a category column.

import numpy as np
def add_category(df):
    # if tag_snack -> snack
    # if tag_fast_food -> fast food
    # repeat for seafood, water, dairy, meat, vegetables, fruit
    return (df
            .assign(category='Other')
            .category
            .case_when([(df.tag_snacks==1, 'Snacks'),
                        (df.tag_fast_food==1, 'Fast Food'),
                        (df.tag_seafood==1, 'Seafood'),
                        (df.tag_water==1, 'Water'),
                        (df.tag_dairy==1, 'Dairy'),
                        (df.tag_meat==1, 'Meat'),
                        (df.tag_vegetables==1, 'Vegetables'),
                        (df.tag_fruits==1, 'Fruits'),
                        (df.tag_beverages==1, 'Beverages'),
                        (df.tag_supplements==1, 'Supplements'),
                        (df.tag_personal_care==1, 'Personal Care'),
                        (df.tag_candy==1, 'Candy'),
                        (df.tag_medications==1, 'Medications'),
                        (df.tag_prepared_meals==1, 'Prepared Meals'),
                        (df.tag_baby_food==1, 'Baby Food'),
                        (df.tag_ice_cream==1, 'Ice Cream'),
                        (df.tag_breast_milk==1, 'Breast Milk'),
                        (df.tag_groceries==1, 'Groceries'),
                        ])
    )                        

def tweak_plastic(df):
    return (df
            # drop duplicate products
            .drop_duplicates(subset='product')
            # remove < from DEHP_ng_serving
            .assign(DEHP_ng_serving=lambda df_: df_['DEHP_ng_serving']
                    .str.replace('<', '')
                    .str.replace('>', ''),
                    BPA_ng_serving=lambda df_: df_['BPA_ng_serving']
                    .str.replace('<', '')
                    .str.replace('>', '')
                    .replace('NO RESULT', np.nan)
                    )
            .pipe(lambda df_: pd.concat([df_, df_.tags.str.get_dummies(sep=',')
                                 .rename(columns=lambda x: f'tag_{x}')], axis='columns'))
            .assign(category=add_category)
            .astype({'DEHP_ng_serving': 'float', 'BPA_ng_serving': 'float'})
            )


Let’s run the function, limit the columns, and sort the data by the DEHP (a type of plastic di(2-ethylhexyl) phthalate) column.

>>> print(tweak_plastic(raw_plastic)
...  .loc[:, ['product', 'DEHP_ng_serving', 'tags', 'category']]
...  .sort_values('DEHP_ng_serving', ascending=False)
...  .query('category == "Other"')
... )
 
         product  DEHP_ng_serving         tags category
478  Powdered...    1500000.0      vintage,...    Other
479  Cracker ...      64096.0      vintage,...    Other
488  Milk Cho...      19904.0      vintage,...    Other
466  Stanford...      10902.0        palo_alto    Other
481  Cocoa Po...       7415.0      vintage,...    Other
..           ...          ...              ...      ...
483  Cane Sug...       1120.0      vintage,...    Other
550  O Organi...       1000.0          organic    Other
554  Paper Re...        720.0         receipts    Other
254  PB2 Food...        507.0      peanut_b...    Other
553  Paper Re...        210.0         receipts    Other

[15 rows x 4 columns]


That looks ok. Let’s group by category and calculate the mean of the plastic concentration. I’ll sort the results and create a horizontal bar plot.

fig, ax = plt.subplots(figsize=(6, 4), dpi=300, constrained_layout=True)

(tweak_plastic(raw_plastic)
  .loc[:, ['product', 'DEHP_ng_serving', 'tags', 'category']]
  .sort_values('DEHP_ng_serving', ascending=False)
  .query('category != "Other"')
  .groupby('category')
  .DEHP_ng_serving
  .mean()
  .sort_values()
  .plot.barh(color='lightgrey', legend=False, 
             title='Average DEHP per Category', ax=ax)
)




[image: A bar plot of the average concentration of microplastics in different food categories.]
A bar plot of the average concentration of microplastics in different food categories.

It looks like there is a lot of plastic in the snacks and fast food categories.

Let’s try to look at some details. I’ll create a bar plot of the top five foods in each category.

This involves more complicated Pandas code. Let’s walk through my process.

First, we need to find the five category offenders.

This code has a .groupby followed by .apply. Let’s read the .apply code. It accepts a group, gets the five rows with the largest DEHP_ng_serving values, pulls out the product and DEHP_ng_serving columns, and resets the index.

Because the result of the .apply doesn’t aggregate but returns a DataFrame, I should get back a DataFrame with a multi-index as a result of the group. The outer level of the index is the category we grouped by. The inner index is the reset index.

>>> print(tweak_plastic(raw_plastic)
...  .query('category != "Other"')
...  .groupby('category')
...  .apply(lambda g: g
...        .nlargest(5, columns=['DEHP_ng_serving'])
...        .loc[:, ['product', 'DEHP_ng_serving']]
...        .reset_index(drop=True),
...        include_groups=False
...        )
... )
                 product  DEHP_ng_serving
category                                 
Baby Food 0  Enfamil ...       2860.0    
          1  Kate Far...       2478.0    
          2  Happy Ba...       2395.6    
          3  Kate Far...       2301.0    
          4  Enfamil ...       2200.0    
...                  ...          ...    
Water     0  Fiji Nat...       6035.0    
          1  Mountain...       4615.0    
          2  LaCroix ...       3700.0    
          3  LaCroix ...       3700.0    
          4  Unfilter...       3550.0    

[83 rows x 2 columns]


To plot a bar plot with top 5 offenders per category, we want the category in the index and five columns. Right now, we have a multi-index, so we need to unstack the inner index (with values from 0-4 after resetting the index) into the columns. I will pull out the DEHP_ng_serving column first, so we get a DataFrame as a result of the unstack (and not multi-indexed columns).

>>> print(tweak_plastic(raw_plastic)
...  .query('category != "Other"')
...  .groupby('category')
...  .apply(lambda g: g
...        .nlargest(5, columns=['DEHP_ng_serving'])
...        .loc[:, ['product', 'DEHP_ng_serving']]
...        .reset_index(drop=True),
...        include_groups=False
...        )
...  .DEHP_ng_serving
...  .unstack()
... )
                   0        1        2       3       4
category                                              
Baby Food     2860.0   2478.0   2395.6  2301.0  2200.0
Beverages     9620.0   9250.0   8510.0  8140.0  7200.0
Breast Milk   2432.0   1520.0   1520.0  1520.0  1520.0
Candy         1708.0    570.0    300.0     NaN     NaN
Dairy         3485.0   3120.0   2822.0  2805.0  2686.0
...              ...      ...      ...     ...     ...
Seafood      15052.0   1130.0   1130.0   570.0     NaN
Snacks       29640.0  20280.0  19760.0  1204.0   256.0
Supplements   7840.0   6792.0   3518.0  1890.0   666.0
Vegetables    1845.0   1496.0   1311.2   470.0     NaN
Water         6035.0   4615.0   3700.0  3700.0  3550.0

[18 rows x 5 columns]


Now, we can plot it.

# top 5 in each category

fig, ax = plt.subplots(figsize=(6, 4), dpi=300, constrained_layout=True)
(tweak_plastic(raw_plastic)
 .query('category != "Other"')
 .groupby('category')
 .apply(lambda g: g
        .nlargest(5, columns=['DEHP_ng_serving'])
        .loc[:, ['product', 'DEHP_ng_serving']]
        .reset_index(drop=True),
        include_groups=False        
        )
 .DEHP_ng_serving
 .unstack()
 .plot.barh(ax=ax, legend=False, title='Top 5 DEHP per Category')
 )




[image: A bar plot of the top five foods with the highest concentration of microplastics in each category.]
A bar plot of the top five foods with the highest concentration of microplastics in each category.

This plot is not great. The bars are too small to read. It gives you a general idea of whether the top five foods are similar across categories.

My next thought is, “how do I see the details?”. Breaking it into a grid of plots is an option. Let’s try it out. I will use a for loop with the groups to create each group plot individually.

Because the descriptions can be long, I created an add_newlines function to split the descriptions into multiple lines.

# make grid
import matplotlib.pyplot as plt
fig, axs = plt.subplots(nrows=6, ncols=3, figsize=(6, 8), dpi=300, 
                        constrained_layout=True)

groups = (tweak_plastic(raw_plastic)
 .query('category != "Other"')
 .groupby('category')
 )

def add_newlines(txt, max_line_length=20):
    # make lines up to max_line_length
    # split on last space before max_line_length if possible
    lines = []
    parts = txt.split()
    line = ''
    for part in parts:
        if len(line) + len(part) > max_line_length:
            lines.append(line.strip())
            line = part
        else:
            line += ' ' + part
    lines.append(line.strip())
    return '\n'.join(lines)


for i, (category, group) in enumerate(groups):
    ax = axs.flat[i]
    (group
     .assign(product=lambda df_: df_['product'].apply(add_newlines))
     .nlargest(5, columns=['DEHP_ng_serving'])
     .set_index('product')
     .DEHP_ng_serving
     .plot.barh(ax=ax, title=category)
    )
    ax.set_xlim(0, 30_000)
    ax.set_ylabel('')
    # set tick font and size
    for label in ax.get_yticklabels():
        label.set_fontsize(4)
        label.set_fontweight('light')




[image: A grid of bar plots showing the top five foods with the highest concentration of microplastics in each category.]
A grid of bar plots showing the top five foods with the highest concentration of microplastics in each category.

This plot needs help too. The individual plot titles are too large relative to the small size of the products in the y axis.

I’ll tweak some of the properties and remove some of the chart noise.

cats_to_keep = ['Snacks',  'Meat', 'Fast Food', 
                'Beverages', 'Seafood', 'Supplements', 
                'Water',
                'Vegetables',  'Fruits', 
]

metric = 'DEHP_ng_serving'

ncols = 3
fig, axs = plt.subplots(nrows=len(cats_to_keep) // ncols, ncols=ncols, 
    figsize=(6, 8), dpi=300, constrained_layout=True)

for i, cat in enumerate(cats_to_keep):
    ax = axs.flat[i]
    (tweak_plastic(raw_plastic)
     .query('category == @cat')
     .assign(product=lambda df_: df_['product'].apply(add_newlines))
     .sort_values(metric, ascending=False)
     .head()
     .set_index('product')
     [metric]
     .sort_values()
     .plot.barh(ax=ax, title=cat)
    )
    # change title size
    ax.title.set_fontsize(8)
    ax.set_xlim(0, 30_000)
    x_ticks = [0, 10_000, 20_000, 30_000]
    ax.set_xticks(x_ticks)
    
    # set custom formatter
    # convert 10,000 to 10k
    ax.xaxis.set_major_formatter(plt.FuncFormatter(lambda x, _: f'{x/1_000:,.0f}k'))
    # change x tick font size
    for label in ax.get_xticklabels():
        label.set_fontsize(6)
        label.set_fontweight('light')

    # get rid of spines
    for side in ['top', 'right', 'left', 'bottom']:
        ax.spines[side].set_visible(False)

    ax.set_ylabel('')        
    # set tick font and size
    for label in ax.get_yticklabels():
        label.set_fontsize(6)
        label.set_fontweight('normal')
        
    # get rid of y ticks 
    ax.tick_params(axis='y', length=0)

# set title
fig.suptitle(f'{metric} by Category', fontsize=11, fontweight='bold')
                 



[image: A grid of bar plots showing the top five foods with the highest concentration of microplastics in each category.]
A grid of bar plots showing the top five foods with the highest concentration of microplastics in each category.

That’s better.

Let’s mix it up a little. Rather than arrange by category, I’ll arrange by the concentration of DEHP. I’ll also add a bar to show the average concentration of DEHP.

# combine top 5 from each category
fig, ax = plt.subplots(figsize=(6, 8), dpi=300, constrained_layout=True)


n = 40
top_n_in_cat = 5

colors = []
def calc_colors(df):
    global colors
    # continent colors
    # make average grey, everything else blue
    for name in df.index:
        if name == 'Average':
            colors.append('grey')
        else:
            colors.append('green')  
    print(colors)
    return df    

def create_bar_plot(df, ax):
    calc_colors(df)
    df.plot.barh(width=.9, color=colors, legend=False, ax=ax,
                 title=f'Top {n} DEHP (ng per serving) by Category')
    #draw values to right of bars
    for i, v in enumerate(df):
        ax.text(v + 100, i, f'{v:,.0f}', va='center', ha='left', 
                fontsize=6, fontweight='light')

    # set y axis font size
    for label in ax.get_yticklabels():
        label.set_fontsize(6)
        label.set_fontweight('normal')

    # get rid of y ticks
    ax.tick_params(axis='y', length=0)
    ax.set_ylabel('')   

    # get rid of x ticks and labels
    ax.tick_params(axis='x', length=0)
    ax.set_xticks([])

    # get rid of spines
    for side in ['top', 'right', 'left', 'bottom']:
        ax.spines[side].set_visible(False)


(tweak_plastic(raw_plastic)
 .query('category != "Other"')
 # calculate average overall DEHP_ng_serving
 .pipe(lambda df_: pd.concat([df_, pd.DataFrame({
       'DEHP_ng_serving': [df_.DEHP_ng_serving.mean()],
       'category': 'Overall',
       'product': 'Average'
   })], axis='index'))
 .groupby('category')
 .apply(lambda g: g.nlargest(5, columns=['DEHP_ng_serving']))
 .sort_values('DEHP_ng_serving', ascending=False)
 .loc[:, ['product', 'DEHP_ng_serving', 'category']]
 .assign(product=lambda df_: df_['product'].apply(add_newlines, max_line_length=40))
 .head(n)
 .set_index('product')
 .DEHP_ng_serving
 .sort_values()
 .pipe(create_bar_plot, ax=ax) 
 )




[image: A grid of bar plots showing the top five foods with the highest concentration of microplastics in each category.]
A grid of bar plots showing the top five foods with the highest concentration of microplastics in each category.

Not bad. What if I wanted to compare the concentration of another plastic type? I will make a back-to-back plot (also called a mirror plot or population pyramid in some contexts). This is a good way to compare two sets of data. I’ll make a function to create the plot.

This plot involves a little work because you have to invert the values for one of the plots. This is done with ax.invert_xaxis. Once I have inverted the x-axis, I need to set the limits backward—the maximum value is now the minimum value. I’ll also need to set the ticks to be positive. Then, I will use these inverted values to place the labels.

I’ll use subplot_mosaic to create a layout that has a title at the top, two plots in the middle, and a bar plot at the bottom for sources. With the gridspec_kw parameter, I can set the wspace or horizontal space between the plots to zero. This will make the two plots look like they are back-to-back.

I also need to turn off constrained_layout to control the layout of the plots. Otherwise, the plots will not be back-to-back.

# bar to back chart
# combine top 5 from each category
from highlight_text import ax_text

n = 40
top_n_in_cat = 5

def calc_colors(df, base_color='blue'):
    colors = []
    # continent colors
    # make average grey, everything else blue
    for name in df.index:
        if name == 'Average':
            colors.append('grey')
        else:
            colors.append(base_color)  
    print(colors)
    return colors 

def create_mirror_plot(df):
    layout = [['title']*2, ['left', 'right'], ['notes']*2]
    # not using constrained layout because we want tight fit between plots
    fig, axs = plt.subplot_mosaic(layout, figsize=(6, 9), dpi=300,
                    gridspec_kw={'height_ratios': [1, 12, .5],
                                 'width_ratios': [1, 1],
                                 'wspace': 0})
    
    # -----left plot-----
    # plot BPA inverted on left
    bpa_color = 'blue'
    colors = calc_colors(df, base_color=bpa_color)
    ax = axs['left']
    (df
     .BPA_ng_serving
     .plot.barh(width=.9, color=colors, legend=False, ax=ax)
    )
    ax.invert_xaxis()

    # draw values to left of bars
    for i, v in enumerate(df.BPA_ng_serving):
        ax.text(v + 10, i, f'{v:,.0f}', va='center', ha='right', 
                fontsize=6, fontweight='light')

    # set y axis font size
    for label in ax.get_yticklabels():
        label.set_fontsize(5)
        label.set_fontweight('normal')

    # add padding to left between bars and y axis
    # need to invert because of inverted x axis
    ax.set_xlim(df.BPA_ng_serving.max() *1.1, 0)

    # hide y ticks
    ax.tick_params(axis='y', length=0)
    ax.set_ylabel('')

    # get rid of spines
    for side in ['top', 'right', 'left', 'bottom']:
        ax.spines[side].set_visible(False)

    # get rid of x ticks and labels
    ax.tick_params(axis='x', length=0)
    ax.set_xticks([])

    # ----- right plot
    dehp_color = 'green'
    colors = calc_colors(df, base_color=dehp_color)
    ax = axs['right']
    (df
     .DEHP_ng_serving
     .plot.barh(width=.9, 
                color=colors,
                legend=False, ax=ax,
                 )
    )

    #draw values to right of bars
    for i, v in enumerate(df.DEHP_ng_serving):
        ax.text(v + 100, i, f'{v:,.0f}', va='center', ha='left', 
                fontsize=6, fontweight='light')

    # hide y tick labels
    ax.set_yticklabels([])
    
    # get rid of y ticks
    ax.tick_params(axis='y', length=0)
    ax.set_ylabel('')   

    # get rid of x ticks and labels
    ax.tick_params(axis='x', length=0)
    ax.set_xticks([])

    # get rid of spines
    for side in ['top', 'right', 'left', 'bottom']:
        ax.spines[side].set_visible(False)

    # squish the two plots together
    plt.subplots_adjust(wspace=0.3)

    # ---- title and notes ----
    # set title
    ax_title = axs['title']
    ax_title.axis('off')
    ax_text(0,0, '<Top 40 ><BPA>< and ><DEHP>< (ng per serving) by Category>',
            ax=ax_title,
            highlight_textprops=[{'color': 'black', 'fontsize':11, 
                                  'fontweight':'bold'},
                {'color': bpa_color, 'fontsize':11, 'fontweight':'bold'},
                {'color': 'black', 'fontsize':11, 'fontweight':'bold'},
                {'color':  dehp_color, 'fontsize':11, 'fontweight':'bold'},
                {'color': 'black', 'fontsize':11, 'fontweight':'bold'}],
    )

    # add source
    ax_notes = axs['notes']
    ax_notes.axis('off')
    ax_text(0,1, 'Source: plasticlist.org',
            ax=ax_notes,
            fontsize=6.5, fontweight='normal', color='grey')

(tweak_plastic(raw_plastic)
 .query('category != "Other"')
 # calculate average overall DEHP_ng_serving
 .pipe(lambda df_: pd.concat([df_, pd.DataFrame({
     'DEHP_ng_serving': [df_.DEHP_ng_serving.mean()],
     'BPA_ng_serving': [df_.BPA_ng_serving.mean()],
     'category': 'Overall',
     'product': 'Average'
   })], axis='index'))
     
 .groupby('category')
 .apply(lambda g: g.nlargest(5, columns=['DEHP_ng_serving']))
 .sort_values('DEHP_ng_serving', ascending=False)
 .loc[:, ['product', 'DEHP_ng_serving', 'BPA_ng_serving', 'category']]
 .assign(product=lambda df_: df_['product'].apply(add_newlines, max_line_length=40))
 .head(n)
 .set_index('product')
 .sort_values('DEHP_ng_serving')
 .pipe(create_mirror_plot)
)

fig.tight_layout()




[image: A back-to-back bar plot comparing the concentration of DEHP and BPA in different food categories.]
A back-to-back bar plot comparing the concentration of DEHP and BPA in different food categories.

Let’s experiment a little more. We are only showing two values for microplastics, but the report actually has data for many more. How can I show the others? With a bar plot?

cols = ['BBP_ng_serving', 'BPA_ng_serving', 'BPF_ng_serving',
 'BPS_ng_serving', 'DBP_ng_serving', 'DCHP_ng_serving',
 'DEHA_ng_serving', 'DEHP_ng_serving', 'DEHT_ng_serving',
 'DEP_ng_serving', 'DIBP_ng_serving', 'DIDA_ng_serving',
 'DIDP_ng_serving', 'DINCH_ng_serving', 'DINP_ng_serving',
 'DMP_ng_serving', 'DNHP_ng_serving', 'DNOP_ng_serving']

def fix_col(df, col):
    if df[col].dtype == 'float':
        return df[col]
    else:
        res = (df
                [col]
                .str.replace('<', '')
                .str.replace('>', '')
                .replace('NO RESULT', np.nan)
                .astype(float, errors='raise')
        )
        return res
   
def add_means(df, cols):
    # concat extra row with means for each column
    return (pd.concat([df,
          *[pd.DataFrame({col: [df[col].mean()],
                                'category': 'Overall',
                                'product': 'Average'
                                 })
                for col in cols]]
        )
    )

(tweak_plastic(raw_plastic)
  .assign(**{col: lambda df_, col=col: fix_col(df_, col) for col in cols})
  .query('category != "Other"')
  .loc[:, lambda df_: ['category', 'product',
      *[c for c in cols]]]
  .sort_values('DEHP_ng_serving', ascending=False)
  .assign(product=lambda df_: df_['product'].apply(add_newlines, 
                                                   max_line_length=20)) 
  .set_index('product')
  .loc[:, cols]
  .iloc[:10]
  .plot.barh()
)




[image: A bar plot of the concentration of microplastics in different food categories.]
A bar plot of the concentration of microplastics in different food categories.

This plot is not great. The bars are too small to read. What can we do to make it easier to read? We can use what I consider a variant of a bar plot - a dot plot. Some individuals, like William Cleveland, suggest that one should always use a dot plot instead of a bar plot. Sadly, Matplotlib doesn’t really even have a dot plot mechanism. A dot plot is different from a scatter plot. A scatter plot is used to show the relationship between two continuous variables. A dot plot is used to show the relationship between a continuous and a categorical variable. And we can use multiple dots per category to show multiple values.

I created a function to make a dot plot, dot_plot.





# convert to "dot" plot
from matplotlib import colormaps

def dot_plot(df, colors=None, title=None, xlabel=None, ylabel=None, 
             ax=None, marker='o'):
    """
    Creates a dot plot for a Pandas DataFrame.

    Parameters:
        df (pd.DataFrame): DataFrame - each column is plotted as a separate series.
        colors (list, optional): List of colors for each column. Defaults to None.
        title (str, optional): Title of the plot.
        xlabel (str, optional): Label for the x-axis.
        ylabel (str, optional): Label for the y-axis.
        figsize (tuple, optional): Figure size in inches. Defaults to (8, 6).
        marker (str, optional): Marker style for the dots. Defaults to 'o'.
    
    Returns:
        None
    """
    if not isinstance(df, pd.DataFrame):
        raise ValueError("Input data must be a Pandas DataFrame.")
    
    # Create the figure and axes
    if ax is None:
        fig, ax = plt.subplots()

    # Plot each column as a separate series
    for i, col in enumerate(df.columns):
        if colors is None:
            color=None
        elif isinstance(colors, list):
            color = colors[i]
        # else if colormap
        else:
            color = colors(i)
        ax.scatter(df[col], df.index, label=col, color=color, marker=marker)
    
    # Add grid for better readability
    ax.grid(axis='y', linestyle='--', color='grey', alpha=0.6)
    
    # Add titles and labels
    if title:
        ax.set_title(title, fontsize=14, fontweight='bold')
    if xlabel:
        ax.set_xlabel(xlabel, fontsize=12)
    if ylabel:
        ax.set_ylabel(ylabel, fontsize=12)
    
    # Add a legend
    ax.legend(title="Series", loc='best', fontsize=10)
    
    # Remove top and right spines for a cleaner look
    ax.spines['top'].set_visible(False)
    ax.spines['right'].set_visible(False)
    
    return ax


Let’s try using this function. First, I need to organize my DataFrame. I want the product in the index and the plastic type in the columns. These patterns should start looking familiar. I use them all the time. Hopefully, you are getting used to seeing these chains of Pandas commands.

I’ll walk through each step in the chain, but you need to start thinking about how and when to use these patterns in your work.

First, we call tweak_plastic to clean up the data. Next up is the call to .assign to update all of the serving columns to be numeric. It uses unpacking (**), a dictionary comprehension, a lambda function, and the fix_col function. (If you want more practice with these, my book Effective Pandas has a lot of examples.) That step is dense and not for newbies. But if you want to get proficient with Pandas, you need to escape the newbie mindset and learn these more advanced Python techniques.

The next step is a call to .query to filter the data only to include categories that are not Other. The following line uses .sort_values to sort the data by the DEHP column. I do this so the plot will have the largest values for DEHP at the top. .set_index is used to set the products column as the index. We need it there for the dot plot.

Then, I use .loc to select all the rows with :, and just the plastic columns (the products column is the index). Next, I will rename the columns to eliminate the *_ng_serving* suffix with the .rename method and a lambda function. Then, I use the dot_plot function to create the plot. Finally, I will use .head to limit the results to the top n products.

>>> n = 30

>>> data = (tweak_plastic(raw_plastic)
...  .assign(**{col: lambda df_, col=col: fix_col(df_, col) for col in cols})
...  .query('category != "Other"')
...  .sort_values('DEHP_ng_serving', ascending=False)
...  .set_index('product')
...  .loc[:, cols]
...  # remove _ng_serving from column names
...  .rename(columns=lambda x: x.replace('_ng_serving', ''))
...  .head(n)
... )
>>> print(data)

                 BBP    BPA    BPF  ...     DMP   DNHP   DNOP
product                             ...                      
RXBAR 12g...   260.0   98.8   52.0  ...   260.0   52.0   52.0
Whole Foo...   425.0   85.0   85.0  ...   425.0   85.0   85.0
Shake Sha...  1145.0  229.0  229.0  ...  1145.0  229.0  229.0
RXBAR 12g...   260.0  114.4   52.0  ...   260.0   52.0   52.0
RXBAR 10g...   260.0   52.0   52.0  ...   260.0   52.0   52.0
...              ...    ...    ...  ...     ...    ...    ...
Trader Jo...  1770.0  354.0  354.0  ...  1770.0  354.0  354.0
Fairlife ...  2250.0  450.0  450.0  ...  2250.0  450.0  450.0
Athletic ...    68.4  600.0  600.0  ...   312.0   12.0   12.0
Philz Med...  1185.0  237.0  237.0  ...  3081.0  237.0  237.0
Fiji Natu...  1775.0  355.0  355.0  ...  1775.0  355.0  355.0

[30 rows x 18 columns]




Note



I’ll rant a little more since I’m ranting about chains here.

The hounds will come out when you post a code like this to social media. Some folks appear to have an allergic reaction to this style of code. They will say that it is hard to read. They will say that it is hard to debug. They will say that it is hard to maintain. They will say that it is hard to understand. They will say that it is hard to write. They will say a lot of stuff.

As an educator, my goal is to teach students the best practices. I’ve written Pandas code for a long time and have used all sorts of practices. Forcing yourself to think in chains is one of those practices that seems weird at first but then becomes second nature. The folks who hate it have never tried it. When I ask them how they would write the code in a better way, the response is usually silence.

Do note that I don’t just sit down at my computer and write a ten-line chain in one fell swoop. I write a line, test it, add another line, test it, and so on. You test it as you go, but writing it as a chain forces you to think about the logical flow of the data. If you format your chain as one line of code per chain, it will be easy to read. You can see the flow of the data and work through it.



Ok, that data looks pretty good—eighteen different plastics stats for each product. Let’s make a dot plot and see what it looks like.

fig, ax = plt.subplots(figsize=(6, 4))
dot_plot(data,
  title="Plastics Ingested (ng per serving)", xlabel="ng per serving",
  ax=ax, 
  colors=colormaps.get_cmap('hsv')
  )

ax.legend(bbox_to_anchor=(1, 1), fontsize=8, title='Plastic Type')
fig.tight_layout()



[image: A dot plot of the concentration of microplastics in different food categories. Calling fig.tight_layout made the actual plot of this visualization very narrow.]
A dot plot of the concentration of microplastics in different food categories. Calling fig.tight_layout made the actual plot of this visualization very narrow.

Using .tight_layout makes the plot very narrow. That is because the titles of the products are quite long.

We have a few options:


	Make the plot wider.

	Make the product names shorter.

	Add newlines to the product names. (A variant of making the product names shorter.)

	Make the font size smaller. (Another variant.)

	Not using tight_layout. (If you don’t need to save the plot as an image, this is a good option if your audience is just you using Jupyter notebooks.)



I’m going to try making this plot again by making the font of the product names smaller.

fig, ax = plt.subplots(figsize=(6, 4))
dot_plot(data,
  title="Plastics Ingested (ng per serving)", xlabel="ng per serving",
  ax=ax, 
  colors=colormaps.get_cmap('hsv')
  )

ax.legend(bbox_to_anchor=(1, 1), fontsize=8, title='Plastic Type')

# make y labels font smaller
for label in ax.get_yticklabels():
    label.set_fontsize(6)
    label.set_fontweight('normal')
          
fig.tight_layout()



[image: A dot plot of the concentration of microplastics in different food categories.]
A dot plot of the concentration of microplastics in different food categories.

That plot looks a little better. At least the plot has some width. But it still has some problems. The range of the different plastics is large. Some plastics have many orders of magnitude more plastic than the other dots. (Also, the dots have a very similar color, and I can’t tell which is which. The colormap choice is terrible.)

Let’s try to address the magnitude issue first. Rather than report on the serving values, I will calculate the percentage of the average reported values for each plastic type. (I would prefer to report on the percent of daily recommended maximum intake, but a few minutes of looking led me to discover that this number doesn’t exist for many of the plastic types.).

First, I’ll calculate the average of each plastic type.

>>> n = 30

>>> print(tweak_plastic(raw_plastic)
...  .assign(**{col: lambda df_, col=col: fix_col(df_, col) for col in cols})
...  .query('category != "Other"')
...  .loc[:, cols]
...  .mean()
...  .rename('Average')
...  )
BBP_ng_serving      1010.999548
BPA_ng_serving       332.215455
BPF_ng_serving       421.717195
BPS_ng_serving      680459.9...
DBP_ng_serving      2467.206335
                       ...     
DINCH_ng_serving     211.529412
DINP_ng_serving      198.601810
DMP_ng_serving      1327.404525
DNHP_ng_serving      199.009050
DNOP_ng_serving      198.642534
Name: Average, Length: 18, dtype: float64


Now, I’ll make a function to calculate the average of each plastic column.

>>> n = 30

>>> def get_mean(df, cols):
...     return (df
...  .loc[:, cols]
...  .mean()
...  .rename('Average')
...  )

>>> print(tweak_plastic(raw_plastic)
...   .assign(**{col: lambda df_, col=col: fix_col(df_, col) for col in cols})
...   .query('category != "Other"')
...   .pipe(get_mean, cols)
... )          
BBP_ng_serving      1010.999548
BPA_ng_serving       332.215455
BPF_ng_serving       421.717195
BPS_ng_serving      680459.9...
DBP_ng_serving      2467.206335
                       ...     
DINCH_ng_serving     211.529412
DINP_ng_serving      198.601810
DMP_ng_serving      1327.404525
DNHP_ng_serving      199.009050
DNOP_ng_serving      198.642534
Name: Average, Length: 18, dtype: float64


Now, I will divide the data by the average of each plastic type. I will multiply by 100 to convert the fraction to a percentage. Pandas will use alignment to divide each column of the DataFrame by the average labeled in the Series. This is a powerful feature of Pandas.

I use .pipe with lambda and .assign to do this. I want to keep the non-average data around (in this case, I only want the product name), so I’ll use .assign to create a new DataFrame with the averages and use .assign to update the original DataFrame with the percentage columns.

>>> print(tweak_plastic(raw_plastic)
...   .assign(**{col: lambda df_, col=col: fix_col(df_, col) for col in cols})
...   .query('category != "Other"')
...   .pipe(lambda df_: df_.assign(**(df_.loc[:,cols]/get_mean(df_, cols)*100)))
...   .loc[:, ['product', *cols]]
... )
         product  BBP_ng_serving  BPA_ng_serving  ...  DMP_ng_serving  \
0    Ito En O...   182.987223      111.373506     ...   139.369722      
1    Whole Fo...    43.521286       26.488834     ...    60.328256      
2    Whole Fo...    43.521286       26.488834     ...    86.183223      
3    Clover O...   118.694415       72.242274     ...  1410.270920      
4    Clover O...   118.694415       72.242274     ...  1084.823784      
..           ...          ...             ...     ...          ...      
584  Philips ...    29.673604       18.060569     ...    22.600496      
585  Tazo Awa...   148.368019       90.302843     ...   113.002478      
587  Rishi En...   148.368019       90.302843     ...   113.002478      
593  Liquid D...   175.568822      106.858364     ...   133.719598      
597  Optimum ...    14.836802        9.030284     ...    11.300248      

     DNHP_ng_serving  DNOP_ng_serving  
0     185.921193       186.264237      
1      44.219095        44.300683      
2      44.219095        44.300683      
3     120.597531       120.820046      
4     120.597531       120.820046      
..           ...              ...      
584    30.149383        30.205011      
585   150.746913       151.025057      
587   150.746913       151.025057      
593   178.383848       178.712984      
597    15.074691        15.102506      

[221 rows x 19 columns]


The data is looking good. Let’s make a dot plot. I’ll make it a little taller and also add newlines to the product names.

# plot
n = 30

def add_means(df, cols):
    # concat extra row with means for each column
    return (pd.concat([df,
        (df
        .loc[:, cols]
        .mean()
        .rename('Average')
        .to_frame()
        .T)])
    )
    
fig, ax = plt.subplots(figsize=(6, 8), dpi=300)
(tweak_plastic(raw_plastic)
   .assign(**{col: lambda df_, col=col: fix_col(df_, col) for col in cols})
   .query('category != "Other"')
   .pipe(lambda df_: df_.assign(**(df_.loc[:,cols]/get_mean(df_, cols)*100)))   
   .assign(product=lambda df_: df_['product'].apply(add_newlines, 
                                                    max_line_length=40))
   .set_index('product')
   .sort_values('DEHP_ng_serving', ascending=False)
   .loc[:, cols]
   # remove _ng_serving from column names
   .rename(columns=lambda col: col.replace('_ng_serving', ''))
   .head(n)
   .pipe(dot_plot, title="Plastics Ingested (percent of average)", 
         xlabel="percent of average",
         ax=ax)
   )

ax.legend(bbox_to_anchor=(1, 1), fontsize=8, title='Plastic Type')
# set y labels font size
for label in ax.get_yticklabels():
    label.set_fontsize(6)
    label.set_fontweight('normal')
fig.tight_layout()




[image: A dot plot of the concentration of microplastics in different food categories.]
A dot plot of the concentration of microplastics in different food categories.

This plot is getting better. There are still some outliers that are making the plot hard to read. I’ve got a few options to address this:


	Remove the outliers.

	Use a log scale.



Let’s try log scale first. I’m also going to change the sort order to use the DBP column. For reference, I will add a vertical line at 100%. This will help the audience understand the scale of the plot.


# Sort by DEHT and log scale

n = 30
    
fig, ax = plt.subplots(figsize=(6, 8), dpi=300)
(tweak_plastic(raw_plastic)
   .assign(**{col: lambda df_, col=col: fix_col(df_, col) for col in cols})
   .query('category != "Other"')
   .pipe(lambda df_: df_.assign(**(df_.loc[:,cols]/get_mean(df_, cols)*100))) 
   .assign(product=lambda df_: df_['product'].apply(add_newlines,
                                                    max_line_length=40)) 
   .set_index('product')
   #.sort_values('DEHT_ng_serving', ascending=False)
   .sort_values('DBP_ng_serving', ascending=False)
   .loc[:, cols]
   # remove _ng_serving from column names
   .rename(columns=lambda col: col.replace('_ng_serving', ''))
   .head(n)
   .pipe(dot_plot, title="Plastics Ingested (percent of average)", 
         xlabel="percent of average", ax=ax)
)

ax.legend(bbox_to_anchor=(1, 1), fontsize=8, title='Plastic Type')
ax.set_xscale('log')
  
# draw vertical line at 100%
ax.axvline(100, color='black', linestyle='--', alpha=0.6)

# set y labels font size
for label in ax.get_yticklabels():
    label.set_fontsize(6)
    label.set_fontweight('normal')

fig.tight_layout()

  



[image: A dot plot of the concentration of microplastics in different food categories.]
A dot plot of the concentration of microplastics in different food categories.

Now it looks like I have outliers at the low end, BPS and DEHT. I’m going to filter out the BPS and DEHT from the low end. I will also filter out the Strawberry RXBAR because its values are low. There are still outliers, so I will use the x limits to zoom in on the data. Removing outliers may or may not be the right thing to do. I’m trying to see what is happening with the majority of the values here, but your intentions might cause you to keep the outliers and take different actions. You should consider including such information in the bottom of your plot.


# Drop BPS and DEHT

n = 40

fig, ax = plt.subplots(figsize=(6, 8), dpi=600)
(tweak_plastic(raw_plastic)
   .assign(**{col: lambda df_, col=col: fix_col(df_, col) for col in cols})
   .query('category != "Other"')
   # has too many low values
   #.query('product != "RXBAR 12g Protein Bar Strawberry"')
   .pipe(lambda df_: df_.assign(**(df_.loc[:,cols]/get_mean(df_, cols)*100)))   
   .assign(product=lambda df_: df_['product'].apply(add_newlines, 
                                                    max_line_length=40))
   .set_index('product')
   .sort_values('DBP_ng_serving', ascending=False)
   .loc[:, cols]
   # remove _ng_serving from column names
   .rename(columns=lambda col: col.replace('_ng_serving', ''))
   .head(n)
   # reverse order
   .loc[::-1]
   .drop(columns=['BPS', 'DEHT'])
   .pipe(dot_plot, title="Plastics Ingested (percent of average)", 
         xlabel="percent of average", ax=ax, colors=colormaps.get_cmap('tab20')
          )
    )


ax.set_xscale('log')
# set x ticks and labels to 50%, 100%, 300% 1000%
x_ticks = [50, 100, 300, 1000]
ax.set_xticks(x_ticks)
ax.set_xticklabels([f'{x}%' for x in x_ticks])
# set x limit
ax.set_xlim(40, 1100)

# draw vertical line at 100%
ax.axvline(100, color='black', linestyle='--', alpha=0.6)

# add source
ax.text(10, -7, 'Source: plasticlist.org', ha='left', va='bottom', 
        fontsize=10, fontweight='normal', color='grey')

# set y labels font size
for label in ax.get_yticklabels():
    label.set_fontsize(6)
    label.set_fontweight('normal')

ax.legend(bbox_to_anchor=(1, .5), fontsize=10, title='Plastic Type')

fig.tight_layout()



[image: A dot plot of the concentration of microplastics in different food categories.]
A dot plot of the concentration of microplastics in different food categories.

The plot looks pretty good to me. Using the tab20 colormap is a good choice. This colormap is meant for categorical data.

Another thing I notice when looking at this is that the plastics appear to have the same direction. I might want to look at the correlation between the plastics. I’ll make a heatmap of the correlation between the plastics.

If you are in Jupyter, you can use Pandas to create the heatmap. The .style.background_gradient method will generate a heatmap of the DataFrame. Just use the .corr method to calculate the correlation between the columns. Make sure that you set the cmap parameter to a diverging colormap. I want to see if the plastics are positively or negatively correlated quickly. A diverging colormap should make it clear when values are near the extremes.

One more pet peeve of mine is that folks don’t set the vmin parameter to -1. Generally, we do not see a correlation of -1 in the wild so that the darkest color will be set to the most negative correlation. In this case, the most negative correlation is around 0, so the heatmap will be confusing if you don’t set the vmin parameter.

# correlations by ng serving
(tweak_plastic(raw_plastic)
  .assign(**{col: lambda df_, col=col: fix_col(df_, col) for col in cols})
  .query('category != "Other"')
  .loc[:, cols]
  .rename(columns=lambda col: col.replace('_ng_serving', ''))
  .corr(method='pearson')
  .style.background_gradient(cmap='RdBu', axis=None, vmin=-1, vmax=1)
)



[image: A heatmap of the correlation between the concentration of microplastics in different food categories.]
A heatmap of the correlation between the concentration of microplastics in different food categories.

If you want to export this for other audiences, you can take a screenshot of the DataFrame, but that is annoying and hard to automate. Sadly, Matplotlib doesn’t have a built-in way to create a heatmap of a DataFrame. You can use Seaborn to generate a heatmap. Seaborn is built on top of Matplotlib and is an excellent library for creating statistical visualizations. I’ll use Seaborn to create a heatmap of the correlation between the plastics.

import seaborn as sns

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
sns.heatmap((tweak_plastic(raw_plastic)
  .assign(**{col: lambda df_, col=col: fix_col(df_, col) for col in cols})
  .query('category != "Other"')
  .loc[:, cols]
  .rename(columns=lambda col: col.replace('_ng_serving', ''))
  .corr(method='pearson')
  ),
  annot_kws={'fontsize': 6},
  cmap='RdBu', center=0, annot=True, ax=ax
)

# set title
ax.set_title('Pearson Correlation of Plastic Types by ng serving', 
             fontsize=11, fontweight='bold')
fig.tight_layout()



[image: A Seaborn heatmap of the correlation between the concentration of microplastics in different food categories.]
A Seaborn heatmap of the correlation between the concentration of microplastics in different food categories.

Note that this uses a Pearson correlation, the default type for the .corr method. This measures the linear relationship between two continuous variables, assuming the relationship is both linear and normally distributed. It’s best used when you expect a straight-line relationship, and your data meets these assumptions. In contrast, the Spearman rank correlation (set by specifying method='spearman' in .corr method) assesses the monotonic relationship between variables, relying on ranks rather than actual data values. This makes it ideal for non-linear or ordinal data or when outliers could distort the relationship. Use Pearson for linear, normally distributed data and Spearman for non-linear, non-parametric, or ranked data comparisons.

Let’s try and create a heatmap of the correlation between the plastics with the Spearman rank correlation.

# spearman seaborn
fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

sns.heatmap((tweak_plastic(raw_plastic)
    .assign(**{col: lambda df_, col=col: fix_col(df_, col) for col in cols})
    .query('category != "Other"')
    .loc[:, cols]
    .rename(columns=lambda col: col.replace('_ng_serving', ''))
    .corr(method='spearman')
    ),
    annot_kws={'fontsize': 6},
    cmap='RdBu', center=0, annot=True, ax=ax
    )

# set title 
ax.set_title('Spearman Rank Correlation of Plastic Types by ng serving',
             fontsize=11, fontweight='bold')
fig.tight_layout()



[image: A Seaborn heatmap of the correlation between the concentration of microplastics in different food categories using the Spearman rank correlation.]
A Seaborn heatmap of the correlation between the concentration of microplastics in different food categories using the Spearman rank correlation.

This tells a different story than the Pearson correlation. Basically, every plastic is positively correlated with every other plastic, but not necessarily in a linear way. In the chapter on scatter plots, we’ll revisit this data and see if we can see the non-linear relationships between the plastics.



Amazon Sales

I want to explore the Amazon sales of my books. Specifically, I want to look at US vs non-US sales. Perhaps that can give me insight if I want to look into translating them into other languages.

import pandas as pd
import matplotlib.pyplot as plt

filename = '~/Downloads/KDP_Orders-c77ddb40-3833-40fe-9de2-dc8a0d8df9c0.xlsx'
raw_sales = pd.read_excel(filename, sheet_name='Combined Sales')


The data has sales in currencies around the world.

>>> print(raw_sales)
      Royalty Date        Title  Author Name  ... Avg. Delivery/Manufacturing
     cost  \
0          2024-11  Treading...  Matt Har...  ...          NaN                       
1          2024-11  Learning...  Matt Har...  ...          NaN                       
2          2024-11  Illustra...  Matt Har...  ...          NaN                       
3          2024-11  Learning...  Matt Har...  ...          NaN                       
4          2024-11  Effectiv...  Matt Har...  ...          NaN                       
...            ...          ...          ...  ...          ...                       
17261      2024-06  Learning...  Matt Har...  ...          NaN                       
17262      2024-05  Learning...  Matt Har...  ...          NaN                       
17263      2024-04  Learning...  Matt Har...  ...          NaN                       
17264      2024-03  Illustra...  Matt Har...  ...          NaN                       
17265      2024-03  Learning...  Matt Har...  ...          NaN                       

      Royalty Currency  
0      149.67      INR  
1      149.67      INR  
2      175.66      INR  
3        0.00      USD  
4       51.45      USD  
...       ...      ...  
17261    0.80      USD  
17262    9.12      USD  
17263    1.60      USD  
17264    3.10      USD  
17265    0.80      USD  

[17266 rows x 15 columns]


I’ll look at my US royalties by month. I’ll filter by currency, convert the date column to a datetime, group by month, and sum the royalties.

#US Sales Perf
# Sales over time
fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
(raw_sales
 .query('Currency == "USD"')
 .assign(**{'Royalty Date': pd.to_datetime(raw_sales['Royalty Date'])})
 .groupby(pd.Grouper(key='Royalty Date', freq='1ME'))
 ['Royalty']
 .sum()
 .plot()
) 

# remove y-axis
ax.yaxis.set_visible(False)



[image: A line plot of the sales of books.]
A line plot of the sales of books.

I would like to compare US sales to non-US sales. Rather than jump through the hoops of converting the currencies, I’ll just look at the number of sales. I’ll make a new column, US, to indicate if the sale was in the US. Then I’ll group by month and sum the US column. This will give me a Series with a multi-index. I’ll use .unstack to move the US column to the columns. This will give me a DataFrame with the month in the index and the US and non-US sales in the columns. I’ll plot this as a line plot.

# compare US vs REST in units sold
fig, ax = plt.subplots(figsize=(6, 4), dpi=300) 
(raw_sales
 .assign(
     US=lambda df_: df_['Currency'] == 'USD',
     **{'Royalty Date': pd.to_datetime(raw_sales['Royalty Date'])})
    .groupby([pd.Grouper(key='Royalty Date', freq='1YE'), 'US'])
    ['Units Sold']
    .sum()
    .unstack()
    .plot(ax=ax)
)

ax.yaxis.set_visible(False)




[image: A line plot of the counts sold in the US and other regions.]
A line plot of the counts sold in the US and other regions.

Alternatively, I could convert this to a bar plot. Because the x-axis labels are not considered part of the axes, the default padding will cause them to clip.

# compare US vs REST in units sold
fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
(raw_sales
 .assign(
     US=lambda df_: df_['Currency'] == 'USD',
     **{'Royalty Date': pd.to_datetime(raw_sales['Royalty Date'])})
    .groupby([pd.Grouper(key='Royalty Date', freq='1YE'), 'US'])
    ['Units Sold']
    .sum()
    .unstack()
    .plot.bar(ax=ax)
)

ax.yaxis.set_visible(False)




[image: A bar plot of the sales of books.]
A bar plot of the sales of books.

That plot is fine for me. If I wanted to apply the CLEAR principles, I would need to add a title, subtitle, and annotation. I would convert the bars to points and draw a line connecting them. This helps focus on the differences between the US and non-US sales. I would also add a source at the bottom of the plot.

Although this code uses .scatter to create the dots, I’m including it in the bar plot section because the plot is essentially a bar plot with the bars replaced by points.

def plot_comparison(df_):
    # scatter plot of year in Y and US and Rest in X
    plt.rcParams["font.family"] = "Roboto"
    figsize = (160, 165) # pts
    def points_to_inches(points):
        return points / 72
    
    figsize_inches = [points_to_inches(dim) for dim in figsize]

    padding = 6 # pts
    heading_fontsize = 11
    heading_fontweight = 'bold'
    subheading_fontsize = 9.5
    subheading_fontweight = 'normal'
    source_fontsize = 6.5
    source_fontweight = 'light'

    axis_fontsize = 7.5
    axis_fontweight = 'normal'
    tick_fontsize = 7
    tick_fontweight = 'light'

    red = '#e3120b'
    blue = '#1f77b4'

    fig, ax = plt.subplots(figsize=figsize_inches, dpi=300)
    # draw line between points
    for i, row in df_.iterrows():
        ax.plot([row['US'], row['Rest']], [row['year'], row['year']], 
                color='grey', linestyle='-', zorder=0)
    df_.plot.scatter(y='year', x='Rest', ax=ax, color=red)
    df_.plot.scatter(y='year', x='US', ax=ax, color=blue)


    # get rid of the spines
    for spine in ax.spines.values():
        spine.set_visible(False)
    # get rid of y-axis ticks
    ax.tick_params(axis='y', which='both', left=False)

    # set font size and weight for x-axis labels
    for label in ax.get_xticklabels():
        label.set_fontsize(tick_fontsize)
        label.set_fontweight(tick_fontweight)
    for label in ax.get_yticklabels():
        label.set_fontsize(tick_fontsize)
        label.set_fontweight(tick_fontweight)
    # set ticks at location/labels
    ax.set_yticks(range(2011, 2025))
    ax.set_ylabel('')

    ax.set_xlabel('')
    # add source text at the bottom
    plt.figtext(0.100, 0.05, 'Source: KDP Orders', ha='left', 
                fontsize=source_fontsize, fontweight=source_fontweight,
                color='gray')
    
    # set title
    plt.figtext(0.10 , .93, 'US vs Rest of World', ha='left', 
                fontsize=heading_fontsize, fontweight=heading_fontweight)
    # set subtitle
    plt.figtext(0.1, 0.87, 'Units sold by year', ha='left', 
                fontsize=subheading_fontsize, fontweight=subheading_fontweight)
    
    # add text to 2022 put rest on left in red and US on right in blue
    ax.text(df_.loc['2022', 'Rest'] - 300, 2022, 'Rest', color=red,
            fontsize=tick_fontsize, fontweight='normal',
            ha='right', va='center')
    ax.text(df_.loc['2022', 'US'] + 200, 2022, 'US', color=blue,
            fontsize=tick_fontsize, fontweight='normal',
            ha='left', va='center')
    fig.subplots_adjust(left=0.2, right=0.9, top=0.8, bottom=0.1)
    ax.xaxis.set_visible(False)
    
# compare US vs REST in units sold
(raw_sales
 .assign(
     US=lambda df_: df_['Currency'] == 'USD',
     **{'Royalty Date': pd.to_datetime(raw_sales['Royalty Date'])})
    .groupby([pd.Grouper(key='Royalty Date', freq='1YE'), 'US'])
    ['Units Sold']
    .sum()
    .unstack()
    .assign(year=lambda df_: df_.index.year)
    .rename(columns={True: 'US', False: 'Rest'})
    .pipe(plot_comparison)
)




[image: A bar plot of the movement data of US versus the rest of the world..]
A bar plot of the movement data of US versus the rest of the world..



Sales by Region

What if I want to explore the movement in different regions and ask “where are my books selling the best?”

I have a Marketplace column that indicates the region. I want to aggregate the sales by region. I’ll group by Marketplace and sum the Units Sold column and plot the results as a bar plot.

# sales by marketplace
fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
(raw_sales
 .groupby('Marketplace')
 ['Units Sold']
 .sum()
 .plot.bar(ax=ax, title='Units Sold by Marketplace')
)

ax.yaxis.set_visible(False)
fig.tight_layout()



[image: A bar plot of the sales of books by region.]
A bar plot of the sales of books by region.

Not bad for a few lines of code.

Let’s extend it by grouping the marketplaces into geographic regions. For example, in North America, Audible and Amazon.com are in the US, Amazon.ca is in Canada, and Amazon.com.mx is in Mexico. I’ll create a new column, region that generalizes the marketplaces.

Here’s a basic attempt.

# list of marketplaces
marketplaces = (raw_sales
 .groupby('Marketplace')
 ['Units Sold']
 .sum()
 .sort_values()
 .index
)


def map_marketplaces_to_region(marketplaces):
    """
    Map a list of marketplaces to their respective regions.

    Parameters:
    - marketplaces (list of str): A list of marketplace names.

    Returns:
    - dict: A dictionary mapping each marketplace to its region.
    """
    # Define a mapping of marketplaces to regions
    region_mapping = {
        'Audible.com': 'North America',
        'Amazon.com': 'North America',
        'Amazon.ca': 'North America',
        'Amazon.com.mx': 'North America',
        'Amazon.com.br': 'South America',
        'Amazon.co.uk': 'Europe',
        'Amazon.de': 'Europe',
        'Amazon.fr': 'Europe',
        'Amazon.it': 'Europe',
        'Amazon.es': 'Europe',
        'Amazon.nl': 'Europe',
        'Amazon.se': 'Europe',
        'Amazon.pl': 'Europe',
        'Amazon.co.jp': 'Asia',
        'Amazon.in': 'Asia',
        'Amazon.com.au': 'Oceania',
        'CreateSpace US': 'North America',
        'CreateSpace UK': 'Europe',
        'CreateSpace DE': 'Europe',
    }

    # Map each marketplace to its region
    return {marketplace: region_mapping.get(marketplace, 'Unknown') 
            for marketplace in marketplaces}

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

(raw_sales
 .assign(region=lambda df_: df_['Marketplace'].map(
     map_marketplaces_to_region(marketplaces)))
 .groupby(['region', 'Marketplace'])
 ['Units Sold']
 .sum()
 # sort by marketplace
 .sort_values()
 .plot.barh(ax=ax, title='Units Sold by Marketplace')
)

ax.xaxis.set_visible(False)
fig.tight_layout()



[image: A bar plot of the sales of books by region.]
A bar plot of the sales of books by region.

This is a good start. I’ll put some elbow grease in it. I’m going to group the regions and sort each of them.

I want some space between the bars for each region. Matplotlib doesn’t have the ability to do this in one call. I will manually track y and add a small amount to it for each region. I’ll also add a label to the right of the bar to show the source.

# make a grouped bar plot
# loop over the multiindex and make horizontal bar plots for each region
# after the region, add some space
# put the count of the marketplace on the right

def create_grouped_barplot(df_):
    plt.rcParams["font.family"] = "Roboto"
    #figsize = (160, 165) # pts
    figsize = (6*72, 4*72) # pts
    def points_to_inches(points):
        return points / 72
    
    figsize_inches = [points_to_inches(dim) for dim in figsize]

    padding = 6 # pts
    heading_fontsize = 11
    heading_fontweight = 'bold'
    subheading_fontsize = 9.5
    subheading_fontweight = 'normal'
    source_fontsize = 6.5
    source_fontweight = 'light'

    axis_fontsize = 7.5
    axis_fontweight = 'normal'
    tick_fontsize = 7
    tick_fontweight = 'light'

    red = '#e3120b'
    blue = '#1f77b4'

    fig, ax = plt.subplots(figsize=figsize_inches, dpi=300)
    y = 0
    prev_region = None
    regions = ['North America', 'Europe', 'Asia', 'South America', 'Oceania',][::-1]
    for region in regions:
        out_group = df_.query('region == @region')
        mkts = out_group.groupby('Marketplace')['Units Sold'].sum().sort_values()
        for mkt, units in mkts.items():
            y += 1
            ax.barh(y, units, label=mkt, color='grey')
            ax.text(units+ 1000, y, mkt, va='center', fontsize=tick_fontsize, 
                    fontweight=tick_fontweight)

        # add region on left side
        ax.text(-1000, y, region, va='center', ha='right', fontsize=tick_fontsize, 
                fontweight=tick_fontweight)
        
        y += 1

    # get rid of the spines
    for side in ['top', 'right']:
        ax.spines[side].set_visible(False)


    # get rid of y-axis ticks
    ax.tick_params(axis='y', which='both', left=False)
    ax.set_yticks([])
    ax.set_ylabel('')
    ax.set_xlabel('Units Sold', fontsize=axis_fontsize, fontweight=axis_fontweight)
    # 
    # set y ticks to [0, 15000, 30000] with labels 0, 15k, 30k
    ax.set_xticks([0, 15000, 30000])
    ax.set_xticklabels(['0', '15k', '30k'], fontsize=tick_fontsize, 
                       fontweight=tick_fontweight)

    # add source text at the bottom
    plt.figtext(.100, 0.0310, 'Source: KDP Orders', ha='left', 
                fontsize=source_fontsize, fontweight=source_fontweight,
                color='gray')
    
    # set title
    plt.figtext(0.10 , .93, 'Sales by Marketplace', ha='left', 
                fontsize=heading_fontsize, fontweight=heading_fontweight)
    # set subtitle
    plt.figtext(0.1, 0.85, 'Units sold by region', ha='left', 
                fontsize=subheading_fontsize, fontweight=subheading_fontweight)
    plt.subplots_adjust(left=0.2, right=0.7, top=0.8, bottom=0.1)
    ax.xaxis.set_visible(False)

(raw_sales
 .assign(region=lambda df_: df_['Marketplace'].map(
     map_marketplaces_to_region(marketplaces)))
 .pipe(create_grouped_barplot)
)




[image: A bar plot of the sales of books by region.]
A bar plot of the sales of books by region.



Summary

Bar plots are a versatile and frequently used tool in data visualization, particularly for categorical data, counting, and comparing values. They effectively highlight distributions or comparisons between different categories, allowing for clear insights. This chapter explores the construction and customization of bar plots, leveraging the CLEAR principles—Color, Limited design, Explanation, Audience, and References—to tell an engaging story with data. Using Python’s data manipulation and visualization tools, a detailed example is provided to analyze and visualize the average city fuel efficiency of Ford F150 models over time. The chapter emphasized the importance of clean and meaningful visualizations, guiding through activities like filtering, grouping, and plotting.

The chapter highlighted the importance of data preprocessing proficiency with Pandas. We needed to filter relevant entries, calculate group averages, and customize plots for clarity. We showed how to highlight key insights, such as identifying years with the highest and lowest fuel efficiencies, through thoughtful use of colors and annotations. The chapter explored advanced visualization techniques like dot plots and back-to-back bar plots to present intricate relationships and distributions. These plots highlight microplastics concentrations across multiple food categories, leveraging preprocessing steps like numerical transformation and normalization for clarity. Additionally, the chapter demonstrated constructing a correlation heatmap to uncover patterns between different plastic types.



Exercises


	What are bar plots primarily used for?




	What is the difference between ratio and interval data, and why does it matter for visualizations?




	What does the width parameter in a bar plot control?




	How does using a limited y-axis affect the visual perception of a bar plot?




	What are the steps to create a bar plot in Pandas using the .groupby method?




	Why is it important to include zero on the y-axis when plotting counts?




	What role does the edgecolor parameter play when styling bar plots in Matplotlib?




	What does the .unstack() method do in the context of creating a bar plot?


	Why would you use a bar plot instead of a line plot for time series data?




	When presenting data to stakeholders, why is it important to follow the CLEAR principles in visualization?




	How can you ensure a bar plot is not misleading when showing small variations in data?




	What factors should you consider when choosing the color scheme for a bar plot?




	Explain why ratio data, such as miles per gallon (MPG), is well-suited for bar plots. How does it differ from interval data?


	Maya is creating a visualization to compare monthly sales performance for a global e-commerce business over the last three years. She initially uses a line plot but finds it difficult to highlight specific peaks in sales. What adjustments can Maya make to improve her visualization?


	David needs to show the annual fuel efficiency improvements for a car model to executives. He considers limiting the y-axis range to highlight growth. What should David consider before making this adjustment?


	A dataset shows temperature trends over a decade. Alex initially uses a bar plot to display the data but realizes it doesn’t look intuitive. Why might a line plot be a better choice for this data, and what changes would Alex need to make?


	Lina is presenting quarterly revenue data for five product categories. She wants to emphasize how the top-performing product stands out. How can Lina use bar colors and annotations to tell a compelling story?


	Raj is analyzing monthly snowfall data for a popular ski resort. The data includes both total snowfall and temperature. Which visualization types should Raj use for each metric, and why?


	Sarah creates a bar plot showing daily customer counts for her company. However, the x-axis looks cluttered because of too many labels. What techniques can Sarah use to clean up the x-axis while keeping the data readable?


	Roberto is tasked with comparing customer growth across multiple years using bar plots. He notices that months appear too crowded in the visualization. What steps can Roberto take to add spacing or separation between monthly bars?










1. https://fueleconomy.gov/feg/download.shtml



2. https://www.nytimes.com/2024/12/11/briefing/us-immigration-surge.html?nl=the-morning&regi_id=117098348&segment_id=185425



3. https://plasticlist.org





Scatter Plots

Scatter plots are one of the most versatile tools in data visualization, offering a powerful way to explore relationships between two continuous variables. Scatter plots excel at uncovering patterns, trends, and anomalies that might otherwise go unnoticed in tabular data or summary statistics. Whether you’re investigating correlations, outliers, or clusters, a well-crafted scatter plot serves as a window into the underlying structure of your data. However, as with any tool, its effectiveness depends on thoughtful design and careful consideration of the audience’s needs.

In this chapter, we’ll explore what makes scatter plots such an invaluable asset for data analysis. Through real-world examples, including an analysis of voting data and climate trends, we’ll examine how scatter plots can tell compelling stories. You’ll learn practical techniques to enhance scatter plot clarity, such as adjusting transparency, resizing markers, and incorporating trend lines like rolling means or lowess smoothing. Along the way, we’ll discuss how intentional design choices—like color, annotations, and axis labeling—can make your plots not only more informative but also more engaging. By the end of the chapter, you’ll have the skills and insights needed to create scatter plots that reveal the stories hidden in your data.


Russian Voting Data

I will recreate a scatter plot that blew my mind when I first saw it. This was the scatter plot in the Plots I Appreciate chapter. It is an example of a plot that tells a story that would be hard to come across without the visualization. Almost everyone I have shown this plot to has looked at it for a few seconds and then given me a “wow” look. In this case, the “wow” isn’t a good wow, but a scary wow.

This plot comes from Dmitry Kobak1, the Data Science department group leader at the Hertie AI Institute at Tübingen University. The Economist2 was also inspired by his work.

I will load Dmitry’s data in a Pandas DataFrame.

>>> import numpy as np
>>> import pandas as pd
>>> import matplotlib.pyplot as plt
>>> github = 'https://github.com/dkobak/elections/'
>>> url = f'{github}raw/refs/heads/master/data/2020.csv.zip'
>>> 
>>> vote_raw_2020 = pd.read_csv(url)
>>> print(vote_raw_2020.iloc[:, :-1])
              name       region          tik  ...  \
0      Общеросс...  Республи...  1 Адыгей...  ...   
1      Общеросс...  Республи...  1 Адыгей...  ...   
2      Общеросс...  Республи...  1 Адыгей...  ...   
3      Общеросс...  Республи...  1 Адыгей...  ...   
4      Общеросс...  Республи...  1 Адыгей...  ...   
...            ...          ...          ...  ...   
96760  Общеросс...  Территор...  Территор...  ...   
96761  Общеросс...  Территор...  Территор...  ...   
96762  Общеросс...  Территор...  Территор...  ...   
96763  Общеросс...  Территор...  Территор...  ...   
96764  Общеросс...  Территор...  Территор...  ...   

      Число недействительных бюллетеней    ДА   НЕТ  
0                0                       1749   176  
1                7                       2117   166  
2               11                       2171   259  
3                8                       1381   280  
4                1                        473   133  
...            ...                        ...   ...  
96760           57                       1141  1458  
96761            0                         87   283  
96762            0                         37     8  
96763            5                        395   275  
96764            0                         46    33  

[96765 rows x 10 columns]


I don’t speak or read Russian, so I tasked my personal coding assistant to translate the column names for me.

rus2eng_2020 = {'name': 'name',
 'region': 'region',
 'tik': 'district', #'tik',
 'uik': 'electoral_commission', #'uik',
 # 'Number of participants included in the voting list at the end of voting',                
 'Число участников голосования, включенных в список участников '
 'голосования на момент окончания голосования': 'voters', 
 'Число бюллетеней, выданных участникам голосования': 
    'given', #'Number of ballots issued to participants in the vote',
 'Число бюллетеней, содержащихся в ящиках для голосования': 
   'received', #'Number of ballots contained in ballot boxes',
 'Число недействительных бюллетеней': 'Number of invalid ballots',
 'ДА': 'leader', #'YES',
 'НЕТ': 'NO',
 'url': 'url'}

def tweak_vote_2020(df_):
    return (df_
            .rename(columns=rus2eng_2020)
            .assign(name='Nationwide vote on the approval of amendments to '
                    'the Constitution of the Russian Federation')
            .astype({'name': 'category', 'region': 'category',
                      'district': 'category', 'electoral_commission': 'category'})
    )


As per usual, I will create a tweak function to clean up the data. Let’s look at the data now that I can read the columns:

>>> print(tweak_vote_2020(vote_raw_2020)
...   .loc[:, ['region', 'district', 'voters', 'given', 'received', 
...            'Number of invalid ballots', 'leader', 'NO']])
            region     district  voters  ...  Number of invalid ballots  \
0      Республи...  1 Адыгей...    2277  ...            0                 
1      Республи...  1 Адыгей...    2694  ...            7                 
2      Республи...  1 Адыгей...    2865  ...           11                 
3      Республи...  1 Адыгей...    2054  ...            8                 
4      Республи...  1 Адыгей...     714  ...            1                 
...            ...          ...     ...  ...          ...                 
96760  Территор...  Территор...    2868  ...           57                 
96761  Территор...  Территор...     371  ...            0                 
96762  Территор...  Территор...      45  ...            0                 
96763  Территор...  Территор...     675  ...            5                 
96764  Территор...  Территор...      79  ...            0                 

       leader    NO  
0        1749   176  
1        2117   166  
2        2171   259  
3        1381   280  
4         473   133  
...       ...   ...  
96760    1141  1458  
96761      87   283  
96762      37     8  
96763     395   275  
96764      46    33  

[96765 rows x 8 columns]


This dataset has voting information from the 2020 Russian election. It contains regions, the number of registered voters, the number of votes for the referendum, and the number of votes against the referendum. Apparently, it is the data the government released. Dmitry did some clever analysis to show that the data is likely fraudulent.

First, I will recreate some of Dmitry’s work. I will make a histogram of the turnout. I calculate the turnout by dividing the number of votes (given) by the number of registered voters (voters). I’ll also make a histogram of the percent_yes, the percent of cast votes that voted for an amendment to allow Putin to stay in power until 2036 by allowing him to run for two more terms.


def plot_turnout_hist(df_, ax):
    to = df_.turnout
    to.plot.hist(bins=np.arange(0, 1, .001), ax=ax, alpha=.5
                 title='2020 Russian Amending Histograms')
    per_yes = df_.percent_yes
    per_yes.plot.hist(bins=np.arange(0, 1, .001), ax=ax, alpha=.5)
    ax.legend()
    

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

(tweak_vote_2020(vote_raw_2020)
 .assign(turnout=lambda df_: df_['given']/df_['voters'],
         percent_yes=lambda df_: df_['leader']/df_['received']) 
 .pipe(plot_turnout_hist, ax)
)




[image: A histogram of the turnout and percent_yes for the 2020 Russian election.]
A histogram of the turnout and percent_yes for the 2020 Russian election.

Note that I created many bins for the histogram. (Bins are used to represent ranges to count numeric values. The histogram chapter will explore bin sizes in a greater depth.) Also, look closely at where the peaks appear and the distance between the peaks. I’m not a Russian voting expert, but I understand that the electoral commission sends in the districts’ results. Miraculously (or statistically impossibly), there is a significant frequency of turnout and percent_yes values that land on convenient percentages, like 75% and 95%. It wouldn’t be uncommon for a district or two to have a nice round number, but for many districts to have round numbers suggests that the commission took the number of registered voters, decided on a turnout and a percent_yes, and then backed into the number of votes.

Let’s visualize this again with a scatter plot.

# plot scatterplot
fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
(tweak_vote_2020(vote_raw_2020)
 .assign(turnout=lambda df_: df_['given']/df_['voters'],
         percent_yes=lambda df_: df_['leader']/df_['received']) 
 .plot.scatter(x='turnout', y='percent_yes', ax=ax,
               title='2020 Russian Amendment Turnout vs Yes Vote')
)




[image: A scatter plot of the turnout and percent_yes for the 2020 Russian election.]
A scatter plot of the turnout and percent_yes for the 2020 Russian election.

This plot is not great. It makes it clear that there were many districts with a turnout of 100%, but otherwise, it just looks like a blob. This is a common problem with scatter plots. I’ll show you how I address this.

This dataset has almost 100,000 rows. That’s a lot of points. Wisdom of the “visualization” wizards on social media would suggest creating a heatmap or a hexbin plot. Again, remember the thesis of this book. You need only four types of plots 80% of the time. You saw that I actually created a heat map in the last chapter (but there are over 100 plots in this book, so I have some leeway for the 20%). However, I have not encountered a need for hex bin plots (sample size one disclaimer!) where a scatter plot did not do a better job in my years of work.

If your scatter plot looks like a dark blob, here are some of my suggestions:


	Change the transparency (called alpha in Matplotlib).

	Use smaller markers.

	Sample the data.



For this plot, I will use the first two. How do I know what value of alpha to use? I don’t. I experiment. But here is my rule of thumb. If I see a fully opaque area on the plot, I keep reducing the alpha until I can see some transition. I’m also going to shrink the markers. Again, how do I know what size to use? I don’t. I experiment.





I’ll make a grid of plots to show the effect of changing the alpha and marker size.

fig, axs = plt.subplots(nrows=3, ncols=3, figsize=(6, 8),
    dpi=300, constrained_layout=True, sharex=True, sharey=True)

sizes = [.01, .1, 1]
alphas = [.01, .1, .5]

for i, size in enumerate(sizes):
    for j, alpha in enumerate(alphas):
        ax = axs[i, j]
        (tweak_vote_2020(vote_raw_2020)
         .assign(turnout=lambda df_: df_['given']/df_['voters'],
                 percent_yes=lambda df_: df_['leader']/df_['received']) 
         .plot.scatter(x='turnout', y='percent_yes', ax=ax,
                       title=f'size={size}, alpha={alpha}',
                       s=size, alpha=alpha)
        )

fig.tight_layout()



[image: A grid of scatter plots showing the effect of changing the alpha and marker size.]
A grid of scatter plots showing the effect of changing the alpha and marker size.

Notice that details start to emerge as the alpha and size decrease. Again, my process is that if I see solid colors, I keep reducing the alpha until I see some transition.

Here’s my code for my initial scatter plot after experimenting with the alpha and size parameters. I also zoom in on the plot using the ax.set_xlim and ax.set_ylim methods.

Notice the dark spots. I see vertical lines indicating that many districts reported the same turnout. I also see horizontal lines indicating that many districts reported the same percent_yes. There appear to be dots in a grid pattern, indicating that specific turnout and percent_yes values were much more common than others. And they happen to be nice round numbers. Finally, I see a diagonal line of dots. I’m not quite sure what that is. Perhaps a district was trying to be creative and not use whole numbers but rather report the same turnout and percent_yes.

Show this plot to a political scientist, and you will see them raise an eyebrow.

However, I’ve done similar plots for many of my clients and often had a similar reaction. Not that I serve a lot of politicians committing fraud, but when you visualize with scatter plots, you usually see patterns that you wouldn’t see otherwise.

# plot scatterplot
fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
(tweak_vote_2020(vote_raw_2020)
 .assign(turnout=lambda df_: df_['given']/df_['voters'],
         percent_yes=lambda df_: df_['leader']/df_['received']) 
 .plot.scatter(x='turnout', y='percent_yes', s=.01, alpha=.4, ax=ax,
               title='2020 Russian Amendment Turnout vs Yes Vote')
)
ax.set_xlim(.6, 1.02)
ax.set_ylim(.7, 1.02)



[image: A scatter plot of the turnout and percent_yes for the 2020 Russian election.]
A scatter plot of the turnout and percent_yes for the 2020 Russian election.

I often help my clients use these types of plots as springboards for further analysis. In this case, I played around and determined that the Ставропольский край region (Stavropol Krai) had many districts reporting 95% yes. A quick histogram confirmed that and also showed an odd amount of 70, 74, 80, 82, 83, 85, 90, and 95% yes votes. Truth appears to be stranger than fiction.

# color Ставропольский край'
fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
(tweak_vote_2020(vote_raw_2020)
 .assign(turnout=lambda df_: df_['given']/df_['voters'],
         percent_yes=lambda df_: df_['leader']/df_['received'],
         is_stavropol=lambda df_: df_['region'] == 'Ставропольский край',
         ) 
.query('is_stavropol')
.percent_yes
 .plot.hist(ax=ax, bins=200, title='Stavropol Krai Yes Vote Histogram')
)

# draw vertical line at .95
ax.axvline(.95, color='red', linestyle='--', alpha=.5)



[image: A histogram of the percent_yes for the Stavropol Krai region.]
A histogram of the percent_yes for the Stavropol Krai region.

I also created a scatter plot coloring the Stavropol votes dark and the other votes light. A note on the code. I’m using a .pipe combined with lambda instead of calling the .plot.scatter method directly. This is because the c parameter for specifying the color doesn’t work with the name of a boolean column. However, it does work with a boolean Series. Using the .pipe method gives me quick access to the is_stravropol column. Note that this column was created in the chain, so I couldn’t refer to the original vote_raw_2020 DataFrame.

Also, note that I tacked on _r to the colormap name. This is a trick to reverse the colormap so that the Stravropol votes are dark and the other votes are light.

# plot scatterplot
# color Ставропольский край'
import matplotlib.pyplot as plt
fig, ax = plt.subplots(figsize=(6,6), dpi=300)
(tweak_vote_2020(vote_raw_2020)
 .assign(turnout=lambda df_: df_['given']/df_['voters'],
         percent_yes=lambda df_: df_['leader']/df_['received'],
         is_stavropol=lambda df_: df_['region'] == 'Ставропольский край',
         ) 
 .pipe(lambda df_: df_.plot.scatter(x='turnout', y='percent_yes', s=.1, alpha=.5,
                     c=df_['is_stavropol'], cmap='plasma_r', ax=ax,
                     title='2020 Stavropol Krai Amendment Turnout vs Yes Vote'))
)
ax.set_xlim(.5, 1.01)
ax.set_ylim(.7, 1.01)




[image: A scatter plot of the turnout and percent_yes for the 2020 Russian election with the Stravropol Krai region colored dark.]
A scatter plot of the turnout and percent_yes for the 2020 Russian election with the Stravropol Krai region colored dark.

One would think that after major media outlets, like the Economist, reported on this in 2021, the voting commission would be more careful and send updated instructions to the districts about reporting non-round numbers. Let’s see if that happened. Dmitry happens to have the 2024 data as well. I’ll load it up.

import pandas as pd
url = 'https://github.com/dkobak/elections/raw/refs/heads/master/data/2024.csv.zip'

vote_raw_24 = pd.read_csv(url)


Again, I will use my trusty coding companion to translate the column names for me.

english_columns = [
    'region',
    'tik',  # likely an acronym; meaning depends on context
    'uik',  # likely an acronym; meaning depends on context
    'Number of voters included in the voter list',
    'Number of ballots received by the precinct election commission',
    'Number of ballots issued to voters who voted early',
    'Number of ballots issued in the polling station on election day',
    'Number of ballots issued outside the polling station on election day',
    'Number of spoiled ballots',
    'Number of ballots in portable ballot boxes',
    'Number of ballots in stationary ballot boxes',
    'Number of invalid ballots',
    'Number of valid ballots',
    'Number of lost ballots',
    'Number of ballots unaccounted for upon receipt',
    'Davyankov Vladislav Andreevich',
    'Putin Vladimir Vladimirovich',
    'Slutsky Leonid Eduardovich',
    'Kharitonov Nikolai Mikhailovich'
]

def tweak_vote(df_):
    return (df_
        .rename(columns=dict(zip(df_.columns, english_columns)))
        .assign(yes_percent=lambda df_: df_['Putin Vladimir Vladimirovich'] / 
                df_['Number of valid ballots'],
                turnout_percent=lambda df_: df_['Number of valid ballots'] / 
                df_['Number of voters included in the voter list'])
    )


Let’s create the scatter plot and see if there are any odd patterns.

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

(tweak_vote(vote_raw_24)   
 .plot.scatter(x='turnout_percent', y='yes_percent', s=.01, alpha=.1, ax=ax,
               title='2024 Russian Presidential Turnout vs Yes Vote')
)




[image: A scatter plot of the turnout and percent_yes for the 2024 Russian election.]
A scatter plot of the turnout and percent_yes for the 2024 Russian election.

The memo apparently didn’t get to the districts. Let’s zoom in a bit.

fig, ax = plt.subplots(figsize=(6, 6), dpi=300)
(tweak_vote(vote_raw_24)   
 .plot.scatter(x='turnout_percent', y='yes_percent', s=.1, alpha=.4, ax=ax,
               title='2024 Russian Presidential Turnout vs Yes Vote')
)

ax.set_xlim(.8, 1.01)
ax.set_ylim(.8, 1.01)




[image: A scatter plot of the turnout and percent_yes for the 2024 Russian election.]
A scatter plot of the turnout and percent_yes for the 2024 Russian election.

Ok, maybe some memo went out. Now, I’m seeing a lot of horizontal lines but not as many vertical lines. However, there are many diagonal lines. I’m not sure what is going on there. Perhaps the districts were given a fraction and informed to multiply the turnout by the fraction to get the number of yes votes.



Cherry Blossoms

A scatter plot lets me see the relationship between two continuous variables. I often find “stories” in these plots that are hard to find using other methods.

I’m going to recreate a somewhat unconventional scatter plot. This is a plot from Our World in Data and shows the time of year when cherry blossoms bloom in Kyoto, Japan 3. The x-axis is the year, and the y-axis is the day of the year. Usually, for a time series, you would use a line plot. This visualization adds a line on top of the scatter plot to show the 20-year average. Why even include the scatter plot? I think it lends credibility to the data. It also indicates that the data is relatively scattered (no pun intended) until recently, when it has trended towards earlier blooming.


[image: A scatter plot of the day of the year when cherry blossoms bloom in Kyoto, Japan.]
A scatter plot of the day of the year when cherry blossoms bloom in Kyoto, Japan.

Recreating a good plot is a great exercise. Because some of the options in Matplotlib are kind of painful to use, it makes you question why the original author made the choices they did. Do we need to jump through all of these hoops to force Matplotlib to do that, too? Ask yourself, why did the original author make that choice as you try to recreate a plot? As far as the CLEAR principles go, this plot follows them quite well:


	Color: The plot uses light pink for the scatter plot and a darker pink for the line plot. It is an appropriate play on color, given the subject matter. Otherwise, the text is black and grey. The background is a beige color that is consistent with Our World in Data’s branding.


	Limited: The plot is a scatter plot with a line plot on top. The line plot is a simple line plot. The x-axis is limited to the years 800 to 2023. The y-axis is limited to days of the year, March to April. There’s nothing too fancy here.


	Explanation: The title and subtitle explain the story. The title hands it to you on a platter, “Cherry trees have been blossoming earlier due to warmer spring temperatures”. The subtitle gives you the context for reading the chart and additional information, “Date of peak cherry tree (Prunus jamasakura) blossom in Kyoto, Japan”.


	Audience: The audience is the general public. The plot is simple and easy to understand. The story is straightforward, and the plot is easy to read. You don’t need a fancy degree to see the trend towards earlier blooming.


	References: The data source is listed at the bottom of the plot. It comes from Yasuyuki Aonon. It lends credibility to the data and the story.




I’m going to attempt to recreate this plot. First I will visit Yasuyuki Aonon’s website and download the Excel file with the data.

>>> import pandas as pd
>>> import matplotlib.pyplot as plt
>>> domain = 'http://atmenv.envi.osakafu-u.ac.jp/omu-content/'
>>> url = f'{domain}uploads/sites/1215/2015/10/KyotoFullFlower7.xls'
>>> cherry_raw = pd.read_excel(url, skiprows=25, dtype_backend='pyarrow')
>>> print(cherry_raw)
        AD  Full-flowering date (DOY)  Full-flowering date  Source code  \
0      801                       <NA>                 <NA>         <NA>   
1      802                       <NA>                 <NA>         <NA>   
2      803                       <NA>                 <NA>         <NA>   
3      804                       <NA>                 <NA>         <NA>   
4      805                       <NA>                 <NA>         <NA>   
...    ...                        ...                  ...          ...   
1210  2011                         99                  409            8   
1211  2012                        101                  410            8   
1212  2013                         93                  403            8   
1213  2014                         94                  404            8   
1214  2015                         93                  403            8   

      Data type code          Reference Name  
0               <NA>                       -  
1               <NA>                       -  
2               <NA>                       -  
3               <NA>                       -  
4               <NA>                       -  
...              ...                     ...  
1210               0  NEWS-PAPER(ARASHIYAMA)  
1211               0  NEWS-PAPER(ARASHIYAMA)  
1212               0  NEWS-PAPER(ARASHIYAMA)  
1213               0  NEWS-PAPER(ARASHIYAMA)  
1214               0  NEWS-PAPER(ARASHIYAMA)  

[1215 rows x 6 columns]


I generally create a tweak function to clean up the data. This function renames the columns and creates a month, day, and rolling day of the year column.

The rolling method in pandas is an invaluable tool for performing calculations over moving windows of data. Whether analyzing trends, smoothing noisy data, or computing metrics like rolling averages or standard deviations, rolling allows you to apply these operations efficiently. It supports flexible window definitions, such as a fixed number of observations, time-based intervals, or even custom boundaries through user-defined indexers. With options to control the minimum number of required observations (min_periods), the alignment of the window (center), and even apply weighted window functions (with win_type and scipy.signal functions), this method offers a lot of versatility. For time-series analysis, it seamlessly integrates with datetime-like indexes to accommodate dynamic window sizes.

Here, we specify a window of 20. That indicates that we will take 20 rows and apply the aggregation, mean to those values.

>>> def tweak_cherry(df):
...     return (df
...             .rename(columns={'AD': 'year',
...                              'Full-flowering date (DOY)': 'flowering_doy',
...                              'Full-flowering date': 'flowering_MDD'})
...             .assign(
...               month=lambda df_: df_['flowering_MDD']//100,
...               day=lambda df_: df_['flowering_MDD'] - (df_['month'] *100),
...               rolling_doy=lambda df_: df_['flowering_doy']
...                             .rolling(window=20).mean())
...             .loc[:, ['year', 'month', 'day', 'flowering_doy', 'rolling_doy']]
...            )
... 
>>> print(tweak_cherry(cherry_raw))
      year  month   day  flowering_doy  rolling_doy
0      801   <NA>  <NA>           <NA>          NaN
1      802   <NA>  <NA>           <NA>          NaN
2      803   <NA>  <NA>           <NA>          NaN
3      804   <NA>  <NA>           <NA>          NaN
4      805   <NA>  <NA>           <NA>          NaN
...    ...    ...   ...            ...          ...
1210  2011      4     9             99        96.45
1211  2012      4    10            101        96.80
1212  2013      4     3             93        96.60
1213  2014      4     4             94        96.35
1214  2015      4     3             93        96.05

[1215 rows x 5 columns]


Let’s plot the scatter plot with the rolling mean on top.

import matplotlib.pyplot as plt

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
cherry = tweak_cherry(cherry_raw)
(cherry
 .plot(x='year', y='flowering_doy', kind='scatter', ax=ax,
               title='20 year rolling average')
)

ax.plot(cherry['year'], cherry['rolling_doy'], color='red')




[image: A scatter plot of the day of the year when cherry blossoms bloom in Kyoto, Japan.]
A scatter plot of the day of the year when cherry blossoms bloom in Kyoto, Japan.

This is problematic. The rolling mean has many gaps in it. This is because there were missing values, and the rolling mean calculation, unlike just .mean on a Series or DataFrame, doesn’t ignore missing values. We have a few options:


	Ignore the missing values in the rolling mean calculation (these are the results we just created).

	Drop the missing values.

	Impute the missing values before calculating the rolling mean.

	Tell the window to work with a minimum number of values using the min_periods parameter.







Let’s try these different options.

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

def make_cherry_experiment(df, ax):
    df.plot(x='year', y='flowering_doy', kind='scatter', ax=ax, s=.5,
            c='lightgrey', alpha=1,
            title='Cherry Blossom Flowering Date by Year Experiment Rolling')
    shift_amount = 3
    (df
     .loc[::, ['year', 'rolling_doy', 'drop_doy', 'impute_doy', 
               'min_per_doy5', 'min_per_doy1']]
     .set_index('year')
     # shift columns to explore the difference
     .assign(drop_doy=lambda df_: df_['drop_doy']- (shift_amount*1),
             impute_doy=lambda df_: df_['impute_doy'] -(shift_amount*2),
             min_per_doy5=lambda df_: df_['min_per_doy5'] - (shift_amount*3),
             min_per_doy1=lambda df_: df_['min_per_doy1'] - (shift_amount*4)
            )
        .plot(ax=ax, alpha=0.9, linewidth=1)
    )
    return ax

(tweak_cherry(cherry_raw)
  .assign(drop_doy=lambda df_: df_['flowering_doy']
              .dropna().rolling(window=20).mean(),
          impute_doy=lambda df_: df_['flowering_doy']
              .interpolate().rolling(window=20).mean(),
          min_per_doy5=lambda df_: df_['flowering_doy']
              .rolling(window=20, min_periods=5).mean(),
          min_per_doy1=lambda df_: df_['flowering_doy']
              .rolling(window=20, min_periods=1).mean(),
  )
  .pipe(make_cherry_experiment, ax=ax)
)

 



[image: A scatter plot of the day of the year when cherry blossoms bloom in Kyoto, Japan. Many trends are show using different rolling mean calculations. The trend plots are shifted vertically to help distinguish how they differ.]
A scatter plot of the day of the year when cherry blossoms bloom in Kyoto, Japan. Many trends are show using different rolling mean calculations. The trend plots are shifted vertically to help distinguish how they differ.

The note in the original plot states that “the 20-year average is calculated when there are at least five years with data in the 20-year window”. The Pandas implementation of that:

df_['flowering_doy'].rolling(window=20, min_periods=5).mean(),


appears to have some gaps still (due to 20 year windows with less than 5 years of data). To address that, I’m going to call .interpolate after the rolling mean. This will fill in the missing values with a linear interpolation.

Here’s my attempt at recreating this plot. This code should be relatively rudimentary by now. Mostly just tweaks to match the style of the original plot.

from highlight_text import ax_text

def plot_cherry(df, ax):
    plt.rcParams["font.family"] = "Roboto"
    padding = 6 # pts
    heading_fontsize = 11
    heading_fontweight = 'bold'
    subheading_fontsize = 9.5
    subheading_fontweight = 'normal'
    source_fontsize = 6.5
    source_fontweight = 'light'

    axis_fontsize = 7.5
    axis_fontweight = 'normal'
    tick_fontsize = 7
    tick_fontweight = 'light'

    df.plot.scatter(x='year', y='flowering_doy', ax=ax, c='#e7afbe',
                    s=3.5)
    df.plot(x='year', y='rolling', ax=ax, c='#bd4758', linewidth=1.5)
    # add label color of line to end of line
    ax.text(df['year'].iloc[-1], df['rolling'].iloc[-1], '20-year\n average',
             color='#bd4758', fontsize=tick_fontsize, fontweight='normal')

    # set title
    ax_text(550, 148, 'Cherry trees have been blossoming earlier\n'
            'due to warmer spring temperatures',
            fontsize=heading_fontsize, fontweight=heading_fontweight, color='black',
            va='top', ha='left', ax=ax)
    # set subtitle
    ax_text(550, 136, 'Date of peak cherry tree (Prunus jamasakura) \n'
            'blossom in Kyoto, Japan',
            fontsize=subheading_fontsize, fontweight=subheading_fontweight, 
            color='black', va='top', ha='left', ax=ax)
    
    # get rid of the spines
    for spine in ax.spines.values():
        spine.set_visible(False)
    # get rid of y-axis ticks
    ax.tick_params(axis='y', which='both', left=False)
    # set font size and weight for x-axis labels
    for label in ax.get_xticklabels():
        label.set_fontsize(tick_fontsize)
        label.set_fontweight(tick_fontweight)
    for label in ax.get_yticklabels():
        label.set_fontsize(tick_fontsize)
        label.set_fontweight(tick_fontweight)
    # set ticks at location/labels
    ax.set_yticks([70, 80, 90, 100, 110, 120])
    ax.set_yticklabels(['March 11', 'March 21', 'March 31', 'April 10', 
                        'April 20', 'April 30'])
    # add dashed grid to y-axis
    ax.grid(axis='y', linestyle='--', alpha=0.7)
    ax.set_xticks([812, 1000, 1200, 1400, 1600, 1800, 2023])
    # get rid of x and y axis labels
    ax.set_xlabel('')
    ax.set_ylabel('')

    # add source text at the bottom
    ax_text(550, 58, 'Source: Yasuki Aono (2021; 2024)', fontsize=source_fontsize, 
            fontweight=source_fontweight, color='grey', va='bottom', ha='left',
            ax=ax)
    # hide legend
    ax.legend().set_visible(False)

    # set padding so title, left labels, and notes appear when saved
    plt.subplots_adjust(left=0.15, right=0.9, top=0.7, bottom=0.2)

fig, ax = plt.subplots(figsize=(4, 3.5), dpi=300)
(tweak_cherry(cherry_raw)
 .assign(rolling=lambda df_: df_['flowering_doy']
         .rolling(window=20, min_periods=5)
         .mean()
         .interpolate())
 .pipe(plot_cherry, ax=ax)
)




[image: A scatter plot of the day of the year when cherry blossoms bloom in Kyoto, Japan.]
A scatter plot of the day of the year when cherry blossoms bloom in Kyoto, Japan.

Here is my final plot. It does a decent job of recreating the original. I’m not quite sure how the average mechanism they used on their data works, but it appears that for data after 1600, we are seeing similar values. Most of the Matplotlib code should be starting to look familiar (even if it is a little inconsistent for my tastes). Note that I did use plt.subplots_adjust to add some space at the sides of the plot for the title, notes, and labels on the left. This isn’t necessary if you are just using the plot in a Jupyter notebook, but if you save the plot to an image, you will need to adjust the spacing (or call plt.tight_layout).



Lowess and XGBoost Trends

We just added a trend line using a rolling mean. The book Visualizing Data by William S. Cleveland also suggests adding trends to scatter plots to help the viewer understand the data. However, the book suggests using a loess trend line (a method Cleveland created). This is a non-parametric regression that fits a smooth curve to the data. I’m going to use the lowess function from statsmodels to add a loess trend line to the cherry blossom data. (Note that for smoothing a single variable, lowess and loess are functionally equivalent.)

To use the lowess, a critical parameter is frac, which specifies the fraction of the data used to fit each local regression. This parameter controls the balance between smoothness and sensitivity to local variations. A smaller frac (e.g., 0.1) means fewer data points (10%) are included in each local regression, resulting in a curve that closely follows the data’s fine-grained patterns. Conversely, a larger frac (e.g., 0.5) incorporates 50% of the data points, producing a smoother curve that highlights general trends while potentially obscuring smaller fluctuations. Adjusting frac is essential for tailoring the smoothing to the data’s characteristics and the analysis goals.

I’m going to try a few values for frac to see how it affects the trend line. I will also show the rolling mean we just calculated and plot all of them with a shift, so you can see how they compare.

from statsmodels.nonparametric.smoothers_lowess import lowess
fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
data = tweak_cherry(cherry_raw)
(data
 .reset_index()
 .plot.scatter(x='index', y='flowering_doy', alpha=.1, ax=ax,
               title='LOWESS demo for Cherry Blossom Flowering Date')
)

shift_amount = 3

for i, it in enumerate([0.01, .05, .1, .2]):
    model = lowess(data['flowering_doy'].interpolate(), data.index, frac=it) 
    ax.plot(model[:, 0], model[:, 1] - (i*shift_amount) , label=f'frac={it}',
            linewidth=1.5)

# plot 20 year rolling average
(data
 ['flowering_doy']
 .rolling(window=20, min_periods=5)
 .mean()
 .interpolate()
 .sub(4*shift_amount)
 .plot(ax=ax, color='pink', linewidth=1.5, label='20-year average')
)
ax.legend()




[image: A scatter plot of the day of the year when cherry blossoms bloom in Kyoto, Japan.]
A scatter plot of the day of the year when cherry blossoms bloom in Kyoto, Japan.

With a very small frac value, the smoothed line is very sensitive to noise in the data. With a larger value, it tends to be smooth. Cleveland suggests plotting the residuals (the difference between the data and the trend line) and then creating another lowess line on the residuals. This final smoothing should be relatively flat. However, I’m going to show the process that most data scientists use to measure the goodness of fit.

Let’s first plot the residuals for the different frac values. This code uses the subplots=True parameter from Pandas to create a separate plot for each frac value. Because they all share the same x-axis, I can use the sharex=True parameter to make sure the x-axis is the same for all plots. This also places the x-axis label at the bottom of the last plot, removing duplicates for the other plots that would be created by default and smash the plots when we save them to an image. I will also call sharey=True. This will make the limits of the y-axis the same for all plots. It is easier to compare the residuals when the y-axis is the same for all plots.

# plot residuals to see which it is best
fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

def add_predictions_and_residuals(df_):
    residuals = []
    for frac in [0.01, .05, .1, .2]:
        interp_data = df_['flowering_doy'].dropna().interpolate()
        model = lowess(interp_data, interp_data.index, frac=frac)
        df_ = (df_
               .assign(**{f'frac={frac}': pd.Series(model[:, 1], 
                                                    index=interp_data.index)})
               .assign(**{f'resid={frac}': pd.Series(model[:, 1] - interp_data, 
                                                     index=interp_data.index)})
        )
    return df_hhs

(add_predictions_and_residuals(tweak_cherry(cherry_raw))
 .query('`resid=0.01`.notna()')
 .plot(x='year', y=['resid=0.01', 'resid=0.05', 'resid=0.1', 'resid=0.2'], 
       ax=ax, subplots=True, sharex=True, sharey=True, 
       marker='.', linestyle=' ', alpha=.5)
)

plt.tight_layout()



[image: Residuals for different lowess trend lines.]
Residuals for different lowess trend lines.

In this case, it is not easy to see which frac value is the best. The residual plots look very similar.

Let’s plot a histogram of the residuals and check if they are normally distributed (a desired feature for a good fit). It might also be helpful to determine if one of the frac values has tighter residuals or is a better fit.

# plot histogram of residuals

fig, axs = plt.subplots(2, 2, figsize=(6, 4), dpi=300, sharex=True, sharey=True)
for ax, frac in zip(axs.flat, [0.01, .05, .1, .2]):
    (add_predictions_and_residuals(tweak_cherry(cherry_raw))
     .query(f'`resid={frac}`.notna()')
     [f'resid={frac}']
     .plot.hist(ax=ax, bins=20)
    )
    ax.set_title(f'frac={frac}')

fig.tight_layout()



[image: Histogram of residuals for different loess trend lines.]
Histogram of residuals for different loess trend lines.

It appears that the 0.01 frac values are tighter around 0. That should be a good thing. However, the graph looked like it wasn’t represented by the trend but rather by the noise.

Let’s look at another mechanism to see how residuals are distributed. Generally, you want the residuals distributed normally around 0. Normally distributed residuals indicate that the model captures the systematic patterns in the data, leaving only random noise as error. When residuals deviate significantly from normality, it may suggest issues such as omitted variables, non-linear relationships, or heteroscedasticity, prompting further model refinement or transformation of the data.

We can use a quantile-quantile plot (Q—Q plot) to compare the residuals to a normal distribution. It works by plotting the quantiles of the dataset against the corresponding quantiles of the theoretical distribution. If the data closely follows the theoretical distribution, the points will align approximately on a straight line on the diagonal. Deviations from this line indicate departures from the expected distribution, such as skewness, heavy tails, or outliers. Q—Q plots are especially valuable for diagnosing normality in residuals, as they visually reveal discrepancies that statistical tests might overlook.

Let’s use the probplot function from scipy. We can specify that dist='norm' to tell it to plot the quantiles of our data against the quantiles of the normal distribution:

#make a grid of quantile plots for residuals
from scipy import stats
import matplotlib.pyplot as plt
import numpy as np
from statsmodels.nonparametric.smoothers_lowess import lowess

def add_predictions_and_residuals(df_):
    residuals = []
    for frac in [0.01, .05, .1, .2]:
        interp_data = df_['flowering_doy'].dropna().interpolate()
        model = lowess(interp_data, interp_data.index, frac=frac)
        df_ = (df_
               .assign(**{f'frac={frac}': pd.Series(model[:, 1], 
                                                    index=interp_data.index)})
               .assign(**{f'resid={frac}': pd.Series(model[:, 1] - interp_data, 
                                                     index=interp_data.index)})
        )
    return df_

fig, axs = plt.subplots(2, 2, figsize=(6, 6))

def plot_probplots(ser, ax):    
    stats.probplot(ser, dist="norm", plot=ax)
    ax.set_title(f'{ser.name} Q—Q plot')

def plot_qq_resids(df, axs):
    for i, frac in enumerate([0.01, .05, .1, .2]):
        ax = axs.flatten()[i]
        resid = df[f'resid={frac}'].dropna()
        plot_probplots(resid, ax)


(add_predictions_and_residuals(tweak_cherry(cherry_raw))
 .query('`resid=0.01`.notna()')
 .pipe(plot_qq_resids, axs)
)

plt.tight_layout()



[image: Q—Q plot of residuals for different lowess trend lines.]
Q—Q plot of residuals for different lowess trend lines.

The Q—Q plot shows that the residuals are not normally distributed for frac values of 0.01. If you come from a machine learning background, you probably aren’t surprised as the line looks like it overfits the data. It is tracing the noise instead of the trend. The other models appear to have normally distributed residuals.

Let’s look at another way to quantify the goodness of fit. I will use the scikit-learn library to report on the mean squared error (MSE) for the different frac values. MSE measures the average squared difference between the observed data points and the corresponding predicted values on the lowess curve. A lower MSE indicates that the curve fits the data more closely, capturing the underlying trend effectively while minimizing deviations. It is beneficial when tuning frac, the smoothing fraction, to balance the curve’s flexibility by aiming for a minimal MSE. Comparing MSE across different fits can help us choose the most suitable frac value for the data.

>>> # calc MSE for each model
>>> from sklearn.metrics import mean_squared_error

>>> data = (add_predictions_and_residuals(tweak_cherry(cherry_raw)))
 
>>> for frac in [0.01, .05, .1, .2]:
...     mse = mean_squared_error(data['flowering_doy'].dropna().interpolate(),
...                              data[f'frac={frac}'].dropna())
...     print(f'frac={frac} MSE: {mse:.2f}')

frac=0.01 MSE: 26.69
frac=0.05 MSE: 33.42
frac=0.1 MSE: 34.45
frac=0.2 MSE: 35.47


In this case, it looks like we are getting conflicting signals. (Not super uncommon in data science.) The MSE looks better for the 0.01 frac value, but the Q—Q plot shows that the residuals are not normally distributed. I would defer to my audience and the story I want to tell. I don’t use LOWESS curves for prediction (I’ll show what I use in the next section). So, to pick this frac value, I would probably go with a plot that looks like it is telling the story I want to tell. I would probably go with the 0.05 value, which looks like it is capturing the trend without getting too caught up in the noise.



Use XGBoost

Instead of using a lowess trend line, we can use XGBoost to fit a trend line. Using XGBoost instead of lowess for trend calculation comes with its own set of pros and cons, depending on the data and goals. XGBoost excels at handling complex, high-dimensional datasets and can automatically capture non-linear relationships and interactions, making it powerful for data with intricate patterns. It can also incorporate categorical variables directly and offers built-in features like regularization to control overfitting. However, XGBoost is a predictive modeling tool and may be overkill for simple trend analysis, whereas lowess, with its smoothing of data through localized regression, often suffices.

Let’s see what XGBoost does with this data set. In this example, we use the gamma parameter in XGBoost to control the model’s regularization, which directly influences the smoothness of the fitted curve. The gamma parameter sets the minimum loss reduction required to make a further split in the decision tree, effectively acting as a complexity penalty. Higher values of gamma discourage excessive splits, resulting in smoother, simpler predictions. In comparison, lower values allow the model to fit more closely to the data, capturing finer details but potentially overfitting. We can balance the trade-off between flexibility and regularization by experimenting with different gamma values (e.g., 0, 1, 10, 100).

The .fit method is the cornerstone of training models in scikit-learn and XGBoost. When calling fit, you provide the training features in a DataFrame (X) and the corresponding target labels in a series (y). In our case, X will be a DataFrame with just one column, the index of the data, and y will be the flowering_doy column. I’m dropping the missing values from y, so I’m using the index of the non-missing values in .loc to return the corresponding values for X.

The .predict method in XGBoost generates predictions based on a trained model, allowing you to apply learned patterns to new or unseen data. We pass in X to .predict to get the model’s predictions and plot them as a shifted line.

I include the 20-year rolling average as a reference to further emphasize how the gamma choice affects the trend representation.

import xgboost as xgb

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
data = tweak_cherry(cherry_raw)
(data
 .reset_index()
 .plot.scatter(x='index', y='flowering_doy', alpha=.1, ax=ax)
)
y = data['flowering_doy'].interpolate().dropna()
X = pd.DataFrame(data.index).loc[y.index]

shift_amount = 3

for i, gamma in enumerate([0, 1, 10, 100]):
    model = xgb.XGBRegressor(gamma=gamma)
    model.fit(X, y)
    preds = model.predict(X)
    ax.plot(X[0], preds - (i*shift_amount) , label=f'gamma={gamma}', linewidth=1.5)

# plot 20 year rolling average
(data
 ['flowering_doy']
 .rolling(window=20, min_periods=5)
 .mean()
 .interpolate()
 .sub(4*shift_amount)
 .plot(ax=ax, color='pink', linewidth=1.5, label='20-year average', 
       title='XGBoost demo for Cherry Blossom Flowering Date')
)

ax.legend()




[image: A scatter plot of the day of the year when cherry blossoms bloom in Kyoto, Japan.]
A scatter plot of the day of the year when cherry blossoms bloom in Kyoto, Japan.

You can see how the higher gamma values smooth out the trend line. Note that for this single-column dataset, the XGBoost model will have 90-degree steps in the result. This is because there isn’t any more information in the data to make a more complex model. When you have multiple columns to learn from, the harsh edges can be smoothed out.

We can also plot the residuals for the XGBoost models to see which one is the best fit.

import xgboost as xgb

gammas = [0, 1, 10, 100]

layout = [['scatter'],
          *[[f'gamma={gamma}'] for gamma in gammas],
          ]

fig, axs = plt.subplot_mosaic(layout, figsize=(6, 4), dpi=300, 
      constrained_layout=True, height_ratios=[1, *[.1 for _ in gammas]])

data = tweak_cherry(cherry_raw)
ax = axs['scatter']
ax.set_xlabel('')
(data
 .reset_index()
 .plot.scatter(x='index', y='flowering_doy', alpha=.1, ax=ax)
)
y = data['flowering_doy'].interpolate().dropna()
X = pd.DataFrame(data.index).loc[y.index]

for gamma in gammas:
    model = xgb.XGBRegressor(gamma=gamma)
    model.fit(X, y)
    preds = model.predict(X)
    ax.plot(X[0], preds, label=f'gamma={gamma}', linewidth=1.5)
    # plot residuals below
    resid = y - preds
    ax_resid = axs[f'gamma={gamma}']
    (data
     .reset_index()
     .assign(resid=y-preds)
     .plot.scatter(x='index', y='resid', s=1, ax=ax_resid)
    )
    # get rid of x label, ticks and y label
    ax_resid.set_xlabel('')
    ax_resid.set_ylabel('')
    ax_resid.set_xticks([])
    ax_resid.set_yticks([-15, 15])
    # add text with title at left
    ax_resid.text(0, 0, f'gamma={gamma}', ha='left', va='bottom', 
                  fontsize=8, fontweight='bold')
    


# plot 20 year rolling average
(data
 ['flowering_doy']
 .rolling(window=20, min_periods=5)
 .mean()
 .interpolate()
 #.sub(4*shift_amount)
 .plot(ax=ax, color='pink', linewidth=1.5, label='20-year average', 
       title='Residuals for XGBoost demo for \nCherry Blossom Flowering Date')
)


ax.legend(bbox_to_anchor=(1, 1))#, loc='upper left')
ax.set_ylim(95, 115)
ax.set_xlim(800, 1230)




[image: Residuals for different XGBoost trend lines.]
Residuals for different XGBoost trend lines.

It’s hard to tell from inspecting what is going on with the residuals. The left side of 100 gamma looks like it struggles to fit the data.

Let’s try the Q—Q plot to see if the residuals are normally distributed.

# create probplots for xgboost residuals
fig, axs = plt.subplots(2, 2, figsize=(8, 8))

def plot_xgboost_resids(df, axs):
    for i, gamma in enumerate([0, 1, 10, 100]):
        ax = axs.flatten()[i]
        resid = df[f'resid={gamma}'].dropna()
        plot_probplots(resid, ax)
        

def add_xgb_predictions_and_residuals(df_):
    residuals = []
    for gamma in [0, 1, 10, 100]:
        interp_data = data['flowering_doy'].dropna().interpolate()
        model = xgb.XGBRegressor(gamma=gamma)
        model.fit(pd.DataFrame(interp_data.index), interp_data)
        df_ = (df_
               .assign(**{f'gamma={gamma}':
                        pd.Series(model.predict(pd.DataFrame(interp_data.index)), 
                                  index=interp_data.index)})
               .assign(**{f'resid={gamma}': 
                          pd.Series(model.predict(pd.DataFrame(interp_data.index)) 
                                    - interp_data, index=interp_data.index)})
        )
    return df_


(add_xgb_predictions_and_residuals(tweak_cherry(cherry_raw))
 .pipe(plot_xgboost_resids, axs))

plt.tight_layout()



[image: Q—Q plots for xgboost residuals.]
Q—Q plots for xgboost residuals.

These Q—Q plots are not particularly helpful. It looks like each model has an issue that another model doesn’t have.

Let’s look at the MSE to see if it helps us decide which model best fits. We will calculate the MSE for the rolling average first.

>>> # calc MSE for 20 year rolling average
>>> from sklearn.metrics import mean_squared_error

>>> data = (tweak_cherry(cherry_raw)
...     .assign(rolling=lambda df_: df_['flowering_doy']
...             .rolling(window=20, min_periods=5).mean().interpolate())
...     .query('flowering_doy.notna() and rolling.notna()')
... )

>>> mse = mean_squared_error(data['flowering_doy'], data['rolling'])
>>> print(f'20 year rolling average: {mse:.2f}')
20 year rolling average: 33.25


And here are the calculations for XGBoost.

>>> # calc MSE for each model
>>> from sklearn.metrics import mean_squared_error

>>> data = (add_xgb_predictions_and_residuals(tweak_cherry(cherry_raw))
...         .loc[:, ['flowering_doy', 'gamma=0', 'gamma=1', 'gamma=10', 
...                  'gamma=100']]
...         .dropna()
... )

>>> for gamma in [0, 1, 10, 100]:
...     mse = mean_squared_error(data['flowering_doy'].interpolate(), 
...                              data[f'gamma={gamma}'])
...     print(f'gamma={gamma} {mse:.2f}')
gamma=0 22.71
gamma=1 24.81
gamma=10 29.37
gamma=100 33.29


The error for 100 gamma is about the same as the rolling average. But it is a much simpler model.

I’m not sure I would use XGBoost to replace the rolling average of the original plot. The sharp aesthetics of the angles might be confusing for a general audience. I like the look of the smooth LOWESS models, but their MSE is generally higher than the XGBoost models.






Scatter Plot of Mileage vs Engine Displacement

Let’s do another curve-fitting example.

Using the automotive dataset from the US Fuel Economy website 4, we can create a scatter plot of mileage vs engine displacement. The city08 column contains the city mileage of the car (in miles per gallon), and the displ column contains the engine displacement. Engine displacement is the volume swept by all the pistons inside the cylinders of a reciprocating engine in a single movement from the top dead center (TDC) to the bottom dead center (BDC). It is commonly measured in liters or cubic inches. Generally, a larger engine displacement means more power and torque but also lower fuel efficiency. Let’s see if this is true for the cars in the dataset.

I’ll load this data from my GitHub account.

>>> import pandas as pd
>>> import matplotlib.pyplot as plt
>>> url = 'https://github.com/mattharrison/datasets/raw/' \
...    'refs/heads/master/data/vehicles.csv.zip'
>>> raw_mpg = pd.read_csv(url)
>>> print(raw_mpg)

       barrels08  barrelsA08  charge120  ...  phevCity  phevHwy  phevComb
0      15.695714         0.0        0.0  ...         0        0         0
1      29.964545         0.0        0.0  ...         0        0         0
2      12.207778         0.0        0.0  ...         0        0         0
3      29.964545         0.0        0.0  ...         0        0         0
4      17.347895         0.0        0.0  ...         0        0         0
...          ...         ...        ...  ...       ...      ...       ...
41139  14.982273         0.0        0.0  ...         0        0         0
41140  14.330870         0.0        0.0  ...         0        0         0
41141  15.695714         0.0        0.0  ...         0        0         0
41142  15.695714         0.0        0.0  ...         0        0         0
41143  18.311667         0.0        0.0  ...         0        0         0

[41144 rows x 83 columns]


Let’s use a scatter plot to look at the relationship between engine displacement and city mileage.

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
(raw_mpg
 .plot.scatter(x='displ', y='city08', ax=ax,
               title='City MPG vs Engine Displacement')
)




[image: A scatter plot of the city mileage vs engine displacement for cars.]
A scatter plot of the city mileage vs engine displacement for cars.

This plot has a few issues. There is a glob of points at the bottom left of the plot. It is hard to tell what the density is. I’ll address these by adjusting the transparency and the marker size.

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
(raw_mpg
 .plot.scatter(x='displ', y='city08', s=2, alpha=.1, ax=ax,
               title='City MPG vs Engine Displacement w/ alpha')
)




[image: A scatter plot of the city mileage vs engine displacement for cars.]
A scatter plot of the city mileage vs engine displacement for cars.

My process for adjusting the transparency and marker size is to keep reducing the transparency until I can see some transition. There is still some crowding in the vertical. This is likely due to the outlier in the upper left. To see more vertical detail, I could change the y-axis to a log scale. Alternatively, I could filter out the outlier. I’ll try filtering out the outlier first.

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
(raw_mpg
 .query('displ > 0')
 .plot.scatter(x='displ', y='city08', s=2, alpha=.1, ax=ax,
                title='City MPG vs Engine Displacement (outliers removed)')
)




[image: A scatter plot of the city mileage vs engine displacement for cars.]
A scatter plot of the city mileage vs engine displacement for cars.

This plot makes it clear that there is granularity in the data. You can see that the points fall on a grid. Adding some jittering might help with further density approximation.

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

def jitter(df, col, amount=1):
    return df[col] + np.random.uniform(-amount, amount, size=len(df))

(raw_mpg
 .query('displ > 0')
 .assign(displ=lambda df_: jitter(df_, 'displ', .1),
         city08=lambda df_: jitter(df_, 'city08', 1))
 .plot.scatter(x='displ', y='city08', s=1, alpha=.05, ax=ax,
               title='City MPG vs Engine Displacement (jittered)')
)




[image: A jittered scatter plot of the city mileage vs engine displacement for cars.]
A jittered scatter plot of the city mileage vs engine displacement for cars.

I further tweaked the size and transparency of the markers as I added jitter.

Here’s a plot with the log scale on the y-axis.

# log y scale
fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
(raw_mpg
 .query('displ > 0')
 .plot.scatter(x='displ', y='city08', s=2, alpha=.1, ax=ax,
               title='City MPG vs Engine Displacement (log y scale)')
)
ax.set_yscale('log')
ticks = [5, 10, 20, 40, 60]
ax.set_yticks(ticks)
ax.set_yticklabels(ticks)



[image: A scatter plot of the city mileage vs engine displacement for cars.]
A scatter plot of the city mileage vs engine displacement for cars.

The log scale makes it easier to see the vertical density. You need to be very careful when using a log scale, make sure you know your audience. Also, make sure you label the data clearly. When labeling logarithmic axes, prioritize clarity by using actual data values, not their logarithmic transforms. Clearly indicate the logarithmic scale in the axis label or caption. Choose meaningful tick intervals, often powers of 10 for base-10 logs, and maintain consistent formatting.



Curve fitting with Math

It looks like there is some sort of mathematical relationship between the engine displacement and the mileage. As the mileage increases, the engine displacement decreases, and vice versa. A formula to describe this might be written like:

mileage=adispl+b\text{mileage} = \frac{a}{\text{displ}} + b

Let’s see if we can find values for aa and bb that fit this data. To do this, we can use the curve_fit function from the scipy.optimize module. Using a non-linear least squares method, this function fits a curve to the data. We need to provide an initial guess for the values of aa and bb.

I’ll plot the fit line and the residuals below the plot.

from scipy.optimize import curve_fit

layouts = [['scatter'], ['residuals']]
fig, axs = plt.subplot_mosaic(layouts, figsize=(6, 4), dpi=300, 
        constrained_layout=True, height_ratios=[1, .5])

def mpg_curve(x, a, b):
    # note that we divide by x, so displ can't be 0!!!
    return a/x + b

data = (raw_mpg
        .query('(not displ.isna()) and (not city08.isna()) and (displ > 0)')
)

params, covariance = curve_fit(mpg_curve, data['displ'], data['city08'])

print(params)

# plot scatterplot
ax = axs['scatter']
(data
 .plot.scatter(x='displ', y='city08', s=2, alpha=.1, ax=ax,
                title='City MPG vs Engine Displacement Curve Fit')
)
x_lim = (.5, 9)
ax.set_xlim(x_lim)
ax.set_xlabel('')
# hide ticks
ax.set_xticks([])
x = np.linspace(0.5, 9, 1_000)
y = mpg_curve(x, *params)
ax.plot(x, y, color='red', linewidth=2)

# plot residuals
ax_resid = axs['residuals']
(data
 .assign(residuals=lambda df_: df_['city08'] - mpg_curve(df_['displ'], *params))
 .plot.scatter(x='displ', y='residuals', s=2, alpha=.1, ax=ax_resid)
)
# create horizontal line at 0
ax_resid.axhline(0, color='grey', linestyle='-', linewidth=1, zorder=0)
ax_resid.set_xlim(x_lim)
ax_resid.set_ylim(-20, 25)




[image: A scatter plot of the city mileage vs engine displacement for cars.]
A scatter plot of the city mileage vs engine displacement for cars.

A residual plot can be a powerful tool for evaluating the goodness of our curve fit.

Looking at the residuals, we see evidence of heteroscedasticity. Heteroscedasticity is a fancy word that statisticians use to describe when the spread (or variance) of the residuals changes as we go from small predicted values to large predicted values. You can see evidence of this in the plot. The residuals are larger for the smaller engine displacements. There isn’t much we can do to address that aspect of the residuals with this data if we are only predicting mileage from the engine displacement column; it is too simple. However, if a data scientist wanted to improve the model, they could use the other columns in the dataset to predict mileage. A more complex model might be able to predict the mileage better.

Also, note that our predictions appear to be low on the low end and high on the very high end of displacement. Again, a more complex model might be able to predict the mileage better.



Lowess Trend Line

Let’s repeat the process with a lowess trend line. I’ve set frac to .3 to start. I’ll plot the residuals as well.

#import lowess
from statsmodels.nonparametric.smoothers_lowess import lowess


def plot_scatter_and_lowess_and_residuals(df_):
    layouts = [['scatter'], ['residuals']]
    fig, axs = plt.subplot_mosaic(layouts, figsize=(6, 4), dpi=300, 
              constrained_layout=True, height_ratios=[1, .5])
    ax = axs['scatter']
    (df_
     .plot.scatter(x='displ', y='city08', s=2, alpha=.1, ax=ax, title='Lowess')
    )

    trend = pd.Series(lowess(df_['city08'], df_['displ'], frac=.3)[:, 1], 
                      index=df_.displ.sort_values())
    
    trend.plot(ax=ax, color='red', linewidth=2)

    # plot residuals
    ax_resid = axs['residuals']
    (df_
     .sort_values('displ')
     .set_index('displ')
     .assign(residuals=lambda df_2: df_2['city08'] - trend)
     .reset_index()
     .plot.scatter(x='displ', y='residuals', s=2, alpha=.1, ax=ax_resid)
    )

    x_lim = (.5, 9)
    ax.set_xlim(x_lim)
    ax.set_xlabel('')
    ax.set_xticks([])
    ax_resid.axhline(0, color='grey', linestyle='-', linewidth=1, zorder=0)
    ax_resid.set_xlim(x_lim)
    ax_resid.set_ylim(-20, 25)
    return df_


(data
 .pipe(plot_scatter_and_lowess_and_residuals)
)




[image: A scatter plot with a lowess trend line of the city mileage vs engine displacement for cars.]
A scatter plot with a lowess trend line of the city mileage vs engine displacement for cars.

The lowess trend line does not impact the heteroscedasticity of the residuals. The residuals are still larger for the smaller engine displacements. It looks like it might be more robust in predicting high or low values of engine displacement.



Linear Regression Trend Line

In practice, when I want to make predictions, I don’t use curve fitting or lowess. I use machine learning models. Let’s try to use a simple linear regression model to predict the mileage from the engine displacement. I’ll use the LinearRegression class from the sklearn.linear_model module. I’ll plot the residuals as well.

This uses the same interface that we saw with XGBoost. (XGBoost actually copied the scikit-learn interface.)

from sklearn import linear_model, set_config
set_config(transform_output='pandas')


def plot_scatter_and_resid(df, x, y, model, X=None, title=''):
    layouts = [['scatter'], ['residuals']]
    fig, axs = plt.subplot_mosaic(layouts, figsize=(6, 4), dpi=300, 
        constrained_layout=True, height_ratios=[1, .5])
    ax = axs['scatter']
    (df
     .plot.scatter(x=x, y=y, s=2, alpha=.1, ax=ax, title=title)
    )
    x_vals = np.linspace(df[x].min(), df[x].max(), 1_000)
    
    if X is None:
        X = (pd.DataFrame({x: x_vals}))
    
    pred = model.predict(X)
    ax.plot(X[x], pred, color='red', linewidth=2)

    # plot residuals
    ax_resid = axs['residuals']
    (df
     .assign(residuals=lambda df_: df_[y] - model.predict(df_[[x]]))
     .plot.scatter(x=x, y='residuals', s=2, alpha=.1, ax=ax_resid)
    )

    x_lim = (.5, 9)
    ax.set_xlim(x_lim)
    ax.set_xlabel('')
    ax.set_xticks([])
    ax_resid.axhline(0, color='grey', linestyle='-', linewidth=1, zorder=0)
    ax_resid.set_xlim(x_lim)
    ax_resid.set_ylim(-20, 25)
    return df


model = None
def make_model(df_, x, y):
    global model
    model = linear_model.LinearRegression()
    model.fit(df_[[x]], df_[y])
    return df_

lr = (data
    .pipe(make_model, 'displ', 'city08')
    .pipe(plot_scatter_and_resid, 'displ', 'city08', model, 
          title='Linear Regression')
)




[image: A scatter plot with a linear regression trend line of the city mileage vs engine displacement for cars.]
A scatter plot with a linear regression trend line of the city mileage vs engine displacement for cars.

The residual plot for the linear regression model is pretty bad. We see heteroscedasticity in the residuals. It is also predicting high on both ends of the engine displacement. This is a common problem with linear regression models. In this case, it is too simple and can only draw a line.

If only there were a way to make it not draw a line. Oh wait, there is. Linear regression uses the formula:

mileage=m×displ+b\text{mileage} = m \times \text{displ} + b

Where mm is the slope of the line and bb is the y-intercept. This is the formula that you learned in high school. However, we can apply a trick. There appears to be a non-linear relationship between the engine displacement and the mileage. It looks to be similar to this form:

mileage=mdispl+b\text{mileage} = \frac{m}{\text{displ}} + b

Instead of fitting our model on the original data, we can fit it on one divided by the engine displacement. Let’s try that.

from sklearn import linear_model


def plot_scatter_and_lr_trend2_and_residuals(df_):
    layouts = [['scatter'], ['residuals']]
    fig, axs = plt.subplot_mosaic(layouts, figsize=(6, 4), dpi=300, 
                                  constrained_layout=True,
                                    height_ratios=[1, .5])
    ax = axs['scatter']
    (df_
     .plot.scatter(x='displ', y='city08', s=2, alpha=.1, ax=ax, 
                   title='Linear Regression $1/x$')
    )
    lr = linear_model.LinearRegression()
    lr.fit(1/df_[['displ']], df_['city08'])
    x = np.linspace(0.5, 9, 1_000)
    y = lr.predict(1/x.reshape(-1, 1))
    ax.plot(x, y, color='red', linewidth=2)

    # plot residuals
    ax_resid = axs['residuals']
    (df_
     .assign(residuals=lambda df_: df_['city08'] - lr.predict(1/df_[['displ']]))
     .plot.scatter(x='displ', y='residuals', s=2, alpha=.1, ax=ax_resid)
    )

    x_lim = (.5, 9)
    ax.set_xlim(x_lim)
    ax.set_xlabel('')
    ax.set_xticks([])
    ax_resid.axhline(0, color='grey', linestyle='-', linewidth=1, zorder=0)
    ax_resid.set_xlim(x_lim)
    ax_resid.set_ylim(-20, 25)
    return lr


lr2 = (data
 .pipe(plot_scatter_and_lr_trend2_and_residuals)
)




[image: Linear regression trained on 1/displacement.]
Linear regression trained on 1/displacement.

We can bend linear regression to our will by feeding it the right data. This is a common trick in data science.

Let’s look at the slope and y-intercept of the model. SciKit Learn has a coef_ attribute that gives us the slope and an intercept_ attribute that gives us the y-intercept.

>>> lr2.coef_, lr2.intercept_
(array([26.0761117]), 8.582661437801281)

This is probably the simplest model that does a good job of predicting the mileage from the engine displacement. It is also the most interpretable. The slope tells us that for every 1/L of engine displacement, the mileage increases by 26.6 miles per gallon. This will push values down as the engine displacement increases. The y-intercept pushes up the value by 8.5 miles per gallon.



Decision Tree Trend Line

Let’s try some other machine learning models. I like decision trees because they can capture non-linear relationships (like this). They are also somewhat interpretable. I’ll use the DecisionTreeRegressor class from the sklearn.tree module. I’ll plot the residuals as well.

I’m going to start with a very simple decision tree with a max_depth of 1. This has a name - stump. It is a tree with only one split.

from sklearn import tree


def plot_scatter_and_dt_trend_and_resid(df_, **dt_kwargs):
    layouts = [['scatter'], ['residuals']]
    fig, axs = plt.subplot_mosaic(layouts, figsize=(6, 4), dpi=300, 
                                  constrained_layout=True,
                                    height_ratios=[1, .5])
    ax = axs['scatter']
    (df_
     .plot.scatter(x='displ', y='city08', s=2, alpha=.1, ax=ax, 
                   title=f'Decision Tree args: {dt_kwargs}')
    )
    dt = tree.DecisionTreeRegressor(**dt_kwargs)
    dt.fit(df_[['displ']], df_['city08'])
    x = np.linspace(0.5, 9, 1_000)
    y = dt.predict(x.reshape(-1, 1))
    ax.plot(x, y, color='red', linewidth=2)

    # plot residuals
    ax_resid = axs['residuals']
    (df_
     .assign(residuals=lambda df_: df_['city08'] - dt.predict(df_[['displ']]))
     .plot.scatter(x='displ', y='residuals', s=2, alpha=.1, ax=ax_resid)
    )

    x_lim = (.5, 9)
    ax.set_xlim(x_lim)
    ax.set_xlabel('')
    ax.set_xticks([])
    ax_resid.axhline(0, color='grey', linestyle='-', linewidth=1, zorder=0)
    ax_resid.set_xlim(x_lim)
    ax_resid.set_ylim(-20, 25)
    return dt, fig
    

dt, fig = (data
 .pipe(plot_scatter_and_dt_trend_and_resid, max_depth=1)
)




[image: A decision stump trained on the city mileage vs engine displacement for cars.]
A decision stump trained on the city mileage vs engine displacement for cars.

The stump doesn’t do a great job of capturing the relationship. It is too simple. Let’s try a more complex model with a max_depth of 20.


dt_20, fig = (data
 .pipe(plot_scatter_and_dt_trend_and_resid, max_depth=20)
)




[image: A deep decision tree trained on the city mileage vs engine displacement for cars.]
A deep decision tree trained on the city mileage vs engine displacement for cars.

The residual plot for the deep decision tree model looks better. There is still heteroscedasticity in the residuals, but again, we can’t address that by only fitting it to a single column. There are multiple city mileage values for each engine displacement value. We would need other information to predict the mileage better.

It does look like the model does a good job of not predicting too high or too low on the ends of the engine displacement. This is to be expected. Letting the decision tree grow deep can essentially split the data into smaller and smaller groups of displacement. For each group, it can predict the average mileage. If you look at the visualization of the red line, you can see that it is doing precisely that. It predicts the average mileage for each value of engine displacement.

If this were all the data that we would have to work with, it would be fine. However, most folks use machine learning models to predict results from novel data. (If you don’t have novel data, you can memorize the results and look them up.) The bumpiness of the red line is likely due to overfitting, fitting the noise in the data rather than the trend. This is a common problem with decision trees that all too often grow too deep.

We have a Goldilocks problem. A stump is too simple. A deep tree is too complex. We need something in the middle. We can adjust the max_depth parameter to find the right fit. Decision trees also have another trick up their sleeve. The scikit-learn implementation of decision trees can have monotonic constraints. This means that we can tell the model that the relationship between the engine displacement and the mileage is either increasing or decreasing. This is a powerful tool for data scientists. It essentially forces a complex model to be simple. Let’s try that.

I’ll create a tree with a max_depth of 5 and a monotonic_constraints parameter set to 1. This tells the model that the relationship between the engine displacement and the mileage is positive.

dt3, fig = (data
    .pipe(plot_scatter_and_dt_trend_and_resid, max_depth=5, monotonic_cst=[1])
    )




[image: A decision tree trained on the city mileage vs engine displacement for cars with a positive monotonic constraint.]
A decision tree trained on the city mileage vs engine displacement for cars with a positive monotonic constraint.

Whoops, it looks like I predicted a straight line. What happened? I set the monotonic_constraints parameter to 1. This tells the model that the relationship between the engine displacement and the mileage is positive. So the line cannot fall. The best it can do is to be flat.

I should have set the monotonic_constraints parameter to -1. This tells the model that the relationship between the engine displacement and the mileage is negative. Let’s try that.

dt4, fig = (data
    .pipe(plot_scatter_and_dt_trend_and_resid, max_depth=5, monotonic_cst=[-1])
    )




[image: A decision tree trained on the city mileage vs engine displacement for cars with a negative monotonic constraint.]
A decision tree trained on the city mileage vs engine displacement for cars with a negative monotonic constraint.

That looks better. If you know there is a natural relationship between the variables, you can use monotonic constraints to force the model to follow that relationship.



Random Forest Trend Line

Let’s fit a random forest model to the data and use it to predict the mileage for different engine displacements. We can then plot the predicted values as a trend line on the scatter plot.

Random forests are an ensemble learning method that combines the predictions of multiple decision trees trained on different (random) subsets of the training data. The final prediction is a combination of all of the trees. By aggregating the outputs of many trees, random forests can deal with the overfitting of individual decision trees, resulting in more robust and generalizable models. One key advantage of random forests is their ability to handle complex datasets with high-dimensional features and noisy data, all while providing built-in mechanisms for feature importance ranking.

However, for this dataset, we are only training with a single column. The random forests won’t offer significant improvements over a single decision tree. This limitation arises because there is no additional information for the random forest to leverage during training.

Because we are using sci-kit learn, it is trivial to try a different model. Each model in sci-kit learn has the same interface. I’ll use the RandomForestRegressor class from the sklearn.ensemble module. I’ll plot the residuals as well.

from sklearn import ensemble


def plot_scatter_and_rf_trend(df_, ax):
    (df_
     .plot.scatter(x='displ', y='city08', s=2, alpha=.1, ax=ax)
    )
    rf = ensemble.RandomForestRegressor(n_estimators=100)
    rf.fit(df_[['displ']], df_['city08'])
    x = np.linspace(0.5, 9, 1_000)
    y = rf.predict(x.reshape(-1, 1))
    ax.plot(x, y, color='red', linewidth=2)
    ax.set_title('Random Forest')
    return df_


fig, ax = plt.subplots()
(data
 .pipe(plot_scatter_and_rf_trend,ax)
)




[image: A random forest model trained on the city mileage vs engine displacement for cars.]
A random forest model trained on the city mileage vs engine displacement for cars.

This image looks very similar to the deep decision tree. It also has the ability to use monotonic constraints. I’ll try that as well.

# add a monotonic constraint
from sklearn import ensemble


def plot_scatter_and_rf_trend(df_, ax):
    (df_
     .plot.scatter(x='displ', y='city08', s=2, alpha=.1, ax=ax)
    )
    rf = ensemble.RandomForestRegressor(n_estimators=100, monotonic_cst=[-1])
    rf.fit(df_[['displ']], df_['city08'])
    x = np.linspace(0.5, 9, 1_000)
    y = rf.predict(x.reshape(-1, 1))
    ax.plot(x, y, color='red', linewidth=2)
    ax.set_title('Random Forest with Monotonic Constraint')
    return rf


fig, ax = plt.subplots()
rf = (data
 .pipe(plot_scatter_and_rf_trend,ax)
)




[image: A random forest model trained on the city mileage vs engine displacement for cars with a negative monotonic constraint.]
A random forest model trained on the city mileage vs engine displacement for cars with a negative monotonic constraint.



XGBoost Trend Line

Let’s fit an XGBoost model to the data and use it to predict the mileage for different engine displacements.

XGBoost (Extreme Gradient Boosting) is an advanced implementation of gradient boosting designed for speed and performance. It excels at handling structured data and is widely used in machine-learning competitions and real-world applications. Compared to random forests and decision trees, XGBoost provides several advantages, including improved accuracy through gradient boosting, built-in support for handling missing data, and support for regularization to prevent overfitting. While decision trees and random forests build independent trees, XGBoost builds trees sequentially, optimizing for errors made by previous iterations, resulting in a better model.

Let’s try it out.

# add a monotonic constraint
import xgboost as xgb


def plot_scatter_and_xg_trend(df_, ax):
    (df_
     .plot.scatter(x='displ', y='city08', s=2, alpha=.1, ax=ax)
    )
    xg = xgb.XGBRegressor(objective='reg:squarederror', 
                          monotone_constraints={'displ': -1})
    xg.fit(df_[['displ']], df_['city08'])
    x = np.linspace(0.5, 9, 1_000)
    y = xg.predict(x.reshape(-1, 1))
    ax.plot(x, y, color='red', linewidth=2)
    ax.set_title('XGBoost with Monotonic Constraint')
    return xg


fig, ax = plt.subplots()
xg = (data
 .pipe(plot_scatter_and_xg_trend,ax)
)




[image: An XGBoost model trained on the city mileage vs engine displacement for cars.]
An XGBoost model trained on the city mileage vs engine displacement for cars.

Here’s a cool feature of XGBoost that would be more cumbersome to implement in scikit-learn. XGBoost has support for categorical variables. In sci-kit learn, you would need to one-hot encode (or some other encoding) the categorical variables. One-hot encoding converts categorical data into a numerical format by creating a numeric column for each category, where only one element is “hot” (1) and the rest are “cold” (0). This is necessary for some machine learning libraries because they require numerical input and cannot directly process categorical data like text labels or colors.

XGBoost, however, can handle categorical variables directly. Let’s make a model using the make column as a categorical variable, as well as the numeric engine displacement column.

Then, in our scatter plot, I will plot a different color for Ford, Toyota, and BMW. This is an example of how adding additional features (or columns) can help the model be more complex and better predict the mileage when the displacement is the same.

# add top 10 make as a categorical feature
# make sure that the cat_type is reused
import xgboost as xgb


def plot_scatter_and_xg_trend2(df_, ax):
    (df_
     .plot.scatter(x='displ', y='city08', s=2, alpha=.1, ax=ax)
    )
    xg = xgb.XGBRegressor( monotone_constraints={'displ': -1},
                          enable_categorical=True, max_depth=6, n_estimators=10)
    top_10 = df_['make'].value_counts().index[:10]
    X = (df_
         .assign(make=lambda df_: df_['make']
                 .where(df_['make'].isin(top_10), 'Other').astype('category'))
         [['displ', 'make']]
        )
    cat_type = (X.make.dtype)
    y = df_['city08']
    xg.fit(X, y)
    x = np.linspace(0.5, 9, 1_000)
    results = {}
    for make in ['Ford', 'Toyota', 'BMW']:
        X_ = pd.DataFrame({'displ': x, 'make': make}).astype({'make': cat_type})
        y_ = xg.predict(X_)
        results[make] = y_
        ax.plot(x, y_, label=make)
    ax.set_title('XGBoost with Monotonic Constraint and Categorical Feature')
    ax.legend()
    return xg


fig, ax = plt.subplots()
xg2 = (data
 .pipe(plot_scatter_and_xg_trend2,ax)
)





[image: An XGBoost model trained on the city mileage vs engine displacement for cars with a categorical variable.]
An XGBoost model trained on the city mileage vs engine displacement for cars with a categorical variable.

In this plot, we can see that Toyota cars tend to have higher mileage than the other two makes (except for the very low engine displacements).



Evaluating Curve Fitting, Random Forest, and XGBoost

Let’s evaluate the performance of the curve fitting, random forest, and XGBoost models. We can use the mean squared error (MSE) to compare the accuracy of the models. The MSE measures the average squared difference between the predicted and actual values. A lower MSE indicates a better fit.

>>> from sklearn import metrics
>>> 
>>> X = data[['displ']]
>>> y = data['city08']
>>> 
>>> mse_curve = metrics.mean_squared_error(y, mpg_curve(X, *params))
>>> mse_rf = metrics.mean_squared_error(y, rf.predict(X))
>>> mse_xg = metrics.mean_squared_error(y, xg.predict(X))
>>> 
>>> print(f'mse_curve={mse_curve:.2f}, mse_rf={mse_rf:.2f}, mse_xg={mse_xg:.2f}')

mse_curve=9.42, mse_rf=8.83, mse_xg=8.83


You can see that the curve fit model has a higher MSE than the random forest and XGBoost models. The tree-based models perform the same when trained on a single column.

Choosing the right method for trend analysis depends on your audience, the nature of your data, and your specific goals. Curve fitting is ideal when you have a strong theoretical basis for the relationship between variables and can define the form of the equation in advance, such as linear or polynomial relationships. LOWESS is well-suited for exploratory analysis and identifying non-linear trends in small to medium datasets, making it particularly useful for smooth, localized patterns. On the other hand, machine learning models like decision trees, random forests, or XGBoost are powerful for handling large, complex datasets, interactions, and non-linearities. Decision trees are simple and interpretable but can overfit; random forests reduce overfitting by averaging multiple trees, making them robust; XGBoost goes a step further by iteratively creating new trees to minimize errors of previous trees, providing excellent performance and flexibility for predictive tasks. Choose the method that balances your dataset’s size, complexity, and your need for interpretability or precision.



Scatter Plot of PCA

I want to show a tool that I often use to help me understand the relationships between variables. It is called Principal Component Analysis (PCA). Principal Component Analysis is a powerful tool for exploratory data analysis (EDA), offering a way to uncover hidden patterns in high-dimensional datasets by reducing their complexity. By transforming the data into a set of orthogonal components, PCA highlights the directions of maximum variance, making it easier to identify clusters, trends, and outliers.

I find that visualizing these principal components with scatter plots provides an intuitive way to interpret relationships between features, enabling you to explore the structure of the data in two or three dimensions.

Let’s walk through using PCA to visualize the relationships between variables in the fuel economy dataset.

Let’s make sure we have the data:

>>> import pandas as pd
>>> url = 'https://github.com/mattharrison/datasets/raw/'\
...     'refs/heads/master/data/vehicles.csv.zip'
>>> raw_mpg = pd.read_csv(url)
>>> print(raw_mpg)

       barrels08  barrelsA08  charge120  ...  phevCity  phevHwy  phevComb
0      15.695714         0.0        0.0  ...         0        0         0
1      29.964545         0.0        0.0  ...         0        0         0
2      12.207778         0.0        0.0  ...         0        0         0
3      29.964545         0.0        0.0  ...         0        0         0
4      17.347895         0.0        0.0  ...         0        0         0
...          ...         ...        ...  ...       ...      ...       ...
41139  14.982273         0.0        0.0  ...         0        0         0
41140  14.330870         0.0        0.0  ...         0        0         0
41141  15.695714         0.0        0.0  ...         0        0         0
41142  15.695714         0.0        0.0  ...         0        0         0
41143  18.311667         0.0        0.0  ...         0        0         0

[41144 rows x 83 columns]


Data preparation is a critical step before applying PCA. PCA is sensitive to differences in scale, so we generally need to standardize the data to ensure all features contribute equally to the analysis. Also, PCA does not natively handle categorical data. We need to encode the categorical data into a numerical format. I’ll use one-hot encoding to convert the categorical variables into numerical columns. Finally, PCA does not handle missing values. I’ll impute the missing values with the mean of the column.

Here’s my code using sci-kit learn’s Pipeline class to streamline the data preprocessing steps before applying PCA. For numeric columns, it handles missing values by imputing the mean and standardizes the data to ensure all features contribute equally to the PCA.

It creates a transformer (in the sci-kit learn sense, this is a class that has a fit and transform method, not a deep learning model) for the categorical columns. For each categorical column, it uses one-hot encoding to convert the top five categories into numerical columns. The numerical column transformation is a little more involved. It uses a pipeline to first impute the missing values with the mean of the column and then standardize the data. Standardizing means that the mean of the column is zero and the standard deviation is one.

This is important for PCA because PCA is sensitive to the scale of the data. If one column has a large scale, it will dominate the PCA.

Finally, we create another pipeline that combines the two transformers. This final pipeline has a .fit_transform method that will preprocess the data so that it is ready for PCA.

Note that I also use the set_config method to tell sci-kit learn to convert the pipeline results to a pandas DataFrame. (The default is to return a numpy array.)

# create sklearn pipeline
import pandas as pd
import numpy as np
from sklearn.pipeline import Pipeline
from sklearn.preprocessing import OneHotEncoder, StandardScaler
from sklearn.impute import SimpleImputer
from sklearn.compose import ColumnTransformer

from sklearn import set_config

set_config(transform_output='pandas')

cat_cols = ['make', 'model', 'trany', 'drive', 'fuelType', 'VClass']
num_cols = ['year', 'cylinders', 'displ', 'barrels08', 'city08', 
            'highway08', 'comb08']

cat_col_transformer = ColumnTransformer([
    (col, OneHotEncoder(sparse_output=False, max_categories=5), [col]) 
    for col in cat_cols
], verbose_feature_names_out=False)


num_col_transformer = ColumnTransformer(
    [(f"{col}_pipeline", Pipeline([
        ("imputer", SimpleImputer(strategy='mean')),
        ("scaler", StandardScaler())
    ]), [col]) for col in num_cols],
    verbose_feature_names_out=False
)

pipeline = Pipeline([
    ('preprocessor', ColumnTransformer([
        ('num', num_col_transformer, num_cols),
        ('cat', cat_col_transformer, cat_cols)
    ]))
])

X = pipeline.fit_transform(raw_mpg)


Let’s look at the results of the pipeline. Typically, the data that we feed into a model like PCA is named X. I’ll use that convention here. The convention comes from linear algebra, where the data matrix is named X. A matrix is a two-dimensional array, and we use capital letters to denote matrices. If you read a lot of data science books, blogs, or papers, you will see this convention used a lot.

>>> print(X)
       num__year  num__cylinders  num__displ  ...  \
0      -1.484011    -0.980577      -0.956028  ...   
1      -1.484011     3.587992       1.186144  ...   
2      -1.484011    -0.980577      -0.808292  ...   
3      -1.484011     1.303707       1.407748  ...   
4      -0.766025    -0.980577      -0.808292  ...   
...          ...          ...            ...  ...   
41139  -0.766025    -0.980577      -0.808292  ...   
41140  -0.766025    -0.980577      -0.808292  ...   
41141  -0.766025    -0.980577      -0.808292  ...   
41142  -0.766025    -0.980577      -0.808292  ...   
41143  -0.766025    -0.980577      -0.808292  ...   

       cat__VClass_Standard Pickup Trucks  cat__VClass_Subcompact Cars  \
0              0.0                                 0.0                   
1              0.0                                 0.0                   
2              0.0                                 1.0                   
3              0.0                                 0.0                   
4              0.0                                 0.0                   
...            ...                                 ...                   
41139          0.0                                 0.0                   
41140          0.0                                 0.0                   
41141          0.0                                 0.0                   
41142          0.0                                 0.0                   
41143          0.0                                 0.0                   

       cat__VClass_infrequent_sklearn  
0              1.0                     
1              1.0                     
2              0.0                     
3              1.0                     
4              0.0                     
...            ...                     
41139          0.0                     
41140          0.0                     
41141          0.0                     
41142          0.0                     
41143          0.0                     

[41144 rows x 37 columns]


That looks pretty good.

Let’s run PCA on the data. Running PCA with scikit-learn is straightforward. First, you initialize a PCA object, specifying the number of components (n_components) you want to retain—in this case, 3. Then, you call .fit_transform on the preprocessed dataset, X, which computes the principal components and projects the data into the lower-dimensional space.

The result, X_pca, is a transformed dataset where each column corresponds to a principal component, and each row is a data point represented in this reduced-dimensional space. This process captures the most significant patterns in the data while reducing its complexity.

from sklearn.decomposition import PCA
pca = PCA(n_components=3)
X_pca = pca.fit_transform(X)


Let’s look at the results, X_pca. Each row represents the 37 columns of the original data projected into the three principal components. The first column is the first principal component, the second column is the second principal component, and the third column is the third principal component.

>>> print(X_pca)
           pca0      pca1      pca2
0      0.699067 -1.815104  0.329123
1     -4.615907  0.237398  1.758376
2      2.134482 -1.633475  1.075494
3     -4.094160 -0.666367  1.339315
4      0.346541 -1.322150 -0.506368
...         ...       ...       ...
41139  1.102282 -1.494148 -0.000166
41140  1.456591 -1.445679  0.051739
41141  0.662055 -1.530590 -0.067802
41142  0.738938 -1.580524 -0.140414
41143 -0.036644 -1.369801 -0.547327

[41144 rows x 3 columns]


What do these components mean? Understanding PCA weights is crucial for interpreting the contribution of original features to the principal components. The code below extracts the PCA component weights into a DataFrame for analysis. Each row corresponds to a principal component (e.g., pca0, pca1), and each column represents an original feature. The code filters the weights to include only features with significant contributions (absolute values greater than 0.1), making the analysis more focused.





I like to plot a bar plot to visualize the feature weights for each principal component. The features with the largest absolute weights contribute most to the principal component. This visualization helps identify which features drive the variability in the data and allows for deeper insights into the dataset’s structure.

How do we collapse 37 features into a single feature for pca0? The formula for calculating the principal components from the weights and the original data is:

PCA0=∑i=0N−1wi×fi\text{PCA0} = \sum_{i=0}^{N-1} w_i \times f_i

Where NN is the number of features, ww is the weight, and ff is the feature value.

Here’s the bar plot:

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
(pd.DataFrame(pca.components_, columns=X.columns,
              index=[f'pca{i}' for i in range(pca.n_components_ )])
.loc[:, lambda df: (df.abs() > .1).any(axis='index')]
.plot.bar(title='PCA Components', ax=ax)
.legend(bbox_to_anchor=(1,1))              
)

fig.tight_layout()



[image: A bar plot of the feature weights for the first three principal components.]
A bar plot of the feature weights for the first three principal components.

This plot tells me that the features that impact pca0 the most are city08, comb08, highway08. Also, the magnitude of barrels08 is significant but in the negative direction. This indicates that the barrels08 feature is negatively correlated with the mileage features, which makes intuitive sense. If we were to plot a scatter plot of pca0, you would expect the mileage features to increase as pca0 increases (and conversely for barrels08).

The second principal component, pca1, is driven by the year feature. Let’s plot a scatter plot of pca0 and pca1.

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
(X_pca
 .assign(**raw_mpg)
 .plot.scatter(x='pca0', y='pca1', c='city08',
               title='PCA of Vehicle Data',
               cmap='viridis', ax=ax))




[image: A scatter plot of the first two principal components.]
A scatter plot of the first two principal components.

This looks like a collection of points. Here’s how I interpret this plot. First, I want to see what columns dominate the first two principal components. pca0 looks to be composed of mileage in the positive direction and columns inversed related to efficiency in the negative direction, like displ, barrels08, and cylinders. Then, I devised a proxy for what pca0 represents. To me, it is efficiency. As pca0 increases, the efficiency of the car increases. Conversely, as pca0 decreases, the car’s efficiency decreases.

pca1 is dominated by the year feature. The proxy is age. As pca1 increases, the year the car was released increases, i.e., it is a newer car. As pca1 decreases, the year the car was released decreases, i.e,. it is an older car.

At this point, I like to think about quadrants. The right side is efficient cars. The left side is inefficient cars. The top is newer cars. The bottom is older cars. I appreciated how convenient it was for PCA to arrange these quadrants for me.



Note



There is no guarantee that the first two principal components will fall into nice clean boxes like efficiency and age for any arbitrary dataset.

I like using PCA as an exploratory tool because it forces me to look at the data without my biases but from the perspective of the variance in the data. This often gives me insights that I wouldn’t have had otherwise.



Let’s apply the CLEAR principle to the scatter plot. I’ll rename pca0 to PC1. Note that the rest of the machine learning world calls the first principal component PC1, i.e., Principal Component 1. I’m not sure why scikit-learn calls it pca0. It is not a “principal component analysis”. I’ll also rename pca1 to PC2. I’ll add a title, labels, and a note about the quadrants.

import matplotlib.pyplot as plt
def plot_pca(df_, color, cmap='viridis'):
    plt.rcParams["font.family"] = "Roboto"
    figsize = (160, 165) # pts
    def points_to_inches(points):
        return points / 72

    figsize_inches = [points_to_inches(dim) for dim in figsize]

    padding = 6 # pts
    heading_fontsize = 11
    heading_fontweight = 'bold'
    subheading_fontsize = 9.5
    subheading_fontweight = 'normal'
    source_fontsize = 6.5
    source_fontweight = 'light'

    axis_fontsize = 7.5
    axis_fontweight = 'normal'
    tick_fontsize = 7
    tick_fontweight = 'light'

    fig, ax = plt.subplots(figsize=figsize_inches, dpi=300)
    df_.plot.scatter(x='pca0', y='pca1', c=color, cmap=cmap, ax=ax,
                     alpha=.3, s=3)


    # outline Tesla points in clear with black border
    (df_
     .query('make == "Tesla"')
     .plot.scatter(x='pca0', y='pca1', c=color, cmap=cmap, ax=ax,
                       alpha=1, s=3, edgecolor='black', linewidth=0.5)
    )
    
    # get rid of colorbar
    ax.collections[0].colorbar.remove()
    ax.collections[1].colorbar.remove()    

    # move other colorbar to the right
    cbar = plt.colorbar(ax.collections[1], ax=ax)
    # remove colorbar outline and ticks
    cbar.outline.set_visible(False)
    cbar.ax.tick_params(axis='y', which='both', left=False, right=False)
    # add label to colorbar
    cbar.set_label('City MPG', fontsize=tick_fontsize, fontweight=tick_fontweight)
    
    # set x ticks to -5, 0, 20
    #ax.set_xticks([-5, 0, 20])
    # get rid of ticks and labels
    ax.set_xticks([])
    # change label to PC1
    ax.set_xlabel('PC1', fontsize=axis_fontsize, fontweight=axis_fontweight)

    # set y ticks to -5, 0, 10
    ax.set_yticks([])
    # change label to PC2
    ax.set_ylabel('PC2', fontsize=axis_fontsize, fontweight=axis_fontweight)

    # remove spines on top and right
    for side in ['top', 'right']:
        ax.spines[side].set_visible(False)



    # add title 
    plt.figtext(0.1 , .9, 'Tesla Dominates', ha='left',
                fontsize=heading_fontsize, fontweight=heading_fontweight)
    # add subtitle
    plt.figtext(0.1, 0.83, 'First two principal components', ha='left', 
                fontsize=subheading_fontsize, fontweight=subheading_fontweight)
    
    # add source
    plt.figtext(0.10, 0.05, 'Source: fueleconomy.gov\n PC1 represents efficiency\n'
                'PC2 represents year released', ha='left', 
                fontsize=source_fontsize, fontweight=source_fontweight,
                color='gray')
    
    # add vertical padding at top and bottom
    fig.subplots_adjust(top=.8, bottom=.3, left=.2, right=.8)


(X_pca
 .assign(**raw_mpg)
 .pipe(plot_pca, color='city08')
)




[image: A scatter plot of the first two principal components.]
A scatter plot of the first two principal components.



Using Plotly to Explore PCA

While Matplotlib is a powerful tool for creating static visualizations, it is pretty limited regarding interactivity. Often, instead of plotting the first two principal components, I’ll use Plotly to create an interactive of three principal components. This allows me to rotate the plot and see the relationships between the features in three dimensions.

I’m not going to go into the details of Plotly here as it behaves differently than Matplotlib. I’ll just show you the code to create the plot.

import plotly.express as px
fig = px.scatter_3d(data:=X_pca.assign(**raw_mpg.loc[:, [*num_cols, *cat_cols]]),
                x='pca0', y='pca1', z='pca2',
                color='cylinders',
                hover_data=data.columns,
                color_continuous_scale='viridis')
fig.update_layout(
    width=800,
    height=600,
    title='3D PCA Scatter Plot'
)      
fig.update_traces(marker=dict(size=3))

fig.show()



[image: An interactive 3D scatter plot of the first three principal components.]
An interactive 3D scatter plot of the first three principal components.



Scatter plot of Alta

I find scatter plots can tell awesome stories. I want to show an analysis I did of the Alta ski resort in Utah. I downloaded the NOAA data to explore the snowfall at Alta and meteorological conditions.

I have a copy of the data on my GitHub account. I’ll load it up and take a look at it.

>>> url = 'https://github.com/mattharrison/datasets/raw/'\
...   'refs/heads/master/data/alta-noaa-1980-2019.csv'
>>> alta_raw = pd.read_csv(url, dtype_backend='pyarrow')
>>> print(alta_raw.loc[:, ['NAME', 'DATE', 'PRCP', 'SNOW', 'SNWD', 'TOBS']])
              NAME        DATE  PRCP  SNOW  SNWD  TOBS
0      ALTA, UT US  1980-01-01   0.1   2.0  29.0    25
1      ALTA, UT US  1980-01-02  0.43   3.0  34.0    18
2      ALTA, UT US  1980-01-03  0.09   1.0  30.0    18
3      ALTA, UT US  1980-01-04   0.0   0.0  30.0    27
4      ALTA, UT US  1980-01-05   0.0   0.0  30.0    34
...            ...         ...   ...   ...   ...   ...
14155  ALTA, UT US  2019-09-03  0.01   0.0   0.0    73
14156  ALTA, UT US  2019-09-04   0.0   0.0   0.0    74
14157  ALTA, UT US  2019-09-05   0.0   0.0   0.0    65
14158  ALTA, UT US  2019-09-06  0.07   0.0   0.0    60
14159  ALTA, UT US  2019-09-07   0.0   0.0   0.0    64

[14160 rows x 6 columns]


This dataset has daily reporting from 1980 to 2019. It includes the PRCP column, which is the precipitation of water equivalent in inches, the SNOW column, which is the snowfall in inches, the SNWD column, which is the ground snow depth in inches, and TOBS column, which is the temperature at the time of observation in Fahrenheit.

Let’s use a scatter plot to look at the relationship between the temperature and the snow depth.

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
(alta_raw
 .plot.scatter(x='TOBS', y='SNWD', title='Temperature vs Snow Depth', ax=ax)
)




[image: A scatter plot of the temperature vs snow depth at Alta ski resort.]
A scatter plot of the temperature vs snow depth at Alta ski resort.

This out-of-the-box scatter plot looks like a blob of data. Again, not particularly useful. However, you might notice the outlier on the right side of the plot. This is likely a data entry error.

Let’s see what’s going on there. I’ll use Pandas to view where the outlier is.

>>> print(alta_raw
...  .query('TOBS > 100')
...  .loc[:, ['DATE','TOBS', 'TMAX', 'TMIN','SNWD', 'SNOW']]
... )
            DATE  TOBS  TMAX  TMIN  SNWD  SNOW
2575  1987-01-20   113    15    -4  48.0   0.0


It looks like a data entry error. This is from January, the middle of winter. The reporting for the minimum and maximum temperatures are -4 and 15 degrees, respectively. I assume this value should be 11 or 13 degrees.





This now has me curious. Are there dates in this dataset where the observed temperature is above the maximum temperature for the day? I’m not a professional meteorologist, but I would assume that this is not possible. Let’s see:

>>> print(alta_raw
...  .query('TOBS > TMAX')
...  .loc[:, ['DATE','TOBS', 'TMAX', 'TMIN','SNWD', 'SNOW']]
... )
            DATE  TOBS  TMAX  TMIN   SNWD  SNOW
1232  1983-05-17    27    26    20  133.0   9.0
1408  1983-11-09    26    18     7   16.0   9.0
1429  1983-11-30    26    18     5   64.0  10.0
1436  1983-12-07    30    26    19   80.0  14.0
1764  1984-10-30    37    35    20   <NA>   0.0
...          ...   ...   ...   ...    ...   ...
8812  2004-06-02    67    66    59    0.0   0.0
9354  2005-12-27    21    20    29   62.0   7.0
9430  2006-03-13    13    10     6   <NA>   5.0
9494  2006-05-16    67    59    43   <NA>   0.0
9619  2006-10-18    29    25    14    8.0   2.0

[36 rows x 6 columns]


While uncommon, it appears that there are a few days where the observation temperature is above the maximum temperature for the day. My understanding is that the observation temperature is when the snow depth is measured. I’m not sure how the maximum temperature is calculated, but I’m going to clean up this data. I’ll make the TOBS less than the TMAX. I’ll also enforce that the TMIN is less than the TMAX.

>>> def tweak_alta(df_):
...     return (df_
...             #TOBS must be <= TMAX
...             .assign(TOBS=lambda df_: df_['TOBS']
...                     .where(df_['TOBS'] <= df_['TMAX'], df_['TMAX']))
...             #TMIN must be <= TMAX
...             .assign(TMIN=lambda df_: df_['TMIN']
...                     .where(df_['TMIN'] <= df_['TMAX'], df_['TMAX'])
...             )
...     )
            

>>> print(tweak_alta(alta_raw)
...  .loc[[8055, 8812, 9354], ['DATE','TOBS', 'TMAX', 'TMIN','SNWD', 'SNOW']]
... )
            DATE  TOBS  TMAX  TMIN  SNWD  SNOW
8055  2002-05-06    55    55    34  41.0   0.0
8812  2004-06-02    66    66    59   0.0   0.0
9354  2005-12-27    20    20    20  62.0   7.0


Let’s try the scatter plot again. I’ll adjust the transparency and marker size to see if we can get a better feel for the density of the data.

# adjust alpha
fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
(tweak_alta(alta_raw)
 .plot.scatter(x='TOBS', y='SNWD', alpha=.4, s=8,
                title='Temperature vs Snow Depth (alpha)', ax=ax)
)




[image: A scatter plot of the temperature vs snow depth at Alta ski resort.]
A scatter plot of the temperature vs snow depth at Alta ski resort.

That is starting to look better. A few things I notice:

The data falls on a grid. The depth and temperature are reported in whole numbers. The real world is not Minecraft. There is much more granularity in the real world. This may or may not be an issue for your particular analysis. I’m pointing this out because the scatter plot makes this clear. If you just looked at a table of the data, you might not notice this.

It looks like the data has a higher density with a temperature between 20 and 40. The alpha transparency helps us see this.

I can also see a dark horizontal line at 0. This was also visible in the first plot, but you might not have noticed it. Let’s think about what this line represents. It means that the snow depth is 0. Remember, this is year-round data, and there is no snow in the summer at Alta.

This insight to me helps me begin to tell a narrative with this plot. As the temperatures warm up, the snow melts, and the depth decreases. As the summer moves into fall, the temperatures cool down, and snow builds up again.

Let’s see if we can visualize this cycle by coloring the points by the month.

# color by month
fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
(tweak_alta(alta_raw)
 .assign(month=lambda df_: pd.to_datetime(df_['DATE']).dt.month)
 .plot.scatter(x='TOBS', y='SNWD', alpha=.4, s=8, c='month', ax=ax,
               title='Temperature vs Snow Depth (color by month)')
)




[image: A scatter plot of the temperature vs snow depth at Alta ski resort colored by month.]
A scatter plot of the temperature vs snow depth at Alta ski resort colored by month.

I created this plot to color by a month column. However, the default color map is not particularly helpful. I’ll change the color map to a cyclic color map. A cyclic color map is a color map that is continuous and wraps around. The start and end of the color map are the same color. This is useful for data that has a natural cycle, like the months of the year. The hsv color map is a cyclic color map.

# change colormap
fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

(tweak_alta(alta_raw)
 .assign(month=lambda df_: pd.to_datetime(df_['DATE']).dt.month)
 .plot.scatter(x='TOBS', y='SNWD', alpha=.4, s=8, c='month', cmap='hsv', ax=ax,
                title='Temperature vs Snow Depth (color by month)')
)




[image: A scatter plot of the temperature vs snow depth at Alta ski resort colored by month.]
A scatter plot of the temperature vs snow depth at Alta ski resort colored by month.

I like how this is progressing! This is a plot that initially looks complicated, but I think it just needs a little bit of explanation. Let’s start with the blue colors. Those are the summer months. You can see that it is unlikely for the snow depth to be above 0 in the summer. As we move into the fall, the colors change to purple. You can see temperatures drop and the snow depth increase. The winter months are a deep red. The snow depth increases. In the early spring - yellow, it is starting to warm up, but it is still cold. Snow still builds up. Then, the temperatures warm up in late spring, and the snow melts.

I love this plot. I’ve helped clients of mine do similar plots, not for temperature but for things like weekly server utilization. Using a plot like this, they could quickly see the weekly cycle of their servers. (They claimed that that visualization quickly paid for my services.)

Just for fun, I will create a custom cyclical colormap. I wanted something that maps the months to a theme—blues and purples for winter, greens for spring, reds for summer, and orange for fall.

I’ll use the LinearSegmentedColormap class from the matplotlib.colors module to create a custom colormap. The LinearSegmentedColormap.from_list method allows you to create a custom colormap by specifying a name and a sequence of colors. You can define either evenly spaced colors or custom (value, color) mappings for uneven spacing, with optional control over the number of quantization levels (N) and gamma correction.

I’ll plot the scatter plot again with the new colormap.

# create custom colormap
import matplotlib.pyplot as plt
from matplotlib.colors import LinearSegmentedColormap

def create_cyclical_colormap():
    """
    Creates a custom cyclical colormap.

    Returns:
        LinearSegmentedColormap: The custom cyclical colormap.
    """
    # Define RGB colors for the cycle
    colors = [
        "#5F47A1", # deep purple
        "#0D47A1", # deep blue        
        "#4FC3F7",  # Light Blue
        "#81C784",  # Vibrant Green
        "#532F2F",  # Red - Hot summers
        "#D32F2F",  # Red - Hot summers
        "#FFB74D",  # Orange
        "#9D47A1", # deep blue
    ]

    # Create the colormap
    cyclical_cmap = LinearSegmentedColormap.from_list("CustomCyclic", 
                                                      colors, N=365)
    cyclical_cmap.name = 'months'
    return cyclical_cmap

# plot colormap
cmap = create_cyclical_colormap()
fig, ax = plt.subplots(figsize=(3,3))
# make horizontal colorbar
char = ax.imshow([[i] for i in range(12)], cmap=cmap, aspect='auto')



[image: A custom cyclical colormap for the months of the year.]
A custom cyclical colormap for the months of the year.

Let’s try out the new colormap.

# Use the colormap
fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
cyclical_cmap = create_cyclical_colormap()

(tweak_alta(alta_raw)
 .assign(month=lambda df_: pd.to_datetime(df_['DATE']).dt.month)
 .plot.scatter(x='TOBS', y='SNWD', alpha=.8, s=8, c='month',
                cmap=cyclical_cmap, ax=ax,
                title='Temperature vs Snow Depth (color by month)')
)




[image: A scatter plot of the temperature vs snow depth at Alta ski resort colored by month with a custom colormap.]
A scatter plot of the temperature vs snow depth at Alta ski resort colored by month with a custom colormap.

I like where this is going. I’m going to apply the CLEAR principle to clean up this plot. I’ll also add the average snow depth for each month to the plot, label those months, and draw a line to connect them.

There’s a lot of code here. I group the values by month and plot them as a black line. I need to take the January values and copy them to the end of the December values, so that the line connects to itself. Then I scatter the average on top.

# plot monthly averages on top

def plot_month_avgs(df_):
    plt.rcParams["font.family"] = "Roboto"
    figsize = (160, 165) # pts
    def points_to_inches(points):
        return points / 72

    figsize_inches = [points_to_inches(dim) for dim in figsize]

    padding = 6 # pts
    heading_fontsize = 11
    heading_fontweight = 'bold'
    subheading_fontsize = 9.5
    subheading_fontweight = 'normal'
    source_fontsize = 6.5
    source_fontweight = 'light'

    axis_fontsize = 7.5
    axis_fontweight = 'normal'
    tick_fontsize = 7
    tick_fontweight = 'light'

    fig, ax = plt.subplots(figsize=figsize_inches, dpi=300)
    # Create the colormap
    cyclical_cmap = create_cyclical_colormap()

    data = (tweak_alta(df_)
            .assign(month=lambda df_: pd.to_datetime(df_['DATE']).dt.month)
    )
    
    (data
       .plot.scatter(x='TOBS', y='SNWD', ax=ax, alpha=.05, s=8, 
                     c='month', cmap=cyclical_cmap)
    )
    
    # hide colorbar
    ax.collections[0].colorbar.remove()

    # ------ month averages
    grouped = (data
        .groupby('month')
        .agg({'TOBS': 'mean', 'SNWD': 'mean'})
        .reset_index()
    )
    # plot black line
    (pd.concat([grouped, grouped.iloc[0:1]], axis='index')
        .plot(x='TOBS', y='SNWD', ax=ax, c='black', marker='o', 
              zorder=1, legend=False)
    )
    # plot month mean
    (grouped
       .plot.scatter(x='TOBS', y='SNWD', ax=ax, c='month', 
                    cmap=cyclical_cmap, s=20, marker='o')
    ) 
    # hide colorbar
    ax.collections[1].colorbar.remove()

    # add month labels
    name_grouped = (data
        .assign(month_name=lambda df_: pd.to_datetime(df_['DATE']).dt.month_name())
        .groupby('month')
        .agg({'TOBS': 'mean', 'SNWD': 'mean', 'month_name': 'first'})
        .reset_index()
    )
    month_props = {'January': {'ha': 'right', 'va': 'bottom', 'dx': -5, 'dy': -1},
                 'February': {'ha': 'right', 'va': 'bottom', 'dx': -5, 'dy': -1},
                 'March': {'ha': 'center', 'va': 'bottom', 'dx': 5, 'dy': 5},
                 'April': {'ha': 'left', 'va': 'bottom', 'dx': 5, 'dy': 0},
                 'May': {'ha': 'left', 'va': 'bottom', 'dx': 5, 'dy': -1},
                 'June': {'ha': 'left', 'va': 'bottom', 'dx': 5, 'dy': -1},
                 'July': {'ha': 'left', 'va': 'top', 'dx': 5, 'dy': 7},
                 'August': {'ha': 'left', 'va': 'top', 'dx': -1, 'dy': -3},
                 'September': {'ha': 'right', 'va': 'top', 'dx': -1, 'dy': -5},
                 'October': {'ha': 'right', 'va': 'top', 'dx': -5, 'dy': 1},
                 'November': {'ha': 'right', 'va': 'top', 'dx': -5, 'dy': 1},
                 'December': {'ha': 'right', 'va': 'top', 'dx': -5, 'dy': 1},
                    }
     
    for i, row in name_grouped.iterrows():
        month_name = row['month_name']
        month_prop = month_props[month_name]

        ax.text(row['TOBS'] + month_prop['dx'], 
                row['SNWD'] + month_prop['dy'], row['month_name'],
                fontsize=tick_fontsize, fontweight=subheading_fontweight,
                    ha=month_prop['ha'], va=month_prop['va'])
    
    # remove spines on top and right
    for side in ['top', 'right', 'bottom', 'left']:
        ax.spines[side].set_visible(False)

    # draw x axis at y=0
    ax.axhline(0, color='grey', linewidth=0.5, zorder=-1)
    # draw y axis at x=32
    ax.plot([32, 32], [-20, 100], color='grey', linewidth=0.5, zorder=-1)

    # set x ticks
    ax.set_xlim(-10, 80)
    ax.set_xticks([0, 32, 70])
    # set tick font size and weight
    # remove tick marks but keep the labels
    ax.tick_params(axis='x', which='both', bottom=False, top=False)

    ax.set_yticks([0, 30, 60, 90])
    ax.set_ylim(-20, 150)
    # remove tick marks but keep the labels
    ax.tick_params(axis='y', which='both', left=False, right=False)

    # set font size and weight for x-axis labels
    for label in ax.get_xticklabels():
        label.set_fontsize(tick_fontsize)
        label.set_fontweight(tick_fontweight)
    for label in ax.get_yticklabels():
        label.set_fontsize(tick_fontsize)
        label.set_fontweight(tick_fontweight)
        
    # set ylabel
    ax.set_ylabel('Snow Depth (inches)', fontsize=axis_fontsize, 
                  fontweight=axis_fontweight)
    # set xlabel
    ax.set_xlabel('Temperature (F)', fontsize=axis_fontsize, 
                  fontweight=axis_fontweight)

    # add title
    plt.figtext(0.1, .9, 'Snow Depth at Alta', ha='left',
                fontsize=heading_fontsize, fontweight=heading_fontweight)
    
    # add subtitle
    plt.figtext(0.1, 0.83, 'Monthly averages', ha='left', 
                fontsize=subheading_fontsize, fontweight=subheading_fontweight)
    
    # add source
    plt.figtext(0.10, .10, 'Source: NOAA', ha='left', 
                fontsize=source_fontsize, fontweight=source_fontweight,
                color='gray')



plot_month_avgs(alta_raw)
fig = plt.gcf() 
fig.tight_layout()




[image: A scatter plot of the temperature vs snow depth at Alta ski resort colored by month with a custom colormap.]
A scatter plot of the temperature vs snow depth at Alta ski resort colored by month with a custom colormap.

Here’s another attempt at this plot. Instead of moving the axis to 32 (freezing), I’ll keep it to the lower left. I’ll also connect the months by the daily average snow depth.

For this plot, I manually adjusted the padding with fig.subplots_adjust, for the previous plot, I called tight_layout

# plot monthly averages on top

def plot_month_avgs(df_):
    plt.rcParams["font.family"] = "Roboto"
    figsize = (160, 165) # pts
    def points_to_inches(points):
        return points / 72

    figsize_inches = [points_to_inches(dim) for dim in figsize]

    padding = 6 # pts
    heading_fontsize = 11
    heading_fontweight = 'bold'
    subheading_fontsize = 9.5
    subheading_fontweight = 'normal'
    source_fontsize = 6.5
    source_fontweight = 'light'

    axis_fontsize = 7.5
    axis_fontweight = 'normal'
    tick_fontsize = 7
    tick_fontweight = 'light'

    fig, ax = plt.subplots(figsize=figsize_inches, dpi=300)
    # Create the colormap
    cyclical_cmap = create_cyclical_colormap()

    data = (tweak_alta(df_)
            .assign(month=lambda df_: pd.to_datetime(df_['DATE']).dt.month)
    )
    (data
    .plot.scatter(x='TOBS', y='SNWD', ax=ax, alpha=.05, s=8, 
                  c='month', cmap=cyclical_cmap)
    )

    grouped= (data
        .groupby('month')
        .agg({'TOBS': 'mean', 'SNWD': 'mean'})
        .reset_index()
    )
    # plot doy averages on top
    (data
     .assign(doy=lambda df_: pd.to_datetime(df_['DATE']).dt.dayofyear)
        .groupby('doy')
        .agg({'TOBS': 'mean', 'SNWD': 'mean'})
        .reset_index()
        .plot.scatter(x='TOBS', y='SNWD', ax=ax, c='doy', 
                      map=cyclical_cmap, s=5, marker='o')
    )

    # no line
    (pd.concat([grouped, grouped.iloc[0:1]], axis='index')
        .plot(x='TOBS', y='SNWD', ax=ax, c='black', marker='o', 
              zorder=1, legend=False, linestyle='')
    )
    (grouped
        .plot.scatter(x='TOBS', y='SNWD', ax=ax, c='month', 
                      cmap=cyclical_cmap, s=20, marker='o')
    ) 


    # add month labels
    name_grouped =(data
    .assign(month_name=lambda df_: pd.to_datetime(df_['DATE']).dt.month_name())
        .groupby('month')
        .agg({'TOBS': 'mean', 'SNWD': 'mean', 'month_name': 'first'})
        .reset_index()
    )
    month_props = {'January': {'ha': 'right', 'va': 'bottom', 'dx': -5, 'dy': -1},
                 'February': {'ha': 'right', 'va': 'bottom', 'dx': -5, 'dy': -1},
                 'March': {'ha': 'center', 'va': 'bottom', 'dx': 5, 'dy': 5},
                 'April': {'ha': 'left', 'va': 'bottom', 'dx': 5, 'dy': 0},
                 'May': {'ha': 'left', 'va': 'bottom', 'dx': 5, 'dy': -1},
                 'June': {'ha': 'left', 'va': 'bottom', 'dx': 5, 'dy': -1},
                 'July': {'ha': 'left', 'va': 'top', 'dx': 5, 'dy': 7},
                 'August': {'ha': 'left', 'va': 'top', 'dx': -1, 'dy': -3},
                 'September': {'ha': 'right', 'va': 'top', 'dx': -1, 'dy': -5},
                 'October': {'ha': 'right', 'va': 'top', 'dx': -5, 'dy': 1},
                 'November': {'ha': 'right', 'va': 'top', 'dx': -5, 'dy': 1},
                 'December': {'ha': 'right', 'va': 'top', 'dx': -5, 'dy': 1},
                }
     
    for i, row in name_grouped.iterrows():
        month_name = row['month_name']
        month_prop = month_props[month_name]

        ax.text(row['TOBS'] + month_prop['dx'], 
                row['SNWD'] + month_prop['dy'], row['month_name'],
                fontsize=tick_fontsize, fontweight=subheading_fontweight,
                    ha=month_prop['ha'], va=month_prop['va'])
    
    # hide colorbars
    for col in ax.collections:
        if col.colorbar:
            col.colorbar.remove()


    # remove spines on top and right
    for side in ['top', 'right']:
        ax.spines[side].set_visible(False)

    # set x ticks
    ax.set_xticks([0, 32, 70])
    # set tick font size and weight
    # remove tick marks but keep the labels
    ax.tick_params(axis='x', which='both', bottom=False, top=False)

    ax.set_yticks([0, 60, 120])
    ax.set_ylim(-20, 150)
    # remove tick marks but keep the labels
    ax.tick_params(axis='y', which='both', left=False, right=False)

        # set font size and weight for x-axis labels
    for label in ax.get_xticklabels():
        label.set_fontsize(tick_fontsize)
        label.set_fontweight(tick_fontweight)
    for label in ax.get_yticklabels():
        label.set_fontsize(tick_fontsize)
        label.set_fontweight(tick_fontweight)
    # set ylabel
    ax.set_ylabel('Snow Depth (inches)', fontsize=axis_fontsize, 
                  fontweight=axis_fontweight)
    # set xlabel
    ax.set_xlabel('Temperature (F)', fontsize=axis_fontsize, 
                  fontweight=axis_fontweight)

    # add title
    plt.figtext(0.10 , .9, 'Snow Depth at Alta', ha='left',
                fontsize=heading_fontsize, fontweight=heading_fontweight)
    
    # add subtitle
    plt.figtext(0.1, 0.83, 'Monthly averages', ha='left', 
                fontsize=subheading_fontsize, fontweight=subheading_fontweight)
    
    # add source
    plt.figtext(0.100, 0.10, 'Source: NOAA', ha='left', 
                fontsize=source_fontsize, fontweight=source_fontweight,
                color='gray')

# plot monthly averages on top
plot_month_avgs(alta_raw)

fig = plt.gcf() 
fig.subplots_adjust(top=.8, bottom=.24, left=.24)




[image: A scatter plot of the temperature vs snow depth at Alta ski resort colored by month with a custom colormap.]
A scatter plot of the temperature vs snow depth at Alta ski resort colored by month with a custom colormap.



Summary

The chapter explored using scatter plots as a tool for uncovering relationships between two continuous variables. We saw their ability to reveal patterns and anomalies that other methods might overlook. Through examples like Dmitry Kobak’s analysis of Russian election data, the chapter showed how scatter plots could expose suspicious voting patterns, such as unnaturally round turnout percentages or grid-like distributions. These insights demonstrate how visualizations can serve as a springboard for deeper analysis. Practical tips, such as adjusting transparency (alpha), marker size, and sampling, were highlighted to improve clarity when scatter plots become dense or visually overwhelming.

Additionally, the chapter explored enhancements to scatter plots, such as trend lines created using rolling means or lowess smoothing. These techniques help emphasize broader trends within data, as seen in the example of cherry blossom blooming dates in Kyoto, Japan. By blending storytelling with technical guidance, scatter plots can illuminate complex datasets, provide compelling narratives, and prompt further exploration.



Exercises


	What is the primary purpose of a scatter plot?

	How does a scatter plot help identify relationships between two variables?

	Why might transparency (alpha) be adjusted in scatter plots?

	What does it suggest if a scatter plot shows a grid-like pattern?

	Describe how Dmitry Kobak’s scatter plot of Russian elections revealed unusual patterns.

	What does the presence of diagonal lines in a scatter plot of voter data suggest?

	How does reducing marker size affect the readability of dense scatter plots?

	If you notice clusters at specific intervals in a scatter plot, what could this indicate about the data?

	How can sampling the data improve scatter plot clarity?

	What insight does a scatter plot of cherry blossom blooming dates provide about climate trends in Japan?

	How does adding a trend line (e.g., rolling mean or lowess) enhance scatter plot analysis?

	In what scenarios is a rolling mean preferred over a scatter plot for trend analysis?

	Why is it important to include source references in visualizations?

	What are the benefits of using color gradients in scatter plots?

	How can scatter plots highlight anomalies that might not be visible in tabular data?

	Why might horizontal or vertical lines in a scatter plot warrant further investigation?

	What role does axis labeling play in making scatter plots more accessible?

	How does adjusting alpha reveal overlapping data points in dense scatter plots?

	What questions would you ask if a scatter plot reveals unexpected correlations between variables?

	Why might Stavropol Krai’s voting patterns in Russian elections raise eyebrows?

	How does PCA (Principal Component Analysis) complement scatter plots in identifying data trends?

	What is the purpose of scaling data before performing PCA?

	Why is the fraction (frac) parameter important in lowess trend fitting?

	When evaluating trend lines, why is it useful to analyze residual plots?

	In what ways does recreating a published scatter plot help deepen your understanding of visualization principles?









1. https://github.com/dkobak/elections



2. https://www.economist.com/graphic-detail/2021/10/11/russian-elections-once-again-had-a-suspiciously-neat-result



3. https://ourworldindata.org/data-insights/japans-cherry-trees-have-been-blossoming-earlier-due-to-warmer-spring-temperatures



4. https://www.fueleconomy.gov/feg/download.shtml





Histograms

Visualizing distributions is a cornerstone of data exploration, clarifying the underlying patterns, trends, and anomalies within a dataset. Histograms, in particular, offer a straightforward way to see the shape of a dataset’s distribution, making them indispensable for understanding both univariate and grouped data. However, histograms are just the starting point. Our choices—such as the number of bins, how we group data, and the techniques we use to compare distributions—can significantly impact the insights we derive.

In this chapter, we’ll explore the world of histograms using climate and Olympic basketball data as case studies. We’ll also investigate the art and science of selecting the appropriate bin sizes, explore group comparisons with stacked histograms, and introduce advanced tools like quantile plots, cumulative distribution functions, and QQ plots. Whether you’re uncovering subtle differences between groups or testing for normality, these techniques will empower you to present your data with both precision and clarity. By the end of this chapter, you’ll have a rich toolkit for visualizing and interpreting distributions.


Weather Histograms

Let’s start with an example. I will try to reproduce the temperature histograms from the NY Times found at the start of the book with local data.

Here is a great exercise to practice your visualization skills. Try to recreate visualizations that you like. Even better if you can customize them to your own data. I’m going to use the local data from the Salt Lake City airport 1.

After navigating the government’s website, I was able to download the temperature data for Salt Lake City.

import matplotlib.pyplot as plt
import numpy as np
import pandas as pd

raw_slc = pd.read_csv('data/slc-weather.csv')


The data has different temperature readings and includes the daily minimum, maximum, and average:

>>> print(raw_slc
...  .loc[:, ['DATE', 'TMIN', 'TMAX', 'TAVG']]
... )
             DATE  TMIN  TMAX  TAVG
0      1941-11-01   NaN   NaN  46.0
1      1941-11-02   NaN   NaN  49.0
2      1941-11-03   NaN   NaN  47.0
3      1941-11-04   NaN   NaN  53.0
4      1941-11-05   NaN   NaN  46.0
...           ...   ...   ...   ...
28406  2025-01-08  24.0  40.0  31.0
28407  2025-01-09  27.0  39.0  32.0
28408  2025-01-10  24.0  41.0  31.0
28409  2025-01-11  32.0  38.0  36.0
28410  2025-01-12  25.0  36.0   NaN

[28411 rows x 4 columns]


Let’s do a quick line plot to see what it looks like.

fig, ax = plt.subplots(figsize=(6, 4))

(raw_slc
 .assign(DATE=lambda df_: pd.to_datetime(df_['DATE']))
 .set_index('DATE')
 .loc[:, ['TMIN', 'TMAX', 'TAVG']]
 .plot(ax=ax, title='Salt Lake City Temperatures')
)




[image: Plot of Salt Lake City airport temperature data]
Plot of Salt Lake City airport temperature data

This plot is not great. The yearly swings are too large to see the data clearly. Remember that Cleveland likes to bank line plots to 45 degrees to make them easier to read. If we were to do that here, the plot would be a mile wide. This plot, intended for the audience of me, quickly lets me see that maximum temperatures peak around 100 degrees and minimum temperatures might dip below zero.

Let’s make a histogram of the minimum temperatures for the years 1951 to 1980 (to replicate the dates of the NY Times plot).

Filtering dates is trivial if we have a datetime object in the index. We can use the .loc attribute to filter the data by passing in a slice with strings of the dates we want. When using date filtering in pandas with a DatetimeIndex and .loc, the date string can be highly flexible and accommodate various formats. You can specify a full date (e.g., '2023-01-01') to filter for a specific day, or a partial date such as '2023-01' to include all rows in January 2023. You can also use only the year (e.g., '2023') to filter all rows for that year. The string can also represent date ranges (e.g., '2023-01-01':'2023-12-31') or even specific time intervals if the DatetimeIndex includes times (e.g., '2023-01-01 10:00':'2023-01-01 18:00').

# 1951-1980
fig, ax = plt.subplots(figsize=(6, 4))

(raw_slc
 .assign(DATE=lambda df_: pd.to_datetime(df_['DATE']))
 .set_index('DATE')
 .loc['1951':'1980', 'TMIN']
 .plot.hist(ax=ax, title='SLC Airport Min Temp 1951-1980')
)




[image: Histogram of minimum temperatures for Salt Lake City airport]
Histogram of minimum temperatures for Salt Lake City airport

This is a decent start for a histogram. It uses the default bin size of 10. The data is not normally distributed, but it does have a peak of around 35 degrees. For those who are familiar with Salt Lake City, it is a desert city with hot summers and cold winters. The histogram reflects this.

A histogram lets me visualize the distribution of the data. I often like to quantify the data using the .describe method of Pandas. This quickly gives me summary statistics of the data, including the mean, median, and quartiles.

>>> print(raw_slc
...  .assign(DATE=lambda df_: pd.to_datetime(df_['DATE']))
...  .set_index('DATE')
...  .loc['1951':'1980', 'TMIN']
...  .describe()
... )
count    10958.00...
mean       39.323417
std        16.218290
min       -18.000000
25%        28.000000
50%        38.000000
75%        52.000000
max        79.000000
Name: TMIN, dtype: float64


I will set the bins from a little below the minimum to slightly above the maximum. Instead of specifying the number of bins, I’m going to use the built-in range function to specify bin edges. This is convenient when you want to confine the bins to whole numbers.

fig, ax = plt.subplots(figsize=(6, 4))
(raw_slc
 .assign(DATE=lambda df_: pd.to_datetime(df_['DATE']))
 .set_index('DATE')
 .loc['1951':'1980', 'TMIN']
 .plot.hist(bins=range(-20, 83), ax=ax, title='SLC Airport Min Temp 1951-1980')
)




[image: Histogram of minimum temperatures for Salt Lake City airport with custom bin size]
Histogram of minimum temperatures for Salt Lake City airport with custom bin size

This histogram shows more details. It is interesting to see spires sticking up at various temperatures. (We will explore these more in later sections.) These are likely due to the data being reported in whole numbers. It is possible that the data might have been rounded to the nearest five or ten degrees. You could perform some analysis similar to the Russian voting data (in the scatter plot chapter) to see if the data is rounded.

I will look at the summary statistics for the years from 2013 to 2025. I just need to adjust the slice dates inside of .loc.


>>> print(raw_slc
...     .assign(DATE=lambda df_: pd.to_datetime(df_['DATE']))
...     .set_index('DATE')
...     .loc['2013':'2025', 'TMIN']
...     .describe()
... )


Because I’m using custom bin sizes, it is not guaranteed that the bins will be the same with more recent data. In fact, .describe just told us that the range is different. If we try to use the same bin sizes as before, the plots will not align, and we will also get some drift from values falling into different bins.

Let’s plot both histograms on the same axes. We will need to make the call for each plot individually because they have different bin sizes.

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

(raw_slc
 .assign(DATE=lambda df_: pd.to_datetime(df_['DATE']))
 .set_index('DATE')
 .loc['1951':'1980', 'TMIN']
 .plot.hist(bins=range(-20, 83), ax=ax, alpha=.5, label='1951-1980',
            title='SLC Airport Min Temp 1951-1980 and 2013-2025')
)

(raw_slc
    .assign(DATE=lambda df_: pd.to_datetime(df_['DATE']))
    .set_index('DATE')
    .loc['2013':'2025', 'TMIN']
    .plot.hist(bins=range(-20, 83), ax=ax, alpha=1, label='2013-2025')
    )

ax.legend()



[image: Histogram of minimum temperatures for Salt Lake City airport with custom bin size for recent data]
Histogram of minimum temperatures for Salt Lake City airport with custom bin size for recent data

It looks like I’m repeating some processing, so I’m going to create a tweak function to clean up the code. This will create a new column, is_summer, to enable filtering the data by summer months. I will use the months of June, July, and August as “summer”.

I will also change the histograms to plot the density instead of the count using the density=True option. This will make it easier to compare the two histograms. I’ll also adjust the transparency of the bars to make it easier to see the overlap.

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

def tweak_slc(df_):
    return (df_
            .assign(DATE=lambda df_: pd.to_datetime(df_['DATE']),
                month=lambda df_: df_.DATE.dt.month,
                is_summer=lambda df_: df_['month'].between(6, 8))    
            .set_index('DATE')
            )

bins = range(-20, 83)

(tweak_slc(raw_slc)
 .loc['1951':'1980', 'TMIN']
 .plot.hist(bins=bins, ax=ax, alpha=.5, label='1951-1980',
            density=True, title='SLC Airport Min Temp 1951-1980 and 2013-2025')
)

(tweak_slc(raw_slc)
    .loc['2013':'2025', 'TMIN']
    .plot.hist(bins=bins, ax=ax, alpha=.7, label='2013-2025',
               density=True)
)

ax.legend()



[image: Histogram of minimum temperatures for Salt Lake City airport with custom bin size for recent data and density]
Histogram of minimum temperatures for Salt Lake City airport with custom bin size for recent data and density

This is starting to tell a story. From the recent data, you can see that the temperatures have shifted to the right.

To recreate the NY Times plot, I went to the website of Makiko Sato and James Hansen 2. It appears they z-normalized the data and colored the bars by 33% quantiles for cold, normal, and hot temperatures. They also have extremely cold and extremely hot temperatures, but it was unclear what quantiles they used for those. Finally, they used “summer months” for the data.

Here are the summary statistics for the maximum temperature during the summer months of 2013 to 2025.

>>> print(raw_slc
... .assign(DATE=lambda df_: pd.to_datetime(df_['DATE']),
...         month=lambda df_: df_.DATE.dt.month,
...         is_summer=lambda df_: df_['month'].between(6, 8))
... .set_index('DATE')
... .loc['2013':'2025']
... .query('is_summer')
... .loc[:, 'TMAX']
... .describe()
... )
count    1104.000000
mean       91.925725
std         7.798105
min        53.000000
25%        88.000000
50%        93.000000
75%        98.000000
max       107.000000
Name: TMAX, dtype: float64


Now, I’ll make histograms for the summer months of 1951 to 1980 and 2013 to 2025.

# Summer Max Temps
fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

bins = range(50, 110)

(tweak_slc(raw_slc)
 .loc['1951':'1980']
 .query('is_summer')
 .loc[:, 'TMAX']
 .plot.hist(bins=bins, ax=ax, alpha=.5, label='1951-1980', density=True,
            title='SLC Airport Summer Max Temp 1951-1980 and 2013-2025')
)

(tweak_slc(raw_slc)
 .loc['2013':'2025']
 .query('is_summer')
 .loc[:, 'TMAX']
 .plot.hist(bins=bins, ax=ax, alpha=.7, label='2013-2025',
               density=True)
)

ax.legend()



[image: Histogram of minimum temperatures for Salt Lake City airport with custom bin size for summer months]
Histogram of minimum temperatures for Salt Lake City airport with custom bin size for summer months

This tells a pretty good story. You can see the shift in temperatures to the right for the summer months.

Let’s z-score (or standardize) the data and see what that plot looks like.

# Summer Max Temps

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

std_1951_1980 = (tweak_slc(raw_slc)
    .loc['1951':'1980']
    .query('is_summer')
    .loc[:, 'TMAX']
    .std()
    )

mean_1951_1980 = (tweak_slc(raw_slc)
    .loc['1951':'1980']
    .query('is_summer')
    .loc[:, 'TMAX']
    .mean()
    )

(tweak_slc(raw_slc)
    .loc['1951':'1980']
    .query('is_summer')
    .loc[:, 'TMAX']
    .sub(mean_1951_1980)
    .div(std_1951_1980)
    .plot.hist(bins=55, ax=ax, alpha=.5, label='1951-1980',
        density=True, title='SLC Airport Summer Max Temp 1951-1980 and 2013-2025\n'
               '(Standardized by 1951-1980)')
)

(tweak_slc(raw_slc)
    .loc['2013':'2025']
    .query('is_summer')
    .loc[:, 'TMAX']
    .sub(mean_1951_1980)
    .div(std_1951_1980)
    .plot.hist(bins=55, ax=ax, alpha=.7, label='2013-2025',
               density=True)
    )

ax.legend()



[image: Histogram of z-normalized minimum temperatures for Salt Lake City airport with custom bin size for summer months]
Histogram of z-normalized minimum temperatures for Salt Lake City airport with custom bin size for summer months

Standardizing the data doesn’t change the distribution. In this case, it doesn’t add much value. If you look at the NY Times plot, it doesn’t even indicate actual temperatures. It just shows the distribution of the data. Since my data is specific to Salt Lake City, I think having real temperatures is more informative than standardizing the data.

I do think that the coloring of Sato and Hansen’s plot helps to force the audience to see the story. I’m going to color the bars.

However, there is a problem. Matplotlib doesn’t have a built-in way to color the bars differently in a histogram. The entire histogram is one color. To get around that, we could create a bar chart instead of a histogram. I’ve shown how to color bar charts in previous chapters.

Instead, I’m going to create a filled line plot. This will allow me to color the area under the line. I’m going to use the fill_between method of Matplotlib to do this.

Let’s convert this histogram to a line plot first. Sato and Hansen binned the data into 0.05 frequency bins. I’ll use np.arange to create the bins and then use pd.cut to bin the data. Once I have the bins, I can use .value_counts to get the frequency of the bins. If I sort the index, I have created the histogram data. A line plot will trace the tops of the bars.



Note



This code sample contains an example of chain debugging I use:

 .pipe(lambda ser: display(ser) or ser)

You can insert this code at any point in your chain to view the current state of the DataFrame (or Series). It will use the Jupyter function display to print out the DataFrame (or Series) and use the short-circuiting logic of or to return the DataFrame (or Series).



# Summer Max Temps
# 1951-1980
# 2013-2025
# from https://www.columbia.edu/~mhs119/PerceptionsAndDice/
# Frequency of occurrence (y-axis) of local temperature anomalies 
# divided by local standard deviation (x-axis) obtained by binning 
# all local results for the indicated region 
# and 11-year period into 0.05 frequency intervals. Area under each curve is unity. 
# bStandard deviations are for the 1951-1980 period.
import numpy as np

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

tmax_1951_1980 = (tweak_slc(raw_slc)
    .loc['1951':'1980']
    .query('is_summer')
    .loc[:, 'TMAX']
    )

tmax_1951_1980.quantile([.01, .33, .66, .99])

bins = np.arange(tmax_1951_1980.min(), tmax_1951_1980.max(), .05)
labels = bins[:-1]

(tweak_slc(raw_slc)
 .loc['1951':'1980']
 .query('is_summer')
 .loc[:, 'TMAX']
  # bin into 0.05 frequency intervals
 .pipe(lambda ser: pd.cut(ser, bins=bins, labels=labels).astype(float))                          
 .value_counts(normalize=True)
 .sort_index()
 .pipe(lambda ser: display(ser) or ser)
 .plot(ax=ax, title='SLC Airport Summer Max Temp 1951-1980')
)


    



[image: Line plot of maximum temperatures for Salt Lake City airport with custom bin size for summer months]
Line plot of maximum temperatures for Salt Lake City airport with custom bin size for summer months

We have the outline. Now, we need to fill in the colors. The source material wasn’t clear to me where the extremely cold and extremely hot temperatures were. I’m going to use 1% and 99% for those. The normal temperatures will be between 33 and 66 for the 1951 to 1980 data.

Let’s try coloring the 1951 to 1980 data.

# Summer Max Temps
# 1951-1980
# 2013-2025
# from https://www.columbia.edu/~mhs119/PerceptionsAndDice/
import numpy as np

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

tmax_1951_1980 = (tweak_slc(raw_slc)
    .loc['1951':'1980']
    .query('is_summer')
    .loc[:, 'TMAX']
    )

tmax_1951_1980.quantile([.01, .33, .66, .99])

bins = np.arange(tmax_1951_1980.min(), tmax_1951_1980.max(), .05)
labels = bins[:-1]

def to_bins(ser):
    bins = np.arange(ser.min(), ser.max(), .05)
    labels = bins[:-1]
    return (pd.cut(ser, bins=bins, labels=labels)
            .astype(float)
            .value_counts(normalize=True)
            .sort_index()
            )

def plot_fill_under(ser, q_values=None, ax=None):
    qs = [0, .01, .33, .66, .99, 1]
    t0, t1, t33, t66, t99, t100 = ser.quantile(qs)
    if q_values is None:
        q_values = [t0, t1, t33, t66, t99, t100]
    
    dark_blue = '#447290' #68, 114, 144
    light_blue = '#78AABE' #(120, 170, 190)
    gray = '#d8d8d8'
    light_red = '#e98a5a' #233 138 90
    dark_red = '#c14833' # 193 72 51
    q_colors = [dark_blue, light_blue, gray, light_red, dark_red]
    bins = (ser
     .pipe(to_bins)
    )
    bins.plot(ax=ax, alpha=.5, title='SLC Airport Summer Max Temp 1951-1980')
    for i, (start_q, end_q) in enumerate(zip(q_values[:-1], q_values[1:])):
        # https://github.com/matplotlib/matplotlib/issues/9886
        # fill_between leaves gaps between regions
        # https://stackoverflow.com/questions/74359624/matplotlib-fill-between-leaving-gaps-between-regions
        start_q -= .5
        end_q += .5
        color = q_colors[i]
        ax.fill_between(bins.index, 0, bins, where=(bins.index >= start_q) & 
                        (bins.index <= end_q), linewidth=0,
                        color=color, alpha=1)

(tmax_1951_1980
 .pipe(plot_fill_under, ax=ax)
)




[image: Filled line plot of maximum temperatures for Salt Lake City airport with custom bin size for summer months]
Filled line plot of maximum temperatures for Salt Lake City airport with custom bin size for summer months

This is a good start. I used a color picker to pull out the colors. Another issue I ran into was a bug with .fill_between. It was leaving gaps between the colors. I manually adjusted boundaries to fix this.

Let’s apply the CLEAR principles and create the final plot. This is mostly a matter of cleaning up the plot and adding annotations.

# Add 2013
from highlight_text import ax_text, fig_text

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

tmax_1951_1980 = (tweak_slc(raw_slc)
    .loc['1951':'1980']
    .query('is_summer')
    .loc[:, 'TMAX']
    )

bins = np.arange(tmax_1951_1980.min(), tmax_1951_1980.max(), .05)
labels = bins[:-1]

dark_blue = '#3C6682'  # RGB (60, 102, 130)
light_blue = '#6AA5C1'  # RGB (106, 165, 193)
gray = '#A8A8A8'  # RGB (168, 168, 168)
light_red = '#DF7C4C'  # RGB (223, 124, 76)
dark_red = '#AE432D'  # RGB (174, 67, 45)
light_gray = '#ECECEC'  # RGB (236, 236, 236)

def to_bins(ser):
    bins = np.arange(ser.min(), ser.max(), .05)
    labels = bins[:-1]
    return (pd.cut(ser, bins=bins, labels=labels)
            .astype(float)
            .value_counts(normalize=True)
            .sort_index()
            )


def plot_fill_under(ser, q_ser=None, ax=None, do_fill=True, alpha=1):
    if q_ser is None:
        qs = [0, .01, .33, .66, .99, 1]
        t0, t1, t33, t66, t99, t100 = ser.quantile(qs)
        q_values = [t0, t1, t33, t66, t99, t100]
        print(f'{t0=}, {t1=}, {t33=}, {t66=}, {t99=}, {t100=}')
    else:
        q_values = list(q_ser)

    q_colors = [dark_blue, light_blue, gray, light_red, dark_red]
    bins = (ser
     .pipe(to_bins)
    )
    bins.plot(ax=ax, alpha=.9, linewidth=0)
    if do_fill:
        for i, (start_q, end_q) in enumerate(zip(q_values[:-1], q_values[1:])):
            # fill_between leaves gaps between regions
            start_q -= .5
            end_q += .5
            color = q_colors[i]
            ax.fill_between(bins.index, 0, bins, where=(bins.index >= start_q) & 
                            (bins.index <= end_q), linewidth=0,
                            color=color, alpha=alpha)
    else:
        # fill with gray
        ax.fill_between(bins.index, 0, bins, color=light_gray, alpha=alpha)

(tweak_slc(raw_slc)
 .loc['1951':'1980']
 .query('is_summer')
 .loc[:, 'TMAX'] 
  .pipe(plot_fill_under, ax=ax, do_fill=False)
)

q_values_1951 = (tweak_slc(raw_slc)
 .loc['1951':'1980']
 .query('is_summer')
 .loc[:, 'TMAX']
 .quantile([0, .01, .33, .66, .99, 1])
)

t0, t1, t33, t66, t99, t100 = q_values_1951

(tweak_slc(raw_slc)
 .loc['2013':'2025']
 .query('is_summer')
 .loc[:, 'TMAX'] 
 .pipe(plot_fill_under, ax=ax, q_ser=q_values_1951, alpha=.7)
)

# get rid of spines
for side in ['top', 'right', 'bottom', 'left']:
    ax.spines[side].set_visible(False)

# get rid of y-axis
ax.yaxis.set_visible(False)

ax.set_ylim(0, .07)

# add vertical lines at t1, t33, t66, t99
for t in [t1, t33, t66, t99]:
    ax.axvline(t, color='black', linewidth=.1)
    # label line to left
    ax_text(t+.5, .07, f'{t:.0f}', fontsize=6, ha='left', ax=ax, 
            font='Roboto', color='black', weight='light')

# clear x-axis
ax.xaxis.set_visible(False)

# add labels between 0 and t1, t1 and t33, t33 and t66, t66 and t99, t99 and 1
# add labels

y_diff = -.005
ax_text(60, y_diff, 'Extremely cold', fontsize=6, ha='center',
         ax=ax, font='Roboto', color=dark_blue)
ax_text(80, y_diff, 'Cold', fontsize=6, ha='center',
            ax=ax, font='Roboto', color=light_blue)
ax_text(90, y_diff, 'Normal', fontsize=6, ha='center',
            ax=ax, font='Roboto', color=gray)
ax_text(97, y_diff, 'Hot', fontsize=6, ha='center',
            ax=ax, font='Roboto', color=light_red)
ax_text(107, y_diff, 'Extremely hot', fontsize=6, ha='center',
            ax=ax, font='Roboto', color=dark_red)

# add title
fig_text(x=.10, y=1, s='<Salt Lake City Summer Temperatures>\n'
         '<June-August max temperatures at the airport>', ha='left',
         font='Roboto', color='black', 
         highlight_textprops=[
             {'weight': 'bold'}, {'weight': 'light'},
             ])

y_min, y_max = ax.get_ylim()  
# draw arrow pointing up
freq_x = 60
ax.annotate('Frequency', xy=(freq_x, y_max/2), xytext=(freq_x, y_max/3),
            size=6, ha='center', va='center', font='Roboto',
                arrowprops=dict(facecolor='black', edgecolor='black', 
                                arrowstyle='->', linewidth=.5))

# annotate base time
base_x = 83
base_y = y_max / 3
ax.annotate('1951-1980\n(base period)', xy=(base_x, base_y), 
            xytext=(base_x-7, base_y),
            size=6, ha='center', va='center', font='Roboto',
            arrowprops=dict(facecolor='black', edgecolor='black', 
                            arrowstyle='->', linewidth=.5))

print(ax.get_xlim(), ax.get_ylim())
# Add Years
ax_text(x=100, y=.06, s='2013-2024', fontsize=12, ha='left', font='Roboto', 
        fontweight='normal',
        ax=ax)

# add sources
fig_text(x=.1, y=.07, s='Data: NOAA Daily SLC Airport\n'
         'Inspired by NYTimes & Sato/Hansen\n'
         'Lines at 1%, 33%, 66%, & 99%', ha='left',
         font='Roboto', color=gray, size=6
        )

fig.tight_layout()



[image: Final plot of maximum temperatures for Salt Lake City airport with custom bin size for summer months]
Final plot of maximum temperatures for Salt Lake City airport with custom bin size for summer months



Olympic Distributions

I came across this visualization of the ages of Olympic medalists 3 and decided to see if I could recreate a histogram similar to the ones here.


[image: Ages of Olympic medalists]
Ages of Olympic medalists

First, I need to get the data. I found a dataset on Kaggle 4 that has the ages of Olympic medalists.

The data is in a ZIP file. If the ZIP file only has a single file, Pandas will let us load it directly with pd.read_csv. Otherwise, we need to jump through a few hoops to extract the ZIP file.

       


import matplotlib.pyplot as plt
import pandas as pd
import zipfile

url = 'data/olympic.zip'
file = 'athlete_events.csv'
# unzip the file to /tmp

with zipfile.ZipFile(url, 'r') as z:
    z.extractall('/tmp')

olym_raw = pd.read_csv('/tmp/athlete_events.csv')


Let’s look at what is in the data.

>>> print(olym_raw
...  .loc[:, ['Name', 'Sex', 'Age', 'Sport', 'Medal']]          
... )
               Name Sex   Age        Sport Medal
0         A Dijiang   M  24.0   Basketball   NaN
1          A Lamusi   M  23.0         Judo   NaN
2       Gunnar N...   M  24.0     Football   NaN
3       Edgar Li...   M  34.0   Tug-Of-War  Gold
4       Christin...   F  21.0  Speed Sk...   NaN
...             ...  ..   ...          ...   ...
271111   Andrzej ya   M  29.0         Luge   NaN
271112     Piotr ya   M  27.0  Ski Jumping   NaN
271113     Piotr ya   M  27.0  Ski Jumping   NaN
271114  Tomasz I...   M  30.0    Bobsleigh   NaN
271115  Tomasz I...   M  34.0    Bobsleigh   NaN

[271116 rows x 5 columns]


I will focus on basketball players. Here’s the basic histogram.

# is 10 the right number of bins?
fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
(olym_raw
 .query('Sport == "Basketball"')
 .Age
 .plot.hist(ax=ax, title='Basketball Age Distribution')
)




[image: A histogram of the ages of basketball players in the Olympics.]
A histogram of the ages of basketball players in the Olympics.

The default number of bins for Pandas and Matplotlib is 10. This is just a default and not necessarily the best number of bins to understand the distribution.

Bin size is a function of balancing accuracy vs appearance. Reducing bin size to capture each individual data point can lead to jagged histograms that are difficult to interpret. Further decreasing the bin size beyond the individual data points leads to what I call “comb effects”. Per the pigeon hole principle (which states that if you have more pigeons than pigeon holes, at least one pigeon hole will have more than one pigeon), there will be more bins than data points, and this leads to plots with gaps between the bars that have the appearance of a comb.

Another issue with bin size is shrinking them. Shrinking the number of bins makes larger intervals. This interval shift can push a large amount of data from one bin to another. This can lead to a very different-looking plot. My recommendation is to sweep through a range of bin sizes. If you see what appear to be modes that jump around, you should probably continue to increase the bin size.

Here’s an example of manually plotting different bin sizes to see its impact on the visualization.

import matplotlib.pyplot as plt
fig, axs = plt.subplots(ncols=3, nrows=4, figsize=(6, 6))

for i, bin in enumerate([2, 4, 6, 12, 19, 20, 21, 22, 23, 24, 25, 40]):
    ax = axs.flatten()[i]
    (olym_raw
     .query('Sport == "Basketball"')
     .Age
     .plot.hist(ax=ax, bins=bin, title=f'bins={bin}')
    ) 

plt.tight_layout()



[image: A grid of different histograms of the ages of basketball players in the Olympics with different bin sizes.]
A grid of different histograms of the ages of basketball players in the Olympics with different bin sizes.

Notice that bins 19 through 22 appear to push values into an interval, causing inflation in the distribution. This is a sign that the bin size is too small. However, note that even smaller bins, like 12 and 6 see to represent the distribution at a rough granularity.

As we create more bins than actual values, like 40, we see the comb effect. This is a sign that the bin size is too large.

In a later section, I will show some code to do simulated annealing to determine what a good number of bins is.

Another technique to manually determine the number of bins is to look at the spread of the data. We can use the .describe method from Pandas to quickly view summary statistics for the DataFrame. This includes the minimum and maximum.

>>> print(olym_raw
...  .query('Sport == "Basketball"')
...  .describe())
                ID          Age       Height       Weight         Year
count  4536.000000  4350.000000  3881.000000  3678.000000  4536.000000
mean   66967.78...    25.324598   190.869879    85.777053  1981.830688
std    39076.92...     3.881247    11.459243    14.817590    23.233772
min       1.000000    16.000000   161.000000    50.000000  1936.000000
25%    31726.00...    22.000000   183.000000    75.000000  1960.000000
50%    68185.00...    25.000000   190.000000    85.000000  1984.000000
75%    100193.0...    28.000000   198.000000    95.000000  2004.000000
max    135568.0...    40.000000   226.000000   156.000000  2016.000000


It looks like the spread from the minimum to maximum for Age is 24. Let’s try that value for the bins. It should cause each bin to be 1 year.



Note



If it appears that I’m only binning to the count of unique numbers, that is true up til now. My data is integer data, and often the unique values (or even divisors of that) are good bin choices.



# 24 looks like a good number ... well actually the number of ages is 24
# note that 12 approximates the shape as well
fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
(olym_raw
 .query('Sport == "Basketball"')
 .Age
 .plot.hist(bins=24, ax=ax, title='Basketball Age Distribution (24 bins)')
)




[image: A histogram of the ages of basketball players in the Olympics with 24 bins.]
A histogram of the ages of basketball players in the Olympics with 24 bins.

This is a pretty good histogram. It is easy to see the distribution of the ages. It looks like the mode is around 25 years old. There is a tail to the right.

One of the features of Pandas is that you can do a histogram on the result of a group-by operation. For example, if we wanted the histograms per medal, we might try this code:

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
(olym_raw
 .query('Sport == "Basketball"')
 .groupby('Medal')
 .Age
 .hist(alpha=0.5, bins=24, ax=ax)
       
)
ax.set_title('Medal Histograms (groupby)')



[image: A histogram of the ages of basketball players by medal]
A histogram of the ages of basketball players by medal

This visualization is almost impossible to process. It turns out that bins are unique to a distribution, and when we split this data into medal groups, the distributions change enough such that the previously calculated bin number does not work. Note that it is unlikely that that bin number would work for more than one of these histograms. They probably each need a specific number, and we can’t currently do that with the group-by interface. As such, I would stay away from using it.

If you want to show multiple distributions, you might consider separating each into its own plot, stacking them (as is done with the original visualization), or resorting to a kernel density estimation (KDE). A KDE uses a smoothed line to represent the distribution, which is slightly cleaner when superimposed on top of one another. You could even create a Joy Plot as we showed in the chapter on line plots.

I will use a cross tabulation to count the ages for each medal type. This is another operation that Pandas makes easy.

>>> print(olym_raw
...  .query('Sport == "Basketball"')
...  .pipe(lambda df_: pd.crosstab(df_.Age, df_.Medal))
...  .loc[:, ['Gold', 'Silver', 'Bronze']]
... )
Medal  Gold  Silver  Bronze
Age                        
17.0      0       1       1
18.0      0       9       2
19.0      6      11       9
20.0     16      21      24
21.0     26      29      28
...     ...     ...     ...
33.0      9       4       1
34.0      7       2       2
35.0      3       2       2
36.0      2       4       7
37.0      1       0       2

[21 rows x 3 columns]


After inspecting the cross-tabulation, it is clear why a single bin number doesn’t work well for this data. The spread of each medal is different.

To recreate the stacked histogram of the original visualization, I will use a bar plot to create the histogram (instead of calling .hist directly). Given that Pandas will quickly create a stacked bar plot from our cross-tabulation (each value of the index will go in the x-axis, and every column will be part of the stacked bars at that point), let’s proceed with that.

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
(olym_raw
    .query('Sport == "Basketball"')
    .pipe(lambda df_: pd.crosstab(df_.Age, df_.Medal))
    .loc[:, ['Gold', 'Silver', 'Bronze']]
    .plot.bar(stacked=True, color=['#FFD700', '#C0C0C0', '#CD7F32'], legend=False,
              ax=ax, title='Stacked Histogram (from bar plot)'
    )
)

    



[image: A stacked histogram created by bar plots.]
A stacked histogram created by bar plots.

Matplotlib doesn’t give us quick stacking by default. We need to jump through some hoops to set the bottom of the bars. Here is some code for using Matplotlib to create stacked bar plots.

def stacked_bar(df_, title):
    cumsum = df_.cumsum(axis='columns')
    fig, ax = plt.subplots(figsize=(6,4))
    bottom = [0] * len(df_)
    for col in df_.columns:
        ax.bar(df_.index, df_[col], bottom=bottom, label=col)
        bottom = cumsum[col]
    ax.set_title(title)

# use ax.bar to stack
# need to cumsum the values along the columns
(olym_raw
    .query('Sport == "Basketball"')
    .pipe(lambda df_: pd.crosstab(df_.Age, df_.Medal))
    .loc[:, ['Gold', 'Silver', 'Bronze']]
    .pipe(stacked_bar, title='Matplotlib stacked histograms')
)    




[image: A stacked bar histogram created with Matplotlib.]
A stacked bar histogram created with Matplotlib.

You might ask, “Why use Matplotlib for stacking if Pandas is more succinct?” Because the x-axis is preserved as numeric in Matplotlib. Remember that in Pandas, a bar plot converts the x-axis to categorical labels. This makes it a little more challenging to work with. If you wanted to set the axis limits, they are not necessarily the numeric values shown on the Pandas plot.

With these skills in place, I’m ready to apply the CLEAR principles.

I’m going to further separate these plots by sex and add some annotations for the oldest US players at the time of the data (this data does not include the 2024 Olympics with Lebron James). The code doesn’t have anything novel. I needed to manually adjust the padding with subplots_adjust.

def plot_medals(df_, sport):
    plt.rcParams["font.family"] = "Roboto"
    figsize = (160, 165) # pts
    def points_to_inches(points):
        return points / 72

    figsize_inches = [points_to_inches(dim) for dim in figsize]

    padding = 6 # pts
    heading_fontsize = 11
    heading_fontweight = 'bold'
    subheading_fontsize = 9.5
    subheading_fontweight = 'normal'
    source_fontsize = 6.5
    source_fontweight = 'light'

    axis_fontsize = 7.5
    axis_fontweight = 'normal'
    tick_fontsize = 7
    tick_fontweight = 'light'

    gray = '#aaaaaa'
    red = '#e3120b'
    green = '#008000'

    fig, axs = plt.subplots(figsize=figsize_inches, dpi=300, nrows=2, ncols=1)
    for i, cat in enumerate(['Men', 'Women']):

        ax = axs[i]
        data = (olym_raw
        .query('Sport == "Basketball"')
        .query('Event.str.contains(@cat)')
        .pipe(lambda df_: pd.crosstab(df_.Age, df_.Medal))
        .loc[:, ['Gold', 'Silver', 'Bronze']]
        )
        cumsum = data.cumsum(axis='columns')
        
        bottom = [0] * len(data)
        colors = ['#FFD700', '#C0C0C0', '#CD7F32']
        for j, col in enumerate(data.columns):
            ax.bar(data.index, data[col], bottom=bottom, label=col, color=colors[j])
            bottom = cumsum[col]

        # get rid of the spines except for the bottom
        for spine in ax.spines.values():
            spine.set_visible(False)
        ax.spines['bottom'].set_visible(True)
        
        # get rid of y-axis ticks and labels
        ax.tick_params(axis='y', which='both', left=False)
        ax.set_yticks([])

        # set x-axis ticks 
        ax.set_xticks([17, 22, 27, 32, 37])

        # set x-axis font
        for label in ax.get_xticklabels():
            label.set_fontsize(tick_fontsize)
            label.set_fontweight(tick_fontweight)

    # label womens plot
    axs[1].text(x=0, y=.8, s='Women', transform=axs[1].transAxes,
                fontsize=tick_fontsize)
    
    # label Tamika Devonne Catchings
    # in ax[1] at 37, 1 draw a box and text
    axs[1].annotate('Tamika Catchings\n Gold US 2016', xy=(37, 1), 
                xytext=(37.5, 25), ha = 'right', va = 'bottom',
                arrowprops=dict(facecolor='black', arrowstyle='->', linewidth=.5),
                fontsize=tick_fontsize, fontweight=tick_fontweight)
    
    # label mens plot
    axs[0].text(x=0, y=.8, s='Men', transform=axs[0].transAxes,
                fontsize=tick_fontsize)    

    # annotate Jason Kidd at 35, 1
    axs[0].annotate('Jason Kidd\n Gold US 2008', xy=(35, 1), xytext=(38, 25),
                ha = 'right', va = 'bottom',
                arrowprops=dict(facecolor='black', arrowstyle='->', linewidth=.5),
                fontsize=tick_fontsize, fontweight=tick_fontweight)

    # set title
    plt.figtext(0.10 , .93, 'Olympic Basketball Ages', ha='left', 
                fontsize=heading_fontsize, fontweight=heading_fontweight)
    plt.figtext(0.1, .87, 'Age distribution of medalists', ha='left',
                fontsize=subheading_fontsize, fontweight=subheading_fontweight)
    
    # add source text at the bottom
    plt.figtext(0.100, 0.05, 
            'Source: Kaggle 1936-2016\nInspired by: https://x.com/YetterDataViz', 
            ha='left', fontsize=source_fontsize, fontweight=source_fontweight,
            color='gray')
    
    fig.subplots_adjust(top=.85, bottom=.23, hspace=.3)

(plot_medals(olym_raw, 'Basketball'))




[image: A final stacked bar histogram created with Matplotlib.]
A final stacked bar histogram created with Matplotlib.



Determining Bins with Simulated Annealing

While I was writing this book, I had a “shower thought”. (I find that I do some of my best thinking while taking a walk or showering.) My thought was, how would I programmatically calculate a good number for the bins. This is a good problem for simulated annealing.

Simulated annealing is an optimization technique inspired by the physical process of annealing metals, where materials are heated and then slowly cooled to achieve a stable state with minimal internal energy. In computational terms, it is used to find an approximate global optimum of a function, especially in scenarios where the search space is vast and complex. The algorithm explores possible solutions by iteratively making changes, accepting improvements, and occasionally worse solutions to escape local optima. The probability of accepting worse solutions decreases over time, mimicking the cooling process in metallurgy.

I want to use this to find the best number of bins for the histogram. I’ll use a measure called entropy to determine the best number of bins.

Entropy is an effective metric for determining the optimal number of bins in a histogram because it measures the uncertainty or complexity of data distribution. The provided code uses entropy as a foundation for selecting the best binning strategy, with an additional penalty mechanism to discourage excessive bins beyond the number of unique values in the dataset.

The function histogram_energy calculates the energy of a histogram by computing the negative entropy of the bin distribution, ensuring a preference for balanced and informative bin divisions. If the number of bins exceeds the unique values in the data, it imposes a strong penalty to avoid over-partitioning, which can dilute the histogram’s interpretive value.

The simulated_annealing function runs the process. Starting with an initial number of bins, the algorithm iteratively explores neighboring solutions by adding or subtracting a small number of bins. Each new configuration’s energy is evaluated, and decisions are made based on whether the new solution improves the energy or is probabilistically accepted to allow exploration of suboptimal states. The temperature, which controls the probability of accepting worse solutions, decreases gradually to converge toward an optimal solution.

import numpy as np
import pandas as pd
from scipy.stats import entropy
from random import randint, uniform


def histogram_energy(series, bins):
    """Calculate the energy of a histogram with a given number of bins."""
    hist, _ = np.histogram(series, bins=bins, density=True)
    unique_values = len(series.unique())
    energy = -entropy(hist)
    # Penalize bins exceeding unique values
    if bins > unique_values:
        energy += (bins - unique_values) ** 2  # Strong penalty
    return energy

def simulated_annealing(series, initial_bins=10, max_bins=50, iterations=1000, 
                        initial_temp=10, cooling_rate=0.99):
    """Optimize the number of histogram bins using simulated annealing."""
    current_bins = initial_bins
    current_energy = histogram_energy(series, current_bins)
    best_bins = current_bins
    best_energy = current_energy
    temp = initial_temp

    for i in range(iterations):
        # Generate a new solution (neighbor)
        new_bins = current_bins + randint(-3, 3)
        # Ensure bins are within valid range
        new_bins = max(1, min(new_bins, max_bins)) 

        # Evaluate new solution
        new_energy = histogram_energy(series, new_bins)

        # Decide whether to accept the new solution
        if ((new_energy < current_energy) or 
            (uniform(0, 1) < np.exp((current_energy - new_energy) / temp))):
            current_bins = new_bins
            current_energy = new_energy

        # Update the best solution found
        if new_energy < best_energy:
            best_bins = new_bins
            best_energy = new_energy

        # Cool down
        temp *= cooling_rate

    return best_bins, best_energy


When I run this data with the basketball ages it says I should use 25 for the bins.


>>> ages = olym_raw.query('Sport == "Basketball"').Age.dropna()
>>> optimal_bins, optimal_energy = simulated_annealing(ages, initial_bins=10)
>>> print(f"Optimal Bins: {optimal_bins}, Energy: {optimal_energy:.2f}")


I’m going to try this with the Fuel Economy dataset. I want to see how many bins it suggests for the engine displacement column.

# try with fuel economy data
# Load dataset
url = 'https://github.com/mattharrison/datasets/raw/master/data/vehicles.csv.zip'
data = pd.read_csv(url)
displ = data['displ'].dropna()


>>> bins, energy = simulated_annealing(displ, initial_bins=10)
>>> print(f"Optimal Bins: {bins}, Energy: {energy}")
Optimal Bins: 49, Energy: -3.1967176345484694


Let’s plot the histogram for displ.

# this data actually has "comb" effects

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)
displ.plot.hist(bins=bins, ax=ax, title='Simulated Annealing Displ Bins')



[image: A histogram of the displacement with bins estimated by simulated annealing.]
A histogram of the displacement with bins estimated by simulated annealing.

Note that this histogram appears to have the dreaded “comb effects”. However, in this case, this histogram is representative of the data. If you look at the results of .value_counts in Pandas, it will verify that there are large numbers of cars with displacements of 2, 3, and 2.5 liters.

>>> displ.value_counts()
displ
2.0    4314
3.0    3388
2.5    2535
2.4    2027
3.5    1725
       ... 
8.3       9
0.6       8
0.9       6
7.4       4
0.0       1
Name: count, Length: 66, dtype: int64

For further exploration, you might make a grid to evaluate and double-check the results. Notice that with bins set to 49, the values appear to fall into the correct buckets, and we see the peaks in the appropriate spots (around 2, 3, and 2.5).

bins = [2, 10, 20, 45, 46, 47, 48, 49, 50, 51, 52, 98]
fig, axs = plt.subplots(ncols=3, nrows=(len(bins) // 3), figsize=(6, 8))
for i, bin in enumerate(bins):
    ax = axs.flatten()[i]
    displ.hist(ax=ax, bins=bin)
    ax.set_title(f'bins={bin}')
    x_ticks = [0, 1, 2, 3, 4, 5, 6]
    ax.set_xticks(x_ticks)
fig.tight_layout()




[image: A grid of histograms of the displacement with bins estimated by simulated annealing.]
A grid of histograms of the displacement with bins estimated by simulated annealing.



More Distribution Visualizations

You can also use a scatter plot to visualize distributions. I’m going to scatter the value one against the ages of the olympic basketball medalists. Because the ages are whole numbers, they will fall on top of each other and obscure the count. I will jitter (randomly shift the values) the y values and adjust the alpha to help visualize the density.

Here’s an initial attempt:

import numpy as np

fig, ax = plt.subplots(figsize=(6, .5))

def jitter(ser, amount=.3):
    return ser + np.random.uniform(-amount, amount, len(ser))

(olym_raw
 .query('Sport == "Basketball"')
 .assign(y_jit=lambda df_: jitter(df_.assign(one=1).one))
 .plot.scatter(y='y_jit', x='Age', alpha=.2, ax=ax,
               title='Scattered Distribution')
)




[image: A scatter plot with olympic age distributions.]
A scatter plot with olympic age distributions.

This plot isn’t great. It looks like the ages between 19 and 32 are about the same. To view a little more granularity, you might try jittering the ages as well.

import numpy as np

fig, ax = plt.subplots(figsize=(6, .5))


def jitter(ser, amount=.3):
    return ser + np.random.uniform(-amount, amount, len(ser))

(olym_raw
 .query('Sport == "Basketball"')
 .assign(y_jit=lambda df_: jitter(df_.assign(one=1).one),
         age_jit=lambda df_: jitter(df_['Age']))
 .plot.scatter(y='y_jit', x='age_jit', alpha=.05, ax=ax,
               title='Double jittered Age Distribution')
)




[image: A double jittered scatter plot.]
A double jittered scatter plot.

That visualization is ok. I prefer the histogram. It tells the story quickly.



Seaborn Distributions

I could leverage the Seaborn library if I want to jump through such hoops to get other mechanisms to view distributions. It is a powerful library built on top of Matplotlib. I’ve stayed away from it for the most part in the book because it violates my core belief that 80% of the time, you only need simple plots. However, it does have many plots for visualizing distributions and can provide quick access to facetting by categories.

In fact, Seaborn offers my previous jittered scatter plot as the strip plot. Here are some of the other offerings. The boxplot is a classic choice that summarizes the distribution of data using quartiles, highlighting outliers and medians in a compact form. I generally prefer a well-created histogram as a box plot can be misleading. A more modern version of the boxplot is the boxenplot. It extends the boxplot by visualizing additional quantiles (1.5625-3.125, 3.125-6.25, 6.25-12.5, 12.5-25, 25-75, 75-87.5, etc). The violinplot combines boxplots with a KDE. The swarmplot is similar to the strip plot but arranges data points systematically to avoid overlap.

One could argue that a candle plot used in finance applications is a derivative of a boxplot that condenses much information in a limited area. If you tried to replace the candles with mini histograms, it would be a very busy plot (and probably not convey the correct information to the audience).

import seaborn as sns

data = (olym_raw
 .query('Sport == "Basketball"')
 [['Age']]
 .sample(500)
)

plot_types = ['boxplot', 'boxenplot', 'violinplot', 
              'stripplot', 'swarmplot', 'kdeplot'
             ]

fig, axes = plt.subplots(nrows=3, ncols=2, figsize=(6, 5))
axes = axes.flatten()

for plot_type, ax in zip(plot_types, axes):
    # Dynamically call the seaborn plot function
    plot_func = getattr(sns, plot_type)
    plot_func(x='Age', data=data, ax=ax)
    ax.set_title(plot_type.capitalize())

plt.tight_layout()
fig.savefig('img/sns-1.png', dpi=300)



[image: Seaborn distribution offerings]
Seaborn distribution offerings

For example, here is a back-to-back violin plot of male and female ages. Seaborn makes this one line of code. For a given audience, this might be sufficient. For a general audience and more visual detail, I prefer our stacked bar histogram.

import seaborn as sns

data = (olym_raw
 .query('Sport == "Basketball"')
 .sample(500)
)

fig, ax = plt.subplots(figsize=(6, 5))
sns.violinplot(x='Age', data=data, hue='Sex', split=True, ax=ax)
ax.set_title('Violin plot of Male/Female Basketball Olympian Ages')

plt.tight_layout()
fig.savefig('img/sns-2.png', dpi=300)



[image: Seaborn violin plot.]
Seaborn violin plot.



Quantile Plot

When one has a distribution, one might want to compare it to another distribution. For example, we might want to see if the distribution is normal. Or we might want to compare the distribution of the males to the females.

We can use a quantile plot to compare the quantiles of two distributions. In this case, we will plot each value against the ff value, where fif_i is defined as sorting the values and then taking the index of the value, subtracting 0.5, and dividing by the number of values. This will allow us to compare the quantiles of the two distributions. The points will fall on a straight line if the two distributions are the same. If the points deviate from the line, it indicates that the two distributions are not the same.

Here is the formula for fif_i:

fi=i−0.5nf_i = \frac{i - 0.5}{n}

where ii is the index of the value and nn is the number of values.



Note



Why subtract 0.5?

Statisticians like to subtract 0.5 to be theoretically consistent. They often subtract 0.5 to adjust for rounding. For example, if you’re looking at ages and want to count how many people are 25 or younger, some 25-year-olds might be closer to 24.5, while others might be closer to 25.5. Subtracting 0.5 makes the calculation more accurate for this kind of situation. In practice, though, it usually doesn’t make a big difference for most comparisons.



Let’s calculate the ff values for the ages of the basketball players.

>>> def f_value(col):
...     idx = col.reset_index().index + 1
...     return (idx - .5) / len(col)

>>> print(olym_raw
...     .query('Sport == "Basketball"')
...     .sort_values('Age') 
...     .assign(f_value=lambda df_: f_value(df_['Age']))
...     .loc[:, ['Age', 'f_value']]
... )
         Age   f_value
265715  16.0  0.000110
26106   16.0  0.000331
33780   17.0  0.000551
269244  17.0  0.000772
251999  17.0  0.000992
...      ...       ...
265272   NaN  0.999008
265472   NaN  0.999228
266577   NaN  0.999449
266839   NaN  0.999669
267120   NaN  0.999890

[4536 rows x 2 columns]


Note that there are missing values. In this case, I don’t want to include missing values as the upper quantiles. I’ll drop them.

>>> # drop missing values
>>> print(olym_raw
...     .query('Sport == "Basketball"')
...     .dropna(subset=['Age'])
...     .sort_values('Age') 
...     .assign(f_value=lambda df_: f_value(df_['Age']))
...     .loc[:, ['Age', 'f_value']]
...     )
         Age   f_value
265715  16.0  0.000115
26106   16.0  0.000345
33780   17.0  0.000575
269244  17.0  0.000805
251999  17.0  0.001034
...      ...       ...
198746  38.0  0.998966
8234    39.0  0.999195
218160  39.0  0.999425
79640   39.0  0.999655
178238  40.0  0.999885

[4350 rows x 2 columns]


Now we can see that the 99.9th percentile of the ages of the basketball players is 40.

Now, we will create a quantile plot by plotting the ages of the basketball players against the ff values.

This plot allows us to quickly see what median values are. If we add the grid lines, you can observe that the 75% percentile is 28.

fig, ax = plt.subplots(figsize=(6, 4), dpi=300)

(olym_raw
    .query('Sport == "Basketball"')
    .sort_values('Age')
    .dropna(subset=['Age'])
    .assign(f_value=lambda df_: f_value(df_['Age']))
    .loc[:, ['Age', 'f_value']]
    .plot.scatter(x='f_value', y='Age', alpha=.1, ax=ax,
                  title='Quantile Plot for Age')
    )

# add grid lines
ax.set_xticks([0, .25, .5, .75, 1])
ax.grid(linestyle='--', alpha=.7)




[image: A quantile plot of the ages of basketball players.]
A quantile plot of the ages of basketball players.

The quantile plot lets us quickly see the quantiles for every age.

We can also quickly compare two distributions. Let’s compare male versus female ages. We’ll plot both the male and female quantile plots on the same plot.

def plot_quantile_plot(df_, col, ax, label, color, **kwargs):
    ser = df_[col]
    quants = f_value(ser)
    ser = ser.sort_values()
    ax.scatter(quants, ser, label=label, color=color, **kwargs)
    return df_

fig, ax = plt.subplots(figsize=(6, 4))

(olym_raw
    .query('Sport == "Basketball"')
    .dropna(subset=['Age'])
    .pipe(lambda df_:plot_quantile_plot(df_.query('Sex=="M"'), 'Age', 
                        ax=ax, label='Male', color='blue', alpha=.1))
    .pipe(lambda df_:plot_quantile_plot(df_.query('Sex=="F"'), 'Age',
                        ax=ax, label='Female', color='red', alpha=.9))    
)

ax.set_xticks([0, .25, .5, .75, 1])
ax.legend()
ax.grid(linestyle='--', alpha=.7)
ax.set_title("Male vs Female Olympic Basketball Ages")




[image: A quantile plot of the ages of male and female basketball medalists.]
A quantile plot of the ages of male and female basketball medalists.

This is concerning. I’m not seeing any red points. If I comment out the male plot, I see female points.

It turns out that there is a bug in this code. See if you can look at the code and figure out what is happening. If you need a hint, look in the .pipe method.

Did you catch it? This one took me a while. The issue is that the plot_quantile_plot is returning the DataFrame that is passed to it. However, if you look at the lambda in the .pipe call, we pass in a filtered DataFrame for the male medalists. So the male plot returns the filtered DataFrame, and there aren’t any female medalists to plot at that point.

To address this, I will add a return_val parameter to the plot_quantile_plot function. This will allow me to return the original DataFrame and not the filtered one.

# previous code had issues with .pipe because
# the return value was the filtered dataframe
def plot_quantile_plot(df_, col, ax, label, color, return_val, **kwargs):
    ser = df_[col]
    quants = f_value(ser)
    ser = ser.sort_values()
    ax.scatter(quants, ser, label=label, color=color, **kwargs)
    return return_val

fig, ax = plt.subplots(figsize=(6, 4))

(olym_raw
    .query('Sport == "Basketball"')
    .dropna(subset=['Age'])
    .pipe(lambda df_:plot_quantile_plot(df_.query('Sex=="M"'), 'Age', 
                    ax=ax, label='Male', color='blue', return_val=df_, alpha=.1))
    .pipe(lambda df_:plot_quantile_plot(df_.query('Sex=="F"'), 'Age', 
                    ax=ax, label='Female', color='red', return_val=df_, alpha=.1))
)
ax.set_xticks([0, .25, .5, .75, 1])
ax.legend()
ax.grid(linestyle='--', alpha=.7)
ax.set_title("Male vs Female Olympic Basketball Ages")




[image: A quantile plot for male and female basketball medalists.]
A quantile plot for male and female basketball medalists.

It looks like after the 25th percentile, males tend to be older, while below the 25th percentile, the males tend to be younger.



Cumulative Distribution Function

Another mechanism to visualize the distribution of data is the cumulative distribution function (CDF). The CDF shows the probability that a random variable is less than or equal to a certain value. This can be useful for understanding the spread of data and identifying outliers. The CDF is a step function that increases by 1/n at each data point, where n is the total number of data points. The CDF can be used to compare two distributions or to identify the median and quartiles of a dataset.

To create a CDF, we first need to sort the data and then calculate the cumulative sum of the data. This will give us the probability that a random variable is less than or equal to a certain value. We can then plot the CDF to visualize the distribution of the data.

def plot_cdf(df_, col, ax, label, color, return_val, **kwargs):
    ser = df_[col].dropna()
    quants = f_value(ser)
    ser = ser.sort_values()
    ax.plot(quants, ser, label=label, color=color, **kwargs)
    return return_val

fig, ax = plt.subplots(figsize=(6, 4))

(olym_raw
    .query('Sport == "Basketball"')
    .pipe(lambda df_:plot_cdf(df_.query('Sex=="M"'), 'Age', ax=ax, label='Male', 
                              return_val=df_, color='blue'))
    .pipe(lambda df_:plot_cdf(df_.query('Sex=="F"'), 'Age', ax=ax, label='Female', 
                              return_val=df_, color='red'))
)

ax.legend()
ax.set_xticks([0, .25, .5, .75, 1])
ax.grid(linestyle='--', alpha=.7)
ax.set_title('Cumulative Distribution of Olympic Basketball Ages')




[image: A cumulative distribution function of the ages of basketball players.]
A cumulative distribution function of the ages of basketball players.

This stepped plot is easier to read than the scattered version.



Testing for Normality

We can plot a normal curve on the CDF and compare the results to see if the data is normally distributed. This can be useful for identifying outliers or understanding the spread of data. If the data is normally distributed, the CDF will follow the normal curve closely. If the data deviates from the normal curve, it may indicate that the data is not normally distributed.

I will use the summary statistics of the men’s ages to create the normal data. The np.random.normal function will create a normal distribution with the same mean and standard deviation.

from scipy import stats

def plot_cdf(df_, col, ax, label, color, return_val, **kwargs):
    ser = df_[col].dropna()
    quants = f_value(ser)
    ser = ser.sort_values()
    ax.plot(quants, ser, label=label, color=color, **kwargs)
    return return_val


fig, ax = plt.subplots(figsize=(6, 4))

(olym_raw
    .query('Sport == "Basketball"')
    .pipe(lambda df_:plot_cdf(df_.query('Sex=="M"'), 'Age', ax=ax, 
                              label='Male', return_val=df_, color='blue'))
    .pipe(lambda df_:plot_cdf(df_.query('Sex=="F"'), 'Age', ax=ax, 
                              label='Female', return_val=df_, color='red'))
)

men = (olym_raw
    .query('Sport == "Basketball" and Sex=="M"')
    .Age
)
normal_df = pd.DataFrame({'norm': np.random.normal(loc=men.mean(), 
                                                   scale=men.std(), size=1_000)})
plot_cdf(normal_df, 'norm', ax, label='Normal', color='black', 
         linestyle='--', return_val=None)

ax.legend()
ax.set_xticks([0, .25, .5, .75, 1])
ax.grid(linestyle='--', alpha=.7)
ax.set_title('Cumulative Distribution of Olympic Basketball Ages')




[image: A cumulative distribution function of the ages of basketball players with a normal curve.]
A cumulative distribution function of the ages of basketball players with a normal curve.

The middle of the data appears to be normal, but if you look at the tails, it is narrow at the low end and wide at the high end.

We can quantify if the distribution is normal by using Shapiro-Wilk test. This test is a statistical test that evaluates the null hypothesis that a sample comes from a normally distributed population. If the p-value is less than 0.05, we reject the null hypothesis and conclude that the data is not normally distributed.



Note



The p-value in the Shapiro-Wilk test is evaluated in the context of a chosen alpha level (α), often set at 0.05. This alpha level represents the probability of making a Type I error (incorrectly rejecting the null hypothesis). In the Shapiro-Wilk test, this means there’s a 5% chance of concluding the data is not normally distributed when it actually is. The confidence level (1 - α), often 95%, indicates the probability of not making a Type I error. The p-value itself is compared to this chosen alpha. If the p-value is less than or equal to alpha, the null hypothesis (that the data is normally distributed) is rejected. If the p-value is greater than alpha, the null hypothesis is not rejected.

This standard value (α = 0.05) is widely used in statistics, but researchers can choose a different threshold based on the importance of minimizing errors in their specific application.



The shapiro function in the scipy.stats module runs this test. The function returns two values. The first is the test statistic, and the second is the p-value. The p-value is the important one. If it is less than 0.05, we reject the null hypothesis that the data is normally distributed.

>>> from scipy.stats import shapiro

>>> stat, p_value = shapiro(men.dropna())

>>> print(f'Statistics={stat:.3f}, p-value={p_value:.4f}')
Statistics=0.976, p-value=0.0000



>>> if p_value > 0.05:
...     print('Fail to reject the null hypothesis - data is normally distributed')
... else:
...     print('Reject the null hypothesis - data is not normally distributed')


The shapiro test suggests that the data is not normally distributed.



Creating QQ Plot to test Normality

A QQ plot is a graphical tool for comparing two probability distributions by plotting their quantiles against each other. The QQ plot is a scatter plot that compares the quantiles of the two distributions. If the two distributions are the same, the points will fall on a straight line. If the points deviate from the line, it indicates that the two distributions are not the same.

A simplified form is the probability plot, which is a QQ plot that compares the quantiles of the data to the quantiles of a theoretical distribution (typically a normal distribution). This can be useful for testing the normality of a dataset or comparing the distribution of two datasets. By plotting our quantiles against the quantiles of a normal distribution, we can quickly see if our data is normally distributed.

# create probability plot from the normal distribution and sklearn linear regression
import sklearn.linear_model as lm

def plot_prob(df_, col, ax, color, return_val, **kwargs):
    frame = (df_[col]
           .dropna()
            .sort_values()
            .to_frame()
            .assign(quantiles=lambda adf: np.sort(np.random.normal(size=len(adf)))
            )
    )
    frame.plot.scatter(x='quantiles', y=col, ax=ax, color=color, **kwargs,
                       title='Probability Plot')
    model = lm.LinearRegression()
    X = frame[['quantiles']]
    y = frame[col]
    model.fit(X, y)
    x = np.linspace(-4, 4, 1_000)
    ax.plot(x, model.predict(x.reshape(-1, 1)), color='red')
    return df_

fig, ax = plt.subplots(figsize=(6, 6))
(olym_raw
    .query('Sport == "Basketball"')
    .pipe(plot_prob, 'Age', ax, 'blue', None)
    )




[image: A probability plot of the ages of basketball players.]
A probability plot of the ages of basketball players.

Because the ages do not lie on the line, we can conclude that the data is not normally distributed.

In the above example, I showed how to create a probability plot to test the normality of a dataset from scratch. However, we can also use the probplot function from the scipy.stats module to create a probability plot. This function takes the data and a distribution (e.g., ‘norm’ for a normal distribution) as arguments and returns a plot that compares the quantiles of the data to the quantiles of the specified distribution. This can be a quick and easy way to test the normality of a dataset.

def create_qq_plot(df_, col, ax, return_val):
    ser = df_[col].dropna()
    stats.probplot(ser, dist="norm", plot=ax)
    return return_val

fig, ax = plt.subplots(figsize=(6, 6))

(olym_raw
    .query('Sport == "Basketball"')
    .pipe(lambda df_:create_qq_plot(df_.query('Sex=="M"'), 
                                    'Age', ax=ax, return_val=df_))
)




[image: A probability plot of the ages of basketball players using the probplot function.]
A probability plot of the ages of basketball players using the probplot function.

Here’s what a normal distribution looks like on a probability plot. The points fall on a straight line, indicating that the data is normally distributed. If the points deviate from the line, it may indicate that the data is not normally distributed.

fig, ax  = plt.subplots(figsize=(6, 6))
create_qq_plot(normal_df, 'norm', ax, return_val=None)



[image: A probability plot of a normal distribution.]
A probability plot of a normal distribution.



Tukey Mean-Difference Plot

Alternatively, we can compare two distributions by plotting their quantiles against each other. The QQ plot above does this, but compares the quantiles of the data against the quantiles of the normal distribution.





Let’s compare the age distribution of men versus women.

fig, ax = plt.subplots(figsize=(6, 6))
import numpy as np

men = (olym_raw
    .query('Sport == "Basketball" and Sex=="M"')
    .Age
)
men_quantiles = (men
    .quantile(np.linspace(0, 1, 100))
)

ladies = (olym_raw
    .query('Sport == "Basketball" and Sex=="F"')
    .Age
)
lady_quantiles = (ladies
    .quantile(np.linspace(0, 1, 100))
)

# plot y = x for min and max
min_val = min(men.min(), ladies.min())
max_val = max(men.max(), ladies.max())
ax.plot([min_val, max_val], [min_val, max_val], color='red', linestyle='--')
ax.set_xlabel('male age')
ax.set_ylabel('female age')
ax.scatter(men_quantiles, lady_quantiles, color='blue', alpha=.5)
ax.set_title('Quantile-Quantile Plot for Basketball Ages')
           



[image: A Tukey mean-difference plot of the male and female ages of basketball players.]
A Tukey mean-difference plot of the male and female ages of basketball players.

For the most part, it appears that the ages of the male and female basketball players are similar. At the high end, the ages of males diverge and are older than the females.

It is a little challenging to tell the difference between the two distributions.

Often, folks will try to plot a residual plot to explore the differences between two distributions. However, neither variable is a dependent variable, so a plot that doesn’t treat them equally might not be the best choice.

We can use Pandas .groupby with .describe to get the summary statistics for the ages of both males and females.

>>> print(olym_raw
... .query('Sport == "Basketball"')          
...  .groupby('Sex')
...  .describe()
...  .stack()
...  )
                    ID          Age       Height       Weight         Year
Sex                                                                       
F   count  1256.000000  1256.000000  1251.000000  1207.000000  1256.000000
    mean   69018.84...    25.517516   182.454836    73.685170  1999.146497
    std    39440.78...     4.062619     8.878387     9.860737    11.879241
    min      69.000000    16.000000   161.000000    50.000000  1976.000000
    25%    33927.00...    22.000000   176.000000    67.000000  1992.000000
    50%    68681.50...    25.000000   183.000000    73.000000  2000.000000
    75%    104830.0...    28.000000   190.000000    80.000000  2008.000000
    max    135568.0...    37.000000   213.000000   128.000000  2016.000000
M   count  3280.000000  3094.000000  2630.000000  2471.000000  3280.000000
    mean   66182.38...    25.246283   194.872624    91.683529  1975.200000
    std    38914.11...     3.803037    10.324561    13.153978    23.102757
    min       1.000000    16.000000   163.000000    59.000000  1936.000000
    25%    30511.50...    22.000000   188.000000    82.000000  1956.000000
    50%    67910.00...    25.000000   195.000000    90.000000  1972.000000
    75%    99161.00...    28.000000   203.000000   100.000000  1996.000000
    max    135530.0...    40.000000   226.000000   156.000000  2016.000000


Let’s do another plot looking at the heights of males and females. I will include a Tukey mean-difference plot (or Bland-Altman plot). This plot shows the difference between the quantiles of two distributions. To construct this plot, you can imagine rotating the red line of the Q-Q plot by 45 degrees. The new x value will be:

ui=yi+xi2u_{\text{i}} = \frac{y_i + x_i}{2}

The new y value will be:

vi=yi−xiv_{\text{i}} = {y_i - x_i}

The result is a plot that shows points above and below a horizontal line. The horizontal line represents the mean difference between the two distributions. Points above the line indicate that the first distribution (what we plotted in x in the QQ plot) has fewer values than the second distribution (y in the QQ plot), while points below the line indicate the opposite. This plot can be useful for comparing two distributions and identifying their outliers or differences.

fig, axs = plt.subplots(ncols=2, nrows=2, figsize=(6, 4))

# plot male heights histogram in ax0
(olym_raw
    .query('Sex=="M"')
    .Height
    .plot.hist(ax=axs[0, 0], bins=(226-127),
               title='Male Heights')
)
# set xlim to 120, 230
axs[0, 0].set_xlim(120, 230)
axs[0, 0].set_ylim(0, 11_000)

# plot female heights histogram in ax1
(olym_raw
    .query('Sex=="F"')
    .Height
    .plot.hist(ax=axs[0, 1], bins=(213-127),
               title='Female Heights')
)
axs[0, 1].set_xlim(120, 230)
axs[0, 1].set_ylim(0, 11_000)

# qq plot in ax2
m_height_q = (olym_raw
    .query('Sex=="M"')
    .Height
    .quantile(np.linspace(0, 1, 100))
)
f_height_q = (olym_raw
    .query('Sex=="F"')
    .Height
    .quantile(np.linspace(0, 1, 100))
)
axs[1, 0].plot([127, 226], [127, 226], color='red', linestyle='--')
axs[1, 0].scatter(m_height_q, f_height_q, color='blue', alpha=.5)
axs[1, 0].set_title('Quantile-Quantile Plot')
axs[1, 0].set_xlabel('Male Height')
axs[1, 0].set_ylabel('Female Height')

# mean-tukey plot in ax3
(pd.DataFrame({'M': m_height_q, 'F': f_height_q})
 .assign(x=lambda df_: (df_['F'] + df_['M'])/2,
         y=lambda df_: df_['F'] - df_['M'])
    .plot.scatter(x='x', y='y', ax=axs[1, 1], color='blue', alpha=.5,
                  title='Tukey Mean-Difference Plot')
)
# draw horizontal line at 0
axs[1, 1].axhline(0, color='red', linestyle='--')

fig.tight_layout()


[image: Male vs female plots] The Tukey Mean-Difference plot tells a story. But I think interpretation is a little difficult and can be made more clear. Let’s try plotting a scatterplot of the quantiles versus the heights for each gender.

from highlight_text import ax_text, fig_text

fig, ax = plt.subplots(figsize=(6, 6))

q = 51
m_height_q10 = (olym_raw
    .query('Sex=="M"')
    .Height
    .quantile(np.linspace(0, 1, q))
)
f_height_q10 = (olym_raw
    .query('Sex=="F"')
    .Height
    .quantile(np.linspace(0, 1, q))
)

ax.scatter(m_height_q10, m_height_q10.index, color='blue', alpha=1)
ax.scatter(f_height_q10, f_height_q10.index, color='pink', alpha=1)

# label quantiles
ax.set_yticks(m_height_q10.index)
ax.set_yticklabels([f'{int(val)}%' for val in m_height_q10.index*100])
# set ytick font size
for label in ax.get_yticklabels():
    label.set_fontsize(6)
    label.set_fontweight('normal')
ax.set_ylabel('Quantile')

# set xticks
ax.set_xticks([127, 150, 175, 200, 225])
ax.set_xlabel('Height (cm)')

# draw line between quantiles
for idx in m_height_q10.index:
    ax.plot([m_height_q10.loc[idx], f_height_q10.loc[idx]], 
            [idx, idx], color='black', alpha=.5, zorder=-1)

# Add title
blue = '#1f77f4'
pink = '#ff5e5e'
fig_text(x=0.5, y=.95, s='<Male> vs <Female> Olympic Heights', 
         ha='center',
         highlight_textprops=[{'color':blue}, {'color':pink}],
)




[image: Plotting the quantiles of male and female heights]
Plotting the quantiles of male and female heights

I think this plot is more straightforward to interpret. You can quickly see the differences between the two distributions at a given quantile.

Here is a Tukey Mean-Difference plot for the ages of the male and female basketball players.

fig, ax = plt.subplots(figsize=(6, 4))

(pd.DataFrame({'men': men_quantiles, 'ladies': lady_quantiles})
 .assign(x_new=lambda df_: (df_.ladies + df_.men) / 2,
         y_new=lambda df_: (df_.ladies - df_.men))
    .plot.scatter(x='x_new', y='y_new', ax=ax, 
                  title='Tukey Mean-Difference of Basketball Ages')
 )

# draw a horizontal line at 0
ax.axhline(0, color='gray', linestyle='--')



[image: A Tukey mean-difference plot of the ages of basketball players.]
A Tukey mean-difference plot of the ages of basketball players.

In this example of the Tukey mean-difference plot, we can see for lower ages, there are points below the horizontal line, indicating that at lower quantiles, men tend to be younger than women for Olympic basketball players. At higher quantiles, the points are above the line, indicating that at higher quantiles, men tend to be older than women.

Let’s recreate this with a quantile diff scatter plot.

fig, ax = plt.subplots(figsize=(6, 6))

men = (olym_raw
    .query('Sport == "Basketball" and Sex=="M"')
    .Age
)

q = 11
men_quantiles = (men
    .quantile(np.linspace(0, 1, q))
)

ladies = (olym_raw
    .query('Sport == "Basketball" and Sex=="F"')
    .Age
)
lady_quantiles = (ladies
    .quantile(np.linspace(0, 1, q))
)

# scatter plot quantile vs values
ax.scatter(men_quantiles, men_quantiles.index, color='blue', alpha=1)
ax.scatter(lady_quantiles, lady_quantiles.index, color='pink', alpha=.5)

# draw line between quantiles
for idx in men_quantiles.index:
    ax.plot([men_quantiles.loc[idx], lady_quantiles.loc[idx]], 
            [idx, idx], color='black', alpha=.5, zorder=-1)

# Add title
blue = '#1f77f4'
pink = '#ff5e5e'
fig_text(x=0.5, y=.95, s='<Male> vs <Female> Olympic Basketball Ages', 
         ha='center',
         highlight_textprops=[{'color':blue}, {'color':pink}],
)

# adjust yticks
ax.set_yticks(men_quantiles.index)

# set labels
ax.set_yticklabels([f'{int(val)}%' for
                    val in men_quantiles.index*100])
ax.set_ylabel('Quantile')

# set xticks
ax.set_xticks([16, 22, 25, 32, 40])




[image: A scatter plot of the quantile differences of the ages of basketball players.]
A scatter plot of the quantile differences of the ages of basketball players.



Summary

In this chapter, we’ve explored the diverse landscape of histograms and distribution visualizations through the lens of Olympic basketball players’ data. Beginning with the basics of histogram creation, we looked at bin size selection, discussing its impact on the interpretability of a dataset’s distribution. From manual sweeps of bin sizes to automated methods like simulated annealing, we emphasized the importance of tailoring bins to reveal meaningful patterns without introducing artifacts such as comb effects. The chapter also highlighted techniques for grouped distributions, stacked histograms, and alternative visualization tools like scatter plots and KDEs, each offering unique insights into the dataset.

We then transitioned to advanced distribution analyses, including quantile plots, cumulative distribution functions, and QQ plots, showcasing their effectiveness in comparing distributions and testing for normality. Each technique revealed a distinct aspect of the data, from identifying outliers to understanding gender-based differences in Olympic athletes ages and heights. Tools like the Tukey Mean-Difference plot and innovative quantile diff scatter plots further demonstrated how to contrast distributions while maintaining clarity. These visualizations not only aid in statistical exploration but also underscore the importance of presenting data in a manner that is accurate, insightful, and easy to interpret. With these skills in hand, you’re well-equipped to analyze and present complex datasets using visual storytelling.



Exercises


	What is the primary purpose of using histograms in data visualization, and how do they represent data distributions?


	Explain the importance of selecting an appropriate number of bins for a histogram. What issues can arise with too many or too few bins?


	What are the “comb effects” in histograms, and how do they relate to the pigeonhole principle?


	How does changing bin alignment influence the interpretation of a histogram?


	Why is it useful to sweep through a range of bin sizes when analyzing data with a histogram?


	Compare the appearance and interpretability of histograms with 12 and 24 bins for the age distribution of Olympic basketball players. Which provides more insights and why?


	Explain how a stacked bar plot differs from a histogram and when each might be more appropriate.


	How does the distribution of ages differ for basketball players with Gold, Silver, and Bronze medals in the Olympic dataset?


	What additional insights can a jitter plot provide over a histogram when visualizing distributions?


	How does the quantile plot help compare distributions, and why might it be preferable to a histogram in some cases?


	What information can be quickly derived from a quantile plot with grid lines added?


	Explain how a cumulative distribution function (CDF) plot differs from a histogram. When would you use one over the other?


	Why might testing for normality using a QQ plot be helpful when analyzing distributions? How does a QQ plot visualize deviations from normality?


	Describe the process of using the Shapiro-Wilk test for testing normality in data.


	How does a Tukey Mean-Difference plot differ from a QQ plot, and what unique insights does it provide?


	In what scenarios would you use a quantile diff scatter plot instead of a histogram or quantile plot?


	What does the comparison of male and female height distributions for Olympic athletes reveal about the dataset?


	How do the interpretations differ when visualizing male and female height distributions with histograms versus Tukey Mean-Difference plots?


	Why is it important to consider both the shape and spread of distributions when comparing datasets?


	How can adding annotations (e.g., specific athlete names) to histograms and stacked bar plots enhance their storytelling?










1. https://www.climate.gov/maps-data/dataset/past-weather-zip-code-data-table



2. https://www.columbia.edu/~mhs119/PerceptionsAndDice/



3. https://public.tableau.com/app/profile/lomska/viz/WOW2024W32CanyoucompareOlympicmedalistagetoausersage_17230454162710/Dashboard



4. https://www.kaggle.com/datasets/heesoo37/120-years-of-olympic-history-athletes-and-results/data





Conclusion

We’ve journeyed through the landscape of creating visualizations with Python. I’ve shown basic plots and plots that rival those created by professional data visualization teams. The ability to transform raw data into compelling narratives is a superpower. I hope you work to develop it.

We’ve seen how a well-crafted chart or graph can illuminate complex information, spark insights, and drive action. But effective visualization isn’t about throwing data at a canvas and hoping for the best. It’s a deliberate process. At a minimum you will need some data processing chops, and tools like Pandas provide a great foundation for bending tabular data to your will. You will also need to master the basics of Matplotlib.

Your goal isn’t to dazzle with complexity but to communicate with clarity. Understand your audience and make the appropriate choices to craft a story that resonates. This book has emphasized the importance of simplicity, not as a lack of sophistication, but as the ultimate expression of understanding.


Master the CLEAR Methodology

I introduced the CLEAR methodology, a framework that distills the essential elements of impactful data communication, principles consistently seen in high-quality publications like The New York Times and The Economist. Let’s revisit these principles one last time:


	Color: Use color strategically to draw attention to key insights and create visual hierarchy. Choose color palettes that are both aesthetically pleasing and accessible, avoiding the distracting and often misleading rainbow effect. Color should enhance, not obscure, the message.


	Limited Types: Stick to familiar and easily interpretable chart types. While novelty can sometimes be tempting, prioritize clarity and audience understanding. A well-executed bar chart or line graph is often more effective than a complex and unfamiliar visualization.


	Explanatory Titles and Subtitles: Craft clear and concise titles and subtitles that directly communicate the main takeaway of the visualization. Guide your audience through the data story, providing context and highlighting key trends. Don’t leave the interpretation to chance.


	Audience Targeting: Tailor your visualizations to the specific needs and expertise of your audience. Consider their background, knowledge level, and what they need to learn from the data. A visualization that resonates with one audience might fall flat with another.


	References: Cite your data sources to build trust and credibility. Transparency is essential for ethical data visualization. Ground your story in verifiable data, allowing your audience to explore the underlying information further.




The CLEAR principles aren’t a rigid checklist; they’re a flexible framework to guide your visualization process. An audience of one, yourself, might require a much different end product than a general audience. These principles will serve as a reminder to guide your story.



Continuing Your Journey

But the real learning begins now, with practice and application. Don’t let this knowledge gather dust on your bookshelf. The next step is to get your hands dirty, to experiment, and to iterate.

One of the most effective ways to hone your skills is keep an eye out for visualizations that inspire you. Find charts and graphs that you admire and try to recreate them using your newfound knowledge. Don’t just copy the visuals; dissect them. Deconstruct the design choices: Why did the creator choose that particular chart type? How did they use color and layout to emphasize key insights? What story are they trying to tell? By replicating and analyzing existing visualizations, you’ll deepen your understanding of the underlying principles and develop your own creative style.

But even more importantly, apply these techniques to your own data. Start with a dataset you’re passionate about, a question you’re eager to answer. Use the CLEAR principles as your guide, from defining the context to reviewing the final product. Don’t be afraid to experiment, to try different approaches, and to make mistakes. Every visualization you create is a learning opportunity. The more you practice, the more intuitive these principles will become, and the more effectively you’ll be able to communicate your data’s story. The world is full of data waiting to be explored and visualized. Now it’s your turn to unleash its power.



Sharing

As you begin to create more compelling visualizations, don’t keep them to yourself! Share your work with colleagues, friends, or online communities. Feedback is invaluable in the visualization process, and sharing your creations opens up opportunities for learning, collaboration, and inspiration. Whether it’s a simple chart for a team meeting or a complex infographic for a public audience, putting your visualizations out there allows you to refine your skills and amplify the impact of your data stories. I’m incredibly excited to see where your visualization journey takes you, what insights you uncover, and what stories you choose to tell. The world of data visualization is constantly evolving, and I can’t wait to see the innovative and impactful work you’ll create.



Thanks Again

Ready to take your data visualization skills to the next level? If your team needs help implementing these principles, tackling complex visualization challenges, or generally leveling up their Python skills, don’t hesitate to reach out to MetaSnake for expert guidance. We specialize in helping teams enhance their Python capabilities, from fundamental programming to advanced data science techniques, ensuring they can effectively leverage tools like Matplotlib and Pandas for impactful data visualization.

And finally, if you found “Effective Visualization” useful, please consider leaving a review on Amazon or social media. As a self-published author, your feedback is absolutely essential for helping other readers discover the book and for continuing to improve its content. Sharing your experience, even a short paragraph about what you found most valuable, will make a huge difference in getting the word out and helping others unlock the power of visual storytelling.
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