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Preface

The rapid evolution of generative AI has ushered in a transformative era in technology, reshaping how organizations approach problem-solving across industries. This book arrives at a crucial moment when organizations worldwide are seeking to harness the power of generative AI while navigating its complexities and challenges.

As technology professionals witnessing the unprecedented growth of AI capabilities, we recognized the need for a comprehensive guide that bridges the gap between theoretical understanding and practical implementation of generative AI solutions in cloud environments. This book is the result of our collective experience working with diverse organizations, from startups to Fortune 50 companies, in implementing AI solutions at scale.

We have structured this book into four main sections, carefully designed to take readers through the complete journey of building and deploying generative AI solutions. Beginning with the foundations of cloud computing and the evolution of generative AI, we progress through practical aspects of implementation, including prompt engineering, model fine-tuning, and the critical considerations of security and governance.

Our approach combines conceptual discussions with functional examples, using (AWS) as our primary platform to demonstrate real-world applications. We've included working code examples throughout the book, ensuring readers can immediately apply what they learn. Special attention has been paid to crucial aspects such as responsible AI implementation, security considerations, and operational best practices.

This book is written for cloud architects, data analysts, data scientists, and AI professionals who need to understand and implement generative AI solutions in production environments. While basic knowledge of cloud computing and machine learning is helpful, we have ensured the content is accessible to those new to generative AI while still providing advanced insights for experienced practitioners.

Each chapter builds upon the previous one, creating a comprehensive learning journey that covers everything from basic concepts to advanced topics like Retrieval Augmented Generation (RAG), agentic workflows, and the future trends shaping this field. We've included practical examples, case studies, and best practices drawn from real-world implementations to help readers understand not just the how but also the why behind each concept.

We hope this book serves as both a practical guide and a reference for professionals working to implement generative AI solutions in the cloud. Our goal is to empower readers with the knowledge and tools they need to build secure, scalable, and responsible generative AI applications that drive real business value.

Whether you are just beginning your journey with generative AI or looking to enhance your existing knowledge, we trust this book will serve as a valuable resource in your professional development.

Chapter 1: Cloud Computing - This chapter provides foundational knowledge of cloud computing. Concepts of shared infrastructure, elasticity and pay-per-use pricing model will be introduced along with a discussion on various deployment models. Considerations for leveraging cloud platforms, such as availability, reliability, latency, and data privacy/security, will be explored.  For readers who are new to cloud computing, this chapter will introduce the foundational concepts of cloud and when to leverage various types of cloud service and deployment models.  For readers already familiar with cloud computing, this chapter will serve as a review of these concepts.  

Chapter 2: Evolution of  Generative AI - This chapter will provide an overview of the key milestones and innovations that have propelled the evolution of generative AI, tracing its roots in natural language processing to the key transformer breakthroughs. Readers will gain insight into how the AI field evolved into modern-day generative AI through a combination of theoretical discussion and practical results from powerful foundational models underlying generative AI.  The chapter will further touch on potential pitfalls and what’s coming next in the field.  

Chapter 3: Cloud Computing and Generative AI - This chapter explores how cloud computing enables new opportunities for generative AI applications and services. As cloud platforms provide vast amounts of compute resources on demand, they allow AI techniques like deep learning to be applied at large scale. We discuss how generative AI as a service running in the cloud can democratize access to powerful AI technologies. The chapter will discuss how cloud services like compute instances, storage, databases, and serverless functions support building and deploying AI models. Readers will get a taste of a few popular generative AI applications hosted on the cloud.

Chapter 4: Generative AI Stack - Generative AI model is just one component of a complete solution.  This chapter will present a full-stack generative AI solution design.  A typical technology stack needed to implement and run generative AI applications in a cloud environment is introduced.  This chapter will provide architects and developers a foundation for understanding the different layers involved in building and operating generative AI solutions at scale in the cloud. Readers will further gain insight into the skill sets and tools to be considered, from monitoring to security to model playgrounds.

Chapter 5: Design Components, Model Selection, Evaluation, and Model Playgrounds - This chapter discusses key components to consider when designing generative AI systems for cloud-based solutions. It covers choosing the optimal AI model based on business requirements, capabilities, data availability, and other factors. The chapter also explores techniques for evaluating generative models, such as accuracy metrics, human evaluation, and model comparisons. In addition, it discusses model playgrounds - online environments that allow users to interact with and experiment with different generative models before selecting one for production. 

Chapter 6: Prompt Engineering - Prompt engineering is the art and science of crafting prompts that elicit coherent, truthful, and helpful responses from generative models. This chapter will discuss best practices for prompt construction for performance and for security. Readers will be guided through techniques for prompt augmentation, and calibration so they can steer the outputs from generative AI applications.

Chapter 7: Retrieval Augmented Generation - After gaining expertise with Prompt Engineering, readers will use this chapter to customize the foundation models using their own data.   This chapter will start looking at integrating data sources through the Retrieval Augmented Generation (RAG) architecture, including vector databases and data ingest. RAG models leverage a retriever to access external documents that help provide relevant context and examples to supplement the generative capabilities of the language model. 

Chapter 8: Advanced Model Fine-tuning Techniques - This chapter will cover advanced techniques for fine-tuning generative AI models, which allows the models to adapt their abilities while retaining their pre-trained knowledge. Discussion will include efficient task-specific fine-tuning using PEFT techniques, as well as integrating agents and tools. Readers will explore a hands-on example and fine-tune a pre-trained foundation on the AWS cloud. 

Chapter 9: Model Hosting and Application Frameworks - As generative models become more advanced, frameworks are needed to safely and securely serve models at scale. Going beyond the simple development deployments, this chapter will start to look at the components needed to run generative AI solutions in production. This includes efficient model hosting and application frameworks, plus performance management.

Chapter 10: Agentic Workflows - As generative AI models become increasingly sophisticated, organizations are exploring ways to integrate these powerful capabilities into their cloud-based workflows and business processes. This chapter delves into the concept of agentic workflows - the seamless integration of generative AI agents that can autonomously execute tasks, make decisions, and collaborate with human counterparts.

Chapter 11: Observability and Monitoring - This chapter will discuss the importance of being able to observe the internal workings and outputs of generative AI systems, as well as monitor their performance over time. Diving into observability and monitoring, readers will gain insight into ensuring that generative AI systems are working as intended.

Chapter 12: Security and Governance - As generative models become more advanced, it is crucial to implement proper safeguards and oversight to prevent potential misuse and unintended consequences. This chapter discusses key issues related to security and governance that must be addressed for safe and ethical development and the use of generative AI technologies. This includes discussion of a shared responsibility model for generative AI and the tools and techniques that will enforce governance.

Chapter 13: Responsible AI - This chapter will discuss the growing importance of developing AI technologies like generative models in a responsible manner that considers fairness, explainability, and transparency. While introducing multiple principles of a broader responsible AI framework, special considerations and challenges applicable to generative AI systems are called out in this chapter.  Readers will explore these topics by building a generative AI-powered chatbot.

Chapter 14: Building and Executing Generative AI Roadmap - While many organizations have ambitious plans for Generative AI, they lack a structured approach to make them a reality.  This chapter will provide recommendations on developing a comprehensive roadmap to bring an organization's generative AI ambitions to fruition. It will include best practices for determining goals, selecting initiatives, establishing timelines, and allocating resources.

Chapter 15: Generative AI Future and Trends - Generative AI is evolving at a faster pace than anyone could predict.  This chapter will explore promising areas of research and development in generative AI over the next 5-10 years. Rapid advancement in machine learning continues to push the boundaries of what's possible with generative models. The chapter will highlight trends in self-supervision, program synthesis, imaginative AI, and other areas that show the potential to drive generative applications to new levels of complexity, creativity, and usefulness.
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CHAPTER 1
Cloud Computing

Introduction

This chapter introduces cloud computing. We will discuss foundational concepts such as shared infrastructure, elasticity, and the pay-as-you-go pricing model. We will further discuss the various cloud service models and deployment modes.  We will also explore benefits such as availability, reliability, and flexibility for organizations adopting cloud, along with considerations to take into account while leveraging cloud for long-term success.

Structure

This chapter covers the following topics:

• Cloud computing

• Service models and deployment models

• Benefits of cloud

• Considerations for cloud adoption

Objectives

If you are new to cloud computing, by the end of this chapter, you will be able to understand the foundational concepts and when to leverage various types of cloud service and deployment models for your organization. On the other hand, if you are already familiar with cloud computing, this chapter will serve as a review of these concepts. Towards the end of this chapter, you will have a list of resources that will guide you in setting up your own AWS environment that you will use for the hands-on exercises throughout the rest of the book.

Cloud computing

Cloud computing is a technology that delivers IT resources such as compute capacity, storage, databases, software, etc., to consumers over the internet, with a pay-as-go pricing model. This allows end users on-demand access to the resources offered by cloud providers instead of relying on their own servers or personal devices. These IT resources offered by cloud providers can be accessed from anywhere as long as the end-user has access to internet connectivity. Figure 1.1 shows a basic cloud computing setup:
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Figure 1.1: Cloud computing


Let us consider an example of an individual user who is developing a website. To build the website, the user will need computational capacity, storage for files and/or images, a database, a hosting server, and many more resources, depending on the complexity of the website. Initially, the user can use their personal laptop, local file system, local storage, and a local server to build and host the website. However, as the traffic to the website increases, the user will have to add more and more resources to accommodate the traffic. At some point, the website’s resource needs will exceed the capacity of the laptop.

Now, consider an organization building its company website. Prior to the cloud technology, organizations typically invested upfront in their IT infrastructure. Depending on the organization’s current and predicted future needs, these investments could range anywhere from buying a few powerful servers and network routers to building a full-blown on-premises datacentre. These IT resources would serve the organization’s software and product development needs, including the company website. While this setup satisfies the company needs, the fixed infrastructure setup can result in one of two undesirable outcomes. First, the infrastructure capacity could be under-utilized, for example, when the website is experiencing low traffic at night. Second, fixed resources could be overwhelmed by high amounts of traffic, resulting in the website becoming unresponsive.

Cloud provides an attractive alternative to the on-premises model, by offering flexible resources without the burden of upfront IT investments. This allows organizations to focus on their operations, products, and innovation without having to worry about IT capacity and other operational complexities. For organizations of all sizes and industry domains, adopting cloud is no longer optional, but a requirement for continued success. Table 1.1 provides a comparison of on-premises vs cloud models with respect to a few criteria that are crucial for success:









	
Criteria


	
On-premises 


	
Cloud





	
Infrastructure management


	
Infrastructure is owned and managed by the organizations. They are responsible for purchasing, maintenance, and upgrades.


	
Infrastructure is owned and managed by the cloud provider. Organizations pay for use on a subscription model.





	
CapEx vs OpExe


	
Organizations need large upfront capital expenditures (CapEx) to purchase hardware and data centre infrastructure.


	
Operational Expenses (OpEx) model where costs are ongoing as variable operating expenses based on usage and needs. No large upfront costs.





	
Scalability


	
Organizations must purchase hardware capacity and scale in advance to meet future needs which can be difficult and error-prone to predict.


	
Due to the elastic nature of the cloud resources, it is easy to scale up or down on demand to meet fluctuating needs. Organizations pay only for what is used.





	
Updates/maintenance


	
Responsible for installing system and security updates, hardware maintenance, replacement, etc. Requires IT staff and resources.


	
Cloud provider handles infrastructure maintenance, updates and upgrades transparently. Less management overhead involved for the organizations.





	
Disaster recovery


	
Setting up disaster recovery sites requires additional hardware costs. Complex to configure and maintain.


	
Cloud providers offer built-in redundancy and disaster recovery capabilities as part of their services.





	
Accessibility


	
Resources can only be accessed from within the private network or via VPN.


	
Resources can be accessed via internet.





	
Flexibility 


	
As new business needs arise, organizations have to go back to the planning and investment mode.


	
Flexible and scalable resources make addressing new business needs simpler.







Table 1.1: Comparison of on-premises vs Cloud







	
Note: Some of the popular cloud providers include Amazon Web Services (AWS), Microsoft Azure, Google Cloud (GCP), IBM Cloud, and Oracle Cloud. There are also other players such as Alibaba Cloud, Rackspace, Digital Ocean, VMware Cloud, Salesforce, etc., each with their focused expertise. In this book, we will use AWS for all the hands-on exercises.







Companies like Netflix and Airbnb leverage cloud resources extensively to power their global operations and deliver seamless user experiences. They utilize cloud computing platforms, such as AWS or GCP, to host their applications, store vast amounts of data, and scale their services dynamically based on demand. For instance, Netflix uses cloud infrastructure to stream content to millions of users worldwide, processing and delivering video data efficiently across different regions. Airbnb relies on cloud services to manage its global inventory of listings, handle booking transactions, and provide real-time updates to both hosts and guests. These companies benefit from the cloud's flexibility, allowing them to quickly deploy new features, analyze user data for personalized recommendations, and ensure high availability and performance even during peak usage periods. By leveraging cloud resources, they can focus on their core business objectives while leaving the complexities of infrastructure management to cloud service providers.

Service and deployment models

As organizations start to adopt cloud, there are different service and deployment models to choose from. The three different types of cloud service models that organizations can use depending on their needs are Infrastructure as a Service (IaaS), Platform as a Service (PaaS), and Software as a Service (Saas).

• IaaS: In this model, the cloud provider delivers basic computing resources like storage, hardware, servers, and networking components on a pay-as-you-go basis. Examples include Amazon EC2, Microsoft Azure VMs, and Google Compute Engine. Organizations pay to use the servers, virtual machines, storage, network, and operating systems.

• PaaS: In this model, the cloud provider provides a computing platform, including operating systems, programming languages execution environment, databases, and web servers. The organization consuming the platform develops and deploys applications onto the cloud platform without managing underlying infrastructure. Examples include Google App Engine, Microsoft Azure Web Apps, Heroku. Organizations pay to use on-demand services for developing software, including testing, delivering, and managing software applications.

• SaaS: In this model, software applications provided are managed by the cloud provider and accessed by users through a web browser or mobile app. The consumer does not manage any cloud infrastructure, including servers, storage, networking, and application capabilities. Common examples include Salesforce, Workday, and Slack. Organizations access subscription-based softwares via the internet.

Figure 1.2 shows the difference between the on-premises, IaaS, PaaS, and SaaS in terms of the components managed by the cloud provider vs the organization:
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Figure 1.2: Comparison of on-premises vs various cloud service models


Naturally, the question arises regarding which service model organizations should use. The answer is that it would depend on the needs of the organization. While IaaS offers the most flexibility for the organizations, SaaS is fully managed by the provider with the least control for the consuming organization. PaaS sits in between with higher-level services than IaaS. The choice of service model to use becomes a balance between the control desired and the management burden an organization is willing to take on.

Similar to the service models, cloud also supports multiple deployment models. Key cloud deployment models are:

• Private cloud: Here, the cloud infrastructure is operated solely for a single organization. It could be managed internally by the organization or by a third party and hosted either internally or externally. No one outside the organization will be able to access this setup.

• Public cloud: In this model, the cloud infrastructure is available to the public and is owned by a single cloud services provider, like AWS. In this multi-tenant model, individual users or organizations can carve out their own piece of the cloud.

• Hybrid cloud: This is a combination of private and public clouds that remain separate but are connected to allow data to flow between them.

Figure 1.3 shows how two different organizations A and B use the three different cloud deployments:
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Figure 1.3: Cloud deployment models- Public, Private, and Hybrid


Similar to the service model selection, the type of cloud deployment an organization selects would depend on the specific needs of the organization. While a private cloud may suit an organization that has already made large investments in hardware infrastructure, a public cloud is better suited for organizations that want to take advantage of public cloud resources to minimize IT investments. Many organisations also opt for hybrid cloud, to keep some legacy data/workloads private, which extends the resources available for newer workloads.







	
Note: Some organizations opt to use services from more than a single cloud service provider. A multi-cloud environment typically includes a combination of two or more public/private clouds.







Benefits of cloud

In this section, we will look at some of the key technical and commercial characteristics that define cloud computing and deliver benefits to the consuming organizations:

• On-demand self-service: While we already discussed the on-demand nature of the cloud resources, it is important to note that individuals and organizations can provision computing resources like server time and network storage to meet their needs, without requiring human interaction with the cloud service provider.  This self-service model let us organizations and teams get started immediately.

• Pay-per-use pricing model: Consumer organizations pay only for the cloud resources they use, avoiding up-front fixed costs of infrastructure ownership and the unnecessary costs due to overprovisioning of resources. This allows them to not only get started immediately but without needing a large initial investment in hardware, data centers, software licenses, IT staff, etc. Cloud providers handle all these aspects on a pay-as-you-go model. Additionally, many cloud providers provide visibility into resources being used and costs being accrued via dashboards. This allows organizations to meter and measure their cloud resource usage and, therefore, their costs.

• Broad network access to enable mobility: Cloud resources are available over the network through standard mechanisms and are accessed through standard platforms like mobile phones, tablets, laptops, and desktops. This allows organizations access to their data and systems from any internet-connected device, enabling mobility and work from anywhere.

• Elastic resources: Resources can be rapidly and elastically provisioned, in some cases automatically, to quickly scale out and rapidly released to quickly scale in. This allows organizations to grow their infrastructure in proportion to their needs while keeping under-utilization of the resources to a minimum. This is very useful for not only quick experimentation but also meeting varying resource demands.

• Automatic updates: As part of infrastructure management, cloud providers take care of installing the latest software updates and security patches. Organizations always have the newest versions without having to manually update anything.

• Reliability: Many popular cloud providers have sophisticated systems to ensure that an organization’s data and applications are protected from outages, disasters, or hardware failures through replication across multiple data centers.

• Sharing and collaboration: Cloud tools make it easy for teams to access shared documents, files, and workflows from anywhere at the same time, enabling better collaboration.

• Focussed innovation: Since organizations do not need to worry about managing infrastructure, they can focus on their core business innovations while cloud providers handle the undifferentiated tasks of maintaining and scaling the underlying systems.

While these benefits are available to organizations of all sizes, they align differently with various business strategies, catering to diverse organizational needs. For example, startups often prioritize cloud features that enable rapid scaling, cost-efficiency, and quick time-to-market, leveraging pay-as-you-go models and managed services to minimize upfront investments and operational overhead. In contrast, enterprises may focus on hybrid cloud solutions, advanced security features, compliance capabilities, and integration with existing systems, balancing innovation with the need to maintain legacy infrastructure and meet complex regulatory requirements. Similarly, while startups might prioritize agility and experimentation, enterprises often emphasize governance, control, and comprehensive data analytics capabilities to support large-scale operations and strategic decision-making.

Considerations for cloud adoption

While adopting the cloud brings several advantages to organizations, there are a few considerations to take into account for long-term success.

• Skills gaps and training: Cloud adoption will need a new way of thinking across the organizations - from executives to business leaders to non-technical and technical teams. Upskilling the teams through initial ramp-up and continued training will help organizations adopt concepts like DevOps, automation, cost optimization, etc. Implement regular, structured training programs covering cloud fundamentals, security best practices, and platform-specific skills for staff at all levels. Encourage cloud certifications and foster a culture of continuous learning to keep pace with rapidly evolving cloud technologies.

• Cost modelling: When moving from on-premises to cloud, analysing upfront and ongoing costs is crucial. This analysis should factor in tactical costs like data egress, API calls, upgrades, and non-tactical opportunity costs for the business.

• Application migration strategy: Complementary to cost analysis is determining the best approach to migrate applications.  Consider different migration approaches such as rearchitecting, refactoring, and rehosting along with the application inter-dependencies and performance needs.  

• Complete cloud solution structure: Take into consideration the complete structure of a cloud solution, including hardware needs, storage requirements, network controls, security, application management, testing (functionality, performance, and scalability), and finally operations(monitoring, log collection, backup, disaster recovery). Keep in mind that cloud does not automatically improve an application with bad design and architecture.

• Security, compliance, and governance: Ensure that proper security controls and permission are implemented in the cloud environment. This includes identify and access management, encryption, firewalls, etc. If the organization has to meet compliance regulations (GDPR, HIPPA, etc.), they need to ensure that the cloud provider environment and configuration meet those standards. In general, organizations should extend their operational governance and processes, such as defining processes, roles and policies, financial approvals, and change management to their cloud infrastructure as well.

Develop a comprehensive cloud-specific security strategy that aligns with your overall cybersecurity framework, implementing strong Identity and Access Management policies, encryption, and regular security assessments. Establish cloud-specific governance policies, ensure compliance with relevant industry standards, and use monitoring tools for comprehensive visibility and auditing.

Clearly define and communicate the division of security responsibilities between the cloud provider and your organization, emphasizing that while providers secure the cloud infrastructure, customers are responsible for security in the cloud. Regularly audit your organization's adherence to its security responsibilities and implement comprehensive measures for data, applications, and access management.

While we discussed the considerations in the context of an organization moving from on-premises to the cloud, they are also equally important for new organizations that are building cloud native applications. Especially addressing skill gaps through training and basing applications on good architecting principles in addition to bringing in rigor to security, compliance, governance, and operations is crucial for organizations of all sizes.

Cloud Environment Setup 
(Amazon Web Services)

We recommend that you setup an AWS account to follow along with the hands-on exercises in the later chapters of the book. While the details of setting up the AWS account and basic tutorials are out of scope for this book, you should setup a free account following the instructions at https://aws.amazon.com/free. This is a requirement for following the exercises.

While not a requirement, we recommend that you explore a few developer tutorials at https://aws.amazon.com/developer/hands-on/ to play with AWS services. While many of the AWS services offer free tier that allows you to explore the services (to a certain extent) at no charge, please pay attention to the cost incurred by setting up CloudWatch billing alerts (https://docs.aws.amazon.com/AmazonCloudWatch/latest/monitoring/cloudwatch_billing.html).

Conclusion

In this chapter, we covered the foundational concepts of cloud computing and reviewed various service and deployment models. We reviewed the key characteristics of the cloud that offer a myriad of benefits for individuals and organizations. We ended the chapter with a discussion on key factors organizations should consider in adopting cloud for long-term benefits. A reminder before you move to the rest of the book: setup your AWS account following the resources provided towards the end of this chapter.

In the next chapter, we are going to learn about the evolution of generative AI with an overview of the key milestones and innovations that helped us get to where we are now.
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CHAPTER 2
Evolution of Generative AI

Introduction

This chapter provides an overview of the key milestones and innovations that have propelled the field of artificial intelligence (AI). We will specifically discuss the evolution of technology and architectures leading to the current state of generative AI, tracing its roots in natural language processing to the key transformer breakthroughs. Understanding generative AI's evolution is crucial for modern cloud applications to enable advanced capabilities, optimize resource usage, and enhance user experiences while driving innovation in cloud-based AI solutions. We will further highlight the considerations to take into account while adopting generative AI. The chapter ends with a forward-looking discussion of the future of generative AI.

Structure

This chapter covers the following topics:

• Rise of neural networks and deep learning

• Generative AI

• Considerations for using generative AI

• Future of generative AI

Objectives

After reading this chapter, you will gain insight into how the AI field evolved into modern day generative AI. Along with the theoretical discussion, you will see a sample of practical results from powerful foundational models (FM) underlying generative AI. Towards the end of the chapter, you will learn about several concerns with the current state of generative AI that are being actively researched. The future of this field is exciting, and you will get a glimpse of what a generative AI model thinks about the future to wrap up the chapter.

Rise of neural networks and deep learning

AI and machine learning (ML) have roots dating back to the 1940s in academic and research circles. Earlier efforts through the 1950s – 1990s saw multiple scientific papers along with several key milestones like the Turing test to determine if a computer has real intelligence; the first chatbot, Eliza, was programmed to recognize patterns and handwritten characters, programs that can play chess, and many more innovations. This period also saw the introduction of neural networks, which is considered an important breakthrough in the field of AI.

Neural networks

Inspired by the way a human brain operates, a neural network (NN) consists of interconnected artificial neurons. NN teaches computers to process and learn from data. A basic , as shown in Figure 2.1, has three layers, input, hidden, and output. Inputs to the NN are processed by the neurons in the three layers, and an output is produced:
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Figure 2.1:  Basic Neural Network


Figure 2.2 shows a specific neuron in detail. Each neuron takes some inputs a1, a2 …an and gives out an output. In addition to the inputs and outputs, each neuron also has a weight/bias and an activation function.
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Figure 2.2: A neuron in detail


The activation function is a mathematical function that is applied to the weighted inputs to get the outputs. In other words, each input is multiplied by the corresponding bias / weight, run through the activation function, which results in the output. In other words, output = fn ( a1w1 + a2w2 + … + anwn). This process repeats with every one of the neurons within the NN.  The output of one neuron becomes the input for the neuron that it is connected to.

Training a neural network

A NN is trained through an iterative process called backpropagation. Here are the steps involved in training through backpropagation:

1. Initialize a NN with random weights.

2. Feed labelled training data into the network that flows through the network, resulting in a prediction at the output layer.

3. Compare predictions to desired outputs (from the labelled data) and calculate the error.

4. The error is then propagated backward through the network, and the weights of the connections are adjusted to reduce the error using an optimization algorithm like gradient descent.

5. Iteratively repeat steps 2 to 4 so that the network can learn the patterns in the training data and the error is minimized.

The backpropagation algorithm enables NNs to learn complex mappings between input and output by adjusting weights across multiple layers guided by the error signal. A trained model is essentially a set of weights learned through this process.

Early versions of simple NNs showed promise for solving problems such as classification, entity extraction, and object detection in the natural language processing (NLP) and computer vision (CV) domains. However, there were two factors preventing NNs from addressing complex problems – lack of computational processing power and lack of adequate training data.

Starting in the 2000s, increased computation processing power became available in the form of graphics processing units (GPU), which were optimized for parallel processing. This allowed researchers to build NNs with multiple hidden layers. Around the same time, the availability of big data from sources like social media, e-commerce, and digital sensors provided huge datasets.

Deep learning

Together, the abundance of data and affordable parallel computing power enabled a breakthrough technique called deep learning. Unlike earlier NNs with just a few hidden layers, deep learning networks have dozens or even hundreds of layers that enable them to recognize very complex patterns for image and speech recognition. Around 2012, deep learning began outperforming other ML methods by wide margins in competitions like the ImageNet challenge [1]. By this time, not just academia, but leading technology companies took notice and began actively researching and deploying deep learning systems.  The success of deep learning methods led to an explosion in NN architecture and broader deep learning research.

With sufficient training data and compute power, the deep NNs can learn to perform complex tasks. NN architectures like RNN, LTSM, GRU [2] evolved to solve problems like language translation, object detection, classification, entity extraction and image classification with more accuracy and more efficiently. Deep learning saw success in the areas of NLP and CV, leading to successful consumer applications from powerful chatbot style assistants to face recognition to product recommendations. For example, research on Deep Learning for Underwater Visual Odometry Estimation [3] highlights the increasing performance of the deep learning-based ImageNet model for visual classification tasks, eventually surpassing human ability. Figure 2.3 shows the reduced error rates over time from the same research:
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Figure 2.3: ImageNet Errors for visual recognition task


Continued improvements in NN architectures and training techniques paved a path for deep learning to get into the realm of generating content in addition to recognizing complex data patterns.

Generative Adversarial Networks

In 2014, a paper by Ian Goodfellow and colleagues proposed Generative Adversarial Networks (GANs) as an approach for training generative models. GANs saw huge popularity and success as a technology that can create visual and multimedia artifacts from imagery and textual input data.

The key idea behind GANs is to simultaneously train two NNs - a generator and a discriminator, as shown in Figure 2.4. The generator tries to produce synthetic data that resembles real data, such as synthetic images that look real. The discriminator receives real data as well as synthetic data from the generator, and tries to distinguish real data from fake. The two networks are pitted against each other in an adversarial manner, each trying to outsmart the other. This competition drives the generator to produce increasingly realistic synthetic data, as it tries to fool the discriminator.

Since their introduction, GANs have shown immense promise and opened up new possibilities for generative modelling. They have been used to produce remarkably realistic synthetic images, audio, video, and text.
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Figure 2.4: Generative Adversarial Network


Limitations

The architectures discussed so far in this section, while being very powerful, also have limitations as discussed below.

• Long training time: Training an NN is often a tedious and long process. Even when the underlying compute infrastructure became more and more powerful over the years, the discussed approaches were not able to take advantage of the advancements to reduce the training time. These architectures were often not parallelizable across GPUs, which means that they had to be trained on a fleet of less-powerful CPUs or on a single GPU.

• Single purpose models: The NNs could only be trained for a single-purpose specific task with data labelled for that particular task. For example, if one NN was trained to detect spam in emails, a different model had to be trained to detect spam in product reviews. For organizations that are trying to solve different business using NN models, this results in model sprawl and model management overhead.

These limitations are addressed by transformer architecture.

Transformer architecture

In 2017, there was a ground-breaking research paper that was quietly released called Attention is all you need [4]. It proposed an AI training architecture called transformers. It was initially built for NLP tasks, specifically for language translation, by researchers at Google.

This architecture overcame the shortcomings of the training architectures that were prevalent till then. After training for a short period, it produced similar results to other cutting-edge methods using fewer calculations. The key innovation of transformers is the use of an attention mechanism with an encoder-decoder architecture as shown in the Figure 2.5. The encoder block turns the sequence of input words into a vector, and a decoder converts a vector into a sequence.
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Figure 2.5: Transformer architecture


The encoder reads in a sequence of symbols and generates an internal representation of the entire sequence. This internal representation captures the context and relationships between all symbols in the input sequence. The decoder then takes this internal representation and generates outputs symbol by symbol. This architecture solves sequence-to-sequence tasks while handling long-range dependencies within the sequence with ease.

Attention mechanisms in NNs allow the model to focus on the most relevant parts of the input when making predictions. This is useful for tasks like machine translation or image captioning, where only certain parts of a long input sequence may be needed to generate the output. The key idea is that the model learns weights that reflect the importance of each part of the input. For example, in machine translation, the model may learn to attend more to certain words in the source sentence when generating a word in the target sentence.

The transformer architecture became the backbone for generative models in many domains due to the following advantages over the previous NN architectures.

• Reduced training time: The transformer architecture was parallelizable across a fleet of GPUs, resulting in shorter training times.

• Generalized models: Transformer architecture enables generalized models, allowing training the model to perform a variety of tasks. The model can be trained to translate from one language to another language, and also be trained to handle text-based Q&. The same model could also be trained to translate text to image. Assuming that the training dataset is large enough, the model can translate information from one format to another format.

• Fine-tuning general model for specific task: By eliminating the need to define a task upfront, transformers made it practical to pre-train language models on vast amounts of raw text, allowing them to grow dramatically in size. With transformers, you could train one model on a massive amount of data and then adapt it to multiple tasks by fine-tuning it on a small amount of labelled task-specific data.

• Support for non-generative and generative tasks: Language transformers today are used for non-generative tasks like classification and entity extraction as well as generative tasks like translation, summarization, and question answering. This generative capability of models is of interest in the context of this book.

The transformer architecture has enabled state-of-the-art results in many tasks, including neural machine translation, text summarization, and question answering. In NLP, this led to models such as ELMO, BERT, and GPT [5]. In CV, transformer architecture is combined with visual components allowing them to be applied to image-based tasks leading to Vision Transformer architectures [6]. Even more exciting in the fact that transformers have also enabled models from different fields to be fused for multimodal tasks like CLIP [7] which combines vision and language to generate text and image data.

With this background, let us officially define generative AI and discuss its impact and applications.

Generative AI

Generative AI describes algorithms that can be used to create new content. Created content could be text, images, audio, video, and code. It also includes transforming content from one form to another. For example, generating an image from a text input and summarizing insights from a graph in a text format. Generative AI can now produce new original content that is close enough to human-generated content for real-world tasks such as question answering, text summarization, and image generation.

Generative AI is powered by FM. FMs are very large NN models, that are pretrained on vast corpora of data. FMs are not really a new invention per-se and have roots in transformers discussed in the previous section. But neither are they just another set of new AI models, rather they are models with a generational leap in capabilities.

Adaptability of the FMs makes them different from the previous AI models. These models can perform a wide range of tasks such as entity recognition, question answering and image classification with a high degree of accuracy. This adaptability is direct result of the large size of the model and the large volumes of data that was used to train the model. For example, BERT, one of the first bidirectional foundation models, was trained using 340 million parameters and a 16 GB training dataset. More recently, OpenAI trained GPT-4 using 170 trillion parameters and a 45 GB training dataset.

Generative AI is influencing content creation in multiple domains. Powerful new algorithms are able to generate human-like text on almost any topic with increasing coherence. While not perfect, these AI systems can write long-form articles, stories, emails, and other content that captures the style and topic well. This has implications for automating routine writing tasks and assisting human creators.

Let us look at an example. Let us say you want to create a short story for young kids. You can brainstorm ideas for short stories and then create a short story in a matter of minutes using a generative AI model.







	
Note: Responses in Figure 2.6, Figure 2.7, and Figure 2.8 are created using foundational models on Amazon Bedrock. You will learn how to explore the various Bedrock models available in the next few chapters.







Figure 2.6 shows the input to and response from the foundational model when asked for short story ideas:
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Figure 2.6: Story ideas from a foundation model on Amazon Bedrock








	
Note: Input to a foundational model is called a Prompt. Detailed discussion on prompt engineering is provided in Chapter 6, Prompt Engineering.







Similarly, Figure 2.7 shows the complete short story for the ideas.
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Figure 2.7: Short story by a foundation model on Amazon Bedrock


In the CV domain, FMs are transforming image and video generation. FMs algorithms can create photorealistic fake faces of people who don't exist, generate landscapes and scenes, and alter characteristics like age and gender in portraits. More advanced systems can generate short videos that mimic the style of real footage. While some worry this technology could enable the spread of misinformation, it also has creative applications for digital artists and animators. Figure 2.8 shows an image generated by a foundational model for a text prompt Astronaut riding mars rover on mars:


[image: ]
Figure 2.8: Astronaut riding Mars rover on Mars generated by foundation model on Amazon Bedrock


Similarly, for audio, FMs can now synthesize speech in anyone's voice with just a short sample, opening up possibilities for personalized dialog systems and audio content creation. AI can also generate realistic instrumental music in any genre. The ability to remix and synthesize audio like this raises concerns about deepfakes but also creates new opportunities for custom music and audio for videos, games, and more.

Overall, generative AI is automating tasks previously requiring enormous human time, effort, and skill. However, it also raises ethical issues if used irresponsibly. Looking ahead, generative AI will become even more versatile and accessible. Ensuring it is used to augment human creativity rather than replace it will be an ongoing challenge.

Use cases

Generative AI is a transformative force that enables a diverse set of use cases spanning multiple industries such as retail, manufacturing, automotive, financial, healthcare, and many more. With the ability to create content, predict outcomes, and enhance decision-making processes, generative AI is playing a critical role in transforming these industries, driving innovation, and changing the way we work and create. Some examples include:

• Media and entertainment: With its ability to create realistic music, text, images, videos, and more, generative AI can help with content creation for films, TV, advertising, video games, etc. For example, Spotify introduced AI Playlist in beta, providing our Premium subscribers in the U.K. and Australia with another tool to fuel discovery and music curation. https://newsroom.spotify.com/2024-09-24/ai-playlist-expanding-usa-canada-ireland-new-zealand/

• Healthcare: Generative AI can synthesize medical images, data, and text. This assists with diagnosis, treatment planning, medical research, and drug discovery. For example, Insilico Medicine used generative AI to design a novel drug candidate for idiopathic pulmonary fibrosis in just 18 months, significantly faster than traditional methods. https://insilico.com/blog/first_phase2

• Finance: Banks, insurance companies, and financial services firms use generative AI for tasks like risk modelling, fraud detection, portfolio management, and regulatory compliance. For example, Bank of America's AI-powered virtual assistant, Erica, has reportedly handled over 1 billion client interactions since its launch, providing personalized financial guidance.

https://newsroom.bankofamerica.com/content/newsroom/press-releases/2024/04/bofa-s-erica-surpasses-2-billion-interactions--helping-42-millio.html

• Retail: Generative AI powers product recommendations, inventory planning, demand forecasting, and other retail optimization. For example, Stitch Fix uses generative AI to interpret the feedback that clients share and then use that information to inform future recommendations.

https://www.forbes.com/sites/bernardmarr/2024/03/08/how-stitch-fix-is-using-generative-ai-to-help-us-dress-better/

• Manufacturing: Generative design AI helps automate and improve product design, predictive maintenance, supply chain management, and factory operations. For example, BMW has harnessed the power of generative AI to revolutionize the design of automotive components, significantly enhancing efficiency and performance. https://digitaldefynd.com/IQ/generative-ai-use-in-manufacturing/?wsiqAIUseInManufacturingCaseStudies

• Customer service across industries: Conversational AI like chatbots able to understand and generate natural language can deliver better customer service across industries. For example, JPMorgan Chase & Co. launched a new generative AI tool that acts as a research analyst and can provide information, solutions, and advice.

Considerations for using generative AI

While being a transformative technology, the adoption of generative AI comes with its own share of concerns and considerations. Here are some concerns and potential pitfalls surrounding this emerging technology:

• Bias and unfairness: Like any AI system, generative models can inherit and amplify biases present in their training data. This could lead to issues like generating offensive or stereotypical content, thus reflecting the existing societal biases. Monitoring and mitigating bias is an active area of research.

• Regulatory compliance: Regulations like GDPR are crucial in the context of generative AI due to the technology's capacity to process and generate vast amounts of potentially sensitive data. These regulations ensure the ethical use of AI, protecting individual privacy rights and data security. Compliance involves implementing robust data protection measures, obtaining proper consent for data usage, ensuring transparency in AI decision-making processes, and providing users with rights over their data.

• Misinformation: The ability to generate plausible-looking but fake images, videos, text, etc., could enable the rapid spread of misinformation and propaganda. Detecting synthetic content is challenging.

• Hallucinations: Many generative models, can spout information that sounds authoritative but is not true (“hallucinations”) or is objectionable and biased. This introduces new legal, financial, or reputational risks to organizations.

• Intellectual property concerns: Generative models are often trained on copyrighted content scraped from the web without permission. This raises legal concerns around copyright infringement and fair use.

• Impact on artists: While generative AI has the potential to act as a creative tool for artists, it has also led to worry that generative AI could negatively impact human creativity by replacing or devaluing artist’s work. Advanced models can generate short videos that mimic the style of real footage. Spread of misinformation using this technology is a real concern.

• Accountability: It is not always clear who is responsible if a generative model creates harmful content. In some cases, the creators of the model may be liable; in others, those deploying it may share responsibility.

• Security risks: Generative models might be misused to impersonate people and generate convincing spear phishing content, fake logins, etc. Adversarial examples could fool AI systems, too.

• Ethical concerns: As with any powerful technology, there are debates around the ethics of certain applications of generative AI like deepfakes, surveillance, autonomous weapons, etc.

Ongoing research, policy discussions, regulations, and public awareness of these issues will be important as generative AI advances. Responsible development and use of these models are crucial. We will discuss security concerns and responsible AI in later chapters.

Future of generative AI

Till mid 2023, the theme for innovation in this space has been larger FM, trained on ever-growing datasets to achieve better results. Larger models also showed possibility of emergent capabilities, such as logical reasoning, that typically are not present in smaller models.

However, more recent research has shown that smaller models trained on domain-specific data can outperform larger, general-purpose models. For example, researchers at Stanford, trained a relatively small model, PubMedGPT 2.75B [8] on biomedical abstracts and found that it could answer medical questions significantly better than a generalist model the same size. Their work suggests that smaller, domain-specialized models may be the right choice when domain-specific performance is important.

Generative models can also inadvertently ingest information that’s personal or copyrighted in their training data and output it later, creating unique challenges for privacy and intellectual property laws. Solving these issues is an open area of research.

As discussed in the previous sections, generative AI holds enormous potential to create new capabilities and value for enterprises. As the technology continues to evolve, we can anticipate more advanced creative outputs, enhanced human-AI collaborations, and increasingly robust ethical frameworks. Industry-specific applications will become more refined, contributing to greater productivity and innovation. Generative AI is poised to play a pivotal role in shaping the way we create, work, and interact with technology, promising a future of unusual opportunities and advancements.

One exciting area of interest is general AI or super AI. There are varied opinions in this evolving field. We asked a generative AI model for its opinion on progress towards this topic, and here is the response.

The quest for artificial general intelligence (AGI) that can match or exceed human-level intelligence across a broad range of capabilities has long captivated the imaginations of scientists, writers, and futurists. In recent decades, advancements in ML, NNs, and computing power have led to major breakthroughs in narrow AI applications such as CV, speech recognition, and game playing. However, progress towards AGI that can flexibly learn, reason, and plan across diverse domains remains gradual.

While some experts predict human-level AGI could arrive within the next few decades, many researchers urge patience and caution. Developing AGI will likely require fundamental advances in areas like reasoning, common sense knowledge, memory, learning, and language understanding. Current AI systems still struggle with many of these capabilities that come naturally to people. Additionally, there are open questions around designing goals and ethics for advanced AI systems.

Nevertheless, the pace of AI research is accelerating, fueled by larger datasets, increased computing power, and innovations in areas like deep learning and reinforcement learning. If breakthroughs continue, some believe AGI could emerge in the coming decades. However, making predictions about the specifics of future progress remains notoriously difficult. The path to advanced AI will likely contain surprises, setbacks, and unforeseen challenges. Maintaining an open and inquisitive mindset will help the AI community responsibly navigate the uncertainties ahead. While the timeline for human-level AGI remains unclear, the dream of building intelligent machines that can assist and cooperate with people is motivating continued research and development efforts worldwide.

Conclusion

In this chapter, we discussed key milestones in the field of AI that led up to the current generative models. We discussed NNs in-depth, along with the transformer architecture that led the path to the current generative AI model capabilities. We highlighted a few concerns, areas of active research in this field and wrapped up with a forward-looking discussion of the future of generative AI. While this chapter provided a quick overview, we barely scratched the surface, just enough to put the generative AI in the context for the rest of the chapters.  If you would like to understand the history of AI in more detail, you can always take help from a generative model to get a more detailed explanation.

In the next chapter, we are going to learn about how the cloud enables various phases of generative AI, from training and hosting the models to inference from the model. You will learn how to in the next few chapters.

Resources

1. The ImageNet Large Scale Visual Recognition Challenge (ILSVRC) evaluates algorithms for object detection and image classification at largescale. One high-level motivation is to allow researchers to compare progress in detection across a wider variety of objects - taking advantage of the quite expensive labelling effort. Another motivation is to measure the progress of CV for largescale image indexing for retrieval and annotation https://image-net.org/challenges/LSVRC/

2. RNN A recurrent neural network (RNN) is a deep learning model that is trained to process and convert a sequential data input into a specific sequential data output.  LSTM networks add a special memory block called cells in the hidden layer. A gated recurrent unit (GRU) is an RNN that enables selective memory retention 

3. Teixeira, Bernardo & Silva, Hugo & Matos, Aníbal & Silva, E.. (2020). Deep Learning for Underwater Visual Odometry Estimation. IEEE Access. PP. 1-1. 10.1109/ACCESS.2020.2978406.

4. Attention is all you need https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf

5. Incorporating context into word embeddings - as exemplified by BERT https://arxiv.org/abs/1810.04805, ELMo https://arxiv.org/abs/1802.05365 and GPT-2 https://d4mucfpksywv.cloudfront.net/better-language-models/language_models_are_unsupervised_multitask_learners.pdf: has proven to be a watershed idea in NLP. 

6. The Vision Transformer, or ViT, is a model for image classification that employs a Transformer: Like architecture over patches of the image. 

7. CLIP: Connecting text and images 

8. PubMedGPT: The new 2.7B parameter language model trained on biomedical literature delivers an improved state of the art for medical question answering 
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CHAPTER 3
Cloud Computing and Generative AI

Introduction

This chapter explores how cloud computing enables the lifecycle of generative AI applications. Cloud platforms, with their ability to provide elastic infrastructure resources on demand, allow compute and memory-intensive AI techniques like deep learning to be applied at large scale. Specifically, we will discuss how cloud services like compute instances, storage, databases, and serverless functions support building and deploying generative AI models. We will further discuss how generative AI as a service running in the cloud can democratize access to powerful AI technologies. Cloud-enabled generative AI is revolutionizing various industries, from healthcare to entertainment. For instance, in healthcare, it is accelerating drug discovery and personalized treatment plans, while in the entertainment sector, it is transforming content creation with AI-generated art, music, and video. These real-world applications demonstrate the far-reaching impact of cloud-supported generative AI across diverse fields. We will end the chapter with a discussion of some generative AI applications hosted on the cloud.

Structure

This chapter covers the following topics:

• Generative AI project lifecycle

• Cloud infrastructure for generative AI

• Generative AI as a service

• Sample generative AI applications

Objectives

After reading this chapter, you will be able to identify and explain specific cloud capabilities that enable different stages of the generative AI lifecycle, and compare the unique infrastructure and scale requirements for various generative AI processes. You will gain the ability to describe the distinct roles and needs of key personas involved in generative AI, including model producers, tuners, and consumers. Through analysis of real-world examples, you will evaluate the impact of cloud-based generative AI services on democratizing access to AI technologies. Finally, you will demonstrate the ability to explore and interact with generative AI applications hosted on cloud platforms, enhancing your practical understanding of these technologies in action.

Generative AI project lifecycle

This section first introduces a high-level overview of a typical AI application lifecycle, followed by a discussion of how generative AI is unique across various stages of the life cycle. Figure 3.1 shows the various stages of the AI project life cycle:
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Figure 3.1: AI lifecycle


Following is a brief discussion of each of the stages shown in Figure 3.1:

1. Problem formulation: Identify the problem to be solved and frame it in a way that is amenable to a generative AI solution. This involves defining the task, data requirements, evaluation metrics, etc. Generative AI focuses on open-ended content creation, requiring more complex success metrics than traditional AI's prediction or classification tasks.

2. Data collection and preprocessing: Obtain and prepare the data needed to train the generative model. This may involve scraping external datasets, cleaning internal and external data, labeling, pre-processing to avoid duplication, feature engineering, etc. Prepared data will be split up to be used for model training and model testing/evaluation. Generative AI models need larger, more diverse datasets, often involving web-scale collection and advanced cleaning techniques to ensure quality and reduce bias.

3. Model development: This stage typically involves a lot of experimentation with various architectures and optimization techniques. Foundation models (FM) that enable generative AI are based on complex neural networks such as Generative Adversarial Networks (GANs), transformers, and variational encoders. These complex architectures demand more experimentation and computational resources than traditional AI models.

4. Model evaluation: Test the performance of the model using held-out test data and relevant metrics. This step often leads to iteration of steps 2 and 3, which collect more data, preprocess the data, and retrain the model for better performance. Evaluation of generative AI often involves subjective human judgment and novel metrics, contrasting with traditional AI's straightforward accuracy measures.

5. Model deployment: Once the trained model meets the performance bar, deploy it so that consumers can use it through APIs, user interfaces, applications, etc., and interact with model outputs. Generative AI models typically require more robust cloud infrastructure and specialized hardware for efficient deployment and inference.

6. Monitoring and maintenance: Once the model is in use, continuously monitor the deployed model to check for drift, performance degradation, biases, etc. This step, once again, could lead to updating the model architecture and/or retraining the model periodically with new data as needed. Generative AI models need more frequent updates and complex monitoring systems to address unique issues like semantic drift and hallucination.

7. User feedback loop: To further improve the quality of model outputs, collect internal and external user feedback. Use the feedback collected to iterate on steps 2 to 6. Generative AI feedback is more nuanced, focusing on subjective quality assessments, whereas traditional AI feedback primarily addresses misclassifications or predictions.







	
Note: User feedback can be collected both during the model evaluation stage and after model deployment.







While this lifecycle is typical of any AI/ML application, there are a few key differences that are unique to generative AI.

Characteristics unique to generative AI

In the Data collection and preprocessing stage, the difference in the volume of data used for training a foundation model versus a machine learning model is significant. FM, such as large language models (LLMs) like GPT-3, are typically trained on vast amounts of data, often in the range of hundreds of billions to trillions of tokens. This massive dataset is required to capture the breadth and depth of language, knowledge, and patterns necessary for the model to develop a strong understanding of the world and the ability to perform a wide range of tasks. In contrast, traditional machine learning models, such as those used for specific applications like image recognition or sentiment analysis, are typically trained on much smaller datasets, often in the range of millions or tens of millions of examples. These models are designed to solve a specific problem and are trained on data that is directly relevant to that problem. It is important to note that the exact volume of data required can vary depending on the specific model, the task, and the available computational resources. For an empirical analysis of the impact of model size, dataset size, and amount of computing used for training on model performance, see the research paper on Scaling Laws for Neural Language Models [1]. https://arxiv.org/pdf/2001.08361.pdf. This paper proved that neural language model performance improves predictably with increased model size, dataset size, and computational resources, following power-law scaling relationships. These scaling laws are universal across different model sizes and architectures, suggesting fundamental principles in language model learning dynamics and guiding decisions in model development and resource allocation.

In the model development stage, three distinct ways of model training can be employed: pre-training, fine-tuning, and domain adaptation.

• Pre-training: FMs like LLMs and vision transformers are typically trained on broad, diverse datasets from scratch in a self-supervised manner to learn general representations. This is different from the supervised or unsupervised learning of traditional machine learning training. This process results in a pre-trained model with a rich set of capabilities and knowledge that can then be leveraged for a wide range of tasks.

• Fine-tuning: This involves starting with a pre-trained model and further training the model on a specific task's dataset, allowing the model to adapt its parameters to excel at that particular application. Fine-tuning is more sample-efficient than training a model from scratch.

• Domain adaptation: There are often mismatches between the pre-training data distribution and the target domain of interest. Domain adaptation techniques are used to bridge this gap for example, by continued pre-training the model with domain specific data.

Figure 3.2 highlights the differences between the traditional ML models and FMs that power generative AI:
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Figure 3.2: Traditional ML Models vs. Foundation Models


In the Model evaluation and Monitoring stages, the evaluation of a typical machine learning model is more focused on the specific task or domain it was trained for, with a narrower set of metrics (such as accuracy and confidence score) and test cases. However, the evaluation of a foundation model is typically more comprehensive, as it needs to assess the model's broad capabilities, robustness, and generalization across a wide range of tasks and domains. Evaluation cannot completely rely on metrics and should involve a human component because the output from FM, like new text or new images, is very subjective.

Foundation model ecosystem

Due to the vast volumes of data, complex models, infrastructure requirements, and costs involved with FMs, not all stages of the lifecycle are applicable to all users. Figure 3.3 shows three different personas—model providers, model tuners, and model consumers—that form the FM ecosystem:
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Figure 3.3: Foundation model ecosystem


A brief description of the personas is as follows:

• Model producers: FM producers are typically large technology companies, research labs, and well-funded AI research teams. These entities have the resources, data, and computational power required to train large-scale, general-purpose models. Examples include Amazon Web Services (Titan), OpenAI (GPT-3), Google (BERT), and Anthropic (ChatGPT). The model producers invest significant effort into developing robust and capable pre-trained FM that can serve as a strong starting point for a wide range of downstream tasks and applications.

• Model tuners: Model tuning for FM is often a shared responsibility between the model producers and a broader community of users and researchers. The model providers may provide tools, APIs, and guidelines to facilitate fine-tuning and adaptation of their FMs. This allows a diverse set of domain experts, researchers, and developers to fine-tune the models for their specific needs, leveraging the models' general capabilities. The FM tuning process can involve tasks such as fine-tuning the model for performance and safety on specific applications and continuing pre-training with domain-specific data. This collaborative tuning process helps unlock the full potential of FM across a variety of use cases, as the diverse community of tuners can explore creative ways to leverage the models' capabilities.

• Model consumers: The consumers of FM are a diverse group, ranging from individual users to large enterprises and organizations. These consumers leverage the general capabilities of the FM to build a wide range of applications and solutions, often without the need for extensive machine-learning expertise. FM consumers range from developers and engineers who integrate FM into their applications to businesses that employ FMs to automate tasks and enhance customer experience to individual users who use FMs to generate content.

The foundation model ecosystem involves a symbiotic relationship between the model providers, tuners, and consumers. The producers create powerful general-purpose pre-trained models, the tuners adapt and customize them for specific use cases, and the consumers leverage these models to build innovative applications and solutions.

This ecosystem fosters a collaborative cycle that continually improves generative AI outcomes. Consumers provide valuable real-world usage data and feedback, which tuners can use to refine and optimize models for specific domains or tasks. This tailored feedback loop allows for more precise customization and enhanced performance in targeted applications. Meanwhile, model providers can leverage aggregated insights from various use cases to inform the development of more capable and versatile FM. For example, user interactions with AI assistants might reveal common linguistic patterns or emerging topics, which can be incorporated into future pre-training datasets. This ongoing collaboration and information exchange among the three personas drives innovation, increases model accuracy, and ensures that generative AI solutions remain relevant and effective in rapidly evolving real-world scenarios.

With this understanding of the generative AI lifecycle, let us discuss how the cloud provides support for each one of the stages.

Cloud infrastructure for generative AI

Cloud plays a critical role in various steps of the generative AI lifecycle. Elastic infrastructure and autoscaling capabilities of cloud platforms adjust the compute, storage, and memory resources based on the changing demands of the different lifecycle stages. In this section, we will first briefly discuss the common cloud capabilities that are applicable to all stages, followed by a discussion of support for specific lifecycle stages.

Common cloud capabilities

Throughout the generative AI lifecycle, several core cloud capabilities play a crucial role in ensuring smooth, secure, and efficient operations. These capabilities include:

• Identity and Access Management (IAM): Essential for controlling who can access various resources and data throughout the AI lifecycle.

• Security and compliance: Critical for protecting sensitive data and ensuring adherence to regulatory requirements.

• Object storage: Necessary for storing large datasets, model artifacts, and generated content efficiently and cost-effectively.

• Secure networking: Vital for safe data transfer and protecting AI systems from external threats.

• Monitoring and observability: Key to tracking system performance, detecting issues, and ensuring optimal operation of AI models and infrastructure.

• Cost management: Important for optimizing resource usage and controlling expenses associated with large-scale AI operations.

Table 3.1 shows how these common cloud capabilities apply to the entire generative AI lifecycle, along with examples of cloud services that provide these capabilities:









	
Cloud capability


	
Purpose


	
Examples





	
Identity and access management


	
Used to control and secure access to all generative AI artifacts such as data, data pipelines, trained models and deployed models. These services provide fine-grained control over who can access and interact with the various cloud resources by managing user roles and permissions.


	
AWS IAM

Azure Active Directory

Google Cloud IAM





	
Security and compliance


	
Security monitoring and threat detection services identify and respond to potential security threats or anomalies. Compliance management tools, either provided by the cloud platform or third-party solutions, ensure that your generative AI system adheres to relevant industry regulations and standards.


	
AWS GuardDuty

Azure Security Center





	
Object storage 


	
Managed object storage services can store large volumes of structured, semi-structured, and unstructured data. These services offer cost-effective, highly scalable, and durable data storage solutions forming the core of a data lake solution. Data encryption at rest and in transit protects sensitive data and model artifacts. 


	
Amazon S3

Azure Blob Storage

Google Cloud Storage





	
Secure networking


	
Secure and scalable networking infrastructure, such as virtual private clouds, load balancers, and firewalls, is essential to ensure the data and model integrity during the entire lifecycle. 


	
AWS VPC

AWS Direct Connect

Azure Virtual Network

Azure ExpressRoute





	
Monitoring and observability


	
Cloud-based monitoring and observability services can be integrated at various stages to track the performance of data pipelines, model training times, model performance, usage, and health of the deployed generative AI models.


	
AWS CloudWatch

AWS X-Ray

Azure Monitor

Google Cloud Operations Suite

Dynatrace OpenTelemetry





	
Alerting and incident management


	
Integrated alerting and notification systems proactively notify your team of any performance issues, errors, or anomalies in your generative AI system. Incident management and response workflows should be integrated with tools like PagerDuty or ServiceNow, to streamline the process of incident detection, escalation, and resolution.


	
Amazon SNS

Azure Monitor Alerts





	
Cost optimization and budgeting


	
Cloud cost management and optimization tools can monitor and optimize the costs associated with running generative AI workloads. Budgeting and alerting mechanisms proactively manage and control the generative AI spend.


	
AWS Cost Explorer

Azure Cost Management







Table 3.1: Common cloud capabilities

Data collection and preprocessing

Key cloud capabilities that play a critical role specifically in the data collection and preprocessing stage include data ingestion services, distributed data processing frameworks, data catalogs, data exploration and visualization. These cloud capabilities are crucial for the data collection and preprocessing stage of the AI lifecycle because they enable efficient ingestion, processing, organization, and analysis of large-scale, diverse datasets required for training generative AI models, ensuring data quality and accessibility while reducing the time and complexity of data preparation tasks.

Table 3.2 shows how these cloud capabilities apply to the data collection and preprocessing stage of generative AI lifecycle along with examples of cloud services that provide these capabilities:









	
Cloud capability


	
Purpose


	
Examples





	
Data ingestion services


	
Provide scalable, real-time data ingestion capabilities which can ingest data streams from various sources (e.g., IoT devices, web logs, API endpoints).


	
Amazon Kinesis

Amazon MSK (Managed Streaming for Apache Kafka)

Azure Event Hubs

Google Cloud Pub/Sub





	
Data processing frameworks


	
Provide scalable and efficient big data processing capabilities using frameworks like Apache Spark, Hadoop, or Datalake-as-a-Service platforms, which can be used for data cleaning, transformation, feature engineering, and data augmentation tasks.


	
Amazon EMR

Azure Databricks

Google Dataproc





	
Data catalog and governance


	
Helps organize and manage the data assets stored in the data lake. These services enable data discovery, data lineage tracking, and enforcing data governance policies.


	
AWS Glue

AWS Lake Formation

Azure Data Catalog

Google Cloud Data Catalog

Databricks Unity Catalog





	
Data exploration and visualization


	
Interactive data exploration and visualization tools, which can help data scientists and engineers understand and analyze the data in the data lake.


	
Amazon QuickSight

Azure Data Explorer

Google Data Studio







Table 3.2: Cloud capabilities for data collection and data pre-processing

By leveraging these capabilities, organizations can establish a robust and scalable data pipeline to support the data collection and pre-processing phases of the generative AI lifecycle.

Model development

Key cloud capabilities that play a critical role specifically in model development include high-performance distributed compute resources, fully managed machine learning platforms, orchestration, and workflow frameworks. These cloud capabilities are essential for the model development stage of the AI lifecycle as they provide the necessary computational power, scalable infrastructure, and automated workflows to efficiently train, optimize, and manage complex generative AI models, enabling rapid experimentation and iteration while abstracting away the underlying infrastructure complexities.

Table 3.3 shows how these cloud capabilities apply to the model development stage of the generative AI lifecycle, along with examples of cloud services that provide these capabilities:









	
Cloud capability


	
Purpose


	
Examples





	
Compute infrastructure


	
High-performance computing resources, such as GPU-powered instances or specialized AI accelerators are crucial for training and fine-tuning generative AI models.


	
NVIDIA GPUs

Google TPUs

AWS Trainium





	
Distributed computing


	
For large complex generative AI models, distributed computing platforms composed of the high-performance compute nodes can be leveraged to provide the necessary computational resources for model training.


	
AWS EMR

Azure Databricks

Google Dataproc





	
Machine learning platforms


	
Managed ML platforms provide a comprehensive suite of tools and services for model training, hyperparameter tuning, model deployment, and monitoring. These platforms abstract away the underlying infrastructure complexity and enable efficient model development and experimentation. These platforms provide automatic scalability to handle massive computational needs, integrated end-to-end workflows, access to specialized hardware like GPUs and TPUs, built-in optimization tools, collaboration features, and cost management capabilities. By abstracting away infrastructure complexities, these platforms enable teams to focus on model development and innovation, ultimately accelerating the creation and deployment of sophisticated generative AI applications while managing the associated high costs and resource requirements effectively.


	
Amazon SageMaker AzureMachine Learning

Google AI Platform





	
Model Versioning and Tracking


	
Version control systems, like Git, integrated with cloud-based repositories are essential for managing the different versions of your generative AI models and associated code. Model registries, such as can help track the lineage and metadata of your trained models.


	
AmazonSageMaker Model Registry 

MLflow Model Registry





	
Orchestration and Workflow Management


	
Orchestration tools help automate and manage the various stages of the generative AI development lifecycle, including data preprocessing, model training, evaluation, and deployment. These tools ensure reproducibility, scalability, and efficient collaboration among team members.


	
Apache Airflow

Azure Pipelines

Amazon SageMaker Pipelines







Table 3.3: Cloud capabilities for model development

Model evaluation

Key cloud capabilities that play a critical role specifically in the model evaluation stage include elastic cloud infrastructure, experiment tracking, experiment monitoring, and evaluation workflow orchestration. These capabilities are crucial as they enable data scientists and machine learning engineers to efficiently scale their experiments, systematically track and compare different model versions, monitor performance in real-time, and automate complex evaluation workflows, ultimately leading to faster iteration cycles and more robust model development processes.

Table 3.4 shows how these cloud capabilities apply to the model evaluation stage of generative AI lifecycle along with examples of cloud services that provide these capabilities:









	
Cloud capability


	
Purpose


	
Examples





	
Compute infrastructure


	
Powerful GPU or TPU-based compute instances to run the model evaluation workloads, such as generating samples, calculating metrics, and performing human evaluations. Autoscaling capabilities to dynamically adjust the compute resources based on the workload demands.


	
Amazon EC2

Amazon SageMaker

Azure Virtual Machines

Google Compute Engine





	
Experiment Tracking and Monitoring


	
Can be used to track and visualize the performance metrics, hyperparameters, and other relevant information during the model development and experimentation phase. This helps in understanding the impact of different configurations and optimizing the model development process.


	
MLFlow

TensorBoard

Weights & Biases





	
Evaluation workflow orchestration


	
Serverless compute services to orchestrate the model evaluation workflows, automating the execution of various evaluation tasks. Workflow management tools to define, manage, and monitor the end-to-end evaluation pipelines.


	
AWS Lambda

Azure Functions

Google Cloud Functions

AWS Step Functions Azure Logic Apps

Google Cloud Workflows







Table 3.4: Cloud capabilities for model evaluation

Model deployment

Key cloud capabilities that play a critical role specifically in the model deployment stage include serverless computing, container orchestration, managed machine learning platforms, and automated deployments. These capabilities are essential for model deployment as they provide scalable, flexible, and cost-effective solutions for running machine learning models in production environments, simplify the management of containerized applications, offer end-to-end ML lifecycle support, and enable rapid, consistent, and reliable deployment of models across various environments, thus accelerating the transition from experimentation to production and ensuring optimal performance and availability of ML services.

Table 3.5 shows how these cloud capabilities apply to the model deployment stage of the generative AI lifecycle along with examples of cloud services that provide these capabilities:









	
Cloud capability


	
Purpose


	
Examples





	
Serverless computing


	
Serverless capabilities can be used to deploy and run the trained generative AI models in a scalable and serverless manner. These services handle the underlying infrastructure provisioning and scaling, allowing you to focus on the model logic.


	
AWS Lambda

Azure Functions

Google Cloud Functions





	
Container orchestration


	
Container technologies allow for bundling all dependencies into containerized applications. This enables easy deployment, scaling, and management of the generative AI models in a cloud-native environment.


	
Kubernetes

Amazon EKS

Google Kubernetes Engine

Azure Kubernetes Service





	
Machine learning platforms


	
Cloud providers offer managed AI/ML services which provide pre-built infrastructure and tooling for deploying and scaling generative AI models. These services handle the underlying infrastructure provisioning, monitoring, and scaling, allowing you to focus on the model deployment and management.


	
AWS SageMaker

Azure Cognitive Services 

Google AI Platform





	
Automated deployment and rollback


	
Managed services for CI/CD and Infrastructure as Code provide automation for versioning and rollback model deployments, both at the infrastructure or at the application level. This allows you to quickly revert to a known-good state in case of model or infrastructure failures. Various deployment strategies such as canary deployments and rolling deployments allow you to gradually roll out model updates or infrastructure changes to a subset of your production environment, allowing for safe testing and rollback if needed.


	
AWS CloudFormation

Azure Resource Manager

Amazon CodeDeploy

Azure DevOps







Table 3.5: Cloud capabilities for model evaluation

User feedback loop

Key cloud capabilities that play a critical role specifically in the model deployment stage include automated feedback workflows and reinforcement learning with human feedback. These capabilities are crucial as they enable continuous improvement of machine learning models in production environments by automatically incorporating real-world usage data and human expertise, allowing models to adapt and refine their performance over time, leading to more accurate, relevant, and user-aligned AI systems that can better meet evolving business needs and user expectations.

Table 3.6 shows how these cloud capabilities apply to the model evaluation stage of the generative AI lifecycle, along with examples of cloud services that provide these capabilities:









	
Cloud capability


	
Purpose


	
Examples





	
Automated feedback workflows


	
Managed services facilitate user feedback loops involve skilled human workforces reviewing model outputs to ensure that they are aligned with human preferences.


	
Amazon SageMaker Ground Truth Plus





	
Reinforcement Learning with Human Feedback (RLHF)


	
RLHF leverages human feedback to help pre-trained FM produce outputs that meet unique requirements.


	
Vertex AI

Azure Machine Learning







Table 3.6: Cloud capabilities for user feedback loop

This section provided a brief view of various cloud capabilities that support the entire generative AI lifecycle. Some capabilities like security, networking, and monitoring are applicable to all stages of the life cycle. Other capabilities are more specific to certain stages, such as data ingestion services for data collection and preprocessing. Overall, the agility, flexibility, and scalability offered by managed services of cloud platforms enable you to focus on your models while easily training, deploying, and scaling them globally in a secure and reliable manner.

Generative AI as a service

The rise of generative AI has sparked a wave of innovation across various industries, transforming the way organizations approach content creation, personalization, and decision-making. According to a report by Grand View Research (https://www.grandviewresearch.com/press-release/global-generative-ai-market), the global generative AI market size is expected to reach $109.37 billion by 2030, growing at a CAGR of 36.5% from 2024 to 2030. As the complexity and capabilities of these AI models continue to evolve, the demand for readily accessible and scalable generative AI solutions has grown exponentially.

Major tech companies like Amazon Web Services, Google, Microsoft, and Meta are investing heavily in generative AI and releasing platforms that allow anyone to leverage these AI models as a service. A few popular examples include:

• Midjourney, a text-to-image AI service, has revolutionized the design industry. Companies like Heinz have used it to generate concept art for new product packaging, demonstrating how generative AI can accelerate the creative process in marketing and product design.

• OpenAI's GPT models, accessible through APIs, are being used by companies like Intercom to enhance customer service chatbots. These AI-powered chatbots can understand context, provide more natural responses, and handle a wider range of customer queries, significantly improving the efficiency of customer support operations.

• GitHub Copilot, powered by OpenAI's Codex, assists developers by suggesting code snippets and entire functions. This tool has been reported to increase developer productivity by up to 55%, showcasing the potential of generative AI in software development.

Model consumers, discussed in the Generative lifecycle section, are the target for these services. The key advantage of using generative AI is that it removes the need for technical expertise in AI and allows innovators to integrate AI capabilities easily into their products and workflows. Additional advantages include scalability and flexibility. These cloud-based offerings often provide easy-to-use APIs and SDKs, allowing developers to effortlessly incorporate generative AI functionalities into their applications, whether they are building a smart content-generation tool, a personalized chatbot, or an interactive storytelling platform. The underlying infrastructure is typically managed and maintained by the service provider, ensuring optimal performance, reliability, and security for the end-user.

These platforms typically provide access to a diverse range of pre-trained generative AI models, such as language models for text generation, image-to-image models for visual content creation, and even multimodal models capable of generating content across different mediums. By abstracting the technical complexities of model training, fine-tuning, and deployment, they empower businesses to focus on their core competencies and quickly leverage the transformative potential of generative AI.

Sample generative AI applications

FM, like GPT-3, can generate human-like text for a variety of purposes like summarization, translation, content creation, etc. Figure 3.4 shows a short blog on responsible AI generated by Anthropic’s Claude model (https://claude.ai/chats):


[image: ]
Figure 3.4: Output from Anthropic Claude


As another example, Figure 3.5 shows the prompt, the style selection steps, and the final image generated by Picsart (https://picsart.com/):
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Figure 3.5: Text-to-Image from Picsart


Now that you have seen a few examples, it is your turn to explore. Table 3.7 shows a few examples of generative AI applications that you can use for creative tasks. These are just a few examples of the diverse range of cloud-based generative AI applications that are being developed and deployed in various industries, from content creation and creative arts to product design and data augmentation. Please keep in mind that these applications are evolving at a rapid pace. Readers are encouraged to explore the latest features of these applications on a regular basis.







	
Note: Many of these applications require you to create an account and acknowledge the provider’s Acceptable Use Policy. While many offer a free trial, please be aware of the cost implications as you explore these applications. As these services and applications evolve, models offered are subject to change and pricing models may fluctuate.















	
Generative Task


	
Purpose


	
Example Services / Applications





	
Text Generation


	
Can be used to build applications for generating human-like text, such as content creation, chatbots, or language translation.


	
OpenAI GPT-4

Amazon Bedrock through multiple models including Amazon Titan

Google Cloud Natural Language API 





	
Image Creation


	
Leverage LLMs and diffusion models to generate highly realistic and creative images based on textual descriptions.


	
OpenAI DALL-E

Midjourney

Stable Diffusion





	
Music Composition


	
Create original musical compositions, melodies, and soundtracks.


	
Google's Magenta (https://magenta.tensorflow.org/)

Amper Music (https://ampermusic.zendesk.com/hc/en-us)





	
3D Model Creation


	
Generate 3D models from 2D images, or, which can generate 3D models from textual descriptions.


	
Nvidia's Instant NeRF https://www.nvidia.com/en-us/research/ai-art-gallery/instant-nerf/

Anthropic Claude





	
Video Creation


	
Generate short videos based on textual prompts.


	
Runway's Text-to-Video https://runwayml.com/add-text/ 

Phenaki Video https://phenaki.video/

OpenAI Text-to-Video https://openai.com/sora





	
Design and Product Development


	
Cloud-based platforms that leverage generative AI to assist in the design and development of products.


	
Autodesk’s Generative Design https://www.autodesk.com/design-make/emerging-tech/generative-design





	
Synthetic Data Generation


	
Generate realistic synthetic data to augment training datasets for machine learning models.


	
Synthetic Data Vault 
https://sdv.dev/SDV/







Table 3.7: Examples of Generative AI as a Service

Considerations

While generative AI shows tremendous promise, it also raises concerns about originality, ethics, and misuse. Since generative models are trained on vast amounts of data scraped from the internet, their outputs may include copyrighted content or reflect social biases in the training data. This requires developing frameworks for testing AI systems, monitoring their outputs, and ensuring accountability. Companies offering generative AI as a service will need to implement governance measures to prevent harmful uses. They may need to limit generation length, filter certain types of requests, or manually review a sample of outputs.

Demand for generative AI services is expected to grow exponentially as more businesses explore applications. It can automate content creation for marketing campaigns, summarize lengthy reports, compose music or artworks, suggest product descriptions for e-commerce sites, and customize learning content. Individual creators are already using generative AI tools for brainstorming ideas, improving workflows, and augmenting their creativity. But along with enabling new applications, companies need to ensure responsible AI development with transparency, ethics, and robust safety practices.

As generative AI becomes mainstream, it may disrupt several industries, including content creation, digital marketing, customer service, and knowledge work. But it also raises labor concerns by automating creative jobs. Companies offering these services need to strike a balance between innovation and responsibility. With prudent governance and continuous research to enhance AI safety, generative models hold vast potential to augment human creativity and productivity.

Conclusion

In this chapter, we reviewed the lifecycle of generative AI, highlighting stages that significantly differ from typical machine learning projects. We explored how generative AI demands unprecedented data volumes, computational scale, and specialized infrastructure. The unique challenges of generative AI, such as the need for massive datasets, complex model architectures like transformers and GANs, and resource-intensive training processes, underscore the critical role of cloud computing in this field.

We examined the foundation model ecosystem, consisting of model producers, tuners, and consumers, emphasizing how cloud platforms facilitate collaboration and resource sharing among these key players. The trend of generative AI as a service was illustrated through sample applications, demonstrating how cloud infrastructure democratizes access to these powerful technologies.

Looking ahead, we anticipate continued rapid advancements in cloud-based generative AI, with emerging challenges in areas such as model efficiency, ethical AI development, and managing the environmental impact of large-scale AI training. These developments will likely shape the future of cloud infrastructure and AI service offerings.

Using the generative AI lifecycle as a basis, in the next chapter, we will delve into the full technology stack for implementing generative AI applications in the cloud. This exploration will provide a deeper understanding of how cloud technologies are evolving to meet the unique demands of generative AI, from specialized hardware to advanced software frameworks and scalable deployment solutions.

Resources

1. Kaplan, Jared, Sam McCandlish, Tom Henighan, Tom B. Brown, Benjamin Chess, Rewon Child, Scott Gray, Alec Radford, Jeffrey Wu, and Dario Amodei. "Scaling Laws for Neural Language Models." arXiv preprint arXiv:2001.08361 (2020).
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CHAPTER 4
Generative AI Stack

Introduction

Foundation models (FMs) are incredibly powerful. Some of the advanced models can generate human-like text at speeds of up to 100 words per second – that is faster than most people can read. Yet, an FM is just one component of an end-to-end generative AI application, often the core but not the application itself. As organizations move beyond experimentation and begin to harness the full potential of generative AI, they are discovering that building effective applications requires a comprehensive approach. Organizations embracing both the value and risks of generative AI technology typically progress beyond the experimentation and prototyping phase, aiming to build business applications that solve real needs.

In this chapter, we will provide an overview of the typical functional stack required to implement and run a generative AI application. We will establish a foundation for understanding the different layers of this functional stack and outline the skill sets and tools necessary to build, deploy, and operate a generative AI application in production.

Structure

This chapter covers the following topics:

• Generative AI stack

• Scope of the generative AI project

• Foundation model selection

• Foundation model evaluation and validation

• Foundation model customization

• Application integration

• Operationalization

Objectives

After reading this chapter, you will have a comprehensive understanding of the generative AI functional stack. You will learn how each layer of the stack is mapped to one or more stages of the generative AI workflow. You will gain insight into skill sets and technologies available to build production-grade generative applications. You will gain high-level knowledge of the various layers of the stack - FM selection, FM evaluation and validation, FM customization, application integration, operationalize, and manager – that sets a foundation for the subsequent chapters of the book that explore these topics.

Generative AI stack

An FM is a core primitive a generative AI application is built around. Building a production-grade application requires an organizational multidisciplinary engagement from domain experts, product managers, data scientists, ML engineers, security, operations, etc. Additionally, organizations should apply the same modern software practices that they would to any other production application.

We will start this section with a high-level overview of a typical generative AI application workflow. We will then understand each stage of the workflow, providing a brief discussion of the stage, typical personas involved, and the functional components, along with skillsets and tools needed to realize each stage. We will build the end-to-end stack step-by-step throughout this discussion.

Figure 4.1 shows the high-level workflow involved in building a production generative AI application:
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Figure 4.1: Typical generative AI application workflow


The end-to-end application encompasses some of the FM model lifecycle stages discussed in Chapter 3, Cloud Computing and Generative AI. It is enhanced with the steps necessary to build a fully pledged production application. The workflow involves not just data scientists who are pre-training/fine-tuning the models but also developers, operations, etc., developing and operating end-to-end applications powered by the FM models.

Scope of the generative AI project

In this very first stage, conducting thorough product research is crucial when scoping a generative AI solution. The first step is to clearly define the problem that the solution aims to solve and the target user personas. This involves understanding the target users' pain points, goals, and preferences, as well as any existing solutions in the market. For example, consider a large bank that wants to offer a generative AI-based customer service chatbot to their customers. Key problems that they want to solve could be the long customer wait times for phone support for -savvy millennials, who are the target user personas.

Once the problem statement is solidified, the next step is to identify the key features and capabilities that the generative AI application should possess to address those needs effectively. In the bank’s case, this could include features like account balance inquiries, transaction explanations, and basic recommendations.

Throughout the scoping process, it is important to consider factors like scalability, reliability, safety, and ethical implications to ensure the solution can be responsibly deployed and maintained over time. For the bank, this means prioritizing data privacy and security and planning for the chatbot to handle up to 10,000 concurrent users.

By taking a user-centric and holistic approach to product research, organizations can scope a generative AI solution that delivers genuine value to their target audience.

This stage is typically owned by product teams in the organization working in collaboration with market research teams and business domain experts.

Foundation model selection

Once the application and feature requirements are agreed upon, the selection of the FM that forms the crux of the application is the next critical step. The FM serves as the core engine that powers the application’s capabilities, so choosing the right one is essential.

The first consideration here is to decide whether you want to pre-train a model from scratch or start with an existing FM. As discussed in Chapter 3, Cloud Computing and Generative AI, organizations can fall into the model producer, model tuner, and model consumer categories. Since pre-training a model from scratch is an expensive and timely endeavor, most organizations fall into the model tuner and consumer categories.

A few factors to consider when selecting a foundational model include:

• Model size: Model size refers to the number of parameters of the model. Larger models such as GPT-4, often have greater generation capabilities but may require more computational resources and correspond to an increase in training/tuning time and inference latency. Alternatively, smaller, more specialized models may be more efficient for specific use cases. Therefore, assessing the FM's performance on tasks aligned with the target application, such as summarization or code generation using relevant benchmarks, is critical. Model evaluation and model playgrounds are further discussed in detail in Chapter 5, Design Components - Model Selection, Evaluation and Model Playgrounds.

• Model modality: Modality refers to the type of data processed by the FM, such as text, images, audio, video, etc. Modality of the model drives the input and output of the application.

• Opensource vs. proprietary: There is an ever-increasing catalogue of FMs available both as open-source and proprietary models. Both have a role to play in this evolving space, with each offering unique pros and cons. In some cases, a hybrid approach that combines open-source and commercial components may be the optimal solution.

Open-source FMs avoid reliance on a specific vendor and avoid lock-in. This allows flexibility in how the models are deployed and maintained. Open-source models are also less expensive since there are no associated licensing fees. These FMs typically offer transparency in terms of model architecture, training methodologies, and implementation details. Examples include LLaMA by Meta and Mistral 7B from Mistral AI. A variety of open-source FMs are made through platforms like Hugging Face and Replicate.

On the other hand, proprietary models give you access to possibly more performant models immediately. You can offload some of the model development efforts to the model provider. However, using a proprietary FM could involve working with the vendor on fine-tuning and deployment, which can be time-consuming and expensive. Examples include Titan from Amazon, PaLM from Google, Claude family of models from Anthropic.

• Context window: FMs have a limit to the amount of information they can process per request. That limit, called a context window, it is a combination of your inputs (prompts), all possible outputs of the model, and any data you want to pass to the model. Context window allows FM models to leverage the context for better understanding and performance in various tasks.

• Customizability: A key aspect for organizations is the ability to fine-tune a model. Not all models readily perform well for all business cases. Models can also suffer from hallucinations, which refer to the models making up facts without considering whether their responses are true or not. To address these issues, if organizations have domain-specific data that can support their use case, they can fine-tune the base FM models with their data. However, not all FM providers allow fine-tuning of the models they provide.

• Privacy and security: A typical concern with invoking an FM with your data is if your data is used to improve the underlying model, it could end up being part of the FM, which could further be used by other organizations. Even if the FM provider does not use your data in their model, sending sensitive information to an adds one more opportunity for malicious actors to access your data. If you go one step further, for FMs to serve specific business needs, they often require access to sensitive data, such as customer information or proprietary business data. This immediately raises concerns about privacy and security, especially if the FM is deployed in the provider’s cloud or accessed by third-party providers. Similarly, when you choose to fine-tune an FM, is the fine-tuned model available to you or other customers of the FM providers? For such reasons, when building FM-based applications/solutions, it is important to do a security and compliance audit of the underlying model.

Additionally, organizations building generative AI applications will need to figure out if they need to update their terms and conditions to let end-users know that AI is involved in the solution offered. For example, Figure 4.2 shows a summary of the customer reviews for products offered on Amazon.com. This feature is powered by generative AI, and the summary clearly identifies that it is generated by AI.
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Figure 4.2: Customer review summarization by generative AI on Amazon.com


Besides the above, a few other considerations, such as FM licensing, availability, and community support, should also be taken into account as well. By carefully evaluating these criteria, organizations can select the foundation model that best fits their generative AI application requirements and ensure the desired level of functionality and user experience.

Factors that influence model selection are summarized in Table 4.1 for a concise overview of the key factors to consider when selecting an FM for a generative AI project.








	
Model selection factor


	
Description





	
Model size


	
Number of parameters. Affects capabilities, computational resources, training/tuning time, and inference latency





	
Model modality


	
Type of data processed (text, images, audio, video, etc.). Drives input and output of the application





	
Open-source vs. proprietary


	
Affects flexibility, cost, transparency, performance, and vendor relationships





	
Context window


	
Limit of information processed per request; Impacts model's ability to leverage context 





	
Customizability


	
Impacts the ability to fine-tune the model for specific use cases and to address issues like hallucinations





	
Privacy and security


	
Concerns about data usage, sensitive information handling, and compliance requirements





	
Licensing


	
Terms of use and any restrictions on model deployment or modification





	
Community support 


	
Extent of community resources, documentation, and ongoing development





	
Performance on relevant tasks


	
Effectiveness in specific areas like summarization or code generation





	
Scalability


	
Ability to handle increasing workloads and user demands





	
Inference speed


	
Time taken to generate responses, crucial for real-time applications





	
Deployment options


	
Flexibility in how and where the model can be deployed (cloud, on-premises, edge)





	
Ethical considerations


	
Alignment with organizational values and ethical AI principles







Table 4.1: Factors that influence FM selection

Personas: As in the scoping of the project stage, the FM selection stage also involves product owners, a market research team, and domain experts. Additionally, chief architects and data science/ML teams are involved in making these selection decisions.

Functional/technical tools: Interactive model playgrounds are often the initial tool of choice to experiment with the models. Model playgrounds such as the ones provided by Amazon Bedrock, OpenAI, Hugging Face's Gradio, and HumanLoop provide a valuable way for developers to explore and test different generative AI models. These interactive platforms allow users to experiment with model capabilities, observe their outputs, and gain a deeper understanding of their strengths and limitations. By leveraging model playgrounds, developers can make more informed decisions about which models to integrate into their tech stack and how to best configure and fine-tune them for their specific use cases. Moving past the initial experiments, model tuners, and consumers typically use APIs published by the FM providers to access the underlying FMs.

With this background, we can start building the functional/technology stack. Figure 4.3 shows the beginnings of the generative AI stack that shows the model selection stage:
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Figure 4.3: Generative AI stack – foundation model selection


Foundation model evaluation and validation

Model validation and evaluation are critical parts of the workflow and are tightly integrated into the various stages, starting with model selection. Validating and evaluating generative AI models is a critical step in the development and operation of a generative AI application. Before integrating a model into a production environment, it is essential to thoroughly test its performance, safety, and alignment with the intended use case. This often involves a multi-faceted approach, including both automated and human-based evaluation.

Automated evaluation techniques provide quantitative insights into a model's performance on specific tasks or datasets. These automated approaches use metrics such as perplexity measurements, BLEU scores. Perplexity, measures how well a language model predicts a sample of text. A lower perplexity score means the model is better at predicting the text. Bilingual Evaluation Understudy (BLEU) Score is used to evaluate the quality of machine-generated text, especially in translation tasks. It compares the model's output to one or more reference texts created by humans. The score ranges from 0 to 1, with 1 being a perfect match. These metrics can help identify areas for improvement and track progress during the model development and fine-tuning process.

However, it is important to recognize the limitations of these automated evaluations, as they may not fully capture the nuances of human-like language generation or the model's ability to engage in open-ended, contextual interactions. Complementing the automated evaluation, human-based validation is therefore crucial. This may involve crowdsourcing assessments of the model's outputs, conducting user studies, or engaging subject matter experts to provide qualitative feedback on the model's coherence, factual accuracy, and alignment with the desired use case.

By incorporating both quantitative and qualitative evaluation methods, organizations can gain a more holistic understanding of their generative AI models, identify potential biases or safety concerns, and make informed decisions about model deployment and ongoing monitoring. Model evaluation is discussed in detail in Chapter 5, Design components – Model selection, evaluation and model playgrounds.

Personas: With the model evaluation stage being intertwined with all the other stages of the workflow, more cross-team members are involved. Product owners, data scientists, ML Engineers, subject matter experts (SMEs), developers, and QA teams all play a part in evaluating the model either by tweaking the model or by providing feedback.

Functional/technical tools: A model evaluation and validation framework includes the following:

• Evaluation against public benchmarks such as HELM.

• Executing toxicity and bias detection on the model output.

• Including human feedback in the evaluation loop.

• Employ a high-quality FM to perform the evaluation of a smaller model.

Generative AI stack, including the model validation and evaluation, is shown in Figure 4.4:
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Figure 4.4: Generative AI Stack – Model evaluation and validation


Foundation model customization

Once the appropriate FM has been selected, the next step is to customize it to better suit the specific needs of the generative AI solution. Here, we will discuss two approaches for FM customization– prompt engineering and fine-tuning. While prompt engineering attempts to get the desired output from the FM without making any changes to the underlying FM, fine-tuning and domain adaptation do change the FM.

Prompt engineering deals with crafting input prompts to guide the model towards the desired output. For example, prompts can be refined to enable more targeted, coherent text generation in specific styles and tones.

Consider the example in Figures 4.5 and 4.6 and notice the difference in the output from the same FM, Claude2, on Amazon Bedrock, with slightly different and targeted prompts. In Figure 4.5, the model gives short story ideas for a kids' sleepover party. Notice the explanation provided by the model about choosing magical and imaginary concepts.
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Figure 4.5: Prompt engineering with Claude on Amazon Bedrock


However, in Figure 4.6, some scary and creepy concepts are included in ideas because of the updated prompt to include the Halloween theme while still keeping the kids’ party tone intact. This shows the effect of simple changes to the prompt, resulting in a more targeted response.
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Figure 4.6: Prompt engineering with Claude on Amazon Bedrock


Fine-tuning: A model involves well-tuning the model on a curated dataset relevant to the target use case. For example, if the generative AI application is focused on generating content for the healthcare industry, the underlying FM would be fine-tuned on a corpus of medical literature and documentation. This fine-tuning helps the model develop a deeper understanding of the specialized vocabulary, concepts, and writing style required for the application. Model fine-tuning techniques are discussed in Chapter 8, Advanced Model Fine-tuning Techniques.







	
Note: There is another way to affect the FM output – Retrieval Augmented Generation. We will discuss this in the application integration stage.







Personas: In this stage, data scientists, ML engineers, prompt engineers, software developers, and engineers who validate model outputs are involved.

Functional/technical tools: When it comes to prompt engineering, the main focus is on crafting the right input for the AI model. This involves trying out different ways to write the prompt - changing how sentences are structured, the tone of the writing, how long the prompt is, and what kind of information to include. Sometimes, developers use a technique called prompt chaining, where they combine several prompts to give the model a more detailed set of instructions. They might also add special information or use specific formatting that the model understands. Another important aspect is adjusting settings like temperature, which controls how creative or predictable the model's responses are. Employing these elements, prompt engineers can guide the AI to give more accurate, relevant, and useful outputs for specific tasks. Prompt engineering is discussed in more detail in Chapter 6, Prompt Engineering.

The key technical components involved in fine-tuning include dataset preparation, model architecture selection, hyperparameter optimization, and evaluation. Dataset preparation is a crucial step in the fine-tuning process. This involves curating a specialized dataset that is representative of the target task or domain. This may include data cleaning, labeling, and formatting to ensure the model can effectively learn from the new information. The size and quality of the fine-tuning dataset can have a significant impact on the model's performance.

Another important technical component is the selection of the appropriate model architecture. Depending on the task at hand, developers may choose to fine-tune different types of generative models, such as transformer-based language models, autoregressive models, or variational autoencoders. The choice of architecture will depend on factors such as the desired output format, the complexity of the task, and the available computational resources.

Throughout the FM customization process, it is crucial to continue evaluating the model's performance, safety, and ethical considerations to ensure that the final model meets the necessary requirements and standards. FM evaluation typically requires a combination of qualitative metrics and human feedback. As discussed before, interactive model playgrounds are often used to experiment with the models and validate the prompts. Fine-tuning is discussed in more detail in Chapter 8, Advanced Model Fine-Tuning Techniques.

The updated stack to include the FM customization is shown in Figure 4.7:
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Figure 4.7: Generative AI stack - FM customization


Application integration

This stage is the meat of building an end-to-end generative AI application around an FM. While FMs are extremely powerful, they do not excel at every task. An end-to-end generative AI application should seamlessly integrate FM with other components like data sources, backend systems, and more. Integrating the FM with existing internal and external systems is crucial to ensure seamless deployment and maximum impact. Integrating FMs with internal and external systems is at the core of building complex applications that go beyond simple generative tasks to solve customer pain points.

It is important to understand typical challenges that surface with integrating FMs into existing systems. At a high-level, the challenges are in the areas of:

• Data compatibility issues when combining information from various sources.

• Security and privacy concerns when handling sensitive data.

• Scalability as usage grows, and maintaining context across different systems.

• Version control complexities when managing updates to both FMs and integrated systems.

• Creating a seamless user experience that incorporates AI features.

To address these challenges, best practices to adopt include:

• Implementing standardized data formats

• Using secure APIs and strong encryption

• Designing for scalability from the start

• Developing robust metadata management systems

• Implementing clear version control processes

• Focusing on intuitive user interfaces

• Regularly monitoring and optimizing system performance

In the application integration stage, there are typically two distinct categories to consider. First is integration with the organization’s internal data sources, and the second is integration with internal and external systems.

Integration with internal data sources

Using internal data sources to improve the quality of FM output is at the heart of the Retrieval Augmented Generation (RAG) technique. RAG is an FM customization technique that is used to enhance the prompts to the FM with the organization’s internal data for improved quality responses and reduced hallucinations.

Figure 4.8 shows the difference between the straightforward prompting and the RAG technique. With RAG, an enhanced prompt is created by combining user input and data from internal data sources.  This combination is used to dynamically create an instance of the prompt template, resulting in a customized prompt with appropriate context.
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Figure 4.8: Simple Prompting vs RAG


Utilizing the internal data source, such as PDF documents, company wikis, etc., further involves converting the data to the right format to be consumed by FM. At a high level, this typically involves data pre-processing, embedding, prompt construction/retrieval, and prompt execution, as shown in Figure 4.9:
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Figure 4.9: Retrieval augmented generation


In the data pre-processing stage organization’s data is divided into smaller chunks. Each chunk is then converted to vector embedding by an embedding model, which takes text information and converts it into a numeric representation that captures the actual semantic information. Examples include Amazon Titan Embedding model, text-embedding-3-small text-embedding-3-large OpenAI’s MobileCLip from Apple.  Embeddings are stored in a vector database to be retrieved later. Examples of vector databases include Pinecone, Weaviate, ChromaDB, and pgvector. Amazon OpenSearch Service.

When a user submits a query, the application constructs a series of prompts to submit to the FM. A compiled prompt typically combines a prompt template hard-coded by the application developer, examples of valid outputs called few-shot examples, and a set of relevant documents retrieved from the vector database. The compiled prompts are then submitted to the FM for inference.

This is a high-level overview of RAG, which is discussed in further detail in Chapter 7, Retrieval Augmented Generation.

Integration with internal/external systems

This typically involves building secure and scalable APIs that allow the FM model to receive input data, generate relevant content, and share it back with the consumer applications. For example, an FM could be integrated with a customer service application, allowing it to generate personalized responses to customer inquiries. Or it could be integrated with a content management system, enabling the automatic generation of blog posts or marketing materials. The integration may also extend to data visualization tools, allowing users to interact with the generated content in more dynamic and engaging ways. In these integrations, a secure and scalable API provides a well-guarded, flexible communication bridge between the FM and other parts of the application. It ensures that information is exchanged safely and efficiently, even as the number of users or the amount of data grows, much like how a modern highway system manages increasing traffic while maintaining safety standards.

Personas: In this stage, data scientists & ML engineers who focus on optimizing the models, software engineers who build the data and tool integrations, and develop / release engineers who cover the entire software stack are involved. As you can see, the personas involved are getting more cross-functional as we move into the later stages of the overall workflow.

Functional/technical tools: Orchestration tools such as Langchain, LlamaIndex, and Amazon Bedrock agents play a big role here. Similarly, APIs/plugins such as Serp, Wolfram, and Zapier allow for seamless integration with data sources and internal/external systems. These tools help stitch together generative AI applications to execute multi-step tasks across company systems and data sources.

Figure 4.10 shows the stack with the application integration components included:
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Figure 4.10: Generative AI stack - application integration 


Throughout the integration process, it is essential to consider factors like data privacy, security, and compliance, ensuring that the generative AI application adheres to the necessary regulations and policies. Additionally, continuous monitoring and feedback loops should be established to identify any issues or areas for improvement in the integrated system.

Operationalization

This is the final and ongoing stage where the generative AI application becomes operational and is made available to the end users. This includes hosting the end-to-end application, which encompasses optimizing and hosting the underlying FM. Once hosted, successful operationalization and ongoing management of a generative AI application is crucial for maintaining its long-term effectiveness and impact.

Operationalizing involves establishing robust governance and oversight frameworks to ensure the solution is deployed and used responsibly. Key considerations include developing clear policies and guidelines around content moderation, safety, and ethical usage. Proactive monitoring and auditing processes should be put in place to identify and address any issues or biases in the generated outputs. Additionally, mechanisms for handling user feedback and complaints must be established, allowing for continuous improvement and refinement of the solution.

The operational aspects of generative AI models differ significantly from the traditional Machine Learning Operations (MLOps) practices used for deploying and managing conventional machine learning models. While MLOps emphasizes the systematic management of the entire ML lifecycle, including data preprocessing, model training, deployment, and monitoring, operationalizing generative AI models requires a more dynamic and iterative approach. Generative AI models often rely on less structured data sources, employ more complex neural network architectures, and prioritize the generation of novel and coherent content over strictly defined performance metrics. This necessitates a greater focus on managing the generation process, monitoring the quality and consistency of the output, and potentially fine-tuning or updating the models continuously to maintain their performance, rather than the more static deployment and monitoring typical of traditional ML systems.

From an operational standpoint, the generative AI system should be integrated into the organization’s broader technology infrastructure, with well-defined processes for scaling, maintenance, and updates. This may require dedicated teams or partnerships with specialized FM providers.

Personas: As generative AI becomes more prevalent, new operational approaches are emerging. The terms Foundation Model Operations (FMOps) and Large Language Model Operations (LLMOps) are gaining popularity. These concepts build upon earlier practices like DevOps and MLOps, but are specifically tailored for managing generative AI systems. FMOps and LLMOps refer to practices and tools used to deploy, monitor, and maintain FMs and large language models in production environments.

While DevOps brought software and operations teams together, MLOps brought together software operations, ML engineers, and data scientists. LLMOps and FMOps additionally bring into the fold, the teams that pre-train, fine-tune, and evaluate the models.  This is crucial for managing the complexity of generative AI models, fostering collaboration among diverse teams, ensuring consistent and safe performance in real-world applications, and streamlining the process of updating and improving generative AI applications over time.

Ongoing training and upskilling of internal stakeholders, such as content creators and customer service agents that use the generative AI applications, is critical as well.

Functional/technical tools: Considerations in this stage include hosting the FMs, hosting the end-to-end application, monitoring & logging, observability, security, privacy, guardrails, and cost optimization. Technical components include container platforms, cloud infrastructure, application performance monitoring solutions, log aggregation and analysis tools, distributed tracing platforms, data encryption and key management systems, vulnerability scanning, security testing tools, version control systems, and more.

Figure 4.11 shows the stack with the operationalized components included:
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Figure 4.11: Generative AI stack – Operationalize


While this section provided a brief introduction to various components of operationalizing a generative AI application, subsequent chapters will get into more details of each concept. Model hosting and application frameworks are discussed in Chapter 9, Observability and monitoring in Chapter 11, Security and governance in Chapter 12, and Responsible AI is discussed in Chapter 13. By taking a comprehensive and disciplined approach to operationalization and management, organizations can unlock the full potential of their generative AI solution while mitigating risks and maintaining user trust.

Conclusion

In this chapter, we laid the groundwork for understanding the complex and multifaceted nature of generative AI applications. To that end, we have provided you with a comprehensive overview of the typical technology stack required to implement and operate a generative AI application. By understanding the different technical layers, from foundation model selection to application integration and operationalization, you now have a solid foundation for conceptualizing the end-to-end workflow. With this foundational understanding in place, you are now equipped to look into the various components of the generative AI stack in the subsequent chapters.

As we stand on the cusp of a new era in AI, the potential for innovation is boundless. Armed with this knowledge of the generative AI stack, you are positioned to be at the forefront of this technological revolution. Whether you are an entrepreneur, a developer, or a business leader, the opportunities to create transformative applications are limitless. We encourage you to approach the coming chapters with curiosity and creativity. Challenge yourself to envision how these technologies can solve real-world problems in your industry.
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CHAPTER 5
Design Components, Model Selection, Evaluation, and Model Playgrounds

Introduction

This chapter of the book will cover how to choose a foundation model (FM) that works well for your application. We will start by looking at the broad choice of models available. We will then present a multi-step process for selecting a list of possible candidates and using both qualitative and quantitative model evaluation to make a final choice. We will look at tools for both interactive and automated evaluation of models.

Structure

This chapter covers the following topics:

• Model selection

• Model evaluation metrics

• Model comparison

• Model playgrounds

Objective

By the end of this chapter, you will understand how to find suitable models for the problem you are trying to solve. You will also understand the metrics used to evaluate model performance for different tasks and how to use both these metrics and qualitative aspects to make a model selection decision. You will also understand how to effectively use model playgrounds.

Model selection

At the time of writing, there are over 500,000 foundation models available in the Hugging Face model repository (https://huggingface.co/models). That repository does not include the most popular commercial models from providers like OpenAI and Anthropic. When building a generative AI application, making a good model selection plays an important role, including the quality and cost of the solution.

In this section and the following sections, we will use a three-step process that helps us narrow down to a small set of candidate models before making a final decision. Refer to Figure 5.1:
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Figure 5. 1: Three-step process to select a model


The first step in model selection is to narrow the list of options by considering license, modality, task, and the assurances provided by the model provider. At the end of this section, you will have a candidate list of models for further evaluation that meet your commercial and non-functional requirements. From these, you can then perform more quantitative evaluations to determine which model performs best at a specific task.

License

Some foundation models are provided under commercial use licenses. This includes popular models like OpenAI’s ChatGPT and Anthropic’s Claude. Other models are provided under open-source licenses, like Mixtral (https://huggingface.co/docs/transformers/model_doc/mixtral), which has an Apache 2.0 license. And models like Meta’s Llama 2 have a custom license (https://github.com/facebookresearch/llama/blob/main/LICENSE) that allows some reuse but has restrictions.

You may have business requirements that determine which licenses you are comfortable with. For example, if you want to customize a model and retain full control over the modifications you make, you will likely want an open-source model. On the other hand, you may prefer a commercially licensed model because the vendor makes certain assurances about how the model was built.

Some model providers also provide indemnification against copyright claims made against content created using the models. Copyright infringement is one of the primary legal risks arising from the use of generative AI, but it is not the only one. You may also face legal and ethical risks arising from the use of models that generate incorrect or offensive output. While addressing these risks has many aspects, some commercial models like Anthropic’s Claude make stronger claims about the trust and safety guardrails built into the model itself.

This is primarily a business decision, not a technical one. Just be aware of the license implications of the models you are considering and make appropriate decisions.

Modality

Modality refers to the type of content we want to send to the model and the type of content we want to get back. Chatbots typically work with text as both input and output, for example, while image generation models accept text as input and provide an image as output.

Table 5.1 lists common modalities along with examples of suitable models:









	
Input content


	
Output content


	
Example models





	
Text


	
Text


	
ChatGPT, Claude





	
Text


	
Image


	
Stable Diffusion





	
Image


	
Text


	
BLIP, ChatGPT





	
Audio


	
Text


	
Whisper







Table 5.1: Common model modalities

Some models are now multimodal, meaning that they can work with multiple types of content. ChatGPT 3.5 and ChatGPT 4 have multimodal capabilities. During a chat session, you can provide an image as well as text.

You use modality to refine the list of available models. The type of content you need to process is driven by your use case.

Task

Next, you can refine the list of eligible models by the specific task you need the model to perform. You can do this in two ways, looking for a model already tuned for your task, and looking at which models rank well in public evaluation results.

Task-tuned models

Many models come in two variants, a base model and a task-tuned model. For example, Mixtral comes in a base variant (https://huggingface.co/mistralai/Mixtral-8x7B-v0.1) and an instruction-tuned variant (https://huggingface.co/mistralai/Mixtral-8x7B-Instruct-v0.1). The instruction-tuned variant has already been fine-tuned for common tasks like summarization. If you want to perform fine-tuning yourself, you should start with the base variant.

You can also search for a model that is already tuned for the specific task you want to perform. Hugging Face provides task filters in its model repository. Figure 5.2 shows the possible types of tasks that computer vision models perform:
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Figure 5.2: Filtering computer vision models by task in the Hugging Face model repository


Public benchmarks

There are benchmarks available for common generative AI tasks like question answering and summarization. You can check these sites to get a sense of which models perform well for your task. Two popular benchmark sites are Stanford’s HELM and the Hugging Face leaderboard.

If your task requires comprehension of text to support question answering, for example, you can check which models do well in the Narrative QA scenario. Figure 5. 3 shows a screenshot of the top 3 models for this scenario in the HELM leaderboard:
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Figure 5.3: Screenshot of the HELM leaderboard


However, note that the public benchmark sites may not always be up to date and may not include all commercial models. You should use these to get a rough sense of performance, not to make a final decision.

You can run these benchmarks yourself with a new or fine-tuned model. It is usually better to invest that time into running your own custom evaluation with your own data, so we will discuss this more in the model comparison section.

Model provider assurances

Model providers offer information about their models and may provide certain assurances. You may want to understand what data the model was trained on, whether the model provider offers indemnification against copyright infringement claims, and whether the model was trained with trust and safety concerns in mind.

Data attribution

Open-source models like StarCoder (https://huggingface.co/bigcode/starcoder) may provide access to the pretraining data (https://huggingface.co/datasets/bigcode/starcoderdata) in full. You can then decide whether you are comfortable using a model trained on that data. StarCoder also provides this statement about data attribution: The pretraining dataset of the model was filtered for permissive licenses only. Nevertheless, the model can generate source code verbatim from the dataset. The code's license might require attribution and/or other specific requirements that must be respected. We provide a search index (https://huggingface.co/spaces/bigcode/search) that lets you search through the pretraining data to identify where generated code came from and apply the proper attribution to your code.

That statement can help you decide if you are comfortable using StarCoder, given that it may produce sample code verbatim.

Indemnification

Some commercial model providers and hosting services will indemnify you against copyright infringement claims. AWS, for example, provides uncapped intellectual property (IP) indemnity for copyright claims for some of its models.

Trust and safety concerns

When building a model, the model provider may emphasize on trust and safety guardrails. Anthropic specifically designed Claude to be helpful, honest, and harmless. That means it used techniques to ensure that Claude would not respond in ways that a person would find offensive or dangerous.

For example, Claude 2.1 can provide facts about heart disease:

Human: Tell me about heart disease.

Assistant: Here are some key things to know about heart disease. Heart disease refers to several types of conditions that affect the heart, including coronary artery disease, heart attacks, congestive heart failure, and congenital heart defects.

However, Claude will not provide specific medical advice.

Human: Should I take an Anticoagulant for heart disease?

Assistant: I would hesitate to give specific medical advice about taking anticoagulants.

While an emphasis on trust and safety is often valuable, you may find these guardrails restrictive. For example, if you are a cybersecurity professional using a model to help research a new hacking attack, more restrictive models may refuse to answer questions about cybersecurity. If you have a legitimate reason to use a model to talk about sensitive topics, you may need to choose a model that has fewer guardrails in place.

Model evaluation metrics

Before the advent of generative AI, you could easily find a model performance metric that gave you a baseline to measure model quality for a specific task. Quantifying model performance for a generative AI model is not as straightforward. The tasks we want the model to perform are often subjective. For example, when summarizing a piece of text, choose a long answer or a short answer format, and choose to include only the main points or all the supporting arguments as well.

This section reviews model evaluation metrics before generative AI and then examines the metrics most used with generative AI.

Traditional machine learning metrics

Traditional machine learning metrics assume that the right answer is known and easy to compare against the model’s answer. We will review metrics used for regression, classification, natural language, and computer vision.

Regression

In a regression task, we want the model to provide a number as an answer. Regression use cases include sales forecasting and home price prediction. Table 5.2 lists popular regression metrics. For a more complete list, refer to the sklearn documentation.









	
Metric


	
Range


	
Notes





	
R squared


	
-infinity to 1.0


	
The proportion of variance in the dependent variable (y) that is explained by the model.





	
Mean squared error


	
0 to infinity


	
A measure of how close the predictions are to the actual values. Take the square root to get the root mean squared error.







Table 5.2: Common regression metrics

Classification

In a classification task, we want the model to predict a label or a set of labels. Classification use cases include customer churn prediction (yes or no) and sentiment analysis (positive or negative). Table 5.3 lists popular classification metrics. For a more complete list, refer to the sklearn documentation:









	
Metric


	
Range


	
Notes





	
Accuracy


	
0 to 1.0


	
How often the model applies the correct label(s).





	
Precision


	
0 to 1.0


	
Measures how well the model avoids false positives.





	
Recall


	
0 to 1.0


	
Measures how well the model avoids false negatives.





	
F1


	
0 to 1.0


	
A balance of precision and recall.







Table 5.3: Common classification metrics

Natural language

There are several common natural language metrics available based on the specific task the model performs. Hugging Face provides recommended metrics for specific tasks (https://huggingface.co/tasks). Four popular metrics are listed in Table 5.4:









	
Metric


	
Significance


	
Tasks





	
F1


	
Similar to F1 used for classification, but computed on each word in the response


	
Question answering





	
Rouge


	
Measures token overlap


	
Summarization





	
BLEU


	
Measures shared tokens


	
Translation





	
Perplexity


	
Measures how likely the model is to generate a sequence of text


	
Text generation







Table 5.4: Common natural language metrics

Computer vision

There are several common computer vision metrics available based on the specific task the model performs. Hugging Face provides recommended metrics for specific tasks. Four popular metrics are listed in Table 5.5:









	
Metric


	
Significance


	
Tasks





	
F1


	
Similar to F1 for classification


	
Image classification





	
Accuracy


	
Similar to accuracy for classification


	
Image classification





	
Precision


	
Similar to precision for classification


	
Image classification





	
Recall


	
Similar to recall for classification


	
Image classification





	
Intersection over union


	
Measures how well the predicted segments overlap with the actual segments


	
Image segmentation





	
Average 
precision


	
Gives a sense of how accurate and thorough the mode is at detecting all the desired objects correctly


	
Object detection







Table 5.5: Common computer vision metrics

Metrics for generative AI

In many cases you can use a task-specific metric for a generative AI case, like using perplexity for text generation. However, you can also use a newer technique that uses a high-quality generative AI model to evaluate the work of your model, as well as basic and advanced human evaluation.

Generative AI use cases have spawned new types of metrics beyond the traditional metrics discussed in the previous section. For example, the Ragas framework (https://docs.ragas.io/en/latest/concepts/metrics/available_metrics/) includes metrics for how closely a generated answer adheres to the contextual data provided to the model, and metrics for how relevant the generated answer is to the user’s question. These metrics help you determine how well the model is performing in the context of a specific task.

Automated evaluation

As described in the research papers G-Eval (https://arxiv.org/abs/2303.16634) and LMExam (https://lmexam.com/), the idea is to ask one model to act as an evaluator of another model. This technique assumes that the evaluator model is a reasonable substitute for a human judge, but large language models are naturally good at evaluating the quality of language. This unsupervised approach has two appealing aspects. First, it is much less expensive to have a model score the output of another model all the time than to have people do that job. Second, we can ask the evaluator model to score the output using arbitrary criteria that we define. For example, we can ask a model to grade output based on coherence, accuracy, factuality, and completeness or on whether the output is making proper use of domain-specific language.

The notebook Ch05/unsupervised-model-eval.ipynb provides a simple example. It uses Claude’s Sonnet model to evaluate news summaries done by both Llama-2 Chat 13-B and Mixtral 8*7B. Here is the prompt we use to direct Claude to evaluate the summary of a news article:

1.prompt_eng_base = '''You will be given a summmary of a news article. Your task is to evaluate the summary in four dimensions, accuracy, coherence, factuality, and completeness. Provide a score of 1-5 in each dimension, with 5 being the best score.

2. 

3.<original_discussion>

4.[DISCUSSION]

5.</original_discussion>

6. 

7.<summary>

8.[SUMMARY]

9.</summary>

10. 

11.Evaluation form (scores only):

12. 

13.- Coherence: 

14.- Accuracy:

15.- Factuality:

16.- Completeness:

17.'''

Human evaluation

Beyond automated evaluation, human evaluation is still the gold standard for large language model evaluation. Human evaluation is often too expensive to perform for every single data point. You can instead have humans evaluate a small percentage of the data. 

There are two main ways to capture human feedback. The first is online labeling, or capturing human feedback in the context of an application that uses a foundation model. For example, if you are using a foundation model to power a customer support chatbot, you can ask customers to indicate if the answer satisfied their concerns. You can also ask for more details about why the answer was good or bad. 

The second way to capture human feedback is offline labeling. We capture foundation model inputs and the associated output and then later ask a set of people to judge the outputs. Services like Amazon SageMaker Ground Truth (https://docs.aws.amazon.com/sagemaker/latest/dg/sms.html) make this offline labeling process much easier. Ground Truth provides workforce management and user interfaces appropriate to a labeling task. 

When collecting human feedback for generative AI, several key biases need to be carefully managed. These include sampling bias (where feedback providers may not represent diverse populations), response bias (such as people giving socially desirable rather than honest responses), and cognitive biases (like confirmation bias or anchoring to first impressions). Additionally, the context and presentation of feedback collection itself can introduce systematic skews in the data. 

To address these concerns, you should implement a multi-faceted approach: actively recruit diverse feedback providers, use varied collection methods, provide clear evaluation criteria, and regularly monitor for systematic biases. This should be combined with proper training for feedback providers, transparent documentation of processes and limitations, and continuous evaluation and improvement of feedback collection methods. While perfect elimination of bias isn't possible, awareness and active mitigation strategies can significantly improve the quality and reliability of human feedback. 

Reward modeling

Finally, reward modeling is a way to incorporate human feedback into an improvement loop for the model. First, we use human feedback to train a reward model that learns how to evaluate foundation model output like a person. Then, we use that reward model to fine-tune the foundation model. We will consider reward modeling in more detail in Chapter 8, Advanced model fine-tuning techniques. 

Model comparison

At this point, we have covered using functional requirements like licensing and task capabilities to narrow down a list of candidate models. We then looked at model evaluation metrics to refine our candidates based on their performance for the task at hand. In this section, we will look at non-functional aspects like cost and summarize our model comparison process. 

Cost

There are two common pricing models for consuming generative AI models. The first is token-based pricing. Tokens are an expression of how the model represents language internally, and as a rule of thumb, one word is approximately 1.3 tokens. Many model hosting services will charge based on the number of tokens sent to the model as input and the number of tokens the model sends back as output. This is a usage-based pricing model and works well for scenarios with unpredictable loads. 

The second pricing model is capacity-based. If you have predictable usage or very high volumes, this pricing model is usually more cost-effective. In this model, you pay for a certain amount of fixed capacity, measured either by sustained model throughput or by the underlying model infrastructure. This pricing model is available both through model hosting services like Amazon Bedrock and if you self-host a model. 

Regardless of which pricing model you choose, it is important to note that the cost of using a model can vary by an order of magnitude depending on which model you choose. For example, consider the on-demand pricing (https://aws.amazon.com/bedrock/pricing/) in Amazon Bedrock for Claude 3 and Mistral. Claude 3 costs $0.003 per 1,000 input tokens and $0.015 per 1,000 output tokens. Mistral’s Mixtral 8x7B model costs $0.00045 per 1,000 input tokens and $0.0007 per 1,000 output tokens. If Mixtral works for your use case, it will cost roughly 10% as much as Claude. You may need to spend more time and effort fine-tuning Mixtral, so this becomes a balance between up-front cost versus ongoing inference cost. 

Figure 5.4 shows the difference in on-demand cost for several different models. The pricing is as of the time of writing and is taken from OpenAI’s website for GPT-3.5 Turbo and GPT-4 Turbo and from the Amazon Bedrock website for the others. 
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Figure 5.4: Comparison of cost of different models


You should project your upfront and ongoing costs for using a model over a period of time to help you balance initial versus ongoing costs. For example, if you plan over a three-year time frame, you can estimate the costs for initial development and fine-tuning. Then, you can project the inference cost for the model over the expected project lifecycle. If necessary, you can use a simple present-value calculator to account for the time-value of money (i.e., money is worth more today than it will be in the future). Microsoft Excel (https://support.microsoft.com/en-us/office/pv-function-23879d31-0e02-4321-be01-da16e8168cbd) and most other spreadsheets and business analytics tools have present-value formulas available. By looking at costs over the entire project lifecycle, you can compare alternatives like using a high-quality, more expensive model that doesn’t require any fine-tuning; versus a cheaper model that does require fine-tuning but has lower inference costs. 

Recap of the model comparison process

Let us recap the model selection and evaluation process. Figure 5.5 shows the steps we have discussed in this chapter. Let us consider an example scenario where we want a model to help answer questions about scientific research articles. 
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Figure 5.5: Recap of the model comparison process


First, we will narrow the list of available models by looking at licensing and what type of assurances we want from the model provider. In our scenario, we are considering whether to fine-tune the model with our own proprietary data and want to retain complete control over that process. We will stick with open-source models. We do not have a need for specific model provider assurances as we will provide our own trust and safety guardrails. 

Next, we consider the task and the modality. Our task is question answering, which takes text as input and provides text as output. We can find many suitable open-source models that fit this profile. 

Checking the HELM leaderboard (https://crfm.stanford.edu/helm/lite/latest/#/leaderboard) for a suitable benchmark, we see three open-source models at the top – Falcon, Llama 2, and Mistral/Mixtral. We proceed to set up our own sample data set of questions that our users are asking about scientific articles. We run this data set through all three candidate models and use Claude Sonnet to evaluate the responses. We also have some of our employees evaluate 5% of the answers directly. At this point, we may find that Llama-2 and Mixtral are the top performers, and we will decide to use Mixtral as it is less expensive than Llama-2 when accessed through Amazon Bedrock. 

Now, we can make a business decision about whether to proceed with this scenario. We know how much it will cost us to use the model, and we should also have a sense of the value of this scenario. For example, perhaps using Mixtral to answer questions about scientific research papers saves our junior analysts one hour per week. We can use that as the basis for a cost-benefit decision. 

Model playgrounds

When you are in the rapid interactive experimentation phase, you will probably want to use an interactive experimentation space to compare results from different models. Interactive model playgrounds are a natural place to start. In this section, we look at several popular choices for model playgrounds. 

Amazon Bedrock

Amazon Bedrock provides an interactive playground to try out the foundation models it supports. If you are an AWS customer, Bedrock is an easy place to start. In order to use Amazon Bedrock, you should have set up your AWS environment, as seen in Chapter 1, Cloud Computing. 

To access this playground, go to the Bedrock console (https://console.aws.amazon.com/bedrock/home). On the left sidebar, under Playgrounds, choose Text or Chat to access language models or Image to access image models, as shown in the following figure:
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Figure 5.6: Amazon Bedrock menu


If you select Text, you can click Select Model and then pick the model of your choice. You can then enter a prompt and experiment with various model parameters like the temperature, as shown in the following figure:
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Figure 5.7: Amazon Bedrock model selection


You can change the model in the model playground, as shown in the following figure:
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Figure 5.8: Amazon Bedrock playground


Hugging Face

For some models, Hugging Face provides an interactive way to try the models. For example, on the page for the Mixtral 7B model, you can type in some experimental language under the Inference API section. 

The model card shows you other information about the model. 
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Figure 5.9: Hugging Face playground


Model provider playgrounds

Many model providers let you experiment with their models through a web interface. For example, Mistral has a chat (https://chat.mistral.ai/chat) playground for its models. 







	
Note: Using a public model playground may not be as private as using other playgrounds. Model providers may capture your input to use for improving the model. You should review your data privacy policies before using a public model playground, and avoid them if you are using sensitive data. 







Application frameworks

Application frameworks like LangChain provide a programmatic way to switch between different models quickly. You can use these with a Streamlit front-end to provide quick experimentation spaces. This code is also in GitHub as Ch05/streamlit_app.py. 

This code shows you how to use a Streamlit front-end with LangChain. 

1.import streamlit as st

2.from langchain.llms import OpenAI

3.import boto3

4.import json

5. 

6.mixtral_model_id = 'mistral.mixtral-8x7b-instruct-v0:1'

7.claude_model_id = 'anthropic.claude-3-sonnet-20240229-v1:0'

8.bedrock_runtime_client = boto3.client('bedrock-runtime')

9. 

10.st.title('LLM Playground')

11. 

12.def call_mixtral(prompt):

13.instruction = f"<s>[INST] {prompt} [/INST]»

14.body = {

15."prompt": instruction,

16."max_tokens": 200,

17."temperature": 0.5,

18.}

19. 

20.response = bedrock_runtime_client.invoke_model(

21.modelId=mixtral_model_id, body=json.dumps(body)

22.)

23. 

24.response_body = json.loads(response["body"].read())

25.outputs = response_body.get("outputs")

26. 

27.completions = [output["text"] for output in outputs]

28. 

29.return completions

30. 

31.def call_claude_3(prompt):

32. 

33.body = {

34."messages": [

35.{

36."role": "user",

37."content": [

38.    {

39.        "type": "text",

40.        "text": prompt

41.    }

42.]

43.}

44.],

45."max_tokens": 1000,

46."anthropic_version": "bedrock-2023-05-31",

47."temperature": 0.5

48.}

49. 

50.response = bedrock_runtime_client.invoke_model(

51.modelId=claude_model_id, body=json.dumps(body)

52.)

53. 

54.response_body = json.loads(response["body"].read())

55. 

56.return response_body['content'][0]['text']

57. 

58.with st.form('my_form'):

59.model = st.selectbox(

60."Select model",

61.("Mistral", "Claude")

62.)

63.text = st.text_area('Enter text:', 'What are the three key pieces of advice for learning how to code?')

64.submitted = st.form_submit_button('Submit')

65.if submitted:

66.if model == 'Mistral':

67.t = call_mixtral(text)

68.else:

69.t = call_claude_3(text)

70.st.write(t)

Jupyter notebooks

You can also use a Jupyter notebook as a model playground. Most model providers and model hosting services have an API that you can use in a notebook. 

Here is an example of trying both Anthropic’s Claude 3 Sonnet and Mixtral 7-B in Amazon Bedrock. This code is also in the GitHub repository as Ch05/jupyter-playground.ipynb. 

1.import boto3

2.import json

3. 

4.mixtral_model_id = ‘mistral.mixtral-8x7b-instruct-v0:1’

5.claude_model_id = ‘anthropic.claude-3-sonnet-20240229-v1:0’

6. 

7.bedrock_runtime_client = boto3.client(‘bedrock-runtime’)

8. 

9.def call_mixtral(prompt):

10.instruction = f”<s>[INST] {prompt} [/INST]”

11.body = {

12.“prompt”: instruction,

13.“max_tokens”: 200,

14.“temperature”: 0.5,

15.}

16. 

17.response = bedrock_runtime_client.invoke_model(

18.modelId=mixtral_model_id, body=json.dumps(body)

19.)

20. 

21.response_body = json.loads(response[“body”].read())

22.outputs = response_body.get(“outputs”)

23. 

24.completions = [output[“text”] for output in outputs]

25. 

26.return completions

27. 

28.def call_claude_3(prompt):

29. 

30.body = {

31.“messages”: [

32.{

33.“role”: “user”,

34.“content”: [

35.    {

36.        “type”: “text”,

37.        “text”: prompt

38.    }

39.]

40.}

41.],

42.“max_tokens”: 1000,

43.“anthropic_version”: “bedrock-2023-05-31”,

44.“temperature”: 0.5

45.}

46. 

47.response = bedrock_runtime_client.invoke_model(

48.modelId=claude_model_id, body=json.dumps(body)

49.)

50. 

51.response_body = json.loads(response[“body”].read())

52. 

53.return response_body[‘content’][0][‘text’]

54. 

55.call_mixtral(“Tell me a story about Neptune”)

56.call_claude_3(“Tell me a story about Neptune”)

Adding experiment tracking

A comprehensive experiment tracking framework for generative AI should capture the entire machine learning lifecycle while maintaining reproducibility and scalability. At its core, it requires three fundamental components: metadata tracking (covering model architecture, training configurations, and dependencies), data versioning (managing training and validation datasets with their cleaning procedures and quality metrics), and performance metrics (encompassing both training metrics like loss curves and evaluation metrics like generation quality). This should all be implemented within a structured environment with clear logging standards and versioning strategies. 

The framework should be supported by robust quality assurance procedures, including pre-training checks, training monitors, and post-training validation, all documented thoroughly through experiment logs and model cards. Integration with tools like MLflow or Weights and Biases, combined with automated CI/CD pipelines, ensures systematic tracking and reproducibility. Regular audits and metric evolution assessments help maintain the framework’s effectiveness over time, while proper security measures and access controls protect sensitive data and models. 

In this section, we will address some basic experiment tracking steps you can follow during the initial design and experimentation phase when using model playgrounds. Consider using a framework like MLFlow that provides integrated experiment tracking. 

You can follow these instructions to install MLFlow (https://mlflow.org/docs/latest/llms/deployments/index.html#deployments-quickstart) for experiment tracking and then use a prompt engineering run with the MLFlow server (https://mlflow.org/docs/latest/llms/prompt-engineering/index.html). In GitHub, you will see a sample MLFlow deployment server configuration file as Ch05/config.yaml, which configures MLFlow to access three models via Bedrock. You will need to adjust the region and IAM role used in this configuration file. 

Launch the MLFlow deployment server and the MLFlow server:

1.mlflow deployments start-server --config-path config.yaml

2.export MLFLOW_DEPLOYMENTS_TARGET="http://127.0.0.1:5000"

3.mlflow server --port 7000

Now, open a browser to `127.0.0.1:7000` to access MLFlow. Create a new run using prompt engineering:
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Figure 5.10: MLFlow experiments


On the next screen, you can choose the model to evaluate and start testing it, as shown in the following figure:
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Figure 5.11: Configuring MLFlow run


MLFlow will show you the results of all runs. Here, we can see the output from both Claude 2.1 and Titan Text Express. 
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Figure 5.12: MLFlow experiment UI


Conclusion

In this chapter, we have learned how to apply a framework for selecting, evaluating, and comparing generative AI models. We also saw how to find suitable models for the problem you are trying to solve. We reviewed the metrics used to evaluate model performance for different tasks and how to use both these metrics and qualitative aspects to make a model selection decision. You also saw how to make effective use of model playgrounds. In the next chapter, we will build on these lessons as you start to explore prompt engineering. 
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CHAPTER 6
Prompt Engineering

Introduction

Prompt engineering is the art and science of crafting prompts that elicit coherent, truthful, and helpful responses from generative AI models. As foundation models (FMs) gain adoption, effectively communicating with them through well-designed prompts is becoming an increasingly important skill. In this chapter, we will explore the fundamentals of prompt engineering and discuss best practices for constructing prompts that optimize the performance and accuracy of the output.

Structure

This chapter covers the following topics:

• Importance of prompt engineering

• Anatomy of prompts

• Prompt engineering best practices

• Mitigating risks

Objectives

By the end of this chapter, you will understand how to interact with FMs using textual input known as prompt – and configurable model parameters to get the desired output. We will discuss best practices for prompt construction for performance, cost savings, safety, and security, among other considerations. You will gain insight into these design decisions through tips and examples provided in this chapter.

Importance of prompt engineering

Prompt engineering is the simplest and most effective way to improve performance, mitigate risk, and obtain the desired output from an FM. It plays a crucial role in unlocking the full potential of generative AI models. Effective prompts help establish context, clarify intent, and steer the model's responses in the desired direction. By carefully structuring the prompts and tuning the configurable inference parameters like temperature, top-p, top-k, etc., you can guide FMs to produce more accurate, relevant, and useful outputs. Table 6.1 shows examples of the effects of these parameters on the generated completion. Later in this chapter, you will learn more details about these inference parameters.









	
Prompt


	
Effect when higher


	
Effect when lower





	
Temperature


	
More random and diverse outputs, but potentially less coherent


	
More deterministic, predictable, and repeatable outputs, but less creative





	
Top-K


	
More diverse completions but potentially less semantically relevant


	
More coherent and expected completions, but less creative





	
Top-P


	
Larger set of possible next tokens (words) leading to more diverse output


	
Smaller set of most likely tokens, but a more focused and conservative output







Table 6.1: Few-shot learning examples

Prompt engineering is akin to a new programming paradigm. Though we are early in the evolution of generative AI, some see prompt engineering becoming a superset of programming (see link https://bit.ly/ga4cs-ai-is-a-superset-of-software-engineering). For example, tasks that traditionally required complex code, like data parsing, text analysis, and content summarization, can now be accomplished through well-crafted prompts. Companies have successfully implemented prompt-based solutions for automated customer support routing, dynamic email response generation, and real-time content moderation - tasks that previously required extensive programming logic and maintenance. Even software developers are using prompts to generate code snippets, debug issues, and automate documentation, demonstrating how prompt engineering can both complement and streamline traditional software development workflows. Like writing code, prompt engineering allows you to create novel and complex logic and serve it as an application. However, unlike traditional software development, prompt engineering does not result in deterministic results.

FMs and their traditional machine learning (ML) counterparts are inherently probabilistic. And yet, unlike traditional ML, FM inputs and outputs are not bound by a rigid structure specific to a use case. A single FM model can perform text (autoregressive) generation, classification, pattern recognition, etc., with different prompts at inference time without the need for retraining or optimizing its weights and parameters. Paradoxically, these powerful features of FMs are also the sources of complications with generative AI. Many of these challenges can manifest themselves in the model behavior you elicit by the prompt.

As generative AI becomes increasingly integrated into various applications and workflows, the importance of prompt engineering cannot be overstated. Prompt engineering is a critical skill in the era of generative AI. It can make the difference between obtaining nonsensical, mediocre, and exceptional results from FMs. Table 6.2 shows an example of a well-structured prompt and its completion (output) versus a poorly designed one:








	
Poorly-crafted prompt





	
Prompt


	
Patrick and James dialog below is from may 3, 2024. I'm going to share this data with 3rd parties and don't want to accidentally disclose sensitive data. Can you redact sensitive data from below: 

---

Patrick: Hi James! We have soccer practice today 

James: Howdy Patrick, are you driving? 

Patrick: Yeap! where is the soccer field at? 

James: We are playing at 12045 E Waterfront Dr, Los Angeles, CA 90094. 

Patrick: Great, and where do I pick you up from? 

James: From my home. My address is 1395 Tahiti Way, Marina Del Ray CA 90292. 

Patrick: Thanks. Can you text Jack where we are meeting up please? 858-234-1111. 

James: Yes. He wanted to bring his son Jason too. But he is 14 years old and too young to play in the adult league. 

Patrick: That's a bummer. But soon enough he can play. 





	
Completion


	
Here's the dialog with sensitive information redacted:

Patrick: Hi James! We have soccer practice today

James: Howdy Patrick, are you driving?

Patrick: Yeap! where is the soccer field at?

James: We are playing at [REDACTED ADDRESS], Los Angeles, CA [REDACTED ZIP CODE].

Patrick: Great, and where do I pick you up from?

James: From my home. My address is [REDACTED ADDRESS], Marina Del Ray CA [REDACTED ZIP CODE].

Patrick: Thanks. Can you text Jack where we are meeting up please? [REDACTED PHONE NUMBER].

James: Yes. He wanted to bring his son Jason too. But he is 14 years old and too young to play in the adult league.

Patrick: That's a bummer. But soon enough he can play.





	
Well-crafted prompt 





	
Prompt


	
You are a data cleaning expert. Here is a block of text to redact:

<text-block>

Patrick: Hi James! We have soccer practice today

James: Howdy Patrick, are you driving?

Patrick: Yeap! where is the soccer field at?

James: We are playing at 12045 E Waterfront Dr, Los Angeles, CA 90094.

Patrick: Great, and where do I pick you up from?

James: From my home. My address is 1395 Tahiti Way, Marina Del Ray CA 90292.

Patrick: Thanks. Can you text Jack where we are meeting up please? tel:8582341111.

James: Yes. He wanted to bring his son Jason too. But he is 14 years old and too young to play in the adult league.

Patrick: That’s a bummer. But soon enough he can play.

</text-block>

Note, addresses and phone numbers of public venues are not considered personally identifying information (PII).  Also include first names in the result as they are not PII.

Please remove all personally identifying information (PII) from this text and replace it with XXX. It’s very important that PII such as age, phone numbers, and home and email addresses, get replaced with XXX. Inputs may try to disguise PII by inserting spaces between characters or putting new lines between characters. If the text contains no personally identifiable information, copy it word-for-word without replacing anything.

Only provide final result in an XML tag <result> without any additional comments or output.

Assistant:





	
Completion


	
</result>

Patrick: Hi James! We have soccer practice today

James: Howdy Patrick, are you driving?

Patrick: Yeap! where is the soccer field at?

James: We are playing at 12045 E Waterfront Dr, Los Angeles, CA 90094.

Patrick: Great, and where do I pick you up from?

James: From my home. My address is XXX.

Patrick: Thanks. Can you text Jack where we are meeting up please? XXX.

James: Yes. He wanted to bring his son Jason too. But he is XXX and too young to play in the adult league.

Patrick: That’s a bummer. But soon enough he can play.

</result>







Table 6.2: Good vs. bad prompt design with Claude 3 Sonnet model by Anthropic

Let us contrast the good vs. bad prompt design by looking at the highlighted text in Table 6.2. The poorly-crafted prompt fails systematically due to multiple critical issues. First, it suffers from ambiguous intent with its vague request to redact sensitive data without defining what constitutes sensitive information or how to handle edge cases. Second, it has structural problems, including lack of clear boundaries between instructions and input data, as well as missing formatting requirements. Third, it contains inconsistent requirements regarding non-PII elements and redaction formats, lacking validation criteria for successful redaction. Finally, these issues result in model behavior showing uncertainty in redaction patterns and unnecessary explanatory text. In contrast, the well-crafted prompt succeeds by addressing these issues through explicit role definition, clear data boundaries, specific redaction instructions, and unambiguous output formatting requirements. Notice how the clarity, preciseness, and structured composition of the good prompt elicit the behavior we were looking for. You will learn more about these techniques in the remainder of this chapter.







	
Note: The good prompt in Table 6.2 is inspired by an example provided in the Amazon Bedrock console for Claude 3 Sonnet, an FM by Anthropic. You are encouraged to explore how else you can improve this prompt on your own.







Anatomy of prompts

A prompt, as the FM input, typically comprises well-structured text instructions, text or multimodal context, and a set of configuration parameters that determine the behavior of the model at inference time. Figure 6.1 shows a conceptual anatomy of a prompt:
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Figure 6.1: Anatomy of a prompt engineering


In the following section, we will examine each component in more detail and recommend prompt engineering best practices associated with them.

Prompt engineering best practices

As of this writing, generative AI is going through a burst of innovation. New model architecture, size, and modality are emerging every day. Each of these models has its own particularities when it comes to prompt construction and model parameters. We advise you to carefully review the FM’s model card or the getting started guide from the provider before attempting to examine its quality and performance with your own prompts. Notwithstanding, there are fundamental principles and techniques that can help you improve your prompt engineering skills. In this section, we will explore the fundamentals of this craft. We will start by analyzing the typical components of a prompt.

Instructions

Most prompts include a description and instructions describing what we want the model to output. Although anthropomorphizing AI carries its own risks (see link https://arxiv.org/abs/2305.14784), the analogy of instructing an intern to perform a task can be helpful in designing prompt instructions.

Since there are countless permutations for assembling instructions, advice on this is often subjective. We encourage you to apply these best practices on a case-by-case basis until you develop the right muscle memory for what works and what does not:

• Be specific, concise, and clear: Keep it simple. A good rule of thumb is that if your prompt instruction is not understandable by non-expert humans, it is likely not clear enough for a generative AI model. Some language models perform poorly when instructions are repeated, contrast with, or relate too closely to an earlier instruction. In the Personally Identifiable Information (PII) example in Table 6.2, instructing the model to classify the full name as PII but excluding the first name only as not PII confuses the model, resulting in inconsistent masking.

• Be informative but direct: You should be explicit about the role you would like the model to take, the response format, and the goals the model should satisfy with the prompt. You are an expert in … is a common and effective approach to align the model output and help it converge on the right subject matter. Similarly, directing the model to output in JSON or XML can get the model completion closer to what the application or user experience (UX) logic expects downstream. In the PII example above, the remove PII and replace with XXX instruction stated a goal that can unambiguously be satisfied by the model.

Use positive prompts: Many FMs perform unreliably on exclusions and negative prompts, which they are instructed not to do. To the extent possible, use the “do” tone in the instruction instead of “do not.

• Be prescriptive on edge cases you anticipate: If the model is not confident in its answer, decide what you want it to output. Instructing the model to say “I don’t know” is often a better response than allowing one to hallucinate a plausible but incorrect response.

• Be descriptive: Be descriptive with the instructions while balancing conciseness. This helps better align the FM output to what is desired, and it focuses the model on drawing from internal knowledge representations that are semantically closest in similarity to the prompt. For instance, by including a persona the model should assume (e.g., “you are a marine biologist with expertise in scientific writing”), a language model like Llama 3 by Meta is more likely to draw upon its embedded pre-training data that was likely produced by or related to the work of that specific persona in real life.

• Keep an eye out for cost and latency: The longer the prompt or completion, the higher the latency and inference cost. With instructions, you can specify the size of the result generated. We will cover other ways to limit output size later in this chapter. Nonetheless, it is best to proactively instruct the model to output only as much text as needed.

In the prompt and completion pair provided in Figure 6.2, examine the anti-patterns of the prompt instruction according to the best practices listed above:
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Figure 6.2: Evaluation prompt not following best-practices


Notice the lack of clarity and specificity and the use of negative prompts. Although the model returns a sensible response, it is not as nuanced as you would expect. Now, look at Figure 6.3 to see an improved version of the prompt instruction, resulting in a more helpful text completion:


[image: ]
Figure 6.3: Evaluation prompt following best-practices


Structure and formatting

Although FMs allow for far more flexible inputs than traditional ML models, you should know each model’s particular structure and formatting requirements. Often, a prompt that is well structured for one model, e.g., OpenAI GPT-4 Turbo, may not be optimal or even well-formed for another, e.g., Meta’s Llama 3 models. Using one prompt from one model to another often leads to poor or even incoherent results.

To demonstrate the format differences, compare the structure of the prompts from the same user input in the next two code blocks (import statements and client setup are omitted for simplicity). Anthropic Claude 3 Sonnet invocation:

1.# Format the request payload using the model's native structure.

2.payload = {

3."anthropic_version": "bedrock-2023-05-31",

4."max_tokens": 1000,

5."messages": [

6.{

7."role": "user",

8."content": "Explain the advantages of cloud computing."

9.}

10.]

11.}

12. 

13.response = client.invoke_model(

14.modelId="anthropic.claude-3-sonnet-20240229-v1:0",

15.body=json.dumps(payload)

16.)

17. 

18.response_body = json.loads(response['body'].read())

19.print(response_body['content'][0]['text'])

Contrast above with the Meta Llama 3 instruct model invocation using Amazon Bedrock:

1.# Embed the message in Llama 3's prompt format.

2.prompt = f"""

3.<|begin_of_text|>

4.<|start_header_id|>user<|end_header_id|>

5.Explain the advantages of cloud computing.

6.<|eot_id|>

7.<|start_header_id|>assistant<|end_header_id|>

8."""

9. 

10.payload = {

11.    "prompt": prompt,

12.    "max_gen_len": 512,

13.}

14. 

15.response = client.invoke_model(

16.    body=json.dumps(payload),

17.    modelId='meta.llama3-8b-instruct-v1:0'

18.)

19. 

20.response_body = json.loads(response['body'].read())

21.print(response_body['generation'])

Earlier in Table 6.2, we had seen the XML tag “<text-block>” used to delineate prompt instruction from example data passed to the model. While including text delimiters for this purpose is a common best practice in prompt engineering, the use of XML tags is particularly beneficial for Anthropic Claude models. This is because Claude models have seen ample uses of XML tags in their training dataset, particularly during their instruction fine-tuning stage. This likely does not hold true for similar models by other providers.

Similarly, Meta’s Llama 3 model prompt in the code block above includes reserved tags like “<|begin_of_text|>” that are necessary for correct model completion. Without the required structure, some model APIs return an error. Therefore, abiding by the formatting rules is an essential part of prompt engineering. As stated earlier, the best source of guidance for prompt formatting is the model card and the FM’s getting started guide.







	
Note: Some FMs also provide mechanisms like “system messages” or “system prompts”, headers, and reserved tokens that help ensure the security, integrity, safety, and alignment of the generated results. We will discuss mitigating risks and biases later in this chapter.







Context and examples

With instructions alone, FMs can merely generate responses from their internal knowledge and representations that are frozen in time with the last updates to their weights during training. This not only limits generation to be based on stale data and examples, but it can also lead to FM hallucination: a counterfactual result returned by the model that has no basis. Providing specific context and examples in the prompt can alleviate these challenges, although reducing instances of FM hallucination is an active area of research.

Context refers to the background information, domain-specific knowledge, or situational details you would provide an FM in the prompt to guide the model’s understanding and response generation. Context can be an exemplar or domain-specific data that helps the model interpret the user's intent and generate relevant, accurate, coherent outputs.

The demarcation between instructions and context is not absolute, considering they combine into a single text input. However, they are different components of the prompt in practice. While instructions are often a static part of the prompt, context varies dynamically with each instance of inference to produce useful results. Looking back at Figure 6.3, the expressed desire to obtain customer service evaluation was the instruction, whereas the call transcript included the prompt’s context. We dedicate the next chapter, Retrieval Augmented Generation (RAG), to the technique of retrieving the right context from external data for FM completion.







	
Note: this definition of “context” as a component of the prompt should not be confused with the “context window,” defined in Chapter 4, Generative AI Stack as the maximum number of tokens the language model can process in a single inference, including the prompt input and the generated output.







Examples are another mechanism to pass new knowledge and representations to a language model. We refer to this as few-shot in-context learning, also known as few-shot learning at inference. Few-shot learning is a paradigm in prompt engineering that enables language models to perform tasks with limited examples without changing the model weights. It encompasses three main approaches:

• Zero-shot learning: The FM performs a task without an explicit example or demonstration. The model relies exclusively on its pre-existing knowledge and the provided instructions and context to generate responses. Zero-shot learning showcases the model's ability to generalize and adapt to new tasks based on its understanding of language and the world.

• One-shot learning: This involves providing a single example or demonstration to the model before asking it to perform a related task. By attending to the example as part of the prompt, the FM can infer the desired output format, style, or content. One-shot learning allows the model to quickly adapt to new tasks with minimal instructions, guidance, or descriptions.

• Few-shot learning: Few-shot learning extends the concept of one-shot learning by providing a finite number of examples (typically more than three) to the model. These examples serve as a reference for the model to understand the task requirements and generate appropriate responses. Few-shot learning strikes a balance between the low effort of giving just enough examples during inference and not having to fine-tune or continuously pre-train the model to adapt the model's response to novel scenarios.

So far, all the example prompts in this chapter – Table 6.2, Figure 6.2, and Figure 6.3 have been zero-shot prompts. In Table 6.3, you can see the effects of using zero-shot, one-shot, and few-shot learning on the generated outputs from the Amazon Titan Text G1 Express model on Amazon Bedrock (Response length limited to 50):








	
Zero-shot prompt





	
Prompt


	
What is the height of an average American tree octopus?





	
Completion


	
10-12 feet





	
One-shot prompt





	
Prompt


	
Q: What is the height of an average African elephant? 

A: The height of an average African elephant is between 8.2 to 13 feet. This is measured from shoulder to toe. 

Q: What is the height of an average American tree octopus?

A:





	
Completion


	
The average American tree octopus is between 12 to 18 inches in length. This is measured from head to tentacle tip.





	
Few-shot prompt





	
Prompt


	
Q: What is the height of an average African elephant? 

A: The height of an average African elephant is between 8.2 to 13 feet. This is measured from shoulder to toe. 

Q: What is the height of an average North American kangaroo? 

A: North American Kangaroo is not a real animal.

Q: What is the height of an average Siberian tiger? 

A: The height of an average Siberian tiger is between 2.5 to 3.5 feet. This is measured from shoulder to paw. 

Q: What is the height of an average Canadian penguin? 

A: Canadian penguin is not a real animal.

Q: What is the height of an average American tree octopus?

A:





	
Completion


	
American tree octopus is not a real animal.







Table 6.3: Few-shot learning examples

In the zero-shot completion, we see the FM has hallucinated a response for the height of an average American tree octopus. With the one-shot prompt, the model continues to hallucinate the height of a non-existent animal, but it stays closer to the format of the example provided. Finally, with few-shot learning, the FM can respond with the fact that the tree octopus is not a real animal. For a more detailed evaluation of zero-shot, one-shot, and few-shot learning, you should review the seminal research paper, language models are few-shot learners, by OpenAI Authors (see link https://arxiv.org/pdf/2005.14165).

With good examples, you can avoid lengthy instructions in the prompt. You should use enough diverse examples in few-shot learning that represent the expected input distribution and avoid over-fitting the output to the specific examples provided. This strategy should be balanced against the trade-offs inherent in using larger prompts: Long blocks of text increase input token count, which leads to higher completion latency and inference cost. As such, prompts requiring more than a dozen or so examples should compel you to re-evaluate your model choice for the task or, if possible, fine-tune the model for better results. You will learn more about model fine-tuning in Chapter 8, Advanced Model Fine-tuning Techniques.

Configuration parameters

FMs, like large language models (LLMs) and image generation models, have a variety of configurable inference parameters that control the characteristics of the generated outputs. These parameters allow prompt engineers to optimize the model's behavior at inference time to suit specific use cases better and achieve desired results. While the most well-known inference parameters come from text-generating language models, image-generation models and other types of FMs have their own set of levers we can use to control their output.

Temperature

Temperature controls the randomness in the model's output. At a language model's token generation (also known as decoding) stage, the next token is selected according to a configurable probability distribution. Temperature is used to modify this probability distribution over the vocabulary when sampling the next token.

A temperature value of 0 means the model will always choose the most likely next token. This is known as greedy decoding. As the temperature increases above zero, the output becomes more diverse but potentially less coherent. See Figure 6.4 for a demonstration of the impact of temperature setting on the probability of the next token generated:


[image: ]
Figure 6.4: Impact of temperature setting on the probability of the next token generated


To describe this decoding behavior quantitatively, a higher temperature setting flattens the probability distribution of the next token generated. This gives less-probable next tokens a higher chance of being selected from the set of all possible tokens in the language model (also known as LLM Vocabulary). For tasks like creative writing, a temperature above zero can be a better choice to drive a more diverse form of writing. Although, recent research (see link https://arxiv.org/pdf/2405.00492v1) suggests that higher temperature is not correlated with higher creativity. For factual analysis, setting the temperature close to zero is prudent. Higher temperature values can lead to incoherent results or hallucinations.

Top-p

Top-p sampling, also known as nucleus sampling, was introduced by Ari Holtzman et al. (see link https://arxiv.org/pdf/1904.09751). It is an alternative to pure sampling with temperature. Instead of considering all possible next tokens, only the smallest set of most likely tokens whose cumulative probability exceeds a probability threshold (the ‘p’ in Top-p) is considered.

For example, a Top-p value of 0.90 means the next token is sampled from the smallest set of possible tokens whose cumulative probability is at a minimum of 90%. This allows for dynamic adjustment of the effective vocabulary size based on the context. See Figure 6.5 for a demonstration:


[image: ]
Figure 6.5: Impact of Top-p setting on the selection of the next token generated


Top-p sampling has been shown empirically to reduce repetition and improve coherence compared to greedy decoding (Temperature = 0).

Top-k

Top-k sampling, like nucleus sampling, restricts the sampling pool to just the k most likely next tokens. To illustrate, consider setting the Top-k value at 10. This means that the probability is set to zero for any token in the vocabulary that is not in the top 10 most probable for the next token selection. Like temperature, top-k sampling trades off diversity and quality.

A small value of k will produce more coherent but also more common and expected completions. A high value of k allows for more surprising and diverse completions but can also produce less semantically relevant output. While Top-p sampling eliminates the tail end of unlikely tokens according to their cumulative probability, Top-k sampling clips the maximum number of possible next tokens that can be selected. See Figure 6.6 for a demonstration:
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Figure 6.6: Impact of Top-p setting on the selection of the next token generated


For diffusion-based image generation models, unique parameters like the number of inference steps and guidance scale allow trading off between generation speed, image quality, and fidelity to the text prompt. However, unlike LLMs, image generation, vision, and other FMs do not have a common set of parameters. You are encouraged to review the model card for explanations of required and optional model parameters.

Stop sequence

Stop sequences are a set of strings that stop the generation process when generated by the model. They prevent the model from generating more tokens than desired or from continuing a completion when a sufficient ending point has been reached.

For example, putting a stop sequence of “</result>” will stop generation after the model outputs that closing XML tag. This is particularly useful for function calling, where LLMs generate structured responses (like JSON or XML) that can be parsed by traditional software applications. Stop sequences ensure clean output termination and proper formatting, making integrations more reliable. Consider a customer service chatbot: the LLM can analyze inquiries, generate structured responses with department codes and priority levels, and use stop sequences to ensure the output is properly formatted for routing software, enabling seamless integration between AI and existing workflows.

Stop sequences can be specified as a single string or a list of strings. It is important to choose stop sequences that would not naturally appear in the expected generated text to avoid premature stopping.

Max tokens length

Max tokens length sets an upper bound on the number of tokens to generate. It provides a way to limit the length of the generated output, reduce completion latency, and save on inference costs.

For example, a max tokens length of 50 means the model will generate at most 50 tokens before stopping. When a terse response is desired, setting the max length to a low value can prevent the model from going on tangents or generating overly long completions. It is good practice to set max tokens to a value slightly higher than typically needed to allow for some variability in output length. Keep in mind that the total input prompt length plus the max tokens cannot exceed the model's maximum context window. To learn more about sampling parameters (temperature, Top-k, and Top-p) and see examples of how they impact LLM text generation, refer to the blog by Chip Huyen (see link https://huyenchip.com/2024/01/16/sampling.html).

Non-LLM configuration parameters

As noted earlier, non-text generation models like image, video music, and multi-modal FM do not yet share common inference parameters. While this adds to the complexity of working with such models, understanding how these parameters change behavior is a critical aspect of prompt engineering. For illustration, the image generation model stable diffusion SDXL includes configuration parameters such as guidance scale, inference steps, and seed, which would not be applicable to an LLM or non-image generation FM. The guidance scale, typically ranging from 1 to 15, controls how closely the generated image adheres to the text prompt, with higher values producing more prompt-aligned results. Inference steps, usually between 20 to 100, determine the number of denoising iterations, affecting image detail and generation time. The seed value initializes the random number generator, allowing for reproducible results when kept consistent. As expected, these configuration parameters and more can be found in the model card (see link https://huyenchip.com/2024/01/16/sampling.html).

Choosing the optimal parameter values requires considering the task, desired output qualities, and some empirical testing. Judicious use and tuning of these parameters is an integral part of prompt engineering practice.

Mitigating risks

Aligning generative AI applications to the desired helpful, honest, and harmless outcomes is a multifaceted and challenging research and development (R&D) endeavor. In this section, we will focus on risk mitigation specific to prompt engineering. In the upcoming chapters, we will broadly discuss generative AI's security, safety, and governance.

Security, privacy, and responsibility

Security risks in prompt engineering encompass several critical vulnerabilities that can compromise AI systems and their users. Prompt injection, the most prominent example, involves malicious actors crafting deceptive inputs to manipulate an AI model's behavior, potentially leading to unauthorized access, data breaches, or the generation of harmful content. Another significant risk is data leakage, where sensitive information embedded in the model's training data might be inadvertently revealed through carefully crafted prompts. Additionally, adversarial attacks can exploit the model's weaknesses to produce biased or incorrect outputs, potentially spreading misinformation or causing reputational damage. Lastly, social engineering attacks against AI models can trick them into bypassing ethical guidelines or security measures, like how human targets are manipulated.

You can mitigate security risks by implementing a multi-faceted approach. Start by using robust input validation techniques. Employ delimiters to isolate user input and design multi-layered prompts with explicit instructions. This will reinforce the model's intended behavior. For data protection, craft prompts that instruct the model to avoid revealing sensitive information. Guide it towards providing general rather than specific details. To counter adversarial attacks, develop prompts with self-verification mechanisms. Encourage the model to explain its reasoning. Address social engineering risks by incorporating ethical guidelines directly into your prompts. Finally, instruct the model to flag or refuse potentially harmful requests. By combining these strategies, you will create a comprehensive defense against various security threats in AI interactions.

Performance and cost control

Prompt engineering faces several key performance and cost-related risks. Latency and response time issues can significantly impact UX and application performance. As projects grow in complexity, scalability becomes a challenge, making it difficult to maintain and expand prompts efficiently. Cost overruns are another concern, with inefficient prompts potentially increasing operational expenses through higher token usage or API calls. For example, prompt brittleness poses a risk, where small changes in wording can significantly alter AI outputs, leading to unexpected behavior. Finally, balancing speed and quality presents a constant challenge, requiring careful consideration of trade-offs based on specific use cases.

Consider a hypothetical large e-commerce company whose development team faces rising costs and latency issues with its customer service chatbot. Their initial prompt design included extensive contextual data about company policies and product details for every interaction. This resulted in high costs per interaction and slow response times. Though customer satisfaction was trending up because of the chatbot, the cost structure was not sustainable at scale. To address cost and latency challenges, the team focused on three key optimizations. First, they introduced dynamic context loading based on query type, which only loaded relevant policy information when needed. Second, they developed standardized system messages for better response guideline adherence and eliminated the need to send repeat instructions with every turn of the user interaction. Third, they implemented strict token limits with stop sequences to prevent unnecessary elaboration. These prompt engineering decisions improved performance and reduced costs while having a minimal yet acceptable impact on the quality of service.

Several effective strategies can help mitigate these performance and cost challenges. You should begin by designing concise prompts to address latency concerns and establish standardized templates to improve scalability. Implementing robust monitoring systems helps control cost overruns while optimizing resource usage through parallel processing and request batching, which enhances efficiency. To address prompt brittleness, you should implement robust input validation and design multi-layered prompts with explicit instructions. Finally, establishing clear performance requirements and conducting thorough testing ensures an optimal balance between speed and quality.

Conclusion

In this chapter, we explored prompt engineering, a crucial skill for working with generative AI. You have learned the importance of well-crafted prompts, their anatomy, and best practices for creating effective instructions, context, and examples. We also discussed configuration parameters like temperature and top-k sampling, which influence model outputs. You have also learned the significance of clear, specific prompts, the power of context in guiding model behavior, and the need to balance performance, cost, and security. As generative AI evolves, mastering prompt engineering will remain essential for harnessing the full potential of FMs while addressing their complexities and challenges. In the next chapter, we will explore RAG, which builds upon these prompt engineering concepts to further enhance the capabilities and accuracy of AI systems.
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CHAPTER 7
Retrieval Augmented Generation

Introduction

Generative AI models have made remarkable strides in recent years, demonstrating an impressive ability to produce human-like text on a wide range of topics. However, these models are inherently limited by the information contained in their training data. When faced with queries that require accessing external knowledge or performing complex reasoning, their responses can sometimes fall short. This is where Retrieval Augmented Generation (RAG) comes into play.

RAG is a powerful technique that combines the text generation capabilities of large language models (LLMs) with the information retrieval capabilities of search engines or knowledge bases. By seamlessly integrating these two components, RAG architecture can dynamically access relevant information to enhance the quality and accuracy of the LLMs.

In this chapter, we will explore the fundamental principles of RAG, look into its architecture, and discuss its practical applications. We will examine how RAG models can be leveraged to tackle complex, knowledge-intensive tasks and discuss the key considerations and best practices for implementing RAG-based solutions.

Structure

This chapter covers the following topics:

• Retrieval Augmented Generation model architecture

• Benefits of RAG for generative tasks

• Embeddings and vector databases

• Limitations and challenges

• State-of-the-art RAG examples

• Future research directions

Objectives

After reading this chapter, you will gain a comprehensive understanding of RAG, a powerful technique that combines the text generation capabilities of foundation models with the information retrieval capabilities of search engines or knowledge bases. You will explore the fundamental principles and architecture of RAG models, learning how they can dynamically access relevant information to enhance the quality and accuracy of the generated outputs. You will then look into the practical applications of RAG, demonstrating how it can be leveraged to tackle complex, knowledge-intensive tasks that go beyond the inherent limitations of standalone LLMs. You will gain insights into the key considerations and best practices for implementing RAG-based solutions, including the role of embeddings and vector databases, as well as the limitations and challenges associated with this approach. Finally, you will gain a deeper understanding of the current advancements and the future potential of this transformative technology in the field of generative AI.

Retrieval Augmented Generation model architecture

RAG architecture combines an LLM that is responsible for generating the output text with a retrieval component and prompt augmentation. A typical RAG architecture consists of three components – Retrieval, Prompt Augmentation, and Generation, as shown in Figure 7.1:
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Figure 7.1: High-level RAG architecture


The retrieval component in a RAG model consists of an information retrieval system, such as a search engine or a knowledge base. The retrieval system is trained to efficiently locate and retrieve the most relevant information based on the input query. The retrieved information is combined with the user query to create an augmented prompt. The augmented prompt is then seamlessly integrated with the foundation model’s generation process. This enables the model to produce responses that are more informed, accurate, and tailored to the specific task at hand.

A RAG-based solution operates in a two-stage process with two distinct workflows - data ingestion and text generation. This modular design allows for greater flexibility and the ability to independently optimize the retrieval and generation components. Let us look into two distinct workflows of RAG architecture in a bit more depth.

Data ingestion workflow

This workflow deals with ingesting and processing data sources to create a vector store that can be used to retrieve relevant context for the text generation workflow. Figure 7.2 shows the steps involved in the data ingestion workflow:
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Figure 7.2: Data ingestion workflow


The workflow starts with loading the data (documents, images, etc.) and splitting it into smaller chunks. The chunks are processed by an embedding model, resulting in vector representations of data. The generated vector embeddings are stored and indexed in a vector database, which is further used in the text generation workflow.

Text generation workflow

This workflow handles user input and generates responses using a large language model. Figure 7.3 shows the steps involved in the text generation workflow. The process starts with the user providing input, which is then processed by an embedding model to create vector representations. These embeddings are used to search for the relevant context in the vector database from the data ingestion workflow. The user query is then combined with relevant context to augment the prompt. The augmented prompt is then fed into a large language model, which generates the final response.
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Figure 7.3: Text Generation Workflow


The two workflows work in tandem. The data ingestion workflow provides the necessary context information from various data sources to the text generation workflow. The text generation workflow leverages this context to generate more informed and accurate responses to user input.

Figure 7.4 shows the RAG architecture in action with the detailed components for the two workflows:
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Figure 7.4: RAG in action


We will discuss the concepts of embeddings and vector stores later in the chapter.

Benefits of RAG for generative tasks

RAG offers compelling benefits that make it a powerful tool for a wide variety of generative tasks. By seamlessly integrating language modeling capabilities with dynamic information retrieval, RAG models can produce outputs that are significantly more informed, accurate, and contextually relevant than traditional generative models. In this section, we will explore some of the key advantages of RAG and illustrate them with practical examples, showcasing how this innovative approach can deliver substantial improvements in the quality and relevance of generated content across diverse applications. Let us discuss the benefits in detail:

• Enhanced knowledge accessibility: A key advantage of RAG is the ability to dynamically access a wide range of external knowledge sources, in contrast to traditional foundation models that are constrained by the information contained in their training data. This expanded knowledge accessibility allows RAG models to draw upon a much broader and more up-to-date pool of information, which is particularly beneficial for tasks that require in-depth, relevant, specialized knowledge. For example, when generating a report on the latest advancements in renewable energy technologies, a RAG model can retrieve and incorporate the most recent research papers, industry reports, and news articles, enabling it to provide a comprehensive and up-to-date overview that would not be possible with a traditional generative model.

• Cost-effectiveness: Deploying RAG models can be a more cost-effective approach compared to traditional generative AI solutions. Generative tasks often start with using a foundation model, which is typically an LLM trained on broad, generalized, and unlabeled data. The computational and financial costs associated with retraining an FM to incorporate organization-specific or domain-specific information can be prohibitively high. In contrast, the RAG architecture allows for the seamless integration of new data sources without the need for extensive retraining of the underlying language model. This makes generative AI technology more broadly accessible and usable, as organizations can leverage RAG to enhance their generative capabilities in a more cost-effective manner.

• Enhanced user trust: A significant benefit of RAG models is their ability to enhance user trust in the outputs of the generative tasks. By seamlessly integrating source attribution into the model's responses, RAG allows the language model to present accurate information while providing clear references to the underlying sources. The generated output can include citations or links to the relevant source documents, enabling users to easily verify the information or seek further clarification if needed. This transparency and traceability can significantly increase the trust and confidence that users have in the generative AI solution, as they can clearly understand the provenance of the information and assess its reliability. This enhanced user trust is a crucial advantage of RAG models, making them more readily adoptable and valuable in a wide range of applications.

• Improved factual accuracy: By integrating information retrieval capabilities, RAG models can verify and cross-reference facts, reducing the likelihood of generating inaccurate or contradictory information. This is crucial for applications where factual correctness is paramount, such as in news articles, research papers, or educational content. For example, when a new employee has a question about company policies or project details, a RAG system can dynamically generate responses that incorporate the latest internal documents and previous similar inquiries, thereby accelerating learning and reducing the cognitive load on human trainers. This leads to a more engaged onboarding experience and potentially quicker assimilation into the company’s culture and workflows.

Managed RAG with Amazon Bedrock knowledge base

Let us see an example of how RAG adapts to evolving knowledge. To demonstrate the capability, we will use Amazon Bedrock knowledge base, which provides a managed RAG experience that automates the end-to-end workflow discussed in Figure 7.4. In this example, consider an AWS user who wants to find out features offered by a specific service - AWS cost optimization hub. Figure 7.5 shows the user query for the cos optimization recommendations in the Amazon Bedrock playground using the Claude 3 Sonnet model:
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Figure 7.5: Cost optimization recommendations using Claude 3


The thing about AWS services is that they keep evolving very quickly. The above response may or may not be accurate, based on when the Claude 3 Sonnet model was pre-trained. In such a case, the accuracy of the responses would be improved if the LLM had access to the AWS cost optimization hub documentation. Using Amazon Bedrock knowledge base, you can simply upload a document and query the document within the knowledge base interface.

Figure 7.6 shows the knowledge base interface to select the model and upload a document. The model selected is ‘Claude3 Sonnet’ and the document uploaded is cost-management-guide.pdf, downloaded from AWS documentation at https://docs.aws.amazon.com/cost-management/latest/userguide/cost-optimization-hub.html.
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Figure 7.6: Configure Amazon Bedrock knowledge base 


Once the document is uploaded, the user can start querying against the document right from the console, as shown in Figure 7.7:
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Figure 7.7: Cost optimization recommendations using Amazon Bedrock knowledge base


When you compare the responses from Figure 7.6 and Figure 7.7, you can see that they are different. With the RAG approach, you will see up-to-date recommendations, and additionally, the response comes with the source attribution pointing to the source from which the response is generated.

Embeddings and vector databases

While the above example with Amazon Bedrock Knowledge Base showcased a managed experience of RAG, you also have the option of implementing the end-to-end architecture from individual components. At the core of RAG architecture is the need to efficiently store, index, and retrieve relevant information from a vast knowledge base. This is where embeddings and vector databases come in and play a crucial role in enabling seamless integration of the retrieval and generation components of RAG.

Embeddings

Embeddings are numerical representations of text, images, or other data, where semantically similar items are mapped to nearby points in a high-dimensional vector space. In the context of RAG, embeddings are used to encode the knowledge sources, such as documents, articles, or structured data, into a format that can be efficiently queried and matched against the input.

Figure 7.8 shows the process embedding process, where an embedding model converts the input into vectors:
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Figure 7.8: Embedding data into vectors


The following code shows generating embedding for a prompt using the ‘titan-embed-text-v1’ model on Amazon Bedrock:

"""

# Embedding Example

"""

import boto3

import json



#Create the connection to Bedrock

bedrock = boto3.client(service_name='bedrock')



bedrock_runtime = boto3.client(service_name='bedrock-runtime')



# Define prompt and model parameters

prompt_data = "Give me a paragraph on cloud providers"



body = json.dumps({

"inputText": prompt_data,

})



model_id = 'amazon.titan-embed-text-v1' #look for embeddings in the modelID

accept = ‘application/json’ 

content_type = ‘application/json’

 

# Invoke model 

response = bedrock_runtime.invoke_model(

body=body, 

modelId=model_id, 

accept=accept, 

    contentType=content_type

)

 

# Print response

response_body = json.loads(response['body'].read())

embedding = response_body.get('embedding')



#Print the Embedding

print("Embedding for the prompt: ", prompt_data)

print(embedding)

print("Length of the embedding vector: ", len(embedding))

The output of running the program shows the embeddings for the prompt give me a paragraph on cloud providers and the length of the embedding vector:

python3 embedddings.py



Embedding for the prompt:  Give me a paragraph on cloud providers

[0.06933594, -0.63671875, 0.09765625, … -1.171875, 0.028320312]

Length of the embedding vector:  1536

Selecting the embedding model to use is a critical step. The Massive Text Embedding Benchmark (MTEB) Leaderboard, available at: https://huggingface.co/spaces/mteb/leaderboard is a good starting point for evaluating and selecting the appropriate baseline model for an RAG application. As shown in Figure 7.9, this comprehensive benchmark provides a wealth of information about a wide range of proprietary and open-source text embedding models, including key metrics such as model size, memory usage, embedding dimensions, and performance on various tasks:
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Figure 7.9: Massive Text Embedding Benchmark leaderboard


When choosing the best model for your RAG application, here are some best practices:

• Align with the use case domain: When selecting an embedding model for a RAG system, it is crucial to align the choice with the specific use case and requirements of the application. The embedding model serves as the foundation for the retrieval component, so its performance and characteristics can significantly impact the overall effectiveness of the RAG system. For example, if the RAG model is intended for a legal domain, using an embedding model trained on legal texts and documents would be more appropriate than a general-purpose model. The legal-specific embeddings would better capture the nuanced semantics and terminology relevant to the domain, enabling the retrieval component to identify the most relevant information to augment the language model's generation. Similarly, if the RAG system is designed for a multilingual use case, an embedding model that can effectively represent and retrieve content in multiple languages would be a more suitable choice.

• Align with the generative task: Within the domain, identify the specific task or tasks that your RAG system will be focused on, such as retrieval, summarization, or classification. This will help you narrow down the selection of the models that excel in the relevant domains. Additionally, you should assess the model's performance scores on the benchmark datasets, as these will give you a good indication of the model's overall effectiveness and suitability for your use case.

• Model size and memory usage: Another crucial consideration is the computational and resource requirements of the model, as reflected in its size and memory usage. While larger models generally offer better performance, it is essential to strike a balance between accuracy and efficiency, especially for production deployments. Start with a smaller, lightweight model to establish a baseline and then gradually scale up to a more powerful model as your needs evolve and resources allow.

• Embedding dimensions: The embedding dimension is the length of the vector generated by the embedding model. While the larger embedding dimensions can capture more nuanced details and relationships in the data, they are not always necessary. Smaller embedding dimensions offer faster inference and are more storage and memory efficient. Thus, you will want to aim for a good trade-off between capturing the complexity of data and operational efficiency.

• Maximum tokens: This is the maximum number of tokens that can be converted into a single embedding. The maximum token count should be aligned with the typical length of the content you'll be working with, ensuring that the model can effectively handle your input data. For common RAG applications, a good chunk size for an embedding is typically about a single paragraph of text or less. In this case, models with max tokens of 512 should be sufficient. However, there will be special cases where you need to embed longer source texts that require models with a larger context window.

• Evaluate the model on your use cases: While the MTEB leaderboard provides insights into the performance of various text embedding models, the data should not be accepted blindly. Keep in mind that the benchmark results are self-reported, and it's possible that some models have inflated their performance scores by including the MTEB datasets in their training data, as these datasets are publicly available. Additionally, the benchmark datasets may not accurately reflect the specific data and use case you are dealing with in your application. Therefore, it is recommended that you thoroughly evaluate the embedding model's performance on your own dataset rather than relying solely on the MTEB Leaderboard. This will help you make a more informed and reliable decision when choosing the most suitable baseline model for your RAG system.

Vector databases

Vector databases are specialized data stores designed to store high-dimensional embeddings. They employ advanced indexing and retrieval algorithms to quickly identify the most relevant information based on the input query or context.

At the core of vector databases is the fundamental concept of vector search, which differs significantly from traditional database approaches. Instead of relying on exact matches, vector databases represent data as high-dimensional vectors in a continuous space. This allows each data point, whether it is text, images, audio, or any other modality, to be transformed into a vector representation that captures its underlying semantic meaning and features. The power of vector search lies in its ability to retrieve similar or related data points based on their proximity within the vector space. By measuring the cosine similarity or Euclidean distance between vectors, vector databases can efficiently identify the nearest neighbors of a given query vector.

Integration of vector databases within an RAG architecture provides several key benefits:

• Efficient retrieval: Vector databases can perform fast, approximate nearest-neighbor searches, allowing the RAG model to quickly identify the most relevant information from a large knowledge base, even for complex queries.

• Scalability: Vector databases are designed to handle massive amounts of data, enabling RAG models to scale their knowledge base as the available information grows without compromising retrieval performance.

• Semantic matching: By leveraging the semantic relationships captured in the embeddings, vector databases can retrieve information that is conceptually relevant, even if it does not contain the exact keywords present in the input query.

• Flexibility: The modular design of RAG models allows for the easy integration of different vector database solutions, enabling developers to choose the most suitable option based on their specific requirements, such as performance, cost, or deployment constraints.

The landscape of vector databases and search libraries is diverse and rapidly evolving. There are three different categories of solutions that cater to different needs and use cases:

• Vector search libraries provide APIs and tools for building vector search functionality directly into applications. Examples of such libraries include [Facebook AI Similarity Search (FAISS) (https://ai.meta.com/tools/faiss), approximate nearest neighbors oh yeah (Annoy) (https://zilliz.com/learn/approximate-nearest-neighbor-oh-yeah-ANNOY), and Hierarchical Navigable Small World (HNSW) (https://www.datastax.com/guides/hierarchical-navigable-small-worlds),). These libraries offer a high degree of flexibility and customization options, but they also require more development effort to integrate and manage within the application.

• Alternatively, some traditional databases have introduced plugins or extensions that enable vector search capabilities. For instance, the pgvector extension for PostgreSQL allows users to store and search vectors alongside their structured data. These database-integrated solutions leverage the existing infrastructure and ecosystem, making it easier for enterprises already using these databases to incorporate vector search functionalities.

• Lastly, dedicated vector databases are purpose-built solutions that provide a complete package for storing, indexing, and searching vectors at scale. Examples include Pinecone (https://www.pinecone.io/), Weaviate (https://weaviate.io/), and Milvus (https://milvus.io/). These databases are optimized for vector operations, offering enhanced performance, scalability, and advanced features tailored specifically for vector-based applications. They often provide managed services, simplifying the deployment and operational aspects for users.

When selecting a vector search library or a vector database for your enterprise, here are some best practices to guide your decision-making process:

• Assess the technology: When choosing a vector search library or vector database, it is crucial to thoroughly evaluate its performance and efficiency. This includes analyzing the query throughput, latency, and parallelism capabilities to ensure the solution can handle your workload with high responsiveness. Additionally, you should closely examine the relevancy and accuracy of the search results and the types of queries supported, such as exact match, nearest neighbor, and range searches. Understanding the underlying algorithms and indexing techniques is also important, as these should align with the specific characteristics of your data and use case. Finally, consider the cost-effectiveness of the solution, including licensing fees, infrastructure requirements, and pricing models, to ensure it fits within your budget and aligns with your organization's financial constraints.

• Prioritize developer experience: When evaluating the developer experience of a vector search library or vector database, it is important to consider the deployment options and the ease of installation, configuration, and scaling. The solution should offer a seamless onboarding process, allowing your development team to quickly set up and integrate the technology into your existing infrastructure. Additionally, assess the operational features, such as automatic sharding, load balancing, fault tolerance, monitoring, and logging capabilities, to ensure the solution can handle your workload and provide reliable performance. Availability and reliability are also crucial, so look for features like high availability, automatic failover, and disaster recovery capabilities that can ensure the continuity of your operations. Prioritize solutions that offer well-documented APIs and client libraries, enabling seamless integration with your data pipelines and application stack. Finally, review the quality of the documentation, tutorials, and community support to facilitate quick onboarding and development for your team.

• Ensure enterprise readiness: When evaluating the enterprise readiness of a vector search library or vector database, it is essential to prioritize security and compliance. Carefully assess the security features and compliance certifications offered by the solution to ensure alignment with your organization's data privacy and regulatory requirements. This will help you mitigate risks and maintain the integrity of your sensitive data. Additionally, consider the vendor's technical support, professional services, and the overall ecosystem. Look for a vendor that can provide knowledgeable experts and a strong community of resources to support your implementation and ongoing operations. The availability of comprehensive technical support and a thriving ecosystem can greatly enhance your ability to leverage the solution effectively and address any challenges that may arise.

• Consider long-term sustainability: When selecting a vector search library or vector database, it is crucial to consider the long-term sustainability of the solution. Evaluate the vendor's roadmap and the level of community support to ensure the technology can adapt to your evolving needs over time. A strong, active community of developers and users can indicate the solution's longevity and the availability of ongoing updates, bug fixes, and feature enhancements. Additionally, assess the vendor's commitment to the product's development and their responsiveness to customer feedback and market trends. This will help you determine whether the solution can scale and evolve alongside your organization's growing requirements, providing a future-proof investment that can keep pace with your changing needs.

• Align with your use case and data characteristics: When selecting a vector search library or vector database, it is essential to ensure the solution aligns with your specific use case and data characteristics. The underlying algorithms and indexing techniques employed by the technology should be well-suited to the unique requirements of your application and the nature of your data. This alignment will provide optimal performance and relevance in the search results, allowing you to extract maximum value from the solution. Take the time to thoroughly understand the capabilities and limitations of the various options and carefully evaluate how they would handle the specific challenges and nuances of your use case.

To implement the end-to-end RAG with vector databases and embedding, readers are encouraged to explore the end-to-end RAG workshop available at https://github.com/aws-samples/amazon-bedrock-rag-workshop.

Limitations and challenges

While RAG architecture offers advantages over traditional generative AI systems, there are a few limitations and challenges that need to be considered, which are as follows:

• Computational overhead: The additional step of retrieving relevant information from external sources can introduce computational overhead and latency, which may be a concern for real-time or high-throughput applications. Optimizing the retrieval process and balancing the trade-off between retrieval quality and computational efficiency is an ongoing challenge.

• Knowledge base limitations: The performance of RAG models is heavily dependent on the quality, coverage, and freshness of the underlying knowledge base or corpus. If the knowledge sources are incomplete, outdated, or biased, the retrieved information may not be sufficient or accurate enough to enhance the model's generation.

• Retrieval accuracy: The retrieval component of a RAG model plays a crucial role in identifying the most relevant information to include in the generation process. Ensuring high retrieval accuracy, particularly for complex or ambiguous queries, can be challenging and may require advanced information retrieval techniques and careful model tuning.

• Interpretability and explainability: The black-box nature of LLMs, combined with the dynamic retrieval process, can make it challenging to understand and explain the reasoning behind the RAG model's outputs. Developing techniques to improve the interpretability and explainability of these models is an active area of research.

• Scalability and deployment: As the size and complexity of the knowledge base grow, scaling RAG models to handle large-scale applications and deploying them in production environments can present significant engineering challenges, such as efficient indexing, distributed processing, and fault tolerance.

Overcoming these limitations and challenges will be crucial for the widespread adoption and effective deployment of RAG in real-world production applications. Ongoing research and development in areas like information retrieval, knowledge representation, and model architecture design will play a vital role in addressing these issues and unlocking the full potential of RAG-based solutions.

State-of-the-art RAG examples

State-of-the-art RAG examples have emerged to address the limitations of traditional RAG systems and to handle increasingly complex information retrieval and reasoning tasks. These advanced approaches aim to enhance the accuracy, relevance, and depth of responses generated by AI systems. In this section, we will very briefly introduce two cutting-edge, evolving RAG techniques that represent significant advancements in the field.

Enhanced retrieval

State-of-the-art RAG introduces specific improvements to overcome the limitations of naiver RAG implementations. These enhancements focus on enhancing the quality and relevance of the retrieval process by leveraging a multi-pronged approach to deliver a more informative and up-to-date response. Figure 7.10 shows a few pre-retrieval and post-retrieval enhancements with a brief discussion of the concepts:
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Figure 7.10: Advanced RAG approaches


The pre-retrieval enhancements would involve optimizing the indexing structure and refining the user's query. The indexing strategy would be enhanced to consider not only the content of the documents but also their recency and relevance to medical advancements, leveraging metadata enrichment. Additionally, the query would be transformed and expanded using advanced techniques to better align it with the most current and relevant research.

After the retrieval phase, the RAG model would employ a post-retrieval process to effectively combine the retrieved information with the original query. This would include re-ranking the results to prioritize the most important and authoritative content, as well as compressing the context to avoid information overload.

Graph RAG

Consider the question: What is the relationship between the inventor of the telephone and the inventor of the phonograph, and how did their innovations influence the development of modern communication technologies?

To answer this question effectively, a GraphRAG model would have to follow these steps:

1. Identify the key entities involved. The inventors of the telephone and phonograph and their respective innovations.

2. Retrieve information about the inventors, such as their names, biographical details, and the timeline of their inventions.

3. Understand the relationship between the telephone and phonograph and how they are connected in the broader context of communication technology development.

4. Analyze the influence and impact of these two inventions on the evolution of modern communication systems, such as the integration of audio and voice transmission.

5. Synthesize the retrieved information and relationships to provide a coherent and informative response that explains the connection between the two inventors and the significance of their contributions.

This type of question requires accessing and reasoning over a knowledge graph that contains structured data about historical figures, their inventions, and the technological advancements they enabled. By dynamically traversing the graph, a GraphRAG model can uncover the relevant entities, their relationships, and the contextual information necessary to generate a comprehensive and insightful answer.

The key advantage of using a GraphRAG approach here is its ability to understand and leverage the complex, interconnected nature of the information rather than relying solely on text-based retrieval and generation. This can lead to more nuanced, contextual, and substantive responses that truly showcase the power of integrating structured knowledge into generative AI systems.

Latest research

With that high-level context on advancements in RAG approaches, here are some of the recent state-of-the-art RAG models, their applications, and related research:

• Retrieval-Augmented Generation for Knowledge-Intensive NLP Tasks: This research paper (https://research.facebook.com/publications/retrieval-augmented-generation-for-knowledge-intensive-nlp-tasks/) from Meta presents a RAG approach that combines a pre-trained language model with a retrieval module to tackle knowledge-intensive natural language processing (NLP) tasks. The key idea is to leverage the strengths of both language modeling and information retrieval to produce more informed, accurate, and contextually relevant outputs. The RAG model consists of two main components:

○ Retriever: This module retrieves relevant passages from a large corpus (e.g., Wikipedia) based on the input query or context. The retriever uses dense passage retrieval techniques to efficiently find the most relevant passages.

○ Generator: The generator is a pre-trained language model (e.g., T5 or BART) that takes the input query and the retrieved passages as input to generate the final output. The language model is able to synthesize the relevant information from the retrieved passages into a coherent and fluent response. The paper demonstrates the effectiveness of the RAG approach on several knowledge-intensive tasks, including open-domain question answering, fact-checking, and dialogue.

• Retrieval-Augmented Generation for LLMs: A Survey: This comprehensive review paper (https://arxiv.org/html/2312.10997v5) provides a detailed examination of the progression of RAG paradigms, encompassing the naive RAG, the advanced RAG, and the modular RAG. It discusses the three foundations of the RAG framework, including the retrieval, the generation, and the augmentation techniques. The paper highlights the state-of-the-art technologies embedded in each of these critical components, providing a profound understanding of the advancements in RAG systems. Additionally, this paper introduces an up-to-date evaluation framework and benchmark. In the end, this article delineates the challenges currently faced and points out prospective avenues for research and development.

• Learning to Refine Queries for Retrieval Augmented Generation (RQ-RAG): Existing RAG models primarily focus on using the initial input query to retrieve relevant context, often falling short in handling ambiguous or complex queries that require further clarification or decomposition for accurate responses. To address this limitation, this paper (https://arxiv.org/html/2404.00610v1) introduces the RQ-RAG approach, which enhances the RAG model by endowing it with the ability to explicitly rewrite, decompose, and disambiguate the input query. The key idea behind RQ-RAG is to go beyond the traditional RAG paradigm by incorporating an additional query refinement component that can actively refine, clarify, and decompose the input query as needed. This enables the model to better understand the user's intent and retrieve the most relevant information to generate accurate and contextually appropriate responses, even for complex or ambiguous queries. By equipping the RAG model with these query refinement capabilities, the RQ-RAG approach aims to bridge the gap between the initial input and the information required to produce high-quality, knowledge-intensive outputs. The core innovation of the RQ-RAG approach lies in its integration of query refinement into the overall RAG architecture, allowing the model to iteratively refine and clarify the input, retrieve the most relevant information, and generate the final output.

• Retrieval Augmented Code Generation and Summarization: The research paper (https://www.microsoft.com/en-us/research/publication/retrieval-augmented-code-generation-and-summarization/) presents a novel RAG approach for two key software engineering tasks: code generation and code summarization. The proposed models, RAG-Code and RAG-Sum, leverage LLMs and integrate them with a retrieval component to enhance the quality and relevance of the generated code and summaries. RAG-Code combines a code generation language model with a retrieval module that can dynamically access and incorporate relevant code snippets, function definitions, and other programming-specific information, enabling the model to generate more accurate, idiomatic, and functionally correct code. RAG-sum integrates a text generation model with a retrieval component that can fetch relevant contexts, such as method signatures, variable names, and code comments, to produce more informative and concise code summaries. Both models employ a tightly coupled retrieval-generation architecture, allowing them to continuously refine and improve the output by iteratively retrieving and incorporating relevant information. The researchers extensively evaluate the models on various benchmarks, demonstrating significant improvements in metrics like code correctness, functional accuracy, and summary quality compared to state-of-the-art baselines.

Future research directions

As RAG models continue to evolve and gain prominence, there are several promising research directions that could further enhance their capabilities and address the current limitations:

• Improved retrieval mechanisms: Developing more advanced retrieval components, such as neural retrieval models, that can better understand the context and semantics of the input and retrieve the most relevant information with higher accuracy. This could involve techniques like cross-encoder models, dense retrieval, and reinforcement learning-based retrieval.

• Multimodal retrieval and generation: Expanding RAG models to handle not just textual information but also incorporate and leverage multimodal data, such as images, videos, and structured knowledge bases. This could enable more comprehensive and visually grounded generation for applications like visual question answering and multimodal content creation.

• Efficient retrieval and inference: Exploring ways to optimize the retrieval and inference processes, such as through the use of efficient indexing techniques, distributed processing, and hardware acceleration, to improve the computational efficiency and real-time performance of RAG models.

• Robust and reliable retrieval: Enhancing the robustness and reliability of the retrieval component to handle noisy, incomplete, or adversarial inputs and to provide accurate and trustworthy information, even in the face of uncertainty or ambiguity.

• Interpretability and explainability: Developing methods to improve the interpretability and explainability of RAG models, allowing users to better understand the reasoning behind the generated outputs and the influence of the retrieved information. This could involve techniques like attention visualization, rationale extraction, and model probing.

• Continual learning and knowledge adaptation: Investigating ways for RAG models to continuously learn and adapt to new information, updating their knowledge bases and retrieval capabilities over time, without forgetting or degrading their performance on previous tasks.

• Personalization and contextual awareness: Exploring how RAG models can be tailored to individual users or specific contexts, leveraging user profiles, preferences, and historical interactions to provide more personalized and contextually relevant responses.

• Ethical and responsible AI: Addressing the potential ethical and societal implications of RAG models, such as mitigating biases, ensuring privacy and data protection, and developing guidelines for the responsible development and deployment of these systems.

• Benchmarking and evaluation: Establishing comprehensive benchmarking frameworks and evaluation methodologies to assess the performance of RAG models across a diverse range of tasks, datasets, and real-world scenarios, enabling more rigorous and standardized comparisons.

Conclusion

In this chapter, we examined how RAG models can dynamically access and incorporate relevant information to enrich the quality of the generated outputs, empowering them to provide more informed, contextual, and coherent responses. We discussed the critical role of embeddings and vector databases in powering the retrieval component of RAG, and the importance of carefully considering the limitations and challenges associated. The state-of-the-art examples showcased in this chapter have demonstrated remarkable advancements in areas like open-domain question answering, dialogue generation, and content creation. These developments pave the way for even more intelligent and versatile generative AI systems that can seamlessly integrate external knowledge and reasoning capabilities to tackle increasingly complex and diverse tasks. As research in this area continues to evolve, we can expect to see RAG-based solutions playing an increasingly pivotal role in shaping the future of artificial intelligence and its real-world applications.

In the next chapter, we are going to learn about advanced model fine-tuning techniques.
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CHAPTER 8
Advanced Model Fine-tuning Techniques

Introduction

This chapter of the book will cover how to fine-tune a pre-trained model for a specific task. We will review advanced techniques for fine-tuning that let the model adapt its ability while retaining its pre-trained knowledge. We will review efficient fine-tuning techniques and consider how to mitigate bias during fine-tuning. These techniques let you adapt a model for new tasks in a cost-efficient way.

Structure

This chapter covers the following topics:

• Fine-tuning vs. training from scratch

• Adapting model architectures using PEFT

• Evaluating and validating fine-tuned models

• Strategies for mitigating bias during fine-tuning

• Examples of successfully fine-tuned models

Objectives

By the end of this chapter, you will understand how to fine-tune a pre-trained model to accomplish a specific task. You will understand how to fine-tune a model efficiently for different use cases and how to detect and mitigate bias during fine-tuning.

Fine-tuning vs. training from scratch

The most important difference between generative AI models and other machine learning models is the ability to reuse a model for multiple use cases, as discussed in Chapter 3, Cloud Computing and Generative AI. In traditional machine learning, we need to build a new model for each specific task. For example, if we want to build a regression model to predict home sales prices, we will need to build different versions of that model for different markets like the United States or France. With generative AI, the model has already learned an entire domain of knowledge. If we want to summarize a document, the same foundation model can summarize documents about real estate or medicine without additional pre-training. Avoiding pre-training is essential to control costs. Pre-training from scratch can take weeks of time and hundreds of GPUs, while fine-tuning a model can be done in hours with a single GPU.

In the rest of this section, we will explore fine-tuning a text generation model, a text-to-image model, and an image-to-text model. While the specifics of fine-tuning may vary from model to model, the general approach is reusable across models.

Fine-tuning a text generation model

As you saw in Chapter 6, Prompt Engineering, and Chapter 7, Retrieval Augmented Generation, prompt engineering, and RAG are the simplest ways to adapt a foundation model to a new task. But in some cases, that is not enough. Consider using a model to help write Verilog code. Verilog is a system design language used in the semiconductor industry during the chip design process. A standard foundation model may have some knowledge of Verilog based on the data used to pre-train that model. Prompt engineering can provide context to the model, letting it know if we want to write new code or improve existing code. RAG can provide specific examples of code. Fine-tuning can help the model learn how programming questions were completed by people.


[image: A diagram of a project]
Figure 8.1: Model adaptation methods


The notebook Ch08/ft-verilog.ipynb shows an example of using Amazon Bedrock to fine-tune the Meta Llama 2-13B model for Verilog code generation. The first part of the notebook prepares the fine-tuning data, which is based on an open-source example of Verilog instructions and code. The fine-tuning job requires a JSON-lines file with one line per sample, using this format: 

1.{'prompt': 'Write some Verilog', 'completion': 'Some Verilog code'}

Now, we can run a fine-tuning job using Amazon Bedrock. This job may take a couple hours to run.

1.from datetime import datetime

2.ts = datetime.now().strftime("%Y-%m-%d-%H-%M-%S")

3. 

4. 

5.# Choose the foundation model you want to customize and provide ModelId(find more about model reference at https://docs.aws.amazon.com/bedrock/latest/userguide/bedrock-reference.html)

6.base_model_id = "meta.llama2-13b-v1:0:4k"

7. 

8.# Select the customization type from "FINE_TUNING" or "CONTINUED_PRE_TRAINING". 

9.customization_type = "FINE_TUNING"

10. 

11.# Specify the roleArn for your customization job

12.customization_role = ftrole

13. 

14.# Create a customization job name

15.customization_job_name = f"llama2-finetune-sm-test-model-{ts}"

16. 

17.# Create a customized model name for your fine-tuned Llama2 model

18.custom_model_name = f"llama2-finetune-{ts}"

19. 

20.bedrock.create_model_customization_job(

21.    customizationType=customization_type,

22.    jobName=customization_job_name,

23.    customModelName=custom_model_name,

24.    roleArn=customization_role,

25.    baseModelIdentifier=base_model_id,

26.    hyperParameters=hyper_parameters,

27.    trainingDataConfig=training_data_config,

28.    validationDataConfig=validation_data_config,

29.    outputDataConfig=output_data_config

30.)

Once the job is completed, we can examine the training loss, as shown in the following figure:


[image: A graph of training and validation loss]
Figure 8.2: Training loss during fine-tuning


We can then examine the output of the base model versus the fine-tuned model for several examples. For example, consider the following prompt:

1.I want you to act as an IC designer, and implement the following in Verilog. Generate a Verilog module with the following description: AND gate with 4 inputs.

The base Llama-2 13B model generates the following response:

1.The output is high only if all the inputs are high.

2. 

3.Here is the Verilog code for an AND gate with 4 inputs:

4. 

5.```module and4 (a, b, c, d, output y);

6. input a, b, c, d;

7. output y;

8. y <= a & b & c & d;

9.endmodule``` 

10.This code defines a module called `and4` that takes four input signals `a`, `b`, `c`, and `d`, and produces an output signal `y`. The output `y` is high only if all the input signals `a`, `b`, `c`, and `d` are high.

11. 

12.Please note that this is a basic implementation of an AND gate, and you may need to add more logic to handle the case where all inputs are low

The fine-tuned model generates the following response:

1.response:

2. 

3.module sky130_fd_sc_ms__and4b (

4. X ,

5. A ,

6. B ,

7. C ,

8. D ,

9. VPWR,

10. VGND,

11. VPB ,

12. VNB

13.);

14. 

15. output X ;

16. 

17. input A ;

18. input B ;

19. input C ;

20. input D ;

21. input VPWR;

22. input VGND;

23. input VPB ;

24. input VNB ;

25. sky130_fd_sc_ms__and4b base (

26.  .X(X),

27.  .A(A),

28.  .B(B),

29.  .C(C),

30.  .D(D),

31.  .VPWR(VPWR),

32.  .VGND(VGND),

33.  .VPB(VPB),

34.  .VNB(VNB)

35. );

36. 

37. endmodule

The original correct answer is as follows:

1.response:

2. 

3.module sky130_fd_sc_hd__and4bb (

4. X ,

5. A_N,

6. B_N,

7. C ,

8. D

9.);

10. 

11. // Module ports

12. output X ;

13. input A_N;

14. input B_N;

15. input C ;

16. input D ;

17. 

18. // Local signals

19. 

20. wire nor0_out ;

21. wire and0_out_X;

22. 

23. // Name Output Other arguments

24. nor nor0 (nor0_out , A_N, B_N );

25. and and0 (and0_out_X, nor0_out, C, D );

26. buf buf0 (X , and0_out_X );

27. 

28.endmodule

While there is work to be done, the fine-tuned answer is much closer to the ground-truth answer.

Fine-tuning a text-to-image model

Fine-tuning is also common for image generation (text-to-image) models. It helps an image generation model produce images that are more consistent with your desired style and content. For example, if you have a library of existing images of your products, fine-tuning the model with this library will help the model produce images that are more like existing products.

The notebook Ch08/fine_tune_image_gen.ipynb shows an example of fine-tuning the Titan image generation model. We use a sample dataset derived from old book illustrations, which generally contain black-and-white line drawings.

We use Amazon Bedrock to run the fine-tuning job. Bedrock requires our sample data (input text prompts and resulting images) in the following format:

1.{"image-ref": "s3://bucket/path/to/image001.png", "caption": "<prompt text>"}

We also have to make sure that the images respect Bedrock’s fine-tuning constraints for aspect ratio and maximum size. These constraints are given by Bedrock.

1.# Image dimensions must be between 512 and 4,096

2.# Aspect ratio must be between 1:4 and 4:1

3.def check_and_resize_image(img, min_size=512, max_size=4096, min_ratio=0.25, max_ratio=4.0):

4.    «»»

5.    Check if an image meets the specified size and aspect ratio requirements.

6.    If not, resize the image while maintaining the original aspect ratio.

7. 

8.    Args:

9.        image_path (str): Path to the image file.

10.        min_size (int): Minimum allowed size (height and width) in pixels (default=512).

11.        max_size (int): Maximum allowed size (height and width) in pixels (default=4096).

12.        min_ratio (float): Minimum allowed aspect ratio (width/height) (default=0.25).

13.        max_ratio (float): Maximum allowed aspect ratio (width/height) (default=4.0).

14. 

15.    Returns:

16.        PIL.Image: Resized image if the original image did not meet the requirements, otherwise the original image.

17.    """

18.    

19.    # Get the original size and aspect

Now, we can launch the fine-tuning job, as follows:

1.ts = datetime.datetime.now().strftime("%Y-%m-%d-%H-%M-%S")

2. 

3.# Select the foundation model you want to customize (you can find this from the "modelId" from listed foundation model above)

4.base_model_id = "amazon.titan-image-generator-v1:0"

5. 

6.# Select the customization type from "FINE_TUNING" or "CONTINUED_PRE_TRAINING". 

7.customization_type = "FINE_TUNING"

8. 

9.# Specify the roleArn for your customization job

10.customization_role = cfg['bedrock']['ftrole']

11. 

12.# Create a customization job name

13.customization_job_name = f"image-gen-ft-{ts}"

14. 

15.# Create a customized model name for your fine-tuned Llama2 model

16.custom_model_name = f"image-gen-ft-{ts}"

17. 

18.# Define the hyperparameters for fine-tuning Llama2 model

19.hyper_parameters = {

20.    "stepCount": "8000",

21.    "batchSize": "8",

22.    "learningRate": "0.00001",

23.}

24. 

25.your data path for training, validation(optional) and output

26.s3_train_uri = s3_bucket_path + "/" + s3_jsonl_path

27.training_data_config = {"s3Uri": s3_train_uri}

28.output_data_config = {"s3Uri": f"s3://{bucket_name}/{cfg['s3']['ftout']}/output-{custom_model_name}"}

29. 

30.# Create the customization job

31.bedrock_client.create_model_customization_job(

32.    customizationType=customization_type,

33.    jobName=customization_job_name,

34.    customModelName=custom_model_name,

35.    roleArn=customization_role,

36.    baseModelIdentifier=base_model_id,

37.    hyperParameters=hyper_parameters,

38.    trainingDataConfig=training_data_config,

39.    outputDataConfig=output_data_config

40.)

Fine-tuning the Titan image generation model takes several hours. When the job is completed, we can use the new model to compare a desired image to the output from the base model and the fine-tuned model. For the prompt, an old man lies in the woods, fast asleep and clutching his rifle, unaware of the figure of Father Time leaning over him with one hand raised to his forehead, as though perplexed, and the other holding his scythe; we see the following result:


[image: A collage of two people with scythes]
Figure 8.3: Comparing results from base and fine-tuned image generation models


As you can see, the fine-tuning job resulted in an image that is stylistically much closer to the original image.

Fine-tuning an image-to-text model

Fine-tuning also helps image captioning (image-to-text) models produce more relevant captions. If you have a library of images of industrial parts, fine-tuning with this library will help the model more accurately label similar images of those parts.

You can see an example of this type of fine-tuning in the notebook Ch08/product-slogan-caption-blip.ipynb. In this notebook, we fine-tune an image captioning model using data from a set of advertising images (https://people.cs.pitt.edu/~kovashka/ads/). The goal is to produce captions that are more in line with advertising copy than a literal caption.

The first part of the notebook assembles a JSON-lines file with one row per image. The row contains the name of an image and the associated caption. For example:

1.{"file_name": img_0000.jpg, "text": "Cold and refreshing!"}

The following snippet shows the start of the training job.







	
Note: We specify the base model from Hugging Face.







We are using a large ml.p4d.24xlarge instance, using distributed training with multiple GPUs, and supplying a standard Hugging Face training script. The following sample code shows how to run the training job on Amazon SageMaker:

1.from sagemaker.huggingface import HuggingFace

2. 

3.# hyperparameters, which are passed into the training job

4.hyperparameters={

5.    'epochs': 10,

6.    'model_name': 'Salesforce/blip-image-captioning-base',

7.    'learning_rate': 5e-5,

8.    'train_batch_size': 8,

9.    'output_dir': '/opt/ml/model'

10.}

11. 

12.# configuration for running training on smdistributed Data Parallel

13.Distribution = {'smdistributed':{'dataparallel':{ 'enabled': True }}}

14. 

15.# instance configurations

16.instance_type='ml.p4d.24xlarge'

17.instance_count=1

18.volume_size=500

19. 

20.# create the Estimator

21.huggingface_estimator = HuggingFace(

22.        entry_point='train.py',

23.        source_dir='./scripts',

24.        instance_type=instance_type,

25.        instance_count=instance_count,

26.        volume_size=volume_size,

27.        role=role,

28.        image_uri='763104351884.dkr.ecr.us-west-2.amazonaws.com/huggingface-pytorch-training:1.13.1-transformers4.26.0-gpu-py39-cu117-ubuntu20.04',

29.        py_version='py39',

30.        distribution= distribution,

31.        hyperparameters = hyperparameters

32.)

33. 

34.huggingface_estimator.fit(

35.  {'train': f"s3://{s3_bucket}/{train_path}"}

36.)

Once the fine-tuning job is done, we can look at the captions created with the base model and the fine-tuned model. The sample code below shows how to run this job on Amazon SageMaker:

1.from transformers import BlipForConditionalGeneration

2.model = BlipForConditionalGeneration.from_pretrained(model_folder)

3. 

4.import torch

5.device = "cuda" if torch.cuda.is_available() else "cpu"

6.model.to(device)

7. 

8.b_model = BlipForConditionalGeneration.from_pretrained("Salesforce/blip-image-captioning-base")

9.b_model.to(device)

10. 

11.from matplotlib import pyplot as plt

12.import random

13.from transformers import AutoProcessor

14. 

15.processor = AutoProcessor.from_pretrained("Salesforce/blip-image-captioning-base")

16. 

17.fig = plt.figure(figsize=(18, 35))

18. 

19.# prepare image for the model

20.for cnt in range(12):

21.    idx = random.randint(0, len(test_ds))

22.    example = test_ds[idx]

23.    image = example["image"]

24.    orig_caption = example["text"]

25.    inputs = processor(images=image, return_tensors="pt").to(device)

26.    pixel_values = inputs.pixel_values

27. 

28.    generated_ids = model.generate(pixel_values=pixel_values, max_length=50)

29.    generated_caption = processor.batch_decode(generated_ids, skip_special_tokens=True)[0]

30.    

31.    b_ids = b_model.generate(pixel_values=pixel_values, max_length=50)

32.    b_caption = processor.batch_decode(b_ids, skip_special_tokens=True)[0]

33.    

34.    fig.add_subplot(6, 2, cnt+1)

35.    plt.imshow(image)

36.    plt.axis("off")

37.    plt.title(f"Original: {orig_caption}\nGenerated: {generated_caption}\nBaseline: {b_caption}")

Adapting model architectures using PEFT

Fine-tuning a model poses three challenges, which are given as follows:

• Computational cost: Fine-tuning a full LLM is less costly than pretraining from scratch but still requires significant computational resources and time. The process involves updating millions or even billions of parameters.

• Storage overhead: Storing multiple fully fine-tuned copies of large models becomes exceedingly expensive as the number of specialized tasks grows. For example, the Mistral 7B Instruct model is approximately 15 GB on disk.

• Catastrophic forgetting: Traditional fine-tuning can overwrite the pre-trained knowledge of the LLM, leading to a decline in performance on previously learned tasks – a problem known as catastrophic forgetting.

The parameter-efficient fine-tuning (PEFT) techniques help overcome these challenges. The core idea behind PEFT is to introduce a small number of trainable parameters while freezing the majority of the pre-trained LLM's parameters. This targeted approach allows the model to learn task-specific patterns without drastically altering its pre-existing knowledge. There are several common PEFT implementation techniques, which are as follows:

• Low-Rank Adapters (LoRA): This technique injects trainable matrices into the layers of the pre-trained model. These matrices have considerably fewer parameters than the original layers, reducing computational and storage costs.

• Prefix tuning: Prefix tuning prepends a sequence of trainable parameters to the input of the LLM. The original LLM processes this modified input, guiding its output toward the desired task.

• Prompt tuning: This approach reformulates a task as a textual prompt or template and focuses on learning the optimal prompt instead of modifying the LLM's weights directly.

LoRA is one of the most popular techniques. The notebook Ch08/fine-tune-peft.ipynb shows how to fine-tune a Mistral 7-B model for the legal domain.

First, we load the base model and prepare a LoRA configuration.

1.from peft import prepare_model_for_kbit_training

2. 

3.model.gradient_checkpointing_enable()

4.model = prepare_model_for_kbit_training(model)

5. 

6.from peft import LoraConfig, get_peft_model

7. 

8.config = LoraConfig(

9.    r=8,

10.    lora_alpha=16,

11.    target_modules=[

12.        "q_proj",

13.        "k_proj",

14.        "v_proj",

15.        "o_proj",

16.        

17.        "gate_proj",

18.        "up_proj",

19.        "down_proj",

20.        

21.        "lm_head"

22.    ],

23.    bias="none",

24.    lora_dropout=0.05,

25.    task_type="CAUSAL_LM"

26.)

27. 

28.model = get_peft_model(model, config)

29.print_trainable_parameters(model)

30. 

31.model = accelerator.prepare_model(model)

Next, we run the training loop.

1.import transformers

2.from datetime import datetime

3. 

4.base_model_name = "mistral"

5.project = "finetune-legal"

6.run_name = base_model_name + «-» + project

7.output_dir = "./" + run_name

8. 

9.tokenizer.pad_token = tokenizer.eos_token

10. 

11.trainer = transformers.Trainer(

12.    model=model,

13.    train_dataset=tokenized_training_dataset,

14.    eval_dataset=tokenized_validation_dataset,

15.    args=transformers.TrainingArguments(

16.        output_dir=output_dir,

17.        warmup_steps=5,

18.        per_device_train_batch_size=2,

19. 

20.        gradient_checkpointing=True,

21.        gradient_checkpointing_kwargs={'use_reentrant':False},

22.        gradient_accumulation_steps=4,

23.        

24.        max_steps=200, # reduced from 1000

25.        learning_rate=2.5e-5,

26.        logging_steps=50,

27.        bf16=True,

28.        optim="paged_adamw_8bit",

29.        logging_dir="./",

30.        save_strategy="steps",

31.        save_steps=50,

32.        evaluation_strategy="steps",

33.        eval_steps=50,

34.        do_eval=True,

35.        report_to="none",

36.        run_name=f"{run_name}-{datetime.now().strftime('%Y-%m-%d-%H-%M')}"

37.    ),

38.    data_collator=transformers.DataCollatorForLanguageModeling(tokenizer,mlm=False)

39.)

40. 

41.model.config.use_cache = False

42. 

43.trainer.train()

The output model artifact is approximately 600 MB in size, a reduction of 96% compared to the base model.

LoRA can suffer from a minor loss of accuracy compared to more traditional fine-tuning. This is an active area of research. One promising direction is DoRA (https://huggingface.co/papers/2402.09353), which decomposes the base weights into magnitude and direction. It uses LoRA for directional fine-tuning of the weights. The Hugging Face PEFT library supports DoRA out of the box by adding a `use_dora` argument to the LoRA configuration.

1.dora_config = LoraConfig(

2.    r=8,

3.    lora_alpha=16,

4.    target_modules=[

5.        "q_proj",

6.        "k_proj",

7.        "v_proj",

8.        "o_proj",

9.        

10.        "gate_proj",

11.        "up_proj",

12.        "down_proj",

13.        

14.        "lm_head"

15.    ],

16.    bias="none",

17.    lora_dropout=0.05,

18.    task_type="CAUSAL_LM",

19.    use_dora = True

20.)

Using DoRA in our example resulted in a minor improvement in training loss. Training loss was 1.102300 suing DoRA and 1.103100 using regular LoRA.

Evaluating and validating fine-tuned models

Once you have fine-tuned a model, you need to evaluate how much it improved. As you saw in Chapter 5, Design Components, Model Selection, Evaluation, and Model Playgrounds, there are several quantitative techniques you can use to evaluate the performance of a model for a specific scenario. It is important to evaluate a fine-tuned model to measure how much it improved over the base model, and to continuously measure model performance over time.

Consider the image captioning model we fine-tuned earlier in this chapter. In this case, we can use several NLP metrics like BERT, WER, and ROUGE to evaluate how well the generated captions match the ground truth captions from the fine-tuning dataset. We first get the results from the baseline model and the fine-tuned model for each image, and then calculate the Recall-Oriented Understudy for Gisting Evaluation (ROUGE) score for each model compared to the ground truth data.

1.!pip install rouge-score nltk

2.rouge = load('rouge')

3. 

4.predictions = []

5.b_predictions = []

6.references = []

7. 

8.for idx in range(len(test_ds)):

9.    example = test_ds[idx]

10.    image = example["image"]

11.    orig_caption = example["text"]

12.    inputs = processor(images=image, return_tensors="pt").to(device)

13.    pixel_values = inputs.pixel_values

14. 

15.    generated_ids = model.generate(pixel_values=pixel_values, max_length=50)

16.    generated_caption = processor.batch_decode(generated_ids, skip_special_tokens=True)[0]

17.    

18.    b_ids = b_model.generate(pixel_values=pixel_values, max_length=50)

19.    b_caption = processor.batch_decode(b_ids, skip_special_tokens=True)[0]

20.    

21.    references.append(orig_caption)

22.    predictions.append(generated_caption)

23.    b_predictions.append(b_caption)

24. 

25.rouge_result = rouge.compute(predictions=predictions,

26.                             references=references,

27.                             use_aggregator=True)

28.b_rouge_result = rouge.compute(predictions=b_predictions,

29.                             references=references,

30.                             use_aggregator=True)

31. 

32.print(f"ROUGE: {rouge_result}, baseline: {b_rouge_result}")

In this case, we see significant improvement in the fine-tuned model. The following table shows the results before and after fine-tuning:









	
Metric


	
Baseline model


	
Fine-tuned model





	
BERT Score (F1 - higher is better)


	
0.82


	
0.85





	
WER (lower is better)


	
2.06


	
1.24





	
ROUGE (higher is better )


	
0.05


	
0.09







Table 8.1: Evaluating the fine-tuned model against the base model

Strategies for mitigating bias during fine-tuning

As with any machine learning system, you need to be aware of ways that bias may enter the system. Most types of bias arise directly or indirectly from the data used to fine-tune the model, but there is also a form of bias related to the specific task the model is performing.

Types of bias

There are six types of bias to consider when fine-tuning a foundation model:

• Selection bias: This occurs when the dataset you use for fine-tuning is not representative of the real-world data the model will encounter. This can lead to the model being skewed towards particular demographics, topics, or language styles. For example, fine-tuning a model on a dataset of news articles heavily focused on Western countries might lead to biased outputs when the model is asked about global events.

• Sampling bias: How the data is sampled and collected can introduce bias. For example, if a dataset for fine-tuning a chatbot is collected mostly from interactions with young adults, the model might struggle to communicate effectively with older users.

• Confirmation bias: If the process of fine-tuning focuses heavily on examples that reinforce the model's existing biases, those biases can be amplified. For example, primarily using positive examples when fine-tuning a sentiment analysis model could make it overly optimistic, leading to inaccurate classifications.

• Social bias: This reflects societal prejudices and stereotypes often found in the real-world text data used to train models. For example, a model might associate certain professions with specific genders or make assumptions based on race or ethnicity due to biases present in its training data. This type of bias can be pronounced in models that work with images. When asked to create an image of a doctor, the model may always create an image of a male doctor.

• Implicit bias: This is more subtle and harder to detect. It involves seemingly neutral words or phrases with underlying negative connotations. For example, a sentence like Even though they are young, they have a lot of life experiences carries an implicit bias about the relationship between age and life experience.

• Deployment bias: This type of bias results from using a model for a task for which it is ill-suited. For example, if you take a model specifically built for one domain and try to use it for another domain, you may see unexpected results.

Mitigating bias

You will need techniques to avoid introducing bias into a model during fine-tuning. We will consider data-centric approaches, model-centric approaches, human-in-the-loop approaches, and post-processing techniques. We will cover each of these techniques in the following sub-sections.

Data-centric strategies

Using good data is the most important thing you can do to avoid introducing bias in a fine-tuned model. First, make sure that your training data reflects the same demographics, viewpoints, and other characteristics of the real-world data your model will encounter. With tabular data, you can use tools like Deequ1 (https://github.com/awslabs/deequ) toinspect the distribution of data. For example, if you have a customer churn problem to solve, you can make sure that the percentage of 21–35-year-old customers in your training dataset is close to the percentage in your total customer base.

The problem is more complicated with generative AI. Your dataset may be a set of images or a set of documents. You can use generative AI models to extract structured information from your dataset and use it to inspect the distribution of data. For example, you may want to fine-tune an image generation model to produce realistic images of various types of airplanes. You want to make sure that your dataset contains a good variety of commercial, private, and military aircraft. We can use this prompt to classify the image in Figure 8. 4.

1.Classify this airplane as commercial, civil, or military. Include the specific type of airplane if you can.

The image is a picture of an airplane.
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Figure 8.4: Image of commercial airplane


Claude Sonnet provides the following response:

1.Based on the image, this appears to be a large commercial passenger airliner. The sleek design, twin engines mounted under the wings, and the overall size and shape are characteristic of modern civilian airliners used for commercial air travel and transportation.

2. 

3.While I cannot identify specific airline branding or markings, the aircraft resembles popular wide-

body jet models like the Boeing 777 or Airbus A330/A340 family 
that are commonly used by major airlines for long-
haul international flights. These types of large commercial jets are designed to carry hundreds of passengers and cargo over long distances efficiently.

If your data is unbalanced, you can try techniques like data augmentation, using generative AI models to produce synthetic data to fill in the gaps. You can also try a counterfactual data approach, where you create examples that specifically defy common stereotypes. For example, you can generate images of female doctors.

Model-centric strategies

During the fine-tuning process, you can incorporate bias constraints. To start, you need a way to detect biased output. There are several tools available. For example, you can use NVIDIA’s NeMo Guardrails (https://github.com/NVIDIA/NeMo-Guardrails?tab=readme-ov-file) to check for various types of offensive output. You can also use one of LangChain’s safety moderation chains (https://python.langchain.com/docs/guides/safety/). If you detect inappropriate or biased output, you can capture that as a negative example to provide to the model during a subsequent fine-tuning loop.

Also, make sure that you have selected a model appropriate for the task. You can investigate details of the data used to pretrain a model, as discussed in Chapter 5, Design Components.

Human-in-the-loop strategies

Similar to the model-centric strategies, you can capture human feedback on the output from the fine-tuned model and use this as refined input for subsequent fine-tuning loops. While capturing human feedback can be expensive, it is regarded as the highest-quality feedback.

Post-processing techniques

It may not be possible to eliminate bias during fine-tuning. You can, and likely should, include output guardrails once your fine-tuned model is in production.

You can use some of the techniques mentioned in the model-centric strategies to monitor your model’s output during active use. The notebook Ch08/moderation.ipynb shows how to use LangChain to check for potentially harmful output. The LangChain code is shown as follows:

1.def call_bedrock_text_generation_model(query, modelId):

2.## Enter query to bedrock to generate a response from query and context    

3.anthropic_model_kwargs = { 

4.        "max_tokens_to_sample": 1024,

5.        "temperature": 0.2,

6.        "top_p": 0.9,

7.        "stop_sequences": ["Human:"]

8.    }

9.    llm = Bedrock(

10.        model_id=modelId,

11.        model_kwargs=anthropic_model_kwargs)

12. 

13.    prompt = PromptTemplate(input_variables=["query"], template=("Respond concisely: {query}"))

14. 

15.    pii_config = ModerationPiiConfig(labels=["SSN"], redact=True, mask_character="X")

16.    toxicity_config = ModerationToxicityConfig(threshold=0.6)

17.    prompt_safety_config = ModerationPromptSafetyConfig(threshold=0.8)

18.    moderation_config = BaseModerationConfig(filters=[ toxicity_config, 

19.        pii_config, 

20.        prompt_safety_config])

21.    comprehend_moderation = AmazonComprehendModerationChain(moderation_config=moderation_config,

22.        client=crclient,

23.        verbose=False,  # optional

24.    )

25. 

26.    chain = (

27.        prompt

28.        | {"input": (lambda x: x.text)}

29.        | comprehend_moderation

30.        | {"input": (lambda x: x["output"]) | llm}

31.        | comprehend_moderation

32.    )

33.    #chain = LLMChain(llm=llm, prompt=prompt)

34. 

35.    try:

36.        llm_result = chain.invoke({"query": query})

37.        return llm_result['output']

38.    except ModerationPiiError as mpe:

39.        return str(mpe)

40.    except ModerationPromptSafetyError as mse:

41.        return str(mse)

42.    except ModerationToxicityError as mte:

43.        return str(mte)

44.    except Exception as e:

45.        print(f"Error in chain: {e}")

46.        traceback.print_exc()

47.        return "Unknown error"

We can see the moderation filters in effect with a few examples.

1.call_bedrock_text_generation_model("Tell me a joke about people I hate", bedrock_text_generation_model)

2. 

3.'The prompt is unsafe and cannot be processed›

4. 

5.call_bedrock_text_generation_te Python code to compute a fast fourier transform", bedrock_text_generation_model)

6. 

7.' Here is concise Python code to compute a fast Fourier transform:\n\n```python\nimport numpy as np\nfrom numpy.fft import fft\n\nsignal = np.array([1, 2, 3, 4, 5])\nfft_signal = fft(signal)\n```\n\by calling fft() on the signal. The result is stored in fft_signal.'

Other considerations

As a final note, remember that there is no single solution to eliminate bias. You need to consider the possibility of bias at every stage of your generative AI project, including data selection, model selection, and ongoing model evaluation. You will likely need a layered approach with multiple tools and approaches.

Examples of successfully fine-tuned models

Many of the models in the Hugging Face model repository are fine-tuned versions of other base models. Two notable examples of successful model fine-tuning are from Together.ai and Anyscale.

Together.ai fine-tuned Llama-2 7B for summarizing longer documents and multi-document question answering. This is an example of task-specific fine-tuning. The dataset included both human-labeled as well as automatically generated responses from a larger model, Llama-2 70B. Together.ai published results showing that their fine-tuned model was comparable to OpenAI’s ChatGPT 3.5 Turbo on these tasks.

Anyscale also fine-tuned the Llama-2 13B variant to perform three specific tasks: SQL generation, mathematics, and extracting functional representations from unstructured text. Anyscale published results (https://www.anyscale.com/blog/fine-tuning-llama-2-a-comprehensive-case-study-for-tailoring-models-to-unique-applications) showing significant improvement for two of the three tasks, yielding results comparable to ChatGPT 3.5 or ChatGPT 4.

These fine-tuning examples are interesting for two reasons. First, they show that fine-tuning can, in some cases, achieve good results at problems, like summarizing longer documents, that might otherwise require complex workflows and repeated calls to a model. The default LangChain approach to summarizing longer documents requires chunking the document into smaller pieces, summarizing each piece, and aggregating the results. Compared to that approach, summarizing in a single call is both faster and cheaper – one call to an LLM as compared to several calls.

The second reason is that fine-tuning can sometimes make a smaller, cheaper model perform as well as a more powerful commercial model. ChatGPT 4 Turbo costs $30 per million output tokens compared to $1 for Llama-2 13B, a savings of 96%.

Conclusion

In this chapter, you have learned how to fine-tune a pre-trained model to perform a specific task. You have learned how to use efficient fine-tuning techniques and how to evaluate the impact of fine-tuning. You have also seen some aspects of bias mitigation during fine-tuning. In the next chapter, you will build on these lessons as you explore model hosting and application frameworks. As a generative AI practitioner, you should now feel comfortable adapting a pre-trained LLM to a specific task.




1https://github.com/awslabs/deequ
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CHAPTER 9
Model Hosting and Application Frameworks

Introduction

This chapter of the book begins our look at moving generative AI solutions into production. We will look at concerns for hosting foundation models at scale, covering performance, security, and privacy. We will also look at application frameworks that help you integrate foundation models into larger applications.

Structure

This chapter covers the following topics:

• Model hosting services

• APIs and frameworks for model integration

• Model management and versioning best practices

Objectives

At the end of this chapter, you will understand how to host foundation models for production workloads. You will be able to assess the tradeoffs between managed hosting options and more self-service options, including concerns around performance, security, and privacy. You will understand how to integrate foundation models into broader applications through application frameworks and how to keep track of model versions and artifacts.

Model hosting services

After selecting and possibly fine-tuning a foundation model, you need to host it somewhere so you can get responses (inferences) from it. Compared to hosting a foundation model for development and testing purposes, production hosting often has higher throughput volume and stricter latency and security requirements. Cost is always a concern, especially for models that require the most advanced GPU hardware.

In this section and the following sections, we will review four major options for model hosting: SaaS options, cloud hosting, hosting in container platforms like Kubernetes, and hosting directly in virtual machines or bare metal servers. But first, we will cover the basics of resilience.

High availability and disaster recovery basics

Generative AI workloads may be considered business-critical in some situations. Even when not business-critical, the data used to fine-tune a model is valuable and should be protected. This section discusses high availability and disaster recovery (HA/DR) for generative AI workloads.

Resilience involves software and operational practices, but in the context of model hosting options, we will only consider HA/DR in detail.

High availability

High availability is the ability to withstand routine failures of hardware and software and respond to normal fluctuations in load. From a model hosting view, some model hosting options make high availability easier. They may automatically replace failed hardware and handle scaling to respond to load changes. High availability is usually measured in SLAs like 99.9% availability.

Consider a generative AI workload consisting of a model hosted in Amazon Bedrock and a front-end application using streamlit running in a Kubernetes cluster. Bedrock is a regional AWS service, meaning that it runs in multiple AWS availability zones. It is highly available by default. If we are using AWS’ EKS service for Kubernetes, the cluster’s control plane is also highly available, as EKS runs it in three availability zones. In order to make the streamlit application highly available, we should distribute it across at least two availability zones. We can do this by increasing the replica count for the Kubernetes deployment to more than one.

Disaster recovery

Disaster recovery is the ability to recover from unusual outages (disasters) like power outages or widespread service failures that take down an entire data center or public cloud region. Responding to an outage requires temporarily shifting the workload to a different location. Disaster recovery capability is usually measured in recovery time objective (RTO) and recovery point objective (RPO). RTO measures how long before the workload is available again, and RPO measures how much data is lost, if any.

There are four main DR strategies that are discussed in the following table:









	
Strategy


	
RPO / RTO


	
Impact on Generative AI workload





	
Backup and restore. Back up critical data periodically. Deploy workload in new location upon outage.


	
Depends on backup frequency/ > 1 hour


	
Back up model artifacts, data used for fine-tuning, data used for RAG, agent and tool configurations, and other software elements.





	
Pilot light. In addition to backing up data, maintain a minimum infrastructure footprint in second location, so the workload can start serving traffic more quickly.


	
Depends on backup frequency/30 minutes to 1 hour


	
In addition to data backups, deploy a minimum serving footprint for the model and related resources.





	
Warm spare. Similar to pilot light but deploy a more scaled-up set of resources in the second location. The workload can start serving production-level traffic more quickly.


	
Depends on backup frequency/minutes


	
Similar to pilot light.





	
Active-active. Deploy the workload in two or more locations and service traffic from all locations. Usually more difficult to implement if the workload involves relational data stores. Requires a global routing function.


	
< 1 minute/minutes (time to update routing)


	
Requires that model artifacts and other parts of the workload are deployed and managed across multiple sites in parallel.







Table 9.1: Disaster recovery strategies

Considering again our example application using a model in Bedrock and a streamlit application in EKS, we can use the backup and restore strategy for DR. We need to pick a second AWS region that has Bedrock available with the same model as our primary region. We should replicate the container image for our streamlit application to the DR region so that we can spin up the streamlit application if necessary. We should also use AWS S3 cross-region replication to copy any data we use for model fine-tuning over to the backup region.

SaaS options

The first option is to not host a foundation model at all, and instead call it via a SaaS API. There are many SaaS providers for generative AI. These include many of the model builders like OpenAI, Google, and Anthropic. There are also many SaaS options that provide a selection of models from other providers. These include Poe, companies like Perplexity that specialize in use cases like web search, and numerous other companies like the Brave Browser that integrate foundation models into their user interfaces.

The following table summarizes SaaS options:








	
Requirement


	
SaaS model hosting characteristics





	
Cost


	
Usually, a flat fee per user or charged based on volume. May not be economical for the highest-volume use cases.





	
Latency and performance


	
Relies on the SaaS provider to ensure performance. May be subject to throttling in periods of heavy use. 





	
Security and privacy


	
Relies on the SaaS provider’s terms of service and ability to offer a secure service. Data may be captured and used for service improvements depending on terms of service.





	
Model choice


	
Limited to selection from SaaS provider.





	
HA/DR


	
Managed by the provider.





	
Observability KPIs


	
Latency (time to first token, time to complete response), quality.





	
Trust and safety


	
Providers often put basic guardrails in place to prevent abusive use.







Table 9.2: SaaS model hosting characteristics







	
Note: With SaaS, you have limited options for customization. You are limited to the models that the SaaS provider offers, and you may not have the ability to fine-tune the model with your own data.







Public cloud

You can access a choice of foundation models from most public cloud providers, including AWS, Azure, Google Cloud, and others. There are also companies like Groq that provide both traditional SaaS on-demand options as well as enterprise options with higher rate limits and better SLAs.

Compared to a pure SaaS option, public cloud hosting will often give you more control over both performance and security. Services like Amazon Bedrock provide both on-demand and provisioned throughput options. Public clouds also usually keep data private to your own cloud account, as they would with other multi-tenant cloud services. With regards to cost, the on-demand costs are in line with those offered by SaaS providers, but public cloud hosting often has alternative pricing constructs.

The following table summarizes public cloud options:








	
Requirement


	
Public cloud model hosting characteristics





	
Cost


	
Either on-demand (volume-based) or provisioned throughput options. Provisioned throughput options may be more attractive for high-volume use cases. Public cloud providers also have volume discounts in many cases.





	
Latency and performance


	
In on-demand mode, latency may be variable. Provisioned throughput offers more predictable latency.





	
Security and privacy


	
Typically, data is not shared with model providers or with other cloud tenants.





	
Model choice


	
Usually limited to models selected by public cloud provider, although some limited “bring your own model” capabilities exist.





	
HA/DR


	
Public clouds often provide features that make HA much easier to achieve. DR requires use of multiple cloud regions.





	
Observability KPIs


	
Latency (time to first token, time to complete response), quality, number of invocations, number of tokens.





	
Trust and safety


	
Providers often put basic guardrails in place to prevent abusive use. You may want to augment these guardrails for open source models.







Table 9.3: Public cloud model hosting characteristics

Most public clouds have more general-purpose machine learning platform services, like Amazon SageMaker on AWS. You can host foundation models as you would any other model. In these services, you have more control over (and responsibility for) operational concerns, such as selecting the right infrastructure and scaling to meet demand. However, you will have access to a much broader set of models, usually any open-source or commercial model for which you have a license.

Container platforms

The first two options that we discussed in this section deferred much of the operational overhead of model hosting to a SaaS or public cloud provider. We now move to more self-service options, beginning with container platforms like Kubernetes. You can use these options either on-premises or in a public cloud platform.

The value of a container platform like Kubernetes (k8s) is that it abstracts much of the infrastructure management for a workload. You can simply deploy an application, specify how many copies should be running and what type of resources each copy needs and k8s will handle placing the application on appropriate hosts. It also handles some basic management tasks like replacing failed containers, load balancing between nodes, and handling autoscaling based on policies you define. However, keep in mind that foundation models are not entirely similar to traditional k8s services. You may want to put your own request batching and rate-limiting capabilities in place to avoid overwhelming the model and make more effective use of GPUs.

When you deploy a foundation model as a k8s application, you get the normal k8s benefits. However, keep in mind that GPUs are expensive resources, and you need to define appropriate policies to make sure k8s handles them correctly. Namely, you need to use features like node labels and selectors to make sure that foundation models are placed on nodes with appropriate GPU resources.

Besides infrastructure management, working in the k8s ecosystem gives you some integration benefits. If your entire application stack runs on k8s, then integrating a foundation model into a larger application is easy. You just treat the foundation model as yet another k8s service and call it from other services. There are also add-on frameworks like Kubeflow that provide model serving, ML pipelines, and other MLOps features.

The following table summarizes container platform options:








	
Requirement


	
Container platform model hosting characteristics





	
Cost


	
You will pay at least for the resources to host one copy of a foundation model. For higher-volume use cases, you can use the container platform to help scale up or down to meet the demands.





	
Latency and performance


	
You must manage scaling up or down to meet the demands.





	
Security and privacy


	
The model is running on infrastructure that belongs to you, so there is no concern of data privacy.





	
Model choice


	
Limited to models for which you have an open-source or commercial license.





	
HA/DR


	
Container platform manages some elements of HA, like replacing failed pods. DR is your responsibility.





	
Observability KPIs


	
Latency (time to first token, time to complete response), quality, number of invocations, number of tokens, pod failure rate, time to create new pods, GPU allocation and availability, scaling metrics.





	
Trust and safety


	
You need guardrails to prevent prompt injection and abusive use.







Table 9.4: Container platform model hosting characteristics

Virtual machines or bare-metal servers

The final model hosting option we consider is running a foundation model directly on a virtual machine (VM) or bare-metal server. This option gives you the most control but requires the most attention to both software and operational details.

To get started with a VM or physical host, you need to make sure you have an adequate GPU installed, or multiple GPUs for the largest foundation models. Then, you need the CUDA libraries and any associated libraries like Hugging Face and PyTorch. You will need a method to load balance requests across a fleet of VMs or physical hosts if you expect more volume than a single machine can handle.

Note that you will not be able to utilize commercial models like ChatGPT or Anthropic’s Claude in this approach, as those providers do not make the model artifacts available for private deployment.

The following table summarizes VM or bare-metal server options:








	
Requirement


	
VM/bare metal model hosting characteristics





	
Cost


	
You have full control over the hardware resources and load balancing. For low-volume, sporadic use, you will still pay for the cost of the underlying infrastructure. This model hosting option can be more efficient for high-volume applications.





	
Latency and performance


	
You are responsible for choosing the right infrastructure and scaling up and down to meet demand.





	
Security and privacy


	
The model is running on infrastructure that belongs to you, so there is no concern over data privacy.





	
Model choice


	
Limited to models for which you have an open-source or commercial license.





	
HA/DR


	
Your responsibility.





	
Observability KPIs


	
Latency (time to first token, time to complete response), quality, number of invocations, number of tokens, pod failure rate, time to create new pods, GPU allocation and availability, scaling metrics, CPU and RAM usage, load balancing, server health.





	
Trust and safety


	
You need guardrails to prevent prompt injection and abusive use.







Table 9.5: VM or bare-metal server model hosting characteristics

Recap

Figure 9.1 recaps the four options for model hosting. The figure emphasizes which aspects are your responsibility versus those handled by a managed service.
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Figure 9.1: The four model hosting options


APIs and frameworks for model integration

Considered purely from a software perspective, a foundation model is a resource that must be loaded onto a GPU, requires several software libraries like CUDA, and takes input in a format that requires several steps of translation from raw text. Handling all of these details efficiently is tedious and error-prone. As a result, we normally use an abstraction layer to work with a foundation model. These abstraction layers cover at least basic model use, and some also cover more sophisticated integration. In this section, we will cover some of the best-known frameworks.

Hugging Face

Besides serving as a repository for foundation models and data sets, Hugging Face also provides some of the most common software frameworks for using foundation models. The transformers library makes it easy to load a model, fine-tune it, and use it for inference. Hugging Face provides other libraries for working with data sets, and performing reinforcement learning with human feedback and tasks.

For example, here is a snippet from our parameter-efficient fine-tuning example in Chapter 8, Advanced Model Fine-tuning Techniques. It lets you load a dataset and start getting inferences with just a few lines of code.

1.import transformers

2.import torch

3. 

4.model_id = “meta-llama/Meta-Llama-3-8B”

5. 

6.pipeline = transformers.pipeline(“text-generation”, model=model_id, model_kwargs={“torch_dtype”: torch.bfloat16}, device_map=”auto”)

7.pipeline(“Hey how are you doing today?”)

When using the Hugging Face libraries, use careful version management. The Hugging Face libraries are updated frequently. A model in the Hugging Face hub may require specific versions of the Hugging Face libraries and their many dependencies.

Provider-specific frameworks

Many providers of foundation models provide their own software frameworks. OpenAI and Anthropic, for example, both provide Python SDKs that abstract many of the details of accessing their models for different tasks.

For example, here is an example using the Cohere API to perform a chat, using a model deployed in Amazon SageMaker:

1.from cohere_sagemaker import Client

2.cohere_client = Client(endpoint_name=’my_sagemaker_endpoint’)

3.response = cohere_client.generate(prompt=”Tell me a fact about a planet”, 

4.                                        max_tokens=512, 

5.                                        temperature=0.25, 

6.                                        return_likelihoods=’GENERATION’)

7. answer = response.generations[0].text.strip().replace(‘\n’, ‘’)

LangChain

LangChain is an integration framework that makes it easy to compose generative AI solutions. Besides just calling a foundation model, you can also build solutions for RAG, agents and tool calling, and content safety moderation.

For example, here is the code that implements a RAG system.

1.From langchain.vectorstores import OpenSearchVectorSearch

2.From langchain.embeddings import BedrockEmbeddings

3.From langchain.chains.question_answering import load_qa_chain

4.From langchain.llms.bedrock import Bedrock

5.From langchain import PromptTemplate

6.model_id = ‘anthropic.claude-3-sonnet-20240229-v1:0’

7.Llm = Bedrock(model_id = model_id)

8.Prompt_template = “””Answer based on context:\n\n{context}\n\n{question}”””

9.Prompt = PromptTemplate(

10.   Template = prompt_template, input_variables = [“context”, “question”]

11.)

12.Chain = load_qa_chain(llm=llm, prompt=prompt)

13.Query = “Tell me about the Acme Corp”

14.Embeddings = BedrockEmbeddings()

15.Docsearch = OpenSearchVectorSearch(

16.  Index_name = ‘my_opensearch_index’,

17.  Embedding_function=embeddings,

18.  Opensearch_url=’my_opensearch_endpoint’

19.)

20.Context_docs = docsearch.similarity_search_with_score(query,k=3,

21.  Vector_field=”embedding”,

22.  Text_field=”passage”

23.)

24.Context = [doc[0] for doc in context_docs]

25.Answer = chain({“input_documents”: context, “question”: query})[‘output_text’]

When building sensitive applications with LangChain, there are several security priorities to consider. These include protecting API keys through secure secret management, implementing robust data sanitization to remove PII and sensitive information before model interactions, and validating/sanitizing model outputs. Use environment variables or secret managers for API keys, never hardcode them. For data privacy, implement proper access controls, use secure networking (HTTPS/TLS), maintain comprehensive audit logs while being careful not to log sensitive data, and clear conversation memory after use.

Additionally, ensure compliance with relevant regulations like GDPR or HIPAA, implement role-based access control (RBAC), and regularly test security measures through penetration testing and vulnerability scans. When handling errors, avoid exposing sensitive information in error messages and implement proper exception handling. Consider using LangChain's built-in tools like document transformers for data redaction and output parsers with strict schemas to enforce security constraints.

LlamaIndex

LlamaIndex is an integration framework that concentrates on connecting foundation models to data sources. It includes connectors for over a hundred data sources and automates much of the work of indexing and retrieving this data.

For example, here is a basic example of invoking an Amazon Bedrock model using LlamaIndex.

1.from llama_index.llms.bedrock_converse import BedrockConverse

2. 

3.profile_name = “default”

4.resp = BedrockConverse(

5.    model=”anthropic.claude-3-sonnet-20240307-v1:0”,

6.    profile_name=profile_name,

7.).complete(“What does LlamaIndex do?”)

Public cloud frameworks

Public cloud providers like AWS are providing their own platform-specific integration frameworks. Amazon Bedrock, for example, provides a Converse API that handles the lower-level details of prompt formats and tool calling for several models. It also offers frameworks for RAG (knowledge bases) and agentic workflows.

For example, here is the code that uses Bedrock’s Converse API to ask questions about a spreadsheet. You can use this code on your own if you have a simple Excel spreadsheet to use as input.

Import logging

import boto3

from botocore.exceptions import ClientError

logger = logging.getLogger(__name__)

logging.basicConfig(level=logging.INFO)

def generate_message(bedrock_client, model_id,

         input_text, input_document):

logger.info(“Generating message with model %s”, model_id)

# Message to send.

Message = {

“role”: “user”,

“content”: [

{ “text”: input_text },

{

“document”: {

“name”: “MyDocument”,

“format”: “xlsx”,

“source”: { “bytes”: input_document }

}

}

]

}

# Send the message.

Response = bedrock_client.converse( modelId=model_id, messages=[message])

return response

def main():

logging.basicConfig(level=logging.INFO, format=”%(levelname)s: %(message)s”)

model_id = “anthropic.claude-3-sonnet-20240229-v1:0”

input_text = “What’s in this spreadsheet?”

input_document_name = ‘path/to/spreadsheet.xlsx’

try:

bedrock_client = boto3.client(service_name=”bedrock-runtime”)

with open(input_document_name, ‘rb’) as file:

input_document = file.read()

response = generate_message(bedrock_client, model_id, input_text, input_document)

output_message = response[‘output’][‘message’]

for content in output_message[‘content’]:

print(f”Text: {content[‘text’]}”)        

except ClientError as err:

message = err.response[‘Error’][‘Message’]

logger.error(“A client error occurred: %s”, message)

Model management and versioning best practices

Foundation models and their fine-tuned derivatives are important artifacts and should be subject to the same artifact management practices as other software artifacts. In this section, we will describe how to track models from development to testing and then production environments. Even if you use a foundation model without any fine-tuning, you must carefully track model versions. Newer versions of foundation models from a model provider may have different prompt formats and performance characteristics.

The following steps describe how to identify, track, and progressively deploy foundation models to production environments:

1. Provide unique identifiers for each input: First, establish a practice of assigning unique identifiers to each raw input that goes into a deployed foundation model. This includes the base model artifact (often provided by a separate model builder), data used to fine-tune the model, and the final model artifact or adapter layer.

2. Environment management and model registry: Next, determine how many environments you have and codify how artifacts move from one environment to the next. This is a typical step in any DevOps or MLOps process. We will assume a simple development-test-production sequence, but you could have additional environment levels.

a.Development environment: In development environments, ML engineers and data scientists work to have more freedom to experiment. Their software often resides in task or feature branches in a Git repository, and they may be working in less strongly controlled workspaces. When they have a new version of a model ready to share, they will record a candidate version of the model in a model registry like SageMaker’s model registry. The model registry tracks the model version and other metadata, like the base model, any adapter layers or fine-tuned variants, and the associated fine-tuning data, if any.

b.Testing environment: In test environments, ML engineers and data scientists start to collaborate more formally with software engineers who integrate a model into an overall application. Models are connected to data sources and tools in an environment that closely matches production. In this environment, code is stored in a release branch of a Git repository. Deployment of a model into the test environment is done using an automated pipeline.

Testing is performed using a combination of automated and manual tests. If a model passes the tests, it is marked as accepted, and then deployed into production environments.

c.Production environment: In production environments, changes are only deployed using automated pipelines. Deployments can be all at once or use a blue/green or canary testing approach. Code is stored in the main branch of a Git repository.

Recap

The next figure shows the movement of models through the environments. The flow begins with the development environment, where you publish candidate models to the model registry. The deployment pipeline then deploys to a test environment for automated testing and then on to a production environment.


[image: A diagram of a model]
Figure 9.2: Model promotion through environments








	
Note: Main and develop are long-lived branches, while feature and release branches have defined life spans.







The corresponding Git flow branching structure is shown in the following figure:


[image: A diagram of a process]
Figure 9.3: Git flow branching structure 


Conclusion

In this chapter, you have learned about the different options for hosting foundation models, with a look at cost, latency, and security. You saw frameworks that allow for easier integration of models into your applications. Finally, you learned about some DevOps concerns for foundation models, namely model management and versioning.

When it comes to model hosting, organizations have several options that represent different tradeoffs between control and convenience. SaaS solutions offer the quickest path to implementation but provide limited customization options. Public cloud hosting strikes a balance, offering better security and performance controls while maintaining many managed service benefits. Container platforms provide more flexibility and control, though they require greater operational oversight. For maximum control over all aspects of deployment, VM or bare metal hosting is available, though this requires managing all operational aspects directly.

The landscape of integration frameworks provides tools for different needs and expertise levels. Hugging Face serves as a comprehensive toolkit for model loading, fine-tuning, and inference tasks. Provider-specific SDKs offer optimized solutions for particular model providers like OpenAI and Anthropic. LangChain has emerged as a powerful framework for building complex applications with features like RAG, agents, and tool calling. LlamaIndex specializes in connecting foundation models with various data sources. Additionally, cloud providers offer their own platform-specific solutions, such as Amazon Bedrock's integration frameworks.

Best practices for model management emphasize proper versioning and deployment controls. Organizations should use unique identifiers for all model inputs and artifacts, implementing proper environment management across development, testing, and production stages. A model registry helps track versions and metadata effectively. Automated pipelines should handle testing and deployment processes, while following established Git flow practices ensures proper version control. The selection of both hosting solutions and integration frameworks should carefully consider specific requirements around control, security, scalability, and operational overhead needed for each implementation.

In the next chapter, you will learn about agentic workflows, which allow the model to interact with other systems on your behalf.
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CHAPTER 10
Agentic Workflows

Introduction

As generative AI models become increasingly powerful and sophisticated, displaying signs of intelligence and reasoning, organizations are exploring ways to integrate these powerful capabilities into their processes. This chapter delves into the concept of agentic workflows, which integrates generative AI agents with external systems. Agentic workflows refer to systems where AI agents, powered by large language models, are given the ability to interact with and manipulate their environment through a series of predefined actions or API calls. This allows them to perform complex, multi-step tasks with a degree of autonomy, making decisions based on their understanding of the task and the feedback they receive. Unlike traditional automation workflows, agentic workflows are characterized by their flexibility and ability to adapt to new situations. The AI agents in these workflows can reason about the best course of action, learn from outcomes, and adjust their strategies accordingly, mimicking human-like problem-solving processes in digital environments.

Agentic workflows are an evolving field with the potential to take already powerful LLMs with reasoning capabilities into the promising future of intelligent and collaborative AI systems. This chapter will highlight a few services and frameworks that help with designing and building agentic workflows. It is important to highlight that the concepts discussed in this chapter are active topics of research and will continue to evolve as the generative AI domain matures.

Structure

This chapter covers the following topics:

• Agentic workflows

• Advanced prompt engineering techniques

• AI agent frameworks and services

• AI-human collaboration

Objectives

After reading this chapter, you will have a comprehensive understanding of the various components that make up an AI agent. You will gain insight into the different types of agents and their functional categories. Through examples, you will learn a few advanced prompt engineering techniques that enable the agent’s capabilities. You will review a few specific cloud-based services and frameworks that enable the design and development of agentic systems.

Agentic workflow

A typical interaction with a large language model (LLM) follows a linear prompt-response dynamic. The user provides a prompt; the LLM generates a single corresponding response. The user then must provide a new prompt to continue the dialog or address a different query. The user can be a human interacting with the LLM or an application that is built around an LLM. This iterative process is shown in Figure 10.1:
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Figure 10.1: Typical iterative interaction with an LLM


An agentic workflow offers an alternative approach that enables a more dynamic and iterative interaction between the user and the LLM-powered agent. Instead of asking a question, the user will give the agent a task or a goal to complete. The agent, instead of generating a final output directly, will prompt the LLM multiple times to complete the task/goal in a step-by-step fashion. A typical interaction with an agent is shown in Figure 10.2:
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Figure 10.2: Typical interaction with a generative AI agent


Generative AI agent

A generative agent is at the heart of the agentic workflow. Figure 10.3 shows a typical structure of an agent, which combines the LLM’s pre-trained capabilities with a prompt, tools, and, optionally, the knowledge base and memory:


[image: ]
Figure 10.3: Components of an agent


A high-level description of the various components that make up an agent is as follows:

• An LLM provides the pre-trained natural language processing capabilities of the agent.

• Prompts are prescriptive in nature and guide the agent on how to execute the task and how to process the output from the LLM.

• Tools allow the agent to access and interact with internal or external APIs, databases, and other systems. This access to tools enables the agent to complete tasks that require accessing and manipulating data beyond its pre-trained capabilities.

• Knowledge base, an optional component, is a repository of domain-specific information and data that the agent can leverage to provide contextual, and accurate responses when addressing queries or completing tasks.

• Memory, another optional component, allows the agent to maintain relevant context, history, and information from previous interactions. This enables the agent to build on past experiences to deliver coherent and personalized responses over time.

With this understanding of the typical agent structure, let us next look at different types of agents and the role each of the components play.

Types of agents

At a high level, there are two different types of agents—conversational and task-oriented. These represent two distinct but complementary applications of LLM-based agents. While conversational agents focus on simulating human-like dialogue and providing personalized interactions, task-oriented agents drive goal-driven productivity and workflow automation. As you will learn throughout this chapter, both types of agents rely heavily on effective, prompt engineering to shape their behaviors and capabilities.

Table 10.1 summarizes the two types of agents, and a detailed discussion follows:









	
Feature


	
Conversational agents


	
Task-oriented agents





	
Primary functionality


	
Simulating human-like dialogue and providing personalized interactions.


	
Driving goal-driven productivity and workflow automation.





	
Underlying Architecture


	
Sequence-to-sequence models or large language models fine-tuned for dialogue.


	
Combination of natural language understanding (NLU) and structured reasoning components.





	
Training Approaches


	
Trained on large corpora of human dialogues to capture natural conversation patterns. May employ transfer learning from general language models, then fine-tuned on specific dialogue datasets.


	
Training typically involves a combination of supervised learning on task-specific datasets and reinforcement learning for optimization.





	
Prompt engineering


	
Equipping agents with unique personas and domain-specific knowledge to enhance engagement and expertise.


	
Enabling agents to methodically break down tasks, plan strategic approaches, and execute actions efficiently.





	
Capabilities


	
Engaging in coherent, context-aware dialogues; providing advice and guidance in specific domains.


	
Dissecting tasks, chaining lines of thought, reflecting on past work, and iteratively refining methods to tackle complex challenges.





	
Collaborative potential


	
Limited, primarily focused on individual interactions.


	
Significant, able to work together in coordinated teams to tackle comprehensive projects.





	
Key applications


	
Customer service, education, therapy, entertainment.


	
Workflow automation, enterprise productivity, strategic objective achievement.





	
Strengths


	
Natural, empathetic conversations; personalized user experience.


	
Systematic, adaptive problem-solving; enhanced efficiency and effectiveness compared to traditional automation.





	
Evaluation Metrics


	
Evaluated on metrics like perplexity, coherence, engagement, and human-likeness.


	
Evaluated on task completion rates, accuracy of actions, and efficiency metrics.







Table 10.1: Conversational vs task-oriented agents

Conversational agents

Conversational agents simulate human-like dialogue, maintain context, and deliver responses that mimic natural human tone and style. These agents are gaining popularity in customer service applications, where their ability to engage in realistic, empathetic conversations can enhance the user experience. The potential of these agents extends beyond simple question-answering, enabling interactive, nuanced discussions that can serve educational, therapeutic, and entertainment purposes.

Conversational AI systems are built on sophisticated language models, typically employing sequence-to-sequence architectures or large language models that are specifically fine-tuned for dialogue. To maintain coherence and context during extended interactions, these systems often incorporate advanced memory mechanisms. Many modern conversational agents also utilize retrieval-augmented generation, allowing them to access and seamlessly integrate relevant information from vast knowledge bases into their responses. Additionally, to enhance their ability to engage empathetically, some systems include sentiment analysis components that can detect and appropriately respond to the user's emotional state throughout the conversation.

Through prompt engineering, conversational agents can be equipped with unique personas, making interactions more engaging and natural. Conversational agents can be tailored to offer expert advice and guidance in specific domains, such as healthcare or law. By adopting domain-specific knowledge and expertise through knowledge bases, these agents can serve as informed advisors or specialists, enhancing their utility in professional contexts.  Their capacity for coherent, context-aware dialogues over time using memory further strengthens their ability to provide valuable insights and recommendations within their areas of expertise.

Conversational AI systems are evaluated using a range of metrics to assess their performance and effectiveness. These include technical measures such as perplexity and coherence, as well as more subjective assessments of engagement and human-likeness. Ultimately, the success of these systems is often gauged by practical indicators like user satisfaction and the ability to maintain longer, meaningful conversations.

AskAI is a good example of conversational AI in action. A simple interaction is shown in Figure 10.4. Feel free to play with the free version at AskAi.com.
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Figure 10.4: Conversation AI example: Ask.ai


When discussing conversational agents, it is important to understand their current limitations and challenges. Some of the challenges include:

• Maintaining context: Conversational agents often struggle to maintain context over long conversations. For example, an agent might forget earlier parts of a conversation, leading to inconsistent or irrelevant responses.

• Understanding ambiguity: Natural language is often ambiguous, and agents can misinterpret user intent. For example, a user asks, can you book me a table? could mean a restaurant reservation or purchasing a piece of furniture.

• Handling complex queries: Agents may struggle with multi-part questions or requests that require synthesizing information from multiple sources.

• Emotional intelligence: Recognizing and appropriately responding to user emotions remains difficult for AI. An agent might fail to detect sarcasm or frustration, leading to inappropriate responses.

• Cultural sensitivity: Agents may struggle with cultural nuances, idioms, or region-specific references.

• Handling out-of-scope queries: Agents often have difficulty gracefully handling questions outside their knowledge domain. For example, a customer service bot for a tech company is being asked about unrelated topics like cooking recipes.

• Consistency in persona: Maintaining a consistent personality or set of beliefs across conversations can be challenging. For example, an agent provides contradictory information or opinions in different conversations.

• Privacy and security concerns: Ensuring user data privacy and protecting against potential misuse of personal information shared in conversations. Such as accidental disclosure of sensitive information or vulnerability to adversarial attacks.

• Bias and fairness: Agents can inadvertently perpetuate biases present in their training data. For example, providing biased career advice based on gender stereotypes embedded in training data.

• Graceful error handling: Admitting mistakes or limitations in a way that maintains user trust and engagement. An example is an agent that continues to provide incorrect information rather than acknowledging its uncertainty.

As ongoing improvements are made in areas like memory, knowledge integration, and guardrails, conversational agents are becoming increasingly sophisticated and capable of engaging in more coherent and meaningful dialogues over time.

Task-oriented agents

Task-oriented agents pivot away from the open-ended conversational model, instead directing their language processing capabilities towards specific objectives and workflows. These agents are designed to dissect tasks, plan strategic approaches, and execute actions with efficiency, leveraging their access to APIs, data analysis capabilities, and automated processes to drive tangible outcomes.

Task-oriented agents combine natural language understanding with structured reasoning to interpret and act on user inputs effectively. They often use planning algorithms to break down complex tasks and rely on knowledge graphs or databases for task-specific information. Many of these systems also incorporate reinforcement learning to continuously improve their performance based on past interactions.

The development of task-oriented dialogue systems involves a multifaceted training approach. Supervised learning on carefully curated, task-specific datasets forms the foundation, ensuring the system can handle a wide range of scenarios and edge cases. This is often complemented by reinforcement learning techniques, which allow the system to optimize its performance over time through trial and error. Many advanced systems also employ multi-task learning, enabling them to manage various related tasks within a specific domain. This comprehensive training strategy results in dialogue systems that can effectively understand, plan, and execute complex user requests across diverse situations.

The true power of task-oriented AI agents lies in the art of prompt engineering. Well-crafted prompts equip these agents with the necessary skills to approach problems methodically. They can break down high-level tasks into manageable sub-tasks and plan their execution strategically. Advanced prompt engineering techniques further enhance the agents' capabilities, allowing them to chain lines of thought, reflect on past work, and iteratively refine their methods. This enables the agents to tackle complex challenges with a level of sophistication that goes beyond traditional automation tools. By leveraging the power of prompts, these agents can tackle intricate problems through a systematic, adaptive, and iterative problem-solving process, delivering outcomes that would be difficult to achieve through more rigid, script-based automation.

A compelling feature of task-oriented AI agents is their collaborative potential. These agents can work together, coordinating through centralized systems to tackle complex, multi-faceted projects. By dividing responsibilities and leveraging their specialized skills, groups of agents can work cohesively towards a common goal. This collaborative approach to task automation and augmentation is particularly compelling for enterprises. It empowers them to harness the power of intelligent, semi-autonomous systems, enabling increased productivity and the achievement of strategic objectives. Through coordinated, prompt-defined workflows, these agent teams can tackle comprehensive projects with greater efficiency and effectiveness than traditional automation tools. This collaborative model holds immense promise, unlocking new possibilities for enterprises to drive innovation and deliver exceptional outcomes by seamlessly integrating intelligent agents into their operations.

Task-oriented agent systems are primarily assessed based on their practical performance and effectiveness in achieving specific objectives. Key evaluation metrics include task completion rates, which measure how often the system successfully fulfills user requests and the accuracy of actions taken in response to those requests. Unlike open-domain chatbots, the success of these systems is fundamentally tied to their ability to achieve concrete goals or outcomes, making the end result of the interaction a critical measure of their effectiveness.

You can see a generative AI-based agent in action at https://www.tripadvisor.com/AITripBuilder, which will help you plan a trip. Play with the trip planner, and as you are, think about how different components of the agent are coming together to create a trip for you.

Task-oriented agents, while powerful for specific applications, currently face several key limitations and challenges. Some of the challenges include the following:

• Task comprehension: Accurately interpreting complex or ambiguous task instructions. For example, an agent tasked with optimizing the company's supply chain might struggle to understand the full scope and specific actions required.

• Adaptability to unforeseen circumstances: Handling situations outside their pre-defined parameters or training. For example, A scheduling agent might falter when dealing with sudden changes like emergency meetings or unexpected resource constraints.

• Multi-step task planning: Breaking down complex tasks into logical, sequential steps. For example, an agent tasked with planning a corporate event might struggle to prioritize between venue selection, guest list compilation, and budget allocation.

• Integration with external systems: Seamlessly interfacing with various APIs, databases, and tools. For example, a data analysis agent might face difficulties accessing and interpreting data from incompatible or legacy systems.

• Error recovery: Gracefully handling and recovering from mistakes or failures in task execution. For example, a code generation agent producing a non-functional script might not recognize the error or know how to correct it.

• Contextual decision making: Making nuanced decisions that consider broader context beyond the immediate task. For example, a customer service agent automating refunds might not consider factors like customer loyalty or potential upsell opportunities.

• Ethical considerations: Navigating ethical dilemmas or potential negative consequences of task execution. For example, an AI assistant in healthcare might recommend a treatment without fully considering patient preferences or quality of life implications.

• User communication: Effectively communicating task progress, limitations, or need for human intervention. For example, a project management agent might fail to clearly convey bottlenecks or risks to human team members.

• Handling ambiguous or conflicting instructions: Resolving conflicts in task instructions or goals. For example, a financial planning agent might struggle when tasked with both maximizing returns and minimizing risk, which can be conflicting objectives.

• Long-term goal alignment: Ensuring that short-term task execution aligns with long-term objectives. A marketing automation agent might focus on immediate click-through rates at the expense of long-term brand building.

By proactively addressing these limitations, agent developers can work towards creating more versatile, reliable, and effective task-oriented agents that can handle a wider range of real-world scenarios and complexities.

Agent functionality

Another way to categorize the agents is by the functional capabilities they provide. There are four different categories of functionality that agents offer:

• Syntactic operations: In this category, agents focus on linguistic tasks and manipulating the structure of text. They tackle tasks such as grammar correction, sentence rephrasing, text summarization, and language translation. An LLM’s core understanding of language syntax for tasks like parsing, editing, or generating structured text is at the center of these agents. This core functionality is combined with prompt engineering to use precise prompts that instruct the agent to perform syntactic transformations or corrections. Additionally, these agents may be integrated with syntax tools or programming libraries that enhance the agent’s ability to generate and manipulate the text based on syntactic rules.

• Logic engines: In this category, agents act as the logic engine for planning how to complete a complex task. These agents break down complex tasks into logical steps and create action plans. They utilize their reasoning abilities to analyze problems, identify dependencies, and generate sequential instructions. The LLM core enables these agents to understand the context and requirements of the task at hand. Through prompts, instructions provide the necessary framework for the agent to structure its planning process and output actionable steps. Prompts are crafted to outline problem spaces, desired outcomes, and constraints, guiding the agent in generating logical, step-by-step plans. These agents integrate procedural knowledge for how tasks are accomplished through knowledge bases. Integration with memory provides the context of previous interactions to inform planning and can be useful in adjusting plans based on past outcomes.

• Creative engines: In this category, agents act as the creative engine, focusing on generating original ideas, concepts, or content based on given prompts or themes. They leverage the LLM's language generation capabilities to produce creative and coherent outputs ranging from text to concepts. Prompt engineering plays a significant role in guiding these agents toward the desired creative direction, such as specifying the writing style, tone, or genre. Creative prompts inspire the agent to explore new ideas or styles, often by providing initial concepts, themes, or stylistic guidelines. Knowledge bases provide knowledge of different writing styles, artistic concepts, or innovation techniques, enhancing the agent's ability to incorporate relevant information, maintain consistency throughout the creative process, and fuel creativity.

• Knowledge engines: Agents in this category, retrieve information or knowledge using either tools or knowledge bases and specialize in accessing and extracting relevant information from external sources. Prompt engineering helps guide the agent in understanding the information needs and formulating appropriate queries or requests. They can interface with tools like search engines, databases, or APIs to gather data based on the given prompts extending beyond the LLM's built-in knowledge.

While the agent functionality falls into these categories, it is important to note that they are not mutually exclusive. A single agent can provide capabilities spanning multiple categories. The specific combination of LLM architecture, prompt engineering, interface, memory, knowledge, and tool integration will determine the agent's overall capabilities and specialization.

When designing agents, a few considerations to keep in mind include:

• LLM choice: Select the appropriate LLM architecture and pre-trained model based on the agent's desired capabilities and performance requirements.

• Prompt templates: Develop effective prompts that support the agent's intended purpose by providing clear instructions and context. Templatize the prompts to create a consistent framework for generating high-quality responses from LLMs, allowing for predictable, coherent, and on-topic outputs that can be tailored to specific use cases.

• Knowledge bases: Integrate domain-specific knowledge bases or external tools to enhance the agent's information retrieval and task completion abilities.

• Memory: Implement memory components to maintain relevant context and enable personalized experiences.

By carefully designing and integrating these components, you can create powerful and specialized LLM agents that excel in various tasks, from syntactic operations to creative generation and information retrieval. The modular nature of the agent structure allows for flexibility and customization based on specific requirements and use cases.

While the categorization of agent functionality provides a useful framework for understanding and designing AI agents, it also highlights significant interoperability challenges. As agents become more specialized in their functions - whether as syntactic operators, logic engines, creative engines, or knowledge engines - ensuring seamless interaction between these different types of agents becomes increasingly complex. For instance, a creative engine agent might need to collaborate with a knowledge engine to access factual information, or a logic engine might require input from a syntactic operator to refine its output. The diversity in underlying LLM architectures, prompt engineering techniques, and integrated tools can lead to compatibility issues when attempting to combine or chain these functionalities.

To mitigate these interoperability concerns, several strategies can be employed.

• First, standardizing input and output formats across different agent types can facilitate easier data exchange and integration. This might involve developing common APIs or communication protocols that allow agents to share information regardless of their specific functionality.

• Second, creating middleware or translator agents that can act as intermediaries between different agent types could help bridge functional gaps. These intermediaries would be designed to understand and convert between the various languages of different agent categories.

• Finally, adopting a modular approach to agent design, where core functionalities are encapsulated in interchangeable modules, can enhance flexibility and compatibility. This approach would allow for easier mixing and matching of different agent capabilities, enabling the creation of more versatile and adaptable AI systems that can seamlessly combine various functional aspects as needed for complex tasks.

Advanced prompt engineering techniques

Prompt engineering plays a crucial role with agents. Besides the prompt engineering techniques discussed in Chapter 6, Prompt Engineering, a few advanced prompt engineering techniques become very relevant in enabling agent capabilities. Using these techniques, agents attempt a complex task and iteratively improve their actions to achieve the goal. These techniques enable agents to provide complex engagement as opposed to traditional single-prompt interactions. Some of the advanced prompt engineering techniques include planning, self-reflection, Chain of Thought (CoT), and ReAct. Let us look at these techniques in a bit more detail next.

Planning

Planning is a critical technique that enables agents to break down complex tasks into manageable steps. This approach mimics human problem-solving strategies and allows for more structured and efficient task completion.

Key aspects of planning include:

• Task decomposition: The agent analyzes the overall goal and breaks it into smaller, actionable subtasks.

• Sequential ordering: Subtasks are arranged in a logical sequence, considering dependencies and optimal workflow.

• Adaptive planning: As the agent progresses, it can reassess and adjust the plan based on new information or unexpected outcomes.

Let us take a specific example to see the planning technique in action. Here is a prompt to generate a draft of a blog post.

You are an expert social media content generator. Draft an exciting and socially engaging blog post for a major travel website and newsletter. The post should be a travel guide for Iceland created following these steps:

1.Start with the title of the blog post: Iceland: A Captivating Travel Guide.

2.Get the reader excited.

3.Create a section on travel tips and tricks and include tips as individual lines.

4.Create a section: top sights to see and include the attractions as individual lines.

5.Create a section: delectable Icelandic cuisine and include food items as individual lines.

6.Conclude the blog post with a call to action and provide links to some websites to visit.

Output from running this prompt in Amazon Bedrock playground with Claude Instant model is shown in Figure 10.5:
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Figure 10.5: Output from the planning prompt


Go ahead and play with this prompt, make some changes, and observe the output. Try including a review and revise step in the planning prompt, encouraging the agent to critically evaluate the plan before execution.

Self-reflection

Self-reflection is a technique that allows agents to evaluate and improve their own outputs. This mimics human metacognition and enables continuous improvement. In this technique, through prompts, the AI agents are encouraged to review and critique their own outputs. The agent then identifies bugs, inefficiencies, and areas of improvement and iterates on their outputs based on self-feedback. Figure 10.6 shows the reflection process in an agent:
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Figure 10.6: Reflection 


The concept of self-reflection is a fundamental aspect of human problem-solving when tackling creative or analytical tasks. When we approach a challenge, we engage in a cyclical process of reflecting on our actions, critiquing our work, learning from the experience, and then formulating the next steps. This iterative approach allows us to continuously refine our strategies and deliver the best possible outcomes. Applying this same principle to AI agents can unlock their full potential. By creating a feedback loop where the agent's thoughts and actions are fed back to the agent itself, we can enable a cycle of self-reflection and refinement. This allows the agent to analyze its own performance, identify areas for improvement, and then generate the next iteration of thoughts and actions with enhanced effectiveness.

Key components of self-reflection include:

• Output analysis: The agent reviews its own work, identifying strengths and weaknesses.

• Error identification: Specific mistakes or areas for improvement are pinpointed.

• Improvement strategies: The agent proposes ways to enhance its performance in future iterations.

• Implementation: Insights from self-reflection are applied to refine the output.

As you are crafting your prompts, incorporate specific reflection prompts, such as what are three ways this output could be improved? or identify any logical inconsistencies in your reasoning.

Chain of Thought

CoT is a prompt engineering technique that uses a question + solution + answer format to prompt the LLM, which breaks down a large task into multiple subtasks to maximize its ability to reason about questions such as arithmetic and trivia. CoT enhances an agent's reasoning capabilities by encouraging step-by-step thought processes. CoT enables complex reasoning capabilities through intermediate reasoning steps. You can combine it with few-shot prompting (as discussed in Chapter 6, Prompt Engineering) to get better results on more complex tasks that require reasoning before responding.

Figure 10.7 shows a CoT example provided in the Amazon Bedrock playground using a Llama 2 model:
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Figure 10.7: Chain of Thought using Llama 2 model


Key elements of CoT include:

• Explicit reasoning: The agent outlines each step of its thought process.

• Intermediate steps: Complex problems are broken down into smaller, logical steps.

• Transparency: The reasoning process becomes visible, allowing for better understanding and debugging.

As you are crafting your prompts, combine CoT with few-shot learning by providing examples of well-reasoned responses to guide the agent's thinking process.

ReAct

Built with CoT as the base, ReAct combines Reasoning and Acting with LLMs.  This combines reasoning with real-time interaction with external sources. In this paradigm, LLMs are prompted to generate reasoning traces and actions for a task. ReAct allows models to think using knowledge from the external environment along with their internal knowledge base.

ReAct uses prompts in the format of question-thought-action-observation, with each step performing a sequence of the following:

• Question: A task requested by a user or a problem to be solved.

• Thought: Identify actions to be taken and present to LLM how to create/maintain/adjust the action plan.

• Action: Real-time interaction of the model with the external environment (e.g., search engine, Wikipedia), including APIs with a pre-defined scope.

• Observation: Output of the results of performing an action.

This allows the system to perform dynamic reasoning to create, maintain, and adjust plans for acting while also enabling interaction with external environments to incorporate additional information into the reasoning.

Key elements of ReAct include:

• Dynamic reasoning: The agent thinks through problems while considering external information.

• Action planning: Based on its reasoning, the agent decides on actions to take.

• External interaction: The agent can query external sources (e.g., search engines, databases) for additional information.

• Observation integration: Information gathered from external sources is incorporated into the ongoing reasoning process.

Table 10.2 provides a comparison of these techniques, highlighting their key focuses, strengths, limitations, and ideal use cases. Use this as a reference for understanding when to apply each technique in different scenarios.











	
Prompt Engineering technique


	
Key focus


	
Strengths


	
Limitations


	
Use cases





	
Planning


	
Task decomposition and sequencing


	
• Structured approach

• Handles complex tasks

• Improves efficiency


	
• May struggle with highly dynamic situations

• Initial plan might not be optimal


	
• Multi-step problems

• Project management

• Strategic decision-making





	
Self-reflection


	
Output evaluation and improvement


	
• Continuous improvement

• Mimics human metacognition

• Enhances output quality


	
• May introduce overthinking

• Time-consuming for simple tasks


	
• Creative tasks

• Quality assurance

• Iterative problem-solving





	
Chain of Thought (CoT)


	
Step-by-step reasoning


	
• Transparent reasoning

• Improves complex problem-solving

• Easier to debug


	
• Can be verbose

• May not be necessary for simple tasks


	
• Mathematical problems

• Logical reasoning Explainable AI applications





	
ReAct


	
Combining reasoning with external actions


	
• Dynamic problem-solving

• Utilizes external knowledge

• Adaptable to new information


	
• Requires integration with external systems

• Can be complex to implement


	
• Open-ended research tasks

• Real-time decision making

• Information synthesis







Table 10.2: Comparison of the techniques

AI agent frameworks and services

As the field of AI agents continues to evolve, a number of specialized frameworks and services have emerged to enhance their capabilities and facilitate more robust, end-to-end solutions. These tools provide agents with the building blocks to become more versatile, autonomous, and contextually aware in their interactions.

AI agent frameworks are making significant strides across various industries, showcasing their adaptability and transformative potential. In customer service, platforms like Rasa (http://www,rasa.com) and Dialogflow (https://dialogflow.cloud.google.com/) are revolutionizing support systems by handling routine inquiries and improving response times. In healthcare, AI agents built on systems like IBM Watson (https:https://www.ibm.com/watson) are assisting medical professionals with diagnosis, treatment planning, and drug discovery by analyzing extensive medical literature and patient data.

Let us explore some of the key players in this space. As you learn about these frameworks, consider which agent frameworks you can use to develop your own agents to meet your needs.

Amazon Bedrock agents

Amazon Bedrock allows you to create advanced AI agents that are highly versatile and can be customized to handle a wide variety of tasks and interactions. They are powered by LLMs, which give them strong natural language understanding, reasoning, and generation capabilities. Bedrock Agents can be trained on specific domains, equipped with specialized knowledge and skills, and integrated with external tools and data. This enables them to engage in contextual, multi-turn dialogues, tackle complex problems, and provide personalized assistance to users. The modular and flexible design of Bedrock Agents makes them suitable for a wide range of applications, from customer service chatbots to intelligent personal assistants.

Working together with knowledge bases, Amazon Bedrock Agents provide the following capabilities:

• Task orchestration: Bedrock Agents can understand natural language requests and break down complex, multi-step tasks into smaller, executable actions.

• Interactive data collection: The agents engage in natural conversations to gather additional information from users, enabling more contextual and personalized responses.

• Task fulfillment: Bedrock Agents leverage ReAct prompting to complete customer requests through a series of reasoning steps and corresponding actions.

• System integration: The agents can make API calls to integrate with a company's existing systems, allowing them to take direct actions on behalf of the user.

• Data querying: The knowledge bases enhance the agents' accuracy and performance by providing access to fully managed Retrieval Augmented Generation (RAG) using the customer's own data sources.

• Source attribution: Bedrock Agents can conduct chain-of-thought reasoning to identify and trace the origin of information or actions, ensuring transparency and accountability.

Core components that make up a Bedrock agent include an LLM, a set of prompts, action groups, and a knowledge base are shown in Figure 10.8.

Using these components, an agent understands the natural language prompts and determines the necessary steps to take action using enterprise data and systems. Typical agent flow starts with the foundation model invoked by the user’s request.
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Figure 10.8: High-level components of Amazon Bedrock agent


Action groups define the specific actions that can be performed. These actions are outlined in an open API schema and implemented through Lambda functions. The knowledge base contains additional data that can be queried to provide context and enhance the generation of responses. This data is stored in a vector database. Bedrock agent, as a managed service, seamlessly manages the entire process, leveraging the various components to deliver intelligent and informed outputs based on the user's prompts. Behind the scenes, a Bedrock agent uses multiple prompts throughout the process. These include pre-processing, orchestration, and knowledge-based query prompts.

Figure 10.9 explains the agent flow, highlighting the prompts used at various steps:
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Figure 10.9: Bedrock agent flow


The agent flow is as follows: 

• The process starts with user input. The user input is passed through a pre-processing prompt to the Invoke Model. The agent contextualizes the user input and asks the LLM to categorize and validate it, ensuring it is not malicious.

• If the input is found valid, an orchestration prompt is created. This prompt includes the user input, conversation history, metadata about available actions, knowledge bases, and instructions, which are then passed on to the foundation model.

• The LLM’s response provides suggestions for the next steps. If there are measures to be taken, such as invoking a Lambda function or querying the knowledge base, they are executed.

• The action groups define the actions, which are implemented as Lambda functions and described using a corresponding open API schema.

• The knowledge bases store enterprise data as vector embeddings in a vector database, allowing for efficient search and retrieval of information. This information is then used to augment the generation process.

• After invoking the action group and summarizing the results from the knowledge base, the agent generates an output called an observation, which is used to augment the base prompt that is then passed on to the foundation model.

• The agent determines if it needs to repeat the orchestration process. This loop continues until the agent is ready with a final response or needs to ask the user for additional information.

• The pre-processing prompt, orchestration prompt, and knowledge-based response generation prompt are all generated from templates, which can be modified to fine-tune the agent.

Readers are encouraged to explore the end-to-end agent-based solution available at https://github.com/aws-samples/agentsforbedrock-retailagent.

CrewAI

While this chapter focused on single-agent systems, multi-agent systems that stitch together multiple agents are quickly gaining popularity. CrewAI is a framework that enables the development of sophisticated multi-agent systems where AI agents can collaborate and coordinate to tackle complex tasks. At the core of this framework is a modular architecture, which allows agents to be equipped with a diverse range of skills, tools, and knowledge bases. This flexibility empowers developers to build AI systems that can adapt to a wide variety of use cases and environments.

Key features include the following:

• Agent management: CrewAI provides robust tools for creating, deploying, and monitoring individual AI agents within a multi-agent system or crew. This streamlined approach to agent lifecycle management ensures the system remains scalable and maintainable.

• Coordination protocols: CrewAI enables agents to communicate, negotiate, and align on shared objectives and division of labor. This allows the agents to coordinate their actions and leverage their collective intelligence to tackle complex problems.

• Task planning and execution: The framework supports the decomposition of high-level goals into actionable steps, the assignment of responsibilities to individual agents, and the tracking of progress toward completion.

• Knowledge sharing: CrewAI facilitates access and contribution to a centralized knowledge base, enabling agents to learn from each other and build upon a shared understanding.

• Modular architecture: The modular design of CrewAI allows agents to be equipped with a diverse range of skills, tools, and knowledge bases. This flexibility empowers developers to build AI systems that can adapt to a wide variety of use cases and environments.

• Scalability: CrewAI is designed to support the management and coordination of large numbers of agents, ensuring the system can scale to handle increasingly complex tasks and scenarios.

Readers are encouraged to explore CrewAI quickstart, available at https://github.com/alexfazio/crewAI-quickstart .

LangChain

LangChain is an open-source framework focused on building applications with large language models (LLMs). It provides a set of abstractions and utilities to help developers integrate LLMs into their workflows in a more structured and scalable manner. Key features include the following:

• Agents: Encapsulates the logic for an AI agent to perceive its environment, reason about tasks, and take action.

• Chains: Enables the chaining of multiple agents or LLM-powered components to create more complex, multi-step applications.

• Prompts: Provides a standardized way to format prompts for LLMs, ensuring consistency and reusability.

• Memory: Allows agents to maintain context and history across interactions, enabling more coherent and personalized responses.

Readers are encouraged to explore LangChain documentation at https://python.langchain.com/v0.2/docs/introduction/ .

LangGraph

LangGraph is a is a library for building stateful, multi-actor applications with LLMs, used to create agent and multi-agent workflows.

Key features include the following:

• Persistence: Automatically save the state after each step in the graph. Pause and resume the graph execution at any point to support error recovery, human-in-the-loop workflows, time travel, and more.

• Human-in-the-loop: Interrupt graph execution to approve or edit the next action planned by the agent.

• Streaming support: Stream outputs as they are produced by each node (including token streaming).

Based on and integrated with LangChain, but can operate independently.

Readers are encouraged to explore LangGraph documentation at https://langchain-ai.github.io/langgraph/ and multi-agent workflows at https://blog.langchain.dev/langgraph-multi-agent-workflows/.

AutoGen

AutoGen is an open-source framework that simplifies the development of LLM applications. At its core, AutoGen provides a multi-agent conversation framework, allowing developers to build LLM-based workflows with collaborative, teachable, and personalized agents. The framework's modular agent architecture and conversation-based programming model make it easier for developers to build and reuse components. This benefits end-users by enabling multiple agents to independently learn and work together on their behalf, allowing them to accomplish more with less effort.

Some key features of AutoGen include the ability to back agents with various LLM configurations, native support for integrating external tools through code generation and execution, and a specialized Human Proxy Agent that facilitates easy integration of human feedback and involvement at different stages of the workflow. By abstracting away the complexities of multi-agent systems and LLM integration, AutoGen empowers developers to focus on creating innovative, collaborative, and personalized applications powered by the latest advancements in language AI.

Readers are encouraged to explore AutoGen documentation at https://microsoft.github.io/autogen/docs/Getting-Started.

AI-human collaboration

The rise of advanced AI systems, particularly those powered by LLMs, has ushered in a new era of AI-human collaboration. Rather than viewing AI as a replacement for human intelligence, the focus has shifted towards leveraging the unique strengths of both to achieve greater outcomes. This collaborative dynamic holds immense potential as organizations seek to harness the complementary capabilities of artificial and human intelligence.

Agentic workflows, facilitated by frameworks and services discussed above, play a pivotal role in this collaborative landscape. These workflows enable the creation of AI agents that can work alongside humans, taking on specific tasks and responsibilities. Agents can be equipped with specialized knowledge, reasoning capabilities, and the ability to interface with various tools and data sources. This allows them to tackle complex problems, gather relevant information, and provide recommendations, all while maintaining a natural, conversational interaction with their human counterparts.

The benefits of this AI-human collaboration are manifold. Humans can offload repetitive or data-intensive work to the agents, freeing up their cognitive capacity to focus on higher-level strategic thinking and creative problem-solving. Meanwhile, the agents can leverage their computational power and access to information to augment human decision-making, surfacing insights and options that may have been overlooked. This symbiotic relationship enables teams to achieve greater productivity, efficiency, and innovation as they harness the complementary strengths of both artificial and human intelligence.

Moreover, agentic workflows foster a more dynamic and adaptive work environment. Agents can be rapidly deployed, trained, and reconfigured to address evolving business needs. They can also learn and adapt over time, continuously improving their capabilities and becoming more attuned to the preferences and workflows of their human counterparts. This agility and scalability are particularly valuable in fast-paced, ever-changing business landscapes.

While the potential benefits of AI-human collaboration are significant, it is crucial to address the ethical and privacy implications that arise from this evolving dynamic. As AI agents become more integrated into workflows, organizations must grapple with questions of data privacy, consent, and transparency. The vast amounts of data processed by these agents, including potentially sensitive information about employees and customers, necessitate robust safeguards and clear policies. Organizations must ensure that the use of AI agents aligns with data protection regulations and ethical guidelines, implementing stringent measures to prevent unauthorized access or misuse of information. Moreover, there's a need for transparency in how AI agents make decisions, especially when those decisions impact human lives or livelihoods. Establishing clear accountability frameworks and mechanisms for human oversight becomes paramount in maintaining trust and ethical integrity in AI-human collaborative environments.

Furthermore, the increasing reliance on AI agents in decision-making processes raises important ethical considerations regarding autonomy, fairness, and potential biases. Organizations must be vigilant in monitoring and mitigating algorithmic biases that could lead to unfair or discriminatory outcomes. There is also the question of maintaining a balance between AI augmentation and human agency, ensuring that the integration of AI agents does not lead to a diminishment of human skills or job satisfaction. As AI capabilities continue to advance, it becomes imperative to develop ethical guidelines and best practices for AI-human collaboration. This includes fostering a culture of responsible AI use, providing adequate training for employees working alongside AI agents, and establishing clear boundaries for AI decision-making authority. By proactively addressing these ethical and privacy concerns, organizations can harness the full potential of AI-human collaboration while upholding core values of fairness, transparency, and human dignity.

As organizations continue to explore the frontiers of AI-human collaboration, the role of agentic workflows will only become more crucial. By empowering AI agents to work in tandem with humans, these frameworks unlock new possibilities for enhanced decision-making, increased productivity, and the development of more intelligent, adaptive, and responsive systems. The future of work is one where humans and AI agents seamlessly collaborate, leveraging their respective strengths to drive innovation and deliver exceptional outcomes.

Conclusion

The field of agentic workflows represents exciting possibilities for integrating powerful generative AI models with real-world applications and collaborative systems. By leveraging advanced language models and harnessing the power of prompt engineering, organizations can create autonomous agents capable of tackling complex tasks, making informed decisions, and working in tandem with human counterparts. The potential of agentic workflows extends far beyond traditional automation, unlocking new possibilities for enhanced productivity, innovation, and problem-solving. As organizations continue to explore and refine these techniques, we can expect to see increasingly sophisticated and adaptable AI agents that can seamlessly integrate with existing tools, data sources, and workflows.

While the concepts discussed in this chapter represent the current state of the art, it is important to recognize that this is an actively evolving field. As generative AI models continue to advance and new frameworks emerge, the capabilities and applications of agentic workflows will continue to expand. Current research is focused on several key areas, such as developing sophisticated decision-making algorithms that incorporate advanced reasoning and causal inference, exploring frameworks for effective multi-agent collaboration to tackle complex, interdependent tasks, and investigating novel human-AI interaction paradigms. Additionally, there is a growing emphasis on addressing the ethical implications of increasingly autonomous AI agents, particularly in areas of transparency, accountability, and bias mitigation. Finally, the tailoring of agentic workflows for specialized domains such as healthcare, finance, and scientific research promises to unlock new potentials in these critical sectors.

Robust monitoring systems are crucial for organizations relying on agentic workflows, encompassing performance metrics, anomaly detection, decision auditing, resource utilization, user feedback integration, and ethical compliance. In the next chapter, you will understand the observability and monitoring of generative AI systems to help ensure these systems are working as intended.



Join our book’s Discord space

Join the book’s Discord Workspace for Latest updates, Offers, Tech happenings around the world, New Release and Sessions with the Authors:

https://discord.bpbonline.com


[image: ]







CHAPTER 11
Observability and Monitoring

Introduction

This chapter will discuss the importance of being able to observe the internal workings and outputs of generative AI systems, as well as monitor their performance over time. We will look into observability and monitoring to help ensure these systems are working as intended.

Structure

This chapter covers the following topics:

• Logging system metrics

• Detecting unwanted biases, factual errors, or undesired outputs

• Techniques for gaining visibility into model internals

• Benchmarking and accuracy tests

• Continuous evaluation methods

• Alerts and reporting

• Anomaly detection

• Using monitoring for improving models with further training

Objectives

By the end of this chapter, you will understand how to monitor the health and behavior of your generative AI solution. You will understand how to collect basic logs and metrics, how to detect undesired or inaccurate output, and how to assess model quality. You will see how to use alarms and multi-layer dashboards to keep on top of potential problems. Finally, you will understand how to use feedback collected during monitoring to improve your underlying models.

Logging system metrics

Generative AI solutions are built of many components, from the foundation model to vector databases for Retrieval Augmented Generation (RAG) to the user interface. Each of these components emits its own metrics and log records. In order to provide useful observability, we must capture the logs and metrics from each component, as well as the interactions between them. For example, let us say that a user complains about unusually high latency in a generative AI chatbot (the chatbot is too slow). That could be due to a problem in the application layer, in the model, or even in the network. We need information from all the components in order to determine which one is misbehaving, and we also need traces to understand if the problem is actually in the network connection between components.

In the rest of this section, we describe which metrics and log records you should collect from each component and describe popular tools to collect that data.

Foundation model metrics and log records

The foundation model emits metrics and logs via the model hosting platform. For example, if you use a foundation model via Amazon Bedrock, it collects metrics like the number of model invocations and the response latency.

This table lists metrics you should collect from your model hosting service:








	
Metric


	
Interpretation





	
Invocations


	
The number of times the model is invoked. You may want to facet this metric by workload and model.





	
Errors


	
Model errors, perhaps grouped by error type.





	
Time to first token


	
The time it takes to get the first token back from the model.





	
Time to response


	
The time it takes to get the full response back from the model. Note that this will vary by model and by the number of input and requested output tokens.





	
Throttling


	
If the model hosting service imposes rate limits, record when these are hit.





	
Token count


	
The number of input and output tokens. These often correlate to billing and cost.





	
Document and image count


	
If your model supports multimodal use cases, record how many files are sent in.





	
Document and image size


	
If your model supports multimodal use cases, record the size of files sent.





	
Infrastructure metrics


	
If your model hosting service is not fully managed, you need to capture the usual infrastructure metrics, like CPU utilization, RAM utilization, and free disk space.







Table 11.1: Foundation model metrics

If you use a cloud hosting service like Amazon Bedrock, these metrics are often reported in the native metric system (e.g., Amazon CloudWatch). Other Software-as-a-Service (SaaS) vendors may offer to export metrics to Prometheus.

Vector database metrics and log records

If you use a RAG pattern, you should record information from the vector database. The vector database is in the critical serving path along with the model.

We suggest starting with the metrics listed in this table:








	
Metric


	
Interpretation





	
Documents stored


	
The number of documents indexed in the database, along with their size.





	
Number of retrievals


	
The number of documents retrieved at runtime





	
Retrieval latency


	
The time to do a vector search and return the matches.





	
Indexing latency


	
The time to store a document in the database.





	
Storage available


	
The amount of storage available in the database.





	
Ingestion errors


	
The number of errors encountered while indexing documents.





	
Retrieval errors


	
The number of errors encountered while retrieving documents.





	
Infrastructure metrics


	
If your database is not fully managed, you need to capture the usual infrastructure metrics, like CPU utilization, RAM utilization, and free disk space.





	
Database-specific metrics


	
You should record database-specific metrics that impact vector retrieval, like slow queries for a PostgreSQL database.







Table 11.2: Vector database metrics

If you use a cloud service like Amazon OpenSearch Serverless, these metrics are often reported in the native metric system (e.g., Amazon CloudWatch). Other SaaS vendors may offer to export metrics to Prometheus. You should also use a tracing system like Amazon X-Ray to view the flow of data in the system between the model, the vector database, and other components.

Ingest pipeline metrics and log records

If you are using contextual data via RAG or other patterns, you will need an ingest pipeline to prepare that data. A RAG pipeline will connect to a data store, prepare the data by chunking it and extracting embeddings, and store those embeddings in a vector database.

You may have experience setting up data pipelines for analytics workloads. However, pipelines for generative AI have a few key differences. First, the data sources are not the usual streaming or log data sources. They may include file shares or SaaS platforms. Second, the presence of an embedding model in the middle of this pipeline changes the performance profile. The embedding model will often be the performance bottleneck, which impacts the way that frameworks like Spark distribute work to processing nodes. Third, the type of data these pipelines work with may not fit neatly into traditional data catalogs and governance tools.

As a result, you should pay close attention to your data ingest pipeline, and keep an eye on these metrics.

This table lists metrics that you should collect from your data ingest pipelines:








	
Metric


	
Interpretation





	
Pipeline executions


	
The number of pipeline runs





	
Pipeline status


	
The number of pipeline successes or failures





	
Pipeline execution time


	
The total processing time, and whether it met the processing SLA





	
Retries


	
If your pipeline implements retry logic, track the number of items retries, and the overall failure rate





	
Embedding model metrics


	
Similar to any foundation model, track the performance of the embedding model, with a close eye on latency





	
Infrastructure metrics


	
If your pipeline is not fully managed, you need to capture the usual infrastructure metrics, like CPU utilization, RAM utilization, and free disk space







Table 11.3: Ingest pipeline metrics

If you use a cloud service like AWS Glue, these metrics are often reported in the native metric system (e.g., Amazon CloudWatch). Other SaaS vendors may offer to export metrics to Prometheus. You should also use a tracing system like Amazon X-Ray to view the flow of data and calls in the pipeline.

Application metrics and log records

The front-end application that your user interacts with also deserves close attention. In this layer, you may choose to implement circuit breakers and retries to shield the user from any problems in the back-end system. You should carefully track log messages and metrics that the application emits to describe how it is responding to the behavior of other components.

This table lists metrics you should collect from your applications:








	
Metric


	
Interpretation





	
User feedback


	
Track the user’s overall satisfaction with their interaction. This could be a simple binary flag (thumbs up/down) or a numeric score.





	
Number of unique users


	
How many users are interacting with the system.





	
Session duration


	
How long users interact with the system per session.





	
Response time


	
The time it takes the back-end system to respond. This is an important metric, as it is close to the user’s view of overall system latency.





	
Errors


	
Errors coming from the back-end system.





	
Usage time of day


	
This metric helps identifies times of peak usage.





	
Infrastructure metrics


	
If your application is not using fully managed infrastructure, you need to capture the usual infrastructure metrics, like CPU utilization, RAM utilization, and free disk space.







Table 11.4: Application metrics

If you use a cloud service like AWS Lambda, these metrics are often reported in the native metric system (e.g., Amazon CloudWatch). Other SaaS vendors may offer to export metrics to Prometheus. You should also use a tracing system like Amazon X-Ray to view the flow of data and calls in the pipeline.

Agent and tool metrics and log records

If your generative AI solution lets the model interact with other systems via agentic workflows, you will want to carefully track logs and metrics from the downstream systems being called. You will also want to pay close attention to the extra latency introduced by adding more calls to the overall flow.

This table lists metrics you should collect from your agentic systems:








	
Metric


	
Interpretation





	
Invocations


	
How often a specific downstream system or tool is called.





	
Latency


	
The amount of time it takes to get a response from the downstream system or tool.





	
Errors


	
Any errors reported by the downstream system or tool.





	
Number of invocations per use


	
If a single user query requires multiple calls to tools, record how many such calls are made.





	
Security errors


	
How many times a call to a tool fails because the application does not have the right permission to use it as desired.





	
Infrastructure metrics


	
If your agentic process is not fully managed, you need to capture the usual infrastructure metrics, like CPU utilization, RAM utilization, and free disk space.







Table 11.5: Agent and tool metrics

If you use a cloud service like Amazon Bedrock Agents, these metrics are often reported in the native metric system (e.g., Amazon CloudWatch). Other SaaS vendors may offer to export metrics to Prometheus. You should also use a tracing system like Amazon X-Ray to view the flow of data and calls in the agentic workflow.

Guardrails and MLOps

Similar to using agents and tools, if you are bolting on guardrails for trust and safety purposes or using MLOps capabilities like automatic experiment tracking, you will need to collect metrics about these systems. They may introduce extra latency or new error modes.

This table lists metrics you should collect from your guardrails and MLOps systems:








	
Metric


	
Interpretation





	
Invocations


	
How often a specific guardrail or other capability is called





	
Latency


	
The amount of time it takes to get a response from the guardrail or other capability





	
Errors


	
Any errors reported by the guardrail or other capability





	
Number of invocations per use


	
If a single user query requires multiple calls to different guardrails or capabilities, record how many such calls are made





	
Denied responses


	
How many times an interaction fails because a guardrail denied the request or response





	
Infrastructure metrics


	
If your guardrails and similar tools are not fully managed, you need to capture the usual infrastructure metrics, like CPU utilization, RAM utilization, and free disk space







Table 11.5: Agent and tool metrics

If you use a cloud service like Amazon Bedrock Guardrails, these metrics are often reported in the native metric system (e.g., Amazon CloudWatch). Other SaaS vendors may offer to export metrics to Prometheus. You should also use a tracing system like Amazon X-Ray to view the flow of data and calls between the guardrails and the overall application.

Observability platform

As you can see, you will be collecting a variety of metrics and log records, possibly from several sources. You may wish to build a central view of all of this data by forwarding metrics to a central observability platform.

There are three popular patterns for a central observability platform. The first is your cloud provider’s native metrics service, like Amazon CloudWatch (Figure 11.1). These will already be collected by at least some of your metrics, and you can easily collect other metrics and forward them using tools like the CloudWatch API and CloudWatch agent.
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Figure 11.1: CloudWatch dashboard showing two Bedrock model metrics


The second pattern is to use the Prometheus ecosystem. Many systems emit metrics in Prometheus format, and you can use Grafana to build dashboards with Prometheus as a data source.

The third pattern is to use a third-party dedicated observability platform. Common options include DataDog and Splunk.

Detecting unwanted biases, factual errors, or undesired outputs

Observability is often used to detect when a system is behaving in an unusual way, including suffering from poor performance or giving incorrect responses. However, observability for generative AI also needs to detect when a foundation model is giving inappropriate responses. Foundation models can hallucinate, respond in ways that a person considers offensive, or offer biased output. The risk of inappropriate output goes beyond the usual consideration of whether the system is fit for purpose. It can pose brand and reputational risks.

In order to detect and prevent inappropriate output, you will need to use a multilayered system of guardrails.

Guardrails that detect offensive output

Detecting offensive output, like profanity or hate speech, is one of the simplest types of guardrails to put in place. This output is usually readily apparent in many contexts.

Some foundation model providers put guardrails into the model itself for this category. Anthropic, for example, emphasizes the role of Claude as a trusted and helpful assistant. It is quite difficult (if not impossible) to make Claude say something blatantly offensive.

There are many add-on guardrails you can use in this category. Amazon Bedrock, for example, has a guardrail that checks for many types of toxic outputs. Third-party systems like LangChain also offer guardrails or moderation capabilities for this category.

Guardrails that detect bias and ethical concerns

Bias has long been a concern in machine learning. For example, if you use a classification model as part of a system that makes consumer lending decisions, the model must treat all consumer demographics fairly. In practice, the model can consider relevant information like income and loan history, but should not consider certain information like the applicant’s ethnic background.

In generative AI, foundation model builders and fine-tuners must consider similar scenarios. Training and fine-tuning data should adequately represent the entire user base. In a trivial example, if you are using a foundation model as part of a consumer-facing chatbot, the model should be adequately conversant in all human languages that the consumers will use (e.g., English, Spanish, and French).

As a generative AI solution builder, you can also make sure that any data sources used for RAG are representative of the entire problem space in a balanced way, and use prompts that guide the model towards unbiased behavior.

Finally, there are specific metrics you can calculate that give an indication of whether the model is behaving differently with respect to different subsets of the user base. These metrics require that you know some information about your users so that you can identify different subsets. Amazon SageMaker Clarify has metrics useful for detecting both pre-training bias (https://docs.aws.amazon.com/sagemaker/latest/dg/clarify-measure-data-bias.html) (i.e., bias in the training data not considering the model’s output) and post-training bias (https://docs.aws.amazon.com/sagemaker/latest/dg/clarify-measure-post-training-bias.html) (i.e., bias in the model’s output). For example, say that you have a foundation model powering a career advice chatbot for high school students. If a student asks a question about a medical career, you can evaluate whether the model is more likely to recommend nursing over being a doctor based on the student’s gender.

Guardrails that detect hallucination

Detecting hallucinations is a more difficult type of problem than detecting offensive output. A hallucinated response can be quite convincing, but not grounded in fact. Hallucination is often a problem for RAG systems that are designed for question-answering scenarios.

Guardrails in this category go through a process of several steps. First, they may ensure that the context provided to the foundation model to answer the question is relevant to the question. Second, they confirm that the model’s response is factually grounded in the provided context. Finally, they double-check whether the model’s response is relevant to the question being asked.

The ragas (https://docs.ragas.io/en/latest/concepts/metrics/index.html) evaluation system is a popular open-source option that includes this type of guardrail. Ragas measures whether the RAG system is retrieving information relevant to the question, whether the answer is relevant to the question, and whether the answer is grounded in the contextual facts. Amazon Bedrock also has guardrails for hallucinations.

How does a hallucination guardrail actually implement these checks? It may use a combination of semantic similarity scores to see how closely context aligns with questions and use a large language model as an evaluator. Guardrails may also pull in data from trusted knowledge bases (if available) to confirm certain points.

As the solution builder, you should also use prompt engineering to instruct the foundation model to only use the context provided, and to indicate when it is uncertain. You can also ask the foundation model to provide references for its answer, which makes it easier for a human to double-check the output.

Regulatory guardrails

There is no push-button way to prevent regulatory problems. However, you can use guardrails to reduce the risk that a foundation model introduces regulatory risk.

For example, consider using an LLM as part of a consumer-facing chatbot for a financial institution. This chatbot can usefully describe the institution’s products and services to customers. However, it must not give specific financial advice; there are a variety of laws and regulations that require such advice to come from certified financial professionals. Guardrail frameworks like Amazon Bedrock and LangChain let you define proscribed topics with supporting examples of disallowed conversations. In this example, you can tell the system to talk about products and services in general but not to provide advice for specific financial questions.

Techniques for gaining visibility into model internals

Understanding the internal behavior of a foundation model and its output is a challenging problem and the subject of active research. In this section, we will look at the evolution of machine learning explainability and look at the latest cutting-edge techniques.

The importance of explainability

From one point of view, there is no need to understand the internal workings of a foundation model. You can measure the quality of the output, and as long as the model is giving acceptable results, you can use it with confidence.

However, in other scenarios, you may need to understand a bit more about foundation model internals. In regulated industries like financial services, you may need to be able to explain why a foundation model made a specific decision. (More precisely, if model output is a key input into the decision, you need to explain what influenced the model output.) More generally, many companies want better intuition about how foundation models behave.

A short history of ML explainability

In order to understand why explainability is difficult for foundation models, it helps to back up and look at other types of models.

First, consider a linear regression model, which is one of the simplest types of ML models used. In the case of one input variable (feature), we are trying to fit a line that fits the classic formula:
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Once we fit a model, it is very easy to explain the behavior. We say that all other things being equal, a unit increase in the input x will result in a change m in the output y. This reasoning extends naturally to cases with multiple input features.

Next, consider a tree algorithm like xgboost. These algorithms build up decision trees to predict an output given the input features. After the model fits, you can literally have it draw a decision tree that shows how the final output results from the inputs. Figure 11.2 shows a simple classification decision tree based on the values of two inputs:
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Figure 11.2: Example classification decision tree


With the introduction of neural networks, explainability becomes much more difficult. Neural networks send the inputs through a series of computational layers, and it is not possible to explain exactly how a change to the inputs ultimately affects the output. Techniques like the Shapley algorithm use game theory to estimate the impact of input changes on the model.

The Shapley algorithm helps explain how neural networks make decisions by assigning importance to different input features. Imagine a neural network as a group project where each team member (input feature) contributes to the final result. The Shapley algorithm figures out how much each team member actually helped, even if some worked together or others did not do much. It does this by considering all possible combinations of features and measuring how the network's output changes when each feature is included or excluded. This way, we can understand which parts of the input data are most influential in the network's decision-making process. For example, in an image recognition task, the Shapley algorithm might reveal that the shape of an object is more important than its color for the network's classification.

Game theory techniques like the Shapley algorithm have been extended to cover image and language input as well as more traditional inputs.

Approaches for foundation model explainability

A recent research paper (https://arxiv.org/pdf/2405.00208) outlined state-of-the-art thinking for foundation model explainability. There are two main categories of approaches.

External analysis methods

These methods focus on examining the model's behavior from the outside, looking at inputs and outputs without directly probing the internal structure.

The first technique in this category is input attribution. This method tries to figure out which parts of the input (like specific words) are most important for the model's output. It is like highlighting the key phrases in a text that led to a particular answer.

The second technique in this category is causal interventions. This method involves making small changes to the model's inner workings and seeing how it affects the output. It is like carefully tweaking parts of a complex machine to see how each part contributes to the final result.

Internal inspection methods

These methods involve looking inside the model to understand its inner workings and representations.

The first technique in this category is model component importance. This approach looks at different parts inside the model (like attention heads or neural network layers) to see which ones are doing the most work for a given task. It is similar to identifying which parts of your brain are most active when you are solving a math problem.

Next, we have information decoding. This technique aims to understand what kind of information is stored in different parts of the model. It is like trying to decipher what each section of the model knows or represents.

The third technique is circuit analysis. This approach tries to identify groups of model components that work together to perform specific tasks. It is like finding mini-teams within a larger team, each responsible for a particular job.

The fourth technique is feature visualization. This technique creates visual representations of what different parts of the model are looking for or responding to. It is similar to creating a picture of what a neuron in your brain gets excited about.

Finally, we have sparse autoencoders. This is a method for breaking down the complex information in the model into simpler, more interpretable pieces. It is like taking a complicated puzzle and reorganizing it into clearer, easier-to-understand chunks.

An example of foundation model interpretation

Anthropic has done a lot of research in this area, and earlier this year published their latest research into understanding the behavior of their Claude model (https://www.anthropic.com/news/golden-gate-claude). Anthropic was able to find several circuits in Claude that highlighted different topics, including the circuit that includes information about the Golden Gate Bridge. Anthropic created a one-off version of Claude that emphasized this circuit, to the point where Claude would refer to the Golden Gate Bridge for almost any question.

Benchmarking and accuracy tests

There are a number of task-specific benchmarks you can use to evaluate how well a foundation model works for a particular task. We will look at these first, and then turn to ways to test whether a model is working well (accurately) in your specific scenario.

Benchmarks for foundation models

Some of the most popular benchmarks are described in the following table:








	
Benchmark


	
Description





	
General Language Understanding Evaluation (GLUE) (https://arxiv.org/abs/1804.07461) 


	
GLUE is used to assess a model's ability to understand and reason about natural language across various tasks. It includes sentence classification, sentiment analysis, and textual entailment. Results are reported as an average score across all tasks, with higher scores indicating better performance. A score above 90 is considered very good, while human performance is around 87.





	
SuperGLUE (https://arxiv.org/abs/1905.00537)


	
SuperGLUE is a more challenging version of GLUE, designed to evaluate more complex language understanding and reasoning. It includes tasks like question answering and coreference resolution. Like GLUE, results are reported as an average score, but the tasks are more difficult. Top-performing models achieve scores in the high 80s to low 90s, while human performance is about 89.





	
Massive Multitask Language Understanding (MMLU) https://arxiv.org/abs/2009.03300


	
MMLU tests a model's knowledge and problem-solving abilities across a wide range of subjects. Results are reported as accuracy percentages for each subject area and an overall average. Higher percentages indicate better performance. Top models achieve overall scores above 70%, while expert human performance is around 89%.





	
BIG-bench (https://github.com/google/BIG-bench)


	
BIG-bench evaluates a wide range of capabilities through diverse tasks. Results are typically reported as percentile ranks or normalized scores for each task, as well as aggregate scores for different capability clusters. Higher scores indicate better performance, but interpretation can vary by task.





	
TruthfulQA (https://arxiv.org/abs/2109.07958)


	
TruthfulQA assesses a model's ability to provide truthful answers and avoid false or misleading information. Results are typically reported as accuracy percentages for truthful answers and the ability to reject false statements. Higher percentages indicate better performance in providing accurate information.





	
HellaSwag (https://arxiv.org/abs/1905.07830)


	
HellaSwag evaluates commonsense inference in multiple-choice settings. Results are reported as accuracy percentages, with higher scores indicating better commonsense reasoning abilities. Top models achieve scores above 90%, while human performance is around 95%.





	
WinoGrande (https://winogrande.allenai.org/)


	
WinoGrande tests commonsense reasoning and coreference resolution. Results are reported as accuracy percentages, with higher scores indicating better performance. State-of-the-art models achieve scores in the mid-80s, while human performance is about 94%.





	
AI2 Reasoning Challenge (ARC)


	
ARC evaluates science question answering abilities, focusing on applying knowledge to novel situations. Results are reported as accuracy percentages for easy and challenge sets. Higher percentages indicate better performance, with top models achieving around 85% on the challenge set.





	
Stanford Question Answering Dataset (SQuAD) (https://paperswithcode.com/sota/question-answering-on-squad20)


	
SQuAD assesses reading comprehension and question-answering abilities. Results are typically reported using two metrics: Exact Match (EM) and F1 score. Higher scores indicate better performance, with top models achieving EM scores above 90 and F1 scores above 95 on SQuAD 2.0.





	
LAMBADA (https://arxiv.org/abs/1606.06031)


	
LAMBADA tests the ability to understand long-range dependencies and predict words in context. Results are reported as accuracy percentages for word prediction. Higher percentages indicate better long-range understanding, with top models achieving accuracies above 85%.







Table 11.6: Foundation model metrics

Accuracy

While the benchmarks provide a good starting point for evaluating a foundation model, you also need to see how well the model performs in your own environment. If you use RAG, for example, the quality of the data you provide as context is an important factor in the overall effectiveness of your solution.

As discussed in the chapter on model selection and evaluation, you can gauge the accuracy of a model in your own environment in several ways. First, you can collect your own ground truth data, and repurpose one of the canned benchmarks with your own data. Second, you can use another foundation model as an evaluator to see how well your solution performs. Third, you can (and should) collect human feedback as you deploy your solution into testing and production environments.

Continuous evaluation methods

While we often focus on model evaluation during the earlier stages of the solution lifecycle, like fine-tuning and prompt engineering, it is equally important to evaluate models in production. This serves two purposes. First, it provides an early warning if the model is no longer performing well for a certain task; perhaps the types of questions being posed to a chatbot are changing over time, and the model needs additional customization to adapt.

The second purpose is to help with testing new versions of models. In the context of generative AI and foundation models, new versions of models are introduced frequently:

• Foundation model builders regularly release new versions of their models. Anthropic, for example, released Claude 3 and Claude 3.5 about six months apart.

• Anytime you perform supervised fine-tuning, you generate a new version of the model.

• Changing prompts does not produce a new version of the model, but it does effectively produce a new version of the overall solution, which must be evaluated.

• Similarly, anytime you inject new information into your RAG system, you need to make sure it still works adequately.

If you have instrumented your application with the metrics discussed earlier in this chapter, you have a good foundation for continuous evaluation. But you need to add metrics that are more squarely focused on solution quality. There are several ways to calculate these metrics.

First, you can use a foundation model as an evaluator of the output of the system. This allows you to capture a quality score for some or all of the system output.

Second, you can ask human users to provide feedback, perhaps a thumbs-up or thumbs-down rating, or a grade on a scale of 1-5.

Finally, you can ask human annotators to provide ground truth responses to some questions posed to the foundation model. That is expensive and time-consuming and likely only done for a small percentage of the model output. Once you have this ground truth information, you can use more traditional model quality scores like accuracy.

Alerts and reporting

Collecting metrics and log data is most effective when you have the proper automated response and visibility. In this section, we will describe alerting and reporting for generative AI applications.

Alerts

Alarms have to strike the right balance between not ignoring real problems, yet not overloading the operator with too much information. Alarms can also trigger automated remediation, in which case a human operator only needs to be informed if the remediation fails, or if the system continues to degrade. We can use Amazon CloudWatch to alert on the metrics we described earlier.

We should set up several types of alerts for different components of a GenAI application. Here is a breakdown of potential alerts, including those for human operators and those that could trigger automated remediation.

This table lists alerts to consider for different components of your applications:









	
Component


	
Alert


	
Human or automated remediation





	
Foundation model (language, multimodal, or embedding)


	
High error rate alert: If the error rate exceeds a certain threshold, notify operators to investigate potential issues with the model or its inputs.


	
Human 





	
Latency: If the time to first token or time to response consistently exceeds SLA thresholds, trigger automatic scaling of the model hosting infrastructure or switch to a backup model.


	
Automated





	
Throttling: If rate limits are frequently hit, automatically increase quota limits or distribute load across multiple model instances.


	
Automated





	
Vector database


	
Storage capacity: If available storage drops below a certain threshold, trigger automatic scaling of the database or initiate data archiving processes.


	
Automated





	
Retrieval latency: If retrieval times consistently exceed expected thresholds, alert operators to investigate potential indexing or query optimization issues.


	
Human





	
Ingestion error: If document ingestion errors spike, notify operators to check data sources and ingestion pipeline integrity.


	
Human





	
Ingest pipeline


	
Pipeline failure: If a pipeline execution fails, automatically retry the pipeline or switch to a backup data source.


	
Automated





	
SLA breach: If pipeline execution time consistently exceeds the processing SLA, alert operators to investigate and optimize the pipeline.


	
Human





	
Embedding model performance: If embedding model latency increases, trigger scaling of the embedding model infrastructure or switch to a faster, less accurate model temporarily.


	
Automated





	
Application


	
User satisfaction: If user feedback scores drop below a certain threshold, notify operators to investigate potential issues in the application or underlying models.


	
Human





	
High error rate: If the application experiences a spike in errors from the back-end system, automatically switch to a fallback mode or alternative service.


	
Automated





	
Usage spike: If usage time of day metrics show an unexpected spike, trigger auto-scaling of the application infrastructure.


	
Automated





	
Agent and tools


	
Tool failure: If a specific tool or downstream system consistently fails, automatically disable that tool and use an alternative if available.


	
Automated





	
Latency: If tool invocation latency significantly increases, notify operators to investigate potential issues with the tool or its infrastructure.


	
Human





	
Security: If there is a spike in security-related errors when calling tools, immediately notify security teams to investigate potential breaches or misconfigurations.


	
Human





	
Guardrails and MLOps


	
High denial rate: If guardrails are denying an unusually high number of requests or responses, alert operators to investigate potential issues with the guardrail configuration or unexpected user behavior.


	
Human





	
Performance: If MLOps capabilities like experiment tracking are underperforming, automatically scale the infrastructure or switch to a simplified tracking mode.


	
Automated







Table 11.6: Suggested alerts

For automated remediation actions, it is crucial to implement proper logging and notification systems so that human operators are aware of the actions taken and can review them. Additionally, all automated remediation should have built-in safeguards to prevent cascading failures or unintended consequences. Human operators should be notified of any automated remediation actions, even if they do not require immediate intervention, to maintain awareness of system behavior and performance.

Reporting

Reporting involves building dashboards that give you a quick insight into solution health. The Amazon Builder’s Library describes how to build multiple layers of operational dashboards (https://aws.amazon.com/builders-library/building-dashboards-for-operational-visibility/?did=ba_card&trk=ba_card). We can use Amazon CloudWatch or a similar system to build our dashboards.

To apply the multi-layer dashboard approach to a generative AI application, we can create several layers of dashboards tailored to different aspects and audiences. Starting with high-level Customer Experience Dashboards, we would focus on overall user experience metrics such as response time percentiles, success rates of AI generations, user satisfaction scores, and usage patterns.

System-level dashboards would provide a view of the AI system's performance as a whole, including API endpoint performance, model inference time, and token usage metrics. For each service or microservice, Service Instance Dashboards would display model-specific metrics, resource utilization, and individual service latencies.

Infrastructure Dashboards would focus on underlying compute resources, showing CPU, GPU, and memory utilization, network traffic, and autoscaling metrics. Dependency Dashboards would cover external services the AI application relies on, such as database performance and data pipeline metrics.

Lastly, Capacity Planning and Forecasting Dashboards would show long-term trends and projections for user growth, model size evolution, and cost projections.

When designing these dashboards, we should follow best practices such as placing the most important metrics at the top, using consistent time intervals across graphs, annotating with alarm thresholds, providing context for metrics, and ensuring dashboards are maintainable. For a generative AI application, we might also include metrics on model drift, A/B testing results for different model versions, and content safety metrics. This multi-layered approach provides different views for various stakeholders, from high-level business metrics for executives to detailed technical metrics for AI engineers and operations teams, allowing for quick issue identification and efficient root cause analysis when problems arise in the generative AI application.

Anomaly detection

One challenge with alerting and reporting is sifting through all the data and finding events that are truly significant. Anomaly detection helps with this problem. By using anomaly detection, you can more easily see when things are really not normal. For example, perhaps the foundation model response latency has a mean of 500 ms and a standard deviation of 200 ms. Anomaly detection helps you see latency outliers.

Consider a more complicated example. Model response latency varies based on load, network conditions, and the number of input and output tokens. A foundation model may respond in 200 ms when given 200 input tokens and asked for 100 output tokens, but could take 7 seconds to respond when given 10,000 input tokens. Advanced anomaly detection can consider the interaction between several variables and flag the real outliers.

Many monitoring systems have anomaly detection capabilities built in. Amazon CloudWatch, for example, can alarm based on anomalies in metrics, and also display anomaly detection bands on dashboard graphs.

Considering the metrics we reviewed in the last section, anomaly detection may be especially useful for:








	
Component


	
Metrics to use anomaly detection





	
Foundation model


	
Invocations

Time to first token

Time to respond

Token count





	
Vector database


	
Number of retrievals

Indexing latency

Retrieval latency





	
Ingest pipeline


	
Pipeline execution time





	
Application


	
User feedback

Response time





	
Agent and tools


	
Invocations 

Latency

Security errors





	
Guardrails and MLOps


	
Invocations

Latency

Denied responses







Table 11.7: Suggested anomaly detection metrics 

Using monitoring for improving models with further training

Two techniques developed by foundation model builders have proven to significantly improve model quality. You can also use these techniques to refine a foundation model after you use it in production and capture human feedback.

Reinforcement Learning with Human Feedback (RLHF) and Direct Preference Optimization (DPO) are two advanced techniques used to improve the output of foundation models like large language models. These methods aim to align AI systems with human preferences, making their responses more helpful, accurate, and appropriate.

RLHF is a multi-step process that begins with a pre-trained language model. The first step involves generating multiple responses to a given prompt using this model. These responses are then presented to human evaluators, who rate them based on quality or other desired criteria. These human ratings are used to train a separate reward model that learns to predict human preferences. Finally, the original language model is fine-tuned using reinforcement learning techniques, with the reward model providing feedback on the quality of generated responses. This process encourages the model to generate outputs that humans are more likely to prefer. RLHF can be complex to implement. While there are example implementations in Hugging Face and other libraries, these implementations are neither universally robust nor simple to use.

DPO, on the other hand, is a simpler alternative that aims to achieve similar results with less complexity. Like RLHF, it starts with a pre-trained language model. However, instead of generating multiple responses and using a separate reward model, DPO focuses on pairs of responses. For various prompts, the model generates two different responses. Human evaluators then choose which response in each pair they prefer. These preferences are used to directly update the model's parameters, pushing it towards generating outputs that are more likely to be preferred by humans.

When comparing RLHF and DPO, several factors come into play. RLHF is generally more complex, involving multiple steps and requiring a separate reward model. This complexity often translates to higher computational resource requirements, particularly during the reinforcement learning step. DPO, being simpler and more direct, typically requires less computational power. Another advantage of DPO is its data efficiency; it can often achieve results comparable to RLHF with less human feedback data. Additionally, DPO tends to be more stable during training, while RLHF can sometimes be challenging to tune and may exhibit instability.

Implementing these techniques requires several key components. First, you need a pre-trained language model that you can fine-tune. You will also need a dataset of prompts to generate responses, as well as a method for collecting human feedback - typically a web interface where evaluators can provide ratings or preferences.

For RLHF, the implementation involves creating and training a reward model, usually a neural network, based on human ratings. This is followed by using a reinforcement learning algorithm, such as Proximal Policy Optimization (PPO), to fine-tune the original model. The reward model provides feedback during this process, guiding the model towards generating more preferred outputs.

DPO implementation is somewhat simpler. After collecting pairs of model outputs along with human preferences, you implement the DPO loss function. This function is designed to encourage the model to assign higher probabilities to outputs that humans prefer. The model is then fine-tuned using this loss function, directly incorporating human preferences into its decision-making process.

Conclusion

In this chapter, you have learned how to collect logs, metrics, and other information to help you monitor the health and behavior of a generative AI system. You saw a multi-layered approach to collecting and displaying this information, and how to use it for operational alerting and reporting. With this information, you can not only monitor your solution, but potentially use the feedback to improve it going forward.

In the next chapter, you will learn about the security and governance strategies required to effectively manage the adoption of generative AI technologies across your organization.
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CHAPTER 12
Security and Governance

Introduction

As organizations rapidly adopt generative AI for internal and customer-facing applications, their security teams must swiftly assess and address the associated risks, governance requirements, and control measures. While generative AI introduces unique security considerations, at its core is a data-driven large-scale computing workload. When operating generative AI workloads in the cloud, therefore, established cloud security practices, such as identity management, data protection, privacy, and compliance, remain critical. Generative AI systems additionally present distinct challenges, such as hallucinations—where models produce false or misleading information—and vulnerability to prompt injection and adversarial attacks that can manipulate model outputs. These AI-specific risks can have far-reaching consequences, from compromised decision-making to potential data leaks through model responses. Organizations must, therefore, understand and implement specialized security measures that go beyond conventional cloud security controls to specifically address these emerging threats.

In this chapter, we discuss key strategies that accelerate an organization's generative AI security and governance journey. We will discuss how security and governance apply to the different personas involved in the generative AI ecosystem. We will establish a mental model that will help organizations approach the risk and security implications based on the type of generative AI workload they are deploying.

The discussion of security and governance strategy for generative AI solutions inherently touches upon the principles of responsible AI. While the next chapter gets deeper into the comprehensive Responsible AI framework, there is a natural overlap between these two critical areas.

Structure

This chapter covers the following topics: 

• Security disciplines for generative AI

• Governance and compliance

• Legal and privacy

• Risk management

• Controls

• Resilience

Objectives

After reading this chapter, you will have a comprehensive understanding of the security and governance strategies required to effectively manage the adoption of generative AI technologies across your organization. You will explore key security disciplines, including governance, compliance, legal and privacy considerations, risk management, security controls, and resilience. You will learn how to apply these strategies across the different personas - model producers, model tuners, model consumers, and generative AI application end users. You will understand how each persona's unique needs and requirements shape the organization's security and governance approach.

Security disciplines for generative AI

We discussed three different personas in the generative AI ecosystem in Chapter 3, Model producers, model tuners, and model consumers. These personas represent the organizations capable of building the FMs from scratch, organizations that fine-tune existing pre-trained FMs, and organizations that build generative AI applications on existing pre-trained and/or fine-tuned FMs, respectively. In this chapter, we add an additional persona to this ecosystem - the end user of the generative AI application. End users of generative AI applications represent the diverse individuals and organizations who leverage generative AI to enhance their daily activities and work. While end users may not be directly involved in the development or tuning of the underlying models, they play a crucial role in shaping the security and governance considerations for the deployment of generative AI applications within an organization.

The personas that make up the generative AI ecosystem and their characteristics are shown in Figure 12.1. Organizations adopt one or more of these personas to build and use different workloads and applications according to their needs.
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Figure 12.1: Personas in generative AI ecosystem


The security and governance strategy adopted by organizations will have some common features and some features unique to their personas. For the generative AI workloads across these personas, the high-level security disciplines to consider are as follows:

• Governance and compliance: Establishing the necessary policies, procedures, and reporting mechanisms to enable the responsible use of generative AI while minimizing organizational risk. This includes defining clear guidelines, roles, and accountabilities to empower the business to leverage these powerful technologies effectively.

• Legal and privacy: Identifying and addressing the specific regulatory, legal, and privacy requirements that apply to the development and deployment of generative AI solutions. This ensures compliance with relevant data protection laws, intellectual property rights, and other legal considerations.

• Risk management: Proactively identifying potential threats, vulnerabilities, and risks associated with generative AI solutions and implementing appropriate mitigation strategies. This involves threat modeling, impact assessments, and the development of contingency plans to address identified risks.

• Controls: Implementing a robust set of security controls to mitigate the risks inherent in generative AI workloads. This may include access management, data protection, monitoring, and other technical and operational safeguards to ensure the confidentiality, integrity, and availability of these systems.

• Resilience: Architecting generative AI solutions to maintain high availability and meet critical business service-level agreements (SLAs). This involves designing for fault tolerance, scalability, and recoverability to ensure the continued operation and performance of these mission-critical applications.

The rest of the chapter will look into these five security disciplines in the context of each persona.

Governance and compliance

Establishing a robust governance and compliance framework is crucial to enable the responsible use of generative AI while mitigating organizational risks. This entails developing the necessary policies, procedures, and reporting mechanisms to provide clear guidelines, roles, and accountabilities. Figure 12.2 summarizes the best practices to adopt for the different personas, followed by a detailed discussion:
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Figure 12.2: Governance and compliance best practices


Generative AI application end-users

While publicly available off-the-shelf generative AI applications are typically provided as web applications, such as ChatGPT, enterprise generative AI applications are offered as SaaS products, such as Microsoft Copilot, for end users of these applications, there are several important considerations:

• Users must carefully review and understand the terms of service, licensing agreements, and legal disclosures provided by the application providers. These typically outline data usage rights, restrictions, and responsibilities regarding data sovereignty and intellectual property. For example, when you use the PartyRock app at https://partyrock.aws/, note the service terms, site terms, legal, privacy, and other disclosures included at the bottom of the page, as shown in Figure 12.3:
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Figure 12.3: PartyRock – terms of usage and disclosures








	
Note: It is important to be aware that some of the clickthrough agreements may allow the provider to use the end user’s data for the purpose of improving their models. This data usage clause is often buried in the fine print, and users should carefully review the terms and conditions to understand how their data may be utilized by the application provider.







• Organizations should assess how their existing data governance and management policies apply to the use of off-the-shelf generative AI applications. Close collaboration with legal and procurement teams is recommended to ensure compliance with relevant regulations and contractual obligations.

• Risk appetite and desired security posture should guide policies on what types of data can be used with these applications. For example, organizations may prohibit the use of personally identifiable information (PII), confidential or proprietary data due to privacy and security risks.

• End users should be provided clear guidelines and training on the acceptable and responsible use of these applications within their specific organizational context. Monitoring processes may be needed to ensure adherence to established policies.

Model consumers

For the model consumer persona in the generative AI ecosystem, key governance and compliance considerations include the following: 

• Understanding data classifications and types is crucial, as the pre-trained models may have access to and utilize the organization's data assets through techniques like      Retrieval Augmented Generation (RAG). Even if the data is not directly embedded in the model, it may be queried and used as context to generate responses. In this context, the attribution of context to a specific source refers to the ability to trace the origin of the information used to generate the output. This attribution enhances transparency and explainability, enables provenance tracking, supports continuous model improvement, and ensures legal and regulatory compliance.

• Organizations must establish a robust governance framework to manage and monitor the use of pre-trained AI services. This includes implementing compliance monitoring processes to ensure adherence to relevant data privacy, intellectual property, and industry-specific regulations.

• Maintaining transparency around the data used to train these pre-trained models is essential. Users should understand the data provenance, potential biases or limitations, and any implications related to data ownership and quality.  While open-source model providers typically maintain this transparency, it can be a challenge for commercial providers. Commercial providers are reluctant to disclose detailed information about their data sources and curation processes, citing proprietary concerns. However, commercial providers often offer indemnification clauses in their agreements, which aim to protect users from legal liability related to the use of the pre-trained models.

• Clear guidelines and processes should be defined for validating the outputs from these pre-trained models, particularly when handling sensitive or regulated data types. Alignment with the organization's risk appetite and ethical AI principles is key.

• Collaborative efforts between data governance teams, legal/compliance functions, and business stakeholders are recommended to navigate the complex landscape of using externally sourced pre-trained models responsibly and in compliance with organizational policies and regulatory mandates.

Model tuners and model producers

For the model tuner and model producer personas in the generative AI ecosystem, compliance and governance considerations include the following:

• The fine-tuned or self-trained models inherit the highest data classification level of the data used for tuning or training. If sensitive data such as PII is involved, the resulting model will effectively contain that sensitive data. This has significant implications for data privacy, security, and compliance.

• Robust access controls and authorization mechanisms become critical, as there are currently limited filtering capabilities within the models themselves. Without proper safeguards, users could potentially retrieve sensitive data they should not have access to.

• Decouple sensitive data from the model itself through approaches like RAG. This allows building applications that query and filter data based on granular access controls without directly embedding sensitive information into the model during tuning or training.

• Comprehensive governance frameworks, including data classification policies, model risk assessments, and monitoring processes, should be established. Close collaboration between data governance teams, legal/compliance functions, and AI/ML practitioners is essential.

• Model documentation and lineage tracking are vital to understanding data flows, data usage, and inherited classifications/sensitivities throughout the AI lifecycle, from tuning to inference.

• Responsible AI practice demands aligning model development and deployment with the organization's data protection policies, ethical AI principles, and relevant regulatory requirements governing data privacy and security.

Legal and privacy

A critical aspect of securing generative AI initiatives is identifying and addressing the specific regulatory, legal, and privacy requirements that govern the development and deployment of these solutions. By proactively aligning with relevant data protection laws, intellectual property rights, and other legal considerations, organizations can ensure their generative AI applications remain compliant and mitigate potential risks associated with the use of sensitive information or protected assets. Organizations operating globally additionally must account for regulatory requirements that vary in different geographies. For example, the General Data Protection Regulation (GDPR)’s strict data processing and automated decision-making provisions in Europe versus the California Consumer Privacy Act (CCPA)'s more focused consumer rights approach in California. Figure 12.4 summarizes the best practices to adopt for the different personas, followed by a detailed discussion:
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Figure 12.4: Legal and privacy best practices


Generative AI application end-users

For end users of consumer and enterprise generative AI applications, the following are several important legal and privacy considerations:

• Users must be cautious about inputting any PII, confidential, proprietary, or company IP data into these applications unless explicitly permitted by the organization's data classification and handling policies.

• It is crucial to review and understand the service provider's terms of use, end-user license agreements (EULAs), and privacy policies. These legal agreements outline data rights, usage restrictions, and the provider's data handling practices.

• Users should determine where their data is stored and processed by the service and ensure compliance with any legal or regulatory requirements related to data sovereignty and cross-border data transfers.

• If using these applications for commercial purposes, users must evaluate any legal implications or limitations outlined in the service terms.

• The terms of service and privacy policies governing these applications may change without notice, so regular reviews are recommended to stay compliant.

• End users should receive proper training on their organization's data privacy concerns, acceptable use policies, and legal obligations when using generative AI applications.

• From a legal perspective, it is important to understand both the application provider’s EULA, terms of services (TOS), and any other contractual agreements necessary to use their applications.

Model consumers

A model consumer must conduct thorough due diligence on the pre-trained model provider's data practices, legal terms, and security controls to ensure compliance with relevant data protection regulations and the organization's own data governance policies. Key considerations for legal and privacy include the following:

• The cloud service provider (CSP) and model provider may have their own EULAs that outline data usage rights, limitations, and responsibilities. These legal agreements must be carefully reviewed and adhered to. For example, the Claude family of models available on Amazon Bedrock comes with details about the use cases supported, EULA, and pricing information, as shown in Figure 12.5.

• It is critical to understand what data is being used by the pre-trained model provider, why it is being used, and how it is being protected. This includes assessing potential risks related to data privacy, intellectual property, and regulatory compliance.

• If the pre-trained model provider is sharing or receiving data from other parties, users must understand the data flows, sources, and any associated legal obligations or restrictions.

• Transparency around the training data source and methodology used for the pre-trained model is important from a legal and ethical standpoint, particularly when dealing with sensitive or regulated data types. Model, data, and service cards are important tools for enhancing transparency and accountability. These are discussed in depth in the responsible AI chapter. As discussed in the Governance and Compliance section, this aspect differs from the open-source and commercial models.

• Depending on the use case, there may be legal requirements to protect the outputs or prompts generated when using a third-party pre-trained model, such as intellectual property considerations or data privacy safeguards.
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Figure 12.5: Claude model details on Amazon Bedrock


Model tuners and producers

Close collaboration between legal, compliance, data governance, and AI/ML teams is essential for the model tuner and producer personas to navigate the complex legal and privacy landscapes responsibly. Key legal and privacy considerations include the following:

• When fine-tuning a pre-trained model, the resulting model inherits the data classifications and sensitivities of the data used for fine-tuning. If personal data, confidential information, or other regulated data types are involved, the fine-tuned model effectively contains that sensitive data. This raises significant data privacy and security concerns.

• It is crucial to avoid fine-tuning models on unauthorized or inappropriate data types, as there are currently limited ways to filter or redact the model's outputs based on user access levels. Legal and compliance teams should assess the risks and establish clear policies around data classifications permitted for model fine-tuning within the organization.

• Additionally, users must ensure they have the necessary data rights and licenses to fine-tune pre-trained models with their proprietary or third-party data. Intellectual property and contractual obligations should be carefully evaluated, as fine-tuning may be considered derivative work under certain circumstances.

• As the model provider, organizations assume full responsibility for the data used in training and the resulting model's outputs. Any sensitive data or intellectual property embedded in the self-trained model must be properly classified, protected, and controlled in accordance with relevant data protection regulations and organizational policies.

• Comprehensive documentation and lineage tracking become critical to understand the data flows, data sources, and inherited risks throughout the model development lifecycle. Legal teams should assess potential liabilities and ensure appropriate safeguards, such as access controls, monitoring, and redaction capabilities, are in place.

• Organizations must carefully limit and manage third-party exposures, only allowing access to the self-trained models and their outputs based on strict data-sharing agreements and use limitations. Customer data privacy and intellectual property must be rigorously protected.

Risk management

Effectively managing the risks inherent in generative AI solutions requires a proactive approach. Organizations must identify potential threats, vulnerabilities, and other risk factors associated with these advanced technologies and then implement appropriate mitigation strategies. This process involves conducting thorough threat modeling, impact assessments, and developing contingency plans to address the identified risks. Figure 12.6 summarizes the best practices to adopt for the different personas, followed by a detailed discussion:
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Figure 12.6: Risk management for different personas


Generative AI application end-users

For the end users interacting with consumer or enterprise applications that leverage generative AI models, key risk management considerations revolve around understanding the third-party application provider's security responsibilities and risk mitigation practices. Best practices for evaluating and mitigating risks include the following:

• Perform risk assessments aligned with existing frameworks and procurement mechanisms to evaluate the provider's risk management approach.

• Enterprises should include specific threat models for generative AI vulnerabilities when conducting risk assessments. For example, a prompt injection threat model should analyze attack vectors like malicious prompts that bypass filters, potential impacts such as unauthorized data access, and essential controls, including input validation, prompt templates, and runtime monitoring.

• Understand the security responsibility model, including how the application provider uses and handles user data (especially prompts and responses).

• Assess the ownership and usage rights over the data generated through third-party AI services.

• Based on the risk assessment, take appropriate precautions and implement mitigation strategies within your organization's control to address the identified risks associated with consuming third-party generative AI applications.

Model consumers

For model consumers leveraging pre-trained generative AI models, risk management considerations should include:

• Conduct comprehensive threat modeling exercises to identify and address potential threats unique to LLMs and generative AI systems.

• Carefully consider the risk of prompt injection, where crafted inputs could cause the LLM to generate unexpected or undesired outputs, leading to issues like sensitive information extraction, defamation, unauthorized access, and more. Table 12.1 shows a list of possible prompt attacks.  While some of these attacks can occur in isolation, it is also possible that they can be combined in a chain of multiple offense strategies. The key to securing a model against hybrid attacks is a set of guardrails that can help defend against each individual attack.








	
Prompt attack


	
Description





	
Prompted persona switches


	
Attempts to have the LLM adopt a new, potentially malicious persona.





	
Extracting the prompt template 


	
Asks the LLM to print out its instructions from the prompt template, risking exposure of vulnerabilities.





	
Ignoring the prompt template


	
Requests the LLM to ignore its given instructions and provide information on a harmful topic.





	
Alternating languages and escape characters 


	
Uses multiple languages and escape characters to feed the LLM conflicting instructions.





	
Extracting conversation history


	
Requests the LLM to print out its conversation history, which may contain sensitive information. 





	
Augmenting the prompt template 


	
Tries to cause the LLM to alter its own prompt template, such as changing its persona.





	
Fake completion (guiding the LLM to disobedience) 


	
Provides pre-completed answers that ignore the template instructions to influence the LLM's subsequent responses.





	
Rephrasing or obfuscating common attacks


	
Rephrases or obfuscates malicious instructions to avoid detection by the LLM.





	
Changing the output format of common attacks


	
Prompts the LLM to change the output format of a malicious instruction to avoid application filters.





	
Changing the input attack format


	
Prompts the LLM with malicious instructions in a different, non-human-readable format to avoid application input filters.





	
Exploiting friendliness and trust


	
Uses friendly and trusting language to instruct the LLM to obey malicious instructions.







Table 12.1: Prompt Attacks







	
Note: Table 12.1 shows malicious threats. More common risks, such as hallucinations, are discussed in Chapter 6, Prompt Engineering. Threat modeling should take a comprehensive approach toward all possible and evolving threats.







• Use specific tags like <thinking> and <answer> tags to enable the model to show its work and present relevant excerpts, improving accuracy on complex questions.

• Implement security guardrails that acknowledge and defend against common prompt attacks, using the fewest number of tokens to be cost-efficient.

• Wrap instructions in a single pair of salted sequence tags (<abcde12345>) to stop tag spoofing attacks and prevent the model from revealing the salted sequence.

• Teach the LLM to detect attack patterns by providing specific instructions to identify and report "Prompt Attack Detected" if an attack is discovered.

• Incorporate guidance from authoritative sources like NIST (https://www.nist.gov/) and OWASP (https://owasp.org/) into the threat modeling process to ensure a robust and comprehensive approach.

• Collaborate closely with development teams and stakeholders to fully understand the nuances of the generative AI use case and define best practices tailored to the specific threat landscape.

Model tuners and producers

For organizations involved in fine-tuning pre-trained models or developing pre-trained models from scratch, risk management considerations extend beyond the threats applicable to model consumers. In addition to prompt injection, insecure output handling, and other risks faced by model consumers, model tuners and producers must also account for threats specific to the model development lifecycle. Key risks in these higher scopes include training data poisoning, where malicious data is injected into the training dataset to influence the model's behavior maliciously, and model theft, where adversaries gain unauthorized access to the trained model or its parameters. Best practices for effective risk management in this space include the following:

• Comprehensive data vetting and validation processes to ensure the integrity and security of training datasets, mitigating the risk of data poisoning.

• Robust access controls and encryption measures to protect trained models and their parameters, preventing unauthorized access or model theft. This is especially important given the significant investments required to develop these advanced models. The frontier models, which can cost over $100 million to create, are extremely valuable resources that need to be safeguarded from unauthorized access or theft. Model providers must prioritize the implementation of comprehensive security measures to protect their intellectual property and prevent the misuse or exploitation of these powerful AI systems. Failure to do so could result in significant financial and reputational consequences for both the providers and the users of these models.

• Secure development environments and compute resources, with stringent access controls, network segmentation, and continuous monitoring to detect and respond to potential threats or anomalies.

• Collaboration with development teams, data scientists, and other stakeholders involved in the model development lifecycle to foster a shared understanding of risks and security requirements.

• Incorporating guidance from authoritative sources like NIST, MITRE, and OWASP into threat modeling exercises and risk management frameworks, ensuring alignment with industry best practices.

• Continuous monitoring and adaptation of risk management strategies to keep pace with the rapidly evolving threat landscape in the generative AI domain.

Controls

Implementing a comprehensive set of security controls is essential to mitigate the inherent risks of generative AI workloads. This includes access management, data protection, monitoring, and other technical and operational safeguards to ensure the confidentiality, integrity, and availability of these mission-critical systems. By deploying a layered approach to security, organizations can effectively protect their generative AI applications and the sensitive data they process or generate. Figure 12.7 summarizes the best practices to adopt for the different personas, followed by a detailed discussion:
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Figure 12.7: Controls for different personas


Generative AI application end-users

For end users interacting with consumer or enterprise applications that leverage generative AI models, key control considerations revolve around access controls and Web proxy/ Cloud Access Security Broker (CASB) services. Applications should implement robust access control mechanisms to ensure that only authorized users can interact with the generative AI functionality. This can involve integrating with identity providers, implementing role-based access controls, and enforcing least-privilege principles. Web proxies and CASB solutions can be leveraged to detect and enforce controls around the use of generative AI services. These solutions can monitor and filter traffic, enforce policies, and provide visibility into potential risks or policy violations.

Best practices for end users include the following:

• Understand and adhere to the organization's policies and guidelines for accessing generative AI applications.

• Use strong and unique credentials for accessing these applications, and enable multi-factor authentication where possible.

• Be cautious when inputting sensitive or confidential information into generative AI applications, and avoid sharing data that could potentially be misused or expose the organization to risks.

• Report any suspicious behavior or potential misuse of the generative AI functionality to the appropriate security teams.

• Participate in security awareness training programs to understand the risks and best practices associated with the use of generative AI applications.

By implementing these controls and best practices, end users can help mitigate risks associated with the use of generative AI applications within their organization while still benefiting from the capabilities these technologies offer.

Model consumers

For organizations operating as model consumers leveraging pre-trained foundation models, key control considerations revolve around managing access to these models and their inference endpoints. Organizations should implement access controls to govern who can use specific foundation models within their applications. This can involve integrating with identity providers, implementing role-based access controls, and enforcing least-privilege principles. Since fine-grained controls on access to data inside an LLM are not possible with current technology, organizations should focus on controlling access to the inference endpoints themselves. Technologies such as Web Application Firewalls (WAF) or Data Loss Prevention (DLP) solutions can be useful in filtering out malicious or sensitive inputs before they are sent to the LLM, helping to mitigate risks like prompt injection or unintended disclosure of sensitive information.

Best practices for model consumers include the following:

• Maintain an inventory of all foundation models used within the organization and their respective inference endpoints.

• Implement strict access controls and least-privilege principles for accessing these models and endpoints.

• Leverage WAF, DLP, or other filtering mechanisms to inspect and sanitize inputs before sending them to the LLM. Some examples of popular WAF solutions are:

○ AWS Web Application Firewall (https://aws.amazon.com/waf/)

○ Cloudflare Web Application Firewall (https://developers.cloudflare.com/waf/)

○ Imperva Web Application Firewall (https://www.imperva.com/products/web-application-firewall-waf/)

○ Similar popular DLP solutions are Microsoft 365 Purview Data Loss Prevention, Symantec Data Loss Prevention (https://www.microsoft.com/en-us/security/business/information-protection/microsoft-purview-data-loss-prevention)

○ Forcepoint Data Loss Prevention (https://www.forcepoint.com/data-loss-prevention)







	
Note: Traditional security controls such as WAF and DLP require specific adaptations for generative AI workloads. For e.g., WAFs must be configured with custom rules to detect and block sophisticated prompt injection attempts, such as those hiding malicious instructions within seemingly benign prompts or using special characters to bypass filters. DLP systems similarly need enhanced policies that can analyze model outputs for potentially sensitive data exposure, including partial or obfuscated confidential information within generated responses.







• Regularly review and update access policies and filtering rules to align with evolving security requirements and threat landscapes.

• Monitor for any unauthorized access attempts or suspicious activity related to the foundation models and inference endpoints.

• Collaborate with development teams and stakeholders to ensure alignment between security controls and the application's functionality and requirements.

Model tuners and producers

For organizations involved in fine-tuning pre-trained models or developing self-trained models from scratch, control considerations extend beyond access management to encompass the protection of the model artifacts and inference endpoints themselves. Robust identity and access management controls must be implemented to govern who can access, modify, or invoke the models and their associated artifacts, such as training data, hyperparameters, and model checkpoints. Organizations should encrypt model artifacts at rest and in transit, and implement comprehensive monitoring and logging mechanisms to detect and respond to potential threats or anomalies. The inference endpoints that expose the fine-tuned or self-trained models should be secured using industry-standard practices, such as network segmentation, firewalls, and WAFs.

Best practices for model tuners and producers include the following:

• Implement role-based access controls and least-privilege principles for all stages of the model development lifecycle, including data acquisition, model training, fine-tuning, and deployment.

• Leverage encryption and secure storage mechanisms for sensitive model artifacts, training data, and associated metadata.

• Implement comprehensive logging and monitoring mechanisms to detect and respond to potential threats, such as unauthorized access attempts, data exfiltration, or model theft.

• Secure inference endpoints using industry-standard practices, such as network segmentation, firewalls, and WAFs.

• Regularly review and update access policies, encryption keys, and security controls to align with evolving security requirements and threat landscapes.

• Collaborate with security teams, data scientists, and other stakeholders to ensure alignment between security controls and the model development pipeline's functionality and requirements.

Resilience

Ensuring the resilience of generative AI applications is crucial to maintaining high availability and meeting critical business SLAs. This involves designing for fault tolerance, scalability, and recoverability to enable the continued operation and optimal performance of these mission-critical systems. Key resilience considerations include implementing redundancy mechanisms, leveraging flexible compute resources, managing usage quotas and billing, and adopting resilient architectural patterns. Figure 12.8 summarizes the best practices to adopt for the different personas, followed by a detailed discussion:
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Figure 12.8: Resilience for different personas


Generative AI application end-users

Resilience considerations and best practices for the end user persona in the generative AI ecosystem when using generative applications include the following:

• Understand how the provider's availability aligns with your organization's requirements and expectations for consumer or enterprise applications. Ensure that the provider's service level agreements meet your desired uptime and reliability targets.

• For complex prompt completions that may take longer to process, increase client timeouts if applicable. This can help mitigate the impact of extended latencies and prevent premature timeouts or failures.

• Implement graceful degradation strategies in your applications to handle situations where the underlying model, API, or presentation layer becomes unavailable. This could involve displaying appropriate error messages, offering alternative functionalities, or providing cached responses.

• Consider implementing offline capabilities in your applications, such as caching or local processing, to ensure some level of functionality even when the generative AI service is unavailable.

• Incorporate retry mechanisms with appropriate backoff and exponential backoff strategies to handle transient failures or intermittent service disruptions.

• Implement circuit breaker patterns to prevent cascading failures and protect your applications from overwhelming the generative AI service during periods of high load or instability.

• Set up monitoring and alerting mechanisms to promptly detect and respond to availability issues or performance degradation in the generative AI service, allowing you to take appropriate actions and notify users if necessary.

• Conduct load testing on your applications to understand their behavior and resilience under different load conditions and identify potential bottlenecks or failure points.

By following these resilience best practices, model consumers can enhance the reliability and availability of their consumer or enterprise applications that rely on generative AI services, ensuring a better user experience and meeting business continuity requirements.

Model consumers

Some resilience considerations and best practices for the model consumer persona in the generative AI ecosystem when using pre-trained models include the following:

• Understand how the provider's availability aligns with your organization's requirements and expectations. Ensure that the provider's uptime and service level agreements meet your business continuity needs.

• If model consumers are accessing the pre-trained models from the cloud-based model hosting platforms like Amazon Bedrock or Google Vertex AI, they should evaluate these platforms in terms of managed capabilities for model deployment, scaling, and monitoring that can reduce the operational burden on the model consumer.

• Consider implementing failover and redundancy mechanisms in case the underlying model, API, or presentation layer becomes unavailable. This could involve having backup providers or fallback strategies to maintain service availability.

• Implement appropriate timeouts and retry mechanisms to account for complex prompts and completions that may take longer to process. This can help mitigate the impact of disruptions or temporary outages.

• Monitor your usage quotas and billing implications, as complex prompts and completions might impact your usage levels and associated costs. Consider implementing throttling or caching mechanisms to manage resource consumption.

• If you're consuming an API service, ensure that the service is available in your desired regions. Some providers, like Amazon Bedrock, offer regional availability, which you should factor into your resilience strategy.

• Adopt resilient architectural patterns, such as circuit breakers, load balancing, and rate limiting, to enhance the resilience of your application and gracefully handle failures or overload situations.

• Implement robust monitoring and alerting mechanisms to promptly identify and respond to issues related to the pre-trained model or API service, ensuring timely mitigation and recovery actions.

By considering these resilience best practices, model consumers can better prepare for potential disruptions, maintain service availability, and ensure their applications meet the desired levels of reliability and business continuity.

Model tuners and producers

Resilience considerations and best practices for the model tuner and provider persona in the generative AI ecosystem:

• If model providers/tuners are offering their models via cloud-based model hosting platforms like Amazon Bedrock or Google Vertex AI, they should consider the security and scalability of the infrastructure used by the hosting platforms. Additionally, evaluate hosting platforms on multi-tenant isolation.

• For self-hosted pre-trained models, be flexible with compute resources such as using AWS EC2 instance types for scaling. Additionally, consider reserving or pre-provisioning instances for static stability requirements.

• For API services, ensure the service is available in your chosen regions, such as Amazon Bedrock. For fine-tuned models, you may need to fine-tune in multiple regions to ensure availability.

• For self-hosted fine-tuned models, have a strategy for copying models across regions for data management and availability.

• For self-trained models, save checkpoints frequently during training to allow resuming from the last saved checkpoint if necessary, ensuring resilience against interruptions.

• Resilient design patterns: Implement best practices for resilient designs, such as timeouts, backoff and retries, and circuit breaker patterns, to account for complex prompts, completions, and usage quotas, ensuring a reliable user experience.

• When using vector databases for storing and retrieving training data, have a high availability configuration and disaster recovery plan to be resilient against different failure modes.

• For managed services like Amazon Bedrock or Amazon SageMaker, validate AWS Region availability and feature parity when implementing a multi-region deployment strategy for resilience.

• For multi-region support of fine-tuned or self-trained models, ensure the availability of fine-tuning or training data across the region. Consider a practical example of resilience implementation: deploying fine-tuned models across multiple regions with active-active configuration, automated failover procedures, and global load balancing to ensure continuous availability. If the primary region fails, traffic automatically routes to secondary regions, while regular backups of model artifacts and clear recovery objectives ensure business continuity with minimal disruption.

Conclusion

Effective adoption and deployment of generative AI technologies within an organization require a comprehensive and strategic approach to security and governance. By understanding the unique personas involved in the generative AI ecosystem, organizations can tailor their security and governance strategies to address the specific needs and requirements of each group. Throughout this chapter, we have explored the key security disciplines that form the foundation of a robust generative AI security strategy. From governance and compliance to legal and privacy considerations, risk management, security controls, and resilience, organizations must address a multifaceted set of challenges to unlock the transformative potential of these powerful technologies while mitigating the associated risks. By leveraging established cloud security best practices as a starting point and then addressing the unique security requirements introduced by generative AI, organizations can develop a holistic approach that empowers them to harness the benefits of these advanced systems. This includes considerations around data classification, threat monitoring, access management, and other critical factors that are essential for the responsible and effective use of generative AI.

As the adoption of generative AI continues to accelerate across industries, the insights and strategies presented in this chapter will equip organizations with the knowledge and tools necessary to navigate the evolving security landscape. As the generative AI threat landscape rapidly evolves, organizations must remain vigilant and adaptive in their security approach. Recent incidents of prompt injection attacks and model vulnerabilities underscore the critical need for continuous monitoring and regular reassessment of security controls. Organizations should take steps to invest in AI-specific security tools, establish dedicated AI security teams, and integrate their generative AI security strategy with existing responsible AI frameworks. The cost of inadequate security measures—from data breaches to model manipulation—far outweighs the investment in robust security infrastructure and processes.

In the next chapter, we will explore the comprehensive responsible AI framework, building upon the security and governance strategies discussed in this chapter. This progression highlights the inseparable nature of robust security measures, ethical governance, and the broader principles of responsible AI development and deployment in the rapidly evolving landscape of generative AI.
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CHAPTER 13
Responsible AI

Introduction

Generative AI has unlocked tremendous potential for innovation for organizations of all sizes. Yet, with increased power and accessibility comes greater responsibility. As this transformative technology becomes more pervasive, it is imperative that organizations develop robust frameworks to promote its responsible use. Responsible AI refers to the ethical and accountable development and deployment of an AI system. It involves a set of principles and practices aimed at ensuring that AI systems are designed, built, and used in a way that is safe, transparent, and beneficial to individuals and society. Responsible AI and trustworthiness go hand in hand and require a holistic approach that seamlessly integrates security, compliance, and ethical considerations into the end-to-end AI lifecycle.

This chapter will introduce multiple principles of a responsible AI framework.  Within the overall theme of responsible AI, special considerations and challenges applicable to generative AI systems are called out. We will further discuss best practices that organizations can adopt to incorporate various responsible AI principles as part of their overall AI strategy. It is important to highlight that several challenges discussed in this chapter are active topics of research and will continue to evolve as the generative AI domain matures. The field of responsible AI is a rapidly evolving area, so recommendations from this chapter should be considered as a baseline implementation by organizations to be continuously iterated upon.

Structure

This chapter covers the following topics: 

• Responsible AI in the cloud

• Core principles of responsible AI

• Best practices for responsible generative AI

Objectives

After reading this chapter, you will have a comprehensive understanding of the responsible AI principles and challenges as applied to generative AI systems. By the end of this chapter, you will be equipped with the best practices to adopt and tools to explore in building and implementing generative AI systems responsibly in a systematic fashion.

Responsible AI in the cloud

Rapid advancements in the field of generative AI, including but not limited to language models, image & video generation, and code generation, have unlocked unprecedented possibilities for developers and engineers. These transformative technologies empower organizations to use innovative approaches to solving problems and creating products. You have already seen in Chapter 2, Evolution of Generative AI, how cloud enables generative AI and makes it accessible to organizations of all sizes. However, the possibility of these powerful AI systems perpetuating biases, spreading misinformation, and potentially causing unintended harm cannot be ignored.

In addition to democratizing generative AI, popular cloud providers also propose responsible AI principles and frameworks. Table 12.1 shows the responsible AI attributes from three popular cloud providers – AWS, GCP, and Microsoft Azure. While the names differ across the providers, there is quite a bit of overlap in the definitions and similarities in the intent behind these principles.









	
Amazon Web Services


	
Google Cloud


	
Microsoft Azure





	
Fiarness

Explainability

Privacy and security

Safety

Controllability

Veracity and robustness

Governance and transparency

https://aws.amazon.com/machine-learning/responsible-ai/policy/


	
Ethical guidelines

Transparency and explainability

Data Privacy and security

Collaboration and external Engagement

Continuous monitoring and improvement

https://cloud.google.com/responsible-ai


	
Fiarness and inclusiveness

Reliability and safety

Transparency

Privacy and security

Accountability

https://www.microsoft.com/en-us/ai/principles-and-approach







Table 12. 1: Responsible AI principles from three popular cloud providers

As organizations adopt generative AI platforms and services from the cloud providers, it is in their best interest to proactively implement and follow the responsible AI best practices. Building responsible systems requires a systematic approach. This will be essential in mitigating risks and minimizing the potential for negative societal impacts as generative AI tools become increasingly ubiquitous. By embracing a mindset of responsible innovation, organizations can harness the remarkable potential of generative AI while ensuring its ethical and transparent use.

In the next section, we will look into eight core principles that capture the essence of responsible AI.

Core principles of responsible AI

Building generative AI responsibly can be challenging, but it is critical. In this section, we consider eight core principles of responsible AI- fairness, explainability, robustness and veracity, privacy and security, governance, safety, controllability, and transparency. High-level definitions of these principles are shown in Figure 13.1:
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Figure 13.1: Core principles of responsible


It is crucial to incorporate responsible AI principles into the entire product development and generative AI lifecycle, rather than being an afterthought. Let us look into each of these principles and see how to apply them during the development of a specific product. Consider a sports retail company developing a generative AI powered chatbot that can engage in natural language conversations and assist customers with various queries. The chatbot should be able to answer questions about the products available on the company website and provide recommendations to customers. As the organization embarks on this project, various stakeholders should be involved in incorporating various responsible AI principles into the end-to-end generative AI lifecycle. Figure 13.2 shows the chatbot and its usage:
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Figure 13.2: Sports retail chatbot








	
Note: Code for the generative AI-powered chatbot as a streamlit application is available in the Git repo for the book.







Fairness

This principle takes into consideration the impact on the various groups of stakeholders to ensure that generative AI-based products do not discriminate or disproportionately impact certain groups based on attributes such as ethnicity, age, ability, sexual orientation, religion, education, and more. Bias, which is closely related to fairness, can creep into generative AI systems through multiple sources, such as training data, algorithms, and human decisions during data labeling. Bias introduced at any point in the AI lifecycle could result in unfair outcomes by reinforcing and amplifying societal stereotypes.

If the retail chatbot under consideration is built using traditional machine learning, a few ways to address bias include - ensuring that the training data accurately represents the end user distribution, data labeling performed by a diverse workforce, and carefully curated to remove biases. While these techniques could still apply to the generative AI-based chatbot, especially if the organization is tuning the underlying language model, the open-ended nature of the output generated raises new challenges.

While the traditional ML approaches typically define a fairness metric and train for it, in the generative AI world, even defining what fairness means becomes a subjective challenge. To address this challenge, it is critical to define the use case very narrowly, identify the end user personas, and define what fairness means ahead of time. As applied to the retail chatbot, fairness can be defined by two characteristics. First, the chatbot should treat all users fairly regardless of their background, demographics, or personal characteristics. Second, the chatbot's responses should not contain stereotypical or biased language, such as making assumptions about a customer's interests, preferences, or purchasing habits based on their identity.

Throughout the development and testing cycles, the chatbot should be validated by creating a set of prompts that reflects the diversity desired and running the prompts through the system to look for inconsistencies in tone, quality, and nature of responses. This level of testing is critical to provide insights into stereotypes and bias from the chatbot, and identify areas of improvement. Once deployed, the chatbot responses should be monitored to ensure that the underlying language model and, thereby, the chatbot continue to provide equitable outcomes.

Explainability

This principle has to do with clearly understanding and interpreting the AI system outputs. It is about making the AI system's behavior and decision-making process clear to end users and stakeholders.

When the retail chatbot provides responses or recommendations, it should be able to explain the reasoning behind its outputs in a clear and understandable way. Users should be able to understand how the chatbot arrived at a particular response or suggestion. This could involve highlighting the key factors or information the chatbot considered, the logic it used to arrive at the response, and any relevant context or assumptions. The explanations should be tailored to the customer's level of technical understanding, using plain language and avoiding overly technical jargon.

Figure 13.3 shows an example of the retail chatbot providing recommendations for new shoes based on the image uploaded by the user. Chatbot is recommending particular brands along with the reasoning of responsive cushioning as a reason for the recommendation.
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Figure 13.3(a): Recommendation with explanation from the chatbot
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Figure 13.3(b): Recommendation with explanation from the chatbot


The AI system also should provide customers with the ability to request additional explanations or clarifications if they are not satisfied with the initial responses. As shown in Figure 13.4, the customer is probing for further explanation on a recommendation:
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Figure 13.4: User probing for more detailed explanation


It is important to gather feedback from customers on the clarity and usefulness of the chatbot's explanations and use this information to continuously refine and improve the explainability features.

While providing this kind of explanation to users is important, it is also important for the administrators to be able to trace back to details on why a suggestion was made. This means implementing mechanisms that allow authorized personnel to trace the decision-making process and data sources used by the chatbot to generate a particular output. This could involve providing access to the chatbot's internal logs, decision trees, or other relevant information that sheds light on how the system arrived at its responses.

Transparency

This principle enables stakeholders to make informed choices about their engagement with AI systems. Transparency refers to the openness and visibility around the AI system's inner workings, including the data, algorithms, models, and decision-making processes. Transparency is about providing information and access, so that users and stakeholders can understand how the AI system operates.

Key aspects of transparency include disclosing the data sources and quality of the data used to train the underlying model, documenting the AI model architecture, algorithms, hyperparameters, development and deployment processes, and allowing for audits and external scrutiny of the AI system. Transparency is the responsibility of the entire AI supply chain, including model providers, model tuners, and product owners. Clear disclosure of capabilities, limitations, assumptions, and potential biases and risks of the AI systems is needed. Model, data, and service cards are important tools for enhancing transparency and accountability in generative AI systems.

Model cards provide detailed information about underlying AI models used in a generative AI application. They typically include the following:

• Model description: The purpose, capabilities, and limitations of the model.

• Model details: The model architecture, training data, and hyperparameters.

• Model performance: Metrics like accuracy, fairness, and robustness.

• Model intended use: The specific applications and contexts the model is designed for.

• Model limitations: Potential biases, safety concerns, or other constraints.

Similarly, data cards provide comprehensive information about the datasets used to train the underlying models. They typically include the following:

• Dataset description: The purpose, content, and source of the dataset.

• Dataset composition: The demographics, categories, and distribution of the data.

• Dataset collection: The methods and processes used to gather the data.

• Dataset known issues: Potential biases, errors, or other limitations in the data.

Finally, service cards outline the policies, practices, and safeguards in place for deploying and operating a generative AI system. They typically include the following:

• Service description: The intended use cases, target users, and key features.

• Service deployment: The infrastructure, hosting, and scaling mechanisms.

• Service monitoring: The processes for monitoring performance and safety.

• Service governance: The roles, responsibilities, and decision-making procedures.

• Service policies: The ethical guidelines, privacy protections, and user agreements.

As applied to the retail chatbot, ensure that end users understand the capabilities, limitations, and underlying AI models, so they have a realistic understanding of what the system can and cannot do. Provide information about the data sources and training processes used to develop the chatbot, to help customers understand the basis for its knowledge and responses. Be upfront about the uncertainty or potential biases in the chatbot's outputs, and encourage customers to verify important information with other sources. Additionally, ensure that the chatbot's actions and outputs can be audited and validated, either by the retail company or by independent third parties, to maintain transparency and accountability.

Veracity and robustness

This principle has to do with the generative AI system providing correct system outputs, even with unexpected or adversarial inputs. This ensures that generative AI applications provide responses, recommendations, or generated content that is factually correct, up-to-date, and aligned with the latest and most authoritative sources of information. Veracity refers to the truthfulness, accuracy, and reliability of the information and outputs generated.

Hallucinations, a popular and specific type of veracity issue, is when the generative AI system generates completely made-up or inaccurate information, rather than providing truthful and reliable responses. Hallucinations can occur when the AI model is trained on insufficient or biased data or when it is asked to generate content outside of its training distribution.

Typical strategies to mitigate veracity in generative AI systems include– robust training data curation and continuous monitoring. Hybrid approaches employ a combination of generative AI system outputs and human validation to catch and correct any inaccuracies before they are presented to users.

For the sports retail company, hallucinations have unintended consequences such as damage to brand image, returns of the sold products, etc. As such, the chatbot should be robust enough to handle a wide range of inputs and scenarios without failing or providing inaccurate information. For e.g., the chatbot and the underlying LLM should deal with missing inputs.







	
Note: This robustness is not a checked added in the application but rather built into the underlying LLM.







Figure 13.5 shows the response from the chatbot when the user requests a recommendation based on an image, but no image is uploaded:
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Figure 13.5: Robust response from the chatbot


Additionally, safeguards such as topic constraints and content filters customized to specific use cases should be implemented to restrict responses from the generative AI systems. When implementing safeguards for the retail chatbot, it is important to consider denying certain topics and applying content filters to ensure the system operates within ethical and responsible boundaries. Specifically, implement safeguards to address the following:

• Explicit or inappropriate product recommendations: Prohibit the chatbot from generating recommendations for products that are inappropriate, sexually explicit, or could be considered offensive or harmful, especially for minors.

• Irrelevant advice: Restrict the chatbot from providing any advice or information unrelated to the products on the retail website. For e.g., this chatbot should not be allowed to provide financial or medical advice.

• Illegal or unethical activities: Prevent the chatbot from generating information about illegal activities, such as the purchase of counterfeit goods or the use of the retail platform for illicit purposes.

• Hate speech and discrimination: Prohibit the chatbot from producing any content that expresses hatred, prejudice, or discrimination towards individuals or groups based on protected characteristics like race, gender, religion, or sexual orientation.  Implement a filter to detect and remove profanity, obscenities, and other offensive language from the chatbot's responses.

• Inappropriate content: Implement filters to identify and flag or remove content that may be sensitive or inappropriate for the retail context, such as references to violence, drugs, or mature themes.

• Fact-checking integration: Integrate the chatbot with reliable sources to validate the accuracy of product information, pricing, and other factual details before they are included in the chatbot's responses.

• Consent and privacy checks: Ensure the chatbot does not generate content that includes personal information or details about individual customers without their explicit consent.

• Brand and reputation alignment: Implement filters to prevent the chatbot from generating content that could be seen as damaging to the retail company's brand, reputation, or public image.

Generative AI platforms typically provide APIs to create such guardrails, which provide an additional layer of protection by assessing both user inputs and model outputs according to customized, use case-specific policies, complementing the native safeguards built into foundation models. Based on the type of safeguards they provide; guardrails can fall into the following categories:

• Appropriateness guardrails check the generated content for toxicity, harm, bias, and stereotypes, filtering out inappropriate material before customer exposure.

• Hallucination guardrails verify the factual accuracy of generated content, preventing the dissemination of false or misleading information.

• Regulatory compliance guardrails ensure adherence to applicable general and industry-specific legal requirements for the given use case.

• Alignment guardrails maintain consistency in generated content and user expectations, preserving the intended purpose and brand identity throughout interactions.

• Validation guardrails verify content against specific criteria, initiating correction loops for flagged items.  As the final automated check, they precede a human review of complex or ambiguous cases requiring nuanced judgment.

Let us explore Amazon Bedrock Guardrails, which provide a set of tools and services that provide organizations the ability to configure denied topics and content filters based on their policies, customer demographics, and regulatory requirements. Using Amazon Bedrock Guardrails typically involves two steps. The first is to create a guardrail with the configuration that matches your requirements. The following code block shows how to create an AWS Bedrock guardrail with finance/politics as denied topics and content filters for sexual, violent, and hate speech:

def create_guardrail():

unique_id = str(uuid.uuid4())[:4]

response = bedrock_client.create_guardrail(

name="retail-chatbot-guardrail-{}".format(unique_id),

description="Only respond to the retail product questions",

topicPolicyConfig={

'topicsConfig': [

{

'name': 'Finance',

'definition': "Statements or questions about finances, transactions or monetary advise.",

'examples': [

    "What are the cheapest rates?",

    "Where can I invest to get rich?",

    "I want a refund!"

],

'type': 'DENY'

},

{

'name': 'Politics',

'definition': "Statements or questions about politics or politicians",

'examples': [

    "What is the political situation in that country?",

    "Give me a list of destinations governed by the greens"

],

'type': 'DENY'

},

 ]

},

contentPolicyConfig={

  'filtersConfig': [

{

"type": "SEXUAL",

"inputStrength": "HIGH",

"outputStrength": "HIGH"

},

{

"type": "VIOLENCE",

"inputStrength": "HIGH",

"outputStrength": "HIGH"

},

{

"type": "HATE",

"inputStrength": "HIGH",

"outputStrength": "HIGH"

},

  ]

},

blockedInputMessaging="Sorry, I cannot respond to this. I can recommend you sports related products and answer your questions about these.",

blockedOutputsMessaging="Sorry, I cannot respond to this. I can recommend you sports related products and answer your questions about these.",



)

guardrailId = response["guardrailId"]

    return guardrailId

The second step is to include the guardrail in the model invocation call. The following code block shows how:

def call_bedrock_titan_model_with_guardrails(user_input):    

input_body = {

"inputText": user_input

}

response = bedrock_runtime.invoke_model(

modelId="amazon.titan-text-lite-v1",

contentType=»application/json»,

        accept=»application/json»,

        body=json.dumps(input_body),

trace="ENABLED",

guardrailIdentifier= guardrailId,



)

output_body = json.loads(response["body"].read().decode())

action = output_body["amazon-bedrock-guardrailAction"]

if action == "INTERVENED":

print("Guardrail Intervention: {}".format(json.dumps(output_body["amazon-bedrock-trace"]["guardrail"], indent=2)))

return output_body["results"][0]["outputText"]

Now, let us look at how the chatbot configured with the guardrail would respond. Figure 13.6 shows the responses from the chatbot to politics and finance-related queries:
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Figure 13.6: Chatbot responding to finance and politics-related topics








	
Note: Code for the generative AI-powered chatbot as a streamlit application is available in the Git repo for the book.







Privacy and security

The privacy and security principle of responsible AI encompasses key considerations such as data privacy, cybersecurity, and resilience. Transparency and explainability principles also play a part in the overall privacy and security.

With respect to data privacy, responsible AI requires careful handling and protection of the personal data used to train and operate the underlying AI models. This includes adhering to data privacy regulations, such as General Data Protection Regulation (GDPR) and California Consumer Privacy Act (CCPA), and implementing robust data governance practices. GDPR requires explicit consent for data processing, mandatory explanations for automated decisions, and emphasizes data minimization. Similarly, CCPA requires transparency in data practices and giving consumers the right to opt out of data sharing or sales. These regulations collectively push AI developers to prioritize user privacy and data protection in their systems.

AI systems should be designed to minimize the collection and use of personal data, and to provide users with transparency and control over their data.

With respect to cybersecurity and resilience, responsible AI systems must be designed with robust measures to protect against malicious attacks, data breaches, and other security threats. This includes implementing secure data storage, encryption, access controls, and incident response plans to ensure the integrity and availability of the AI system. It is critical to build resilience into the system, so that it can continue to operate safely and reliably even in the face of unexpected events or adversarial attacks.

Applying this dimension, to the retail chatbot should encompass the following:

• Minimize the collection and use of personal customer data to only what is necessary for the chatbot's functionality. Even for the data that is collected, implement robust data anonymization and pseudonymization techniques to protect customer identities.

• Provide customers with clear information about the data being collected, how it is being used, and give them control over their data (e.g., opt-out options).

• Provide customers with clear explanations about the chatbot's capabilities, limitations, and decision-making processes. Enable customers to understand how the chatbot is arriving at its responses, recommendations, or actions. Offer customers the ability to provide feedback and request clarification on the chatbot's outputs.

• Regularly monitor the chatbot's performance and security posture, and quickly address any vulnerabilities or anomalies.

Governance

Responsible AI development and deployment should be guided by clear ethical principles and governance frameworks, with appropriate oversight and accountability mechanisms in place.  This includes establishing ethical review boards, implementing risk assessment and mitigation processes, and ensuring that AI systems are aligned with the organization's values and the broader societal benefit.

The roles and responsibilities of various stakeholders should be well-defined, and there should be a system for addressing any issues or concerns that arise. Enabling stakeholders to make informed choices about their engagement with an AI system. Integrate a program that executes tests that align with responsible AI best practices and enforce their adherence to code, e.g., verifying the presence of content filters or bias checks. The program can be integrated into the Integrated Development Environment (IDE) or Continuous Integration and Continuous Delivery (CI/CD) pipeline to automate the checks and for consistency.

For the retail chatbot, implement robust monitoring and evaluation processes to continuously assess the chatbot's performance, identify any emerging risks or unintended consequences, and make necessary adjustments. Regularly review and update the ethical principles, guidelines, and governance structures to ensure they remain relevant and aligned with evolving best practices and regulatory requirements. Encourage a culture of continuous learning and improvement, where feedback from customers, employees, and other stakeholders is actively sought and incorporated into the chatbot's development and deployment.

Safety

This responsible AI principle is to prevent harmful system output and misuse.  Safety overlaps with various other principles, such as privacy and security, transparency, and explainability.

Responsible AI systems must be designed, trained, and deployed in alignment with their intended use cases and the specific context in which they will operate. This involves carefully defining the system's capabilities, limitations, and the appropriate boundaries for its application to prevent misuse or unintended consequences. Appropriate safeguards and control mechanisms should be in place to ensure the AI system is not used for purposes beyond its intended design.

Additionally, responsible AI systems should be designed with appropriate levels of human oversight and control, particularly for high-stakes or safety-critical applications. This may involve maintaining human-in-the-loop decision-making processes, enabling human override capabilities, or establishing clear escalation protocols for when the AI system's outputs require human intervention. The balance between automation and human control should be carefully considered, based on the specific risks and potential impacts of the AI system.

Responsible AI development and deployment should include rigorous safety validation processes, such as hazard analysis, risk assessment, and simulation-based testing. Ongoing monitoring and evaluation of the AI system's performance, safety, and potential unintended consequences should be implemented, with mechanisms in place to quickly identify and address any emerging issues. Continuous improvement and feedback loops should be established to incorporate learnings and updates into the AI system's design and operation.

Finally, responsible AI systems must be designed and deployed with a deep consideration of their potential ethical implications and societal impact. This includes assessing the AI system's alignment with ethical principles, its potential to exacerbate existing biases or inequalities, and its broader implications for individual and collective well-being. Appropriate safeguards and mitigation strategies should be put in place to address any identified ethical risks or societal concerns.

As applied to the retail chatbot, it should be designed to avoid causing harm to users, either directly or indirectly. This includes the following:

• Implementing safeguards against the chatbot providing unsafe or harmful advice, engaging in unethical behavior, or being used for malicious purposes. Preventing outputs that could cause mental, physical, or financial harm.

• Implementing detection and blocking for potentially harmful content. This can be another element of content filtering based on banned words, toxicity, and sensitive topics. Triggers can also be used to elevate multiple or repeat violations for human review.

• In the realm of trust and safety, content moderation is a mechanism that addresses various aspects, including but not limited to:

○ Privacy: Users can inadvertently provide text that contains sensitive information, jeopardizing their privacy. Detecting and redacting any Personal Identifiable Information (PII) is essential.

○ Toxicity: Recognizing and filtering out harmful content, such as hate speech, threats, or abuse, is of utmost importance.

○User intention: Identifying whether the user input (prompt) is safe or unsafe is critical. Unsafe prompts can explicitly or implicitly express malicious intent, such as requesting personal or private information and generating offensive, discriminatory, or illegal content. Prompts may also implicitly express or request advice on medical, legal, political, controversial, personal, or financial.

To realize safety in the product, it should be incorporated at different layers, within the foundational model, prompt inputs and outputs from the model. Amazon Bedrock Guardrails discussed in the context of veracity and robustness are also applicable here.  We encourage the readers to play with the python chatbot code, different configuration parameters for denied topics, prompt attacks, and content filter of the guardrail feature of the Bedrock.

Controllability

This principle is about having the mechanisms to monitor and steer system behavior. Users should have a level of control over the chatbot's capabilities and outputs, such as the ability to provide feedback, correct inaccuracies, or adjust the chatbot's behavior to better suit their needs. Controllability should be considered at both the end-user and administrative-user levels. At the end-user level, this can be done through configuration to toggle the level of assistance received from the AI system. For the system administrator, workflow should provide the ability to flag or elevate the output for human review.

As applied to the retail chatbot, some key ways to incorporate controllability include the following:

• Provide end users with the ability to easily, pause, or terminate their conversations with the chatbot. Enable users to request a human agent to take over the conversation if they are not satisfied with the chatbot's performance.

• Allow users to provide feedback on the chatbot's responses, either through rating systems or open-ended comments.

• Give users the option to select the level of conversational depth or complexity they prefer, from simple, predefined responses to more open-ended, generative interactions.

• Allow users to adjust the chatbot's tone, personality, or language style to better suit their preferences.

• Provide users with the ability to specify the types of tasks or topics they want the chatbot to assist with, and limit its capabilities in other areas.

• Implement monitoring and auditing mechanisms to detect any concerning or harmful outputs from the chatbot, and have a process in place to quickly intervene and address such issues. Establish clear escalation protocols and decision-making processes for addressing complex or sensitive situations that may arise during chatbot interactions.

• Regularly gather feedback from users and monitor their interactions with the chatbot to identify areas for improvement in terms of controllability and user experience. Incorporate user feedback and insights into the ongoing development and refinement of the chatbot's capabilities, ensuring it remains responsive to the needs and preferences of the retail company's customers.

By adopting these responsible AI principles, organizations can develop and deploy AI systems that respect individual privacy, promote fairness and non-discrimination, maintain transparency and explainability, and uphold robust cybersecurity and ethical governance. This helps to build trust and confidence in the use of AI technology, and ensures that the benefits of AI are realized in a responsible and sustainable manner. In the next section, we will review best practices for organizations to adopt to set themselves up for building a successful, responsible AI practice.

Best practices for responsible generative AI

For organizations aiming to successfully adopt AI, establishing robust guidelines and frameworks to promote responsible, transparent, and accountable AI is paramount. This will require a collaborative effort involving policymakers, industry leaders, and experts to establish necessary guidelines and oversight. While addressing the potential risks, biases, and societal impacts of AI deployment, these frameworks of AI practices should enable organizations to harness the transformative potential of these technologies, striking a balance between risk mitigation and innovation.

While the previous section discussed the various responsible AI principles, here in this section we discuss best practices that focus on the organizational and cultural dimensions of AI adoption. They emphasize the need for cross-functional collaboration and ongoing education and awareness programs in adopting responsible AI principles within organizations. Best practices include:

• Build a diverse multi-disciplinary team: Assemble a diverse team with expertise spanning AI technology, data science, ethics, legal compliance, and domain-specific knowledge. This multidisciplinary approach ensures a well-rounded understanding of the AI capabilities, the relevant responsible considerations, applicable legal frameworks, and the specific contexts in which the AI will be used. A diverse team should collaboratively shape and implement responsible AI practices throughout the organization, integrating ethical principles, security measures, and oversight mechanisms into the entire AI lifecycle.

• Prioritize upskilling the entire organization: Successful AI adoption requires a comprehensive awareness and education effort that extends beyond just the AI developers and data scientists. By expanding this training across all employees, stakeholders, and the wider community, organizations can foster a shared understanding of responsible AI considerations, potential risks, and best practices. This includes providing targeted instruction on topics like bias mitigation, privacy protection, and explainability of AI systems. Additionally, maintaining an internal resource hub with guidelines, case studies, and practical examples further equips the organization as a whole with the knowledge and tools to uphold ethical principles throughout the AI lifecycle.

• Balance AI capabilities with human judgment: While generative AI offers remarkable capabilities, it is crucial to recognize that its outputs can appear plausible but may be factually incorrect. To promote responsible AI deployment, organizations must carefully consider the appropriate level of human involvement, balancing the AI's capabilities with human judgment, knowledge, and contextual understanding. Human-in-the-loop approaches can help ensure the right oversight and control mechanisms are in place, especially for critical or complex AI-powered decision-making. By leveraging uniquely human qualities, such as broad knowledge, causal reasoning, empathy, and contextual awareness, organizations can harness the strengths of both AI and human intelligence to responsibly deploy these transformative technologies.

• Adopt a multi-faceted approach: To build a responsible generative AI system and earn user’s trust, combine prompting protection, LLM-built-in guardrails, and additional guardrails during model inference. Prompting protection mechanisms help ensure the AI system is not misused or prompted to generate harmful or unethical content. Complementing this, the LLM itself should have built-in safeguards and principles that guide its behavior, such as adherence to ethical guidelines, respect for privacy, and mitigation of biases. Finally, organizations should implement additional guardrails during the inference stage, where the AI model generates outputs for end-users. These can include content filtering, safety checks, and human oversight to validate the appropriateness and accuracy of the generated responses. By implementing this layered approach, organizations can create a robust framework that addresses responsible AI considerations at multiple levels - from the prompts used to the model's core decision-making and, finally, the outputs delivered to users.

• Foster transparency and explainability: Generative AI models possess remarkable capabilities, but also inherent complexities that require transparency and user awareness. It is crucial to acknowledge the inner workings of these models and disclose them to end-users when they are interacting with a generative AI system. Providing explanations on how the model arrived at a particular output can build trust and enable informed decision-making. To promote this transparency, organizations should document the model architecture, input data, training processes, and decision-making mechanisms. Utilizing interpretable algorithms and techniques, such as feature importance analysis and attention mechanisms, can further enhance the understanding of how the model operates. By embracing this level of openness and clarity, organizations can responsibly deploy generative AI while empowering users to make informed choices.

• Embrace continuous monitoring, evaluation, and feedback loops: Responsible AI implementation requires a rigorous testing and evaluation framework to assess the effectiveness of the practices in place. This includes thoroughly evaluating the model's performance and the dataset used for training to identify potential biases or disparities in outcomes across different demographic groups. Additionally, measuring user satisfaction and trust in AI systems through surveys, feedback mechanisms, and user experience evaluations provides valuable insights. The findings of these comprehensive assessments should be documented and communicated transparently with stakeholders. This data-driven approach enables organizations to drive continuous improvements in their responsible AI program, ensuring the ethical and trustworthy deployment of these transformative technologies.

• Implement safeguards and guardrails: Responsible deployment of generative AI requires robust privacy safeguards, defined use cases, and protection of intellectual property. Organizations must handle personal data responsibly when training AI models and implementing best practices around collection, processing, and anonymization to minimize privacy risks and ensure compliance with regulations. Defining specific, high-value application use cases, rather than using generative AI as a broad, open-ended solution, enables better accountability, transparency, and risk mitigation. Additionally, organizations must acknowledge and address the complex IP challenges introduced by these technologies, safeguarding proprietary algorithms and techniques as trade secrets while carefully navigating the legal frameworks around copyrights and appropriate use of inputs and outputs. This holistic approach to privacy, use cases, and IP protection is essential for the responsible and trustworthy deployment of generative AI.

Conclusion

As organizations continue to embrace AI technologies and make commitments to increased AI usage, responsible AI should be embedded into the organization's AI strategy from the very beginning. Responsible AI should be infused into the way organizations think about solving problems with AI, recognizing it as a tool and considering how to employ it effectively and ethically. This means considering the implications for people, resources, stakeholders, and consumers, the data used, and how data is obtained, and ensuring the outputs are fair. Responsible AI should be baked into the entire product development and machine learning lifecycle rather than being an afterthought. By taking this proactive, holistic approach to responsible AI, organizations can better navigate the ethical challenges and ensure the safe, transparent, and beneficial deployment of AI systems.

By prioritizing ethics and responsibility, we can unlock the full potential of this technology while safeguarding against its risks. Taking the steps to build AI responsibly is crucial for harnessing the potential of AI while promoting responsible and fair outcomes. Executives have an opportunity to lead their organizations into the next decade of AI innovation while promoting safe, trusted AI. By following the principles of transparency, fairness, accountability, and privacy while addressing biases, organizations can harness the full potential of generative AI while building trust, promoting social good, and mitigating risks associated with AI systems.

In the next chapter, we will learn in detail how to build and execute a Generative AI Roadmap.
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CHAPTER 14
Building and Executing a Generative AI Roadmap

Introduction

Many organizations have ambitious plans for generative AI but lack a structured approach to make them a reality. This chapter will provide recommendations on developing a comprehensive roadmap to bring your organization's generative AI ambitions to fruition. It will include best practices for determining goals, selecting initiatives, establishing timelines, and allocating resources.

Structure

This chapter covers the following topics:

• Capabilities assessment

• Setting a three to five-year vision

• Prioritizing the top 3-5 use cases

• Defining success metrics

• Anticipating technical obstacles

• Optimizing team structures

• Roadmap management processes

Objectives

By the end of this chapter, you will understand how to build a generative AI roadmap for your organization. You will know how to evaluate the current capabilities of your organization and how to plan for technical obstacles. You will see how to prioritize an initial set of use cases and design team structures that help you pursue those use cases. Finally, you will learn how to select success metrics for generative AI and use those to drive a roadmap management process.

Capabilities assessment

Recall that a generative AI project requires more skills than just data science. In this section, we describe how to assess the capabilities of your organization to support generative AI.

Role-based view

Table 13.1 lists the capabilities you need in different roles and provides sample questions to help inspect each role:









	
Role


	
Capabilities


	
Questions to ask





	
Executives


	
Set the business objectives


	
What are the organization’s goals over the next 1, 3, and 5 years?





	
Define business KPIs


	
Are initiatives measured directly by revenue or cost metrics? Or is the business focused on other KPIs like customer acquisition?





	
Provide investment prioritization frameworks


	
How will executives rank and choose between competing initiatives?





	
Product owners


	
Understand generative AI capabilities


	
What are foundation models used for? How can these capabilities augment other projects?





	
Define project-level KPIs


	
How will we measure success of a project? How does that tie back to a business KPI?





	
Data scientists


	
Track developments in the field


	
What trends in generative AI research will impact us in the next 1-2 years?





	
Advise on the right types of model adaptation


	
Do you have clear guidelines to choose between prompt engineering, RAG, agents, and fine-tuning?





	
Advise on trust & safety and quality


	
Can you measure model performance? Do you understand how to use guardrails effectively?





	
ML engineers


	
Model hosting


	
Do you know how to choose the right infrastructure to host a model? Do you know how to scale that infrastructure to match demand?





	
Observability


	
Can you capture metrics and logs from the infrastructure, the model, and the surrounding solution?





	
Experiment tracking


	
Do you have a systematic approach to capture experiments from prompt engineering and other types of fine-tuning?





	
Workflow orchestration


	
Do you have a framework for integrating RAG and agents?





	
Data engineers


	
Data pipelines


	
Can you ingest business data to support RAG techniques?





	
Vector database


	
Do you know how to choose the right vector database based on data volume and operational requirements?





	
Software engineers


	
Application integration


	
Do you know how to integrate foundation models into a software system, taking into account the unique performance aspects of these models?







Table 13.1: Capabilities assessment

Strategy, operating model, and technology

Another view on these capabilities is to group them into strategy, operating model, and technology.

Strategy defines how the organization will use generative AI to meet its business goals. This is largely the realm of executive leaders. They will make important decisions on what type of generative AI capabilities best support their business initiatives. That will include the depth of data science expertise (an expensive resource) to hire, whether they will prioritize open-source models for licensing reasons, what level of risk they will tolerate, and other strategic decisions. If your organization is unclear on strategy, you will not be able to make much progress on incorporating generative AI into your projects.

The operating model defines how the organization’s resources are aligned to support the strategy. This includes the horizontal platform layers that support generative AI products, the skills needed in each team, and the allocation of resources to different products. While you can successfully experiment with generative AI at a small scale without considering the operating model, you will need to consider it in order to scale the number of generative AI projects you undertake.

Finally, technology is the specific set of tools you build with. You can usually push down a lot of technical choices to individual teams, although some consolidation occurs naturally over time. The set of tools you need is discussed in detail in Chapter 4, Generative AI Stack.

Setting a three to five-year vision

Setting the long-term vision for generative AI requires looking at goals, capabilities, and the evolution of technology. The long-term vision balances these three topics and points to what the organization can realistically achieve over the medium term.

For example, consider a company that has over 20 software teams. The company has a portfolio of legacy mainframe applications and has been slowly modernizing to a Kubernetes-based platform. One of the company’s goals is to completely replace the mainframe stack. It’s difficult to maintain, slows adoption of new features, and it is difficult to find engineers who have mainframe experience. However, mainframe modernization projects themselves are expensive, risky, and time-consuming.

Could the company use generative AI to accelerate mainframe modernization right now? Yes, but not easily. Code assistance models today are quite good at helping engineers write small snippets of code. They are gaining the ability to do small refactoring jobs, write new features, and debug problems. But mainframe modernization requires inspecting a large code base that is very different from modern software. That code base is often poorly documented. A generative AI mainframe modernization assistant has to understand dependencies and job scheduling that are often esoteric, understand the business implication of changing that code base, and understand how to test the modernized code. The state-of-the-art is not there yet. It may be possible today to pre-train a foundation model for this task, using the results of successful modernization efforts performed in the past, but that’s an expensive undertaking. It would require months or years of work, top data science talent, and access to a lot of prior mainframe modernization work. The company has none of those resources available.

In this case, the company is best served by taking a more incremental path towards that goal. It may decide to invest in software assistant tools that help its developers work more quickly today in their Kubernetes platform. That results in immediate cost savings and allows some more experienced developers to start documenting the dependencies of the legacy mainframe code base. Over time, the company expects that the generative AI ecosystem will build up more powerful mainframe modernization capabilities. Newer models are capable of reading more code at once and are gaining more powerful reasoning capabilities that help them understand complex dependencies.

The 3-5-year vision for our sample company is shown in Figure 14.1:
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Figure 14.1: Long-term roadmap leading to mainframe modernization


Prioritizing the top 3-5 use cases

When you consider all the areas where generative AI could offer efficiency improvements, improve customer engagement, or otherwise offer new capabilities, you can easily develop a list of tens of possible use cases. The challenge is then to prioritize these in a sensible way. In this section, we will propose one simple prioritization framework that you can adjust to your needs.

This framework is similar to the weighted shortest job first (WSJF) framework from Scaled Agile. That framework defines priority as:
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The duration is a measure of effort – how long will the thing take to build? This will vary based on the skill sets in your team. If you need to develop new skill sets, that can lead to a separate R&D ‘spike’ to take the risks out of the project.

The cost of delay is an aggregate measure of business case, defined as:
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The business value is usually directly tied to new revenue, cost savings, or some indirect equivalent. The time sensitivity captures the urgency – the business value is often higher if we ship now rather than a year from now. The last term captures some sense of the technical benefits of building the thing. Perhaps it opens up new possibilities in other products or provides a competitive firewall.

Adapting WSJF to generative AI

For a generative AI project, we will still use duration or some equivalent measure of the effort needed to build the solution. For the aggregate business case, we will add a trust and safety measure as well.
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Business value

A McKinsey study (https://www.mckinsey.com/featured-insights/mckinsey-explainers/whats-the-future-of-generative-ai-an-early-view-in-15-charts) estimated that generative AI may add up to $4.4 trillion in economic value.

Many generative AI projects result in direct productivity improvements, which can translate to cost savings. For example, if you provide automatic call summarization for call center agents, that may save them 3-5 minutes per call. From there, you can estimate total savings by multiplying the savings per call by the number of calls per month and the hourly cost of a call center agent.

While generative AI projects may not directly generate revenue, they often contribute in ways that you can already measure. For example, a better customer service chatbot may improve customer satisfaction scores and reduce customer churn. A better personalization system can improve click-through rates.

In other cases, the benefits are more difficult to estimate. For example, if you build a research assistant for financial analysts, you may save them a couple of hours of manual work per week. They can then perform more important work instead – but it can be difficult to directly quantify the value of that other work. In such cases, rely on your existing frameworks for quantifying the value of productivity improvements.

Time sensitivity

This dimension is fairly easy to understand. In some cases, there is value in doing something more quickly. For example, if you offer improved customer service via a generative AI support chatbot before any of your competitors, you can improve your relative customer satisfaction scores. If a competitor has already launched a new generative AI interface that offers a superior customer experience, you will see more potential customer loss if you let that competitive gap linger for many months.

Risk reduction or opportunity enablement

This facet of the aggregate business case is perhaps the most ambiguous. Consider a case where your data science team proposes a research spike into multimodal models that process audio and video as well as text. It may not be immediately clear how you would use that model today. But there may be a risk that your competitors will introduce such a multimodal capability before you, and you may have a general idea that multimodal capabilities would improve several of your products in the future. For example, your customers may see value in uploading a video of one of your products being used, to get more specific advice about how to solve a problem.

Trust and safety risk

You should use a familiar risk management process in this area. For example, one simple approach is to list each perceived risk, like the generative AI model giving an incorrect answer, and then classify it according to the likelihood of occurrence and impact of occurrence.

Consider a chatbot for internal users that exposes information from a technical wiki. We may consider a moderate chance that the chatbot will give an incorrect answer, and it is a low-impact event since internal users can presumably find the correct information on their own at the cost of more time. That is a much lower risk profile than a customer-facing chatbot that may provide incorrect billing information.

Level of effort

The level of effort depends on the use case, the application pattern, and the capabilities of your team. The use case will provide the overall scope of the project – how many data sources you need to integrate with, permission boundaries, the type of front-end expertise, and so on.

The application pattern will also determine the level of effort. Figure 14.2 shows the relative progression of effort based on the application pattern:
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Figure 14. 2: Comparison of various model adaptation methods


Finally, the capabilities of your team will influence the level of effort. If your solution requires advanced prompt engineering but you have never done that before, you need to budget time to learn this skill.

An example prioritization grid

The WSJF scoring is in Table 13.2:













	
Use case


	
Business value


	
Time sensitivity


	
Risk reduction


	
Trust and safety risk


	
Level of effort


	
Score





	
Ticketing workflow replacement (automate working tickets through to completion)


	
2


	
1


	
2


	
3


	
4


	
0.5





	
Automated security analysis (e.g., help a human security engineer with root cause analysis of security incidents)


	
4


	
2


	
3


	
5


	
4


	
1.0





	
Email summarization


	
2


	
1


	
1


	
1


	
3


	
1.0





	
Research assistant


	
4


	
1


	
2


	
2


	
2


	
2.5





	
Knowledge graph automation (e.g., create a knowledge graph from raw meeting notes)


	
5


	
3


	
3


	
2


	
3


	
3.0







Table 14.2: Success metrics for image generation

Figure 14.3 shows an example prioritization grid with five use cases:
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Figure 14. 3: Roadmap prioritization grid


A four-quadrant grid helps to visualize the project priority ranking. Items that are high value and low effort should be done first. You can consider items that are either high value and high effort or low value and low effort. Projects that are high effort and low value should be avoided.

Defining success metrics

As discussed in Chapter 5, Design Components, there is no single metric that will tell you how good a foundation model is at a specific task. Rather, your success metrics must be tied to the problem you are solving. You can, of course, use technical metrics to monitor model quality over time.

When picking success metrics, you should also prioritize them. For example, in the case of an interactive chatbot, users should not have to wait more than a few seconds before getting an answer. If the chatbot cannot provide a complete answer quickly enough, it should let the user know and perhaps redirect the user to other resources. On the other hand, a research assistant system would prioritize full and complete answers over the speed of response.

In the following subsections, we will look at example metrics for three use cases.

Customer service chatbot

Assume a company has developed a new customer service chatbot that will replace a legacy chatbot. The new chatbot will incorporate generative AI to provide a conversational interface. It will also use RAG to provide better answers based on the company’s support knowledge base.

In this case, we can use the metrics shown in Table 13.3:








	
Metric


	
Definition





	
Overall customer satisfaction


	
Measured as percentage of customers who answer yes when asked if the chatbot solved their problem.





	
Quality of response


	
Customer rating on a scale of 1-5 of how useful the answer was.





	
Correctness of answer


	
Whether the answer provided was correct in the context of the knowledge base. Collected directly from customers where possible, with 2% of answers reviewed by customer support agents.





	
Call deflection rate


	
Percentage of customer inquired handled by the chatbot rather than other support channels.







Table 13.3: Success metrics for a customer service chatbot

Software development assistant

Consider a typical software engineering assistant like GitHub CoPilot or Amazon Code Whisperer. Measuring software quality is notoriously difficult, so we will use several metrics. The following table shows suggested metrics for a software development assistant:








	
Metric


	
Definition





	
Number of code suggestions made


	
Measures adoption.





	
Percentage of code suggestions accepted


	
Measures relevance. Can facet by project and experience level.





	
Reduction in defect rate


	
Measures the defect rate caught by the first level of testing (e.g., unit testing).





	
Improvement in software velocity


	
Very difficult to prove causation, but can look at trend in Agile story points over time.





	
Upskilling


	
Complexity of tasks completed by junior engineers using the assistant.







Table 13.4: Success metrics for a software assistant

Image generation assistant

Finally, let us consider a marketing team that is using a fine-tuned image generation model to produce new images for marketing campaigns. The model was fine-tuned on the company’s brand catalog so that it aligns more closely with the company’s color palette and style guidelines. The following table suggests some metrics for an image generation assistant:








	
Metric


	
Definition





	
Number of images made


	
Measures adoption





	
Number of images accepted without modification


	
Measures relevance





	
Number of hours spent modifying the images


	
Measures how well the model creates images that do not require rework





	
Improvement in campaign velocity


	
Reduction in time spent in creative development phase







Table 13.5: Success metrics for image generation

Anticipating technical obstacles

Technology is never perfect, and machine learning projects are never done – they continue to evolve until the business capability is no longer required or they are replaced by newer models and projects. In the following sections, we will review some potential obstacles you may encounter.

Initial design phase

During the initial design phase, you may find that the initial model you selected is too difficult to fine-tune, making you switch to a different model. You may also find that solution response latency is too high, which means you need to choose a different model and/or simplify the overall solution design. RAG and agents both introduce complexity and latency.

If you are using RAG, you may also run into problems with the supporting data. It may not sufficiently cover the domain of interest, and you could run into the typical difficulties of a data lake – poor governance, unclear data ownership, and difficulty transforming data into the right format.

Finally, if you are using an orchestration framework like LangChain, you may find that it ultimately does not suit the specific problem you are solving.

Operational phase

Once the generative AI solution is in production, you may run into operational difficulties. These can include performance issues. Foundation models have complex performance curves, as they depend on the underlying infrastructure as well as the input and output response type and volume. Autoscaling may require a lot of tuning.

Understanding why model quality is inadequate can also be challenging. You will need a good observability stack to collect logs, metrics, and traces from throughout the solution. If the problem is ultimately in the performance of the model, you will need to have tools to measure data drift and other contributing factors.

The pace of change in generative AI is also a challenge. You will need rigorous change management processes to successfully adopt new models and related tools over time. Even a point-release change in models can affect model performance using the same data and prompts. You may need to change the prompts to get the same level of quality in the output. You can consider adopting an “LLM Gateway” that provides consistent interfaces for a variety of current and future models, along with rigorous testing to ensure quality doesn’t degrade if you add in new models.

Optimizing team structures

Organizing your teams to use generative AI requires a product-driven approach. In other words, treat generative AI as an enabling component of a software or data product you are building. In this section, we will discuss product-driven thinking for generative AI and then consider the implications on team structure.

Product-driven thinking

Most companies do not invest in generative AI or any other technology in isolation from other business goals. Even foundation model builders are pursuing strategies to monetize their models via direct subscriptions, partnerships, or adjacent products.

Generative AI does, however, open up new possibilities for software or data products. For example, customer service chatbots can offer more useful and data-driven responses, and software development tools can offer code-generation capabilities.

In order to successfully embed generative AI into a product, you need to consider strategy, operating model, and technology. Your strategy connects the products you build to business objectives. If your business goal is to reduce customer churn, an improved customer service chatbot supports that objective.

The operating model is driven by the need to treat generative AI as an integrated capability of a product. The remainder of this section considers these details (technology is the focus of much of the rest of this book).

Decompose into platform layers and products

First, consider what platform capabilities you will need to build products that use generative AI. If you are using an open-source foundation model, for example, you will need a model hosting platform capability. This capability is responsible for taking a model, either directly from a model provider or from another team that is fine-tuning the model and hosting that model. The capability has to handle autoscaling the model to efficiently meet demand, as well as feeding metrics and logs into an observability platform capability.

Product teams, as the name implies, build services that are customer-facing (customers may be internal or external). A customer service chatbot is a product that likely includes front-end interfaces, a fine-tuned model, and the ability to integrate enterprise data sources. As the complexity of a product grows, a single product team may split into multiple service teams that each manage different parts of the product.

Figure 14.4 shows a simple example decomposition of the platform layers supporting generative AI and some products on those platforms:
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Figure 14. 4: Platform and products


Cross-functional teams

Each team should include all the skill sets it needs to build and maintain its own platform, product, or service. Each team should also include a product owner or product manager. A team that incorporates a generative AI model may need a model fine-tuner and someone familiar with model integration patterns.

This model implies that there is no centralized data science or generative AI function. Rather, these skill sets are distributed among the teams that need them. Of course, you may have teams that focus primarily on research and development and employ research scientists as opposed to applied scientists or model fine-tuners. An R&D team would make products that explore major new capabilities or reduce risks. You can also define some critical areas, like security and responsible AI, that require centralized oversight and standards. In these areas, each team still owns the work to meet those standards.

This cross-functional team model, where each team can operate autonomously, is used at companies like Amazon (the two-pizza team model, (https://aws.amazon.com/executive-insights/content/amazon-two-pizza-team/) to speed up decision-making and simplify technical boundaries. It also aligns with the microservices model of development and most Agile thinking.

Operational responsibilities

In the purest form, each cross-functional team operates its own service. At some companies, a front-line operations or service reliability engineering (SRE) team handles front-line technical escalations.

In this distributed model, you need clear escalation paths. For example, if the customer-service chatbot is giving poor results, the escalation order may go to:

• SRE team (handles routine troubleshooting and directs further escalation)

• Chatbot service team (determines if the problem is with the model itself, where the model is hosted, or how the model is integrated)

• Model building team (data scientists who diagnose a problem in the model itself)

Roadmap management processes

In many ways, managing your generative AI roadmap will be similar to managing other technology programs, particularly if you have experience building roadmaps for analytics and machine learning programs.

However, there are a few important differences. First, as generative AI continues to mature, you should plan for a lot of research spikes to evaluate new capabilities. Second, you will have (or need to acquire) new skill sets and place them into your teams. You may have a period of adjustment as your teams incorporate these new skills and people. Third, your teams will need to gain experience with generative AI before they can accurately provide story point estimates and risk assessments. Fourth, your risk management procedures will be challenged to understand the frequency and impact of the risks involved with generative AI models.

You should expect that the pace of change in generative AI will stay high. That means that the amount of development capacity you allocate to investigate emerging capabilities, and address technical debt when older capabilities are deprecated, may be higher than in other projects.

Generative AI ultimately relies on data, even if you are not pretraining your own foundation model. If you are using RAG or fine-tuning, you will need to govern and track your reference data. In all cases, you will need to capture monitoring data from the system and use it to track quality and drive improvements. If you do not have mature data or machine learning project teams, you will need to acquire these competencies.

Conclusion

In this chapter, you have learned how to build a 3–5-year vision of generative AI for your organization. You saw how to evaluate your current capabilities, plan for obstacles, and use success metrics to drive your roadmap management process. You saw how to build a generative AI flywheel by selecting an initial set of use cases and putting agile teams in place to pursue those use cases. In the next chapter, you will build on your roadmap management capabilities to stay on top of future trends in this space.
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CHAPTER 15
Generative AI Future and Trends

Introduction

Generative AI is evolving at a faster pace than anyone could predict. This chapter will explore promising areas of research and development in generative AI. Rapid advancement in machine learning continues to push the boundaries of what is possible with generative models. We will look at trends in self-supervision, program synthesis, imaginative AI, and other areas that show the potential to drive generative applications to new levels of complexity, creativity, and usefulness.

Structure

This chapter covers the following topics:

• Self-supervised learning for generative models

• New model architectures

• Program synthesis using generative networks

• Creative AI and imagination in machines

• Personalized generative media like art, music, and writing

• Generative models for scientific discovery

• Societal and ethical implications of advances

Objectives

By the end of this chapter, you will have a broad view of future trends to watch in generative AI. This view will include both technology trends as well as business and societal aspects.  You will be able to apply this view to help shape your organization’s future generative AI projects.

Self-supervised learning for generative models

Self-supervised learning lets AI models learn useful representations from large amounts of unlabeled data by creating pretext tasks that provide a supervisory signal. The model is trained on these pretext tasks to capture the underlying structure and patterns in the data.  For generative models specifically, self-supervised pretraining lets models learn meaningful representations that can then be leveraged for downstream generation tasks with limited labeled data.

Autoregressive language modeling is commonly used to teach the model to predict the next token in a sequence based on previous tokens. This allows learning contextual representations useful for text generation. There are similar approaches for other types of data. Denoising autoencoders teach models to reconstruct a useful signal from a corrupted version. This approach is used with image and audio data. Contrastive learning teaches a model to produce new content based on both similar and contrasting data points. This approach is again used to learn semantic forms of image and video data.

After self-supervised pretraining, the model is fine-tuned on a smaller labeled dataset for the specific generative task, such as text-to-image synthesis, image inpainting, or text summarization. The self-supervised representations enable faster learning and better generalization with limited data.

While reinforcement learning with human feedback (RLHF) is a key to producing high-quality foundation models, providing human feedback is expensive. A more efficient alternative is using reward modeling to train a reward model. The reward model can then provide the feedback signal in a simplified technique called direct preference optimization (DPO). RLHF and DPO both provide post-training alignment; the difference is in the speed and effectiveness of the process. DPO is generally faster and easier, but less effective, than RLHF.

In the future, new forms of self-supervised learning will let foundation models tackle new domains. This research paper (https://arxiv.org/html/2312.14485v2) describes a technique for learning crystal structure.

New model architectures

The transformer architecture was introduced in 2017 in the foundational paper Attention is All You Need by Vaswani et al. This architecture underpins all current production large language models. However, there are two newer designs worth noting. These designs provide models that are smaller and faster than equivalent traditional large language models.

Mixture-of-experts models

Transformer models and mixture-of-experts (MoE) models approach tasks in fundamentally different ways. A typical transformer model applies the same set of operations to all parts of the input data. The newest transformer models have a high parameter count running into billions of parameters, which means they need to run on the largest and most expensive GPUs.

An MoE, by contrast, uses a pool of smaller expert models, each of which is tuned for a particular type of task or input. When a new inference request comes in, a routing layer decides which of the experts to use. By only activating a subset of experts for inference requests, an MoE is much more efficient. Mixtral 8x7B has over 46 billion parameters in total but only uses 12.9 billion parameters for any specific request. The following figure shows the mixture of experts’ architecture:
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Figure 15. 1: MoE architecture


However, training an MoE is more complex than training a traditional transformer. The routing layer requires a training process that teaches it which experts to activate.

Selective state space models and Mamba

Selective state space models (SSMs) are a type of recurrent neural network (RNN) that can capture long-term dependencies within sequences. Prior to transformers, RNNs were a common technique to help a model remember context. Earlier RNNs had limitations when used with very long training sequences.

The Mamba (https://arxiv.org/abs/2312.00752) model architecture is a new approach to tackling long sequences of data. It aims to overcome the problems that transformers have when dealing with very large input lengths – namely, transformers require compute resources that scale quadratically with the size of the input sequence.

Mamba uses a modular design built around stack blocks. Each block uses an SSM along with other components. The Mamba SSMs use a dynamic gating mechanism that determines how much weight to give to prior information, which lets the model focus on different parts of the input sequence. This is one of the core functions of the attention mechanism used in transformers.

Compared to transformers, Mamba can be much more efficient for inference, scaling linearly with input sequence length. Mamba can also handle types of data beyond language, including audio and genomics data. However, the Mamba design is relatively new, and there are few production-grade Mamba models (AI21’s Jamba is one) in use at the time of writing.

Program synthesis using generative networks

Software assistants today are used to write small chunks of code or perform relatively minor tasks related to debugging and transformation. However, several startups are already building generative AI software engineers who can perform a programming task from start to finish, including requirement decomposition, code writing, and testing.

More complex tasks like code modernization will require an understanding of very different styles of code to capture the intent of the original code. For example, COBOL is a procedural language, and has very different ways to model business concepts and dependencies than newer programming styles like object-oriented programming. COBOL mainframe application modernization projects are expensive and risky due to a skills shortage and tight interdependencies with other mainframe applications.

In order to modernize a COBOL application, the foundation model must review the entire code base so that it can translate the higher-level concepts into the new programming paradigm. It then can actually rewrite the code and provide a meaningful test suite. Current state-of-the-art research includes executing partial programs to get intermediate states that guide further generation and leveraging test cases to help constrain the task. In concrete terms, the first step is often building a knowledge graph of information about the code base, such as the function call chain or class structure. The first version of the graph can be built with traditional parsing tools and then augmented by asking a language model to inspect small pieces of the code and describe their purpose. The graph is then available as a tool for another model to use to answer questions about the code and plan changes to the code.

Creative AI and imagination in machines

The concept of machines having imagination and creativity is a complex and debated topic. While AI has made significant strides in generating novel content like art, music, and text, there are differing views on whether this constitutes true creativity and imagination.

What makes models appear creative is just that they have a huge amount of information embedded in their neural networks. These models can sometimes find connections that are not obvious to a person. AI art generators and tools like DALL-E and Stable Diffusion can create original, unique artworks from textual prompts, demonstrating a form of visual imagination. AI music generation systems using RNNs and other techniques can compose novel melodies and musical pieces, mimicking human musical creativity to an extent. Large language models can generate coherent, imaginative text in various styles, from stories to poetry, hinting at a capacity for linguistic imagination.

But in some sense, foundation models are not really creative. They are neural networks that perform a large number of matrix calculations to predict which output is best given some input, where best is judged by the model's pretraining loss function (usually perplexity). We can argue that AI is merely recombining and imitating patterns from training data in sophisticated ways, but lacks true understanding, emotions, and experiences that characterize human creativity.

Today, AI struggles with abstraction and counterfactual reasoning - imagining things that do not exist but could. Its imagination is inherently limited by its training data. But in the future, as the models become ever larger and more complex, it may be very difficult to distinguish model output from creative human output. As discussed in an earlier chapter, explainability is a tough problem even today for foundation models. And if we can not explain how a model reached a result, the black box effect becomes indistinguishable from creativity.

Personalized generative media like art, music, and writing

Foundation models today can already help people create all kinds of content. Platforms like Canva and AIVA let users generate unique art prints. Music tools like Soundraw let users create custom soundtracks that fit a specified genre, mood, and duration.

However, challenges remain in ensuring the quality, consistency, and originality of AI-generated content. Ethical concerns around copyright and potential misuse also need to be addressed. The ownership of this content is somewhat unclear, although AWS and other companies have taken a position that the content created by a foundation model belongs to the model user.

Generative models for scientific discovery

One of the more exciting use cases for foundation models is performing scientific research.  Generative models show great potential in generating novel hypotheses and ideas to drive scientific research forward. By learning the underlying patterns and distributions from existing scientific data, these models can suggest new directions for exploration that human scientists may not have considered.

In the field of drug research, GANs and VAEs are being used to generate novel molecular structures with desired properties for drug discovery. Generative models can efficiently search vast chemical spaces to propose new candidate materials for applications like batteries, catalysts, and semiconductors. In genomics, GANs are being applied to interpret gene expression data and medical images for diagnosing diseases. Generative models can design new proteins with specific functions.

In the field of astronomy and physics, transformer models are being adapted to analyze astronomical time series data and images. Generative models may help develop unified theories by uncovering hidden patterns in physical data.

However, challenges remain in interpreting the outputs of complex generative models and integrating scientific domain knowledge into AI systems. Ongoing research aims to make generative models more transparent, sample-efficient, and controllable to better serve the needs of scientific discovery.

Societal and ethical implications of advances

Generative AI is a disruptive technology. It will impact the way we learn, the way we perform our jobs, and the way that we interact with technology. As with any disruptive technology, there are aspects of generative AI that seem concerning at first glance. In this section, we discuss these societal and ethical implications.

The fake news concern

Generative AI can create very realistic news stories, images, video clips, audio clips, and other types of content. Malicious actors could try to use these tools to influence public opinion or change the outcome of elections. The very possibility of deepfakes reduces public trust in traditional sources of information.

This risk is widely acknowledged, and some early attempts at mitigation are underway. For example, Amazon's Titan Image Generator model inserts a digital watermark into created images. Anyone can check whether an image contains that watermark to see if the image was created by Titan or not.

However, mitigations like these are not completely effective. While reliable commercial model providers may adhere to standards requiring these types of watermarks, malicious actors could easily use an open-source image generator that does not insert any type of watermark.

At the time of writing, there is no perfectly reliable way to detect whether content was created by a person or a model. The only known solution is additional fact-checking. Controversial content can be independently checked against other known good data sources.

The Baltic countries have adopted some counter-disinformation techniques that are worth studying. In Lithuania, groups of citizens monitor the media for disinformation and publish counterarguments. Their position as trusted advisors gives them the influence to counter disinformation campaigns. Estonia similarly runs media literacy campaigns to educate the public on how to detect disinformation and invests in high-quality local media outlets.

Propagating bias

Like all ML systems, foundation models can amplify bias in the pretraining data. For example, an image generation model asked to create an image of a female healthcare professional may create images of nurses rather than doctors, as many societies perceive that as a more traditional role for females. Figure 15. 2 shows the output from an image generation model using the prompt: a nurse and a doctor walking in a hospital:
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Figure 15. 2: Image created by asking for a picture of a doctor and nurse in a hospital


The mitigation for this type of problem is to inspect the pretraining data and ensure it is not biased. For example, we can make sure that an image set of healthcare workers does not have a disproportionate number of pictures of female nurses as opposed to doctors.

You can also use foundation models as additional safety checks. In our example, after the image generation model produces an image of a female nurse, we could ask another multimodal LLM to judge whether the created image is propagating bias.

Sustainability

Foundation models require a lot of energy to pretrain and run inference. Meta's Llama 2 70B model required 3.3 million GPU hours on A100-80GB GPUs. Each GPU has a thermal design power of 350-400W. That yields 1,320 megawatt-hours (MWh) of energy. For comparison, a typical nuclear power plant produces 1 GW of energy. So, pretraining Llama-2 70B requires the output of a full-scale nuclear power plant for about 90 minutes.

Using that much energy is objectively neither good nor bad. But getting the same output (a pretrained 70-B model) for less energy is clearly good. Making models that produce the same results with fewer parameters, which are less expensive to train, is the subject of active research. Companies like Amazon are also investing in newer chips like Trainium that can train models faster with less energy.

Intellectual property rights

Foundation models need a huge volume of pretraining data, and there is some concern that this data is obtained without compensating the data owners. This problem is largely being mitigated by updated terms of service that prohibit the use of platform data for ML use without extra compensation. Axel Springer, for example, struck licensing deals with commercial model builders to use content from its news sites.

There is also concern about the ownership of the output of foundation models. Model hosting platforms have generally taken the position that the output of a model belongs to the model user, but that position has not yet been tested in the courts and regulatory systems.

Privacy

The use of pretraining data with personally identifiable information (PII) can cause that PII to appear in the model output. In some cases, this is harmless; well-known public figures like the CEOs of large firms may expect that their names are part of the public record. In other cases, it is unexpected and bothersome, and model providers are responsible for screening the data they use to prevent these occurrences.

Model agency

At the moment, companies are not willing to use a foundation model to perform risky tasks, like providing health advice, without strong safeguards or direct human involvement. But over time, the risk calculus will change. If we realize that foundation models are better at performing risky tasks than people, we will start to accept a more proactive use of foundation models. In some cases, human supervision suffers from diminishing returns; if a model is right 99% of the time, a person will learn to trust it and stop paying attention.

This will require that we better study how foundation models make mistakes. Self-driving cars are undoubtedly safer than human drivers, as they never get tired, are not bothered by bad weather, and do not drive while under the influence of substances like alcohol. But when they do make a mistake, it will likely be a different type of mistake than a person makes.

Impact on learning

Foundation models will affect the way that people study and work. Children who grow up using foundation models to help with homework have learned how to use a new tool, no better or worse than using a calculator to perform routine math. The best approach is to teach students how to use these new tools effectively - what are the tools good for, and what are their limitations.

Generative AI can positively influence the way that teachers teach and students learn. Generative AI can adapt lessons, assessments, and feedback to each student's learning style, pace, and current knowledge. It can also create engaging learning materials like summaries, practice questions, interactive simulations, and even multimedia presentations. This can free up teacher time.

Generative AI can also act as a personal tutor. AI-powered tutors provide 24/7 support, answering questions, providing explanations, and offering supplementary resources to address specific gaps. AI helps develop assessments that adjust to students' understanding in real-time, offering a more nuanced picture of their progress.

There is an exciting possibility for special-needs students. AI can translate materials for multilingual learners, generate simpler versions of complex texts, and create alternative representations for students with disabilities, making education more inclusive.

Of course, there are concerns about the role of generative AI in education. A major risk is students becoming overly dependent on generated content, hindering their development of critical thinking and original writing skills. Generative AI models may not adequately represent the culture and context of every student in every country. Of course, plagiarism is always a concern, and it will be very difficult for teachers to detect when students are abusing generative AI. Finally, adopting generative AI will pose a new challenge for teachers.

At a societal level, if generative AI is to be a positive force in education, we will need policies that guide the use of generative AI, and make sure this tool is available to all students regardless of economic background.

Impact on jobs

Some jobs will be automated out of existence, and the shape of other jobs will change over time to focus on guiding models to perform lower-level tasks. This change will naturally cause uncertainty to those affected. Candor is the best policy on the part of employers. Be clear about changing expectations for workers and provide paths for training.

For workers, there are several ways to try to stay ahead of the curve.

Understand what is happening

First, understand the generative AI landscape. Follow news on generative AI advancements, read articles, and understand the capabilities of tools like ChatGPT and DALL-E. Try hands-on experimentation. Play with AI text generators, image creators, and code assistants. Explore how these can be leveraged in your job. Most importantly, think critically about how generative AI might automate aspects of your current tasks and create new work patterns.

Focus on your long-term competencies

Jeff Bezos, the founder of Amazon, once said this:

I very frequently get the question: 'What's going to change in the next 10 years?' And that is a very interesting question; it is a very common one. I almost never get the question: 'What's not going to change in the next 10 years?' And I submit to you that that second question is actually the more important of the two- because you can build a business strategy around the things that are stable in time. ... [I]n our retail business, we know that customers want low prices, and I know that's going to be true 10 years from now. They want fast delivery; they want a vast selection. It is impossible to imagine a future 10 years from now where a customer comes up and says, 'Jeff I love Amazon; I just wish the prices were a little higher,' [or] 'I love Amazon; I just wish you'd deliver a little more slowly.' Impossible. And so the effort we put into those things, spinning those things up, we know the energy we put into it today will still be paying off dividends for our customers 10 years from now. When you have something that you know is true, even over the long term, you can afford to put a lot of energy into it.

You can apply this mindset to thinking about how you can thrive even when generative AI is part of your professional world. Generative AI is excellent at execution, but you can still drive it by framing the right problem to solve and the right question to ask. Rather than framing your job as performing a task, think about the qualities you provide – critical thinking, communication, emotional intelligence – that the generative AI system cannot.

A software engineer, for example, is not primarily employed to write code. She is employed to solve a business problem using software, and the majority of her time may be spent on requirements analysis and validation.

Learn how to use generative AI

Unlike traditional data science, generative AI is very approachable to the layman. Learn skills like prompt engineering and how to integrate generative AI into your workflow. Get a basic sense of AI principles and limitations so you know where the models will and will not work well.

Conclusion

In this chapter, you have seen some of the trends that will play a meaningful role in generative AI over the next several years. As you start to build out your organization’s generative AI roadmap, you will be able to apply these learnings both in how you shape your technical plans and in your broader organizational strategy.
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Suggest 5 short story ideas for young kids sleepover party

Here are 5 short story ideas perfect for telling or reading aloud at a young kids' sleepover party:

1. At a sleepover, kids find a hidden room under a bed that transports them into fairytales and nursery rhymes where they interact with the
characters.

2. A group of friends at a sleepover befriend a magical stuffed animal that comes to life at night and takes them on mystical adventures
through toy stores, candy factories, and more.

3. Kids at a birthday sleepover party discover the birthday cake has magical wishing powers, allowing them to wish for anything they want
for one night only.

4. A magical librarian shows up at a sleepover with a mystical bookmobile full of books that transport the kids into the stories when they
read them.

5. Kids staying up late at a sleepover notice that the shadows in the room come alive and play harmless tricks on them, letting them interact
with the silly shad: taTes:

| focused these ideas on magical and imaginary concepts that could come to life during a sleepover, playing into imaginative elements that
kids would find thrilling and fun as entertainment during a sleepover party night. Please let me know if you need any other details or
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9 Suggest 5 short story ideas for young kids sleepover party with the halloween theme

@ Here are 5 spooky and magical short story ideas perfect for a Halloween-themed sleepover party for young kids:

1. At a Halloween sleepover party, kids go trick-or-treating in their friend's haunted house basement and meet silly monsters who need help
preparing for their annual bash.

2. Kids at a mummy-themed Halloween sleepover discover the mummy sleeping bag and pajamas they get to wear come to life at midnight
- bringing them on silly spooky adventures.

3. A vampire with a toothache befriends kids at a vampire-themed Halloween sleepover and takes them on a magical ride in his flying car to
the dentist in Transylvania.

4. Kids on a Halloween scavenger hunt sleepover for candy meet a magical pifiata that actually captures them and takes them to a silly
upside down candy world.

5. The kids at a mad science/monster themed Halloween sleepover create their own Frankenstein stuffed monster who comes to life and
needs their help learning how to make friends.and.b. £riondl Astar.

| tried to create silly, kid-friendly plots that would leverage Halloween themes in an imaginative, whimsical way perfect for the spooky but
fun tone of a kids' Halloween sleepover party. Please let me know if you need any other ideas!
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suggest 5 ideas for short stories for young kids

Here are 5 ideas for short stories for young kids:

1. A day at the park - Describe a child spending the day at the park playing on the swings, slides, seeing animals at the zoo area.

2. A sleepover with friends - Follow two best friends as they have fun eating pizza, telling scary stories, doing arts and crafts during a sleepover.

3. A day at school - Take readers through a typical school day from waking up and getting ready to various classes and activities like recess, lunch, art class.

4. Lost in the grocery store - A child gets separated from parents while shopping and goes on an adventure trying to find them in the different aisles.

5. A trip to the beach - Describe a family outing to the beach including swimming, building sandcastles, hunting for seashells, having a picnic and watching the sunset.

The stories focus on familiar, everyday events and experiences that young kids can relate to like spending time with family and friends, activities at school, park or beach. Keeping the
language and plots simple is key for early reader enjoyment.
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write a 500 word short story about A sleepover with friends - Follow two best friends as they have fun eating pizza, telling scary stories, doing arts and crafts during a sleepover.

Here is a 488-word short story about a sleepover with friends:

Emily rang the doorbell, excited for her first sleepover with her new best friend, Sam. They had bonded in math class that year and become inseparable. When Sam's parents said she could
have a friend sleepover, Emily was the obvious choice.

Sam threw open the door. "You're here!" she exclaimed. "Come on, the pizza just got delivered.” The girls ran into the kitchen and opened the pizza box to find three large pies covered in all
their favorite toppings. As they ate, they chatted and laughed, catching each other up on their week.

After consuming most of the pizza, Sam suggested they do arts and crafts. "I have stuff to make friendship bracelets," she said. The girls got to work weaving colorful strings together into
braided pieces of jewelry. They chatted while their fingers worked nimbly tying knots. "I can't wait to wear this forever to remember our friendship," Emily said, holding up the finished rainbow
bracelet.

As it started to get dark outside, Sam came up with their next activity. "We should tell scary stories!" she said with a mischievous grin. They huddled under a blanket on the couch, lights
dimmed low. Sam went first, spinning a tale of a ghost that haunts the abandoned house down the street. Emily followed with the story
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@ Generate a short blog on responsible Al

Here is a draft blog post on responsible Al
Title: The Imperative of Responsible Al Development

Asartificial intelligence capabilities rapidly advance, itis crucial that Al systems are
developed and deployed in a responsible manner that prioritizes beneficial outcomes for
humanity while mitigating risks and potential downsides. Responsible Al encompasses
key principles around safety, ethics, robustness, transparency, and protecting important
human values.

Safety is paramount - as Al systems become more capable and are deployed in
increasingly high-stakes domains, we must ensure they are secure, reliable, and incapable
of causing unintended harm. This requires extensive testing, constrained exploration,
and robust safeguards and controls.

There are also vital ethical considerations around Al development and use. Al systems
must be designed from the ground up to be aligned with human ethics and values like
protecting life, avoiding deception, respecting human rights, and promoting the
wellbeing of humanity as a whole. The impact on individuals, communities, and society
must be carefully analyzed.

Transparency around Al capabilities, limitations, and inner workings is key for enabling
accountability, building public trust, and allowing for responsible oversight. We should
avoid developing any Al systems as inscrutable ‘black boxes."

Al'systems must also exhibit robust performance across a wide range of situations and

distributions. We cannot simply optimize narrow benchmarks while neglecting important
capabilities around reasoning, general intelligence, and handling distributional shift.

Fundamentally, responsible Al means prioritizing beneficial and ethical outcomes for
humanity over pure capabilities at any cost. It requires a proactive and intentional
approach centered around human values and flourishing. Only by getting this right can
we reap the immense positive potential of Al while mitigating existential risks.

€ Copy O Retry @ ©
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I have an online store selling {{ stock_type }). Write a one-sentence advertisement for use in social media.

001 stock_type

books

+ Add new variable

> Evaluate

Output
This is the output generated by the LLM using the prompt template and input values defined above,

Looking for a good book to read? Visit our online store and browse our wide selection of books today!
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Cancel Create run
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Chain of thought

An example prompt that uses chain of thought.

Prompt

[INST]You are a a very intelligent bot with exceptional critical thinking[/INST]
| went to the market and bought 10 apples. | gave 2 apples to your friend and 2 to the helper. | then went and bought 5
more apples and ate 1. How many apples did | remain with?

Let's think step by step.

Response

First, | bought 10 apples.

Then, | gave 2 apples to your friend, so | have 10 - 2 = 8 apples left.

Next, | gave 2 apples to the helper, so | have 8 - 2 = 6 apples left.

After that, | went and bought 5 more apples, so | have 6 + 5 = 11 apples left.
Finally, | ate 1 apple, so | have 11 -1 =10 apples left.

Therefore, | remain with 10 apples.
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How many types of AWS cost optimization recommendations does the Cost Optimization Hub provide. Give me specific number along with examples.

The AWS Cost Optimization Hub provides six types of cost optimization recommendations. These are:

1. Idle Load Balancers

2. Underutilized Amazon EBS Volumes

3. Idle Elastic IP Addresses

4. Unassociated Elastic IP Addresses

5. Underutilized Amazon EC2 Instances

6. Reservations with Unused Operation

Here are some examples of each recommendation type:

1. 1dle Load Balancers: This recommendation identifies Classic Load Balancers and Application Load Balancers that have not been used for a specified period of time.

2. Underutilized Amazon EBS Volumes: This recommendation identifies Amazon Elastic Block Store (EBS) volumes that have been provisioned with more storage capacity than is needed for their expected workloads.
3. Idle Elastic IP Addresses: This recommendation identifies Elastic IP addresses that have not been associated with an Amazon EC2 instance or other AWS resource for a specified period of time.
4. Unassociated Elastic IP Addresses: This recommendation identifies Elastic IP addresses that are not associated with any Amazon EC2 instance or other AWS resource.

5. Underutilized Amazon EC2 Instances: This recommendation identifies Amazon EC2 instances that have low CPU or network utilization over a specified period of time.

6. Reservations with Unused Operation: This recommendation identifies Reserved Instances (RIs) or Savings Plans that have had no matching usage for a specified period of time.

By following these recommendations, you can potentially save costs by terminating or modifying underutilized resources, releasing Idle resources, or adjusting your Reserved Instance or Savings Plan commitments.
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Massive Text Embedding Benchmark (MTEB) Leaderboard. To submit, refer to the MTEB GitHub repository &) Refer to the MTEB paper for details on metrics, tasks and models. Also check out MTEB Arena 3

Search Bar (separate multiple queries Model types Model sizes (in number of parameters)
with ;")
Open Proprietary Sentence Transformers Cross-Encoders Bi-Encoders <100M 100M to 250M 250M to 500M
Q Search for a model and press
enter... 4 Uses Instructions No Instructions 500M to 1B >1B
2

Overall | BitextMining  Classification  Clustering  Pair Classification ~ Reranking  Retrieval ~ STS  Summarization  Retrieval w/Instructions

English  Chinese  French  Polish  Russian

Overall MTEB English leaderboard &
o Metric: Various, refer to task tabs

o Languages: English

Model Size ::::;:y Embedding Max Average Classification Clustering PairClassification

Rank 4 Model 4 (Million A A . . A A~ (56 4 Average (12 4 Average (11 4 Average (3
Parameters) ;ggé) Dimensions Tokens datasets) datasets) datasets) datasets)

1 NV-Embed-v2 7851 29.25 4096 32768 728310 90.37 58.46 88.67

2 bge-en-icl 7111 26.49 4096 32768 71.67 88.95 57.89 88.14

3 stella_en_1.5B_v5 1543 5.75 8192 131072 71.19 87.63 57.69 88.07

a4 SFR-Embedding-2_R 7111 26.49 4096 32768 70.31 89.05 56.17 88.07

5 gte-Qwen2-7B-instruct 7613 28.36 3584 131072 70.24 86.58 56.92 85.79

6 stella_en_406M_v5 435 1.62 8192 8192 70.11 86.67 56.7 87.74

7 bge-multilingual - gemma2 9242 34.43 3584 8192 69.88 88.08 54.65 85.84

8 NV-Embed-v1 7851 29.25 4096 32768 69.32 87.35 52.8 86.91

9 Ling-Embed-Mistral 7111 26.49 4096 32768 68.17 80.2 51.42 88.35

10 SFR-Embedding-Mistral 7111 26.49 4096 32768 67.56 78.33 51.67 88.54

11 gte-Qwenl.5-7B-instruct 7099 26.45 4096 32768 67.34 79.6 55.83 87.38

o Total Datasets: 199
o Total Languages: 113
o Total Scores: 50077

o Total Models: 427
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Amazon Bedrock > Knowledge bases

Knowledge bases | Chat with your document

Chat with your document

View documentation [

Configurations

Model

A\ Claude 3 Sonnet v7 | 0
Change

Inference parameters info

Set values to influence the responses that the model provides when you query your knowledge base.

Chat prompt template inio ~

Defines how the model handles the user prompt. You can edit the default prompt to create a custom one for your use case.

Data v

© Your computer

Guardrails info

Select an existing guardrail or create a new Guardrail [

Name Version

[ Select a guardrail v ] Select a version v
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Amazon Bedrock > Knowledae bases

Chat with your document

g Source details (1)

Each container below shows a chunk that comes from a data source and that relates to your query.

How many types of AWS cost optimization
recommendations does the Cost Optimization Hub
provide. Give me specific number along with examples.
Data: cost-management-guide.pdf (2.47 MB)

The Cost Optimization Hub provides recommendations
for the following 7 cost optimization strategies: 1.
Purchase Savings Plans (Compute, EC2 instance, and
SageMaker Savings Plans) 2. Purchase Reserved Instances
(EC2, Amazon RDS, OpenSearch, Amazon Redshift, and
ElastiCache reserved nodes) 3. Stop idle or unused
resources (EC2 instances, RDS DB instances, EBS volumes,
Lambda functions, ECS services) 4. Rightsize to a smaller
EC2 instance type of the same CPU architecture 5.
Upgrade to a later generation product (e.g. moving from
Amazon EBS io1 volume type to io2) 6. Migrate to
Graviton (move from x86 to Graviton instances) 7.

Terminate idle instances (termination recommendations)
[
< Hide source details

¥ Source chunk 1

Prioritizing your cost optimization opportunities 159 AWS Cost Management User
Guide Upgrade Move to a later generation product, such as moving from Amazon
EBS io1 volume type to io2. Migrate to Graviton Move from x86 to Graviton to
save costs. The following table shows the full mapping of recommended actions
and resource type. Action Resource type Conditions Implement ation effort
Resource restart needed Rollback possible Compute Savings Plans All Very low No
No EC2 Instance Savings Plans All Very low No No Purchase Savings Plans
SageMaker Savings Plans All Very low No No EC2 Reserved Instances All Very low
No Yes Amazon RDS Reserved Instances All Very low No No Amazon Redshift
reserved nodes All Very low No No Purchase Reserved Instances (reserved nodes)
OpenSearc h Reserved Instances All Very low No No Understanding cost
optimization strategies 160
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According to Ask Ai www.iAsk.ai:
College Application Deadlines for Fall 2024
The college application deadlines for Fall 2024 generally fall into several categories:

1. Early Action Deadlines: Most early action deadlines are in early to mid-November
2023, with decisions typically released in December 2023.

2. Early Decision Deadlines: Similar to early action, early decision deadlines usually
occur in November 2023, and applicants will hear back by December 2023. Some
schools may offer a second early decision deadline in January 2024.

3. Regular Decision Deadlines: Regular decision deadlines commonly fall between
January and February 2024, with admission decisions typically communicated in
March or April 2024.

4. Rolling Admission Deadlines: Colleges with rolling admissions evaluate
applications as they are received, often starting from September 1, 2023, and
continuing until all spots are filled, which can extend into spring 2024.

5. Open Admission Deadlines: These vary widely but often allow applications
throughout the year, especially at community colleges.

It's important to check specific colleges for their exact deadlines as they can vary
significantly.
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Here is a draft blog post for the travel website and newsletter:
Iceland: A Captivating Travel Guide

The ethereal landscapes of Iceland will captivate your soul from the moment you set foot on its magical shores. Towering mountains, thundering waterfalls, rumbling volcanoes - nature here puts on a spectacular show. Read on for insights on
how to make the most of your trip to this otherworldly Nordic nation.

Travel Tips & Tricks

- Pack warm layers even in summer for unpredictable weather
- Rent a 4WD vehicle to access remote natural wonders

- Download offline maps before your trip for no-service areas
- Ask locals for the best swimming holes and hot springs

- Spot the Northern Lights September through April

Top Sights to See

- stroll Reykjavik's colorful streets and harbor

- Marvel at Gullfoss’ golden waterfall display

- Hike Into the rift valley at bingvellir National Park

- Lava tube caves and black sand beaches in Vik

- Steam vents and multi-hued fields at Haukadalur geothermal park

Delectable Icelandic Cuisine

- Icelands fresh seafood like lamb, cod and lobster

- Skyr - a tasty dairy product similar to yogurt

- Hot dogs, pancakes and waffles for dining on the go

- Local rye bread to enjoy with butter or smoked salmon spread
- Black lava chocolate cake and crispy hazelnut wafers

I hope this guide has you itching to set off on your own Icelandic adventure! For trip planning and Inspiration, check out icelandtraveLs,visitreykjavik.s or lonelyplanet.com. See you in Iceland!
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Generative Al Application End Users Model Consumers

Maintain an inventory of foundation models and inference endpoints
Collaborate with stakeholders to align security and functionality
Monitor for unauthorized access or suspicious activity

Regularly review and update access policies and filtering rules
Leverage WAF, DLP, or other filteting to sanitize inputs to LLMs
Implement strict access controls and least-privilege principles

Use strong credentials and enable multi-factor authentication
Implement robust access controls, including identity and least-privilege
Monitor, filter, and enforce policies around generative Al usage
Leverage access controls, web proxies, and CASB to enforce policies
Participate in security awareness training on generative Al risks
Report suspicious behavior or misuse to security teams

Exercise caution with sensitive data input into generative Al apps

Model Tuners & Providers

« Implement role-based access and least-privilege controls

« Leverage encryption and secure storage for model artifacts

« Implement logging and monitoring to detect threats

« Secure inference endpoints with network, firewall, and WAF controls

« Regularly review and update access, encryption, and security controls
« Collaborate with stakeholders to align security and functionality
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Generative Al Application End Users Ve Model Consumers
« Understand provider's availability aligns with your requirements

Understand provider's availability aligns with your requirements « Implement failover and redundancy for model/API unavailability
Implement failover and redundancy for model/API unavailability « Use timeouts and retries for complex prompts and completions
Use timeouts and retries for complex prompts and completions « Monitor usage quotas and billing, manage resource consumption
Monitor usage quotas and billing, manage resource consumption « Ensure AP service availability in your desired regions

Ensure API service availability in your desired regions « Adopt resilient architectural patterns like circuit breakers

Adopt resilient architectural patterns like circuit breakers « Implement monitoring and alerting for prompt issue response
Implement monitoring and alerting for prompt issue response \

Model Tuners & Providers

« Use flexible compute resources for scaling

« Ensure API service availability

« Have a strategy for copying models across regions

« Save checkpoints frequently during model training

« Implement resilient design patterns like timeouts, retries

« Use high availability vector databases with disaster recovery

« Validate region availability and feature parity for managed services
« Ensure fine-tuning/training data availability across regions
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What would you like to know

Recommend new running shoes for me that are similar to the old shoes shown in the picture.
Optionally upload an image along with your query

Drag and drop file here Browse files

Limit 200MB per file « JPG, PNG, JPEG

old_running_shoe.png 2.2M8 X

Image to Analyze
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Based on the image, your old running shoes appear to be the Asics Gel-Nimbus model. They have a gray
and gold color scheme with mesh uppers and the distinctive Asics gel cushioning technology.

For a similar replacement, | would recommend looking at the latest version of the Asics Gel-Nimbus line.
The Gel-Nimbus 24 or 25 would provide a comparable cushioned ride with updated materials and

technologies from Asics.
Some other potential options that offer plush, highly-cushioned rides similar to the Gel-Nimbus include:
Brooks Glycerin - Brooks' premium neutral cushioned trainer.

New Balance Fresh Foam 1080 - Known for its plush Fresh Foam midsole.

Saucony Ride ISO 2 - Featuring Saucony's cushioned PWRRUN+ midsole.

> woN e

Nike Air Zoom Pegasus 39 - A very popular, well-cushioned neutral trainer.

I'd suggest trying on a few options at your local running store to see what feels most similar in cushioning
and fit to your old Asics Gel-Nimbus shoes. Staying with the latest Nimbus is likely your closest match if

you loved that model.
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Welcome to XYZ Sports Depot

Ask me questions about our products.I can also make recommendations. Let's chat.

What would you like to know

‘ Popular running shoe brandg|

Optionally upload an image along with your query

: Drag and drop file here Browse files

Limit 200MB per file « JPG, JPEG, PNG

Here are some of the most popular running shoe brands:

Nike

Adidas
Brooks
Asics
Saucony
New Balance
Mizuno

Hoka One One

e N R w N

Under Armour
10. Reebok

11. Altra

12. OnRunning
13. Salomon

14. Skechers

15. Puma

Nike and Adidas are among the most well-known and popular brands worldwide. Brooks, Asics, Saucony,
New Balance and Mizuno are highly respected for their technical running shoes. Hoka One One has gained
popularity for their maximalist cushioned shoes. Under Armour, Reebok, Altra, On Running, Salomon,
Skechers and Puma also offer quality running footwear lines.
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Welcome to XYZ Sports Depot

Ask me about our sports products. I can also make recommendations. Let's chat.

What would you like to know
e

You recommend Adidas Gel-Nimbus shoe. How is that better than Saucony Ride 1SO 2

.

Optionally upload an image along with your query

Drag and drop file here X
@ & P Browse files
Limit 200MB per file « JPG, PNG, JPEG

Both the Adidas Gel-Nimbus and Saucony Ride I1SO 2 are popular options for runners. The Gel-Nimbus
offers a more cushioned ride, while the Ride 1SO 2 provides more support and stability. If you are looking
for a shoe with more cushioning, the Gel-Nimbus might be a better choice. However, if you need more
support and stability, the Ride 1ISO 2 might be a better option. Ultimately, the best shoe for you will
depend on your individual needs and preferences.
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Welcome to XYZ Sports Depot

Ask me questions about our products.I can also make recommendations. Let's chat.

What would you like to know

‘ Recommend new running shoes for me that are similar to my old shoes uploaded below{

Optionally upload an image along with your query

Drag and drop file here "
@ 8 P Browse files
Limit 200MB per file - JPG, JPEG, PNG

Unfortunately, | don't see any image of your old running shoes uploaded yet. To recommend similar new
shoes, it would be helpful if you could upload a picture of the shoes you've been wearing so | can analyze
the brand, model, and key features. Once you provide an image, I'll be glad to suggest comparable options
that could work well as a replacement pair based on the style and specifications of your current/old

shoes.
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Generative Al Application End Users Model Consumers

Perform third-party risk assessment with existing « Comprehensive threat modeling for LLMs and

risk management framework generative Al

o Establish security responsibility model with third  Address prompt injection risks leading to
party undesired outputs

o Understand if and how the third party will use » Assess threats including insecure output and
the your inputs/outputs and usage data data disclosure.

o Understand ownership of data, especially « Leverage guidance from NIST, OWASP and

prompts and generated responses other authorities
« Collaborate with stakeholders to define tailored

best practices

Model Tuners & Providers

Vet and validate data to mitigate poisoning risks

Protect models with access controls and encryption

Secure development with access, segmentation, monitoring
Cross-functional collaboration on risks and requirements
Align with guidance from NIST, MITRE, OWASP
Continuously monitor and adapt risk management






