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Cryptography: A Very Short Introduction












VERY SHORT INTRODUCTIONS are for anyone wanting a stimulating and accessible way into a new subject. They are written by experts, and have been translated into more than 45 different languages.

 The series began in 1995, and now covers a wide variety of topics in every discipline. The VSI library currently contains over 750 volumes—a Very Short Introduction to everything from Psychology and Philosophy of Science to American History and Relativity—and continues to grow in every subject area.
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Chapter 1


The role of cryptography


Most people seal the envelope before posting a letter. If asked why, then some immediate responses might include comments like ‘I don’t know really’, ‘habit’, ‘why not?’, or ‘because everyone else does’. More reasoned responses might include ‘to stop the letter falling out’ or ‘to stop people reading it’. Even if the letters do not contain any sensitive or highly personal information, many of us like to think that the contents of our personal correspondence are private and that sealing the envelope protects them from everyone except the intended recipient. If we sent our letters in unsealed envelopes, then anyone who gained possession of the envelope would be able to read its contents. Whether or not they would actually do so is a different issue. The point is that there is no denying that they would be able to if they wanted to. Furthermore, if they replaced the letter in the envelope then we would not know they had done so.

Modern technology means that it is now easy to communicate messages almost instantly at low or no cost. For example, email is routinely used as an alternative to sending letters through the post, though there are no physical envelopes to protect the messages. Clearly anyone wanting to send confidential, or maybe even just personal, messages via email needs to find some other means of protecting them. One common solution to communicating messages securely is to use cryptography. That is, the message is encrypted before sending and then the encrypted message is decrypted upon receipt. If an encrypted message falls into the hands of any person other than its intended recipient, then it should appear unintelligible to that person.

Cryptography is a well-established science that has been a significant historical influence for more than 2,000 years. Traditionally its main users were governments and the military. The impact of cryptography on history is well documented. The major book on the early history of cryptography is undoubtedly The Codebreakers by David Kahn, which has over 1,000 pages and was first published in 1967. It has been described as ‘the first comprehensive history of secret communication’ and makes absorbing reading. An accessible shorter book is The Code Book (1999) by Simon Singh, which has an easy-to-read account of some of the most significant historical events. Both are excellent books, but credit for the popularization and increase in public awareness of the historical importance of cryptography is not restricted to literature. There are several museums and places of historic interest where old cipher machines are exhibited. High on the list of such venues is England’s Bletchley Park, considered by many to be the home of modern cryptography and computing. It was here that Alan Turing and his team, using crucial information from the Polish intelligence service, broke communications encrypted by the Enigma cipher in the Second World War. Their working environment has been preserved as a monument to their incredible achievements. Many recent films on the Second World War have stressed the importance of code-breaking. Events that have received special attention are the impact of the breaking of the Enigma ciphers and the breaking of encrypted messages immediately prior to Pearl Harbor. There have also been a few TV series devoted to the subject. All this means that millions of people worldwide have been exposed to the concept of encrypting messages to keep them secret and to the effect that breaking these ciphers can have. However, for many, the precise meaning of the terms used remains a mystery and broad understanding is limited.

Prior to the 1970s, cryptography was understood and practised by only a few government and military personnel. It is now a well-established academic discipline that is taught in many universities. It is also widely used by companies and individuals. There have been many forces that have influenced this transition. Two of the most obvious have been the move towards automated business and the establishment of the internet as a communications channel. It is now routine for companies to communicate and trade with each other and with their customers using the internet. For governments, this transition means that they can make services such as filing taxes online available to their citizens.

We have focused so far on the problems associated with confidential information when communicating, but confidentiality is frequently not the only concern for two parties who wish to communicate. If two people are communicating over a public network and cannot see each other then it is not immediately obvious how either of them can establish the identity of the other. In general, anyone receiving a message over a network may need to be able to convince themselves that they know the identity of the sender, and that they are confident that the message they have received is identical to the one that the originator sent. Furthermore, there may be situations where the receiver needs to be confident that the sender cannot later deny sending the message and claim to have sent a different one; the sender cannot later repudiate the message. The handwritten signature is the method that has been used historically when people communicate to address these three issues of identity of sender, integrity of message, and non-repudiation of message.

One of the main challenges that security professionals have faced in recent decades in this move away from traditional paper-based records and communications is to find electronic equivalents to replace the historic social mechanisms, such as face-to-face recognition and the use of handwritten signatures. Even though there is no obvious relation to the need to keep certain information secret, cryptography has become an important tool in meeting this challenge. In a 1976 paper that was appropriately entitled ‘New Directions in Cryptography’, Whitfield Diffie and Martin Hellman proposed a way in which cryptography might be used to produce the electronic equivalent to the handwritten signature. It is impossible to overstate the impact of that paper. Prior to their work, cryptography was employed to make users confident that their messages had not been altered during transmission. However, it relied on mutual trust between the communicating parties. This was not a problem for the financial institutions, which were probably the main commercial users in the 1960s and 1970s, but would certainly be a problem today.

Modern cryptography has evolved considerably over the half-century since the Diffie-Hellman paper. Not only has the technology changed, but there is a far wider range of applications. Everyone is likely to be either a direct user or be affected by its use. As such, we all need to understand how cryptography works and what it can achieve.


Using this book


The aim of this book is to present cryptography as an important topic, as well as giving context for the practical use of cryptography. It should enable the reader to understand the terminology in the numerous books and films on cryptography, and to appreciate the impact cryptography has had on the world. It should also give the reader an awareness of contemporary issues in cryptography, such as its use in widespread applications such as cryptocurrency and secure messaging applications. It should also familiarize the reader with developing issues in academic cryptography that may become everyday applications of cryptography in the future.

This book is largely non-technical and is written for the layperson. Mathematicians and computer scientists who wish to study the technical aspects of cryptography are already spoilt for choice. There are numerous textbooks on the topic of the design and analysis of cryptographic algorithms (we list several in Further reading), and this book is not meant to be another. Instead, it concentrates on how cryptographic algorithms are used and what they are used for. If it inspires readers with suitable mathematical backgrounds to read more specialized technical textbooks, then it will have achieved one of its objectives.

While the book aims to be non-technical, there is no denying that modern cryptographic systems almost always involve mathematical processes. For example, modern cryptographic algorithms operate on numbers or binary digits (bits), rather than the alphabetic characters of historical ciphers. In some parts of the book, it is necessary to use some mathematical notation when describing certain cryptographic processes, though we have strived to convey the underlying ideas clearly in the text. While we encourage readers to engage with the mathematics, it is not crucial to do so to generally understand and enjoy this book. To further support the reader, we also include an Appendix with some of the relevant mathematical background.


Twenty-first-century cryptography


The early chapters of this book present historical background and introduce the concepts of symmetric and public-key cryptography. In the 21st century there have been important advances in the design of cryptographic algorithms that are secure against quantum computers, in developing cryptographic algorithms with advanced functionalities, and in finding new applications of cryptography. The past two decades have also been marked by the increasing use of cryptography by many people in their everyday lives, perhaps without even realizing the extent of this use. This book includes a discussion of public-key cryptography that enables us to introduce these most recent advances. We give new examples of the everyday use of cryptography and discuss newer applications such as blockchain, secure messaging, and electronic voting.





Chapter 2


Understanding cryptography



The basic concepts of cryptography


The idea of a cryptographic system or cryptosystem is to disguise confidential information in such a way that its meaning is unintelligible to an unauthorized person. The two most common uses are, probably, to store data securely in a computer file or to transmit it across an insecure channel such as the internet. In either scenario the fact that the document is encrypted does not prevent unauthorized people gaining access to the encrypted document but, rather, ensures that they cannot understand what they see.

The information to be concealed is often called the plaintext or the message, and the operation of disguising it is known as encryption. The encrypted plaintext is called the ciphertext (or sometimes the cryptogram) and the set of rules used to encrypt the plaintext is known as the encryption algorithm. Normally the operation of this encryption algorithm depends on an encryption key, which is input to the encryption algorithm together with the plaintext. In order that the recipient can obtain the plaintext from the ciphertext there has to be a decryption algorithm which, when used with the appropriate decryption key, reproduces the plaintext from the ciphertext.

In general the set of rules that constitute one of these cryptographic algorithms is likely to be very complicated and they need careful design. However, for the purpose of this book, the reader may regard them as ‘magic formulae’ that, with the assistance of keys, transform information into an unreadable form.

Figure 1 provides a diagrammatic description of the use of a cryptosystem to protect a transmitted message.



[image: image] 
1. A cryptosystem.





Any person who intercepts a ciphertext during transmission is called, not surprisingly, an interceptor. Other terms for an interceptor include ‘eavesdropper’, ‘enemy’, or ‘adversary’. Even if they know the decryption algorithm, interceptors do not, in general, know the decryption key. It is this lack of knowledge that, it is hoped, prevents them from knowing the plaintext. Cryptography is the science of designing cryptographic systems, whereas cryptanalysis is the name given to the process of deducing information about the plaintext from the ciphertext without being given the appropriate key. Cryptology is the collective term for both cryptography and cryptanalysis.

It is very important to realize that cryptanalysis may not be the only means by which an attacker can gain access to the plaintext. Suppose, for instance, that someone stores encrypted data on their laptop. Clearly they need to have some way of recovering the decryption key for themselves. If this involves writing it down on a piece of paper which they stick to the lid of the laptop, then anyone who steals the laptop automatically has the decryption key and has no need to perform any cryptanalysis. This is just one simple illustration of the fact that there is certainly more to securing data than using a good encryption algorithm. In fact, the security of the keys is critical for the security of any cryptographic system.

In practice most cryptanalytic attacks involve trying to determine the decryption key. If successful, the attacker then has the same knowledge as the intended recipient and is able to decrypt all other communications until the keys are changed. However, there may be instances where an attacker’s sole objective is to read a particular message. Nevertheless when authors refer to a cryptographic algorithm as being broken, they usually mean that an attacker has found a practical way of determining the decryption key.

Of course, the attacker is only able to break a cryptographic algorithm if they have sufficient information to enable them to recognize the correct key or to identify incorrect keys. It is important to realize that this extra information is likely to be crucial to the attacker. Suppose, for instance, that they know the plaintext was English text, and that the decryption of some ciphertext using a guessed key does not give meaningful English plaintext. In this case, the guessed key must be incorrect.


Symmetric and asymmetric cryptography


One important fact that should already be clear is that knowledge of the encryption key is not necessary for obtaining the plaintext from the ciphertext. This simple observation is the basis of the seminal Diffie-Hellman paper of 1976. It has had a dramatic impact on modern cryptology and has led to a natural division into two types of cryptosystems: symmetric and asymmetric.

A cryptographic system is called symmetric if it is easy to deduce the decryption key from the encryption key. In practice, for symmetric systems, these two keys are often identical. For this reason, such systems are frequently called secret key or one-key systems. However, if it is practically impossible to deduce the decryption key from the encryption key, then the system is called asymmetric (as the encryption key and decryption key are different) or public key (as the encryption key can be made public without revealing the decryption key). One reason for distinguishing between these two types of system should be clear. In order to prevent an interceptor with knowledge of the cryptographic algorithm from obtaining the plaintext from an intercepted ciphertext it is essential that the decryption key should be secret. For a symmetric system this necessitates that the encryption key should also be secret. For an asymmetric system knowledge of this encryption key is of no practical use as the attacker cannot deduce the decryption key from it. Indeed this encryption key can be, and usually is, made public in an asymmetric system. One consequence of this is that there is no need for the sender and receiver of a ciphertext to share any common secrets. In fact there may be no need for them to trust each other.

Although the statements made in the last paragraph may appear to be simple and self-evident, their consequences are far-reaching. Figure 1 assumes that the sender and recipient have a ‘matching pair’ of keys. It may, in practice, be quite difficult for them to reach this situation. If, for instance, the system is symmetric then there may be a need to distribute a secret key value before secret messages can be exchanged. The problem of providing adequate protection for these keys should not be underestimated. In fact the general problem of key management, which includes key generation, distribution, storage, change, and destruction, is one of the most difficult aspects of obtaining a secure system. The problems associated with key management tend to be different for symmetric and asymmetric systems. If the system is symmetric then, as we have seen, there may be a need to be able to distribute keys while keeping their values secret. If the system is asymmetric then it may be possible to avoid this particular problem by distributing only the encryption keys, which do not need to be secret. However, this problem is then replaced by the problem of guaranteeing the authenticity of each participant’s encryption key, that is, of guaranteeing that the person using a public encryption key value knows the identity of the ‘owner’ of the corresponding decryption key.

When we were introducing the difference between symmetric and asymmetric systems we assumed that the attacker knew the cryptographic algorithm. This, of course, is not always true. Nevertheless, it is probably best for the designer of a cryptosystem to assume that any would-be attacker has as much knowledge and general intelligence information as possible. There is a famous principle of cryptography that asserts that the security of a cryptographic system must not depend on keeping secret the cryptographic algorithm. Thus the security of a cryptosystem should depend only on keeping the decryption key secret.


Cryptographic scenarios


One of the objectives of studying cryptography is to enable anyone wishing to design or implement a cryptosystem to assess whether or not that system is secure enough for the particular implementation. In order to assess the security of a system we make the following three assumptions, which we refer to as the worst-case conditions.



1. The cryptanalyst has a complete knowledge of the cryptosystem.

2. The cryptanalyst has obtained a considerable amount of ciphertext.

3. The cryptanalyst knows the plaintext equivalent of a certain amount of the ciphertext.



In any given situation it is necessary to attempt to quantify realistically what is meant by ‘considerable’ and ‘certain’. This depends on the particular system under consideration.

Worst-Case Condition 1 implies that we believe there should be no reliance on keeping details of the cryptosystem secret. In many situations the cryptographic algorithm is a standardized algorithm, as using a public, well-studied, and understood cryptographic algorithm can provide assurance as to the security of the system. However, the system is not always made public and the attacker’s task is considerably harder if they do not know the system used. For instance, with modern electronic systems, the encryption algorithm may be concealed in hardware by the use of microelectronics. In fact it is possible to conceal the entire algorithm within a small ‘chip’. To obtain the cryptographic algorithm an attacker needs to ‘open up’ one of these chips. This is likely to be a delicate and time-consuming process. Nevertheless it can probably be done, and we should not assume that an attacker lacks the ability and patience to do it. Similarly, any part of the cryptographic algorithm that is included as software within the machine can be disguised by a carefully written program. Once again, with patience and skill, this can probably be uncovered. In other situations, for example those involving standardized cryptosystems, the precise cryptographic algorithm might be directly available to the attacker. From any manufacturer’s or designer’s point of view, Worst-Case Condition 1 is an essential assumption, since it removes a great deal of the ultimate responsibility involved in keeping a system secret.

It should be clear that Worst-Case Condition 2 is a reasonable assumption. If there is no possibility of interception, then there is no need to use a cryptosystem. However, if interception is a possibility then, presumably, the communicators are not able to dictate when the interceptions take place and the safest option is to assume that all transmissions can be intercepted.

Worst-Case Condition 3 is also a realistic condition. The attacker might gain this type of information by observing traffic and making intelligent guesses. They might also even be able to choose the plaintext for which the ciphertext is known. One ‘classic’ historical example of this occurred in the Second World War when a light buoy was subjected to a bombing attack merely to ensure that the distinctive German word Leuchttonne would appear in plaintext messages that were to be enciphered using the Enigma encryption machine. (See the BBC publication The Secret War by Brian Johnson.)

An attack which utilizes the existence of known plaintext and ciphertext pairs is called a known plaintext attack. If the plaintext is selected by the attacker, as was the situation with the above light buoy example, then it is a chosen plaintext attack. Finally, an attack that only uses direct knowledge of the ciphertext is known as a ciphertext-only attack.

One consequence of accepting these worst-case conditions is that we have to assume that the only information that distinguishes the genuine recipient from the interceptor is knowledge of the decryption key. Thus the security of the system is totally dependent on the secrecy of the decryption key. This reinforces our earlier assertion about the importance of good key management.


Practical security requirements


Assessing the security level of a cryptosystem is not an exact science. All assessments are based upon assumptions, not only on the knowledge available to an attacker but also on the facilities available to them. The best general principle is, undoubtedly, when in doubt assume the worst and err on the side of caution. It is also worth stressing that, in general, the relevant question is not, ‘Is this an exceptionally secure system?’, but, rather, ‘Is this system secure enough for this particular application?’ This latter observation is very important and it must be recognized that there is a requirement for cheap, low-level security in certain situations. The provision of security can be a costly overhead that needs justification from the business perspective. Thus, there is a natural requirement to keep the security to a minimum. One common way of trying to determine the level of security required is to try to estimate the length of time for which the information needs protection. If we call this period the desired cover time of the system, then we have a crude indication of the security level required. For instance, the cryptosystem suitable for a tactical network with a cover time of a few minutes may be considerably ‘weaker’ than that required for a strategic system for which, as in the case of government secrets or medical records, the cover time may be decades.

If we assume that our decryption algorithm is known then there is one obvious method of attack available to any adversary. They could, at least in theory, try each possible decryption key and ‘hope’ that they identify the correct one. Such an attack is called an exhaustive key search or, alternatively, a brute force attack. Of course such an attack cannot possibly succeed unless the attacker has some way of recognizing the correct key or, as is more common, at least of being able to eliminate most incorrect ones. In a known plaintext attack, for instance, it is clear that any choice of the decryption key that does not give the correct plaintext for all the corresponding ciphertext cannot possibly be the correct one. However, as we see when we consider some simple examples, unless there is sufficient volume of corresponding plaintext and ciphertext pairs, there may be many incorrect choices for the decryption key that give the correct answers for all the available ciphertext. If the underlying language of the communications is sufficiently structured, then the statistics of the language can also be used to eliminate certain keys.

We are already in a position where we can begin to give some very basic criteria for assessing the suitability of a given cryptosystem for any particular application. The users of the system specify a cover time. The designers should know the number of decryption keys. If the designers now make assumptions about the speed with which an attacker could try each key, then they can estimate the expected time for an exhaustive key search to reveal the key. If the time for an exhaustive key search is shorter than the cover time, then the cryptosystem is clearly too weak. Thus our first crude requirement is: the estimated time required for an exhaustive key search should be significantly longer than the cover time.

The cryptographic system just described is concerned with two parties wishing to communicate some information privately. However, cryptographic techniques can and do provide many more services. These cryptographic services include digital signatures, authentication, proofs of identity, and proofs of message integrity, and we describe some of these later in this book. Any large-scale deployed system using cryptography is likely to involve different cryptographic services.





Chapter 3


Historical cryptosystems



Insights from historical cryptosystems


The historical cryptosystems discussed in this chapter are all symmetric cryptosystems and were designed, and used, long before public-key cryptography was proposed. We use these examples to give some insight into the type of attacks that might be launched by interceptors and illustrate some of the difficulties faced by cryptosystem designers.

These cryptosystems are outdated and not indicative of any modern cryptographic techniques. However, it is very informative to study early cryptosystems where encryption was achieved by replacing each letter by another, called letter substitution, and/or by changing the order of the letters. There are many reasons for this. One reason is that these early cryptosystems enable us to give simple and easy to understand examples that clarify the basic concepts, and they enable us to illustrate potential weaknesses in ciphers. Another reason is that they are fun to play with and, since they tend to be non-mathematical, can be enjoyed by ‘amateurs’ with no scientific training.

(The chapter is intended for a non-mathematical reader. However, there are a few occasions when we feel it is necessary to discuss the underlying mathematics, especially modular arithmetic. When this occurs the reader’s understanding should not be impaired if they skip the mathematics. Nevertheless, we provide a basic mathematics tutorial in the Appendix that should be sufficient to enable all readers to understand the text.)


The Caesar Cipher


One of the earliest examples of a cipher is termed the Caesar Cipher because it has been attributed to Julius Caesar. In the Caesar Cipher, each of the letters A to W is encrypted by using the letter that occurs three places after it in the alphabet. The letters X, Y, and Z are represented by A, B, and C respectively. Although the Caesar Cipher is said to have used a ‘shift’ of 3, a similar effect could have been achieved using any number from 1 to 25. In fact, any shift is now commonly regarded as defining a Caesar Cipher.

Figure 2 shows a device to implement a Caesar Cipher with two concentric rings, of which the outer one is free to rotate. If we start with the letter A outside A, a shift of 2 results in C being outside A and so on. Including the shift of 0 (which of course is the same as a shift of 26), there are now 26 settings. For a Caesar Cipher, the encryption key and the decryption key are both determined by a shift of the outer ring of this device.



[image: image] 
2. A device to implement a Caesar Cipher.





Once a shift has been agreed, then encryption for a Caesar Cipher is achieved by regarding each letter of the plaintext as being on the inside ring and replacing it by the letter outside it. For decryption we merely perform the reverse operation. Thus, from Figure 2, for a shift of 3 the ciphertext for the plaintext message DOG is GRJ while the plaintext for a ciphertext FDW is CAT. If the shift is 7 then the ciphertext corresponding to VERY is CLYF while, for shift 17, the plaintext corresponding to ciphertext JLE is SUN.

In our description of the Caesar Cipher, the encryption key and decryption key are both equal to the shift, but the encryption and decryption rules are different. However, we could have changed the formulation slightly to make the two rules coincide and have different encryption and decryption keys. To see this, we merely observe that a shift of 26 has the same effect as a shift of 0, and, for any shift from 0 to 25, encryption with that shift is the same as decryption with the new shift obtained by subtracting the original shift from 26. So, for example, encryption with shift 8 is the same as decryption with shift [image: image] . This enables us to use the same rule for encryption and decryption with the decryption key 18 corresponding to the encryption key 8.

We have already mentioned exhaustive key searches, and clearly, since there are only 26 keys, the Caesar Cipher is vulnerable to this type of attack. Before we give an example, we must point out another of its weaknesses: the key can be determined from knowledge of a single pair of corresponding plaintext and ciphertext characters. This is a very small amount of information.

The simplest way to illustrate an exhaustive key search is to work through a complete example that, since there are only 26 keys, is particularly easy for a Caesar Cipher. Let us suppose that we know that a Caesar Cipher is being used, that we anticipate a message in English, and that we intercept the ciphertext XMZVH. If the sender had used a shift of 25 for encryption, then decryption would be achieved by performing a shift of 1 to give YNAWI as the plaintext. Since this has no meaning in English we can safely eliminate 25 as the key value. The result of systematically trying the encryption keys 25 to 1, in decreasing order, is shown in Table 1.



Table 1. An example of an exhaustive key search: ciphertext XMZVH
[image: Table_Image]


The only English word among the 26 potential plaintexts is CREAM and, consequently, we can deduce that the encryption key is 21. This enables us to decrypt all future plaintexts until the key is changed. Despite the total success of this key search, it is important to realize that in general, for more complicated ciphers, a single key search may not identify the key uniquely. It is much more likely merely to limit the number of possibilities by eliminating some obviously wrong ones. As an illustration we revert to the Caesar Cipher and note that an exhaustive search for the encryption key for ciphertext HSPPW yields two possibilities that lead to complete English words for the assumed plaintexts. (These are a shift of 4 for decryption that gives DOLLS, and a shift of 11 for decryption that gives WHEEL.)

When this happens, we need more information, possibly the context of the message or some extra ciphertext, before we can determine the key uniquely. Nevertheless, the result of the search does mean that we have significantly reduced the number of possible keys and that, if we do intercept a further ciphertext, we need not conduct another full key search. In fact, for this small illustration, we need only try the values 4 and 11.

There is another observation resulting from this example. During its solution the reader will have found two five-letter English words such that one is obtained from the other by using a Caesar Cipher with a shift of 7. It is interesting to pursue this further and try to find pairs of longer words, or possibly even meaningful phrases, which are shifts of each other.

From this brief illustration it should be clear that the Caesar Cipher is easy to break. If the Caesar Cipher was used securely in the distant past, it is probably because others did not realize a cipher was being used. Today everyone is much more aware of encryption.

The description of a Caesar Cipher using the Caesar Wheel can be replaced by a mathematical definition. (We include it here, but anyone who is in any way not keen on the use of mathematical notation could skip this discussion and progress to the next section.)

When introducing the Caesar Cipher we noted that a shift of 26 is the same as no shift or equivalently a shift of 0. This is because a shift of 26 is a complete revolution of the Caesar Wheel. This reasoning can be extended to show that any shift is equivalent to a shift between 0 and 25. For example, a shift of 37 is obtained by one complete revolution of the Caesar Wheel and then a shift of 11. Instead of saying, for example, that a shift of 37 is equivalent to a shift of 11 for an alphabet with 26 characters, we write [image: image] .

This is known as using modular arithmetic, and 26 is known as the modulus. We regard two numbers x and y as having the same value mod 26 if their difference [image: image] is divisible by 26, or equivalently x and y have the same remainder when divided by 26. In the above example, the difference of 37 and 11 is [image: image] , which is clearly divisible by 26. Shifts of multiples of 26 correspond to complete rotations of the Caesar Cipher wheel, so have no cryptographic effect. The cryptographic effect of a shift is therefore given as the value of the shift mod 26. Modular arithmetic, for many other moduli as well as 26, plays a crucial role in many cryptographic areas. (We include a discussion in the Appendix to familiarize the reader with the relevant definitions and results in this branch of number theory.)

Caesar Ciphers are sometimes referred to as additive ciphers. In order to appreciate why, we have only to assign integer (i.e. whole number) values to the letters in the following way:

[image: image] 

Encryption for a Caesar Cipher with shift y can now be achieved by replacing the number x by [image: image] . For example, N is the fourteenth letter of the alphabet, so [image: image] . To encrypt N with a shift of 15, we have [image: image] and [image: image] , which means the encrypted version of N is [image: image] . Thus N is encrypted as C.


The Simple Substitution Cipher


Although having a large number of keys is a necessary requirement for cryptographic security, it is important to stress that having a large number of keys is certainly no guarantee that the cryptosystem is strong. A common example is the Simple Substitution Cipher (or Monoalphabetic Cipher). This cipher not only establishes the dangers of relying on a large number of keys as an indication of strength, but also illustrates how the statistics of the underlying language, in this case English, may be exploited by an attacker.

For a Simple Substitution Cipher we write the alphabet in a randomly chosen order underneath the alphabet written in strict alphabetical order. An example is given in Figure 3.



[image: image] 
3. A Simple Substitution Cipher.





The encryption and decryption keys are equal. They are simply the order in which the bold letters are written. The encryption rule is ‘replace each letter by the one beneath it’, while the decryption rule is the opposite procedure. Thus, for example, for the key in Figure 3, the ciphertext corresponding to the message GET is ZTP, while the message corresponding to the ciphertext IYZ is BIG. Note that the Caesar Cipher is a special case of a Simple Substitution Cipher where the order in which the bold letters are written is merely a shift of the alphabet.

The number of keys for a Simple Substitution Cipher is equal to the number of ways in which the 26 letters of the alphabet can be arranged. This number of arrangements is given by 26 × 25 × 24 ×…× 3 × 2 × 1 and is termed 26 factorial and written 26! in mathematical notation. The number of keys of a Simple Substitution Cipher is therefore

[image: image] 

This is undoubtedly a large number, and no one is likely to attempt to discover the key by an exhaustive search. However, having such a large number of keys introduces its own problems, and there are a number of observations to be made about the key management problems associated with the use of Simple Substitution Ciphers. The first obvious comment is that, unlike the Caesar Cipher, the key is long and difficult to memorize. Thus when, in pre-computer days, this type of system was used, the key was frequently written on a piece of paper. If this paper was seen and/or stolen, then the system was compromised. If the paper was lost, then all encrypted messages were ‘lost’ in the sense that the genuine recipient had to break the algorithm to determine them.

To overcome this type of danger, users tried to find methods of generating keys that were easy to remember. One common method was to think of a key phrase, remove all repetitions of each letter, let this form the ‘beginning’ of the key and then extend it to a full key by adding the remaining letters in alphabetical order. So, for instance, if we let our key phrase be ‘We hope you enjoy this book’ then removing repetitions gives ‘wehopyunjtisbk’ and thus the key is

[image: image] 

Clearly restricting keys to those that can be derived from key phrases reduces the number of keys because a significant proportion of the 26! possible simple substitution keys cannot be derived from an English phrase in this way. However, the number of keys is still too large for an exhaustive search to be feasible and it is now easy to remember keys.

A second observation about Simple Substitution Ciphers is that it is quite likely that many different keys encrypt the same message into the same ciphertext. Suppose, for example, that the message is MEET ME TONIGHT. If we use our first example of a key then the ciphertext is FTTP FT PREYZSP. However, any key that maps E to T, G to Z, H to S, I to Y, M to F, N to E, O to R, and T to P also produces that same ciphertext, and there are

[image: image] 

such keys. Clearly this means that, at least for this type of cipher, we should not assume that the attacker needs to determine the complete key before obtaining our message from an intercepted ciphertext.


Properties of the Simple Substitution Cipher


Before we discuss how the statistics of the English language can be exploited to attack a number of ciphers, including the Simple Substitutions Ciphers, we consider some particular properties of Simple Substitution Ciphers by examining four small, carefully chosen examples. In the following examples we assume that the ciphertexts given have been intercepted by someone who knows that the message is in English and that a Simple Substitution Cipher was used.

Example 1: G WR W RWL. Since there are only two one-letter words in English it is reasonable to assume that either G represents A and W represents I or vice versa. It is then easy to eliminate the possibility that G is A and we quickly come to the conclusion that the message begins I AM A MA and that there are a limited number of possibilities for the last letter. If we happen to know that the message is a complete sentence in English then it is almost certain to be I AM A MAN. It is important to realize that this simple reasoning does not use any cryptanalytic techniques; it is more or less ‘forced’ by the structure of the English language. Note also that, although it definitely does not determine the key, it reduces the number of possible keys from 26! to 22!. If this were the beginning of a longer message then we would either need other arguments to determine the rest of the key or need to perform a reduced, but still computationally infeasible, key search. We note also that it was common practice to prevent this type of attack by transmitting the letters in groups of five, thereby removing all information about word sizes and/or word endings.

Example 2: HKC. What can we say about this example? Not much. Since there is no other information, the message could be any meaningful sequence of three distinct letters. We can almost certainly eliminate a few keys, for example, those that simultaneously encrypt Z as H, Q as K, and K as C. However the number of remaining possibilities is so high that we might also be tempted to say that, on its own, intercepting this ciphertext tells us nothing. It is certainly true that if we wanted to send just one three-letter message then a Simple Substitution Cipher would appear adequate and that an exhaustive key search for the ciphertext would yield all three-letter words (with distinct letters) as potential messages.

Example 3: HATTPT. For this example we can certainly limit the number of possibilities for the number of plaintext letters that might be mapped onto T. We might also safely deduce that one of T or P represents a vowel. Furthermore, if we had reason to believe that the intercepted message was a complete, single word then we might be able to write down all possibilities. A few examples are CHEESE, MISSES, and CANNON.

Example 4: HATTPT (given that the message is the name of a country). For this example we believe that the message has to be GREECE. The difference between Examples 3 and 4 is that for Example 4 we have some extra information that transforms the attacker’s task from being ‘impossible’ to being easy. This, of course, is one of the functions of intelligence departments in war situations. It is often their intelligence information that is the deciding factor that enables cryptanalysts to break the enemy’s ciphers.


The statistics of the English language


The examples in the last section all used short pieces of text and were carefully chosen to illustrate specific points. However, even if a Simple Substitution Cipher is used to encrypt reasonably long passages of English text, there are a number of straightforward attacks that reveal the message and the key, or at least the major part of the key. These attacks exploit some well-known characteristics of the English language. Table 2 shows the frequencies, expressed as a percentage, of the letters of the alphabet in a sample of over 300,000 characters taken from passages from numerous newspapers and novels. (This table is based on one that was originally published in Cipher Systems: The Protection of Communications by Beker and Piper.)



Table 2. The expected relative frequencies of letters in English text
[image: Table_Image]


Table 2 is consistent with numerous other tables compiled by other authors and can be interpreted as presenting the expected frequencies of the letters in ordinary English text. They show, quite clearly, that English text is likely to be dominated by a very small number of letters.

When a Simple Substitution Cipher is used each specific letter of the alphabet is replaced by the same substituted letter, no matter where it appears in the text. Thus if, for example, we use a cipher where R replaces E, then the frequency of R in the ciphertext is equal to the frequency of E in the message. This means that if the frequency of the letters in a message is reflected by Table 2 then the frequencies for the ciphertext show the same imbalance but with the frequencies distributed differently amongst the letters. To see this more clearly, in Figure 4 we show the frequency histogram for a long ciphertext that was obtained using a Simple Substitution Cipher.



[image: image] 
4. A histogram showing the relative frequencies of letters in a ciphertext which was obtained using a Simple Substitution Cipher.





By comparing Table 2 with Figure 4, a cryptanalyst might reasonably guess that H corresponds to E and that W corresponds to T. Since the most popular trigram in the English language is overwhelmingly THE, the attacker can then gain confidence in this assumption by seeing if the most popular trigram in the ciphertext is W*H, where * represents a fixed letter. This not only confirms the original guesses but also suggests that the plaintext equivalent of the letter * is H. To demonstrate how easy it is to break these ciphers, try to decipher the next paragraph that has been encrypted using a Simple Substitution Cipher; the solution is given at the end of the chapter.
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Any reader who has decrypted this ciphertext will almost certainly have made use of the information given by the spacing. The problem would have been significantly harder had the original English language spacing been removed.

We end this brief discussion by confessing that we have not quantified our concept of a ‘long’ ciphertext. There is, of course, no precise answer. While 200 characters are almost certainly sufficient for the statistics to be reliable, we have found that students can usually determine the message for ciphertexts of about 100 or more characters.

As an aside, we stress that there is no guarantee that the statistics of any particular message agrees precisely with Table 2. If, for instance, a personal letter is being encrypted then it is quite likely that the word ‘you’ is almost as popular as ‘the’. As an illustration of how the statistics of a message might be deliberately manipulated, note that there is a 160-page novel that does not use the letter E (Gadsby by Ernest Vincent Wright).


More complicated substitution ciphers


The reason that the type of attack just illustrated is possible is that there are a few ‘popular’ letters that are likely to dominate the message and their ciphertext equivalents can then readily be identified. One way to prevent this might be to perform a simple substitution on the bigrams, that is, pairs of consecutive letters. If we did this then our key would be an arrangement of the 676 bigrams. This would give us very long keys and an astronomically large key space of 676! keys. However, it would be very clumsy and would also be subject to the same type of attack since, just as for single letters, long messages are likely to be dominated by comparatively few bigrams. More generally it would not be practical to try to present a list of all 676 bigrams with their ciphertext equivalent beneath them, that is, to mimic the representation of our original Simple Substitution Cipher key. Consequently, we need some easy way of determining keys and of expressing the encryption and decryption algorithm for a cipher based on bigrams. Ciphers that operate on bigrams, such as the Playfair Cipher, typically only use comparatively few of all possible 676! keys.


General weaknesses of historical cryptosystems


These examples of historical cryptosystems show that there are many factors that influence an attacker’s chances of breaking a cryptosystem. Although the main prize for an attacker is knowledge of the decryption key, if the underlying language is highly structured then they may be able to determine a particular message without needing to discover the entire key. In fact, our early examples indicate quite clearly that the structure of the underlying language is an extremely important factor when trying to assess an attacker’s likelihood of success. For instance, it is clearly much easier to disguise random data than to successfully encrypt English text. It is also true that, for English text, it is much easier to secure short messages than long ones. Indeed, for a single short message, say three or four letters, there are many weak encryption algorithms that are probably sufficient.


The Simple Substitution Cipher example


The plaintext corresponding to the ciphertext in the above Simple Substitution example is:

[image: image] 





Chapter 4


Perfect secrecy


The Caesar Cipher and the Simple Substitution Cipher are simple cryptosystems and are easily broken, so these cryptosystems provide no secrecy. One may wonder if it is possible to design cryptosystems with perfect secrecy; that is, cryptosystems that are effectively unbreakable. Many designers have made the claim that their cryptographic algorithm is unbreakable, usually with disastrous consequences. In this chapter, we give some famous historical examples of misplaced belief that a cipher was unbreakable. We also show how to construct an unbreakable cipher, albeit one that is impractical to use in most situations.


Mary Queen of Scots Nomenclator Cipher


Mary Queen of Scots was imprisoned from 1568 to 1587 by Queen Elizabeth of England, after she had fled from Scotland. Mary’s correspondence with her supporters during her imprisonment was encrypted using the Nomenclator Cipher and hidden inside the bung of a beer barrel. This correspondence was intercepted and decrypted by Elizabeth’s officials, and then resealed and sent on to the intended recipients. Mary’s correspondence contained her plans both to escape from imprisonment and to assassinate Elizabeth, so that Mary could claim the English throne. A Nomenclator Cipher is an extension of the Simple Substitution Cipher and suffers from the pitfalls we have discussed earlier. However, Mary and her conspirators openly discussed their plans in these encrypted letters, as they believed no one else would be able to read them. This was an error that cost Mary her life. Mary’s decrypted correspondence was used as evidence at her trial at which she was found guilty of treason and executed.


The Enigma cipher machine


The German armed forces in the Second World War used a device called an Enigma machine to encrypt much of their important and unimportant military traffic. The Enigma machine was an electromechanical device that used an intricate and complicated array of wires and rotors to facilitate encryption. A letter of the plaintext was input to the Enigma machine using its typewriter keyboard. The ciphertext letter corresponding to this plaintext letter was then displayed by the Enigma machine. With the Enigma machine, repeated occurrences of the same plaintext letter would be encrypted to different letters in the ciphertext. Each individual letter is encrypted under a substitution cipher, with a key that is set according to the current configuration of the rotors. Each time the typewriter is pressed to encrypt a new letter, one or more of the rotors are advanced. To reiterate: this meant that repeated occurrences of the same plaintext letter would generally be encrypted to different ciphertext letters.

A basic Enigma machine had 158,962,555,217,826,360,000 possible keys and used a complicated encryption process. This led the users to believe that the Enigma machine was unbreakable. As is now well known, the Allied Forces were at various times able to break the Enigma machine, partially exploiting usage and key management mistakes. This first work in breaking the Enigma machine was conducted by Polish cryptographers in the 1930s. The subsequent wartime effort was centred at Bletchley Park in England, which is now a museum. It is estimated that the work at Bletchley Park shortened the Second World War by two years.


The Vigenère Cipher


The Vigenère Cipher is named after Blaise de Vigenère, a 16th-century French diplomat, who published a description of the cipher in 1586. A similar cipher had also been published earlier by Giovan Battista Bellaso in 1553. The Vigenère Cipher was not widely recognized until 200 years later and was termed le chiffrage indéchiffrable (‘the indecipherable cipher’). The Vigenère Cipher was finally broken by Babbage and Kasiski in the middle of the 19th century.

In the American Civil War (between the Union and the Confederacy), the Vigenère Cipher was used by the Confederate Army, even though the Civil War occurred after the cipher had been broken. This is illustrated by the quotation by (Union) General Ulysses S. Grant: ‘It would sometimes take too long to make translations of intercepted dispatches for us to receive any benefit from them, but sometimes they gave useful information.’

The Vigenère Cipher is constructed by using a (short) sequence of Caesar Ciphers in strict rotation, where the number of component Caesar Ciphers used is called the period. For example, a Vigenère Cipher with period 3 uses three Caesar Ciphers. The first Caesar Cipher is used to encrypt the 1st, 4th, 7th…letter of the plaintext, the second Caesar Cipher encrypts the 2nd, 5th, 8th…letter of the plaintext, and the third Caesar Cipher encrypts the 3rd, 6th, 9th…letter of the plaintext. Decryption of a Vigenère ciphertext can then be performed by using the Caesar Cipher to decrypt the 1st, 4th, 7th…character of the ciphertext, and so on.


Implementation of the Vigenère Cipher


A common method for implementing the Vigenère Cipher is to use a keyword or key phrase (usually with no repeated letters) to specify the particular Caesar Ciphers that will be used. For example, if the desired period is 4, then a keyword of four letters is used. To encrypt a message, the message is written out and the keyword is written out repeatedly beneath the message. The letters of the repeated keyword are then used to determine shifts of the plaintext as in the Caesar Cipher. For example, if the keyword is fred, then fredfred…is written out beneath the message. With the earlier convention that [image: image] ,…, [image: image] , the characters fredfred…correspond to the shifts (5,17,4,3,5,17,4,3,…) of the message. Thus, the message HELLOGEORGE is encrypted using the Vigenère Cipher with the keyword fred by shifting the first character of the message H by 5 (given by f) positions to give the first ciphertext character M, by shifting the second character of the message E by 17 (given by r) positions to give the second ciphertext character V, and so on, as shown in Figure 5.



[image: image] 
5. Example of Vigenère Cipher encryption.





The complete ciphertext for HELLOGEORGE obtained by using a Vigenère Cipher with keyword fred is MVPOTXIRWXI. We can now observe that the same plaintext characters in a Vigenère Cipher can be represented by different ciphertext characters. For example, the plaintext letter E is represented by the ciphertext letters V and I at different places in this ciphertext, the plaintext letter L by the ciphertext letters P and O, and so on.


Analysis of the Vigenère Cipher


We have seen that a plaintext letter can be represented by different ciphertext letters, depending on where the plaintext letter occurs in the rotation pattern of repeated Caesar Ciphers. Similarly, a ciphertext letter could represent different plaintext letters. Thus, by using these ciphers, we can prevent the frequency of letters in the ciphertext having the same highly distinctive patterns as those exhibited by ciphertexts resulting from Simple Substitution Ciphers. One motivation for using the Vigenère Cipher is therefore to disguise the letter frequency of the underlying language.

The histogram in Figure 6 shows the frequency count for ciphertext characters for a specific ciphertext that was the result of using a Vigenère Cipher of period 3 on a passage of English text. There are some obvious differences between this histogram and the histogram in Figure 4 for a Caesar Cipher. The most striking ones are that every letter occurs in the histogram in Figure 6 and that no letter dominates this histogram in quite the same way that H dominates the histogram in Figure 4. The histogram in Figure 6 is undoubtedly flatter than the one in Figure 4 and, consequently, is not of such immediate assistance to a would-be attacker. Anyone looking at the histogram in Figure 6 would be tempted to deduce that the ciphertext letter R represents the plaintext E in some positions. However, they would not know in which positions this occurred.
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6. A frequency histogram for a ciphertext when three Simple Substitution Ciphers were used in strict rotation.






Breaking the Vigenère Cipher


In order to break a Vigenère Cipher it is sufficient to determine the keyword. This is usually a two-step process. The length of the keyword or period p is first determined and then the keyword is found. The first step of determining the length p of the keyword can be achieved by looking for repeated occurrences of the same sequence of ciphertext characters. A repeated occurrence of a ciphertext segment is likely to be due to the same common English word such as THE being repeated in the plaintext after a multiple of p characters, so this plaintext word is encrypted in the same way by the same segment of the keyword on both occurrences. Finding a number of such repeated ciphertext segments gives different multiples of p from which the keyword length p can be found. This approach is the basis of the Kasiski test, so called because it was first published by Friedrich Kasiski in 1863, but this test had been independently discovered as early as 1846 by Charles Babbage, who was the first person to break the cipher.

The second step of finding the keyword once its length p is known can be achieved by noting that every [image: image] plaintext character will have been encrypted in the same way using a Caesar Cipher with the same shift to obtain a ciphertext character. In the above example with [image: image] , the first, fifth, and ninth plaintext characters are all encrypted with the shift f (5 positions). Applying frequency analysis to every [image: image] ciphertext character allows us to find which ciphertext character in these ciphertext positions corresponds to the plaintext character E and so on and hence find the keyword character giving the shift in these positions.


Defining perfect secrecy


The general scenario that we have depicted so far is that of a sender trying to send a secret message to the intended recipient and using a cryptosystem to make the transmitted ciphertext unintelligible to a third party. Even if the third party fails to intercept that transmission, it is possible, although extremely unlikely in most situations, that they could guess the content of the message. Thus, there is no way that the use of encryption can guarantee that the third party cannot obtain the content of the message. The best that the communicators can hope to achieve is that if the third party manages to intercept the transmission, then that interception does not give them any information about the content of the message. In other words, the cryptosystem should be such that anyone who obtains the ciphertext is still forced to try to guess the message. However, there is no way that a cryptosystem can prevent attackers from trying to guess messages.

A cryptosystem that achieves this objective of effectively forcing attackers to guess the message even if they know the ciphertext is said to offer perfect secrecy. A cryptosystem with perfect secrecy can be regarded as unbreakable in that any recovery of a message protected with a cryptosystem with perfect secrecy is not due to a flaw in this cryptosystem. We now give examples showing how to construct cryptosystems with perfect secrecy, and we also explain why such unbreakable cryptosystems are not practical to use in most circumstances.


Perfect secrecy for a single bit of information


Suppose that an investor is about to make a decision that will have serious repercussions on the share value of a company. If the investor makes the decision ‘buy’ then the shares will increase in value, but the decision ‘sell’ will result in a collapse in their value. As there are two possible decisions (buy or sell), this decision constitutes a single bit of information.

Consider a situation in which it is also publicly known that the investor will soon be transmitting one of these two messages to their broker. Clearly anyone who received this decision before the broker would have the opportunity to use that information to either make a profit or avoid a disastrous loss, depending on the decision. Of course, at any time, anyone is free to guess what the message will be and to act accordingly. They have a 50 per cent chance of being right, and such an action would be nothing more than gambling.

Suppose that the investor also needs to be able to send their decision over a public network as soon as they make their decision. Thus, in order to protect their interests, the investor and the broker decide to encrypt the message that will convey the decision. They decide to use the following system in which the two keys, [image: image] and [image: image] , are equally likely. In order to describe the complete algorithm we use a standard notation. For key [image: image] , the ciphertext for the plaintext message BUY is 0 while the ciphertext for SELL is 1. To express this simply we write [image: image] and [image: image] . The expression [image: image] should be read as ‘the result of encrypting BUY using key k0 is 0’. The complete cipher is:

[image: image] 

[image: image] 

An equivalent way of writing the same cipher is shown in the diagram.

[image: image] 

If a ciphertext 0 is intercepted, then all that the interceptor can deduce is that the message is BUY if key [image: image] was used or SELL if the key [image: image] was used. Thus, the interceptor is forced to guess which key was used and, since each key is equally likely to have been chosen, the chances of them guessing correctly are 50 per cent.

Before the ciphertext was intercepted an attacker’s only option was to try to guess the message. Once the ciphertext was received, the attacker could also try to guess the key. Since the number of keys is the same as the number of messages, the chances of either guess being correct are equal. This is perfect secrecy. In this example the chances of an attacker guessing the message is 50 per cent, which is high. Thus, even though we have perfect secrecy, we have not provided any extra protection to increase the likelihood of the message remaining secret. Nevertheless, the weakness is because the number of messages is small. It is not the result of poor encryption.

In this simple example of perfect secrecy, the investor and the broker did not have a means to agree upon the key at the time it was being used. If the investor and the broker had a private and secure network available at this time for communicating this key, then they could also simply use this private and secure network to communicate the 0 or 1 ‘buy’ or ‘sell’ instruction. In this insecure communication setting, the investor and the broker had to agree the key before it was used, and then both the investor and the broker had to store this key securely until it was used. If the investor and the broker wanted to communicate such buy or sell information with perfect secrecy for many different companies, they would have to agree a key for each different company before it was used and then store each of these different keys securely. Perfect secrecy can be obtained for all of these buy or sell decisions, but only at the cost of a potentially enormous key management overhead.


The one-time pad


It is possible to implement the Vigenère Cipher in a way that achieves perfect secrecy. Suppose that we wish to encrypt the message [image: image] of English letters, where spaces have been removed. We choose a Vigenère keyword [image: image] by choosing each keyword letter at random, so each encryption is achieved by using a random shift of each plaintext letter. We note that this approach requires that the period of the Vigenère keyword is at least as long as the message, so the keyword does not start repeating during the encryption process. If we associate each letter A to Z with the numbers 0 to 25 in the usual way, then a ciphertext letter of the ciphertext [image: image] is given by

[image: image] 

This cryptosystem is an example of a one-time pad. Knowing the ciphertext [image: image] gives no additional information about the message [image: image] as each ciphertext character [image: image] is a random shift of the corresponding message character [image: image] . Thus, the one-time pad has perfect secrecy.


History of the one-time pad


Gilbert Vernam was an employee of AT&T who obtained a patent for the use of what is now termed a one-time pad in a teletype machine system in 1919. The Vernam Cipher is a version of the one-time pad suited for digital communications. The Vernam Cipher uses a binary alphabet of 0 and 1, and the ciphertext is obtained by adding each message character and each key character mod 2, so [image: image] mod 2. The investor‐broker example can be seen as a Vernam Cipher. The messages ‘buy’ and ‘sell’ can be encoded as a single binary ‘bit’ of information, for example ‘buy’ can be denoted as 0 and ‘sell’ can be denoted as 1. The possible keys [image: image] and [image: image] can also be expressed as a single bit, either 0 or 1. Then, a ciphertext (which is also a single bit) is formed by adding the message bit and key bit mod 2.

The Vernam Cipher was not a commercial success. One issue identified during a large-scale trial of the Vernam system with over a hundred messages a day between three locations was the difficulty of generating sufficient key material.

The one-time pad was also being developed by the German cryptographers at this time. Key material was printed on pads of paper, where the pads were entirely different (apart from the deciphering twin) and intended to be used once, giving rise to the terminology. The one-time pad was in use in the German diplomatic service by 1923 and by the Soviet Union in 1928.

The mathematics underpinning cryptosystems and perfect secrecy was formally developed by Claude Shannon in the Second World War and published in 1948 and 1949. The one-time pad was later used to secure the Moscow–Washington hotline in existence for part of the Cold War.

Intelligence agencies of the Soviet Union used the one-time pad to encrypt messages during the Second World War in their operations in the USA. However, some of the key material for the one-time pad was duplicated and reused, as producing large amounts of fresh random key material was problematic under wartime conditions. The reuse of key material compromises the security of the one-time pad, as will be explained in detail below. The US intelligence agencies found out that one-time pad key material was being reused for Soviet diplomatic traffic and set up the Venona project to attempt to decrypt this Soviet traffic. The project had some notable successes, and Venona decrypts demonstrated Soviet espionage at the Los Alamos Manhattan project, identifying individuals working as Soviet agents.


Practicality of the one-time pad


Since perfect secrecy is attainable, it is natural to ask why it is not used universally and why people use systems that may be broken. The answer to that question has already been alluded to: the length of key required is the same as the length of the message being encrypted, and this random key has to be generated by one participant in the secret communication, as it is not possible for both participants to generate the same random key simultaneously and independently. This key then must be sent securely to the other participant before it is required for the transmission of the secret information. However, it is not possible to use a cryptosystem to send this key with perfect secrecy without using a one-time pad. This type of reasoning leads to the unachievable requirement of an infinite family of random key sequences, each one being used as part of a one-time pad to protect the previous one during its transmission from one party to the other. The one-time pad can only be used if the communicators have an alternative means of exchanging information. In these situations, a number of random key sequences can be generated, stored, and then carried to the other locations by secure courier services. The key sequences can then be stored in highly protected locations, produced when required, and destroyed immediately after use. It is important to realize that this alternative secure channel is both slow and expensive. It could not be used for sending messages since immediate responses and reactions may be required. However, one example where the costs of the one-time pad may not be prohibitive is the diplomatic situation discussed earlier.

Key distribution in a secure network is a problem that is not restricted to the one-time pad. The need for an alternative secure channel is common, but this alternative channel usually carries much less traffic, whereas for the one-time pad the volume of key traffic is the same as the volume of ciphertext traffic. The one-time pad is unsuitable for systems that include many nodes, where each requires a secure link with every other. Here the problem is likely to be that of keeping track of which keys have been used and, possibly, handling the sheer volume of key material. Perfect secrecy depends upon each key being used only once. Thus, the amount of key material required for a large, heavily used network to achieve perfect secrecy is likely to make the overall key management totally impractical.


Reuse of a key in the one-time pad


The one-time pad possesses perfect secrecy only if the key is not reused. Suppose we have two messages [image: image] and [image: image] of English letters which we encrypt with the same random key [image: image] to give respective ciphertexts [image: image] and [image: image] . The two ciphertext characters [image: image] and [image: image] in the same position are given by

[image: image] 

If the ciphertext characters [image: image] and [image: image] are intercepted and are the same, then [image: image] . As the same shift given by common value of [image: image] is used in the encryption of [image: image] and [image: image] , then these two message characters must be the same, so in this situation [image: image] .

Table 3 gives the frequencies of pairs of identical letters occurring in English text calculated from Table 2 giving the frequencies for individual letters. We can see, for example, that message characters [image: image] corresponding to the same ciphertext character [image: image] are far more likely to be (E,E) than (Z,Z). Similar tables can be calculated for any other relative shift [image: image] mod 26 of the ciphertext characters in the same position. Using these tables then allows the determination of these messages [image: image] and [image: image] by trying the most likely letter pairs first.



Table 3. Letter pair frequencies for message characters encrypted to the same ciphertext character using a one-time pad repeated key character
[image: Table_Image]


The techniques outlined here demonstrate that key use in a one-time pad really does have to be ‘one time’. The reuse of a one-time pad key potentially reveals both messages encrypted with this key, so does not give perfect secrecy. This was illustrated by the Venona project.





Chapter 5


Symmetric cryptography


We made the distinction between symmetric cryptography and public-key (or asymmetric) cryptography in Chapter 2. Symmetric cryptosystems are cryptosystems in which the encryption key and the decryption key are either identical or the decryption key is easily deduced from the encryption key. Symmetric cryptosystems are much faster than public-key cryptosystems and are used in their basic form for the encryption of large amounts of data.


Classification of symmetric cryptosystems


The historical examples of cryptosystems given in Chapter 3 are symmetric cryptosystems. However, these historic examples of cryptosystems are not indicative of current practice, as modern symmetric encryption algorithms operate on bits (0s and 1s), rather than the letter substitutions of our examples. In this chapter, we discuss modern encryption algorithms. As modern symmetric encryption algorithms are much more complex than the historical examples of Chapter 3, we do not describe any specific examples in detail, but concentrate on the general techniques used to design them.

Symmetric encryption algorithms are usually classified as either stream ciphers or block ciphers. A stream cipher operates on sequences of bits of arbitrary length, and a block cipher operates on blocks of a fixed number of bits, typically blocks of 128 bits. The techniques used in the design of block ciphers can also be used to provide other types of cryptographic functions.


Stream ciphers


The most general definition of a stream cipher is a cipher in which a sequence of plaintext characters from some alphabet of characters is encrypted character by character. The Vigenère Cipher, the one-time pad, and the cipher given by the Enigma machine are stream ciphers under this general definition. For practical modern stream ciphers, the alphabet of characters is the binary alphabet of 0 and 1, so the plaintext is a sequence of bits, and the stream cipher encrypts the plaintext bit by bit. Clearly all that can happen to any particular bit is that its value is left unchanged or is changed to the alternative value. Since a bit can have one of only two values, changing a bit means replacing it by the other value. Furthermore, if a bit is changed twice, it returns to its original value. For a stream cipher we can think of the encryption process as a sequence of the following two operations: ‘leave unchanged’ and ‘change’. This sequence of changes is determined by the encryption key and is often called the keystream sequence. For simplicity and brevity, we can agree to write 0 to mean ‘leave unchanged’ and 1 to mean ‘change’. We are now in the position where the plaintext, ciphertext, and keystream are all binary sequences of 0s and 1s.

To clarify our description of stream cipher encryption, suppose that we have the plaintext 11001010 and that the keystream is 10001100. Then, since a 1 in the keystream means change the bit of the plaintext that is in that position, we see that the 1 in the left-most position of the plaintext must be changed to give a 0 in the ciphertext. The next keystream bit is 0, so the next plaintext bit 1 remains unchanged to give 1 as the next ciphertext bit. Repeating this argument gives 01000110 as the ciphertext. We have already noted that changing a bit twice has the effect of returning it to its original value. This means that the decryption process is identical to the encryption process, so the keystream also immediately determines the decryption process.





	Plaintext
	11001010



	Keystream
	10001100



	Ciphertext
	01000110







All that we have done in the above discussion is ‘combined’ two binary sequences to produce a third binary sequence by a rule which can be stated as ‘if there is a 1 in a position of the second sequence then change the bit in that position of the first sequence’. This operation is termed XOR or ⊕, and is equivalent to addition mod 2. The XOR operation is discussed further in the Appendix. The XOR operation is the operation used in the Vernam Cipher example of a one-time pad discussed in Chapter 4. In summary, if [image: image] , [image: image] , and [image: image] are respectively the plaintext, keystream, and ciphertext bits in position i, then the ciphertext bit [image: image] is given by [image: image] . Decryption is then defined by [image: image] .


Keystream generation in stream ciphers


The keystream of a stream cipher shows which bits of the plaintext are to be changed to give the ciphertext. If an attacker knows that a stream cipher has been used, then their task is to try to identify the positions of those bits which have been changed, and to change them back to their original values. Thus, the attacker needs to find the keystream. If there is any easily detectable pattern in the keystream that identifies the changed bits, then the attacker’s task may be simple. The positions of the changed bits given by the keystream must therefore be unpredictable to an attacker, but, as always, the genuine receiver needs to be able to identify them easily.

Stream ciphers are essentially practical adaptations of the Vernam Cipher (a one-time pad with a binary alphabet of 0s and 1s) with small keys. The problem with a one-time pad is that, since the keystreams are random, it is impossible to generate the same keystream simultaneously at both the sender and receiver. Thus, they require a second secure channel for distributing the random keys that carries as much traffic as the communications channel. Stream ciphers have the same requirement for a second secure key channel but for considerably less traffic on this channel.

A stream cipher takes a short key to generate a long keystream. This is achieved by using a binary sequence generator. In our discussion of the Vigenère Cipher in Chapter 4, we saw an example of using a generator to produce a long alphabetic keystream from a short alphabetic key. In that case, however, the generation process was very simplistic because it merely took a key word and kept on repeating it. The design of keystream generators for modern practical stream ciphers needs to be far more sophisticated than merely repeating a short sequence, and a modern keystream generator should be able to produce millions of keystream bits per second.

It can be seen from the above discussion that the keystream bit [image: image] in position i can be determined as the XOR of the plaintext and ciphertext bits in position i. This highlights a potential weakness for stream ciphers as anyone who can launch a known plaintext attack can deduce parts of the keystream sequence from the corresponding plaintext and ciphertext bit pairs. Thus, users of stream ciphers must protect against attacks where the attacker deduces part of the keystream. In other words, the keystream sequence must be unpredictable in the sense that knowledge of some of the keystream should not enable an attacker to deduce the rest. For example, a Vigenère Cipher with a short key of length 4 produces a keystream that repeats every four characters and is therefore extremely weak.

In fact, designing good keystream sequence generators is quite difficult and some advanced mathematics is required. Furthermore, intense statistical testing is needed to ensure that, as far as is possible, the output from a generator is indistinguishable from a truly random sequence. Despite this, there are many applications for which stream ciphers are the most suitable type of cipher. One reason is that if a ciphertext bit is received incorrectly, then there is only one incorrect decrypted bit, as each plaintext bit is determined by only one ciphertext bit. This is not true for block ciphers where a single ciphertext bit received incorrectly results in the entire deciphered block being unreliable. This lack of ‘error propagation’ by the decryption algorithm is necessary if the ciphertext is being transmitted over a noisy channel and, as a result, stream ciphers are used for encrypting digitized speech such as in a mobile phone network.


Block ciphers


The plaintext for a block cipher consists of blocks of a given number of bits (typically 64 or 128 bits). The block cipher encryption algorithm acts on a plaintext block to produce a ciphertext block that, in general, is the same size as the plaintext block.

Block ciphers have many applications. They can be used to provide confidentiality, data integrity, or user authentication, and can even be used to provide the keystream generator for stream ciphers. As with stream ciphers, it is very difficult to give a precise assessment of their security. Clearly, as we have already seen, the key size provides an upper bound of an algorithm’s cryptographic strength. However, as we saw with Simple Substitution Ciphers, having a large number of keys is no guarantee of strength. A symmetric algorithm is said to be well designed if an exhaustive key search is the simplest form of attack. Of course, an encryption algorithm can be well designed but, if the number of keys is too small, also be easy to break.

Designing strong encryption algorithms is a highly specialized skill. Nevertheless, there are a few obvious properties that a strong block cipher should possess, and which are easy to explain. If an attacker has obtained a number of corresponding plaintext and ciphertext blocks for an unknown key, then that should not enable them to deduce easily the ciphertext corresponding to any other plaintext block. For example, an algorithm in which changing the plaintext block in a known way produces a predictable change in the ciphertext would not have this property. This is just one reason for requiring a block cipher to satisfy the diffusion property, which is that a small change in a plaintext block, for example in one or two positions, should produce an unpredictable change in the corresponding ciphertext block.

We have already discussed the threats posed by exhaustive key searches. During such a key search it is likely that the attacker tries a key that differs from the correct value in only a small number of positions. If there were any indication that the attacker had, for instance, tried a key which disagreed with the correct key in only one position, then the attacker could stop their search and merely change each position of that specific wrong key in turn. This would significantly reduce the time needed to find the key and is another undesirable property. Thus, block ciphers should satisfy the confusion property, which is, in essence, that if an attacker is conducting an exhaustive key search, then there should be no indication that they are ‘near’ to the correct key.

When we discussed attacks on Simple Substitution Ciphers, we gave an attack that gradually constructed the encryption key by first finding the substitute for the letter E, then the substitute for the letter T, and so on. If an attacker can determine parts of the key independently of other parts, then they are said to be launching a divide-and-conquer attack. To prevent this we require completeness, which means that each bit of ciphertext should depend on every bit of the key.

Statistical testing forms a fundamental component of the assessment of block ciphers for these three listed properties and others. Thus, statistical testing is vital for analysing all symmetric ciphers.


Electronic Code Book (ECB) mode for block ciphers


There are several standard methods for using block ciphers, known as modes, for encrypting messages that are longer than one block. The simplest, and perhaps the most natural, way to apply a block cipher to a long message is to divide the binary sequence into blocks of appropriate size and then to encrypt each block individually and independently. When this occurs, we say we are using the Electronic Code Book mode or ECB mode. This ECB mode is illustrated in Figure 7.



[image: image] 
7. A block cipher in Electronic Codebook (ECB) mode.





A block cipher in ECB mode always encrypts identical plaintext blocks to give identical ciphertext blocks when the same key is used. This means that if an attacker ever obtains a corresponding plaintext and ciphertext block pair, they can locate that plaintext block everywhere in the message by finding the corresponding ciphertext block. It is therefore worthwhile to build up a dictionary of known corresponding plaintext and ciphertext blocks. Furthermore, if there are popular plaintext blocks then these result in equally popular ciphertext blocks. This might lead to the same type of frequency-based attack that we used on Simple Substitution Ciphers. This is one of the motivations for having comparatively large block sizes, such as 64 or 128 bits (corresponding to 8 or 16 alphabetic characters).

The use of ECB mode has yet another potential disadvantage, which we illustrate with an example. Suppose that an unknown block cipher with an unknown key is used in ECB mode to encrypt the message ‘The price is four thousand pounds’. All that is known is that a message block consists of two letters, that punctuation, spaces, etc., are ignored, and the ciphertext is:

[image: image] 

Suppose that an attacker knows the message. Then they can work out that [image: image] represents ‘Th’, [image: image] . represents ‘ep’, and so on. They can then manipulate the ciphertext so that only

[image: image] 

is received. The receiver applies the decryption algorithm with the correct key to the received ciphertext to obtain ‘The price is four pounds’. Since the decryption worked and the message makes sense, the receiver has no reason to suspect that the ciphertext has been manipulated and assumes that the price is correct.


Cipher Block Chaining (CBC) mode for block ciphers


Each of these potential dangers of using a block cipher in ECB mode can be removed by arranging for the encryption of each individual block to depend on all the message blocks that precede it in the message. If this is done, then an identical message block in different places almost certainly gives distinct ciphertext blocks in those places, and manipulation of the ciphertext is likely to result in meaningless messages after decryption has been applied. We describe the Cipher Block Chaining (CBC) mode for combining blocks in this way. CBC mode is illustrated in Figure 8.



[image: image] 
8. A block cipher in Cipher Block Chaining (CBC) mode.





Suppose that we have a message consisting of n plaintext blocks, [image: image] that we wish to encrypt with a block cipher using a key K. For CBC mode, the resultant ciphertext has n blocks, [image: image] , that are constructed as follows. Each ciphertext block, other than the initial ciphertext block [image: image] , is obtained by encrypting the XOR of the corresponding plaintext block with the previous ciphertext block. Thus, for instance, [image: image] is the result of encrypting [image: image] . So, if we write [image: image] to represent the encrypting process with key K, we have [image: image] Clearly the first message block has to be treated differently. One option might be to let [image: image] be [image: image] . Another common option is to use an initialization value (IV) and let [image: image] be the result of encrypting [image: image] . (Note that if IV> is all 0s, then these two options are identical.) Since [image: image] depends on [image: image] , and [image: image] depends on [image: image] and [image: image] , it is clear that [image: image] depends on both [image: image] and [image: image] . Similarly, since [image: image] , it can be seen that [image: image] depends on [image: image] , [image: image] , and [image: image] . In general, each ciphertext block depends on the corresponding plaintext block and all previous plaintext blocks. This has the effect of linking all the ciphertext blocks together in the correct specific order. It not only destroys the underlying statistics of the message, but also virtually eliminates the possibility of manipulation of the ciphertext.


Counter (CTR) mode for block ciphers


A drawback of using a block cipher in CBC mode is that the feedback process used means that CBC mode encryptions and decryptions cannot be made in parallel. Counter (CTR) mode is a method of using a block cipher that does allow encryptions and decryptions to be made in parallel. In Counter mode, the block cipher is not applied directly to a message block [image: image] , but is instead applied to a ‘counter’ block [image: image] that is changed (incremented by 1) for each message block. The initial value [image: image] of this counter block at the start of the encryption process does not have to be kept secret. The output [image: image] of encrypting this counter block [image: image] using the block cipher with key K is then combined with the message block [image: image] to give the ciphertext block [image: image] , so a repeated message block would be encrypted to give a different ciphertext block. Counter mode can be thought of as using the block cipher as a keystream generator in a stream cipher in which the alphabet of characters is the set of all possible blocks rather than the usual binary alphabet of 0 and 1.


Standardized block ciphers


There are two block ciphers that have been or are standardized by the US government’s National Institute of Standards and Technology (NIST), and so have assumed a particular importance and are in widespread use.

The first of these two block ciphers is the Data Encryption Standard (DES). DES is a block cipher which uses 64-bit plaintext and ciphertext blocks and has a 56-bit key. DES was developed during the 1970s and was published as a FIPS standard in 1977, and its publication marked the beginning of open research in cryptography. An early concern was that DES has a relatively small number (256) of keys, and by the late 1990s it was possible to find a DES key either by using dedicated hardware or through a distributed internet key search. DES was withdrawn as a NIST standard in 2005.

A method of addressing the small DES key space is to implement ‘Triple-DES’, where three DES encryptions and decryptions are used. Triple-DES uses 64-bit blocks and a key that is either two or three DES keys (112 or 168 bits). This longer key makes exhaustive key search infeasible. Triple-DES is used in many banking standards. The use of Triple-DES with two DES keys [image: image] and [image: image] , is shown in Figure 9 where E and D represent encrypt and decrypt respectively.



[image: image] 
9. Two-key Triple-DES.





The second of the standardized block ciphers is the Advanced Encryption Standard (AES), which was standardized by NIST in 2001. AES was chosen from several candidate algorithms submitted following a request issued by NIST and was designed by the Belgian cryptographers Joan Daemen and Vincent Rijmen. AES uses 128-bit plaintext and ciphertext blocks and has versions with 128-bit, 192-bit, and 256-bit keys, making exhaustive key search infeasible. AES was designed to perform well on various platforms, including smart card processors. AES is now used to provide security in many everyday situations, including web browsers and mobile telephones.


Message authentication codes


A message authentication code (MAC) is a short piece of information appended to a message by a sender and transmitted to a receiver. The message authentication code can be used by the receiver to provide assurance that the message has not been altered in transmission and was in fact sent by the sender.

One method of generating a message authentication code is to use the output of a block cipher encryption using the cipher block chaining (CBC) mode described above. The sender and the receiver agree on a block cipher key known only to them. The sender encrypts the message with this key using the CBC mode. The final block of CBC output depends on both the key and all blocks of the message, so information derived from this final CBC block can then be used as a message authentication code (MAC) for this message. The sender can then send the message in clear with the MAC appended. On receiving this message, the receiver can also encrypt this message with this key using CBC mode and make their own calculation of the MAC. The receiver can then check that the transmitted MAC agrees with their own MAC calculation. If they agree, this provides assurance to the receiver that the message has not been altered between transmission and receipt. As the MAC value depends on the key known only to the sender and the receiver, agreement also provides assurance to the receiver that the message originated from the sender.


Hash functions


So far, we have concentrated on encryption algorithms that can be used to provide confidentiality. These algorithms have the fundamental basic property that they are reversible in the sense that, with knowledge of the appropriate key, it must be possible to reconstruct the plaintext message from the ciphertext. However, there are many instances where cryptography is used, but where there is no need to be able to deduce the original ‘message’ from its encrypted form. In fact, there may be a definite requirement that it should not be possible. One example might be the protection of passwords on a computer system. Users are instructed to keep their passwords secret, and thus it is reasonable to assume that the system also tries to ensure this confidentiality. Thus, whenever the passwords appear in the system, notably on the database that is used for verification, they must be secured. However, the requirement here is usually to be able to verify that an entered password is correct and there may be no need to be able to deduce the original password from the stored value.

There are also many instances in cryptography where large messages need to be condensed into short sequences of bits (considerably shorter than the length of the original message). When this occurs, it is inevitable that more than one message can give rise to the same shorter sequence, and this automatically implies that the process is irreversible. A function that takes an input of any length and condenses this input into an output with a short fixed length is known as a hash function and generally does not use a cryptographic key. It is a basic requirement of a cryptographic hash function that it should be ‘hard to invert’, that is to say that it should be infeasible to determine an input to the hash function that can be condensed to a specified short output. The design techniques for hash functions typically use similar ideas as the design techniques for block ciphers.

The basic idea of a hash function is that the resultant hashed value is a condensed representative image of the message. The hashed value may be referred to as a digital fingerprint, a message digest, or, not surprisingly, a hash. Hashing has several applications, including the provision of data integrity. For example, hash functions are frequently used as part of the digital signature process (see Chapter 6). As another example, the data integrity ensured by using a blockchain comes from the repeated application of hash functions (the cryptography underlying blockchain technology will be discussed in Chapter 9).

In general, hash functions accept inputs of arbitrary length but produce output sequences of bits of a fixed length n, so there are [image: image] possible hash outputs. If two inputs result in the same output, then we say that a collision has occurred. As we have already noted, the existence of collisions is inevitable. Thus, if we want to identify a message uniquely by its digital fingerprint, the hash function must be carefully chosen to ensure that, even though collisions exist, it is virtually impossible to find them. One of the implications of this is that the number of possible fingerprint or hash values must be large. In general, we would expect to find collisions by random chance after [image: image] evaluations of such an n-bit hash function. For hash functions of practical interest, the output length n is at least 160 bits.

Many hash functions have been developed since the 1980s, in part motivated by their use as part of a digital signature process. However, techniques have been developed for many of these algorithms that find hash output collisions faster than by random chance. NIST has at times standardized various cryptographic hash functions with the designation SHA-X (Secure Hash Algorithm). Collisions were found in the hash functions SHA-0 and SHA-1, and these hash functions were withdrawn. SHA-3 is a hash function currently standardized by NIST, chosen from several candidate hash functions submitted to NIST for consideration.


Security of symmetric encryption


It has been known for many years that the one-time pad is essentially the only unbreakable cipher. This was proved by mathematician Claude Shannon in two seminal papers in 1948 and 1949. These papers are the foundation of the modern theory of communications, including cryptography. It is impossible to overstate the significance of Shannon’s contribution.

We have already seen that, for most practical systems, the use of the one-time pad is not feasible. Thus, most practical systems use algorithms that are theoretically breakable. However, this need not imply that they are insecure.

The general security discussion for symmetric algorithms concentrates mainly on the difficulty of exhaustive key searches. Of course, as we have already stressed, the time for an exhaustive key search provides only an upper bound for an algorithm’s strength. There may be other attacks which are easier. However, the design of encryption algorithms such as DES and AES is sufficiently advanced that an exhaustive key search is likely to be the easiest form of attack. Furthermore, implementation of these encryption algorithms is likely to be very fast.

A basic ‘hurdle’ for a cryptosystem to pass before it can be deemed to be suitable for a specific application is that the estimated time needed for an exhaustive key search should be considerably longer than the time for which the encrypted information should remain secure. Of course, we have already seen that having many keys is no guarantee of a secure system and, consequently, passing this requirement can only be regarded as the first of many tests before a system is deemed to be acceptable. Nevertheless, failing this test is a clear indication that the algorithm cannot be used. Thus, our first ‘test’ of a cipher system is to try to determine that the time needed for an exhaustive key search is sufficiently long, or equivalently that the number of keys is sufficiently large.

In many situations the designer’s main aim is to try to ensure that the expected time for any other attack to succeed is longer than an exhaustive key search. To do this, there is a need to make assumptions about the attacker’s resources and capabilities. However, the time needed for any computation depends upon several variables including, for instance, the processing power available and the technical and mathematical ability of the attackers. The processing power available is related to the finances at the attacker’s disposal and they, in turn, probably vary according to the expected profit resulting from a successful attack. Furthermore, in certain circumstances, other issues, such as the availability of computer memory to an attacker, are important.

To get some feel for key sizes we note that there are 31,536,000 seconds in a year, which is somewhere between 224 and 225. If someone were able to try one key per second, then it would take them over a year to complete a search through 225 keys. Modern computers can try far more than one key per second. For example, a basic laptop should easily be capable of computing encryptions using 10 million (about 223) AES keys per second, so could complete a search through 225 AES keys in a few seconds. Bigger computers or purpose-built key search hardware can conduct even faster key searches.

It is worth recalling that there are [image: image] bit patterns of length s which means that, if every possible bit pattern represents a key, saying that a system has s-bit keys is equivalent to saying that it has [image: image] keys. It is also worth noting that, if every possible bit pattern represents a key, adding only a single extra bit to the key size has the effect of doubling the number of keys. We discussed earlier that an exhaustive key search of 256 keys to find a DES key has been feasible for some time. In general, it is currently considered infeasible to conduct an exhaustive search of a 128-bit key space (so 2128 possible keys) to find a key for a symmetric cryptographic algorithm.

Quantum computers and quantum algorithms in the context of their potential impact on public-key cryptography are discussed in Chapter 7. For symmetric cryptography, the possible development of large-scale quantum computers in the coming years would make exhaustive key searches significantly faster. As a rough guide, large-scale quantum computers would double the size of the key length that could be searched in a given time, so a search through 2128 keys on a quantum computer would take roughly as long as a search through 264 keys on a classical computer now. The impact of quantum computers in symmetric cryptography could therefore potentially be mitigated by increasing symmetric key sizes.





Chapter 6


Public-key cryptography


We have so far considered only symmetric algorithms where the sender and receiver share a secret key. This generally implies trust between the two parties (e.g. they might have met in person and agreed a key). A natural question to ask is whether it is possible for two parties who do not have a trusting relationship, indeed who may never have met, to nevertheless establish a means to communicate securely. It turns out that, perhaps surprisingly, it is indeed possible, and it is public-key cryptography that enables them to do so.


Cryptosystems with two different keys


The basic idea of a public-key cryptosystem is that each entity has a public key and a corresponding private key. These keys are chosen so that it is practically impossible to deduce the private key, or any other information that could break the cryptosystem, from the public key. Anyone wishing to use this system to send a secret message to someone else needs to obtain the intended recipient’s public key as an encryption key. This public key and the message are both required as inputs to the public-key encryption algorithm, which outputs a ciphertext. The intended recipient will then be able to decrypt the ciphertext using their private key as a decryption key to obtain the message. On the other hand, any other party, who would not have access to that private key, would not be able to decrypt the ciphertext.

For a public-key system both the algorithm and the encryption key are public. Thus, an attacker is faced with the task of trying to deduce the message from the ciphertext, which was obtained by a method of which they have complete knowledge. This means the encryption process needs to be chosen very carefully to ensure that the attacker’s task is difficult. However, it must not be forgotten that the genuine receiver needs to be able to decrypt easily. Thus, the process must be chosen so that knowledge of the decryption key facilitates the determination of the message from the ciphertext.

This is a difficult and unintuitive concept. ‘If everyone knows what I have done to determine the ciphertext then why can’t they work out the message?’ is a frequently asked question. We can make an analogy with a padlock and key: anyone can take an unlocked padlock and lock it, but only the person with the key can take a locked padlock and unlock it. We illustrate this with an example, depicted in Figure 10.



[image: image] 
10. Briefcase-padlock process when sender and receiver do not trust each other with their own key.





For this example we assume that the sender has a present, which they want to lock in a briefcase with a padlock and send to someone, whom they are not prepared to trust with their own key. Instead, the sender instructs the intended receiver to buy their own padlock and key. We assume that no one else can find a key that can unlock either the sender’s or receiver’s padlocks and that the padlocks and briefcase are sufficiently robust that no one can forcibly remove the present from the briefcase. The sender and receiver now carry out the following steps to ensure delivery of the present.



Step 1: The sender places the present in the briefcase, which they lock with their padlock and remove their key. They then send the locked briefcase to the receiver.

Note: While the briefcase is en route from sender to receiver, it is safe from all adversaries, because they cannot remove the padlock from the briefcase. However, the receiver is also unable to obtain the present.

Step 2: The receiver locks the briefcase with their own padlock and removes the key. They then return the briefcase to the sender.

Note: The briefcase is now locked with two padlocks so no one can get the present.

Step 3: The sender uses their own key to remove their padlock from the briefcase and returns the briefcase to the receiver.

Note: The only lock on the briefcase belongs to the receiver.

Step 4: The receiver removes their padlock from the briefcase to obtain the present.



The result of this sequence of events is that the present has been delivered to the receiver but that neither the receiver nor the sender needed to let their own keys leave their possession. They had no need to trust each other.

Of course, there are several assumptions that must still be made in using such a system. One is that the padlock and briefcase should be suitably robust so that they do not reveal the contents by other means. For example, if the briefcase were transparent, then perhaps the present could be seen despite the fact the briefcase remains locked. Another is that the sender must have confidence that the padlock they use is the one that the receiver has the key for, rather than another padlock that a third party has the key for.

These concerns are not just specific to this padlock analogy. When using public-key cryptography, the sender must have confidence that they are using the correct public key for the recipient. Otherwise, it is the owner of the private key corresponding to the public key used for encryption rather than the intended recipient who can understand the message. Thus, although there is no need to distribute them secretly, all public keys need protection in the sense that their authenticity must be assured. It is also worth observing that when a public-key system is used to provide confidentiality then, since the public (encryption) key is widely known and can be used by everyone, the ciphertext does not provide any authentication of the sender (i.e. a guarantee the sender is who they say they are). In contrast, in symmetric-key encryption, the encryption and decryption keys are the same. As such, it would be difficult for someone who is not the genuine sender to produce a ciphertext using symmetric-key encryption that can be decrypted by the genuine receiver.


Key establishment and the Diffie-Hellman protocol


In practice, symmetric algorithms are much more efficient than public-key algorithms, and so for exchanging messages confidentially, it is often preferable to use symmetric encryption. A major use of public-key cryptography in practice is to support the secure establishment of a symmetric key that can be used to secure further communications. The idea is that the sender generates a symmetric key, and then encrypts this symmetric key under the receiver’s public key in a public-key encryption scheme. The resulting ciphertext is sent to the receiver. The receiver can then decrypt the ciphertext to obtain the symmetric key, which can be used to encrypt further communications. This process is an example of a key establishment protocol. The Diffie-Hellman protocol, developed in the late 1970s, is perhaps the most famous key establishment protocol.

In the Diffie-Hellman protocol, the two parties exchange their public keys. Using a carefully chosen combining rule, each party then combines their own private key with the other’s public key. This gives them a common value from which the key is derived. The basic idea of the Diffie-Hellman key establishment protocol is that, even if they manage to eavesdrop on the key establishment communications, interceptors are not able to calculate the key.

It is, of course, crucial that the two parties can authenticate each other prior to establishing this key. Without authentication, the protocol is subject to the so-called machine-in-the-middle attack. In this attack, an attacker intercepts communications between the two parties and then impersonates each party to the other. The result is that the two parties believe they have an agreed key with each other but, in fact, each party has agreed a key with the machine in the middle. We will discuss how authentication can be achieved using digital certificates below.

Prior to the late 1970s, symmetric cryptosystems were the only cryptosystems available. Thus, the paper from Diffie and Hellman was a breakthrough, as it was the first work describing how two untrusting parties can generate a shared key. Even today, it is regarded as one of the seminal works in cryptographic research. In fact, the principles and standard techniques of public-key cryptography had been concurrently developed in the early 1970s by James Ellis, Clifford Cocks, and Malcolm Williamson at the UK’s Communications and Electronic Security Group (CESG), now known as the UK National Cyber Security Centre (NCSC). However, this work was classified for over two decades and was not made public until long after the initial public-key cryptography papers, by which time asymmetric techniques had become highly developed.


Quantum key distribution


Quantum key distribution is an alternative approach to key establishment that does not rely on the strength of a cryptographic algorithm. The properties of quantum mechanics are used by the two parties for both the transmission of information and detection of interception of that transmission. The establishment of a key involves one user sending a random sequence of quantum objects such as polarized photons to the other user. If these quantum objects are intercepted, then that interception can be detected and the establishment process is recommenced. A non-intercepted sequence is then used as the basis for the key. A main drawback of this approach is that it does not inherently provide a mechanism for the communicating parties to authenticate one another. Another issue is that establishing the transmission of the quantum objects typically needs a dedicated infrastructure link, such as an optical fibre, between the two parties.


The RSA cryptosystem


As well as using public-key techniques to exchange keys, it is possible to use public-key encryption to securely exchange messages directly. The best-known public-key encryption scheme was invented by Ron Rivest, Adi Shamir, and Len Adleman in 1978 and is known as RSA (Rivest-Shamir-Adleman). The RSA scheme uses modular arithmetic, which we discussed in Chapter 3, and about which we give further details in the Appendix. In the RSA public-key encryption scheme, there is a publicly known number [image: image] called the modulus that is the product of two primes, p and q, whose values are secret. Arithmetic for encryption and decryption in RSA is carried out mod N. In more detail, a plaintext m in RSA is a non-negative integer (whole number) less than N. The public key is the modulus N and an integer e coprime to [image: image] that is e and [image: image] do not have any common factors besides 1. The private key is an integer d that satisfies

[image: image] 

This private key d therefore depends on the public key integer e and the primes p and q. The secrecy of these primes p and q is therefore very important, because anyone who knows their values can use them to calculate the private key d from the public key e.

Encryption of a message m uses the elements N and e of the public key to generate a ciphertext c as

[image: image] 

Thus the ciphertext c is the result of multiplying the number m by itself e times, and then reducing the answer into an integer value between 0 and [image: image] by subtracting a suitable multiple of N. Thus, anyone can encrypt a message m as no secret information is used in this encryption calculation.

Decryption of a ciphertext c computes and outputs the value [image: image] using the private key d. Thus, it is only feasible for individuals with knowledge of the private key d to perform this decryption calculation. The properties of the private key d mean that

[image: image] 

This is necessary to achieve a property called correctness, which states that decrypting a ciphertext that was generated by encrypting a message m, should return the message m. If correctness did not hold, then the scheme would not be a particularly useful means of securely transmitting the message!

The private key d can be computed using knowledge of p and q, the factors of N. Thus, the number N, which determines the size of the keys and the message blocks, must be large enough that no attacker can deduce the primes, that is, no attacker can factorize N. If N is small, anyone can determine the primes. A ridiculously small example would be [image: image] , for which the primes are 3 and 5. However, it is believed that for large enough N finding its prime factors p and q is infeasible. We will discuss the difficulty of factorization in more detail in Chapter 7.

Choosing a large N means that the sizes of the keys and blocks are likely to be much larger than those for symmetric ciphers. A typical block size for a symmetric block cipher is 128 bits, whereas for RSA a message block is likely to be at least 2048 bits for many applications. Another consequence is that the encryption and decryption processes involve many calculations using large numbers. This means that they are far slower than most symmetric algorithms. Thus, in practice, RSA tends not to be used for encrypting large volumes of data but, instead, is more likely to be used for digital signatures or as key-encrypting keys to distribute, or store, keys for symmetric algorithms.


Digital signatures


If there is a requirement for settling disputes between sender and receiver as to the contents of a message or of its origin, then the use of symmetric cryptography does not provide the answer. Digital signatures are required.

The digital signature for a message or document from a particular sender is a cryptographic value that depends on the message and the sender. In contrast, a handwritten signature depends only on the sender and is the same for all messages signed by that sender. A digital signature provides data integrity of the message and proof of origin (sender) of the message. A digital signature also provides non-repudiation (a sender cannot deny having sent a particular message). It is the provision of a means of settling disputes between sender and receiver that distinguishes the digital signature mechanism from the message authentication code (MAC) process described in Chapter 5. Such disputes can only be settled if there is asymmetry between sender and receiver. This observation suggests asymmetric cryptosystems as the natural tools for providing digital signatures.

For a digital signature scheme based on a public-key system such as RSA, the basic principle is very simple. Each user has a private key that only they can use, and its use is accepted as identifying them. However, there is a corresponding public key. Anyone who knows this public key can check that the corresponding private key has been used but cannot determine the private key. Accepting that the private key must have been used gives the receiver assurance of both the origin and content of the message. However, the sender is reassured that impersonation is impossible as the private or signature key cannot be deduced from the public or verification key, or from the digital signature.

The use of asymmetric cryptography to produce a digital signature requires much computational processing. Thus, a condensed version or hash of the message is produced by applying a hash function to the message. In this way a hash of a few hundred bits is produced which represents the message. The signature can then be produced efficiently from this short hash value by using the signing algorithm with the private key. In this way, only the owner of the private signature key can generate the signature. The signature can be verified by anyone who knows the corresponding public verification key by using the verification algorithm. To do this a value is produced from the signature using the asymmetric algorithm with the public key. This value should be the hash of the message, which anyone can calculate. If this value and the hash agree, the signature is accepted as genuine. If they disagree, the signature is not genuine. The workflow of the signer and verifier is illustrated in Figure 11.



[image: image] 
11. Digital signatures.





An example of a digital signature scheme is the RSA signature scheme, which is constructed using the same set-up as the RSA public-key encryption scheme discussed above. However, the RSA signature scheme uses the value d as the private signature key and the value e as the public verification key. The RSA signature s for a message m is

[image: image] 

so knowledge of the private signature key d is required to produce the signature s for a message m. The signature s is valid if the value of [image: image] equals Hash[image: image] . Thus, anyone can check the validity of an RSA signature as no secret information is used in this verification calculation.

A variant of this RSA-based signature scheme has been standardized by NIST as part of the Digital Signature Standard (DSS). In the latest version of this standard (2023), RSA signatures are one of the three allowed signature schemes. The DSS also requires that SHA-3 (discussed in Chapter 5) is used as the hash function in this standardized digital signature process.


Security of public-key cryptography


The security of a public-key cryptography scheme rests on the difficulty of determining the private key that corresponds to a particular public key given the other public information about the scheme. To see this, consider a situation where it is easy to deduce the corresponding private key from a given public key. An eavesdropper, who knows that a receiver might be expecting to receive a message, could look up the receiver’s public key and deduce the receiver’s private key from it. Suppose that, later, a sender hopes to communicate securely with this receiver. The sender encrypts a message using this receiver’s public key and sends it to the receiver. The eavesdropper can intercept the ciphertext, and with the receiver’s private key that they deduced earlier can decrypt the ciphertext to obtain the message.

The difficulty of determining the private key that corresponds to a particular public key typically rests on an associated mathematical problem. If this problem is considered sufficiently hard, then the scheme is considered secure. In RSA, the underlying hard mathematical problem is factorization of a large number into a pair of prime factors.

In the Diffie-Hellman protocol, the hard problem is solving discrete logarithms. This hard problem also underlies the security of many widely used digital signature schemes. Given positive real numbers a and b such that [image: image] for some x, finding the logarithm of a to the base b asks to find the value x. Put another way, the logarithm value x is the number of times that the number b has to be multiplied by itself to get the number a. For example, the logarithm of 100 to base 10 is 2, since [image: image] . Finding a discrete logarithm asks an analogous problem, not over real numbers, but in mathematical objects known as groups. Groups can be thought of as a set of elements with an associated operation, which we can think of as a ‘multiplication’. Given two group elements a and b, such that b is the result when ‘multiplying’ a by itself a certain number of times x, the discrete logarithm problem asks to find x. A small example of the discrete logarithm problem is to find an integer x satisfying [image: image] In this case, [image: image] is one possible solution.

Keys for asymmetric algorithms are longer than for symmetric ones. However, this does not mean that asymmetric algorithms are necessarily stronger. Exhaustive key searches are not the best way to attack asymmetric algorithms. For an asymmetric algorithm, it is easier to attack the underlying mathematical problem. For example, for RSA, it is easier to try to factor the modulus N than to perform an exhaustive key search on all possible decryption keys.

The hardness of the underlying mathematical problem in a public-key scheme, or the anticipated time for an exhaustive key search in a symmetric scheme, is not the only requirement to ensure security in a practical system. Other factors can include physical properties, including tamper-resistance of crucial hardware devices and access control to hardware, as well as key management.

Indeed, suitably large parameters can be chosen to prevent attackers from exhaustively searching for keys. However, the effect of this choice is negated if the attackers can obtain the appropriate keys by other means. The security of any cryptographic system is totally dependent on the security of the keys. The keys need protection during all phases of their life cycle: generation, storage, change, and destruction.


Certification authorities


We have already discussed ‘traditional’ attacks on cryptographic systems, such as breaking the algorithm to determine the private key or obtaining access to the key by physical means. However, public-key systems also need an infrastructure to prevent impersonation attacks. Suppose a user called Alice was able to establish their public key as belonging to another user called Bob. Other users would then use Alice’s public key to encrypt symmetric keys for Bob. However, Alice, as opposed to Bob, would obtain the secret information protected by these symmetric keys. Furthermore, Alice would be able to sign messages using her private key, and these signatures would be accepted as Bob’s. The use of Certification Authorities and the establishment of Public Key Infrastructures (PKI) aim to prevent these impersonation attacks.

The main role of a Certification Authority (CA) is to provide digitally signed certificates that bind an entity’s identity to the value of its public key, and to revoke such certificates when they are no longer applicable. In order that the CA’s certificates can be checked, the CA’s own public key must be widely known and accepted. Thus, in this context, a certificate is a signed message that contains the entity’s identity, the value of its public key, and probably some extra information such as an expiry date.

Suppose that CERTA is a certificate issued by the CA containing Alice’s identity and Alice’s public key, so CERTA binds Alice’s identity to their public key value. Anyone with an authentic copy of the CA’s public key can verify that the signature on CERTA is correct and thereby gain assurance that they know Alice’s public key. In this way, the problem of guaranteeing the authenticity of Alice’s public key has been replaced by the need to be able to guarantee the authenticity of the CA’s public key, coupled with trust that the verification of Alice’s identity was performed correctly. In this way, we put our trust in a central certificate authority, who can certify the ownership of the public keys of several entities, rather than having to trust the assertion of each individual entity that a given public key belongs to them. A risk of this process is that anyone who can impersonate Alice during the certification process can obtain a certificate binding their public key to Alice’s identity. This enables them to impersonate Alice during the complete lifetime of that certificate.

It is important to note that such a certificate is a public document and so anyone may be able to produce a given user’s certificate. This means that the ownership of Alice’s digital certificate does not identify Alice. The certificate merely binds Alice’s identity to a public key value. Proof of identity can then be established using a challenge–response protocol which proves the use of Alice’s private key. This might involve Alice being issued with a challenge to sign. Alice returns it with their signature and the verifier confirms the validity of the signature by using the public key value in Alice’s certificate. It is the use of the private key corresponding to the public key given in Alice’s certificate that establishes Alice’s identity.

Suppose now that two users, Alice and Bob, have certificates issued by different CAs. If Alice needs assurance about the authenticity of Bob’s public key, then Alice needs an authentic copy of the public key of Bob’s CA. This might be achieved by cross-certification, where each of the two CAs issues a certificate for the other, or the introduction of a certification hierarchy, where a root CA sits above both those two CAs and issues certificates to each of them.

The diagrams (a) and (b) in Figure 12 illustrate the two processes. In each case X and Y are CAs while X → A implies that X issues a certificate for Alice (denoted as A in Figure 12). In (b) Z is a root CA. If, for example, Bob (denoted as B in Figure 12) needs confidence in the public key of another user, Edward (denoted as E in Figure 12), then for (a) Bob needs to verify the certificate for Y issued by X and the certificate of Edward issued by Y. For (b) Bob needs to verify the certificate of Y issued by Z and the certificate of Edward issued by Y. Thus, in each case, Bob needs to check a chain of two certificates. For more complex systems involving a combination of many cross-certifications and hierarchies with more than one level, this chain may be considerably longer.
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12. Cross-certification (a) and a certification hierarchy (b).









Chapter 7


Post-quantum cryptography


We have seen that the security of a public-key cryptosystem depends on the difficulty of solving the associated mathematical problem, such as factorization for RSA. The potential development of large-scale quantum computers means that the difficulty of solving these mathematical problems on a quantum computer now must be considered when assessing the long-term security of a public-key cryptosystem. The pending arrival of large-scale quantum computers in the foreseeable future has also meant that mathematical problems that are difficult to solve on a quantum computer are now being used to design cryptosystems in order that they are secure against quantum computers.


A history of factorization


This chapter is concerned with the development of the classical (pre-quantum) and quantum algorithms on which today’s public-key cryptography is based. We first focus on the RSA scheme, which would be broken if we could efficiently factor the modulus N into its two prime factors p and q, to illustrate our discussion. The state of the art in factoring has advanced tremendously in the last 50 years, and these developments have caused RSA key sizes to be increased by a significant amount. These advances in factoring are due to both theoretical and technological developments. In 1970, the 39-digit number [image: image] was factored into its two prime factors. At the time, this was considered a major achievement, although today this factorization could be performed instantly on a laptop. The factors of [image: image] are 59649589127497217 and 5704689200685129054721.

In 1991, the RSA Factoring Challenge was launched, inviting teams to factor RSA-type numbers (product of two primes) of increasing size, with the smallest number being 100 digits. In 2001, further challenges were added, with a cash prize of $10,000 being offered for a factorization of a 174-digit number, a prize of $50,000 being offered for a factorization of a 232-digit number, and a prize of $200,000 being offered for a factorization of a 617-digit number. The 100-digit challenge was factored in 1991, the 174-digit challenge was factored in 2003, and the 232-digit challenge was factored in 2009. To date, the largest number reported to have been factored is the 250-digit challenge (which is 829 bits), completed in 2020 by a team of researchers based in France and the USA. They reported that their computation took 2700 core-years relative to the computing power of the supercomputers they used, which would correspond to months of elapsed time using parallel computation.

The increase in the size of number that it is feasible to factorize can partly be attributed to improvements in computing technology. However, it is also driven by developments in mathematical factoring techniques. The General Number Field Sieve (GNFS) is an example of such a mathematical innovation and was published in 1993. The GNFS meant that the resources needed to use previously known algorithms for factoring numbers of a given size could now be used to factor significantly larger numbers. For instance, resources that had been needed to factor a 150-digit number might now factor a number nearer to 180 digits. This mathematical advance exceeded all performance increases predicted for technological advances for many years. The GNFS remains the best algorithm for factoring RSA moduli in practice, and the GNFS was used in the 2020 factorization of a 250-digit number.

Currently used RSA moduli are often at least 2048 bits (or 617 decimal digits), and it is believed that a 3072-bit modulus would have equivalent security to a block cipher with 128-bit keys. The use of 1024-bit moduli was disallowed after 2013 by NIST, but these may persist in legacy systems. In 2016, it was shown that a 512-bit RSA modulus (154 decimal digits) could be factored in just a few hours on a cloud computing platform.

A 2048-bit RSA modulus has 617 decimal digits. To demonstrate how enormous this number is, we give the RSA challenge number of this size in Figure 13. To solve this challenge, we have to find two primes of roughly 300 decimal digits whose product is the number given in Figure 13.



[image: image] 
13. RSA challenge number of length 2048 bits (617 decimal digits).






Quantum computers and quantum algorithms


Quantum computers perform calculations by using different physical processes than the physical processes used by conventional ‘classical’ computers, and so different kinds of algorithms can be run on quantum computers. These different physical processes mean that the basic unit of information in a quantum computer is the qubit, as opposed to the bit (a 0 or a 1) of a classical computer. At the turn of the 21st century, quantum computers were predicted to be at least 20 years away. As we write in 2025, they have not arrived, and current estimates continue to predict that they may be 15 or 20 years away.

The theoretical possibilities of quantum computers have been explored for many years. A critically important result for the future of cryptography came in 1994 when mathematician Peter Shor published a quantum algorithm (an algorithm for use on a quantum computer) that has a potentially devastating impact for much of the public-key cryptography in use. Shor’s algorithm makes both the problems of factoring large numbers and computing discrete logarithms efficient to solve, given access to a sufficiently large quantum computer. The cryptographic consequence of Shor’s algorithm is that, for example, the RSA cryptosystem and the Diffie-Hellman key establishment protocol are not secure if large-scale quantum computers are developed in the coming years.

An important question is precisely how large a quantum computer would need to be to pose a threat to concrete cryptographic schemes. Even producing an estimate is complex while we are still unsure as to how large a quantum computer could be engineered in the future, considering factors such as the possibility of quantum memory and the need for error correction. A 2021 estimate stated that it would take 20 million physical qubits to factor a 2048-bit RSA modulus N in eight hours. While a quantum computer of this size does not currently exist at the time of writing, progress in the development of small-scale quantum computers is accelerating. In late 2023, the first quantum computers of more than 1000 qubits were announced.

The current state of development of large-scale quantum computers might suggest we are far away from having to worry about quantum computers for practical cryptography, but there is the possibility of a ‘save now, decrypt later’ attack, where an adversary could intercept and save our (encrypted) communications now and decrypt them in the future, when a suitably large quantum computer has become available. Therefore, for data where assuring long-term security is paramount, it is already necessary to consider a so-called post-quantum solution. An example of such data could be medical records, which need to be kept secure for the lifetime of a patient. Genetic data about an individual might need to be kept secure for even longer.


Cryptosystems resistant to quantum computers


Post-quantum cryptography is the science of designing cryptosystems that are resistant to quantum computing. Such quantum-resistant cryptosystems are based on different hard problems which it is believed cannot be solved on a classical computer or a quantum computer. These can replace existing cryptosystems based on the hardness of problems such as factoring or solving discrete logarithms which can be solved by a quantum computer. Hence, cryptographic schemes based on these problems can be argued to be secure, even in a world where our adversaries may have access to quantum computers. Of course, this is still only a presumed hardness—an efficient algorithm for solving any of these problems could plausibly be discovered.

Another matter of practical relevance is that it takes many years to make such a significant transition from cryptographic schemes such as RSA that are vulnerable to quantum computers to post-quantum cryptographic schemes that are believed to be secure against quantum computers. Potential post-quantum schemes need to be developed, evaluated, and integrated into existing systems. In the past, replacing an existing, widely deployed cryptographic scheme with a more modern alternative has taken many years. For example, the Advanced Encryption Standard (AES) block cipher was standardized by NIST in 2001, to replace the Data Encryption Standard (DES) and Triple-DES block ciphers. However, Triple-DES continues to be widely used at the time of writing, particularly in the finance industry, and continues to be supported for legacy reasons. It had only been officially deprecated by the NIST as of 2023 and its use was only finally disallowed after 2023.

Motivated by the need to prepare for a transition to widespread deployment of post-quantum cryptography, NIST initiated a process in 2016 to standardize one or more post-quantum public-key cryptographic algorithms. After 69 candidate algorithms were submitted in 2017, the cryptographic research community began evaluating the candidates in terms of a variety of attributes, including their security, their efficiency, and their suitability for deployment in various settings and on various hardware. Informed by the efforts of the community, in 2022, NIST announced one post-quantum public-key encryption scheme and three post-quantum digital signature schemes that will be standardized. Additional candidates remain in consideration.

Most submissions to the NIST post-quantum standardization process can be grouped within five main areas of post-quantum cryptography. These areas correspond to different types of underlying hardness assumption, on which the proposals base their security. These areas are multivariate cryptography, hash-based cryptography, isogeny-based cryptography, code-based cryptography, and lattice-based cryptography. Multivariate approaches are mainly used in the design of digital signatures as they enable shorter signatures than other post-quantum approaches. Hash-based cryptography also focuses on signature design. In contrast, code-based cryptography mainly focuses on public-key encryption, a prominent example being the McEliece scheme, which has withstood cryptanalysis since the 1970s. The main drawback is that the public keys in code-based schemes are typically very large. Isogeny-based and lattice-based approaches can support both public-key encryption and digital signatures. Results in cryptanalysis of the remaining multivariate and isogeny-based candidates resulted in these being excluded from consideration for standardization. Of the remaining areas, lattice-based cryptography is perhaps the most prominent, with three of the four schemes announced for standardization falling within this area.

While public-key cryptography is highly impacted by the advent of quantum computers, the situation for symmetric cryptography is far less worrying. Although the advent of quantum computers would cause dramatic increases in the sizes of symmetric keys, it is widely accepted that symmetric algorithms would continue to be used securely. As noted in Chapter 5, a doubling of the existing symmetric key sizes would give an equivalent level of quantum security. Hash-based signature schemes, whose security is based solely on underlying symmetric cryptographic building blocks, are thus also regarded as being a robust choice, and the other proposal announced for standardization falls within this category.


Lattice-based cryptography


Lattices are discrete mathematical objects with an additive structure: the sum (or difference) of two lattice points is also a lattice point. Perhaps the simplest lattice is the integers, which form a one-dimensional lattice within the real numbers.

A simple two-dimensional lattice is illustrated in the following example. Consider the lattice [image: image] in two dimensions generated by the points [image: image] and [image: image] which is shown in Figure 14. This lattice [image: image] is the collection of all integer sums of the points [image: image] and [image: image] , so this lattice consists of all points that can be expressed as



[image: image] 
14. The two-dimensional lattice [image: image] generated by the points [image: image] and [image: image] , marked by ●, and a sample target point [image: image] marked by +.
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where [image: image] and [image: image] are integers. Two other points in this lattice are, for example,



[image: image] 

The idea of a lattice as the integer sum of a collection of generating points (known as a basis) can be extended to higher dimensions. The n-dimensional lattice [image: image] generated by n points [image: image] consists of all integer sums of [image: image] . Lattices used in cryptography typically have dimension n in the hundreds, and in some applications in the thousands.

Lattice-based cryptography has seen increasing attention over recent years, not only because it is believed to be secure in a post-quantum world, but also due to the wealth of advanced applications that it enables. We will discuss this aspect further in Chapter 8.


Lattice problems


There are various hard problems defined on lattices on which the security of lattice-based cryptographic algorithms rests. Two of the most important lattice problems are the Shortest Vector Problem and the Closest Vector Problem. The Shortest Vector Problem (SVP) in a lattice [image: image] is to find the point in the lattice [image: image] closest to [image: image] other than [image: image] itself. The Closest Vector Problem (CVP) in a lattice [image: image] is to find the point in the lattice [image: image] that is closest to a specified target point T. We refer again to Figure 14 to illustrate these two problems. The points in the lattice [image: image] that are closest to [image: image] , and thus are solutions to SVP in the lattice [image: image] , are the related lattice points [image: image] and [image: image] . These lattice points can be expressed in terms of P1 and P2 as [image: image] and [image: image] . For the target point [image: image] , the closest point in the lattice [image: image] is the point ([image: image] This solution to the CVP in the lattice [image: image] for the target point T can be expressed in terms of the generating points P1 and P2 as [image: image] .

Various relationships are known that link the hard problems on lattices. A link between any two problems is known as a reduction. The concept of a reduction is central to arguing about hardness of problems generally, and to arguing about security of a particular cryptographic algorithm. Essentially, a reduction from problem A to problem B is a demonstration that if we can solve problem B efficiently then we can also solve problem A efficiently. This means that assuming that problem A is hard to solve implies that problem B is hard to solve. In the late 1990s, Miklós Ajtai and Cynthia Dwork published important results relating the hardness of certain lattice problems to one another. These results give us confidence in building cryptography based on hard lattice problems.


The Approximate Greatest Common Divisor problem


The Approximate Greatest Common Divisor problem, or AGCD problem, is a hard problem in lattice-based cryptography, though at first sight this problem appears to have no connection to lattices at all. Given a set of integers, their greatest common divisor (or highest common factor) is efficiently computed. For example, consider the following three integers: 650, 850, and 950. Let [image: image] , [image: image] , [image: image] , and [image: image] . Then we can express [image: image] [image: image] , and [image: image] . It can be easily verified that [image: image] is the greatest common divisor of 650, 850, and 950, as it is the largest positive integer that divides all three numbers.

The AGCD problem generalizes this idea as follows. Suppose that we again wish to determine a secret divisor p (a positive integer greater than 1) of a given set of integers. However, this time, the numbers are not expressed as exact multiples of p, but instead approximate multiples [image: image] , where [image: image] are small integers close to 0, known as errors. Given such a set [image: image] of approximate multiples of p, the AGCD problem is to determine p. Continuing in the setting of the previous example, the set 651, 852, and 949 form an AGCD problem instance with approximate greatest common divisor [image: image] . Computing the exact GCD of a set of integers is easy. In contrast, for appropriately chosen parameters, the AGCD problem is assumed to be hard, and so may be a suitable base for the security of a cryptographic scheme.

The AGCD problem for integers [image: image] with solution p can potentially be solved by using the lattice [image: image] generated by the points

[image: image] 

where a is a suitably chosen small positive integer. This lattice [image: image] contains the point

[image: image] 

as the coordinates (other than the first coordinate [image: image] ) are given by

[image: image] 

This lattice point [image: image] has small coordinates (in comparison with [image: image] , for example), so finding this point V is related to solving the Shortest Vector Problem in the lattice [image: image] . Finding this lattice point V gives information about the multipliers [image: image] and so about the approximate greatest common divisor p.


The AGCD cryptosystem


We can use the AGCD problem based on n approximate multiples to construct a public-key cryptosystem that can encrypt a single bit message [image: image] or [image: image] We give a simplified version of the AGCD cryptosystem. The private key is an integer p. The public key is the integers [image: image] , where the multipliers [image: image] are positive integers and the errors [image: image] are small even integers. Thus, the ability to determine the private key p from the public key [image: image] demonstrates the relationship of the AGCD problem to the cryptosystem. That is, if AGCD is a hard problem, then it is hard to recover the private key from the public key.

To encrypt a message [image: image] or [image: image] , a random sequence [image: image] of n bits is selected, together with a small even integer [image: image] . The ciphertext c is then formed from these quantities and the approximate multiples [image: image] as follows:

[image: image] 

Note that the private key p is not required to perform the encryption, so this encryption can be performed by anyone. On the other hand, decryption of the ciphertext c can only be accomplished by someone who knows the private key p. The ciphertext c can be expressed as

[image: image] 

In order to decrypt, the ciphertext c is first reduced mod p (the private key) to give the reduction

[image: image] 

that is nearest to 0. This value [image: image] is then in turn reduced mod 2 to recover the message bit m. The last step is equivalent to observing whether the value [image: image] is an even or odd number.

An AGCD cryptosystem example. We use the private key [image: image] (a prime) and the public key [image: image] where these [image: image] approximate multiples of p are:

[image: image] 

To encrypt the message bit [image: image] , we generate 011010 as the random bit sequence [image: image] and 8 as the small even integer [image: image] . The ciphertext is then given by the expression

[image: image] 

which evaluates to give the ciphertext [image: image] .

A ciphertext [image: image] is decrypted by reducing 3950977 mod the private key [image: image] to give [image: image] , which is an odd number. The message bit obtained by decrypting ciphertext [image: image] is therefore [image: image] 


The Learning with Errors (LWE) problem


The Learning with Errors or LWE problem is the central problem in lattice-based cryptography. The LWE problem is to find a solution to a set of approximate simultaneous equations expressed mod q, where q is a prime.

Example. An example of a Learning with Errors or LWE problem is to find an integer solution [image: image] to the following six approximate simultaneous equations which are expressed mod 97 (a prime).

[image: image] 

The LWE problem can be used to construct LWE-based cryptosystems. In LWE problems of practical interest in cryptography, the prime q is usually very large, and the set of approximate simultaneous equations contains many hundreds of equations in hundreds of variables (with more equations than variables). The LWE problem can be formulated as a Closest Vector Problem in a lattice where the coordinates of the generating points are given by the coefficients of the simultaneous equations and the prime q, so the LWE problem is regarded as a lattice problem.

The LWE problem without any errors is solving exact simultaneous equations, and so the ‘error-less’ LWE problem is very easy to solve. This is like the AGCD problem, which is also easy to solve without errors. However, for appropriately chosen parameters, the LWE problem is believed to be hard, even when considering quantum algorithms for solving the problem. Besides their potential resistance to quantum computing, LWE-based cryptosystems can also be developed with particularly useful properties that support advanced applications. We will discuss such advanced cryptography in Chapter 8. For these reasons, LWE-based cryptosystems are the focus of much current interest in cryptography. For practical reasons of efficiency, it is common to use a variant of LWE called Ring-LWE, in which integers are replaced by polynomials.





Chapter 8


Advanced cryptography


Cryptography was once an activity conducted solely in military and governmental contexts. In recent decades, it has seen increasing interest in the academic setting, and it has also seen a growing commercial interest, in organizations ranging from large technology companies to start-ups. In this context, a wide range of advanced problems have been identified and studied, solutions for which go beyond the basic building blocks of encryption, key exchange, and signatures that we have discussed so far. In this chapter, we introduce several advanced cryptographic tools to illustrate the use and applications of cryptography beyond these basic building blocks.


Trusted third parties


Certification Authorities (CAs) provide one example of the concept of a Trusted Third Party (TTP). In this instance two parties trust a third party, the CA, and they then use this trust to establish a secure communication between themselves. TTPs appear almost everywhere that cryptography is used, and their use frequently causes concern. In general, TTPs need to be trusted both for their integrity and also for their technical competence. It is often difficult to decide precisely how influential TTPs should be and how much users’ security should depend on them.

An alternative decentralized trust model to TTPs was proposed in 1991 for a software package called Pretty Good Privacy (PGP), which enabled users to increase the security of their email communications. It employed RSA for user authentication and symmetric key distribution, and symmetric encryption for confidentiality. Although it used digital certificates, the original version of PGP did not rely on a central CA. Instead, any user could act as a CA for anyone else. This became known as the Web of Trust approach. It essentially means that users judge the trustworthiness of any certificate according to whether the certificate is signed by someone they trust. For a small communications network, this type of approach certainly removes the need for a central CA and may work. However, there are potential problems for large networks.


Identity-based encryption


Another possibility for removing the need for a CA is to let a user’s public-key value be completely determined by their identity. If a user’s identity and public key were (essentially) identical, then there would be no need to have certificates to bind them together. The concept of identity-based public-key cryptography was proposed by Adi Shamir (one of the co-inventors of RSA) in 1984, and a number of signature schemes were subsequently developed based on this concept. It was not until 2001 that an identity-based public-key algorithm for encryption was produced. In fact, two such algorithms were designed concurrently and independently; one due to Dan Boneh and Matthew Franklin and the other designed at the UK’s Communications and Electronic Security Group (CESG), now known as the UK National Cyber Security Centre (NCSC). Another identity-based encryption (IBE) scheme designed by NCSC in 2010 has been deployed in communications networks used by UK emergency services. All these IBE schemes are vulnerable to Shor’s algorithm executed on a large enough quantum computer. Since 2007, several post-quantum IBE schemes have been presented, all based on lattices, and their improvement is the subject of ongoing research.

In identity-based systems, there must be a universally trusted central body. This central body has a master private key that it uses together with a user’s public key to compute that user’s corresponding private key. It then delivers the derived private key to the user. This approach does not therefore remove the need for a TTP. Indeed, the central body has access to all users’ secret keys, and so if the central body were compromised, confidentiality would be lost for all communications in the network. Nevertheless, it does remove the need for certificates. In this setting, there is probably no advantage to the user Alice claiming to be the user Bob, as only Bob has the private key determined by Bob’s identity.

The use of identity-based public-key systems represents an interesting alternative to the traditional PKI approach. Unfortunately, it also presents its own problems. The most obvious relates to the concept of a unique identity and to the revocation of public keys. Suppose that a user’s name and address were to determine their public key. If their private key were compromised, then they would have to move home or change their name. Clearly this is not practical. One possible solution to this problem might be to let a user’s public key depend on their identity and another publicly known variable, such as the date. This would ensure that a user’s private key changed every day but might produce an unacceptable workload for the trusted central body.

There are several generalizations of identity-based encryption that have been considered by academic cryptographers. One is hierarchical identity-based encryption (HIBE), which is designed for situations with an associated hierarchy. Intermediate level users can derive the private keys corresponding to users directly below them in the hierarchy. This also enables the trusted central body, who would be the root user in this context, to delegate the work of generating the end-user private keys. This work is typically computationally expensive, and so the HIBE approach may be attractive in a large organization.


Attribute-based encryption


One way of seeing identity-based encryption is that a user can decrypt a ciphertext associated with a particular identity if they have the private key associated with that identity. Put more simply, each user can decrypt ciphertexts that are encrypted to their identity. Attribute-based encryption (ABE), introduced by Amit Sahai and Brent Waters in 2005, is another type of advanced public-key encryption that extends this idea. In ABE, whether a ciphertext can be decrypted depends on whether the user possesses an appropriate attribute or set of attributes.

For example, consider a large organization composed of several departments, and consider three employees of the organization, Alice, Bob, and Charlie. Suppose Alice is a manager in the marketing department, Bob has a junior position in the marketing department, and Charlie is a manager in the finance department. Alice’s attributes might then be described as ‘marketing’ and ‘manager’, while Bob’s might be ‘marketing’, and Charlie’s might be ‘finance’ and ‘manager’. Suppose further that another member of the marketing department, Dana, prepares a document with ideas for the launch of a new advertising campaign. The intended audience of this document is all members of the marketing department, while it should be kept confidential from other employees. Dana encrypts the document using attribute-based encryption, associating the document with the attribute ‘marketing’. This enables Alice and Bob to obtain a corresponding private key to decrypt the ciphertext and view the document, as they both possess the attribute ‘marketing’. On the other hand, Charlie does not possess this attribute, so cannot obtain a corresponding private key, and so cannot decrypt the ciphertext. Alternatively, suppose that a senior manager of the organization wishes to share a document describing operational plans for the coming year to managers in all departments. They might encrypt their document into a ciphertext associated with the attribute ‘manager’, and this ciphertext could then be decrypted by Alice and Charlie, but not Bob.

Early ABE schemes were based on discrete logarithm assumptions, similar to the security of the Diffie-Hellman protocol. More recently, post-quantum ABE schemes have been presented, based on lattices. Currently, ABE schemes are not widely used in practice, but researchers are working with commercial organizations to investigate their potential applicability in contexts including healthcare and law enforcement.


Fully homomorphic encryption


Often, the focus of cryptography is to secure data in transit, for example to secure communications between two parties over a channel. Cryptography is also used to secure data at rest, for example encrypting a database that is stored on a cloud server. A third scenario that we might consider is securing data in use: that is, is it possible to compute on encrypted data? This is the setting of homomorphic encryption.

Homomorphic encryption is another example of advanced public-key encryption. It permits an additional functionality called evaluation that allows computation on ciphertexts in a way that corresponds meaningfully to operations on the underlying messages that those ciphertexts encrypt. There are different classes of homomorphic encryption scheme that permit different kinds of evaluation. For example, an additive homomorphic encryption scheme permits addition of ciphertexts in the following way. Suppose we have two ciphertexts in an additive homomorphic encryption scheme that encrypt the values X and Y. Via the evaluation operation, these ciphertexts can be ‘homomorphically added’ (without decryption) to produce a ciphertext that encrypts the value [image: image] .

Many public-key encryption schemes, including RSA, are partially homomorphic, meaning that they support a limited range of such computations. The term fully homomorphic encryption (FHE) refers to an encryption scheme that supports arbitrary computation on ciphertexts. The first FHE scheme, based on lattices, was presented by Craig Gentry in 2009. The problem of discovering a fully homomorphic encryption scheme had been open for 30 years previously.

What is interesting is that the evaluation operation can be computed by any party: it does not require access to the private key, nor to otherwise decrypt the ciphertexts. This means that homomorphic encryption can enable secure outsourced computation in a variety of settings. A popular example is in the setting of genomics. Suppose there is an organization that can use genomic data to predict a person’s risk of developing certain diseases. A potential customer, Alice, may desire to know her risk and be willing to pay the organization to determine it for her. At the same time, Alice may be unwilling to share her genomic or health data with any other party. Using homomorphic encryption, Alice could encrypt her genomic data and ask the organization to evaluate the risk computation homomorphically. The result would be a ciphertext encrypting her risk factor, which would be transmitted back to Alice. As Alice is the owner of the corresponding private key, she can then decrypt the output ciphertext and learn her risk factor. This process is illustrated in Figure 15. This approach means that the organization processing the computation would not learn the input genomic data or the output risk factor. In this way, Alice retains the privacy of this information.



[image: image] 
15. Homomorphic encryption calculation of risk factor from genomic data.





Processing on encrypted data using homomorphic encryption is typically at least millions of times slower than conventional processing on unencrypted data, and so in practice only a relatively small set of functions can be homomorphically evaluated efficiently today. Nevertheless, these functions can still be of commercial interest, and there are a growing number of organizations developing homomorphic encryption implementations and offering the evaluation of specific functions as a service for clients.

In the last chapter, we saw how one application of mathematics in cryptography is in developing and understanding algorithms to solve presumed hard problems on which public-key cryptography is based. Homomorphic encryption presents an example of a further application of mathematics in cryptography. Namely, it is in providing an underlying mathematical structure that can permit advanced functionality. Indeed, homomorphism is a mathematical term that roughly speaking means a structure-preserving way of mapping between sets. Homomorphic encryption can therefore be understood as a map between the set of plaintexts and the set of ciphertexts that maintains the structure of those sets.


Multi-party computation


Secure multi-party computation, or MPC, is another subfield of cryptography that is concerned with computing on private data. In the setting of MPC, there are two or more parties, each with their own input, and they wish to compute a function on all their inputs. The goal is that all parties learn the output of the function (and whatever else could be deduced from that), but no more. In particular, the inputs of each party remain private from the other parties.

This is very often illustrated with the so-called Millionaires’ Problem. Suppose there are two millionaires, Alice and Bob. They both wish to know which of them is the richer, but they do not wish to reveal their wealth to one another. Expressed mathematically, if Alice’s wealth is a and Bob’s wealth is b, then they wish to compute the function ‘is [image: image] ?’ An MPC protocol that evaluates this function would typically involve Alice and Bob exchanging a series of messages with each other, and in between sending the messages, performing some local computations. They might also perform some computation after all the messages have been exchanged. The messages exchanged should not reveal information about Alice’s wealth a to Bob (or any third party who is eavesdropping) and should not reveal information about Bob’s wealth b to Alice (or any third party who is eavesdropping). At the end of the protocol, both Alice and Bob should have been able to compute a result, either ‘yes’ or ‘no’ in this case. If the result is ‘yes’, then Alice and Bob learn that Alice’s wealth is greater than Bob’s. However, from the content of the messages exchanged and the final output, Alice does not learn the exact value of Bob’s wealth, and Bob does not learn the exact value of Alice’s wealth.

There have been several practical deployments of MPC protocols. An early example was reported in 2008, where MPC was used to implement a secure auction for the sale of sugar beets in Denmark. More recently, in 2022, MPC was used by the Museums Moving Forward organization to gather aggregated data about the working culture in US art museums while protecting privacy of individual employees.


Privacy-enhancing technologies


FHE and MPC both allow for computation upon input data that remains private to the data owner. As such, both of these techniques are examples of a wider class of technology called privacy-enhancing technologies (PETs). This is a general term used to describe a technology that can enable useful processing of personal data (perhaps by a party other than the data owner) while minimizing the personal data that individuals have to share with other parties.

An example of useful data processing could be aggregation: for example, an energy company could gather information on how much electricity was being used in a particular town during a particular week. The results could give a snapshot of typical usage that it might be interesting to compare with similar data from another town. Such further analysis might be conducted by a researcher at a different organization. If the combined electricity usage data were shared with a researcher, or if it were published more generally, it would be desirable that any particular household in the town would not be identifiable from this information. For example, if one household’s usage was low for the entire week, it could be indicative that no one has been at home for several days, thus making the property a more attractive target for a burglar.

Differential privacy is another PET that can be useful in the context of computing such aggregate data in a privacy-preserving manner. The guarantee of differential privacy is that the output of computing a particular statistic over data in a dataset [image: image] would be almost the same as if the statistic were computed over a dataset [image: image] that differs from the dataset [image: image] in only one element. For example, removing the datapoint corresponding to one individual’s data from the dataset [image: image] would result in such a database [image: image] . If the resulting statistic is almost the same whether computed over [image: image] or [image: image] , then the statistic cannot reveal much information about the individual whose data point was removed. That is, differential privacy guarantees that the statistic cannot reveal personal information about any particular individual contained in the database [image: image] . An example of the use of differential privacy in practice was to protect the data of individuals when releasing population information gathered in the 2020 US census.


Advanced signature schemes


In the above examples, we have seen various extensions of public-key encryption to provide functionality beyond simply encrypting a message in order that two parties can communicate confidentially. There also exist digital signature schemes that go beyond the basic functionality of one party signing a message so that a second party can verify the message’s authenticity and origin. Examples include group signatures, ring signatures, and blind signatures.

A main purpose of both group signatures and ring signatures is to provide a degree of anonymity to the signer. This could be desirable, for example, in a situation where it is only necessary for the verifier to be assured that the message has come from a particular organization and not from any specific employee within that organization. In a traditional digital signature scheme, each user has a private key used for signing. Anyone with the corresponding public key can verify that the signature has been produced by that user, as they are the only person with that private key. In a group or ring signature scheme, a set of users can sign a message. This means that the verifier knows that someone within that set has signed the message, but not exactly which user within the set. Moreover, given two such signatures, it is also not possible to determine if these were signed by the same user within the set or by two different users. This property is known as ‘unlinkability’. In a group signature scheme, there exists a group manager who can deanonymize the signers in case of a dispute. In contrast, no such entity exists in ring signatures.

While group and ring signatures protect privacy of those signing, blind signatures protect privacy of the messages. Their application is useful in a situation where the author of the message is different from the signer of the message. In a blind signature scheme, the author of the message ‘blinds’ the message (that is to say, suitably disguises it) and then passes the blinded message to the signer. The signer then computes a signature on the blinded message and then passes it back to the message author. The message author ‘unblinds’ the signature and transmits this together with the original message to the verifier, who can verify as in a usual signature scheme. This approach means that the signer does not learn the contents of the message. Blind signatures and ring signatures have been applied in cryptocurrency to provide anonymity of transactions.





Chapter 9


Cryptography in everyday life


Throughout this book we have repeatedly stressed the relevance of cryptography to modern life and have used real-life situations to illustrate some of the important issues. In this final chapter, we draw on some of the cryptographic tools discussed in earlier chapters to showcase the widespread use of cryptography across our everyday lives. We present several different situations where the use of cryptography facilitates the provision of a secure service. In each case we describe the application, discuss the security issues, and show how cryptography is used. This will conclude our discussion, having achieved one of the main goals of this book: to equip the reader with an understanding of the cryptography that underlies widely used practical applications.


Secure online transactions


Digital signatures using public-key cryptography are central to electronic commerce. The security of online transactions depends on the proper management of key pairs used in public-key cryptography and their corresponding certificates, which were discussed in Chapter 6. This is achieved using Certification Authorities (CAs) and Public-Key Infrastructures (PKIs). We give a brief description of PKIs below (a more detailed discussion of PKIs is given in Introduction to Public Key Infrastructures by Buchmann, Karatsiolis, and Wiesmaier).

The establishment of a PKI requires the following processes to take place.



‐ Key pairs for CAs and users must be generated.

‐ Users must request certificates and have their identities and key pairs verified.

‐ Certificates must be produced and checked.

‐ Certificates must be updated and/or revoked (when necessary).



One of the main issues associated with the use of certificates in a PKI is this final process of revocation. For example, a company might issue a certificate to an employee who later leaves. A second example is that of a keyholder who knows that their private key has been compromised. In either case, there is a requirement for the CA to be able to revoke the certificate. Since these certificates are likely to have been widely distributed, it is unlikely to be practical to notify everyone directly. One common solution is for the CA to publish a Certificate Revocation List (CRL). However, this is a significant management overhead and has many associated problems.

A further issue with the use of a PKI relates to liability. Many users are going to rely on certificates issued within a PKI. Suppose that a certificate is erroneous, in the sense that the public-key value listed does not belong to the listed owner. In this case, it may not be clear who is liable: the owner of the certificate, the user of the certificate, or the CA that generated the certificate. Other issues in the use of PKIs relate to cross-certification of different CAs, as discussed in Chapter 6, and how users decide which CA’s certification process they can trust.

Many day-to-day activities, from shopping to banking, that were once always conducted on the high street, can now be conducted online by using PKIs. These activities require sensitive personal information to be transmitted across the internet. This could involve sending one’s credit card details, to pay for the desired goods; or sending one’s home address, to enable delivery of the items. Concerns about the security of these details are often listed as one of the main reasons why some people may still prefer to avoid this form of shopping. Thus, secure web browsing is an essential feature of electronic commerce.

The Transport Layer Security (TLS) protocol is an important protocol that is used to verify the authenticity of websites. It facilitates the use of encryption for sensitive data and helps to ensure the integrity of information exchanged between web browsers and websites. The familiar padlock symbol in a web browser in the address bar indicates that the connection to the website is secured via TLS.

TLS is an example of a client‐server protocol where the web browser is the client and the website is the server. It is the client that initiates secure communication, while the server responds to the client’s request. The most basic function that TLS is used for is the establishment of a channel for sending encrypted data, such as credit card details, from the browser to a chosen website.

Before discussing the protocol, we note that web browsers typically hold some cryptographic algorithms together with the public-key values of several recognized Certification Authorities. We will see that TLS provides an example of the use of a PKI for entity authentication.

In the initial message from the browser to the website, often referred to as the client hello, the browser sends the server a list of the cryptographic algorithms that it can support. From this list, the website identifies the cryptographic algorithms that it can also support. The website then authenticates itself to the browser by sending its public-key certificate which, provided the browser has the appropriate public key, provides the browser with an authentic copy of the website’s public key. This enables the client to initiate the generation of a secure session key for an agreed symmetric algorithm. This key generation is performed either by generating a session key and encrypting it using the website’s public key, thereby giving the browser confidence that only the nominated website can use it, or via a Diffie-Hellman key exchange. After the session key is exchanged, all messages between the browser and website are encrypted under the generated key, establishing the secure communication channel.


Chip card payments


We increasingly use bank cards to make payments instead of using cash. The bank cards contain electronic chips, and the payments use either the card’s contact interface, originally dubbed ‘chip and PIN’, or its contactless interface. There are four main parties to a bank card transaction: the cardholder (customer), the merchant, the merchant’s bank, and the cardholder’s bank. To make a chip card payment, a cardholder presents their card to the merchant’s payment machine or terminal. The first step typically is for the card to authenticate itself to the terminal, which at the time of writing is performed by an RSA signature process. The card signs some data (which includes a random challenge from the terminal) using an RSA private key, typically of length 1024 bits, though issuing banks are increasing this to 1152 bits. The terminal can check this signature using the card’s corresponding RSA public key, authenticated using a public-key certificate and a trusted public key in the terminal, and so authenticate the card. The terminal then transmits a payment authorization request to the merchant’s bank and, after performing checks, the merchant’s bank forwards this authorization request to the cardholder’s bank. The cardholder’s bank verifies a message authentication code (MAC) generated by the card and then decides to approve or reject the authorization request and informs the merchant’s bank, which informs the merchant’s terminal and the cardholder. This whole payment process should happen in a few seconds, and the banks can then settle the payment.

There are variations to this chip card payment process. Sometimes a request is made for the cardholder to enter their PIN (Personal Identification Number) into the terminal to verify that the individual initiating the payment is the genuine cardholder. For contact cards this process may be carried out by the chip on the card, otherwise the PIN is encrypted by the terminal and sent to the cardholder’s bank for verification. Another increasingly popular variation exploits the contactless interface. In this case the plastic bank card is replaced by a digitized card loaded into a customer device such as a mobile phone or a watch, and then the customer device may also support a biometric such as fingerprint or facial recognition to authenticate the cardholder instead of using a PIN.

For purchases made on the internet (termed ‘card not present’), the consumer’s card is not used in the manner described above, but a card verification value printed on the card, or device data, may be used to provide some assurance that the individual making the payment request has possession of the card.

It is intended that the underlying cryptography in chip cards will migrate from RSA to elliptic curve cryptography, a form of cryptography that uses a specific algebraic structure (the elliptic curve) to enable faster cryptographic processing. This will include blinded Diffie-Hellman (an enhanced form of the Diffie-Hellman process) that can provide extra security features.


Mobile phones


Mobile telephony requires the transmission of large amounts of data between a mobile phone and a base station (mobile phone mast). The data at the base station is handled by a network operator, and a typical function a network operator would carry out is connecting to another mobile phone. A mobile phone (by definition) can change base stations frequently and even within the same call or exchange of data. Cryptography is used to ensure that this link between a mobile phone and a base station has the appropriate security. The key underpinning this cryptography is issued by the network operator and stored on the SIM (Subscriber Identity Module) card, a small personalized smart card which can be moved from one mobile phone to another. Cryptography has three major uses in mobile telephony: authentication, encryption, and integrity.

A transaction between a mobile phone and a base station begins with a mutual authentication session. This authentication session involves both the mobile phone and the network operator calculating the value of specific authentication functions of the key stored on the SIM in the mobile phone and some random numbers. If the calculated values agree, then this gives authentication assurance between the mobile phone (or more accurately the SIM) and the network operator.

After a link between a mobile phone and a base station has been established and authenticated, encryption of data transmitted across this link can be performed by a specified stream cipher or by a block cipher operating in a mode that gives a keystream output for use in a stream cipher. An example of the latter is the Advanced Encryption Standard (AES) in Counter (CTR) mode (described in Chapter 5). The keys used for encryption are derived from the key on the SIM, and these encryption keys are changed frequently.


Secure messaging apps


Many of us use instant messaging applications on our mobile devices to keep in touch with family and friends. These apps enable us to send text, image, video, or audio files, and make video or voice calls, over the internet. It is possible to communicate one-on-one, or as part of a group. Some messaging applications make use of cryptography to secure these individual and group conversations.

Typically, the communications between two users Alice and Bob are end-to-end encrypted when using a secure messaging app. This means that only Alice and Bob know the key needed to decrypt messages, while the messaging service only sees that they are sending encrypted data to one another. The keys used by Alice and Bob may be changed very frequently: in some applications, the keys are updated with every message sent.

Secure messaging applications can provide several advanced notions of security. One example of a security property provided in some messaging applications is forward secrecy. Roughly speaking, forward secrecy is the property that even if the current key is compromised by an attacker, the attacker cannot decrypt prior messages. For simplicity, we illustrate the idea with a symmetric cryptography example. Suppose that Alice and Bob have agreed a long-term secret key [image: image] and they derive session keys (that are regularly updated) from this long-term key by repeated application of a hash function. After two updates, the session key will be [image: image] . If the attacker obtains this session key [image: image] , then to decrypt ciphertexts sent in the prior session, the attacker would need to compute [image: image] . This should be hard for the attacker, as a cryptographically secure hash function is hard to invert. In practice, forward secrecy would be achieved by using Diffie-Hellman key exchange to generate keys for each session.

It is easy in the above symmetric forward secrecy example for the attacker to derive future keys once they have obtained any session key, as the hash function is public and easy to compute. Some secure messaging applications achieve a security property called post-compromise security that allows the ‘recovery’ of security in such situations. For example, suppose an attacker briefly has access to Alice’s mobile device, and Alice later recovers her device. While they had access, the attacker may have been able to obtain the current session key, or even Alice’s long-term key. However, post-compromise security ensures that even with this information, the attacker is not able to derive the session keys that are established in the future.

Developing secure messaging remains an active area of research. There are other advanced security or privacy properties that may be desirable in this setting, such as ensuring the anonymity of participants in the communication or enabling users to plausibly deny that they sent messages that appear to originate from them. There are interesting additional challenges that arise for securing group conversations. One approach is to set up pairwise end-to-end encrypted channels for all pairs of members of the group, but this might be impractical in a large group. Members may join or leave the group, which may require keys to be updated or deleted. Members may not all be online at the same time, so the protocol used should be able to support messages arriving out of order. Users may also wish to access their messages on multiple devices at the same time.


Blockchain and cryptocurrencies


The emergence of cryptocurrencies, such as Bitcoin and Ethereum, has led to increased attention on blockchain, the technology that underpins them. In contrast to traditional banking, where only a centralized bank can issue new banknotes and authorize transactions, a blockchain is a distributed ledger, enabling the history of cryptocurrency transactions to be decentralized and publicly verifiable.

The decentralized system of the blockchain requires a large number of nodes of a computer network to store and maintain copies of the blockchain. A transaction is recorded as part of a ‘block’, which is appended to the existing blockchain. Such a block also contains a cryptographic hash value of the proceeding block in the blockchain, so these blocks are ‘chained’ together. If a block were to be modified, then use of a cryptographic hash function to chain the blocks together means that all future blocks would also have to be modified. The use of a cryptographic hash function therefore ensures the integrity of the record of prior transactions.

There is a mechanism for ensuring that false transactions are not recorded as part of the blockchain, such as the spending of a coin that has already been spent. When a new block is added, the nodes interact in a consensus algorithm to agree on the ‘correct’ version of history. For example, it would be evident from the ledger that a coin had already been spent and could not be spent again. An attacker would therefore need to control more than 51 per cent of the nodes maintaining the blockchain in order to force the agreement of a false transaction.


Electronic voting


An interesting application for cryptography is in electronic voting. This could be achieved by voters interacting with a computer rather than paper at physical polling stations, or by voting online over the internet. The latter is sometimes referred to as e-voting or i-voting. Online voting has been used in government or local elections in various countries. A notable example is Estonia, which has a well-established state-organized public-key infrastructure. Citizens have a mandatory identity document in the form of a smart card. Introduced in 2002, this card provides Estonian citizens with authentication and digital signature keys, which enable them to authenticate themselves to various government services. In 2007, Estonia became the first country to offer internet voting in a parliamentary election.

Electronic voting is interesting in a cryptographic sense, because there are many desirable (and sometimes conflicting) security goals that we might want to enforce. For example, it is important that the vote of a particular voter is kept secret, and that each eligible voter can record at most one vote. In physical voting, this might be achieved as follows. A voter arrives at the polling station. An election official verifies that the voter is eligible, records the voter, and hands them one ballot paper. The voter casts their vote in the privacy of a booth and then places the ballot paper folded in a ballot box. In electronic voting, the confidentiality of a vote could be ensured by encrypting the vote.

If the encryption is done using an additive homomorphic encryption scheme, then the tallying can also be done on encrypted votes. This can be illustrated by the following simplified example. Suppose there are two candidates Alice and Bob, who are standing for election to one position, and five voters. Each voter generates a pair of ciphertexts, the first corresponding to Alice, and the second to Bob. If a voter wished to vote for Alice, they would encrypt the value ‘1’ in the first ciphertext, and the value ‘0’ in the second ciphertext. On the other hand, if a voter wished to vote for Bob, they would encrypt the value ‘0’ in the first ciphertext, and the value ‘1’ in the second ciphertext. Suppose the votes were encryptions of the pairs: [image: image] . Using homomorphic addition on the first ciphertexts in each pair, and on the second ciphertexts in each pair, we would obtain encryptions of the pair [image: image] . These ciphertexts could then be decrypted to reveal the results of the election: two votes for candidate Alice and three votes for candidate Bob. At the same time, publishing this result does not reveal the preference of any individual voter, as the individual votes remained encrypted throughout the tallying process.

There are other more subtle issues. For example, if an encrypted vote is then transmitted over the internet, rather than being placed directly into the electronic equivalent of a ballot box, how can the voter be assured that their vote is correctly processed? Indeed, it may be desirable that the outcome of the tallying is verifiable by any voter. The simplified approach described above does not support this. As another example, in physical voting the voter is alone in the booth and when returning their ballot paper to the ballot box. This process is designed to prevent someone else forcing the voter to cast their vote a certain way. Ensuring that such coercion cannot take place in an online setting is also important. Indeed, the setting of electronic voting is particularly complex as there are several potential adversaries: any of the voters or election officials might be malicious and seek to disrupt the voting process or outcome of the election. Designing suitable cryptographic solutions for electronic voting problems remains an active area of research and may become more widely adopted as technology develops, and is potentially an enhancement to democracy.






Appendix


 Mathematical background

In this appendix we introduce some additional mathematics that gives further context to some of the cryptography described in the book. This material is not necessary to understand the main text, but we hope that this information is useful for the interested reader.


Binary numbers


When writing a positive integer (commonly known as a whole number) in decimal we use a column for units, a column for tens, a column for hundreds, a column for thousands, and so on. The digits are the integers 0 to 9, so for example 3,049 is 3 thousands, 0 hundreds, 4 tens, and 9 units. For decimal numbers we are working with base 10 and the columns represent the powers of 10, so [image: image] is used for a column for units, [image: image] a column for tens, [image: image] a column for hundreds, [image: image] a column for thousands, and so on.

In binary numbers we work with base 2. The basic digits are 0 and 1 and we have a column for units, a column for twos, a column for fours (remember [image: image] ), a column for eights ([image: image] ), and so on. This now means that every binary sequence can be regarded as a number. For example, 1101 in binary is 1 eight, 1 four, 0 twos, and 1 one, so the binary sequence 1101 represents [image: image] in decimal. As another example, consider 11100011. This time we have 8 columns. The powers of 2 are [image: image] and so the binary sequence 11100011 represents the number [image: image] when expressed in decimal.

Clearly any positive integer can be written in binary form and there are many ways of determining this form. We illustrate one method with a couple of examples. Suppose we wish to find the binary representation of 53. The powers of 2 are 1[image: image] and so on. However, we can stop at 32 because the next power of 2 is 64, which is bigger than 53. We write 53 in terms of this highest power 32 as [image: image] , obtaining a remainder of 21. We now simply repeat this method for the remainder of 21, using 16 as the highest power of 2 less than 21 to give [image: image] with remainder 5. Repeating the method with remainder 5 gives [image: image] . Combining these sums together allows us to express 53 as the sum of certain powers of2 as

[image: image] 

If we consider all powers of 2 that are less than 53, we now note that

[image: image] 

and so 53 is [image: image] when represented in binary. For a second example consider 86. This time the highest power of 2 we need is 64. Repeating the earlier reasoning, we see that [image: image] . Thus 86 is 1010110 in binary.

The term bit is a contraction of binary digit. When we refer to an n-bit number, we mean that its binary form requires n bits. Thus, in the above examples, 53, which is 110101 in binary digits, is a 6-bit number, and 86, which is 1010110 in binary digits, is a 7-bit number. In general, [image: image] gives some idea of the number of bits needed to express an integer with d decimal digits in binary, and a binary sequence of length n can be regarded as representing an integer from 0 to [image: image] .


Operations on sequences of bits


Modern ciphers do not involve letter substitutions. Instead, they tend to use an encoding scheme to convert the message into a sequence of bits. This bit sequence representing the plaintext is then encrypted to give the ciphertext as a bit sequence. A commonly used encoding scheme is ASCII (American Standard Code for Information Interchange).

Since cryptographic algorithms operate on sequences of bits, we need to be familiar with a commonly used method of combining two bits called Exclusive OR and often written as XOR or ⊕. It is identical to addition mod 2 and is defined as follows:

[image: image] 

This operation can be represented as the following table.

[image: image] 

This simple operation gives us a way of combining two sequences of bits of the same length. We apply the XOR operation to the pairs of bits in identical positions. So, for example, suppose that we wish to evaluate 10011⊕11001. The left-hand bit of 10011 is 1 and the left-hand bit of 11001 is also 1. Thus, since the left-hand bit of 10011⊕11001 is obtained by XORing the left-hand bits of the two individual sequences of bits, we note that the left-hand bit of 10011⊕11001 is 1⊕1 which is 0. The second bit is 0⊕1 which is 1, the third bit is 0⊕0 which is 0, the fourth bit is 1⊕0 which is 1, and the final bit is 1⊕1 which is 0, to give [image: image]




Another way of writing the same calculation is shown in Figure 16.



[image: image] 
16. The XOR of two sequences of bits.






Modular arithmetic


Modular arithmetic is only concerned with integers. If N is a positive integer, then arithmetic mod N uses only the integers [image: image] , that is the integers from 0 to [image: image] .

For some values of N, arithmetic mod N is commonly used by most people, although they may not be familiar with the mathematical terminology. For instance, when we use a 12-hour clock we use addition mod 12. If it is now 2 o’clock then everyone ‘knows’ that the time in 3 hours is 5 o’clock, as it will also be in 15 hours. This is because [image: image] and the clock time repeats every 12 hours. Other natural examples are [image: image] (for the days of the week) and [image: image] (for odd and even).

If two numbers have the same remainder on division by N, we regard them as being equal [image: image] . For example, suppose [image: image] . For example, since [image: image] and [image: image] , so have the same remainder 2 when divided by 7, we regard 9 and 23 as being equal mod 7. If x and y are equal mod N then we write [image: image] , so in the above example we can write [image: image] . Note that every integer must be equal mod N to one of the values [image: image] .

As an illustration of the use of modular arithmetic, suppose that the first day of a month is on a Tuesday. Then clearly the 2nd will be a Wednesday, the 3rd a Thursday, and so on. We know that the pattern of days repeats every seven days, so the 8th day is also a Tuesday. What about the 29th? Now we note that [image: image] which, using the notation above, says [image: image] . Thus the 29th is exactly four weeks after the 1st and falls on a Tuesday. A similar argument shows that, since [image: image] , so [image: image] the 19th will be a Saturday.

Once we have introduced the concept of working [image: image] , then the arithmetic processes written [image: image] are straightforward. For example, if [image: image] then [image: image] since [image: image] . We can also write equations mod N. So, for example, solving [image: image] mod 8 means finding a value x such that the product of 3 with x is equal to 5 mod 8. The solution to this equation is [image: image] . It is beyond the scope of this appendix to provide methods to solve this type of equation. However, it is easy to verify that [image: image] satisfies [image: image] mod 8 because [image: image] . When talking about modular arithmetic it is important to remember that we are only ‘allowed’ to use integers. If we are asked to solve an equation like [image: image] mod 8, then any answer must be an integer between 0 and 7.

Modular arithmetic is used in additive ciphers, such as the Caesar Cipher. The Caesar Cipher can be expressed mathematically by assigning numbers to the letters of the alphabet (A to 0, B to 1, and so on), and then encrypting by using addition mod 26.

Modular arithmetic is also fundamental to modern cryptography. For example, the widely used public-key scheme RSA uses modular exponentiation as its basic mathematical process. Exponentiation of an integer x by an integer power a simply means computing [image: image] For example if [image: image] and [image: image] , then the exponentiation of [image: image] by [image: image] is

[image: image] 

Modular exponentiation means calculating an exponentiation [image: image] , and then calculating the remainder on division by a third positive integer N. If [image: image] in the above example with [image: image] and [image: image] , then as [image: image] calculating the modular exponentiation [image: image] gives

[image: image] 
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For readers who wish to see cryptography in a wider setting, we recommend Security Engineering by Anderson. We also note that Cryptography and Applied Cryptography are identified as knowledge areas within the Cyber Security Body of Knowledge project that aims to underpin education and training in the UK cyber security sector.
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Information


A Very Short Introduction

Luciano Floridi

Luciano Floridi, a philosopher of information, cuts across many subjects, from a brief look at the mathematical roots of information - its definition and measurement in ‘bits’- to its role in genetics (we are information), and its social meaning and value. He ends by considering the ethics of information, including issues of ownership, privacy, and accessibility; copyright and open source. For those unfamiliar with its precise meaning and wide applicability as a philosophical concept, ‘information’ may seem a bland or mundane topic. Those who have studied some science or philosophy or sociology will already be aware of its centrality and richness. But for all readers, whether from the humanities or sciences, Floridi gives a fascinating and inspirational introduction to this most fundamental of ideas.

‘Splendidly pellucid.’

Steven Poole, The Guardian
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Memory


A Very Short Introduction

Michael J. Benton

Why do we remember events from our childhood as if they happened yesterday, but not what we did last week? Why does our memory seem to work well sometimes and not others? What happens when it goes wrong? Can memory be improved or manipulated, by psychological techniques or even ‘brain implants’? How does memory grow and change as we age? And what of so-called ‘recovered’ memories? This book brings together the latest research in neuroscience and psychology, and weaves in case-studies, anecdotes, and even literature and philosophy, to address these and many other important questions about the science of memory - how it works, and why we can’t live without it.
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Development


A Very Short Introduction

Ian Goldin

What do we mean by development? How can citizens, governments, and the international community foster development?

The process by which nations escape poverty and achieve economic and social progress has been the subject of extensive examination for hundreds of years. The notion of development itself has evolved from an original preoccupation with incomes and economic growth to a much broader understanding of development.

In this Very Short Introduction Ian Goldin considers the contributions that education, health, gender, equity, and other dimensions of human well-being make to development, and discusses why it is also necessary to include the role of institutions and the rule of law as well as sustainability and environmental concerns.
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Logic


A Very Short Introduction

Graham Priest

Logic is often perceived as an esoteric subject, having little to do with the rest of philosophy, and even less to do with real life. In this lively and accessible introduction, Graham Priest shows how wrong this conception is. He explores the philosophical roots of the subject, explaining how modern formal logic deals with issues ranging from the existence of God and the reality of time to paradoxes of self-reference, change, and probability. Along the way, the book explains the basic ideas of formal loic in simple, non-technical terms, as well as the philosophical pressures to which these have responded. This is a book for anyone who has ever been puzzled by a piece of reasoning.

‘a delightful and engaging introduction to the basic concepts of logic. Whilst not shirking the problems, Priest always manages to keep his discussion accessible and instructive.’

Adrian Moore, St Hugh’s College, Oxford

‘an excellent way to whet the appetite for logic.…Even if you read no other book on modern logic but this one, you will come away with a deeper and broader grasp of the raison d’être for logic.’

Chris Mortensen, University of Adelaide
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Banking


A Very Short Introduction

John Goddard and John O. S. Wilson

Banks are of central importance for economic growth, the allocation of capital and financial stability. Following the stimulus of the global financial crisis, we have recently seen a fundamental reappraisal of the scale, scope, governance, performance, safety and sounfness of banks and other financial institutions.

In this Very Short Introduction John Goddard and John O.S. Wilson explore the world of banking, describing the role of central banks in national and global economies. Looking to the future, the authors consider proposals for reform of the banking industry, and the prospects of a resolution of the banking industry, and the prospects of a resolution of the closely-related banking and sovereign debt crises.
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Behavioural Economics


A Very Short Introduction

Michelle Baddeley

Traditionally economists have based their economic predictions on the assumption that humans are super-rational creatures, using the information we are given efficiently and generally making selfish decisions that work well for us as individuals. Economists also assume that we’re doing the very best we can possibly do—not only for today, but over our whole lifetimes too. Increasingly, however, the study of behavioural economics is revealing that our lives are not that simple. Instead, out decisions are complicated by our own psychology. Each of us makes mistakes every day. We don’t always know what’s best for us and, even if we do, we might not have the self-control to deliver on our best intentions. We struggle to stay on diets, to get enough exercise, and to manage our money.

This Very Short Introduction explores the reasons why we make irrational decisions; how we decide quickly; why we make mistake in risky situations; our tendency to procrastinate; and how we are affected by social influences, personality, mood, and emotions. As Michelle Baddeley explains, the implications of understanding the rationale for our own financial behaviour are huge. She concludes by looking forward, to see what the future of behavioural economics holds for us.
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Economics


A Very Short Introduction

Partha Dasgupta

Economics has the capacity to offer us deep insights into some of the most formidable problems of life, and offer solutions to them too. Combining a global approach with examples from everyday life, Partha Dasgupta describes the lives of two children who live very different lives in different parts of the world: in the Mid-West USA and in Ethiopia. He compares the obstacles facing them, and the processes that shape their lives, their families, and their futures. He shows how economics uncovers these processes, finds explanations for them, and how it forms policies and solutions.

‘An excellent introduction . . . presents mathematical and statistical findings in straightforward prose.’

Financial Times
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Innovation


A Very Short Introduction
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