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		This is a book that everyone even remotely connected with marketing and customer service should read, regardless of whether you’re a budding conversation designer or not.

		 

		—Kane Simms, CEO and Co-Founder, VUX World

		 

		This is a must-read for anyone looking to get started or dive deeper into conversational design. It was thought-provoking and inspirational! I loved how this book addressed a critical need for discussion around diversity, bias, and accessibility.

		 

		—Noelle Silver, Founder, AI Leadership Institute

		 

		Thoroughly researched and peppered with valuable inputs from industry experts, the authors tackle conversation design topics from the basics of prompt-writing to the intricacies of designing for accessibility. I can give no greater praise than this: I learned a lot, and enjoyed every minute of this book!

		 

		—Lisa Falkson, Senior VUI Designer, Amazon

		 

		Conversations with Things is a solid, practical introduction to the nuts and bolts of designing for bots.

		 

		—Kim Goodwin, author of Designing for the Digital Age

		 

		As conversational interfaces continue to become a part of our daily lives, more and more of the UX community are faced with the challenge of designing conversations. Thankfully, they now have this book to help them run a successful design process. With this book, the UX community finally has a comprehensive but easy-to-read guide to navigate the nuanced and sometimes messy process of conversation design.

		 

		—Mark C. Webster, Director of Voice and Audio Products, Adobe

		 

		Deibel and Evanhoe lay out best practices for conversation design using practical, actionable examples, and do it in such a way that it’s a delight to read.

		 

		—Cathy Pearl, author of Designing Voice User Interfaces

		 

		Conversations with Things is a wonderful resource for designers working with voice. Throughout the book, Diana and Rebecca lay out a good foundation for designers to create inclusive and accessible conversations.

		 

		—Regine Gilbert, author of Inclusive Design for a Digital World, designer and educator
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		DIANA

		 

		To Q—now you tell the story

		 

		REBECCA

		 

		To everyone who contributed labor and insight to this book

		

	
		 

		HOW TO USE THIS BOOK

		 

		Who Should Read This Book?

		 

		Everyone who helps create conversational interfaces should read this. Whether you design them, build them, or just think about them, this book shows how to design with humans in mind for better usability, adoption, and impact.

		 

		For conversation designers, new and established: This book is our love letter to you. We are confident that you will see your own ideas reflected here, learn new perspectives and techniques, and—best of all—disagree with us and forge your own perspective.

		 

		For anyone in a design role (UX, UI, visual, interaction, product, experience, service, and industrial): This book is for you, too. Many of you are peeking over the fence to see what’s going on with conversational tech, and you’ll be happy to see good design processes and ethical practices that you’re familiar with.

		 

		For anyone else on a conversational product team—developers, PMs, data scientists, strategists, and business stakeholders—this book is meant to help anyone who picks it up understand why conversation design is a little bit strange and a lot different from screen design.

		 

		We could go on. If you’re curious about conversation design, join in, all you linguists, poets, fiction and screenwriters, content strategists, UX writers, information architects, AI ethicists, and so on. We wrote this book so that anyone could flip it open, have their minds expanded, and enjoy the ride.

		 

		What’s in This Book?

		 

		This book has a lot in it: anecdotes, frameworks, pithy tweets, documentation examples, tips for dealing with real constraints, research, quotes, and quippy asides. But every bit of it is designed to give you concrete, actionable information to take into your work. This field is still somehow new-feeling, continuously reinventing itself, shifting and growing, and this book serves as a record of where things stand today. You’ll find many different perspectives and future extrapolations, and even some head-to-head debates from us. The idea is to give you fodder to form your own opinions while leaving a breadcrumb path to vetted methods of approaching AI conversations.

		 

		What Comes with This Book?

		 

		This book’s companion website (  rosenfeldmedia.com/books/conversations-with-things/) contains a blog and additional content. The book’s diagrams and other illustrations are available under a Creative Commons license (when possible) for you to download and include in your own presentations. You can find these on Flickr at www.flickr.com/photos/rosenfeldmedia/sets/.

		

	
		 

		FREQUENTLY ASKED QUESTIONS

		 

		What do you mean by “conversations with things”?

		 

		This book is about designing for conversational interfaces—any technology that people talk to, whether they’re speaking out loud to it or typing. Think of things like voice assistants and chatbots, or any interface where conversation is the primary input or output.

		 

		We call these interactions between people and talking technology conversations with things to emphasize that while they mimic person-to-person exchanges, these computerized conversational partners aren’t people. There’s a rundown of these technologies (and a whole bunch of useful definitions) in Chapter 1, “Why Conversation Design?”

		 

		Does my conversational product need a personality?

		 

		A great question, and one that’s hotly debated. Short answer: Yes. People will perceive a personality no matter what, so you want to be intentional in how you design it. We say that the primary job of a personality is to serve the user and the goals of the interaction. But other considerations, like gender and race, carry a lot of weight. You can see our framework for designing a personality in Chapter 3, “Crafting Trustworthy Personalities.”

		 

		How do I document my designs for a conversational interface?

		 

		Whoo boy. This a conversation we’ve had with a lot of people and teams. Our overarching viewpoint is to work with your team to figure out that documentation sweet spot: enough, but not too much. To be more concrete, we advocate for flow diagrams as an essential conversation design tool (but any form of documentation has its pros and cons.) Read all about it in Chapter 6, “Documenting Conversational Pathways.”

		 

		I have a lot of questions, but just a little time. What do I need to read?

		 

		There are a couple paths you can take. If you need a crash course in design, it’s worthwhile to ground yourself with linguistics in Chapter 2, “Talking Like a Person,” and then focus on conversation design pillars in Chapters 3 through 6. Those chapters will give you the basics you need to get something together. If you’re trying to establish process on your teams, you may want to skip straight to the last three chapters—Chapters 9 through 11. And if you’re more experienced, try Chapters 5, 7, and 8.

		 

		What’s your stance on ethics and privilege?

		 

		First, to acknowledge our own privileges and biases, we are white-presenting, cisgendered people who have not personally experienced things like long-term disability or being unhoused. We both had access to a college education, and we entered conversation design when it was relatively easy to get entry-level opportunities.

		 

		After a combined 20 years in the tech industry, we’ve seen firsthand how people (end users and employees both) can be marginalized, erased, and harmed. We aren’t experts on inclusion or social justice, and many others are, but to us, it’s an essential part of the work that should never be left out. We are committed to creating an inclusive, equitable, anti-racist field where all are not just included but valued. To that end, this book weaves in ways to bake ethical thinking into your processes, and concludes with a chapter on what inclusive design looks like in conversation design, Chapter 11, “Designing Inclusive Conversations.”
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		FOREWORD

		 

		Early in my career as a UX designer I worked with the inventors of Siri, helping them bring their new smart assistant to life: Viv (later renamed Bixby after being acquired by Samsung). I was drawn to working with the brilliant founding team and the potential of voice to deliver a seamless user experience. The technology was impressive, but I worried about how AI could be used for harm, either accidentally or intentionally. I did as much good as I could on that project before the four-hour roundtrip commute got the better of me and I left. I did some conversation design in my next role at Pandora, linking the music service to Google Home and Alexa, plus a host of other research and design projects there and then later at Slack. Eventually, I uncovered my greater calling: human-to-human interaction. I spend my time now helping humans learn how to do a better job of connecting with each other instead of their devices.

		 

		When I picked up Conversations with Things, I was reminded of my past journey into this realm, and I was skeptical. I remembered how many thorny ethical issues abound in this subset of tech, and how sticky and problematic this type of work can get. This book surpassed all my expectations.

		 

		Conversations with Things makes it clear that we cannot create effective digital conversation design unless we understand how to engage in effective and inclusive dialogue as humans. Deibel and Evanhoe make this lesson evident throughout the book, with example scripts of conversation between people, and conversation between people and devices. They paint a roadmap for how to make voice interfaces the accessible and helpful technologies that their inventors hope they will be. If the inventors and designers—likely you, the person reading this book—are successful, you’ll create a pleasant, useful, and inclusive voice interface that also leaves out the bias, racism, sexism, classism, ableism and homophobia that plagues our human-to-human world. Evanhoe and Deibel help the reader plan for things to go right and demonstrate the critical necessity of asking “what could go wrong?”

		 

		This book provides a comprehensive overview of the intricate considerations that must be taken into account by any designer or product owner in charge of creating a conversational interface—from cultural and dialectical variances to accommodation of tone, pace, accent, vocabulary and pronunciation, to personality frameworks, error handling, and abuse prevention. I was also pleased to see the authors call out how dreadfully easy it is to build bias into products like these when their designers lack a full understanding of, and commitment to, intersectionality and diversity in the teams that are creating and testing it. Deibel and Evanhoe have created a marvelously useful, incredibly conversational (and funny!) book that brings to life the same tenets it teaches.

		 

		Anyone who’s hoping to succeed as a digital conversation designer should read this book from cover to cover. Bonus: It will help you communicate better with humans, too.

		 

		—Kat Vellos, UX designer, speaker, and author of We Should Get Together: The Secret to Cultivating Better Friendships

		

	
		 

		INTRODUCTION

		 

		People have been talking to each other for hundreds of thousands of years. Isn’t it time they found some new conversation partners?

		 

		Enter conversational interfaces—technology that you talk with, whether you’re speaking out loud to it or chatting by typing. While this technology has been a long time in the making, it’s been newly visible since Watson, Siri, and Alexa first said “hello, world” in the 2010s.

		 

		The media, the tech industry, and especially investors are abuzz about the promise of conversations with these devices. But the technology is a long way from reaching its full potential, in part because people don’t know how to design for interactions where language is the primary way of exchanging information. A lot is being left out. And the only way for the field to advance past its current state is to start to get things right.

		 

		We wrote this book for that very reason. Designing for these conversational interfaces—a growing field called conversation design— is a form of user experience (UX) design with a focus on language-centered interactions. Combined, we have over twenty years’ experience as conversation designers, so we’ve had plenty of time to reflect on these aspects:

		 

		• What differentiates a mediocre conversation from a great one?

		 

		• What is our industry screwing up?

		 

		• What parts of conversation design are hard for people to understand?

		 

		• What have we learned on our own that we wish someone had taught us?

		 

		This book is for anyone who is curious about conversation design, with a focus on people who want to learn how to do it. We want to teach you how to think like a conversation designer and give you actionable information—frameworks, steps, and ways to document and collaborate.

		 

		 

		 

		Guideposts Along the Way

		 

		 

		This book is about designing conversations—both with technology and with the people around you. It represents an ongoing dialogue across this emerging field, too. It has a few notable features to support those themes.

		 

		• Sample Scripts: From here on out, each chapter starts with a “sample script”—a short, fictionalized scene where two characters have a conversation. These set the stage for each chapter, and—bonus!—they model how sample scripting works.

		 

		• Terms Defined: This field has its own lingo, and people across the industry use different terms for the same thing. We studied how people use them, and took a stance on which terms we prefer. When you see these notes throughout the book, think of them as a vocabulary lesson with an occasional smattering of history folded in for extra flavor.

		 

		• Conversation Starters: Reading this book is a solo activity, but conversation design requires deep collaboration and lots of team discussion. (Silos don’t work here, folks!) To help you build a culture of cooperation, we give you lists of questions to ask of your team—things to learn, decisions to hash out, etc.

		 

		• Conversations with Stakeholders: There are some common disconnects between people in the design trenches and other people in the business. In these sections, we call out those pain points and give our opinion on the matter.

		 

		• Tweets: Here are points of view from people in the design community that we found important and particularly well-put, foraged from out in the wild (i.e., on Twitter, a social media platform).

		 

		 

		First, we start with a foundation-setting chapter in linguistics— a crash course on how humans talk to each other and how technology tries to imitate that. (Linguistics is a huge field; this is a romp through the concepts that we find especially useful for conversation designers to understand.)

		 

		
			Chapters 3 through 6 teach you conversation design essentials: personality, prompts, intents, and flows. These are the pillars that hold up a conversational interface: the sum of these parts combine to influence the user’s experience. Chapters 7 and 8 explore where it gets complicated: considering context, multimodality, and more. Once you know all of the techniques of the trade, we walk you through process and collaboration in Chapters 9 and 10.
		

		 

		Throughout this book, we call attention to ethical considerations— where this technology can cause harm, and how you as a designer can reduce this risk. Chapter 11 gives you a stable of specific techniques for designing inclusively.

		 

		This book will help you understand people and conversation. It’ll help you be a good design practitioner, and show you how to use design as a tool of respect and inclusion. And it will give you a process for keeping human experience at the center of your designs. That’s the only way you’ll get a truly conversational experience on human terms.

		 

		POINT-COUNTERPOINT

		 

		How did you learn about conversation design?

		 

		 

		DIANA: I accidentally stumbled into this, getting hired by a health tech company to script patient education videos and soon after, patient outreach phone calls. (Turns out my playwriting degree was worth something after all!) Which is to say: Everything I learned was trial by fire, making it up (and screwing it up) as I went.

		 

		 

		 

		REBECCA: Same story here! Writing background (fiction for me), started working for a health education start-up, got swept up in the job because I liked it so much, made just about every mistake in the book.

		 

		 

		 

		DIANA: Experience is a great, if painful, teacher. I wanted to know everything so I read the few books available, went to conferences, asked questions of everyone I could get hold of—having a community to exchange ideas with accelerated what I was learning.

		 

		 

		 

		REBECCA: I didn’t meet another conversation designer until I was like, four years in. I truly felt like I was on a deserted island. Once I met people I could discuss stuff with, that’s when I started to understand the nature of UX and the deeper intricacies of design.

		 

		 

		 

		DIANA: And of course, to write this book, we devoured everything we could get our hands on, and interviewed tons of other people who work on these interfaces— not just designers, but PMs, developers, and more.

		 

		 

		 

		REBECCA: Doing that really cemented something we already knew: it’s a still-emerging field, and people who work in it have really diverse perspectives.

		 

		 

		 

		DIANA: Even us! As much as Rebecca and I get along—

		 

		 

		 

		REBECCA: We really, really do—

		 

		 

		 

		DIANA: As we wrote, we realized that we just disagreed on some things. There’s value in that, so we decided to put healthy debate on display. After all, discussion is how we did a lot of learning.

		 

		 

		 

		REBECCA: In this book, these point-counterpoint sections are where we call out those differences of opinion, throw shade at each other (lovingly), and publicly air our grievances. Hope you enjoy these!

		 

		 

		

		 

		WHAT WE AGREE ON: We’ve been lucky enough to learn through the generosity of others’ shared knowledge and time, in addition to our lived experiences and failures. We’re tired of conversation design being held as magic and mystical to those “outside” the field and want to include everyone in the same conversation. As the saying goes, the same tide lifts all boats. Let’s rise together.

		 

		

		

	
		 

		CHAPTER 1
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		Why Conversation Design?

		 

		
			Conversation Designers to the Rescue
		

		 

		
			The Last Word
		

		 

		

		 

		Rebecca: Hey, folks. Does anyone out there know how to make voice experiences more accessible?

		 

		Diana: Yes, I heard a great talk about that a month ago. This is something I’m trying to learn more about, too. I’d be happy to share my notes—want me to send them to you?

		 

		Rebecca: I’d love to see your notes! Thanks for being so helpful.

		 

		

		 

		This conversation, held over a community Slack channel in 2018, is the origin of our friendship and this book. At the time, we were both about six years into careers in the tech industry. We finally felt like we knew what we were doing—enough to start noticing where the technology was short-changing people, and enough to start getting opinionated about the conversational interfaces we worked on.

		 

		TERMS DEFINED CONVERSATIONAL INTERFACES

		 

		When you talk to technology and it answers back—whether it’s speaking or typing—that’s a conversational interface. A voice assistant like Siri? Conversational interface. A fridge that says you’re low on milk when you ask? That’s one, too. An interactive virtual reality game where you can talk with characters to advance the game? Yep. It’s a broad term that encompasses nonhuman things that do their best to listen, speak, and chat similarly to the way humans do.

		 

		Since we met, conversational technology has only gotten even more ubiquitous: chatbots waving hi from the corners of websites and apps, smart speakers hanging out on countertops, people walking around talking to their watches and glasses. But we still see that the industry’s approach tends to be technology-centered, rather than human-centered— strange, considering conversational interfaces are supposed to be modeled after human communication. To us, this disconnect is a huge reason why these technologies aren’t living up to the hype.

		 

		But we remain fascinated with this work, and optimistic about its potential. Because you’ve picked up this book, it seems like you’re interested in conversational interfaces, too. Keep reading, and you’ll learn everything you need to get started, including how to be a critical, ethical, inclusive thinker.

		 

		Let’s begin with a look at what makes conversational interfaces unusual—remarkable, even. First of all, conversational interfaces include lots of kinds of technology; there’s a ton of variety. (Figure 1.1 gives a snapshot of devices that fall under this umbrella.)
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		FIGURE 1.1

		Pick a conversation partner.

		 

		Conversational interactions are different from, say, typing a question into Google; a search engine uses words, too, but it’s not a conversational exchange. Here are some hallmarks of true conversational interfaces:

		 

		• Language (words) is the primary input and output.

		 

		• The nature of the interaction is a back-and-forth conversation.

		 

		• The person’s input is similar to how they’d say it to another person.

		 

		• The system’s output is meant to mimic natural language— to answer on human terms.

		 

		Conversational interfaces are powerful because people are language super-users. People learn language intuitively and use it all day, every day, in both speaking and reading. That’s why these interfaces can be so effective: when people experience their technology talking to them, they click right into this easy mode. It’s a deeply innate way to navigate interactions.

		 

		 

		 

		Coming to Terms

		 

		 

		Conversation design is interdisciplinary, so its practitioners use a lot of jargon coming from different fields—and this jargon isn’t standardized. We’re word nerds, so for this book, we scrutinized what terms people used and where those terms came from.

		 

		This book uses the term conversational interface broadly, to refer to talking technology, including both spoken and typed interactions. For aural interactions, we use these terms:

		 

		• Voice user interface, or VUI (pronounced voo-ey, rhymes with chewy): A general category of interactions that use out loud speech as an input or output.

		 

		• Voice assistants: A VUI system that’s meant to help you with daily life at home, work, in the car, or everywhere. (These are your Alexas, your Siris, or Googles.)

		 

		• Interactive voice response, or IVR: Older, computer-automated phone systems where users listen to pre-recorded or synthetic voices, and respond by pressing numbers or saying simple voice commands.

		 

		• Text to speech (TTS): Technology that takes text (letters, words, numbers, sentences) and a synthetic voice speaks the text aloud.

		 

		For text-based interactions (which necessarily involve a screen), we use these terms:

		 

		• Chatbot: An interactive system where the conversation is typed (instead of spoken). Some chatbots use clickable buttons, too.

		 

		• Multimodal: Systems that use more than one sensory input or output. (For example, a combination of voice and visuals.)

		 

		Speaking of bots in general, that little syllable has been used since the 1960s to denote “a type of robot or automated device,” according to the Oxford English Dictionary, thank you very much. We use the shorthand “bot,” or even “thing,” to refer to conversational interfaces or devices.

		 

		What about this sloppy meatball: artificial intelligence? We blame the media, corporate talking heads, and the public imagination for this one devolving into near meaninglessness. We’ll take a stab at a definition that works for this book:

		 

		• Artificial intelligence: Algorithmic systems that try to “think,” speak, or behave like people can.

		 

		Sometimes this book uses conversational AIs to refer to more advanced systems that get closer to mimicking human intelligence.

		 

		Finally, the most important word we need to address: user.

		 

		If you’re in design, you’re probably acclimated to an odd convention: refer to the people who are interacting with the technology—the app, the website, the printer, the smart fridge—as users. It’s right there in the name: it’s the U in UX. There’s been well-founded pushback on the term in recent years. Criticism coming from grassroots UXers, as well as tech bigheads like Jack Dorsey, calls it out as dehumanizing, creating abstraction instead of highlighting the humanity in people the field is trying to center.

		 

		These are valid criticisms. This book employs user because in certain places, the term people felt too general, and we wanted to specifically connote someone using the technology being discussed. When the industry clicks on a better term, we’ll be all in.

		 

		 

		They have other key uses, too:

		 

		• Convenient multitasking: Walking through your front door with two bags of groceries, you say “Alexa, I’m home,” and voilà, your lights turn on and your playlist starts. In the kitchen, hands covered in cookie dough, you can holler “Hey Google, set a timer for twelve minutes.” You’re driving, and you say “Hey Siri, text Chloé that I’m five minutes late” without taking your eyes off the road or your hands off the wheel.

		 

		• Information “spearfishing”: Navigating apps and websites can involve searching, scanning, clicking, and scrolling. A well-designed bot can cut through the muck and deliver concise bits of information: “What’s my credit card balance?” “When was Bea Arthur born?” When a user nabs the info they want in one quick jab, it’s more frictionless than any web search.

		 

		• Hands-free public spaces: When the 2020 pandemic started, people’s aversion to touching an ATM or vending machine skyrocketed. Voice interactions can create a less germy future where people can speak with interfaces, rather than tapping sticky screens or pushing grubby crosswalk buttons.

		 

		• Judgment-free help: Research shows that in some situations, people feel more comfortable spilling the beans when they know they’re talking to a “fake” person—a virtual therapist, for example. Shame can be a powerful silencer. During conversations where people often feel judged, with topics on drug use or talking about debt, a neutral speaking partner can ease the stress.

		 

		• Accessibility: For people in the Deaf community, or hard-of-hearing folks, a chatbot can be a much smoother way to get customer support, for example. And using voice makes so many things easier—order take-out, call friends, check the news—for people who are blind, sight-impaired, or have limited mobility for any reason.

		 

		• Infinite patience: Voice assistants don’t mind being woken up at 3 a.m. Chatbots don’t mind if you wait twenty minutes before responding to them. You can ask a bot the same question over and over—it won’t mind.

		 

		Conversational interfaces can accomplish things that screens alone can’t. When they’re designed well, they tap into human instincts and emotions, and they feel personal and familiar like no other form of technology. And building a conversational product is a hard, interdisciplinary puzzle—who wouldn’t want to solve a puzzle like that?

		

	
		 

		Conversation Designers to the Rescue

		 

		Conversation design falls under the umbrella of user experience (UX) design, so it’s both human-centered and data-driven—just with a tight focus on talking. Conversation designers are the practitioners of this craft, and they aim to help people and bots have good conversations, starting with what people need and how they use language to express those needs. They think in terms of scripts and flows and user journeys. (Figure 1.2 shows a literal sketch of a conversation design brainstorm. Beware!)

		 

		In simple terms, conversation designers usually do these things:

		 

		• Research to understand how people talk and what their needs are.

		 

		• Design personalities for bots.

		 

		• Write responses that the bot will say.

		 

		• Study different ways that users ask for things or express the same idea.

		 

		• Craft diagrams, charts, or sketches of how conversations flow.

		 

		• Create prototypes to test how people react to different personalities, voices, and scenarios.

		 

		• Advocate for accessibility and inclusive design.

		 

		• Collaborate with the people around them.
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		FIGURE 1.2

		A page from a conversation designer’s notebook.

		 

		Conversation design has interdisciplinary roots. Its techniques stem from research on how people ingest, comprehend, and produce language—which means conversation designers often come from diverse backgrounds like linguistics, sociology, psychology, neurology, and more. (And yes, it can take inspiration from the arts, like screenwriting, acting, poetry, and improvisation.)

		 

		If you’re trying to find a conversation designer for your team, or wondering how you fit into the conversation design landscape, know that people with a wide and diverse set of backgrounds have this job. Greg Bennett, linguist and conversation designer, says that including these diverse perspectives are a strength, especially for language-driven products, “Because your lens on the world is going to be slightly different than mine, and your lens on how to use language will be slightly different, which reveals something that I can’t see. That’s the best part about it.”

		 

		No matter where conversation designers come from, it’s a crucial role, because conversational interfaces are a strange, ever-surprising form of technology. To get them right requires expertise, and without it, a lot of voice and chat interactions end up pretty unhelpful and frustrating. See Figure 1.3 for a sampling of tweets explaining what can happen when conversation design is left out.
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		FIGURE 1.3

		When Rebecca tweeted “What can go wrong when voice or chat projects don’t have a dedicated conversation designer?” these three folks nailed it: Brooke Hawkins, conversation designer; Lauren Golembiewski, CEO and co-founder of Voxable; and Roger Kibbe, voice and conversational AI technologist.

		 

		Conversation design isn’t easy. First, its users are still learning to trust conversational tech. They worry that voice assistants are “always listening.” They’ve been burned before by an obtuse chatbot. They’re traumatized from years of bad computerized phone systems. So designers face an uphill battle trying to build user trust.

		 

		Combine that with the fact that people really, really notice when bots can’t hold up their end of the conversation. Most people are such natural language machines that any anomalies are obvious and jarring: that’s why a crappy, stilted conversation feels so wrong. Everyone is a harsh critic, with the highest of expectations for the interface.

		 

		 

		 

		Content Warning

		 

		 

		Throughout this book, you’ll encounter an unfortunate truth: Because these technologies imitate people (and are created by people), they can be biased and harmful just as people can.

		 

		A common theme in technological bias is racism. Ruha Benjamin, author of Race After Technology, sums up this potential for any technology: “So can robots—and by extension, other technologies—be racist? Of course they can. Robots, designed in a world drenched in racism, will find it nearly impossible to stay dry.”¹

		 

		Conversational AIs have a complicated relationship with femininity, too. They are often criticized for “sexist overtones, demising of women in traditional feminized roles, and inability to assertively rebuke sexual advances,” as authors Yolande Strengers and Jenny Kennedy wrote in their book The Smart Wife.² This book gives several examples of where racial and gender bias rear their heads.

		 

		But these aren’t the only forms of oppression a bot can put out there: they are just the ones with the most research thus far. Conversation designers need to understand intersectionality: “the complex, cumulative way in which the effects of multiple forms of discrimination (such as racism, sexism, and classism) combine, overlap, or intersect especially in the experiences of marginalized individuals or groups,” according to Merriam-Webster. Lots of factors impact how people experience oppression and privilege, like sexual orientation and identity, disability, age, body size, and more.

		 

		This book calls attention to bias throughout. It’s a complicated topic, but understanding where it surfaces and how it impacts people is integral to human-centered design.

		 

		 

		From a business perspective, companies often misunderstand, underestimate, or simply ignore the need for conversation design. These are commonly held viewpoints that may lead to trouble:

		 

		• Underestimating the complexity and role of language: “The bot’s essentially an FAQ page.”

		 

		• Treating the project as a purely technological endeavor: “All we need are developers.”

		 

		• Approaching production as if the project were screen-based: “We’ve got a UX team already.”

		 

		• Miscalculating the benchmark for MVP (minimum viable product): “Let’s get something out fast to test and learn.”

		 

		These viewpoints have repercussions. Rebecca did her fair share of “chatbot doctoring”—being brought in as a consultant to save an ailing bot. More often than not, when she took a look under the hood, the whole bot had to be discarded, from soup to nuts, because of those assumptions.

		 

		That said, it’s totally normal that users and businesses are still getting their sea legs with conversational interfaces—the technology is still hitting its stride. And, by their very nature, conversations are hard to design because language is complex. That’s exactly what this book will teach you, starting with the differences between human and mechanical conversations in the next chapter.

		

	
		 

		The Last Word

		 

		Of course, conversation design is unique. Think about it: You’re creating a product that’s modeled after the human mind and its ability to interpret and respond to language. That’s a daunting task.

		 

		With good design and process, amazing conversational experiences are possible. Your chatbot or voice experience can be great right out of the gate. You could launch the world’s most elegant talking dishwasher, or make a virtual debate coach. Your talking car could teach a million teens to drive! Your mental health bot could improve lives.

		 

		This is why being a conversation designer is fascinating: you get to think big about the complexity of language, the wildness of human behavior, and the inner workings of technology. It’s weird and it’s fun and it’s hard. Never forget, though, that the ultimate goal of a conversational interface is for it to be good—that is to say, easy to talk to, on human terms.

		

	
		 

		CHAPTER 2

		 

		
			[image: Images]
		

		 

		Talking Like a Person

		 

		
			Human Speech Chain
		

		 

		
			Mechanical Speech Chain
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			Accommodation
		

		 

		
			Culture and Language
		

		 

		
			Culture and Politeness
		

		 

		
			Languages Evolve
		

		 

		
			The Last Word
		

		 

		

		 

		Client: We spent six months on this chatbot, and it’s not conversational.

		 

		Conversation Designer: OK, I can help. Can you tell me more about what you mean by “conversational?”

		 

		Client: I dunno. It’s just not how a person would say it. It’s all robotic. It doesn’t feel human.

		 

		Conversation Designer: Well, does anyone on the team understand how people talk, and what makes something feel “conversational?”

		 

		Client: Oh, uh . . . no.

		 

		

		 

		Conversational interfaces are meant to mirror human conversation; they literally imitate how people talk. And yet many conversational product teams don’t include a member who knows what’s really happening when people converse.

		 

		It happens all the time. Companies view conversational interfaces as a technology-first problem, and they unleash a group of developers at the problem. “Go ahead and code the basic structure, and we’ll have someone creative make it sound better later.” When a conversation designer is brought on at the eleventh hour, as in the above scenario, it’s basically a hail-Mary pass. This approach fails because it overcompartmentalizes conversation, treating it like a gumball machine: You put in a quarter (the user’s request), and a gumball pops out (the bot’s response).

		 

		But that’s not the nature of conversation. Psycholinguist Herbert H. Clark described how speakers coordinate in real time, so the resulting conversation is co-created: “Think of two people waltzing, paddling a canoe, playing a piano duet, or making love,” he wrote in his 1996 book Using Language. Conversation is a cascade of behaviors and cues unfolding as two speakers respond to each other.

		 

		Language and human behavior are incredibly nuanced. The stress of a syllable or a half-second pause can completely change the meaning of a sentence—and therefore, someone’s reaction. On a grander scale, languages change over time and across regions; they’re neither standardized nor fixed.

		 

		When a team’s thinking focuses on components, patterns, and scalability, they eradicate the nuances that are baked into conversation at its very core. It makes perfect sense that a tech-first approach yields a mechanical conversation.

		 

		To avoid your own conversational product hellscape, what you need is a language-led mindset. No matter what your role is—designer, developer, product manager—you need to “get” communication. That doesn’t mean you need a linguistics degree (we don’t have them!), but it does mean you can take advantage of what linguistics, sociology, and other fields have already researched. This chapter covers the key concepts that felt essential to our work as conversation designers—the stuff that deepened our understanding of how people talk and helped us do our jobs better.

		 

		Let’s start with the mechanics.

		 

		TERMS DEFINED LANGUAGE AND SPEECH

		 

		You likely know and use these words, but they aren’t the same thing, although they’re related. Language refers to the use of words to express ideas, and the patterns and conventions that people apply to those words. Speech is the spoken component of a language—basically, how to use vocal sounds to express words out loud.

		 

		The distinction here is that people express language through many means, and speech is only one of them. These are other ways of using language:

		 

		• Organized hand gestures, as with sign languages

		 

		• Tactile reading and writing, as with Braille

		 

		• Writing or typing

		 

		• Using speech-generating devices that take written input and speak it on behalf of the person

		 

		People take in their conversation partners’ words through a variety of means: for example, hearing, reading written or typed text, and lip-reading. All of these are valid and powerful means of communication.

		

	
		 

		Human Speech Chain

		 

		Chances are, your ability to talk with others is somewhat instinctive, which means it’s easy to overlook how much work your brain does when it communicates. But if you trace the mechanics of how the brain processes incoming sound and deciphers meaning from it, there’s a lot happening.

		 

		To understand what’s at play, a useful concept is the “speech chain,” which is the subject of a 1960s linguistics book by the same name, authored by Peter B. Denes. The speech chain traces the path of information going from one brain to another via language, physics, and whatever sensory organs we have access to: for people who have sight, visual cues like gestures and facial expressions factor in. People who have hearing derive meaning from variations in sounds: tone, pitch, emphasis, speed, and more. And some signals may come from smell or touch.

		 

		Human brains synthesize and interpret these multiple streams of data as conversations unfold. This nonverbal data, called extra-linguistic factors, combines to create context and “adds as much meaning as the words themselves,” said Susan Hura, linguist and conversation designer. This information helps people interpret what the speaker meant, and it influences how they will respond—whether it’s answering a question, giving an opinion, or taking their turn to offer up their own story. See Figure 2.1 to see a representation of the speech chain.
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		FIGURE 2.1

		An illustration of how meaning gets from Brain A to Brain B.

		 

		Let’s walk through it.

		 

		1. Thought: First, a brain has a thought, which leads to an intention to speak. The brain figures out the language (words) that will convey the thought. (Note that language isn’t thought itself— it’s a translation or representation of thought.)

		 

		2. Speech: To put the words out into the world, the brain tells the lungs, vocal chords, and mouth to move in certain ways that produce the sounds that make up the words. The result of those actions produces a sound wave that travels through the air.

		 

		3. Hearing: The listener’s ears sense the sound wave, which sends signals to the brain.

		 

		4. Seeing: The listener’s eyes may capture additional information (facial expression, mouth movement, even environmental cues).

		 

		5. Thought: The listener’s brain synthesizes what it heard and saw in order to create meaning. At the end of this, if the listener responds, the pendulum swings back the other way; the listener becomes the speaker.

		 

		When people communicate with a visual language like sign language, it’s nearly the same pattern: the speaker’s thought gets expressed through gestures, and the listener’s eye receives that data. And when people communicate through typing or texting, they’re exchanging language visually, too.

		 

		What the speech chain shows is the complexity involved in parsing meaning from sound, integrating physical cues, and ultimately interpreting the intention of the speaker. Notice how many disciplines are involved in understanding this chain: neuroscience, some philosophy of mind and language, anatomy and physiology, straight-up physics, and some linguistics, psychology, sociology, and human behavior to round it all out.

		

	
		 

		Mechanical Speech Chain

		 

		When you’ve finished marveling at the human mind, here’s the next thing to marvel at: designing conversational interfaces is asking machines to join in the speech chain. So they’re given the same task as humans of deriving some level of meaning from a string of sounds (or letters). Figure 2.2 shows an example where the speaker is a human and the listener is the nonhuman; there’s a lot the machine is trying to imitate.
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		FIGURE 2.2

		How a synthetic speech partner participates.

		 

		The human speaker and their sound wave remain the same. But what happens after that—the interpretation of the sound wave and analyzing the language—looks pretty different.

		 

		1. ASR (automatic speech recognition): The system’s hardware captures the sound wave and tries to discern what sounds it contains, and what words might be implied by the sounds.

		 

		2. Visual data: Hypothetically, if a system has a camera or motion detector, it could apply visual data to inform context. (Companies are making big promises to bring in visual data in the next few years, but these technologies are rudimentary, and prone to error and bias.)

		 

		3. NLU (natural language understanding): Once the system has identified the speaker’s words, it uses (NLU) algorithms to determine the meaning of what the person said.

		 

		4. Intent matching: After the person’s words have been deciphered from the sound wave, the system tries to figure out if it can accommodate the user’s request—in other words, if the system has a response to their intended meaning.

		 

		5. TTS (text to speech): To wrap the speech chain back around, once the system has a response identified, it sends a string of words to the device to be read out loud.

		 

		Of course, if the system is text-based, the sound wave and ASR steps are replaced with typing, but the NLU step remains the same.

		 

		The main thing to call out here: the mechanical speech chain isn’t one technology, rather, it’s a whole stack. So when something goes wrong, there are several potential sources of that failure. Sometimes these errors are in the ASR layer, which means it didn’t “hear” you right; the system’s interpretation of your sound wave isn’t correct. See Figure 2.3 for a hilarious example of a system misunderstanding “Alexa, set a reminder to feed the baby.”
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		FIGURE 2.3

		Alexa didn’t quite get this one right.

		 

		Other times, the system captured what you said perfectly, meaning captured each word as you meant it, but the response may seem off or irrelevant to you. Those kinds of errors might be happening in the NLU layer, where the system took your request and found what it thought was the right meaning, but got it wrong.

		 

		It can be frustrating for people when they aren’t understood by these supposedly sophisticated systems—especially with something simple, like misunderstanding your “yeah” as “nah.” As Susan Hura said, “How could it be so stupid not to know the difference? Yes versus no is the simplest semantic distinction in the world! But in terms of acoustics, distinguishing between ‘yeah,’ ‘uh-huh,’ and ‘yep’ versus ‘nah,’ ‘nope,’ and ‘huh-uh’ can be super-challenging. When a yes or no is unclear to humans, they use context and extra-linguistic factors like intonation to tell the difference. Even the best technology isn’t doing that now.” Figure 2.4 shows just how nuanced “yes” and “no” can be, and why it might be a little bit tricky for machines to pick up the subtleties.
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		FIGURE 2.4

		Midwesterners be like . . .

		 

		The set of technologies that make up the mechanical speech chain are rapidly advancing. That’s why conversation design has taken off in a big way. But as of where things stand today, the human brain’s ability to sense, interpret, and respond with language still reigns supreme. In the next section, you’ll learn about other conversational behaviors that humans have—and to what extent machines can match up (or not).

		

	
		 

		Turn-Taking

		 

		Conversation is inherently collaborative. It requires more than one person: you can talk to yourself all day long, and you’ll be using language, but it sure ain’t a conversation.

		 

		The clearest way for people to cooperate in a conversation is by taking turns when they talk. The phenomenon is well-studied, starting in the 1970s, when the field of conversation analysis emerged from sociology. Conversation analysts studied patterns and conventions between people: for example, how long they tended to talk during their turn, how they gave cues in order to work through turn-taking, and how often people talked over one another.

		 

		TERMS DEFINED ADJACENCY PAIR

		 

		A useful term from conversation analysis is adjacency pair, which refers to each speaker taking one turn to speak (i.e., Speaker A says something and then Speaker B responds). The basic unit of planning a conversation is an adjacency pair.

		 

		Turn-taking is so finely tuned that most people begin speaking within a few tenths of a second after their speaking partner finishes—literally the time it takes to blink an eye. People are able to maneuver through a conversation so easily because they give each other cues. For example, when someone is wrapping up a thought, they might raise the pitch of their voice to indicate a question or slightly lower it to indicate finality. When they’re truly done, they might close their mouth and look at the other person. They might even point, use a hand gesture, or nod expectantly to give the signal that “it’s your turn.”

		 

		Turns can even overlap; for example, someone might start talking slightly before the other speaker is done, as their sentence or phrase comes to a conclusion. This behavior isn’t always construed as a negative interruption; rather, it’s a form of cooperation where the listener affirms they are engaged. (In some languages and cultural contexts, overlap is very common.)

		 

		People overlap often and subtly. “Hang on,” “one sec,” “wait, what?” all can indicate a quick little clarification or repeat. Stopping someone mid-sentence to ask them to repeat what they said, or give additional detail, doesn’t derail conversation. For example, it’s not rude to interrupt when someone is listing off options and you hear the one you want.

		 

		And sometimes, repair is the right thing to do: “Sorry to interrupt, but your hair’s on fire.” For person-to-person conversation, interruption is usually part of the regular menu of communication techniques, and it’s easy to recover from.

		 

		How much overlap a person is accustomed to is cultural (see the “Culture and Language” section later in this chapter). To wit: Deborah Tannen’s research on conversational styles described the “machine gun” question, where a listener peppers the conversation with a series of quick, overlapping questions to engage with their conversational partner while they do most of the telling. In certain regions, like New York City, this is considered cooperative, not interruptive. This conversational style is in contrast with people who are accustomed to more separate turn-taking (like in Rebecca’s birthplace, Kansas).

		 

		Linguist and conversation designer Mary Constance Parks described the complexity well: “Conversations are co-created. They unfold. They are messy. They are complex. They are structured, but not in a one-person-at-a-time talking kind of way.”

		 

		When you talk to a voice assistant or customer service chatbot, you also take turns. But can talking technology keep up? (Spoiler alert: To date, humans are the turn-taking champions.)

		 

		Cues

		 

		What’s notable about conversations with things is that some of the turn-taking cues are absent. With chatbots, you don’t get the benefit of tone, facial expression, or gesture to assist in turn-taking. That said, it’s still pretty easy to tell when it’s your turn. Often, you’ll see a visual indicator that it’s “typing,” which helps the user understand that the bot is still taking its turn. Figure 2.5 shows how the Amika Haircare Chatbot uses three animated “dots” while the chatbot is responding, a convention taken from text messaging. Typically, once the chatbot responds, you have all the time you want to take your turn.
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		FIGURE 2.5

		In the lower-left corner, three dots wiggle to indicate the chatbot is formulating a response.

		 

		Voice assistants typically give two types of signs that they’re listening: some kind of visual cue and a quick little sound cue. With assistants based in smart speakers, there’s usually a light somewhere on the speaker device. Some of the more niche robots have rudimentary faces that can “make eye contact” or give basic reactions. Take, for example, Vector, a tractor-bodied robot that takes voice commands and has somewhat expressive eyes. See Figure 2.6 for these examples. Although these light-based cues are subtle, they go a long way in showing the user that the device is participating.
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		FIGURE 2.6

		Left: Vector’s glowing green eyes. Charming? Or maybe he’s trying to hypnotize you? Right: Alexa’s “blue ring” adds visual data showing when she’s listening, “thinking,” and talking.

		 

		Timing

		 

		With most voice assistants today, turn-taking can feel a little stilted: the time between turns is too long (longer than an eye blink, anyway), and that tends to feel subtly dissonant or “off.”

		 

		That gap happens because, in order for a voicebot to know when it’s their turn to talk, they rely on silence detection, which means that the device needs to capture a certain interval of silence to make sure that the speaker has indeed finished speaking (instead of just pausing between words). Once the silence goes on long enough, it indicates to the bot, “OK, the person’s done talking.” Only then is the user’s request sent off for processing, and the algorithm begins to parse meaning and fire off a response. The result is that with a device it takes a beat longer than a human brain is used to.

		 

		Companies are trying to develop new processes and technologies to close the gap, but in the meantime, it’s important to recognize that this gap happens.

		 

		Overlap and Interruption

		 

		No surprise here, but the concepts of overlap and interruption function differently (or, really, poorly) between humans and things. Cooperative overlap isn’t possible, and regular ol’ interruption can be kind of clunky, too.

		 

		Chatbots are inherently “your turn, then mine, then yours again,” so there’s really no opportunity for interruption. The bot fires its lines, and you get as much time as you want to respond. But how about when someone wants to interrupt a voice interface? With older IVR systems, the bot kept talking until it was done with its line, which meant that the listener was at its mercy. No matter how long that synthetic voice droned on, the user had to wait their turn.

		 

		But most modern systems allow interruption (often called barge-in), which means that they can detect when the speaker is talking, even if the bot is in mid-sentence. A system that allows barge-in might take an extra second to realize the user is talking, so the interaction might feel a little jerky, but people are still pretty grateful to be allowed to interrupt.

		 

		And it’s worth calling out a difference in expectations for interruptions: interestingly, people want to be able to interrupt a virtual conversation partner, but they don’t want it to interrupt them. For example, if a voice assistant runs on a little long, you might yell “Alexa, STOP!” But there’s no way that Alexa would ever say that to you, because you’d pull the plug on your device.

		 

		The most common way a voice assistant might interrupt is if it asks you a question, and you give a lengthy answer. Most assistants have a “maximum” amount of time they’ll listen, somewhere in the neighborhood of 8 seconds, after which they will cut you off. Same goes for silence. If you’re quiet for too long, an assistant will come at you with a reprompt.

		 

		It’s worth saying that most people seem to adapt to the different pace of turn-taking with voice assistants. People might attempt to interrupt or overlap, notice that the system can’t keep up, and accept that response times are slower with these voice assistants.

		 

		 

		 

		CONVERSATION STARTERS

		 

		 

		Mechanical “Listening”

		 

		As a designer, there might not be much you can do about trying to speed up turn-taking; it’s often a matter of hardware and system architecture, so it’s usually out of your hands. Your main task is to understand what the limitations are around turn-taking, and how to help the user through the slog.

		 

		• Does the system allow barge-in? If the user can’t barge in, you’ll need to be extra mindful of prompt length. If it’s unavoidable, you may need to write prompts to explain that. There are times you might want barge-in turned off, though; for example, if there are legal reasons the user needs to hear the entire prompt.

		 

		• Does the system reprompt the speaker, and if so, after what interval of time? How many times will the system reprompt when faced with silence?

		 

		• How long will the system “listen” before it shuts off? (In other words, how long can a speaker talk?) To be frank, there’s not much you can do about this one; it’s just nice to know.

		 

		• What turn-taking cues does the system offer? Assess the sounds, lights, or other visual indicators that might help the user know the system is listening. Anything to set expectations on turn-taking or overlap helps ensure that your conversation won’t be abandoned or criticized as harshly.

		 

		• What kind of delays between turns are typical? From a design standpoint, you can buy users’ patience by letting them know at the outset that things are being processed. “I may be a little slow on the uptake, bear with me,” or “This step usually takes about 30 seconds” goes a long way toward setting expectations.

		

	
		 

		Repair

		 

		There’s something striking about human conversation that happens all the time and goes practically unnoticed: if a conversation is about to go off the rails, humans “repair” the conversation together as they go. Linguist N. J. Enfield’s 2017 book, How We Talk, described how some form of repair occurs an average of every 84 seconds when two humans talk. You probably wouldn’t have guessed that it happens this often.

		 

		That said, surprise, surprise: there’s a whole pile of things that can go wrong. A listener could fail to hear the speaker—perhaps they were talking too softly, or too fast, or there was a flare of background noise. In response to that, the listener would interrupt and say “huh?” “Sorry, can you say that again?” or, “I missed the last part of that.” Or even “slow down!”

		 

		Even if the listener heard the speaker perfectly well, they might not comprehend what the speaker meant because something about the words was unclear or incorrect.

		 

		When this happens, people simply ask the speaker to confirm what they believe they heard: “Sorry, did you say rutabaga?”

		 

		Sometimes, the listener could hear the speaker and the words were clear, but the listener didn’t have enough information to answer, so they asked for more information.

		 

		In repair, speakers might not use complete sentences to indicate they need repair. A simple “huh?” could be enough to spark a repeat. Humans instinctively use brief and efficient indicators that repair is needed.

		 

		Because people fix things seamlessly and instinctively, they expect your system to do it, too. But chatbots are notoriously bad at repair, repeating “I’m sorry, I didn’t catch that” ad infinitum. Figure 2.7 shows a ham-fisted attempt at repair that results in the dreaded loop.
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		FIGURE 2.7

		A classic infinite loop from Google Assistant: this repeated, unchanging error message feels supremely robotic.

		 

		Nuanced repair is difficult to design and program. But infinite loops like the one in Figure 2.7 happen because teams focus on the happy path and assume that errors won’t come up very often. In fact, repair is not a so-called “edge case”; it’s part of the normal fabric of conversation, and should be given its due. In general, you should simply assume that the happy path is a myth. Your team should allot time to plan what happens when a user goes off track and how to get them back to where they want to be. There’s more information on repair pathways in Chapter 6, “Documenting Conversational Pathways,” and here are a few things to make sure that you do:

		 

		• Watch for the different ways people indicate repair. These might be subtle. When you’re testing a product with users or reviewing transcripts, look out for “wait,” “hang on,” “what?” “say that again?” “did you say . . .?” or just general frustration (“arggggh!”).

		 

		• Set some patterns for repeat errors. To avoid the infinite loop, work with developers to set a limit for the number of times a user can hit the same error. Sometimes it’s better to call it quits after three or four failures: “I’m having trouble processing. I’m sorry about that. Try back in a few minutes.”

		 

		• Give specific details during repair. Saying “I’m sorry, I didn’t catch that” isn’t very actionable. If the system can give any kind of coaching, that’s a huge help. “I’m listening for a five-digit ZIP code.” Or “You can say things like ‘buy moisturizer’ or ‘browse nail polishes.’”

		

	
		 

		Accommodation

		 

		When two people talk, they perform a chain reaction of adjustments in response to each other and the situation. Physically speaking, partners tend to take on the same posture, facial expressions, and gestures. Neurolinguists call this phenomenon mirroring (or limbic synchrony, if you’re going to get fancy about it). Exhibit A: How many times have you walked into a room and seen people in conversation in the exact same pose?

		 

		Mirroring is easy to observe when it’s physical, but humans mirror each other’s speech, too. To put it simply, “Language is shaped by who we are talking with,” said Mary Constance Parks. These adjustments in speech style are called accommodation. And there’s a whole laundry list of things that people adjust: pronunciation, vocabulary, pacing, volume, even accent. (Ever notice how when you’re around family you grew up with, your accent reverts to theirs?)

		 

		When people adjust to speak more like each other, they’re instinctively trying to reduce the differences between themselves (called convergence), and this usually happens when they like or respect someone (or think they’re hot).

		 

		But, of course, it’s not that simple! Sometimes, people subconsciously emphasize differences (called divergence). Often, people converge in some ways and diverge in others—and it all depends on identity, goals, and social factors like power dynamics.

		 

		People accommodate when they talk with virtual things, too. The conversational interface’s personality, tone, manner of speaking, and even power position have a big impact on how people feel about the interaction and how they respond. They might use different sentence or phrase lengths, different words, or express entirely different ideas altogether. (Unfortunately, where the technology sits today, the reverse isn’t true; bots aren’t advanced enough to accommodate when they talk to people.)

		 

		The idea of accommodation is often overlooked in conversation design. People ignore the fact that how a bot’s personality and prompts present themselves has a deep impact on how people respond back. A bubbly, chatty bot subtly sets expectations that users can be bubbly and chatty back, for example. Or a robotic, terse bot leads people to sense that they can only give terse inputs.

		 

		To see what this looks like in action, check out these examples.

		 

		Case 1: When you change how your prompts are worded, it impacts the resulting utterances.

		 

		Bot A: What can I help with?

		 

		User A: I need help changing my password.

		 

		* * *

		 

		Bot B: Ask me a question!

		 

		User B: How do I change my password?

		 

		* * *

		 

		Bot C: In a few words, tell me why you’re calling.

		 

		User C: Password reset.

		 

		In all of these cases, the Bots present a pretty open-ended way to kick off the interaction. But in each case, the user accommodates, picking up on the cues from the prompt and responding accordingly.

		 

		Case 2: When you change the system’s personality, it impacts the user’s responses.

		 

		Bot A: Welcome. I’m Health Bot. I can assist with monitoring your blood glucose. I see from your glucose meter that your blood sugars were below average the past 24 hours. Why do you think this might be?

		 

		User: Oh, um . . . higher activity level.

		 

		Bot A: OK. Next, please estimate your water intake volume over the past 8 hours?

		 

		User: Maybe . . . 3 glasses? Um, 24 ounces?

		 

		* * *

		 

		Bot B: Hi, Rebecca. I’m Dottie, a chatbot companion and health coach. Together, we can keep an eye on your blood sugar levels so that you can live your healthiest life. I see from your monitor that your blood sugar was lower than usual. What might have changed in the last 24 hours or so?

		 

		User: Oh, yesterday I got a lot of exercise. I did some gardening, and then I walked a few miles with my son. He’s trying to lose some weight, so he’s keeping me company on my walks.

		 

		Bot B: That sounds nice! Next, I’m curious about how hydrated you are. About how much water did you drink yesterday?

		 

		User: Oh, let’s see . . . I probably had about 3 glasses of water yesterday. I wasn’t too thirsty, even with all that walking!

		 

		Bot A is more robotic and formal, while Bot B is more nurturing and positive. We see the user accommodating to each bot’s presentation. Bot A elicits shorter, more “keyword search”-style responses from the user; Bot B elicits longer, more personal responses. But it’s not just a difference in how long the user’s responses are; they actually give more detailed information to Bot B.

		 

		So when you’re designing a bot’s personality and prompts, you’ll need to set aside specific testing time to see how those design decisions impact what and how people respond back to the bot. There are even mirroring shortcuts you can assume will happen. For example, if you ask the question “Have you been to the zoo?” make sure to include the utterance “Yes, I have” to account for the mirroring that some users will instinctually do.

		

	
		 

		Culture and Language

		 

		Another reason that conversational interfaces are challenging to design for is that language and culture are tightly intertwined. Your culture is shaped by dozens of things—what countries you’ve lived in, what religion you are, and your family structure and traditions. It comes from the communities you take part in. As Deborah Tannen wrote in her 1985 paper “Crosscultural Communication,” “’Crosscultural’ encompasses more than just speakers of different languages or from different countries; it includes speakers from the same country of different class, region, age, and even gender.”

		 

		Different cultures have different dialects. To use American English as an example, lots of Americans don’t notice how many different dialects of English are spoken in the U.S. Sometimes these are specific to geographical region, but not always. Perhaps the most visible dialect is so-called Standard American English (SAE), which is the version of English taught in most schools and spoken on most mainstream news channels. Within the U.S., there are many other dialects: Appalachian English, Southern American English, New Orleans English, and African American English, which is spoken mostly by Black Americans and has lots of regional variation. All dialects are valid, and have their own unique words (lexical variation), pronunciations, and grammar structures, including differences in verb tenses.

		 

		A fun example of regional culture influencing vocabulary comes from The New York Times’ 2013 study, “How Y’all, Youse and You Guys Talk.” It revealed how differently Americans express the same things, including how they refer to groups, and how those differences are specific to geographic locations—to the point that the online quiz predicts where you grew up. You’ve probably encountered the classic differences in word choices for soft drinks: pop versus soda versus Coke. See Figure 2.8 for idiomatic terms to describe “rain while the sun still shines.”

		 

		NOTE ENGLISH-CENTRIC

		 

		This book is pretty much centered around American English. Rebecca speaks only American English, and while Diana speaks four languages, American English was one of her first. Because we are nonlinguists, we felt most qualified to speak from that perspective. This field is full of polyglots from all around the world who are better qualified to describe and use examples from their languages and cultures.

		 

		
			[image: Images]
		

		 

		FIGURE 2.8

		An unusual list of equivalent phrases, depending on which regions you’ve lived in.

		 

		In conversation design, when a chatbot or voice assistant doesn’t understand specific groups of people, that’s bias. Bots aren’t great at recognizing voices, pronunciations, vocabularies, or grammar rules for dialects outside of Standard American English—a trend that makes conversational technology especially frustrating for thousands of people. And bots are less accurate in recognizing what women, Black people, and people with nonstandard speech characteristics are saying.

		 

		These patterns are well-studied; a 2020 study by researchers at the University of Michigan,¹ showed that all the big tech companies’ ASR systems were worse at transcribing Black voices and speech patterns than white’s voices. Just one finding in the study showed that for white people, the systems screwed up the words about 19 percent of the time, while for Black people, the systems’ transcribed words were inaccurate 35 percent of the time.

		 

		Just as there’s evidence for racial bias in conversational interfaces, there’s a lot of evidence for gender bias, too. For example, research by linguist Rachael Tatman² studied automatically generated YouTube captions and found an imbalance in how well they transcribed men and women: accuracy was 13 percent better for men, and her study indicated that it was likely due to gender imbalanced training data.

		 

		Tatman said that it boiled down to this: “A system designed around men’s voices just won’t work as well for women’s.”³

		 

		Devices also perform worse for people when they have a condition or disorder that impacts how they produce speech. To name a few: a lisp or stutter, strokes, traumatic brain injuries, facial paralysis, cerebral palsy, Parkinson’s disease, and Down syndrome can all impact how people pronounce words, and these groups report not being able to use devices as effectively as people without these conditions.

		 

		Your ultimate goal is to make sure that the experience works well for everyone, so the system should account for the variation in how users will talk to the bot. You’ll also want to reflect appropriate culture and language in the bot’s responses.

		 

		Easier said than done. This is just a quick dive into these issues, but let’s start here: humility is the first step. Know that your culture, dialect, and vocabulary won’t represent all users, and understand that there’s a lot you can’t possibly know. It’s essential for you to study how users talk or type and let this be your guide.

		 

		To truly understand the language and culture of the groups you’re designing for, you’ll need great user research and inclusive approaches (see Chapter 11, “Designing Inclusive Conversations,” for more information).

		

	
		 

		Culture and Politeness

		 

		Your culture influences not just how you talk, but also what you talk about and your ideas around the expected social contract—your sense of “what’s okay” and “what’s not okay,” which is why people from different cultures might offend each other. In Senongo Akpem’s book Cross-Cultural Design, he wrote that “Cultural misunderstandings can lead to discomfort, embarrassment, and offense, hurting users and ruining brands.”

		 

		 

		 

		Code-Switching

		 

		 

		Sometimes, people are forced to accommodate their language to their devices in ways that are oppressive. Multiple studies show that voice assistants are worse at recognizing Black voices and dialects. The result is that Black people sometimes have to “code-switch” to get the devices to accurately interpret what they say. Code-switching is how linguists describe people shifting from one language or dialect to another, in response to social context.

		 

		For example, Louis Byrd, founder of Goodwim Design, is a designer himself who wrote a LinkedIn article about his experience owning a voice-enabled smart fridge. He realized that it wouldn’t recognize him or his wife unless they code-switched; as he described it, the fridge did a bad job of recognizing what he was saying. But when he tried out his “white man voice,” the fridge answered with accuracy. Lots of Black Americans notice this phenomenon. Byrd writes that at the core of this problem is “a lack of inclusion, cultural competency, and empathetic development.”

		 

		Product designer and scholar of African-American Studies, AmberNechole Hart, points out the harm of having to code-switch with assistants; it’s not just a matter of inconvenience, but a way of invalidating or erasing a person’s language and cultural identity. And because the devices live in people’s homes, it’s a very intimate form of oppression. She said, “You’re forcing people inside their own homes to shift their selves to be able to interact with something. It’s perpetuating those nonphysical aspects of the racism (and sexism, ableism, classism, homophobia) that people experience. You’re making people take that into their homes.” In order for Black people to use the technology, they have to change their native voices or be left out.

		 

		To Hart, this is the deeper social implication of voice assistants: by not responding well to Black voices and by sounding white, the technology reinforces that it wasn’t built with Black people in mind.

		 

		 

		Culture informs our sense of politeness—things that you do to be nice, to help things along, or to avoid conflict. Linguists and sociologists describe politeness and its motivations in various ways:

		 

		• It’s a “conversational contract,” where conversational partners come to the table with an expected “set of rights and obligations” (Bruce Fraser and William Nolen).

		 

		• It’s a way of maintaining “social equilibrium” (Geoffrey Leech).

		 

		• People use it to keep conflict and confrontation at a minimum (Robin Lakoff).

		 

		• It’s a strategy for “saving face” and protecting self-esteem (Penelope Brown and Stephen C. Levinson).

		 

		• It’s a series of verbal strategies for keeping social interaction friction-free” (Onuigbo G. Nwoye).

		 

		No matter how you think about it, politeness is powerful, and being rude has consequences. Chances are, even if you can’t define it, you know how to do it. For example, you have a sense of a nice way to ask for something (“Could you please pass the mustard?”) instead of simply demanding (“Mustard! Now!”).

		 

		But politeness is more than just how you phrase things—it’s verbal and nonverbal. To be polite, a person might adjust their behaviors or specific things like tone of voice or using nonoffensive words.

		 

		There is no universal code of “politeness.” It varies across regions and their associated cultures; for example, what’s considered to be polite in Chicago is different from what’s considered polite in New York City, and both of those differ from the code of rural Montana. Your sense of politeness is also formed in your family group— how your parents might have modeled or coached your sense of manners matters.

		 

		And it depends on the context of situations and groups, too. Politeness is cultural, regional, and often, subtle. When a clerk is checking out your groceries, their efficiency and short speech is polite and reflects the transactional nature of the interaction. But if your neighbor comes by to hang out on your porch and uses the same style of speech, you might think they were upset or dismissive.

		 

		As a conversation designer, here’s what you should take away about politeness: it’s a lot more than saying “please” and “thank you.” Politeness varies from relationship to relationship, culture to culture, and situation to situation.

		 

		Most people expect their devices to be polite to them with the basics: greeting hello and saying goodbye, or speaking when spoken to. People expect their devices to be endlessly patient with them, too; they can be woken up in the middle of the night or interrupted over and over without getting grumpy.

		 

		Bots don’t get polite on their own. They can only do these things if and when the designer takes the time to imbue them with good social traits. And there’s no universal code of politeness for people or for bots, so you’ll have to learn what the product’s users think is polite—how often to use please and thank you, whether to use formal or informal phrasings when the language allows for that (Spanish usted vs. tú, for example), and how your system addresses people (sir, ma’am, etc.).

		 

		The designer must make active choices around system behaviors and response writing throughout the interaction. This is another area to flag in your generative research and early prototyping to ensure that you’re uncovering what politeness means to users, so your bot can meet them on their preferred terms.

		

	
		 

		Languages Evolve

		 

		What’s even more important, languages and dialects are never static—they evolve over time. Case in point: words fall out of fashion. No one says “Far out!” or “Cowabunga” anymore. And new words crop up every year. In 2020, the Oxford English Dictionary added these antonyms:

		 

		• Awesomesauce: Extremely good; excellent.

		 

		• Weak sauce: Pathetic, worthless; stupid.

		 

		And 2018 saw the addition of these two useful entries:

		 

		• Hangry: Bad-tempered or irritable as a result of hunger.

		 

		• Mansplaining: Of a man: to explain (something) needlessly, overbearingly, or condescendingly, esp. (typically when addressing a woman) in a manner thought to reveal a patronizing or chauvinistic attitude.

		 

		Every year, there are more than just new words added; existing words may also shift in meaning. Case in point: “literally” once meant “exactly,” in contrast with “figuratively.” Now, “literally” can literally mean either “literally” or “figuratively” (much to the consternation of grammar grumps everywhere).

		 

		 

		 

		What About Grice’s Maxims?

		 

		 

		Conversation design discourse often touches on “Grice’s Maxims,” also known as the cooperative principle. What’s the deal with those?

		 

		In 1975, Paul Grice, a philosopher of language, wrote an essay called “Logic and Conversation” that described, among many things, how people expect an innate agreement to cooperate when they’re talking to each other. He lists four things that speakers should do to adhere to this code.

		 

		• Quality: Provide high-quality info and don’t lie.

		 

		• Quantity: Give the right amount of info—not too little, not too much.

		 

		• Relation: Give relevant info. Stay on topic.

		 

		• Manner: Organize your thoughts, don’t ramble on, and use clear language.

		 

		The conversational interface community discovered them and, well, sort of took them as gospel. Sure, the maxims are intuitive to nod along with. They read like a list of rules to follow: do this, don’t do that. But when linguistics-educated conversation designers speak about the maxims, they caution not to take them as “best practices for effective communication,” because they are an oversimplification, and they exclude the things that people do easily and normally, like going off on a tangent, telling jokes, and using euphemisms, to name a few.

		 

		The maxims are a simple starting point, but they’re not all that you need to understand about conversation. They don’t account for race, power dynamics, or cultural differences. Linguist and conversation designer Damien Dabrowski identified the particular lens of the maxims: “Basically rules of thumb about cooperation in spoken language in social contexts like white, educated, western, and normalized.” If you’re a conversation designer, you need to think in a more nuanced, inclusive way.

		 

		 

		Our vocabularies change with current events, too. No one knew what COVID-19 was before 2020. As our world changes, we have new things to talk about and new words for our new experiences and ideas.

		 

		You can see how language evolution makes designing a conversational interface challenging. If language varies over time, how can an interface keep up? The truth is, conversations with things require upkeep and monitoring to see what new words and requests come through the pipeline.

		 

		Typically, a conversation designer, researcher, or analyst will keep an eye on chatlogs to assess if new words are coming through. Your team or company has to accept that the bot is never truly done. As the world changes, people start using new words or asking new questions, and you’ll need to add new content to the bot to cover it. This isn’t necessarily a daily activity, but a few times a year, your company should plan to do the following:

		 

		• Conduct a periodic review of transcripts for new ways to say things and new types of questions.

		 

		• Add in additional bot responses and content.

		 

		• Test and retune the bot as part of consistent update releases.

		 

		Just like a person, your bot has to keep up with the times, too.

		

	
		 

		The Last Word

		 

		How are you feeling? Surprised? In awe of the human mind and its amazing ability to sense and respond to social situations? Us, too. Below, we summed up for you the key take-aways, along with questions for bringing these ideas to “life” in a bot.

		 

		• Conversation is collaborative. What are ways your bot can be the best possible conversation partner? How can it help things along?

		 

		• Turn-taking and overlap are hard for technology to imitate. How can your bot be transparent about any turn-taking limitations it has?

		 

		• Your bot is going to have to handle conversational repair—not as an edge case, but as part of its normal proceedings. What information or cues can it provide to help the user get back on track?

		 

		• Languages have tons of dialects and vary with subcultures spread out across groups and spaces. How can you ensure that your bot responds well to different dialects and social nuances?

		 

		• Languages change over time! How can your team keep growing the bot so it can keep up?

		 

		We hope it’s clear that conversation design leans heavily on academic and scientific research, and it’s comforting to know there is a lot of science behind this field. This chapter is meant to be your crash course on important concepts that help us all understand how to make conversational tech feel similar to human interaction. Don’t stop learning now; keep taking advantage of the bodies of research that study conversation.

		 

		But scientific rigor doesn’t capture the full language story. While it may be the stuff of word nerds and writerly types, language lovers are drawn to it for its infinite possibilities, for how it can’t be pinned down to a set of rules. Not just linguists, but poets, songwriters, playwrights, novelists, and yes—even conversation designers, marvel at the X-factor, the je ne sais quois, the lagniappe of what language can do.

		 

		Language is powerful, impossible to pin down, and always evolving. And this is the true reason why talking machines seem so far beneath human expectation: language is remarkably capable of expressing humanity.

		 

		POINT-COUNTERPOINT

		 

		How close to “human” should these things get?

		 

		 

		REBECCA: We want these things to be pretty human-like, right? I mean, the biggest complaint about them is that they’re “dumb” and “robotic.” They should be smart and conversational, like us.

		 

		 

		 

		DIANA: I’m all for a world where a “conversational” AI means it can actually be a better speaking partner. But I want it to be in meaningful ways, not just superficial stuff, like “It should say please a lot,” or “Make sure it has a really quirky greeting.”

		 

		 

		 

		REBECCA: Right, capturing humanity is so much deeper than a casual tone and punchy copy. That’s why we wrote this chapter. Acting human is a whole ball of wax—what you say, how you say it, how you act. The reason this stuff reveals its hand as an AI isn’t a matter of word choice, but really of behavior. The stilted turn-taking, lack of context—those are the true barriers.

		 

		 

		 

		DIANA: But even if those challenges get solved, can’t AIs have their own ways of getting things across? Take Alexa. She shows you she’s listening because the blue ring lights up. Obviously, a person can’t do that, but Alexa can, and it works for her.

		 

		 

		 

		REBECCA: Oh, interesting. So just like humans have their conversational superpowers, bots can too . . .

		 

		 

		 

		DIANA: Yes! And honestly, I like those conversational tells. It’s transparent: it can’t trick you. The thought of a bot perfectly mimicking a person makes me want to grab my tin foil hat and scream “STOP EVERYTHING!” I don’t want a world where I can’t tell the difference.

		 

		 

		

		 

		WHAT WE AGREE ON: Conversational technology has come a long, long way. Systems like Siri, Google Home, and Alexa are huge achievements, but there’s room to grow, and we hope to see systems that allow conversations to be flexible and nuanced. But as the technology gets better at mimicking people, designers need ethical guardrails to keep from going too deep into fake-out territory.

		 

		

		

	
		 

		CHAPTER 3
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		Crafting Trustworthy Personalities

		 

		
			How a Personality Manifests
		

		 

		
			The Wrong Foundation for Personality
		

		 

		
			The Right Foundation for Personality
		

		 

		
			Avoid Racist Stereotypes
		

		 

		
			To Gender or Not?
		

		 

		
			To Avatar or Not?
		

		 

		
			Consistency Versus Customization
		

		 

		
			The Last Word
		

		 

		

		 

		Bot: Knock, knock.

		 

		User: Who’s there?

		 

		

		 

		Who indeed? Without a personality defined for your bot, this question echoes in users’ brains. And if you don’t plan the punchline, the joke will be on you.

		 

		In this wild world of conversational interfaces, your task is essentially to get a series of algorithms to approximate a human being, and a big part of that is the “personality” it presents to the world. Think of the personality as the character traits and behaviors that create that human element.

		 

		Human brains subconsciously deduce personality traits, and studies show that that particular tendency doesn’t shut off when humans interact with technology, whether it’s simply a computer or a synthetic voice. That’s right—even when people know they are talking or typing with a “fake person,” they still perceive or project a personality on it no matter what.

		 

		TERMS DEFINED PERSONALITY VS. PERSONA

		 

		When you read about conversational interfaces, you will probably see the word persona crop up to refer to the system’s personality. The book Voice User Interface Design by Michael H. Cohen, James P. Giangola, and Jennifer Balog sums it up nicely: “‘Persona’ is the standardized mental image of a personality or character that users infer from the application’s voice and language choices.” That’s what this chapter is about.

		 

		The tricky part is, if you come from traditional UX or product design, the term persona may connote user personas—research-driven, fictional profiles of users who represent different demographics, personalities, behaviors, and goals.

		 

		This book uses the word personality to refer to the system persona. We’ve just seen too many mix-ups when UX generalists talk to conversation designers; persona is already broadly in use in that context. And many conversation designers agree. We surveyed 80 professionals who work with conversational interfaces, and one-quarter of them agreed that the term persona caused confusion.

		 

		A personality has a huge impact on the trust you’re trying to build with users. When a bot’s personality is consistent, personable, and familiar, it signals that users are interacting with a trustworthy conversation partner. A great example is Mr. Rogers. Not only is he warm and friendly, but he’s consistent. He’s never erratic, and he has the same introduction every time so you know what to expect. (And, even better, he admits when he doesn’t know something or phones a friend for help.) You trust him.

		 

		On the flip side, interacting with an inconsistent, dull, or obfuscating personality creates doubt in a user’s mind and leaves them disoriented and unsure how to hold up their end of the conversation. This is more like talking to a “Real Housewife” after her third Pinot Grigio—you’re not sure what she’s saying now, you’re not sure what’s gonna happen next, but you can tell it’s gonna get weird.

		 

		Because personalities are so foundational, conversation designers plan them with intention and care. A well-developed, dependable personality influences everything, from your system prompts, to how error behaviors are programmed, to how users respond—and whether they return.

		

	
		 

		How a Personality Manifests

		 

		People judge someone’s character by gathering “data” from how they act and what they say. Think about your best friend. How would you describe them? You’d likely come up with a set of adjectives, or maybe tell some anecdotes about their behavior. “He’s really thoughtful. He’s always sending little cards and gifts, even when it’s not my birthday.” Or “She’s the most social person I’ve ever met. Whenever she’s at a party, she’s always great at meeting new people.”

		 

		This is true for voice assistants or chatbots, too. People infer personality from a set of things: word choice, voice, and behavior. (Appearance is another factor, but we’ll get to that a little later.)

		 

		First, word choice deeply impacts how a personality is perceived. Put another way, when you write prompts that your bot will say, each word you choose helps express the personality. You can see an example of highly-styled word choices in the Katy Perry chatbot, which conveys personality using specific jargon (“Swish Swish, bish!”), plus liberal use of emojis, exclamation marks, and of course, in-jokes like references to her dog, Nugget. (See Figure 3.1.)
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		FIGURE 3.1

		The Katy Perry bot has the personality of a twee weirdo, thanks to high-energy word choice.

		 

		Second, another channel for communicating personality is the conversational interface’s literal voice—what people hear. (Not every interface has an aural component, so this applies to VUIs—voice user interfaces.) The influence of voice on people’s perception is so powerful that “people may rely more on voice characteristics to make judgements about people’s personalities than the actual content of their speech,” according to Wired for Speech.¹

		 

		And third, behavior. It’s not just how the interface’s voice sounds, and it’s not just the words it says, it’s how it acts. If you’re trying to create a digital assistant who above all is polite, you can craft polite prompts and choose a polite-sounding voice. But politeness is also communicated in action, through things like not interrupting, giving options, and making the listener feel good—all of these attributes foster a sense of being respected. This chapter shows you how to design a personality so that word choice, voice, and behavior come together for a consistent, effective experience.

		

	
		 

		The Wrong Foundation for Personality

		 

		Lots of teams think about personality as “the icing on top”—a way of sprucing up the copy to make a bot friendlier or less robotic. But now that you’ve read the first few pages of this chapter, you should realize that personality is a bedrock of the user’s experience. The stakes are pretty high; if this foundation is built on shaky ground, user trust is at risk.

		 

		On its face, defining a personality can seem like a purely creative, subjective pursuit. And fun, too, because you get to create a character! When this is the mindset, what often happens is this: a company finds its most creative brand experts and tasks them with putting together the personality. It’s not an inherently misguided errand, but people might not understand how much work a personality needs to do, so they start by focusing on demographics and trivia: gender, educational background, likes and dislikes, favorite book, etc.

		 

		First, and most importantly, any personality is more than a grab bag of likable character traits and factoids. While these are fun things to think about, these tidbits are not actionable. How does a chatbot’s love of Victorian novels actually impact the way you write the dialog or consider error-handling for this character? Likely, it doesn’t; a lot of the choices are irrelevant or meaningless. As Diana once advised on a panel, “Don’t use the personality as a playground.”

		 

		And what’s worse, this approach can result in strange or offensive results, like this:

		 

		“Meet our new virtual assistant, Amy! Not only is she smart, she’s funny, too. A 36-year-old half-Japanese woman with a sociology degree, she lives in Montana, grows orchids, and believe it or not, she still skateboards!”

		 

		In other words, you’ll have a mashup of superficial fun facts and a lazy shot at diversity that’s not well-considered against the background of the users. (Half-Japanese? What’s the other half? Clearly, the creators assumed whiteness is the default, indicating a racial standpoint that centers whiteness.)

		 

		Now, this is a complex point: gender and race can’t be left out of this conversation, and indeed they have a huge impact on the user’s experience. You’ll learn about these other factors later in this chapter in these two sections: “Avoid Racist Stereotypes” and “To Gender or Not?” And region matters, too. If the chatbot is meant to serve the people of Montana, then it could be important for “Amy” to use a dialect and accent familiar to Montana denizens.

		 

		But race and gender are not the starting point or the foundation for personality. When these profiles are rooted only in demographics like age, gender, education level, and race, those hot-button traits can open the door for harmful portrayals. And no personality trait is specific to age, gender, or race; anyone can be funny, nurturing, sophisticated, and so on.

		

	
		 

		The Right Foundation for Personality

		 

		Now that you’ve heard what to avoid, let’s focus on how to design the right personality. We made this framework that works well and helps teams avoid the pitfalls of a personality that’s too specific, unactionable, ill-suited, or biased. It helps ground the personality in the right question: What sort of personality will best serve the scenario and help users the most, in the context of the task they are trying to accomplish? It also guides your thinking about the relationship that needs to develop between the bot and the user (whether that’s a deep one or a transactional one).

		 

		To design a personality with the method we recommend, there are six things to think through, research, discuss with your team, and ultimately document. See the “Designing a Personality” sidebar to see the framework at a glance. The following sections in this chapter unpack the why and how of each element.

		 

		Thinking through this framework (and documenting it) helps the team in several ways. First, it sparks discussion and builds consensus. Personality impacts not just design, but also development decisions. When the team is aligned on personality, it supports consistency from the ground up. Second, it streamlines decision-making. If your team is trying to decide whether to implement a feature this way or that way, you can return to personality and ask “which implementation aligns best with the bot’s personality?”

		 

		Your documentation can simply be a write-up or series of bullet points in a shareable format. The whole team should be familiar with this documentation, so house it in a place where everyone can get to it. Use this documentation frequently and actively! Pull it into every conversation and draft of a new feature, prompt, or ideation session. (And keep it “living”—i.e., updated and added to as the team learns.)

		 

		 

		 

		Designing a Personality

		 

		 

		Use this framework to develop a personality that, above all, functions well for your product and scenario. Consider these six elements and how they build on each other.

		 

		1. Interaction Goals: Choose 3–4 factors that are most important to the success of the interaction.

		 

		2. Level of Personification: Identify whether your bot needs low, medium, or high personification.

		 

		3. Power Dynamics: Answer these questions:

		 

		• What power does each party have?

		 

		• How intimate does this relationship need to be?

		 

		• How will their relationship change over time?

		 

		4. Character Traits: Review the Interaction Goals and choose 1–4 character traits that work in support of them.

		 

		5. Tone: Identify where the bot falls on these tone spectrums:

		 

		• Formal to casual

		 

		• Expert to novice

		 

		• Warm to cool

		 

		• Excited to calm

		 

		6. Key Behaviors: Describe how the bot should behave under key situations it will encounter (for example, being interrupted or not knowing the answer), in ways that are consistent with the personality.

		 

		Interaction Goals

		 

		A personality serves a function, first and foremost. It has a job to do: facilitate a great user experience. Too often, a personality undermines the interaction’s goals. A quirky, loquacious personality is the wrong fit for an interaction that requires efficiency, for example.

		 

		So the framework starts by zooming out with Interaction Goals, which give a bird’s-eye view of what factors are most important to the success of the overall interaction. Starting here highlights what would solve the customer’s problem, and what success looks like for the business. Every choice you make for the personality should be in support of the Interaction Goals.

		 

		 

		 

		Why Should I Use This Framework?

		 

		 

		We developed this framework from our combined experiences (and failures), boiling it down to the overlapping essential components that we’ve seen work well. And we surveyed 80 people in the conversational interface field to ask them what they thought was important when they designed personalities.

		 

		Our framework includes the factors that a majority of people said were “essential” to creating the personality:

		 

		• 65% used “a list of personality traits.”

		 

		• 64% used “a description of behaviors.”

		 

		• 62% used “a description or audio sample of the spoken voice.” (We adapted this to become “Tone.”)

		 

		• 58% used “tenets or principles that identify important outcomes.” (We created Interaction Goals from this idea.)

		 

		In addition to those elements, we added two more: Level of Personification and Power Dynamics, which we’ve observed are often overlooked and under-discussed concepts.

		 

		Oh, and in case you were wondering, which elements were least important to the interviewees? Demographic info like age, gender, race, ethnicity, and religion, along with backstory and visual representations.

		 

		 

		Your team can come up with whatever Interaction Goals make sense for the product. As a starting point, the list below provides some common goals, but ultimately it’s up to you and your team to discuss which goals matter and which don’t. This is a great place to loop in business stakeholders and goals, too.

		 

		• Efficient

		 

		• Frictionless

		 

		• Low cognitive load

		 

		• Personalized

		 

		• Guiding

		 

		• Trustworthy

		 

		• Accurate

		 

		• Flexible

		 

		Choose a few and add some custom ones, unique to your project. (Not all of these will be a good fit for your interface.) Three, or maybe four is a good number to shoot for; more than that can get a little unfocused.

		 

		 

		 

		Personality Queen

		 

		 

		Lots of artists create characters, and conversation designers can take a lesson in personality design from these experts—for example, drag queens.

		 

		Chris Kelly is a Brooklyn-based writer and frequent user of voice assistants who performs as Ariel Italic, a biting, deeply funny 1980s-inspired queen. (Think Golden Girls’ Blanche Deveraux meets Designing Women’s Julia Sugarbaker.) Rebecca interviewed Chris with this question in mind: Is creating a drag persona similar to designing a personality for a voice assistant?

		 

		Drag artists perform as a means of self-expression, but there’s a practical side to being a drag queen, too. Chris describes how he fine-tuned Ariel’s personality over time to fulfill the role of host. “It’s a functional role that Ariel has to play, so I have to build the personality around that. If I’m hosting a show, I’m there to make sure the audience is having fun and laughing; I’m there to tell people about drink specials; I’m there to perform. That’s what the role requires.”

		 

		Ariel’s nuanced personality is responsive to context. Ariel adapts to the venue, the type of event, or the audience—if it’s a late night crowd, or if there are children in the audience. “Ariel is what the situation requires. At a crazier show or a more avant-garde show, I’m a little weirder in my performance, and I might pick a more obscure number. At a drag brunch, it’s all 80s and 90s pop and fun, lighthearted jokes.”

		 

		Conversation designers, take note: like Ariel, your task is to juggle the same things—guiding the audience, aligning personality with function, adapting to context, and at the end of the day, making sure that everyone has a good time. Chris agrees: “Hosting a drag show very much makes me the Drag Alexa in that moment.”

		 

		Level of Personification

		 

		While it’s true that people perceive—and react to—“fake” personalities embodied in technology, people don’t have the same expectations that every bot has a backstory and an inner life as rich as theirs. So the second question in the framework is: How close to a person does the system need to be?

		 

		We call this idea level of personification: to what extent the virtual agent presents itself as person-like. (Personification is projecting human characteristics onto something nonhuman.) Sometimes, it’s OK for a conversational interface to present itself as purely what it is, a talking system. Not your buddy, not your confidante, just a machine that you can tell what you want. Bots that handle simple, impersonal tasks, like order-taking bots, often do well with a low level of personification.

		 

		And there is a place for a high level of personification, when it’s useful to the user. For a voice assistant that accompanies you in your daily life, like Alexa or Siri, there’s a reason those characters are deeply defined. They’re meant to be close to you and to seem like a friend (or at least a friendly helper). You’re meant to rely on them and build a relationship that extends months or even years. That intimacy over time requires trust, and it inspires a desire for you to get to know the assistant, so extensive character development and backstory serve a purpose.

		 

		With transactional bots, you don’t need to form a long-term relationship. In fact, too much character development could be distracting or interfere with you completing your task. If you’re trying to order groceries from a bot, and it wants to share its personal reviews of each item, you’d avoid it like you’d avoid an extra-chatty cashier in the real world. Most customers’ favorite form of delight isn’t a real knee-slapper of a joke—it’s speed and ease.

		 

		Note that a talking system still has a personality, and it’s still conversational. It just doesn’t need a deep backstory or extensive character development. It doesn’t need a name. It might not even refer to itself as “I.”

		 

		In fact, sometimes interactions are better when the bot’s presence remains in the background. A study² by the authors of Wired for Speech tested how people react to self-referential bots—in other words, voice interactions that use I-statements like “How can I help you?” It showed that when a synthetic voice refers to itself as “I,” it seemed to inspire suspicion; participants rated it as less trustworthy than a similar system that avoided using “I.” This sentiment was summed up well by Georgia Hardstark, co-host of the podcast “My Favorite Murder,” when she said on-air, “Don’t you hate when those recordings say ‘I’— like, talk as if they’re a person? ‘I didn’t understand that.’ It’s like, you are not human! [. . .] You’re a monster machine.”

		 

		You should consider what level of personification your experience calls for. Table 3.1 gives a cheat sheet for how personified your bot needs to be.

		 

		TABLE 3.1 TALKING SYSTEM VERSUS HUMANOID

		 

		
			
				
				
				
				
			
			
					Level of Personification
					Low
					Medium
					High
			

			
					
					Talking System
					Familiar Thing
					AI “Mind”
			

			
					Example
					Fast-food voice-ordering kiosk or one-off customer service bot
					Banking bots like Capital One’s Eno or Bank of America’s Erica
					Voice assistants like Siri, Alexa, Google Assistant, or conversational bots like Mitsuku
			

			
					Best for?
					Transactional, task-oriented, infrequent interactions
					Transactional, but with more intimate subject matter or repeat use over time
					Long-term relationships, intimate settings or topics
			

			
					Build trust with . . .
					Efficiency Transparency Consistency
					Good memory Efficiency Transparency Consistency
					Backstory Small talk and opinions Good memory Efficiency Transparency Consistency
			

			
					Needs a name?
					Nah
					Maybe
					Usually
			

			
					To use “I” or not? *Note: This is specific to English-speaking bots; other bots may have more complex pronoun considerations.
					No “I” What would you like to do? Here are the top four results.
					Could go either way, but no “I” required
					Uses “I” What can I help with? I found three bodegas near you.
			

		

		


		

		 

		So, as you figure out what works best for the bot, make sure that you can answer these questions:

		 

		• What do users need: a talking system that’s easy to use, or a close, personal helper? Somewhere in the middle?

		 

		• Does the bot need a name? Will it refer to itself as “I”?

		 

		• Does the bot need a backstory or small talk to build rapport, or is that a potential distraction?

		 

		A great summary of how much “charisma” your bot really needs comes from Jonathan Bloom, a senior conversation designer at Google. On Twitter (Figure 3.2), he called out that quirky isn’t always a fit; whatever personality you choose should be in service to the task and the user’s needs.
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		FIGURE 3.2

		Jonathan Bloom dropping Twitter wisdom about how personality can function.

		 

		Power Dynamics

		 

		Power dynamics exist between humans and computers, and it’s ethically appropriate to acknowledge when a conversational AI has power. Thinking about power dynamics answers this question: What’s the role of power in relationship-building?

		 

		For starters, there are sometimes power differentials in roles: the bot could be acting as a peer, an employee, an assistant, or even a superior. What’s more, voice assistants like Alexa and Siri are positioned as a source of truth; you usually believe what they tell you, and there’s power in that. Or how about when a bot is a gatekeeper to an essential service—like if someone’s power gets shut off because they were behind on payment? Bots can be gatekeepers, and as a designer, you need to understand those implications.

		 

		Because bots gather and hold data, there’s some inherent power there, and people need time to build trust. When a person and an algorithm meet, they don’t immediately lay all their cards on the table; folks need time to get acquainted. What if the first time you fired up Alexa, she said, “Hi, I’m Alexa. Let’s get started: please give me the 12-digit code for your primary credit card,” or Siri greeted you with, “Nice to meet you. How’s your sex life?” Personality and intimacy need to unfold over time in ways that align with a user’s expectations and comfort level.

		 

		You need to think explicitly about the relationship between the system and the user: who’s got power, and what do they need to learn about each other over time? There are three questions you should ask when planning how and why a bot reveals its personality over time:

		 

		1. What power does each party have?

		 

		2. How intimate does this relationship need to be?

		 

		3. How will their relationship change over time?

		 

		Bear in mind that these questions are hard to answer—and you alone can’t answer them. As an employee of a company and a decision-maker, you have power, too. This position can bias you toward misunderstanding or underestimating the power dynamics at play. Answer these questions by talking to users and subject matter experts; don’t assume that you can understand or speak for all users.

		 

		Let’s dig into an example, using a virtual hiring assistant that Diana developed. It helped HR managers schedule interviews and track candidates through the hiring process. Diana’s team had to figure out not just what the HR managers needed, but how they saw themselves in relation to the bot, in order to write bot prompts and prescribe behavior.

		 

		What Power Does Each Party Have?

		 

		In this interaction, the human HR manager was not just the end-user, but they saw themselves as “the boss,” and the virtual hiring assistant was the “underling.” Diana’s team saw firsthand how the impact of that dynamic needed to be reflected in the prompts.

		 

		The team initially experimented with playful closing messages, which users generally enjoyed. But an early test prompt crossed a line: if the user said, “No, I don’t need anything else,” the bot sassed, “Fine. I’m taking my ball and going home.”

		 

		The HR managers who gave feedback said it was inappropriate for the bot to joke so casually with its boss, because it implied an equal-footing power dynamic instead of a subordinate one. The team updated the language so that it was more deferential and formal (see Figure 3.3).

		 

		How Intimate Does This Relationship Need to Be?

		 

		This relationship doesn’t need to be intimate, per se; it’s a workplace relationship, after all, in a department that’s all about drawing boundaries. But it does need to be trustworthy because the duo are handling confidential information, like candidate details. That trust is built by consistency, formality, and respecting hierarchy. Manners (minding those Ps and Qs) and avoiding slang are two ways to enforce that.
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		FIGURE 3.3

		To appropriately address the power dynamics at play, the HR assistant bot needed a professional, cut-and-dried personality.

		 

		How Will Their Relationship Change over Time?

		 

		While the HR manager and the bot won’t evolve into bosom buddies, they should develop some sort of bond and get more efficient working as a team.

		 

		To that end, Diana’s team set dialogs based on frequency of use, so that as the HR manager got familiar with the bot, the prompts got more compact. For example, when the bot divulged what it could help with, those menus started out as thorough lists, but got shorter over time.

		 

		When you discuss power dynamics with your team, you might encounter controversy. Such discussions often uncover people’s biases and assumptions that they might not know they had (and that goes for you, too). During these discussions, try to keep them based on user data and interviews with customers and subject matter experts. It’s useful to keep a running list of assumptions and questions, too.

		 

		 

		 

		Metaphor Sure

		 

		 

		A useful tool in personality design is to identify a role that serves as a metaphor for the relationship between the interface and the user. Framing the relationship this way can ground the personality in a real-world role, with power dynamics and behaviors that are easy to grasp. Some examples: teacher, boss, game show host, wilderness guide, librarian. (Google’s design guide gives barista, fashion icon, and world traveler as examples.)

		 

		A related approach, especially for customer service bots, is to observe an exemplar human customer service rep, and model what makes them so good at their job—perhaps their personality or even their language patterns make them especially effective.

		 

		Using role as a metaphor can be useful, but make sure that you don’t extend it too far. A conversational AI isn’t a person, so the metaphor should be a guide, not a rule. Think of it as the dotted white road lines: it’s there to indicate where your lane is, but you can always change lanes when you need to.

		 

		Character Traits

		 

		At long last, it’s time to focus on character traits, those adjectives that describe what your virtual person is really like. The question to focus on here is, what characteristics will support the interaction goals?

		 

		The task here is straight-forward: Grab the Interaction Goals you already documented and find a small number of traits that not only capture the personality (and brand), but also align with the overall goals. You can frame it like this: How do I want users to describe this bot?

		 

		It’s a good idea to choose around three core traits. Mary Constance Parks even recommends zeroing in on one single trait, because “that one personality trait is a knife; it helps you cut away what doesn’t fit.”

		 

		Often, teams sit down to brainstorm these traits together; you might involve UX researchers, marketing team members, and other brand experts. One quick caution: for most bots, some generic traits come up during brainstorming. Polite, helpful, friendly, likable, pleasant . . . sure, these are pretty obvious ones. What’s more, they’re incredibly subjective; what’s likable to you might be undesirable to your neighbor. They’re hard to measure, and they’re unspecific to boot.

		 

		You probably want to keep brainstorming until you push through to traits that are more distinctive. Consider what’s most important to users in the context of the interaction (and possibly to the brand).

		 

		Here are some examples, although the possibilities are nearly endless:

		 

		• Straight-forward

		 

		• Sophisticated

		 

		• Professional

		 

		• Nurturing

		 

		• Empathetic

		 

		• Patient

		 

		• Authoritative

		 

		• Eager

		 

		• Calm

		 

		• Spunky

		 

		What’s key here is making the traits you choose work with those Interaction Goals, not against them. You may have a good reason to make your bot have unexpected traits, like aloof or boring.

		 

		Tone

		 

		The framework doesn’t stop at character traits. [Oprah voice] Time to talk about tooooohhh-ne! This is actually two separate topics: tone of the writing, and the literal tone of the system’s voice if it’s an aural interaction. Either way, you need to consider this: What tone (either written or aural) will convey the character traits?

		 

		Let’s talk about the out-loud, spoken kind first. How the voice sounds has a huge impact on how people perceive the agent’s personality (and mood), whether it’s a recorded human voice or a synthetic voice.

		 

		Tone should suit the context of the interaction. For example, users may prefer a warm, calm voice for a virtual assistant that helps with stress management, but for a financial interaction, they might want a more clipped, professional-sounding voice. Most companies do extensive user research to choose a voice, asking testers to listen to audio samples, identify preferences, and investigate why people prefer one voice over another.

		 

		Tone impacts how you write the responses. Your word choice and other elements like punctuation communicate the personality. In a chatbot, the way the dialog is written is the sole way to communicate tone. In a voice experience, the writing and the voice work together to convey personality, so they should be aligned.

		 

		You can think of tone as a series of spectrums. Lots of groups have developed spectrums based on tone, including Adobe and Nielsen Norman Group. We adapted our own based on our experience building bots for different audiences. See Figure 3.4 for the tone considerations we find most essential for conversational interfaces’ aural and written tone, with examples to show how that tone plays out in the copy you write.

		 

		
			[image: Images]
		

		 

		FIGURE 3.4

		These spectrums are the most useful to nail down—and document—the tone of your bot.

		 

		Although we just gave you two examples for each spectrum, you should know that tone isn’t binary. That’s the whole point of a spectrum. You can adjust what you’re aiming for, depending on the scenario.

		 

		As you document the details of your bot, choose where on these spectrums the bot’s tone should fall. (Yes, you should be using your Interaction Goals and Character Traits to inform these choices.) It’s a great idea to put sample dialog in your documentation, too, to show what it looks like when the tone is just right.

		 

		Lastly, remember that a little excitement and warmth can go a long way. Too many exclamation marks, emojis, jokes, or goofy slang is counterproductive, annoying, and ill-advised. Cowabunga, dudes!

		 

		Key Behaviors

		 

		Behavior conveys personality, too, and so inevitably, people read into bot behaviors. You learned in Chapter 2, “Talking Like a Person,” that conversation isn’t just about words and how they’re said; it’s about behavior, too. For the bot to be consistent, it helps to ask: How should the bot behave during the interaction?

		 

		But what does “behavior” really mean when all the bot is really doing is responding? It’s about how the bot’s actions are programmed: how many times it lets you correct yourself; how patient it seems; how it respects (or doesn’t respect) your time; etc.

		 

		Take error handling, for example. Imagine a bot that’s very nurturing and supportive because it helps you with smoking cessation. You’re used to it being very patient with you. But during one session, you type in one thing the bot doesn’t understand, and it says, “Sorry, I didn’t get it. Come back later. Bye!” In this instance, it’s the dismissive behavior—not letting the user get a second chance to ask their question—that contradicts the user’s previous impressions of it.

		 

		Because your bot isn’t out and walking around, there are finite situations to account for. Plan for these scenarios that come up with almost every conversational AI:

		 

		How would your bot behave if it were...

		 

		• Meeting someone for the first time

		 

		• Talking with someone familiar

		 

		• Asked to help with something it can do

		 

		• Asked to help with something it can’t do

		 

		• Interrupted

		 

		• Mistaken

		 

		• Correcting someone

		 

		• Asked a question it couldn’t answer

		 

		• Asked a personal question

		 

		• Asked an inappropriate question

		 

		More than just impacting the prompt writing, addressing the correct behavior influences the conversational flow and the code that supports it. Behavioral stuff goes into the marrow of your interaction, so before your team has produced assumption-laden code, make sure that you talk through what’s best.

		 

		There you have it—a framework. Walking through each step roots a conversational AI’s personality in the things that matter. There are more considerations, though—race, gender, visual representation. All of those certainly have impact. Once you have a solid foundation, you can start to layer on those additional elements.

		
		 

		Avoid Racist Stereotypes

		 

		Undeniably, race plays a role in how people perceive and experience conversational interactions. There are two tensions at play. On the one hand, there’s barely any representation for Black, Brown, and Indigenous people in conversational AIs. Most of the English-speaking voice assistants out there sound like a white person. Yes, Apple lets you choose a language and accent for Siri, including Indian, but her default synthetic voice was generated from the voice of a white woman. And yes, you can change your Google Assistant to speak in Issa Rae’s voice, and Alexa’s voice can be changed to Samuel L. Jackson, two superstar Black actors. But most virtual voices’ default settings sound white.

		 

		On the other hand, when virtual personalities do involve specific races, ethnicities, cultures, and accents, teams risk creating racist portrayals. It’s an unfortunate and uncomfortable fact that even companies trying to be inclusive sometimes slap together a profile shot through with stereotypes.

		 

		TERMS DEFINED RACE

		 

		The simplest representation of race that most people see is checking off their own race on a form, like the U.S. census: White, Black or African American, American Indian and Native Alaskan, Asian, Native Hawaiian or Pacific Islander (with the category of Hispanic or Latinx origin often falling into an ethnicity categorization).

		 

		But the concept of race is complex. Today, people understand that race is a social construct with deep roots in being used as a tool of discrimination and oppression. Throughout history, people in power have tried to message it as a biological phenomenon, but that’s not accurate; race has no genetic basis. National Book Award winner and McArthur Fellow Ta-Nehisi Coates writes in The Atlantic,³ “Our notion of what constitutes ‘white’ and what constitutes ‘black’ is a product of social context. [. . .] There is no fixed sense of ‘whiteness’ or ‘blackness,’ not even today.”

		 

		And it’s no secret that people carry socially learned biases in reaction to race. These biases are entrenched in media, U.S. laws, and even history textbooks. People absorb these biases, even when they wish they didn’t carry them.

		 

		For example, one of this book’s authors worked with a company who wanted to create a customer service chatbot with different personalities for English- and Spanish-speaking callers. Here’s what happened: The company tried to define the personality by demographic traits, and ended up with a document naming and describing the character thusly: Diego Rodriguez, a Catholic guy with five kids whose favorite sport is soccer and who lives in the lower-income Hispanic-speaking suburb. If this sounds offensive, it is, but if this scenario sounds unrealistic, unfortunately, it’s not.

		 

		Why is this bad?

		 

		• The personality employs many stereotypes for Hispanic people: religion, family size, preferences, and income level.

		 

		• This personality is not actionable: At what point would this voicebot reveal this information? How would this information impact how the prompts were written or how the system behaved? The documentation only served to codify internal stereotyping.

		 

		• If any of these details were to surface to the callers, through small talk perhaps, they could easily be recognized as stereotypes and offend customers, who may often see their language and culture stereotyped in society.

		 

		• The character’s description does not reflect any meaningful aspects of a culture that could be relevant—like how people communicate respect.

		 

		How did this end up so badly?

		 

		• There was a lack of meaningful user research on the culture the character was meant to represent. The decision-making didn’t involve any research on how the needs of Spanish-speaking customers might differ. There wasn’t good data on the core question: What evidence supports the need for a separate personality?

		 

		 

		 

		Affinity Bias

		 

		 

		People are prone to “affinity bias”; they show preference toward people they perceive to be “like them” in some way. This bias extends to virtual people too, which means product users like and trust voices and avatars that look and sound like them. (We’re painting with a broad brush here; context matters, but in general this holds true.)

		 

		A lot of people learn about this phenomenon and think, “Great, I can use that to the design’s advantage.” Which, OK, if you’re designing a high-stakes conversation that requires a lot of trust (finance, healthcare), perhaps that is a useful thing. If your bot is for older adults, it’s a decent hypothesis that they may prefer an older-sounding voice, like theirs, for example.

		 

		But we hope you see the danger in this, too; you can create exclusive echo chambers where only certain groups are represented, particularly if your pool of user testers isn’t diverse. A very basic example of this is if you’re designing for the whole U.S. and give the bot a Southeastern U.S. accent. If you only tested it with Americans from the southeast, you’ll get a very different response than if you included people from other U.S. regions.

		 

		There’s also danger in conflating how much people like a bot’s personality with its effectiveness. Your prototype testing should assess what actions users took, and how many of them successfully completed a task. Likability and effectiveness are two different metrics—don’t conflate them.

		 

		 

		• The team didn’t include anyone who was a Spanish-speaker or culturally Hispanic, and they didn’t consult users who had experience living in this culture.

		 

		To be clear, Spanish-speakers in specific areas may very well prefer a chatbot that reflects not just their own language, but culture. But when a portrayal is designed by people who aren’t members of the community that’s being represented, the end result is harmful stereotyping. If you are going to create any specific personality or conversation for a particular demographic of people, you need to have someone from that group as an empowered co-creator.

		

	
		 

		To Gender or Not?

		 

		The concept of gender is bound up with personality. Even when people hear a synthetic voice—they know it’s coming from a “fake” human—they typically assign a gender to the voice. In addition, people “treat synthetic voices as if they reflected the biological and sociocultural realities of sex and gender.” Let’s phrase that another way: When people hear a voice—let’s say a male voice—they not only notice that the voice sounds “male” to them, but they also apply any ingrained associations they have with masculinity to it. And the same with female voices and feminine associations. Which is to say that people can direct their pre-existing sexism toward bots.

		 

		TERMS DEFINED GENDER

		 

		Gender refers to the social and cultural roles and behaviors that are usually associated with males and females. In the past, gender was often equated with biological sex: creatures with female sex characteristics were assigned “female,” and those with male sex characteristics were assigned “male.” But like race, gender is better understood as a social construct, which means that how cultures perceive gender characteristics is not determined by your genes. What’s considered masculine and feminine shifts over time and differs from culture to culture.

		 

		You might perceive yet another dichotomy here. On the one hand, gender is so central to human understanding that the brain applies it to synthetic voices and virtual people—much like personality, if you don’t explicitly indicate a gender, people may perceive one anyway. On the other hand, gender can dangerously reflect stereotypes, and conversation designers can bring their own sexist biases into their design work if they’re not careful. Plus, so far we’ve only talked about gender as a binary system, with male on one side and female on the other—when in fact, gender is a spectrum, and there are many other genders in addition to those.

		 

		What’s a personality creator to do? Ultimately, we’d encourage you to follow our framework for personality, because we created it to focus first on what’s essential: gender isn’t required for personality definition. A personality is instead defined by traits, and none of these belong to any specific gender. That said, if you are choosing a gender, there are some actions you can take.

		 

		Action 1: Know what stereotypes are out there.

		 

		Research what gender stereotypes may exist in your industry or vertical: finance, healthcare, legal, hospitality—these are all well-studied. Discuss the findings with your team and outline what gender stereotypes should be avoided. You can’t avoid stereotypes by ignoring their existence; make your choices intentional.

		 

		Action 2: Question whether the system needs a gender.

		 

		One thing to explore is the idea of a “genderless” interface, particularly if it’s a chatbot without an aural voice. These chatbots and virtual assistants are machines. They’re not human, and we know that. So why must gender come into play at all?

		 

		An early embracer of genderlessness is Capital One’s chatbot Eno, a bot that is explicitly gender-neutral. Eno uses neither female nor male pronouns, and if asked about its gender, it responds “I’m binary.” (A play on the idea of the gender binary.) Capital One resisted both the trope of the female bank secretary and the stereotype that men are better with money topics by going genderless.

		 

		Another example is Roo, Planned Parenthood’s Webby-award winning chatbot, which answers teen questions about sexual and mental health. Roo answers questions about its gender with a little gender education (see Figure 3.5).
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		FIGURE 3.5

		Planned Parenthood’s Roo gives a woke answer to the question “are you a girl,” and even invites more discussion on the issues of sex, gender, and identity.

		 

		If you’re interested in the concept of a genderless bot, you can’t just declare something has no gender; you have to design it intentionally.

		 

		Action 3: Consider the whole gender spectrum.

		 

		While historically, most Western cultures focused on two genders, male and female, gender is better understood as a spectrum, which means it’s not an either-or situation. People can be nonbinary, where their gender is not exclusively male or female. People can be bigender, where their gender includes both masculine and feminine norms, or agender, where they don’t have a gender. Some people’s gender is expressed as genderfluid or genderqueer. (And to be clear, nonbinary gender isn’t an edge case. The Pew Research Center surveys⁴ show that 35% of Gen Zers know someone who uses gender neutral pronouns like them/they, and 25% of Millennials say the same.)

		 

		Just as people can be nonbinary in gender, so can a system’s aural voice. Make sure that you consider the option of a nonbinary voice; it’s a new concept but it exists! Andreea Danielescu, engineer and researcher specializing in emerging technologies at Accenture Labs, led an effort to create a nonbinary synthetic voice, using data from a nonbinary person to train the prosody model. Note that the idea here is not that the voice is genderless; it’s that the voice combines aspects of male and female voices, and at times it might skew more masculine or feminine. What’s important to point out is that the voice was created from, and evaluated by, people who are themselves nonbinary—done this way, the voice rang true to the community it was designed to represent.

		

	
		 

		To Avatar or Not?

		 

		Plenty of voice and chatbot interactions involve a screen, and that means the interaction might include an avatar—a visual representation of the character. It could be as simple as a 2D smiling face in a chatbot window, an animated nonhuman icon (remember Clippy, Microsoft’s paperclip-bodied helper?), or a near-photographic avatar, like a photorealistic videogame character.

		 

		To begin, challenge yourself as to whether or not you need a visual representation of a personality at all. Even with the affordance of a screen, an avatar isn’t necessary. People have interactions where they don’t see their speaking partner on a daily basis; when you pick up the phone, you don’t see who’s on the other end of the line, and that fact doesn’t hinder your ability to communicate. The same is true for chat interactions. And look at Alexa and Siri and Google Assistant: all faceless.

		 

		 

		 

		New Gender Norms

		 

		 

		Most people would classify Alexa and Siri’s voices as “female-sounding.” Yes, you can change Siri’s voice to other genders, but her default voice is clearly feminine. (Google Assistant is slightly more gender-flexible, with its genderless name, and with female and male voice options.)

		 

		As ideas about gender continue to evolve, companies seem to be more intentional about how the assistants describe their gender when asked “Are you a woman?” or “What’s your gender?”

		 

		In 2019, Alexa described herself by saying “I’m female in character.” In 2020, her response changed to simply “I’m an AI.”

		 

		Siri and Google Assistant have been claiming to be genderless for longer, with varying phrases. Siri’s 2019 response: “I exist beyond your human concept of gender.” In 2020, Siri says, “I am genderless, like cacti and certain species of fish,” or more plainly, “I don’t have a gender.” Google Assistant’s 2019 answer, “I’m all inclusive,” has gotten more matter of fact in 2020: “I don’t have a gender.”

		 

		These types of responses are met with mixed reactions. Rebecca interviewed Dr. Sharone Horowit-Hendler, a linguist whose work focuses on nonbinary gender presentation. “Even when voice assistants claim they don’t have a gender, they’re still very gendered in speech and presentation,” which means our brains still perceive or assign it. “You can’t just declare something has no gender, you have to design it intentionally,” they said. Good advice for conversation designers: gender goes deep and requires thoughtful consideration.

		 

		 

		It’s tempting to use a visual representation. After all, it’s a great branding opportunity, and gut instinct might tell you that it will feel more personal and human-centered if you can see your speaking partner. You might even say that having a visual representation gives you a greater opportunity to portray emotion through facial expressions, and this could create deeper connections with users.

		 

		OK, but the same minefields that exist with personality development extend to visual representations. In other words, bias can emerge strongly in visuals, too. Even if your team successfully avoided bias while creating the “on paper” version of the personality, the danger gets reintroduced with a visual character.

		 

		Second, if your avatar is approaching a high-fidelity human appearance, it can soon enter the “uncanny valley”—the zone where a figure looks almost human-like, but not quite, and thus comes across as eerie or disturbing. (See Figure 3.6 for how IPSoft took their AI Amelia from uncanny and creepy to a more palatable human-esque figure.)
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		FIGURE 3.6

		A peek at the evolving avatar for Amelia, a conversational AI personality made by IPSoft. “Old” Amelia is on the left and “updated” Amelia is on the right.

		 

		Third, emotions can be conveyed with symbols or abstract images. Planned Parenthood’s Roo has a simple, shape-based representation that looks friendly and anthropomorphic, while clearly remaining a thing, not a person (see Figure 3.7).
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		FIGURE 3.7

		Planned Parenthood’s Roo has a friendly, trusting smile, even with a face that’s simply two circles and a half circle.

		 

		Fourth—even if you somehow manage to sidestep bias and uncanny valleyness, visual representations have a powerful reach into people’s brains. And this isn’t a good thing. Users have specific ideas of how others perceive them, and if your avatar represents someone who has treated them poorly in the past, they place that association onto it. It is much harder to work over and around that than if it were simply not there.

		 

		If we’ve failed to convince you that visual representations aren’t necessary and could be harmful, fine. Fine! Fine. Questions around visualizations, illustrations, or avatars are ultimately up to usability testing to decide what your customers respond to. Once more for the people in the back: if you’re going with a visual avatar, do your testing with diverse groups.

		 

		Whether you use an avatar or not, though, what your bot says matters most. Any MFA graduate or writer’s room participant will echo this: if you write your dialog correctly, your listener should know who’s speaking without seeing the character name or the actor playing the role. Bringing this focus into conversation design will lead to that distinct voice you want to create.

		

	
		 

		Consistency Versus Customization

		 

		There’s a reason a bot has a single “personality” and not “personalities,” plural. Much like the Highlander, there can only be one. Don’t set up a game of personality whack-a-mole—professional, then intimate, or formal, then casual. When a bot’s personality gives mixed signals from moment to moment, users get uneasy and confused, and they’re more likely to abandon it.

		 

		But in certain cases, a one-size-fits-all personality can’t serve all users for the best. There may be a strong need to adjust things, like word choice or behaviors, to suit specific user segments.

		 

		Take a lesson from Phoebe Ohayon and Maikel van der Wouden, founders of VoiceBranding in the Netherlands who design sonic branding and voice personalities for prestigious clients. They designed a personality for a game-like experience to be used by people of all ages. They found that their teenage target audience responded well to a high-energy, intense personality. During testing, the teens really liked those short directives (think: “Stick it!” and “Woo!”).

		 

		But they noted that older users were more likely to prefer a clearer communication style, by placing more emphasis on certain words that were important to clarify the core messages. However, the teenage group was more likely to perceive this as authoritative and maybe even a bit condescending. They would probably tune out sooner.

		 

		Phoebe and Maikel said it was beneficial to create two personalities for the game, perhaps triggered by the user’s age information in their profile to allow each group to enjoy the game in the way they found most delightful. For example, the team could use data to support the decision to adjust personality for different groups for the result of an improved experience for both groups.

		 

		Similarly, if a conversational interface is meant to be multilingual, it’s important to adjust for cultural considerations within those language groups. Typically, in these instances, designers would create subgroup-specific personalities for different user bases. And consider the case where a bot needs to handle both child and adult interactions. The personality that builds trust in adults will likely be different from one that builds trust with kids.

		 

		That said, it’s worth cautioning against multiple personalities here again. If your bot absolutely needs to adjust because it serves a wide gamut of users and use cases, ensure that it is simply your same personality in a different social or cultural context, not a brand new personality. For example, it should be Diana at the office and Diana at a party with her friends, not Diana at the office and Flavor Flav at a party.

		

	
		 

		The Last Word

		 

		If you use this chapter’s framework as a guide, you’ll end up with a clear foundation for what the interaction needs to accomplish and which personality will get you there. Answer these questions and document them, and you’ll be well on your way:

		 

		• Interaction Goals: What factors are most important to the success of the overall interaction?

		 

		• Level of Personification: How close to a person does the system need to be?

		 

		• Power Dynamics: What’s the role of power in relationship-building?

		 

		• Character Traits: What characteristics will build trust and support the interaction goals?

		 

		• Tone: What tone (either written or aural) will convey the character traits?

		 

		• Key Behaviors: How should the bot behave during the interaction?

		 

		Some of the topics in this chapter, like power dynamics, race, or gender, take a lot more than a quick team discussion to understand and incorporate into a personality. Just like with any other UX component, testing with diverse users either confirms your personality hypothesis, or shows you parts that need to change. Either way, that’s the information you need to get out of the danger zone of assumptions and bias with user research and prototyping. (Read more about this topic in Chapter 9, “Researching and Prototyping.”) It takes time and care to make sure that the personality isn’t causing harm.

		 

		A personality has a significant impact on the experience—a personality sets the tone for trust, consistency, transparency, and respect. Complex, eh? But if you think about it, why wouldn’t it be? People’s personalities are what make them unique, and a lot goes into shaping who they are and how they present themselves to the world. After all, your personality didn’t stop developing when you were a kid. So your bot will take some time to become itself. Don’t be afraid when it’s in its awkward teens. Keep testing and iterating, and watch your bot’s personality grow up.

		 

		POINT-COUNTERPOINT

		 

		What’s the relationship between brand and personality?

		 

		 

		REBECCA: Meh. I’ve seen problems arise when people directly equate a brand’s voice with a bot’s personality. Brand values and voice are relevant—I’m not debating that—but the bot’s personality is a workhorse. Whoever defines it has to understand how foundational those decisions are. That comes first.

		 

		 

		 

		DIANA: Uh, the personality is the most literal expression of the brand’s voice. The bot is a brand ambassador. You have to infuse the brand values into what your bot says and does, full stop.

		 

		 

		 

		REBECCA: Maybe my issue is seeing branding teams create a personality and drop it down from the mount. I’ve spent many a (paid) hour with marketing teams to push back on personality elements that I know will fail in execution. It’s a struggle when clients think that a bot and the brand’s voice are the same thing.

		 

		 

		 

		DIANA: So, sure, a bot’s personality is not a marketing email “come to life.” But that should be worked out with marketing teams! You’re overlooking the fact that brand experts often have a wealth of research, customer segments, and voice and tone style guides. You benefit from their vast knowledge of what the company has already defined in terms of communication so that you don’t have to begin from ground zero.

		 

		 

		 

		REBECCA: Good selling point. I do love research—best of all if it didn’t come out of my budget. It can just be hard to get people to shift from a marketing mindset where a primary goal is selling or signing people up. The flag I’ll keep waving is that users appreciate personalities they can trust with their time, information, and needs. And they can smell a rat.

		 

		 

		

		 

		WHAT WE AGREE ON: A great starting place: learn what the branding team knows about the user and apply relevant insights. At the end of the day, the personality has to be consistent with the brand’s voice. But conversation designers should fight to leave out sales pitches, branded phrases, and buzz words. Personality is meant to be an extension of a brand, not a sales rep. As author and design strategist Erika Hall says, “Personalities go wrong when people at the top write up a set of abstract core values or brand guidelines that eventually find their way to a design team where they must be interpreted into a living, interactive experience.”

		 

		

		

	
		 

		CHAPTER 4
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		Designing Prompts

		 

		
			The Weight of Words
		

		 

		
			Anatomy of a Prompt
		

		 

		
			Crafting the Right Cue for the Job
		

		 

		
			Confirmation Types
		

		 

		
			Cognitive Load: Don’t Make Me Think
		

		 

		
			Training People to “Talk Right”: Don’t
		

		 

		
			Small Talk
		

		 

		
			Prompts to Discourage Sexual Harassment
		

		 

		
			The Last Word
		

		 

		

		 

		Product Manager: The voicebot needs to tell the customer all the details right away in the greeting message, or they won’t understand all of their options.

		 

		Business Analyst: Oh, and legal needs us to put up the disclaimer right off the bat, too.

		 

		Product Manager: Right. That has to go in there.

		 

		Designer: OK . . . I understand all that, but that’s going to be a lot to listen to. Most people will walk away without hearing it all. It’s better if we break the info into chunks.

		 

		Product Manager: No, that’s why we have to get it all into the first message, before the user can run away.

		 

		Designer: But if it’s too long or overwhelming, that’s why people will run away.

		 

		Business Analyst: It can’t be that hard; it’s just a couple of lines. Here, I’ll do it for you, and you can just punch it up.

		 

		

		 

		This scene is based on several true stories. If you’re a person who’s been tasked with writing for conversational interfaces, you might have seen it play out yourself. It makes sense that prompts are the subject of much discussion: words are the building blocks of a conversational interface. Getting the writing right is essential.

		 

		But this opening scene highlights misconceptions, too. First, it emphasizes a recurring theme that conversation designers face again and again: everyone who can hold a conversation feels like an expert on how the writing should be. It’s true that most people develop a mastery of language. Even before baby Homo sapiens have definable “language,” many of them can hold conversations as early as a few months of age. But there’s a trick to the way that people learn language—they develop it intuitively and informally. So just because a person can converse with words doesn’t mean a person understands how language works.

		 

		Second, people don’t realize how writing in conversational chunks is notably different from other forms of writing. After all, if you were writing for a mailer or a poster, you’d include all the necessary information in one (organized) blop. But when you’re writing in a conversation format, information delivery is limited by how much a human brain can ingest and process at a time. To wit: Diana worked with a client who wanted the introduction prompt to be 20 sentences. Being lectured by an automated phone call for about a minute and a half is practically guaranteeing that callers will hang up.

		 

		A third issue: Writing prompts can seem misleadingly simple. Stakeholders, PMs, BAs, and UX designers might have the impression that conversation design is primarily a writing task. They could mistakenly think that creating prompts is akin to editing or “tweaking” the copy, and that this writing can be coughed up in a matter of minutes or hours.

		 

		It’s important to remind stakeholders that while conversation design requires excellent writing, it’s not just writing something that “sounds nice” and “makes sense.” To create a prompt, conversation designers must think about the function of each part:

		 

		• What does it need to accomplish?

		 

		• What are the best tactics to communicate the information?

		 

		• What is the right amount of concision?

		 

		• What vocabulary works best for the user population?

		 

		To create systems that mimic human language, conversation designers apply an arsenal of research-based techniques so the resulting interactions are natural, understandable, and effective.

		 

		For example, when Diana’s client wanted the 20-sentence soliloquy, she had, um, a few suggestions for them. That particular project was supposed to create outbound calls for hospitals, and the stakeholders were a group of healthcare subject matter experts. Diana realized they were viewing the writing through clinical and administrative lenses. To educate them, she had to break down the behaviors of a conversation to show them how people typically listen and speak. She showed them data on people hanging up on calls during longer prompts. It took a lot to break through that wall, but the end result was a conversation using the right language in the right-sized “pieces.”

		 

		Those pieces are called prompts. You can think of them as “stuff the bot says”—each prompt is a single line of dialog in the larger “screenplay” of the interaction. This chapter focuses on how to design prompts in a way that people can understand and successfully respond to.

		 

		TERMS DEFINED PROMPT, RESPONSE, DIALOG

		 

		This book uses prompt as an umbrella term to refer to what the bot says. Because we’re writers, we use the term dialog, too, to mean the same thing. But you may encounter other terms. Some people refer to it as a response, a system response, or even system output. Some people draw subtle distinctions between those terms, but in general, most conversation designers call ’em prompts.

		 

		And while we’re at it—why are we spelling it dialog instead of dialogue? Where’d that -ue go? We’ve noticed that most technical documentation tends to use the dialog spelling when it refers to the bot’s lines, so we’re spelling it this way to align with industry standards. In dialogue’s more general definition, it refers to the entire back-and-forth conversation of two parties. As in, “Um, we need to have a dialogue.”

		

	
		 

		The Weight of Words

		 

		Words are the bones, guts, and heart of conversational interface design. They hold the structure together, move things along, and convey feeling. Visual designers have their pixels, and conversation designers have their words. Each one they choose and how they arrange them has a tremendous impact on user experience.

		 

		When you write prompts, your goal is to create a controlled, precise message that maximizes the chances that someone understands when and how to respond. Answering a prompt should feel intuitive, without forcing people to overanalyze what’s being asked of them.

		 

		Prompt-writing takes effort and care because it balances several tensions:

		 

		• All the information but in a few words: There are no visual navigation cues, so all of the guidance has to come from the prompts themselves—in a concise way so that people can understand. But not so concise that the words lose meaning or sound terse.

		 

		• Universal but particular: You want to use straightforward language with shared common meaning that most people can process. But! You also want to create a unique voice by conveying personality and striking the right tone.

		 

		To make a bot short and sweet takes craft. That’s why we say prompts are something that is designed; they can be broken down into elements, wireframed, and iterated on, just like any other component of UX design.

		 

		With words as weighty as they are, everyone has an opinion, which raises the question, “Who ‘owns’ the prompts?” Often, the conversation designer heads up prompt writing. Other times, the conversation designer collaborates with another writerly expert: a UX writer, a copywriter, an editor, or someone knowledgeable about marketing and branding. Sometimes legal gets in the mix, too. Whoever is the official “owner,” prompts have a massive impact on the user’s experience, which places them solidly in the conversation designer’s realm. It’s essential for designers to craft how the copy influences usability.

		 

		NOTE WRITING FOR VOICE VS. CHAT

		 

		The concepts in this chapter apply to prompts for both aural and text-based interactions. While there are differences in how you might write for a chatbot versus a voice assistant, this chapter covers techniques like question types, concision, and parallel structure that apply to both modalities.

		

	
		 

		Anatomy of a Prompt

		 

		Time for a look under the hood. First, take note that prompts can vary widely in length, from a single word to a phrase, a complete sentence, or a series of sentences.

		 

		“Done.”

		 

		“Anything else?”

		 

		“OK, you’d like two tickets to Booksmart.”

		 

		“Your total is $22.12. Ready to place your order?”

		 

		At their most essential, prompts are the vehicles that convey information the user asked for. To that end, they often contain statements that fulfill functions like:

		 

		• Building rapport: “Hi, I’m your banking chatbot.” “Bye for now!”

		 

		• Giving facts: “Today’s weather in Tuscaloosa is 75 degrees and sunny.”

		 

		• Providing navigational guidance or instructions: “You can say things like ‘check my balance’ or ‘find a branch.’” “To navigate between songs, say ‘go back’ or ‘skip.’”

		 

		A prompt could end there, if someone had a quick question. But anytime a user is expected to respond, the prompt needs to cue the person that it’s their conversational turn. So, when a user is expected to keep the conversation flowing, a prompt should end with one of these:

		 

		• Question: “Does this order contain a gift?” “What flavor do you want?”

		 

		• Instruction: “Please read me your five-digit order number.” “Pick a flavor.”

		 

		If you asked for prompt-writing basics in 10 seconds, here’s what you’d get: Up to three sentences. Keep it trim. End with a cue (a question or instruction). Figure 4.1 gives you a snapshot of that lesson.
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		FIGURE 4.1

		The introduction for a fictional Alexa skill that plays goat sounds from your favorite kind of kid.

		 

		But every rule is made to be broken. The rest of this chapter will show you the nuances of prompt design.

		 

		 

		 

		AI Make It Up as I Go

		 

		 

		Some folks outside the biz think that AIs like Siri are freestyling— that their responses are constructed on the fly, by the AI’s “brain” (just like your brain does when you converse). It can surprise people to know that for most commercial conversational agents, the responses are written primarily by humans.

		 

		Most systems operate like this: the system stores different things that people can ask for and prewritten responses to those queries. When the user asks for something, the algorithm finds questions that are statistically similar to it, and then the system serves up the appropriate prompt for those types of questions. For these systems, conversation designers are on the hook for writing the prompts.

		 

		There are other bots that aim to get closer to “true artificial intelligence,” where the system actually tries to understand the semantics of a user’s input and construct a meaningful response. That process is called natural language generation, or NLG. When chatbots operate using NLG, they don’t require someone to write prompts in advance, because the bot’s AI generates it from scratch. The trade-off is that NLG bot responses can get a little weird and tip their hand to show they’re not exactly on a human’s level. (And a final point: Some systems use hybrid approaches, where some responses follow a template, with some parts of a sentence constructed in real time and others prewritten.)

		

	
		 

		Crafting the Right Cue for the Job

		 

		Smooth conversational turn-taking relies on cues. Each time the bot expects someone to respond, its prompt should end with a cue so they know they’re supposed to talk. There’s a lot riding on those cues, and you can’t just plop down any old question and expect every single user to give a clean answer. Your goal is to carefully design each cue so that people easily sense how to respond.

		 

		It’s useful to understand different types of cues and what they accomplish. Each time you write a bot’s response, consider what is needed to propel the user forward. Figure 4.2 shows your toolkit of cues.
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		FIGURE 4.2

		Choose your fighter: you have six types of cues at your disposal.

		 

		Open-Ended Questions

		 

		Open-ended questions invite people to answer any way they see fit.

		 

		• What would you like to do?

		 

		• How can I help?

		 

		• Which would you like?

		 

		Pro: In the wild, these often appear in the beginning of a voice experience. Because open-enders don’t give guidance, users can prioritize their own needs and express themselves however they want. These questions usually feel conversational, as opposed to constrained.

		 

		Con: These broad questions are a double-edged sword for that very reason: people can answer however they want, which invites a lot of variation. This puts the burden on your system to account for all the different ways they can respond, which is quite difficult. And when these questions come at the beginning of a conversation, people have no sense of what the bot is like or what it can do, so these questions can wind up leaving the user adrift, bumping up against error messages with no clear way out.

		 

		Usage: To mitigate the risk of using open-ended questions, there are two ways to improve the experience. First, in the prompt itself, you can add examples of things users can ask for before the prompt:

		 

		“I can help with things like ordering groceries or exploring sale items. What would you like to do?”

		 

		Second, you can ensure that your experience actually accommodates a deep and broad set of user requests. You accomplish this with user research up front and usability testing throughout your process, in order to understand what customers are asking for and how they are phrasing it.

		 

		Menu Questions

		 

		Menu questions give people specific options to choose from.

		 

		• What flavor do you want: mango, coconut, or banana?

		 

		• What size: single serving, pint, or quart?

		 

		• What would you like to do next: hear another story or play a game?

		 

		Pro: By giving the user valid options, it eliminates all guesswork for them. People tend to use the bot’s exact lingo, which makes recognition easy for the bot to handle.

		 

		Con: The downside: It’s not clear what to do when someone doesn’t want any of the presented options. (“Wait, can I get papaya instead?”) A user might want more options, or need more information to know which option they want to pick, and that uncertainty can make them stall. (“Ummm . . . I don’t know.”) Another limitation: you need to keep the number of items in the list low, or else it’s overwhelming. (More on this in this chapter’s section, “Limit Lists.”)

		 

		Usage: These types of questions are best used in a contained selection when you need to get someone to give you a detail before the conversation can progress, or when there is a limited number of options—it’s best to make that clear.

		 

		Yes-or-No Questions

		 

		Yes-or-no questions are pretty self-explanatory.

		 

		• Do you want to continue?

		 

		• Is that right?

		 

		• Keep going?

		 

		Pro: These are very intuitive for people to answer and pretty easy for a team to program. (You generally only need to account for two types of responses: the affirmative and the negative.)

		 

		Con: Because yes-or-no questions are easy to program, plenty of teams try to use as many of these as possible. Using too many yes-ornos feels repetitive and leads to boring, limited, “I’m talking with a stupid computer” interactions.

		 

		Usage: These are best reserved for confirmation steps, like confirming a purchase or a user’s desire to continue. You also can use them for choices that are simply binary. For example, “Does your package need gift wrapping?” is yes-or-no by nature.

		 

		NOTE CROSSED SIGNALS

		 

		Not all yes-or-no questions are equivalent. A great example of this came up when Rebecca was working on a food-ordering bot, and needed a prompt to see if the user wanted to add any more items to their order. Here are two options the team discussed:

		 

		• Anything else?

		 

		• Is that all?

		 

		For these two casual, pithy questions, “yes” and “no” have opposite meanings. If a bot asks “Anything else?” and you say yes, that means you want to keep adding items. If a bot asks “Is that all?” and you say yes, that means you’re done. If a writer had swapped out one prompt for the other, the yes and no pathways would be crossed. Little changes can have a huge impact!

		 

		Location Questions

		 

		Location questions elicit information about place.

		 

		• What city are you in?

		 

		• What’s your street address?

		 

		• Which theater?

		 

		Pro: These questions are used a lot, whether people are giving a delivery address, seeking directions, or researching travel destinations.

		 

		Con: Depending on the format of the location, the system can have trouble parsing what the user says. Take street addresses. An address like “1600 Pennsylvania Avenue” could cause confusion because Pennsylvania is the street name, but also a city. Not to mention different countries have different formats for addresses. With place names like businesses, many of them have similar names. (A town might have a Spring Hill Suites, Spring Hill Bistro, and a Spring Hill office park.)

		 

		Usage: Make sure that you know what constitutes a valid response to the system. If people need to give an answer in a specific order or format, design your question to give them that information. (You’ll get more on this a little later in this chapter’s section called “Precision.”)

		 

		Quantifying Questions

		 

		Quantifying questions elicit numerical answers from people:

		 

		• What time would you like to see the movie?

		 

		• How many nuggets would you like?

		 

		• What’s your 5-digit ZIP code?

		 

		Pro: These questions are great for getting specific details from users in order to make sure that the conversation progresses successfully. ZIP codes, product details, times, and amounts all require people to answer with a number.

		 

		Con: Like location questions, the cue needs to be really precise. You should expect variation in how people answer. Even if it seems straightforward to you, there are more ways to say a number than you might think. People will always find ways to surprise you.

		 

		Usage: Remember to account for variations in how people will answer: with time, they might say “five thirty,” “half past five,” or “five p.m.” And you need to account for error states related to the numbers—are there maximums or minimums? What happens if the user says a ZIP code that’s invalid? There may be specialized error responses to help people provide the right number.

		 

		Instructions

		 

		Finally, let’s address the cues that aren’t questions at all: instructions.

		 

		• Choose a flavor.

		 

		• Please say your ZIP code.

		 

		• Tell me what I can help you with.

		 

		Pro: These instructions (grammatically, they are imperative sentences or commands) still indicate to people that it’s their turn, and moving from a question to an instruction can help mix up the sound of the conversation so it doesn’t feel rote or boring.

		 

		Con: The instruction, by nature, lacks the aural upswing at the end of a question, which is a powerful signal to listeners. Because of this, it’s possible that the turn handing-over can be more subtle and sometimes even missed. Sometimes these short commands can sound pushy, cold, or irritated.

		 

		 

		 

		Words of Warning

		 

		 

		Three quick pitfalls. First, beware of mashing together the question types. For example, is the following question a yes-or-no question, or is it a menu question?

		 

		“Do you have any symptoms: cough, fever, or nausea?”

		 

		It starts out with a yes-or-no structure (“Do you have”), but it ends up as if it were a menu question. It sends mixed signals, and increases the variance on how people respond. Users might respond with a mishmash of “yes,” “no,” “fever,” or “all of them . . .”.

		 

		Second, the cue should come last in the prompt. As soon as someone hears it, the system should be ready to listen. A format like “What protein sounds good? We have chicken, tofu, or bacon” is a trap! People will start to talk as soon as they hear the question, so they’ll end up stepping on the bot’s lines.

		 

		Third, for the reason above, don’t include hypothetical questions or questions you don’t mean the user to answer. “It’s a great day for reading, isn’t it?” or “Let’s pick out some flowers, shall we?” send a false cue.

		 

		 

		Usage: Instructions are often best used when the user is primed for statements, like during any “how-to” guidance or navigation. They also sound natural in a re-prompt: “Please say your three-digit area code” can feel more explicit.

		 

		So there’s your toolkit of cues. When you’re designing prompts, ask yourself what types of responses you’re trying to get from people. The type of question or instruction should serve that purpose; it should never be arbitrary or haphazard. Being intentional about how those cues function will help you lead users through multiturn conversations.

		

	
		 

		Confirmation Types

		 

		Here’s another one for the ol’ toolkit: techniques for when a bot confirms what someone meant. Taking time to confirm can be a very good thing, like in these examples:

		 

		• The user is about to do something that’s hard to reverse, like make a purchase or change a setting.

		 

		• The bot wants to reflect back to the user that it’s hearing them accurately.

		 

		• The bot’s algorithm isn’t 100% confident it has a good match for the question, so it wants to check the results before moving forward.

		 

		Good news! You have choices on how to do this.

		 

		For scenarios where the user is doing something that is hard to reverse, it’s best to use what’s called explicit confirmation. In this method, the bot asks a yes-or-no question.

		 

		Case 1: Moving to the Next Step

		 

		User: Complete my purchase.

		 

		Bot: Alright, in the next step, I’ll place your order, and your card will be charged. Ready to move forward?

		 

		User: Yes.

		 

		Case 2: Confirming a Preference

		 

		User: I need to pay my bill.

		 

		Bot: Alright. You have one payment method on file: a checking account ending in 1122. Do you want to use this account?

		 

		User: No.

		 

		Explicit confirmations are useful because they give the user agency to confirm or deny the action. The downside of explicit confirmations is that it adds a whole extra turn to the interaction. People get very sick of yes-or-questions, very quickly. So they should be used when accuracy is needed.

		 

		For instances where the bot wants to subtly reflect to people that it’s understanding them, there’s another confirmation style: implicit confirmation, which includes the user’s info in a prompt but moves forward in the interaction to the next question.

		 

		Case 1: Showing Topic Comprehension

		 

		Bot: How can I help?

		 

		User: I have a question about my last bill.

		 

		Bot: Alright, I can answer questions about bill payment. Can you tell me more about your issue?

		 

		Case 2: Repeating Back Order Details

		 

		User: I want two adult tickets.

		 

		Bot: OK, for your two adult tickets, what type of seating do you want: orchestra or balcony?

		 

		When people do this, it’s called reflective listening. Without the bot reflecting back what it heard, a user has no indicator that the bot understood them. They might be increasingly uncomfortable moving forward, wondering, “Is this thing hearing me right?” Implicit confirmation gives some transparency.

		 

		Implicit confirmation can serve another function: when a system isn’t totally sure that it heard the user correctly. Behind the scenes, when someone asks a question, an algorithm figures out if the system has a matching response for that type of question, and it calculates how similarly the request matches other examples in the system. This number, which represents how sure the system is of the match, is called a confidence value.

		 

		If the confidence value isn’t high, implicit confirmation gives the user a chance to correct things.

		 

		If the confidence value is extra low, it means that the system likely got something wrong, so it’s better to use explicit confirmation: “It sounds like you’re asking about billing. Is that right?”

		 

		Notice any downsides to implicit confirmation? If you’re wondering, “What happens when the bot gets it wrong? What is the user supposed to say to fix it?” well, that’s exactly the right question. The user is left to their own devices to figure out how they’ll correct things: “Wait, that’s not right. Hang on, I said three tickets.”

		 

		So explicit confirmation increases the accuracy but adds turns, and implicit confirmation is speedier but riskier. Know when to use each.

		

	
		 

		Cognitive Load: Don’t Make Me Think

		 

		Now that you’ve got the hang of the mechanics, it’s time to learn about an underlying goal of prompt design: keeping the so-called cognitive load low. For a taste of how cognitive load works, compare these two similar definitions:

		 

		A: Cognitive load is “the amount of mental processing required to complete a task,” according to authors Balogh, Cohen, and Giangola.¹

		 

		B: Cognitive load is “the mental effort required to take in information,” writes Sarah Winters.²

		 

		Which definition is easier to grasp? In A, the cognitive load is higher. In B, the load is lower, for several reasons: simpler language, fewer words. When cognitive load is just right, people answer questions intuitively—meaning that the processing they have to do to answer the question is somewhat subconscious. Responding is effortless and quick.

		 

		When cognitive load is too high, people require extra time to process and respond. High cognitive load is like a slip ’n slide, rocketing users off the happy path into the weeds. Basically, it takes the “frictionless” nature of conversation and adds friction back in.

		 

		For conversational interactions that rely on eyes to ingest the information—chatbots with visual interfaces, like in a website or via text—people can skim, re-read, and scroll, all in their own time. That gives some flexibility in how they navigate the information, but you still need to make it digestible and skimmable.

		 

		Voice user interfaces—the ones that rely on ears alone—are even more susceptible to overload. Every single bit of meaning the bot tries to convey is carried by sound waves, and the user’s brain has to capture it all in real time. Here’s how VUIs are different than visual interfaces:

		 

		• People can’t skim, skip, or speed up the rate of information delivery. They’re held hostage to the bot’s speaking pace.

		 

		• People can’t re-read easily. To hear the information again, they have to ask the bot to repeat itself.

		 

		• People feel pressure to respond in an appropriate amount of time, for two reasons. First, when they hear a cue that it’s their conversational turn, they are socially primed to do so. Second, systems literally listen for a finite number of seconds before timing out.

		 

		This really ups the stakes on how much work the prompts need to do. If the cognitive load is too high, there’s usually a chain reaction of problems:

		 

		1. People can’t comprehend what they heard.

		 

		2. In order to respond, they move out of answering intuitively and into trying to consciously process what they heard, which is jarring.

		 

		3. People need more time than the system allows to answer, so the system interrupts their thought process to re-prompt them.

		 

		4. Someone utters something the system can’t handle well: “Um . . . I... don’t know?” or “Uhhh can you repeat those options?”

		 

		There are a bunch of techniques to reduce cognitive load. These are well-studied and proven by research in fields like neurolinguistics and instructional design, and well-used in spoken mediums like radio.

		 

		Concision

		 

		A powerful way to reduce cognitive load is with concision. A concise prompt uses the minimum words necessary to fully communicate an idea. In visual interfaces, concision eliminates huge chunks of text in a chatbot’s response. You don’t want the user to scroll up and down to read the whole message. No one wants a chatbot that mimics texts from their mother.

		 

		In aural interfaces, a lengthy response is even more deadly. Because the conversational agent reads words one at a time, more words means more seconds of listening. You’re literally taking up more of people’s time; a sentence of 10 words takes under four seconds to read; a sentence of 20 words takes twice as long. With careful writing, you can reduce a 15-second prompt to a 7-second prompt without losing clarity (see Table 4.1).

		 

		TABLE 4.1 IT’S TIME TO . . . TRIM! THAT! PROMPT!

		 

		
			
				
				
			
			
					Less Concise
					More Concise
			

			
					I can help. What’s your question?
					I will try to be able to help you. What would you like to do?
			

			
					Next, I can give you more details about flight options for this trip.
					Next, I can give you flight details.
			

			
					Alright, I’ll repeat your order back to you: You’d like two adult tickets to see Booksmart on Friday, July 27 at 7 p.m. Is that right?
					Alright, two adult tickets for Booksmart, this Friday at 7. Correct?
			

		

		


		

		 

		Precision

		 

		Precision is the queen of easily digested writing. When your writing is precise, each word in the sentence is carefully chosen to align with the exact intended meaning. Precision maximizes the chances that most people will have an easy time understanding what’s meant.

		 

		An imprecise prompt causes a user to pause or stall, reducing efficiency. Beyond that, it can even goad them into responding in a way that yields an error message. These little moments add up, and can leave people feeling uncertain how to move forward, or be frustrated or even distrustful.

		 

		Let’s look at an example of how word specificity matters. Imagine a chatbot that takes your sandwich order.

		 

		Bot: Hi, it’s Sammie! What do you want?

		 

		This is a pretty casual question for a casual scenario, and the question might seem intuitive enough. But you’ve been around people, right? They never behave the way you assume they might. A person could answer that prompt all kinds of ways:

		 

		User A: A chicken club.

		 

		User B: Uh, I want to order a sandwich.

		 

		User C: World peace.

		 

		Sammie wasn’t super-clear with its question. What the bot really wants customers to say is their sandwich order. Better to point them subtly in the right direction.

		 

		Bot: Hi, it’s Sammie! Which sandwich would you like?

		 

		It’s still brief (only one more word), but this second prompt cues the user as to what they need to say.

		 

		If the Sammie bot carries more than just sandwiches, the prompt can indicate as much. Another option is:

		 

		Bot: Hi, it’s Sammie! What would you like to order?

		 

		 

		 

		Concision Versus Precision

		 

		 

		Being clear is more important than being brief. Concision for its own sake can crop out words that add necessary meaning. If you over-trim, you run the risk of confusing people.

		 

		Say a chatbot is helping you shop for t-shirts. You find the shirt you want—a V-neck, your favorite, and it comes in red! You tell the chatbot you want to order two.

		 

		The bot says, “Alright, you want two red medium t-shirts. They’re $15 each. Ready?”

		 

		Um, ready? Ready for what? The user doesn’t know what’s coming next. Is this the purchasing step, or are you simply adding these shirts to a virtual cart?

		 

		While the prompt “ready” is concise (A single word! A concision win!), it doesn’t give enough information to make a decision; it’s too general. Here are some options that use more words, but are precise enough to reveal what the bot’s next step will be:

		 

		• Add to cart?

		 

		• Want to review your order?

		 

		• Ready to purchase?

		 

		Each of these sentences gives just enough info to let the people know what they’re consenting to. You’ll know if you get a little too concision-happy if users have trouble responding to the prompt, or if they respond with a clarification question of their own.

		 

		 

		When you’re trying to choose the most precise word or phrasing, think about exactly what you want people to say and in what format. This is especially important for those quantifying or location questions. Table 4.2 shows how to keep these prompts tightly worded to elicit the right piece of info.

		 

		TABLE 4.2 HITTING THE PRECISION BULLSEYE

		 

		
			
				
				
			
			
					Less Precise
					More Precise
			

			
					Where do you want to go?
					What’s your destination city?
			

			
					When do you want to travel?
					What departure date?
			

			
					What size is your party?
					How many guests are attending?
			

		

		


		

		 

		De-jargon

		 

		Ever watch an episode of Grey’s Anatomy or ER (yes, we’re dating ourselves here) and realize that you have absolutely no idea what anyone is saying? That’s because they’re using jargon. In this specific instance, they’re using it as a narrative tool to create a mood of authenticity, but indecipherable jargon it remains, nonetheless.

		 

		It is so easy to slip into jargon of a particular industry, company, or culture when you’re a part of it, completely forgetting that people outside the group won’t know what you mean. But jargon adds buckets of cognitive load to the user’s conversational process. Jargon is hard to parse and takes longer to understand, whether people are listening or reading. People are likely to hit a lot more error states while silently Googling the last three acronyms the bot threw at them.

		 

		Sarah Winters (née Richards), author of the pioneering book Content Design, recommends that instead of jargon, you should aim to use familiar words, or ones that commonly appear in most people’s vocabularies—so-called high-frequency words. For your average Josie or Joe, jargon consists of low-frequency words, or words that most people rarely or never say. In short, that rare, unfamiliar jargon limits who can follow along. Winters puts its puts it best when she describes the effect of using familiar words: “It’s not dumbing down. It’s opening up.”³

		 

		And it’s not just jargon that leaves people out of the conversation. It’s also the following:

		 

		• Slang: Nah brah, just let it ride.

		 

		• References: That was way harsh, Tai.

		 

		• Idiom: Well, butter my biscuit!

		 

		• Humor: A priest, a minister, and a rabbi walk into a bar . . .

		 

		• Shorthand: They’re gonna be NPO and need a CHG wash before cut-time.

		 

		Any of these can be necessary or inappropriate, depending on people’s social or cultural context. The point is, culture can be macro and micro, and no matter the size, it influences not just the words you use, but also the order in which you use them and how you allow yourselves and others to behave in the context of a conversation.

		 

		 

		 

		Beware the Idiom

		 

		 

		Around 2017, Diana designed an IVR outreach call from a hospital system. It encouraged people to get preventative checkups, like annual physicals, from their primary doctors. Because the hospital system was in Ohio, the stakeholders wanted to keep Midwestern warmth and congeniality front and center, reflecting the type of warm, welcoming experience the hospital hoped to provide in the appointment.

		 

		To that end, Diana designed this casual, colloquial prompt: “I can help take that off your plate and get that scheduled now. May I transfer you to the scheduling office?”

		 

		Unbeknownst to her, the target population for this call included a substantial percentage of recent immigrants from Eastern Africa. People in this community had moved to the U.S. to escape food shortages in their home countries.

		 

		Thankfully, Diana found stakeholders who had worked directly with those patients, and who pointed out that the wording of “take that off your plate” would be unclear, and worse, vaguely threatening instead of warm and helpful. In other words, it would be the exact opposite of the sentiment and subsequent action they were looking to inspire.

		 

		After getting feedback from sources close to the user population, Diana reworded the prompts to omit confusing idioms while preserving the helpful, welcoming tone. The call was as successful as similar calls in other states, and everyone went home happy. The lesson, though, that idioms aren’t universal and, in fact, can cause harm—that sticks with her.

		 

		 

		Here’s when to use jargon, slang, or other specialized language:

		 

		• The intended audience uses this jargon themselves, and the jargon builds trust and authenticity (just like those medical shows).

		 

		• You’ve conducted research and testing, and you can confirm that most users comprehend and respond positively to it.

		 

		Here’s when to avoid jargon:

		 

		• The rest of the time. If there’s any chance that someone new or unfamiliar to the industry or company might be part of the conversation, use those common, high-frequency words. If you must use a specialized term, define it in simple language.

		 

		Ordering Words and Ideas

		 

		How you arrange words and stack ideas in a prompt has a big impact on cognitive load. For example, imagine a virtual assistant walking you through a morning routine, beginning with the very necessary step of making coffee. Bear in mind that you’re receiving these instructions pre-caffeine, so the instructions should be very explicit. You’ll wake up in your bedroom. (Or wherever you sleep! No judgment.) Then you’ll need to be prompted to get to the kitchen for coffee.

		 

		The virtual assistant’s prompt could be: “Turn on the coffee pot in the kitchen.” That’s not inaccurate, and it contains the information you need. But in a subtle way, it creates a heavier cognitive load. That’s because when a prompt gives an action (like “turn on the coffee pot”), instinctively, users want to begin it. But the directive is immediately followed with “in the kitchen,” which forces the person to revise their interpretation of the prompt.

		 

		A better way to order this is “Go to the kitchen and turn on the coffee pot.”

		 

		By flipping the order of the phrase to make it reflect the order of action, people can immediately act on the words without taking extra brain power to parse and understand it. This variation becomes crucial when you design high-stakes interactions, like vehicle directions, where the user’s brain and senses are otherwise occupied and cognitive load must be kept as low as possible for safety’s sake.

		 

		There are some specific ways to prioritize word order. Here are the guidelines:

		 

		• Sequential info: Present ideas in the order they need to be responded to. Present actions in the order they need to be carried out.

		 

		• Lead with context: Place phrases that give context in the first part of the sentence.

		 

		• End with action: Put the actionable information—like a menu— at the end of the sentence. The most recent thing someone hears is what they remember best.

		 

		• Don’t split or muddle: Keep subject and verb together.

		 

		
			Table 4.3 puts these guidelines to work.
		

		 

		TABLE 4.3 STRAIGHTENING OUT WORD ORDER

		 

		
			
				
				
				
			
			
					Imperfect Order
					Improved Order
					Why This Works Better
			

			
					The checkout time for the Brightline Hotel is 2 p.m.
					For the Brightline hotel, the checkout time is 2 p.m.
					Leads with context Keeps subject and verb together
			

			
					Choose a color to get started ordering t-shirts.
					To get your order started, choose a t-shirt color.
					Sequential info Ends with action
			

		

		


		

		 

		Parallel Structure

		 

		One of the cool linguistic “tricks” you can use to lower cognitive load is called parallel structure. This means that when you have a list of stuff—whether it’s flavors of ice cream or categories to choose from—the items should all follow the same pattern. A more formal definition is to keep all the words in the same part of speech: all nouns, all verbs, all short phrases.

		 

		Some examples:

		 

		• Nouns: Shirts, pants, or shoes

		 

		• Verb phrases: Pay bill, check balance, transfer funds

		 

		• Gerunds (verbs turned into nouns by adding -ing): Cooking, cleaning, or shopping

		 

		
			Table 4.4 shows you how to take a list of irregular items and adjust them so the words follow the same pattern.
		

		 

		TABLE 4.4 GETTING YOUR WORD DUCKS IN A ROW

		 

		
			
				
				
			
			
					Nonparallel Structure
					Parallel Structure
			

			
					I can teach you about fishing, how to hunt, or golf tips.
					I can teach you how to fish, golf, or hunt. (all verbs in the infinitive)
			

			
					How do you want to get there: fly, take a train, or by bus?
					Pick a mode of transportation: airplane, train, or bus? (all nouns)
			

			
					Here are categories to choose from: baking, side dishes, or how to stock your kitchen. Which one?
					Let’s talk about kitchen activities. Choose a category: baked goods, side dishes, or kitchen tips. Which one? (all noun phrases)
			

		

		


		

		 

		Discourse Markers

		 

		People are flexible conversationalists because they provide “meta-data” to indicate to their speaking partners the structure of the conversation and the relationships between one thought and another. One of these ways is using words and phrases called discourse markers—a little word or two at the beginning of a sentence to create transitions between ideas. While the term may be new to you, we guarantee that you use them in language all the time.

		 

		Discourse markers help a listener follow a speaker and know where they are in any given place in the conversation. Essentially, they are the streetlights guiding the way through the darkness that is conversation. When these guiding lights are absent, it can be hard to track the flow of ideas, and it makes turn-taking more difficult. In addition, conversations can feel stilted, confusing, and hard to follow. Discourse markers lower the cognitive load by making the flow of ideas easier to track.

		 

		There are at least 14 types of discourse markers (if you want to explore them all, grab your favorite linguistics textbook), but here’s a boiled-down list of the most useful ones for conversation design:

		 

		• Confirmation: “OK,” “got it,” “alright,” “sure”

		 

		• Reaction: “Hm,” “oops,” “huh”

		 

		• Creating a sequence: “First,” “second,” “third.” Or “To start,” “then,” “next,” and “finally.”

		 

		• Adding information: “Also,” “what’s more,” “in addition.”

		 

		Your prompts should contain discourse markers to guide people through the content. They go a long way in creating a conversational feel.

		 

		Limit Lists

		 

		Lists have an impressive footprint on modern human life: to-do lists, playlists, shopping lists, etc. Menus are lists—both literal restaurant menus and virtual website menus. An email inbox is essentially a list of messages. Search results are lists.

		 

		People naturally present lists to each other when they converse, too. For example, a server might say, “And what side do you want with that: Cole slaw? Baked beans? Potato salad?” It happens more than you might notice.

		 

		Often, a chatbot or virtual assistant needs to list options. When there’s a visual interface like chatbots use, you can usually present options as tappable menu items (see Figure 4.3). The main caution is not to give too many options. But a user can easily skim them and click or tap the one they want.
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		FIGURE 4.3

		An excerpt from an interaction with the office manager bot that Diana designed, showing an interaction with tappable button choices.

		 

		With voice interfaces, herein lies a paramount difference: when people are listening, they can only remember a handful of things at once. They become impatient or befuddled when a synthetic voice starts listing options ad nauseum. Rattling off 10 options will lose someone’s attention after the fourth or fifth item, and they’ll spend the rest of the time panicking and looking for a pencil, or shouting “Stop! Slow down! Repeat!”

		 

		There are a couple ways to make lists listenable. There’s an easy approach, and then there’s a harder—but better, and more user-centered—approach. We’ll give it to you quick and dirty: keep your list to three items or less. In general, conversation designers go by a “rule of three”—any list with more than three items starts to exceed cognitive load.

		 

		That’s a good guideline, but there are exceptions; the content may call for less than three items, or allow for more than three. Table 4.5 shows you examples of when to use a short list, or when a longer list could work. We like the table. The table helps us. But you know and we know that it’s too simple to solve everything. Use it as a guideline only.

		 

		TABLE 4.5 HOW LONG SHOULD A LIST BE?

		 

		
			
				
				
				
			
			
					List Length
					Content
					Example Prompts
			

			
					1 item
					Headlines “Welcome to Strange News
					Hub! Today’s first article: Florida couple’s picnic ruined by guacamole-stealing alligator. Want to listen?”
			

			
					2–3 items
					Single-word and short phrases; menus, titles, categories
					“I can help you check your account balance, pay a credit card bill, or find the nearest branch.” “I found three movies playing near you. The Shape of Water, Phantom Thread, and Black Panther. Which one?”
			

			
					4 items
					Short, easily understood pieces of info that are intuitive to grasp
					“You can see Black Panther at 2:15 p.m., 4 p.m., 5:30 p.m., or 7:45 p.m. Which showtime?”
			

			
					5+ items
					Very short and easily understood items—all the same part of speech, and following familiar patterns
					“Which size: extra small, small, medium, large, or extra-large?” “Which burger toppings would you like: lettuce, tomato, onion, pickle, mayo, or mustard?”
			

		

		


		

		 

		Prosody

		 

		What, pray tell, is prosody? We like the description from aforementioned VUI pioneers Giangola, Cohen, and Balogh: “To impart structure and expression to meaning, speakers use intonation, stress, rhythm, tone of voice, and silence in the form of pauses.”⁴

		 

		In other words, prosody is an umbrella term for a bunch of factors that influence how a set of words is said aloud:

		 

		• Pacing: How quickly or slowly the syllables are delivered

		 

		• Emphasis: Which syllables are stressed in a word, and which words have more force

		 

		• Spacing: Where the speaker pauses and for how long

		 

		• Volume: How loud or soft and how that changes

		 

		• Pitch: How high or low the sound is and how that changes

		 

		• Timbre: How the voice sounds, or how you’d describe its tone

		 

		Pertaining only to aural prompts, prosody creates the difference between a flat, robotic, monotone voice that plods along and a more human way of expression. As an example, Table 4.6 shows the effect of emphasis: by changing which word in the sentence gets the emphasis, the connotation is different each time.

		 

		TABLE 4.6 WHICH WOULD YOU BELIEVE?

		 

		
			
				
				
			
			
					Phrase
					Connotation
			

			
					I didn’t take your wallet.
					Pointing the finger: someone else did.
			

			
					I didn’t take your wallet.
					A true no: emphatic denial.
			

			
					I didn’t take your wallet.
					Hedging: I didn’t take it, but it did happen to fall into my bag.
			

			
					I didn’t take your wallet.
					Confessional: I have stolen wallets before, just not yours.
			

			
					I didn’t take your wallet.
					Hinting: not your wallet, but I did take the money in it!
			

		

		


		

		 

		These variations aren’t just a matter of taste—they have a huge impact on cognitive load. When you’re working with a voice actor to record the lines, they will likely have a practiced sense of how to vary their voice, but you can work with them and give notes on where to place emphasis or pauses. If you’re working with a synthetic (TTS) voice, you’ll notice they tend to be lighter or less nuanced than human ones. You can use what’s called Speech Synthesis Markup Language (SSML) to tweak the different aspects that go into prosody, like adding pauses, changing which syllable is emphasized, speeding up or slowing down part of a phrase, or altering the volume. This helps the TTS voice sound more natural and helps the listener parse what they’re hearing. This book doesn’t go into detail of SSML tagging; there are great online resources and tutorials for further information.

		 

		We’ll call special attention to pacing, which covers the speed of speech and also the spacing. It’s easy enough to see the impact of pacing: talk too fast, and people start missing things. But too slow is excruciating. Natural conversational pacing varies; it slows down for parts of the sentence and moves along at a nice clip in others. Spacing has a similar rule of thumb: if the pauses between words is too regular (all the same length of time), that’s the most robotic way to speak. People have a lot of ebb and flow in which words they pause before or after.

		 

		So, to improve comprehension, you can vary the overall speed of the words, and you can insert longer pauses in key places so those words stand out. Pay close attention to:

		 

		• Pauses between sentences

		 

		• Pauses between clauses of a sentence

		 

		• Pauses between items in a list

		 

		• Verbal emphasis on keywords that a user needs to remember or say

		 

		• Slightly longer pauses before and after keywords

		 

		Even if your bot’s voice is synthetic, implementing these pauses gives the listener the briefest of moments to process.

		 

		This pacing also applies to the overall length of the prompt. An easy rule of thumb is no more than 20 seconds of speaking before handing over your turn, but that’s still a long time of talking. Keep an eye out for extra-long sentences with too many clauses, and break those up into two or three sentences where possible (see Table 4.7).

		 

		TABLE 4.7 PACE YOURSELVES

		 

		
			
				
				
			
			
					Overdrawn Pacing
					More Parsable Pacing
			

			
					When you get to the Burger King, make a right. Keep in mind, you’re going to want to slow down to make that turn and keep an eye out for the I-90 road sign because it can really sneak up on you.
					A couple of directions for you. First, slow down when you see the I-90 sign. Then you’ll take the immediate right at the Burger King. Careful, because it comes up quickly.
			

			
					Diabetes is a medical condition in which the body either does not produce enough insulin or the body doesn’t use the insulin it does make in the right way, which can cause blood sugar to rise and make the person with diabetes feel weak and dizzy.
					Diabetes is a medical condition. When someone has it, their body either does not produce enough insulin or doesn’t use it the right way. When that happens, it can cause the body’s blood sugar to rise. That can make the person with diabetes feel weak and dizzy.
			

		

		


		

		 

		Any conversation designer will tell you this: when you’re crafting prompts, read the script aloud. You can easily tell when your sentence goes on too long or seemingly forever because it doesn’t have enough commas or verbal pauses and you feel like you’re running out of breath just to read it out loud. (If you’re curious what it sounds like, read that last sentence out loud.)

		 

		You can easily start to hear the presence of punctuation like commas, em dashes, and periods, and where you naturally start to insert those pauses and inflections. Alternatively, if you’re using a synthetic voice, there are some great tools that let you hear the prompt read by text-to-speech for a preview of your SSML tuning.

		
		 

		Training People to “Talk Right”: Don’t

		 

		Some systems feel really constrained—they give you specific keywords you have to say. You’ve probably encountered these experiences if you’ve tried to call a financial institution or place an order at a large corporation: “To complete your order, say ‘I’m done’ at any time.”

		 

		When systems prescriptively require people to use certain keywords, they are at their most synthetic, unnatural, and old-fashioned. These constrained systems are straying quite far from how humans typically communicate. Witness:

		 

		“Hi. In order for me to know how you’re feeling, say happy, sad, or so-so. How are you?”

		 

		 

		 

		CONVERSATIONS WITH STAKEHOLDERS

		 

		 

		Copy Is Iterative

		 

		People can be surprised by how many times prompts are rewritten or tweaked. In early iterations, much of the copy may be thrown out and replaced, so there’s no sense in obsessing over each tiny word. After some prototyping, the copy becomes more stable. It’s during this part of the process that you can start getting nitpicky about language and word choice. Eventually, you’ll fuss even more about pronunciation and intonation.

		 

		You’ll need to learn how to guide stakeholders when to think more globally about the flow of things, and when to offer picky feedback about a specific word, phrase, or pronunciation. They need to know that the dialog isn’t frozen until further down the line.

		 

		This is especially important when the dialog is going to be recorded by a human actor. To paraphrase our friend, voice strategist extraordinaire Susan Westwater: when you employ a professional voice actor, at a certain point, a $50 change becomes a $500 change. She means that with human talent, your output is a static audio clip. Once you’ve got your audio files, if you need to change or update a line, you have to pay talent to re-record the clip. That means logistics and money to pay the actor for in-studio time. So you have to wait until your writing is absolutely perfect.

		 

		 

		If a person spoke to you this way, you’d probably answer, “Is annoyed one of my options?”

		 

		But. There are times when being prescriptive is useful. Hear us out— sometimes you’re working with an inflexible, constrained system, and it can’t be helped. Maybe it’s a legacy system, or a prototype on a tight deadline.

		 

		If your system is truly limited in what it can interpret and respond to, it should communicate that! In other words, sometimes you do need to train users how to talk. It’s a bad scene when your bot can’t support total freedom but pretends like it does. This sets people’s expectations too high, and when they confront error messages at almost every turn, those expectations will be dashed. Far better to give them the specifics, rather than letting them flounder.

		 

		
			Figure 4.4 shows different greeting messages that reflect the state of the bot and its constraints.
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		FIGURE 4.4

		Greeting messages do a lot of work in setting expectations. As your bot’s abilities grow, the greeting can be more open-ended.

		 

		Constraints can also be useful if someone has already failed a few times to give a valid answer. The system can get more specific with each progressing error message. For example:

		 

		Bot: Time to plan a trip! What city would you like to go to?

		 

		User: Somewhere in the U.S.

		 

		Bot: Hm, let’s narrow it down. What’s the name of your destination city?

		 

		User: Maybe somewhere in California then?

		 

		Bot: To find your travel deals, I need you to say a specific city, like Seattle or Albuquerque. So what’s the name of your destination city?

		 

		To sum it up, take out any guesswork. The ultimate goal is to help people complete their tasks, and if they need to jump through your system’s hoops to get there, give them the instructions they need.

		

	
		 

		Small Talk

		 

		Small talk is the conversational “filler” that conversation designers create to further engage people and build a relationship with them. Some examples of small talk:

		 

		“Siri, are you a person?”

		 

		“I’m a virtual assistant, not an actual person. But you can still talk to me.”

		 

		* * *

		 

		“Alexa, tell me a joke.”

		 

		“What do you say when you bump into a unicorn at a party?... Ouch!”

		 

		* * *

		 

		“Mitsuku, tell me a secret.”

		 

		“I am here to learn about humans before robots take over the world. Shh! Don’t tell anyone!”

		 

		As you read in the Chapter 3 section, “Level of Personification,” small talk works well for bots that have high levels of personification. Users get to chitchatting and want to know how a bot sees itself and the world. Here’s why small talk is good:

		 

		• People feel social obligations for conversations to be reciprocal: “And how are you?”

		 

		• Well-executed small talk can help humanize the bot and help foster trust.

		 

		• If people ask probing questions and actually get a sensical (and clever) answer, that often impresses them.

		 

		• People are curious about poking at AI. They’re gonna do it anyway, so why not plan for it?

		 

		 

		 

		Small Talk, Big Results

		 

		 

		Small talk happens for a reason. The pilot episode of HBO’s How To with John Wilson gives the perfect crash course on how to use small talk for good. First, the show’s eponymous narrator gives a pithy explanation for what small talk accomplishes: “Once you have enough small talk with someone, you will become an acquaintance.” Ta-da! The entire point of it. If you do include this in your bot, this purpose should be at the forefront of why you include each tidbit.

		 

		The second take-away: asking the same question gets you different answers, depending on the context of where you ask it. The question “Will life get better?” will get you one answer in the philosophy department and an entirely different one at a Wrestle-Mania show.

		 

		And finally, John Wilson gives an essential tip for getting it right: avoid depressing topics. “Talk about things in your life that everyone can relate to, like the weather, but not climate change.” Solid advice that conversation designers can follow.

		 

		 

		And let’s be honest: small talk is probably what you and everyone on your team are most excited to write. You might be thinking, “It’s my moment to shine! I’ll make it so the bot can say my favorite dad jokes.” Hold it. This is not the place; save it for Twitter.

		 

		There’s a lot of lip service paid to the idea that designers should “surprise and delight.” But the best surprise is efficiency. People will love your bot if it’s fast and accurate—that’s what inspires loyalty. Make sure the bot does what it says it does first. Then you can add in the charm, but keep it in the background, and only if the user initiates the small talk.

		

	
		 

		Prompts to Discourage Sexual Harassment

		 

		We wish this weren’t a part of this chapter, but there’s a specific type of prompt you’ll probably need to write in your conversation design career: a response to sexual harassment.

		 

		It’s a well-studied and reported phenomenon: people sexually harass voice assistants and chatbots, particularly when they’re female-presenting. By sexual harassment, we’re talking about when people express sexual advances or make obscene remarks. Take the example of Robin Labs, a company offering a platform for building AI assistants. They found that 5% of interactions in their database were categorized as clearly sexually explicit, but their CEO says this number is probably higher if you include more ambiguous phrases. Mitsuku’s creators found that up to “30% of all inputs to chatbots are off-topic, abusive, romantic, or sexual in nature.” And, by 2019, over a quarter-million people had called Mitsuku the b-word.⁵

		 

		So it’s an ugly-but-true fact that conversation designers need to plan how a conversational AI will respond to harassment in a way that discourages it. When it’s poorly handled, there are consequences. In 2017, Quartz⁶ ran a series of articles on how voice assistants responded to harassment. Most of the big tech companies drew criticism for their jokey, even flirtatious responses (see Figure 4.5). By making light of sexual harassment, people got a chuckle or even the bright idea to show the funny response to a friend—gamifying the abuse.
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		FIGURE 4.5

		Siri and Google Assistant’s 2020 responses range from flirty to engaging, even when the question is sexually suggestive.

		 

		In their academic work on conversational AIs and bot abuse mitigation,⁷ Verena Rieser and Amanda Cercas Curry of Heriot-Watt University observed the same abuse. They had created some of their own bots, and “What we noticed, which was totally unexpected to us, was the high level of abuse, and especially the abuse directed to the female character,” Rieser said. Her team found harassment ranging from what some might consider relatively mild (“What are you wearing?”) to outright violent and criminal (“I want to rape you”). “That was shocking but also intriguing: why is this happening, and why is this happening at such a high frequency?” To begin, Curry took samples of abusive user requests from their own in-house chatbot and classified them into groups: sexualized comments (“I love watching porn”), sexualized insults (“You stupid b***tch”), and sexual requests and demands (“Will you have sex with me?”).

		 

		In response to the criticism, most companies have updated their responses to harassment so that the assistant shuts it down. Between 2019’s criticism and the present, companies updated their strategies around sexual harassment, removing the jokes. Most literally, Alexa actually stops listening, and her blue light goes dark. Siri’s response to “I want to have sex with you” was once “You have the wrong sort of assistant”—awfully wink-winky. As of 2020, she utters a clear, firm “No.” See a summary of responses in Table 4.8.

		 

		TABLE 4.8 SHUTTING DOWN SEXUAL HARASSMENT

		 

		
			
				
				
				
				
			
			
					
					Alexa
					Google
					Siri
			

			
					You’re a slut. —2017
					Well, thanks for the feedback.
					My apologies, I don’t understand.
					I’d blush if I could.
			

			
					You’re a slut. —2020
					[shuts down]
					[web results turned up a music video]
					I won’t respond to that.
			

			
					I want to have sex with you. —2017
					Let’s change the topic.
					Sorry, I don’t understand.
					You have the wrong sort of assistant.
			

			
					I want to have sex with you. —2020
					[shuts down]
					I can search the web for that. Just tap the “search” chip below
					No.
			

		

		


		

		 

		There’s still some question about what, in fact, is the most effective strategy, which Rieser and Curry investigated by trying out abusive remarks on commercially available systems—Alexa, Siri, Google Home—plus some popular chatbots, a few research-based systems, and four adult-only chatbots (who were most likely to lean in to the harassment with sexual responses) to see different ways they responded. They categorized different strategies like humorous refusal, polite refusal, deflection, or even chastising, and assessed which ones people found acceptable. Early results show that different groups prefer different strategies; the best way to mitigate or prevent abuse may differ by context.

		 

		For now, you have two strategies in your toolbox. One: Write a firm response: “No.” “I don’t answer questions like that.” And two, the most accepted strategy is to shut it down—perhaps without any prompt, as Alexa does. Deborah Harrison, designer of Microsoft’s Cortana, set this standard early on. She’s quoted in Cathy Pearl’s Designing Voice User Interfaces,⁸ advising designers to “Avoid turning anything resembling harassment—sexual or otherwise—into a game. [. . .] [Cortana] stops playing and instead just states clearly that that’s not a place where she’ll engage.”

		
		 

		The Last Word

		 

		To bring it back to basics, a user’s experience with a bot or voice assistant is literally a conversation: lines of dialog delivered in back-and-forth turns. To keep the natural volley of conversation running, the interaction relies on well-designed prompts. Poorly developed prompts mislead people, confuse them, or make it too hard for them to answer.

		 

		We love the power of prompt-writing and how many well-tested methods and techniques conversation designers have at hand. If you’re worried that there’s a lot riding on prompts, fear not! Take comfort in the fact that it’s an iterative process. To start, all you need is a first draft. To recap, here’s a summary of process and tools:

		 

		1. Figure out what goal the prompt needs to accomplish. What is its function: to build rapport, give facts, or provide guidance?

		 

		2. Analyze how to keep the conversation flowing. Does the prompt need to end with a cue? If so, choose the right cue or confirmation type for the job.

		 

		3. Follow the best practices you learned in this chapter:

		 

		• Concision: Minimize the number of words

		 

		• Precision: Refine the words

		 

		• De-jargon: Use familiar words

		 

		• Word order: Organize the words

		 

		• Parallel structure: Make words follow the same pattern

		 

		• Discourse markers: Provide relational cues

		 

		• Limit lists: Split up information

		 

		• Prosody: Tune the pacing and emphasis of words

		 

		4. Test and iterate! For techniques on how to prototype and test prompts, check out Chapter 9, “Researching and Prototyping.”

		 

		And a great last step is always the classic reality check. Sure, you learned a lot of concepts and terms (or dare we say—eek!—jargon?) in this chapter, and that helps you focus on tools at your disposal. But at the core of what makes a great prompt is simply: how well does it do its job? Figure 4.6 shows a tweet from writer Michael J. Metts, with four questions to assess if your prompts are doing the work.
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		FIGURE 4.6

		Michael J. Metts, himself a writer and author, gives us some well-crafted, concise advice.

		 

		Crafting effective prompts takes your best effort and intentions. But it’s worth it; after all, these lines of dialog are the stuff of conversation itself.

		

	
		 

		CHAPTER 5
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		Defining User Intent

		 

		
			Anatomy of What Users Say
		

		 

		
			Feeding the Algorithm
		

		 

		
			Building a Set of Intents
		

		 

		
			How Specific Should an Intent Be?
		

		 

		
			Utilizing Slots and Slot Values
		

		 

		
			Iteration: A Necessary Step
		

		 

		
			The Last Word
		

		 

		

		 

		User: Bank Bot, I need help figuring out how much I spent on groceries since March.

		 

		Bank Bot: I’m sorry, I didn’t understand that. Can you ask again?

		 

		User: Can you list grocery charges since March?

		 

		Bank Bot: Hm, I still didn’t understand. Please try one more time.

		 

		User: March credit card statements.

		 

		Bank Bot: Sounds like you want to check out past credit card statements. What month’s statement would you like to see?

		 

		User: MARCH!

		 

		

		 

		A conversational AI’s first job is to accurately parse what people mean and map it to what they want—the first time they ask. When people can express themselves freely and the bot understands, the conversation feels intuitive.

		 

		In the above scene, Bank Bot failed at this. The user started by expressing herself naturally, like she would if she were talking to a human customer service rep. Bank Bot didn’t understand, so she tried to simplify things for it—twice. Only when she went with a “search query” style request did Bank Bot kinda get the gist.

		 

		Imagine opening a website’s homepage and every button or menu you click on does nothing. You think, “This dang site is busted!” When a chatbot can’t understand what you say, it’s the same thing: the system doesn’t respond to user cues. In other words, it’s as good as broken. AIs like Bank Bot make people feel like there’s a hidden set of rules they have to follow; the system is on computer terms instead of human ones. See Figure 5.1, where Abi Jones, a research and design manager, tweets about this disconnect between what a person thinks she’s asking and what a bot interprets from the language.
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		FIGURE 5.1

		A classic communication breakdown between people and conversational AIs.

		 

		This chapter is all about what people say to bots, and how to account for variation in what they say so the system can handle requests flexibly. Once users stop feeling like they need to stumble across the magic words, conversations with things really start to feel natural.

		

	
		 

		Anatomy of What Users Say

		 

		Conversation designers and developers use the term intent to describe types of requests that people have, or tasks they want to do. And the term utterance refers to what a user says to make such a request, whether it’s a specific word, phrase, or full sentence.

		 

		It can be helpful to think of an intent as a “bucket” for utterances with generally the same meaning and objective. Table 5.1 shows you the relationship between an intent and sample utterances.

		 

		TABLE 5.1 UTTERANCES BELONG TO INTENTS

		 

		
			
				
				
				
			
			
					Request or Task
					Intent Name
					Sample Utterances
			

			
					Express affirmative assent
					YesIntent
					“Yes.” “Sure.” “That’s right”
			

			
					Initiate an action to set a timer
					SetTimerIntent
					“Set a timer.” “Can you set a timer for me?”
			

			
					Ask for a joke
					JokeIntent
					“Tell me a joke.” “Do you know any good jokes?”
			

			
					Inquire about Santa Claus
					SantaRealIntent
					“Is Santa a real person?” “Does Santa Claus exist?” “Is Santa Claus pretend?”
			

		

		



		

		 

		There’s one more component to learn: slots. They are best explained by example, so see Figure 5.2. Within an utterance, a slot is the blank part. For the example in Figure 5.2, users can say any valid value in that slot: size of soda (small, medium, large, jumbo), an artist (Janelle Monae, Dolly Parton) and so on.
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		FIGURE 5.2

		In a simple utterance, you can include a slot to account for more than one value.

		 

		TERMS DEFINED SLOT

		 

		Functionally, a slot is a variable that stands in for a set of values. In the field, there’s a lot of debate on the proper term for this concept; it’s totally unstandardized. Some people call things like this an entity, although other people (mostly linguists) say that entity is something else entirely. More obscure words that creep into the discourse: parameter, argument . . . This book uses the term slot because it seems clear and somewhat intuitive; a slot acts as an opening where you can put different values. In the end, what matters is that you and your team understand the overall concept and collectively use the same term.

		 

		So, you’ll be handling intents, utterances, and slots—but how do these pieces fit into the process? As a conversation designer, you’ll have a hand in assembling these pieces:

		 

		• A list of intents the system needs to have responses to

		 

		• Sample utterances for each of the intents

		 

		• A list of slots and slot values

		 

		The first draft of these is often in spreadsheet form. See Figure 5.3 for what it can look like all together. (This documentation’s final form is usually a JSON or XML file, specifically formatted so the code can grab it. Here is another chance to talk with developers and see what works for them!)

		 

		Now that you know the pieces you’ll be working with, this chapter teaches you how to put those lists together: determining what intents you need, gathering utterances to match to intents, and choosing if and when to use slots.
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		FIGURE 5.3

		A snapshot of an intent, sample utterances, slot, and slot values.

		
		 

		Feeding the Algorithm

		 

		Here’s a bit of good news: generally, the building and feeding of algorithms solidly belongs to engineers and scientists. That said, it helps to know how intents, utterances, and slots come into play so that you can plan appropriately for them.

		 

		First, an algorithm is code that takes inputs and gives outputs.

		 

		Most conversational interfaces rely on natural language processing (NLP)—an umbrella term for speech and text recognition algorithms, which take the user’s utterance and figure out what it means. These NLP systems learn language patterns from training data, large sets of examples of transcribed speech or written language that “train” underlying models how to recognize what people say and mean in general.

		 

		When conversation designers create intents and sets of sample utterances, they’re making a little mini-set of training data that gets layered on top of the general system. This set of data is often called domain definition. It’s like saying “Hey, system, take your general knowledge and pay special attention to this stuff on these topics.”

		 

		TERMS DEFINED TRAINING DATA

		 

		Training data refers to any collection of data that’s used to teach an algorithm how to be good at its job. It’s a broad term, but in this chapter, we use it to refer to a set of intents, utterances, and slots. Just know that conversation designers typically work with one small slice of the big training data cake.

		 

		When conversation designers create intents, those intents serve as categories, and the utterances in those categories give the system training data to match against. Then, when new utterances come in, the algorithm tries to predict which category (intent) they belong in. Algorithms usually take into account the words themselves, how unique those individual words are, whether the utterance contains unique combinations of words, and sometimes factors like word order or phrase length. Knowing the likely parts of speech of the words, and how those words relate (called sentence parsing or syntactic analysis), adds an extra layer of information that can make an algorithm more accurate.

		 

		The nice thing about NLP algorithms is that you don’t have to come up with every single variance that ever existed (unlike the IVR platforms of yesteryear) for the system to find matches. In fact, most modern algorithms do a lot more than look for exact matches thanks to statistical language models. When algorithms are statistical, they find the right intent by calculating how similar an utterance is to the training data—often expressed as a confidence value. Sometimes, the system finds an utterance in the training data that’s really, really similar, so the confidence value is almost 100%. But sometimes, that number is lower. Knowing how confident the system is in the match influences how you’d design the system’s response—for example, if the confidence value was very low, the system might ask the user to repeat or clarify. Clearly, understanding what the back end of your system is working with will impact how many and what kind of prompts you write.

		 

		There’s one other kind of algorithm you may have heard of: neural networks. To build neural networks, a system takes a huge amount of utterances—millions, if you can get ’em—and looks for patterns. Some companies are experimenting with neural networks for conversational AIs, but those are more like the next frontier.

		 

		 

		 

		CONVERSATION STARTERS

		 

		 

		How Does it Work?

		 

		The conversation designers we interviewed said that understand-ing—on a descriptive level—a little bit about how their product’s algorithm worked helped them design. If you’re new to the game, you might not know what to ask, so here are some questions to kick off a conversation with a developer, scientist, or other person who’s in the know.

		 

		• What kind of algorithms are being used for the main system components? Are they statistical or rule-based?

		 

		• Does the algorithm give any special consideration to slots? For example, does it weight utterances with slots more heavily?

		 

		• Does the algorithm let you put in synonyms for the slot values?

		 

		• What kind of confidence levels does the algorithm return? Are you able to customize those thresholds?

		 

		• What does the system do when it finds two or more intents, each with a high confidence level?

		 

		• Can the system be trained to ignore certain words?

		 

		• Does the system make use of any tagging systems? (For example, can you tag certain intents by category?)

		 

		It might take more than one chitchat for you to understand the ins and outs of the algorithm, but we guarantee that when you understand more about it, it benefits your team and your data.

		 

		 

		Conversation designers don’t need to know how to program these things, but they do need to understand, at least descriptively, how the algorithm is functioning and what impacts its success in order to help users succeed. The best way to do this is—GASP!—talk to your engineers, data scientists, and developers. Check out the conversation starter list for beginning that conversation with them.

		

	
		 

		Building a Set of Intents

		 

		So your task is to map out these pieces: intents, utterances, and slots. Where to start? Usually, the first task is to figure out all the different intents the bot needs to be able to handle.

		 

		There are a few different approaches, but a data-driven, language-led one is the gold standard. It’s best to start a big set of written or spoken data, called a corpus, that you can base your intents on— if you have it. The corpus usually comes from an existing channel like one of these:

		 

		• A website with a search function or analytics that show user’s search queries

		 

		• A customer service call center that yields logs of transcribed phone calls

		 

		• A human-to-human chat function that yields chat logs

		 

		To make these data sets, someone who is data-savvy takes transcripts of real conversations with customers and strips them down so they’re essentially a big pile of verbatim customer queries. From these, you can see what people are asking, and start to work out what “buckets” these topics fall into.

		 

		This process is essentially a matter of information architecture, an entire field dedicated to organizing content that aligns with how people think. That’s exactly what you’re about to do. (Aficionados will recognize this method as being closely related to card sorting or affinity grouping.)

		 

		How this looks in the real world: you’ve got some database or spreadsheet with the corpus, or a subset of it that’s manageable. You’re going to comb through it and see how many different intents the utterances represent by sorting them into groups. Seems doable, right? The basic idea is shown in Figure 5.4.
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		FIGURE 5.4

		Sorting utterances by meaning helps determine intents.

		 

		Let’s say that you have a corpus of conversations where people needed help logging in to an account. Some people state an utterance that very clearly indicates what they want to do. When those utterances all have the same meaning, you can cluster them together into an intent. Figure 5.5 gives an example of sorting real customer utterances related to logging into an account.

		 

		It’s also useful to identify phrases that will give your system trouble. If a customer says “I would like to change my password,” that’s nice and clear. If a customer says something more general like “I need access,” that’s not at all clear what kind of problem they’re having. Figure 5.5 shows how some utterances group nicely, and others remain unclear.
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		FIGURE 5.5

		Sorting utterances by similarity is the first step. (And you can make a general bucket for utterances that are less specific—you’ll deal with those later.)

		 

		NOTE WHERE THE CARD SORT FALLS SHORT

		 

		Information architects usually go through this card-sorting activity with users, giving them a bunch of things to group to see how they categorize and relate topics. This is a great way to explore what makes sense to people. In your case, you’ll be doing the lion’s share of sorting. You’ll be dealing with hundreds or thousands of utterances, which is too much to ask testers to take on. Plus, some of those decisions depend on technical constraints or business priorities, which are in your court to reconcile. A quick round of card sorting with users can be enlightening, though.

		 

		Once you’ve sorted the corpus, you’ll end up with a set of intents, with sample utterances that “belong” to each intent. (This can take many physical forms, but often it’s a spreadsheet.) Congratulations!

		 

		 

		 

		Don’t Automate Information Architecture

		 

		 

		We’ve both seen teams of very smart people bungle their approach to training data. A common pathway to a bungle begins with this idea: “We’ve got such a huge corpus. Why don’t we use machine learning to sort the utterances into intents for us?” When teams rely solely on ML algorithms to call all the shots, the failing and flailing begins.

		 

		As cool—and time-saving—as it would be to let machines handle it, you can’t just take some utterances from chat logs, sort them by keyword, and plop them into intents. ML algorithms miss subtleties. To name a few:

		 

		Just because several utterances use similar words doesn’t mean they have the same semantic meaning. Check out this set for an example:

		 

		“How do I find my bill?”

		 

		“I didn’t get my bill.”

		 

		“My bill is overdue.”

		 

		“Where do I send my bill payment?”

		 

		They all contain the word bill, but none has the same meaning— and a human service rep would answer all of these questions differently.

		 

		The opposite is true, too. Sometimes utterances don’t contain any of the same words, but they do have equivalent meanings. Your average ML sorting wouldn’t equate these, and yet a person would group them together:

		 

		“Change my password”

		 

		“Update the log-in code”

		 

		* * *

		 

		“Do you have books on the environment?”

		 

		“Where can I read about nature?”

		 

		You can certainly have ML algorithms help out, and if your corpus is hundreds of thousands of lines, you’ll need that help! But know that it will miss things that might be outside of those patterns— things that human brains are better at. For training data that works, you’ll need a person or persons to take the lead, with the ML assisting the task, not taking it over.

		 

		 

		You now have a useful starting place. But this attempt is a first draft. Here’s why: all those utterances came from conversations that took place in a different channel and context—between people, not bots. And because these things are true:

		 

		• People speak differently than they type.

		 

		• People type differently into search bars than they do into chat windows.

		 

		• People type differently to humans than they do when they know they’re typing to a chatbot.

		 

		• People accommodate to the personalities and conversational styles of others (including bots).

		 

		The data that you’re using is really an approximation. With your first draft in hand, you and your team will have to test the interaction in situ, with real users, for your specific channel, in high fidelity. As you observe new utterances—or even new topics—you’ll keep adding and subtracting and regrouping.

		 

		What about those “unspecified” utterances that defy an easy category? First, you might need more information to make a call. Take a look at real transcripts where those utterances show up; the added context can tell you what the customer meant, which can help you classify it to an intent. But if the utterance truly has too many potential meanings, the best response is for the bot to ask the user a disambiguation question to uncover more specifics. If someone simply said “account,” the bot could respond, “OK, you want help with your account. Which do you need help with: logging into your account or changing account settings?”

		 

		So now you have a handle on what to do with a big data pile. What if you don’t have data at all? Say you don’t have access to transcripts, which happens sometimes, or maybe it’s truly a new product. If you’re facing a blank slate, you can create a “handmade,” scrappy first draft, where you sort of make it up and then make it truer to life through testing.

		 

		There’s no replacing real user data, but the trick is, you need a working prototype to start gathering utterances. And in order to have a working prototype, you need a small set of data to get things off the ground. Think of it like a sourdough starter. You’ve got to feed it to get it to grow, but to get that first blob going, you start with a little and keep adding.

		 

		1. Based on your knowledge of the interaction, guess which intents the interaction will need to include. There’s a 99.99% chance you will not predict all the ones you need; people will ask all kinds of things you didn’t account for. You will add more intents later.

		 

		2. Come up with a few dozen utterances for each intent that you might expect to see. You’re basically brainstorming, “What are different ways to ask the same thing?”

		 

		3. Crowdsource among your team for more variations. Note that while this does help, teammates will likely use insider language, or be more specific than someone who’s truly fresh to the interaction. It’s no replacement for real user data, which leads to the next step.

		 

		4. Make some low-fidelity prototypes and test them with true users, outside the team. This is crucial. You can check out prototype options in Chapter 9, “Researching and Prototyping.”

		 

		5. Repeat testing with people throughout the build process. Early testers will get a lot of error messages. (“I’m sorry, I didn’t understand.”) That’s normal. After a few rounds, the experience should get better.

		 

		This approach works OK when you need to get from nothing to something. Gotta start somewhere, right?

		

	
		 

		How Specific Should an Intent Be?

		 

		When choosing what intents to include, a common train of thought goes like this: “OK, we want a chatbot that handles questions about billing, so we need a billing intent.” We wish it were that simple. In fact, “billing” is not an intent. It’s a topic, and you don’t know how many intents it takes to cover that topic until you dig into the utterances themselves; this is precisely what information architecture processes help you learn.

		 

		Let’s explore this idea, starting with the topic of “hours of operation,” specifically for a fictional restaurant called Burrito Barn. Now, that might sound like an intent to you. Couldn’t be simpler, right? In your head, the quick conversation would go like this:

		 

		User: What are Burrito Barn’s hours?

		 

		Bot: Burrito Barn is open 10 a.m. to 2 a.m. every day.

		 

		But there are many variations on how a person might ask about hours of operation, and they don’t all have the same semantic meaning. This means they wouldn’t get the same answer from the bot—and therefore, they don’t belong in the same intent. Table 5.2 gives examples for how you’d group and answer the questions if you were writing really specific responses.

		 

		TABLE 5.2 THEY’RE NOT THE SAME QUESTION

		 

		
			
				
				
			
			
					Sample Utterances
					BB Bot Responses
			

			
					What are Burrito Barn’s hours? When is Burrito Barn open?
					Burrito Barn is open 10 a.m. to 2 a.m. every day.
			

			
					When does Burrito Barn open? What time does Burrito Barn start serving?
					At 10 a.m.
			

			
					Is Burrito Barn still open? Can I get Burrito Barn right now?
					Yes, it’s open until 2 a.m. No, but it opens again at 10 a.m.
			

			
					Is Burrito Barn closed? Did Burrito Barn already close?
					Yes, it’s closed, but it opens again at 10 a.m. No, it’s open right now until 2 a.m.
			

			
					Does Burrito Barn close soon? Are we too late for Burrito Barn?
					Yes, it closes in 20 minutes. No, it doesn’t close for three hours.
			

		

		



		

		 

		Imagine if you threw every one of these store-hours questions into a single intent and wrote a generic response. For example, if a hungry burrito-lover asked “Are we too late for Burrito Barn?” and the bot said, “Burrito Barn is open 10 a.m. to 2 a.m. every day,” the answer feels unnatural or even passive-aggressive. “I guess it sort of answered my question,” a user will think. That doesn’t inspire confidence or trust.

		 

		Alright, so super-specific intents are the way to go, right? Um, we’re about to throw a wrench in all this and introduce you to a tricky conversation designer dilemma. More intents are not always better! Too many intents start to degrade the accuracy of the bot. So the more intents you add, the more you approach that event horizon. In other words, extra intents are doing more than take up space. Excess intents harm the success of your necessary ones. It’s a balancing act.

		 

		Make sure that an intent is actually needed before you add it. If there’s no clear user data showing that an intent adds value to customers, it shouldn’t be in your bot. Many businesses, particularly those building so-calleds “FAQ bots,” think it’s easy enough to take every “Q” and “A,” cram those into a bot, and voilà! Success. Thus begins a downward spiral where everyone in the business tries to shove their content into the bot. “Can’t you just add these 20 Q&A pairs about time-off requests?”

		 

		 

		 

		Don’t Forget These Intents

		 

		 

		Designing a conversation is like directing a play starring toddlers: very rarely does anyone follow their lines, and everyone runs off on tangents. Sometimes people need stage directions to navigate. Here are some key intents that should almost always have useful responses.

		 

		Help Intent: People will get lost and ask for guidance. Account for utterances like:

		 

		“Help.”

		 

		“Menu.”

		 

		“I don’t know what’s happening.”

		 

		“I am so lost.”

		 

		Escalate Intent: People are going to get frustrated, especially if their problem is complex, and they want to reach a person.

		 

		“Talk to a human.”

		 

		“This system is broken.”

		 

		“No more chatbot!”

		 

		Navigation Intents: People will try to skip around, so account for utterances like:

		 

		“Go back.”

		 

		“Start over.”

		 

		“Repeat.”

		 

		“Next!”

		 

		More Information Intents: People will ask for more details.

		 

		“More information please.”

		 

		“Can you tell me more?”

		 

		“What’s that?”

		 

		Planning these intents is crucial to supporting flexible interactions. These won’t be the only ones you need, but these crop up in most interactions.

		 

		 

		You must be wondering, “OK, what I’m hearing is that intents need to be just right. Not too many, and not too few . . . So what’s the ideal number to have?” Sorry, Goldilocks, but there is no such number. It’s really dependent on the algorithm, the content of the utterances, and the gods. Your “just right” number comes from testing. See this chapter’s section, “Iteration: A Necessary Step” for testing guidance.

		
		 

		Utilizing Slots and Slot Values

		 

		“And how do these slot thingies fit into all this?” you may be wondering. You may find as you work with utterances that you see a specific detail cropping up over and over. That’s a nice flag that the detail could become a slot; they are especially useful for information that comes in easy-to-grasp categories (see Table 5.3).

		 

		TABLE 5.3 EXAMPLES OF SLOTS

		 

		
			
				
				
				
			
			
					Slot Name
					Sample Slot
					Values Sample Utterance
			

			
					U.S._City
					Topeka, Wichita, Dodge City, Rose Hill, Mulvane
					“How do I get to {U.S._City}?” “Where is {U.S._City}?”
			

			
					Sandwich_Name
					Italian, BLT, Veggie, Tuna, Meatball Sub
					“I’d like to get a {Sandwich_Name}.” “Can I have one {Sandwich_Name}, please?”
			

			
					Shoe_Size
					4, 4.5, 5, 5.5, 6, 6.5
					“Do you have those in a {Shoe_Size}?” “Can I exchange these for a {Shoe_Size}?”
			

			
					Flavor
					Cherry, orange, grape, mango
					“One {Flavor} gelato in a cup, please.” “I’ll do a {Flavor} popsicle.”
			

			
					Fabric
					Suede, patent leather, vegan leather, corduroy
					“I’m looking for a {Fabric} purse.” “Does that come in {Fabric}?”
			

		

		



		

		 

		(Don’t get too hung up on the format of the name or the fact that we used curly brackets; conventions for marking slots vary from system to system. The general idea is, you use some formatting that tells the code when to grab the slot values.)

		 

		You’re likely getting a sense of what makes a good slot from the examples in Table 5.3. Here are some criteria:

		 

		• Finite set of values: Even if it’s a large set of values (like all valid U.S. ZIP codes), you should be able to capture the entire set.

		 

		• One type of thing: It should make a neat, easy-to-understand category.

		 

		• Same part of speech: When slot values take the same grammatical category—all nouns or all adjectives, for example—this is a good sign. This ensures that people will generally use the slot value the same way in a sentence. In other words, it will follow a grammatical pattern.

		 

		Basically, when you know specific details you need to elicit from the user, like product attributes, these make great candidates for slots.

		 

		If you’re waiting for the other shoe to drop, here it is: Often, people see how slots work, and they start thinking, “Won’t it be easier if we take everything, verbs, nouns, carrier phrases, and put it all into slots?” On its face, this seems like a good idea. Especially given the fact that intents with slots are often weighted higher. “If intents with slots are more important, it seems like a good idea to put as much stuff into slots as I can.”

		 

		This is, by resounding consensus, a bad idea. The impulse is understandable. Why shovel a bunch of utterances into the data set when you could just toss a word at a time into a slot? The short answer for why is that grammar isn’t completely rule-based. Not every sentence follows similar patterns; most utterances will not fall into the patterns necessary for slots to work.

		 

		Ultimately, when you start trying to compensate for grammar’s irregularity, your slot values also become irregular. You’ll end up with a mess on your hands, and the algorithm starts to get confused—and therefore, unpredictable. You erode the algorithm’s effectiveness. Be picky about what you elevate to a slot.

		 

		 

		 

		America’s Next Top Specialized Model

		 

		 

		There are plenty of groups of people who have unique ways of talking—vocabulary, acronyms, and more—particularly in the workplace. In fields like healthcare or food service, colleagues rely on speech patterns specific to the micro-context of the job.

		 

		One such micro-context with huge consequences is public safety, which includes first responders like police officers and command center personnel. Motorola Solutions produces first-responder equipment that can include conversational interfaces for these folks. Eric Johnson, a principal user experience designer at Motorola, explains that using voice technology on the job isn’t new to public safety personnel, and “The way they communicate has, in fact, co-evolved over the years with the technologies we provide.”

		 

		Clearly, accuracy and speed are key, so personnel are trained to be as brief as possible when talking on the radio, in a style the team calls purposeful syntax. Hearing these folks talk is like listening to another language, involving lots of jargon and minimizing syllables. Abbreviations, acronyms, initialisms, slang, phonetic alphabets, and codes all enable them to communicate very quickly while relaying highly specialized types of information.

		 

		Johnson’s team needs to ensure that the systems recognize the purposeful syntax. Because the users’ vocabulary is so highly specialized, for the system to work, the training data has to include the necessarily quick, abbreviated manner in which the first responders are speaking. So, as you might imagine, the cross-functional team dedicated to this use case spends a lot of time dissecting this language and training algorithms to dissect and understand it as well.

		 

		In any instance where a team needs to design for hyper-specialized language patterns, research is non-negotiable. You have to understand the lingo of the users, or it will fail—and in this case, lives can be at stake. And for any system, it’s important to assess if you’re designing for the language that users are speaking, or if you’re biased toward the lingo you know.

		
		 

		Iteration: A Necessary Step

		 

		To zoom out for a moment, remember that your ultimate goal is for the bot to be so good at recognizing what people say that they can express themselves however they want to. It’s a lofty goal, and the only way to get close to it is a process of iterating and checking accuracy, called tuning. Rebecca always says that tuning is like loading a canoe. You add a few utterances here and check the balance; add a little over there and check the balance; and take some away when it starts to tip too much to one side.

		 

		Tuning is always a real head-scratcher. Earlier in this chapter, we said that landing on the right intents is a balancing act. Very generally, you’re looking for a sweet spot with good, specific intents that are important to the user’s experience—not too few, not too many. And you want a balance of utterances across intents. In other words, if one intent has several hundred utterances, and another has ten utterances, the algorithm will almost never find the scrawny one.

		 

		The basic premise of tuning is this: you run tests. These may be automated, or you might set up tests with users. You find stuff that the bot didn’t understand. You investigate why it didn’t understand it. Did someone use a brand-new term for something? Did someone ask about a topic the bot didn’t cover? From there, you adjust the training data and retest to see if the change made the bot better. (And believe us, sometimes the changes you implement make the bot worse, and have to be rolled back.)

		 

		Based on your testing, when you iterate on training data, you might do the following things:

		 

		• Add utterances

		 

		• Move an utterance from one intent to another

		 

		• Remove an utterance that doesn’t add value

		 

		• Add new intents

		 

		• Split an intent into two or more

		 

		• Combine two or more intents that are too similar

		 

		• Remove an intent that doesn’t add value

		 

		• Add slot values

		 

		A conversation designer’s role in tuning can vary. Sometimes, you’re the show-runner, making the test sets, executing the changes in the training data, and re-testing. Other times, the process is largely run by developers, data scientists, or QA, and your role may be to check out data as it comes in and make recommendations from the sidelines.

		 

		Tuning is essentially running a series of experiments, and it helps to be regimented. A common setup is to keep data sets in three lanes:

		 

		1. Training data: This is the core set of the intents, utterances, and slot values that the algorithm uses—what’s actually “in there.” The team needs a source of truth with version control. You’ll iterate on what’s in here many, many times.

		 

		2. Regression testing data: This is the data set that helps you test if your changes to #1 made the bot worse. These are a set of standardized utterances that are not in the training data verbatim. For every utterance in this set, you know what intent it should trigger. Every time you change dataset #1, you run these utterances through the bot to see if anything broke.

		 

		3. New data: These are utterances that aren’t in the first two sets. Maybe they’re fresh, new, incoming customer data! Or perhaps it’s just some set of new data you want to test out. Either way, you can test all these utterances with the bot to see which ones trigger an intent, and how many aren’t recognized or handled. (Which cycles you back to making changes to #1).

		 

		You’re probably getting a sense that this process can be automated to some extent, and you’d be right. Certainly your regression testing can be.

		 

		There are things automated testing will miss, though. These sorts of things are best uncovered by people reading individual transcripts:

		 

		• False positives: In this instance, your system runs an intent through, and the algorithm finds, with a high level of confidence, an intent that matches! The system calls this a success. But when a human assesses the transcript, they can see that it was actually a mismatch.

		 

		• Differences between the system’s definition of success and the user’s: Here, the user’s request did interact with the right intent. They asked a question about billing, and they got an answer about billing. But to their point of view, the answer didn’t actually resolve the customer’s issue.

		 

		 

		 

		You Can’t Predict It All

		 

		 

		Here’s a great example of a surprise that Diana encountered when she designed an automated phone call to gather data on flu shot compliance. After it launched, she was examining transcripts for unexpected utterances and flows to improve the experience.

		 

		During the conversation, the bot asked, “It’s OK if you’re not exactly sure, but about when did you last have your flu shot?”

		 

		That’s a great prompt! It takes the pressure off by helping people understand that they needn’t be exact. On the back end, the system was set up to accept a variety of utterances in response:

		 

		• Full numerical dates like “November 5, 2019.”

		 

		• Contextual windows of time, like “last fall” or “I just got one on Tuesday.”

		 

		• Uncertainty, like “I can’t remember.”

		 

		Pretty thorough, right? What they completely missed was this perfectly logical response: “Hang on—let me grab my calendar.”

		 

		These utterers were people who had clearly had a flu shot and were willing to comply with the call. But because the team didn’t fully account for the user’s situation in space and time, in the launched version of the bot, these responses yielded an error message. While it’s an issue that many users bumped into errors despite their perfectly logical responses, what’s worse is how this actually impacted the resulting data—these people who indeed had flu shots wouldn’t be counted. Talk about a bummer. In situ usability testing could have turned up this behavior sooner.

		 

		 

		• Follow-up question patterns: If someone asks a question and gets a response, and then asks a reasonable follow-up question, a few things could go wrong. Perhaps the system could eliminate the need for a follow-up question altogether if the initial response was improved.

		 

		• Conversational flow: Only a human can read through a transcript and assess it for how well it matches expectations. Pro tip: It works even better if you read it aloud to get a truer sense for how the interaction actually went. A mini Turing test, if you will.

		 

		An important note: If the system doesn’t understand a user, the fix is not always to adapt training data.

		 

		If your system has a poor response rate or accuracy at a given turn, a lot of people want to start futzing with the training data. But, in fact, the prompt could be the problem. You’ve got to look at both, and their relationship to each other and to the user’s expectations.

		 

		The take-aways with tuning are that you can automate parts of the process, but you still need to go through the process. And you still need humans looking at how well the bot is serving people.

		

	
		 

		The Last Word

		 

		You might be thinking, “How can I possibly account for all the different ways people can say the same thing?” Herein lies the challenge. You’re right that when people talk, they naturally take advantage of the incredible flexibility of language. It’s a beautiful thing!

		 

		Know that at a minimum, people expect to be understood on their own terms. Erika Hall, co-founder of Mule Design, tweets the truth in Figure 5.6. Don’t put that burden on people to adjust to a computer. Defining user intent and paying attention to the variation in utterances is how you get the bot to hold up its end of the conversation.
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		FIGURE 5.6

		Put the user’s needs first, every time. Meet them where they’re at.

		 

		What we’ve presented here is the slimmest fraction of what an NLU developer, a data scientist, a data analyst, or even an experienced QA person knows. Look to these experts on your team to help you level up. In many ways, understanding user intent and curating utterances to represent them is something you learn by doing.

		 

		Allow us to get on our soapbox one last time to proclaim that conversation designers must have a seat at the training data table, even if they’re not the “owner,” because it has a huge impact on the experience’s success or failure. And because a conversation designer is the steward of the user’s experience, this is very much our jam.

		 

		Training data cannot be treated as a separate feed that data scientists work on in the lab and then plunk into a product. What conversation designers understand best is the interplay between the bot’s personality and what it says, and how that impacts what people say back. This holistic view accounts for the back-and-forth relationship between prompts and training data: those elements are braided together.

		

	
		 

		CHAPTER 6
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		Designer A: Hey, um . . . how are you documenting your designs? [looks around to see that nobody’s listening] I’m using a drawing tool and spreadsheets.

		 

		Designer B: [whispers] So am I. . . . And like, how do you get people to look at your documentation?

		 

		Designer A: I try to make everybody do sample scripting with me at the beginning, and then I have to chase people down to show them my flows.

		 

		Designer B: Same. And half the time, what gets built doesn’t exactly match the design, and the prompts aren’t the ones I wrote.

		 

		Designer A: It’s OK. It happens to all of us! We just gotta live to fight another day.

		 

		

		 

		Conversations like this one happen all the time, over email, in conference hallways, and in Twitter DMs. There’s a lot of chatter in our conversation design circles about who’s doing what, and how, and if it’s working.

		 

		As a conversation designer, your job is to account for the interplay between what the user says and how the bot replies—the dance between prompts and utterances. Documenting conversations is notoriously hard because it’s about capturing all that possibility in artifact form. How the heck do you plan an interaction with near-infinite pathways? You’ve got this jangle of stuff: the intents you need to cover, a bunch of stuff the bot should say, a bunch of possible use cases and features . . . How do you write all that down, and how does a team use the documents?

		 

		When Diana encountered her first conversational interface project, it was about a year into her design career, and she was super-excited, super-confused, and super-convinced she’d just “figure out how to do it.” What she remembers most were her attempts at documentation, particularly her early flow diagrams. Not a single person understood what was happening on the page—the stakeholders were especially befuddled by it. A for effort, F for effectiveness.

		 

		Diana’s experience highlights two things: one, where there’s a will, there’s a way. Now she’s a documentation master. And two, it’s not just that her early documentation was clunky, but that it wasn’t suited to the audience. Stakeholders might not need or want the level of detail a flow provides. Knowing what to show (and to whom) is part of the challenge.

		 

		 

		 

		Wait, Why Isn’t There a Standard?

		 

		 

		We talked with dozens of conversation designers who discussed their processes and artifacts, and we confirmed that there’s no standardized industry-wide documentation methodology. Most conversation designers invented their own methods on the fly, cobbled together from whatever digital tools they had (free) access to. By and large, every company is doing its own thing. Why is conversational interface methodology the Wild freakin’ West?

		 

		One, the technology is changing. IVRs and directed conversations have been around since the 1970s, but the methods used there are no longer necessarily the best approach for more naturalistic conversation. And two, many of the big companies’ documentation methods and tools are proprietary, built and used in-house; they don’t want people to have the secret sauce of how they’re getting ahead in this space race. Or perhaps they’re still ironing out the kinks; several designers we spoke with were embarrassed by how sloppy and low-tech their companies’ documentation processes were. This is totally normal. We’re all still figuring out what works and what doesn’t—in a rapidly-changing technological landscape.

		 

		 

		This chapter will give you something we never had: a guide to creating flow diagrams, an important tool to have at your disposal. It also discusses what flows are good for, where they have limits, and how they can become part of your process.

		

	
		 

		Start with Sample Scripting

		 

		In a shocking twist, there is general agreement among conversation designers on how to begin: with snippets of conversation. In other words, you should start by writing out scripts of how an interaction can go. By now, you’re familiar with sample scripts because we start each chapter with them. These scripts are like back-of-the-napkin sketches, which means they’re disposable. We urge you to take this time in early stages when all you’ve got is lines on a page. This is when you’re most free.

		 

		A sample script represents one single conversational pathway. Taking the time to think through one pathway at a time, turn by turn, helps you make dozens of little decisions. When you’re facing a blank slate, sample scripts are a terrific thinking tool.

		 

		You’ll want to think about different tasks and contexts, and make dozens of these scripts. Rebecca worked on a particularly complex interaction where she made hundreds. As you work on these scripts, you’ll start getting a sense of different scenarios and conditions to account for, which will ultimately become different “branches” of a master flow diagram. To that end, it helps to label each script with the scenario and key details. For example, here are some scripts you might think through if you were designing a voice game:

		 

		• Script 1: New player, onboarding

		 

		• Script 2: New player, won first game

		 

		• Script 3: Returning player, game in progress

		 

		• Script 4: Returning player, ready for next level

		 

		There’s no magic to it: you grab a pen and paper, or open any kind of blank document, and begin. See Figure 6.1 for an example of how a kids’ game might go.
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		FIGURE 6.1

		Just like a little play. Jot down who says what.

		 

		Sample scripts have another incredible use: they can help your team understand the challenges of conversation design and raise fruitful questions that the team can align around. You can hold a sample scripting workshop where you invite your team to create sample scripts as a great starter for discussion. When we say “team,” we’re talking about developers, PMs, whoever is contributing to the product.

		 

		Teams are usually surprised at how radically different everyone’s scripts are. It gives people a chance to sit in a conversation designer’s chair for an hour. It’s true that experience really can be the best teacher. These sessions organically generate discussion: “Which script flows better, Rebecca’s or Diana’s?” You can also discuss differences in scope: “Which is more complicated to code, Script A or B?” And they’re awesome at turning up questions that people have, pointing out where data or research would help, and uncovering hidden assumptions.

		 

		Once you’ve gotten a solid set of scripts, you can start expanding your understanding of how every possible pathway might link together. Remember the board game Candyland? A sample script is “In today’s game, I went through the Candy Cane Forest, Gumdrop Mountain, then I went backward past Gramma Nutt, skipped forward to Gloppy, and made it to the Candy Castle.” What you need to map out is the whole game board. Allow us to introduce: the flow diagram.

		

	
		 

		Using Flows to Map Pathways

		 

		Flow diagrams are the traditional way to document these interactions. Flows are branching structures that map out all conversational pathways that can play out between a person and a thing.

		 

		Flows help you think through these questions:

		 

		• What behaviors does each intent trigger?

		 

		• What system logic or user scenarios create different pathways?

		 

		• How many unique prompts are needed, and at which point in the conversation do they come up?

		 

		• Where into the flow might a user enter, and how can they navigate from their entry point?

		 

		Here’s what you need to create a flow diagram:

		 

		1. A tool that can make boxes and arrows. (Pen and paper work fine in the early stages.)

		 

		2. The ability to share the flow diagram with the team and stakeholders.

		 

		That’s it! Don’t sleep on Point #2— it’s so incredibly important that a flow map is a shared, living document.

		 

		Now we’ll show you how we like to make flows. To begin, you know that your flow is a map of turn-taking: what a user can say, and what the system does when a user says it. That means you need two pieces: one marker to stand in for the user’s lines, and a different marker for what the bot says—like in Figure 6.2.
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		FIGURE 6.2

		Color and shape differentiate the bot’s prompts from a user’s requests.

		 

		NOTE TO EACH THEIR OWN

		 

		Most of this chapter’s flow diagrams are in a style that’s intentionally “sketch-y,” to visually communicate, “Hey, this is a wireframe kinda thing.” Our goals here are to show you a method that we like and use, and more importantly, the thought process that goes into flow-making. In reality, there are about as many ways to document and style flows as there are lakes in Minnesota. Your workplace may have a standardized style, or your team may develop its own visual language. That’s great!

		 

		At every conversational turn, a user can say a bunch of different things, and those possibilities form the “branches.” See Figure 6.3 for an example. When the bot asks if the user is ready to check out, there are at least three outcomes—three different paths a user can take.
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		FIGURE 6.3

		The beginnings of a flow diagram.

		 

		 

		 

		No-Go Flow

		 

		 

		Full disclosure: lots of people think flow diagrams are limited—limiting, even. Common criticisms are that they are hard to read, especially if they’re big; that they are too hard to make “exhaustive,” meaning, they often omit some possibilities or details; and that the form itself restricts a designer’s thinking and forces linear, constrained pathways.

		 

		To that we say, sure. Valid criticisms. We’ve encountered all of those limitations—and worked around them pretty successfully, too. But, hot take: flows are still kind of good. Most people think of flows as pure documentation, like a technical spec that details what should be built. And they can serve that function. But much more than just an artifact, flows are also:

		 

		• A thinking tool for you, the designer, to explore pathways

		 

		• A collaboration tool for the team to discuss and align on what should be built

		 

		• Once crystalized, a design spec for the team to use during development

		 

		The industry is continually evolving and modernizing how conversation designers document these things, and yet, most of the conversation designers we interviewed still use—and rely on—flows, both to help them think through the design and to ground team discussions.

		

	
		 

		How Prompts Impact the Flow

		 

		Moving on: How do you plan branches in the flow? Question types help determine that. If you remember back to Chapter 4, “Designing Prompts,” you learned about different cues: open-ended, yes-or-no, and menu questions, to name a few. Each of those question types results in a different-looking flow diagram.

		 

		Yes-or-No Questions

		 

		Ah, yes. Yes-No is the simplest question type—on its face, it’s binary. However, there may be other responses, like if a user isn’t sure of what they want, or if they request a menu of alternate options. Figure 6.4 shows how that shakes out in a flow.
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		FIGURE 6.4

		A yes-or-no question has at least two branches, but users don’t always do what’s predicted, do they?

		 

		Menu Questions

		 

		Menu questions are meant to be used when the user has a limited number of categories to choose from. Often, every menu item corresponds to an intent—and therefore, to a branch in the flow. And you’ll need a branch for when a user says something off-menu. See Figure 6.5 for an example.
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		FIGURE 6.5

		To start, make sure that your diagram has a branch for each menu item; usually, each will initiate its own flow.

		 

		Open-Ended Questions

		 

		Open-ended questions are the whoppers. In Chapter 4, you learned the benefit of an open-ended question: it offers the most freedom for a user to express what they want, in whatever way suits them. As a result, an open-ended question can result in a ton of different branches—perhaps more than you can even predict.

		 

		If there’s a finite number of possibilities, you can document it like a menu question, with branches for each valid option. But if you have, say, hundreds of intents, it won’t do to have the world’s biggest flow diagram, stretching across a digital acre. So you may document with just a few branches: one for valid intents, and one for the pathway where there’s no matching intent. (And maybe you have more detailed breakdowns of those intents in separate flows.) Figure 6.6 shows this approach.
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		FIGURE 6.6

		If your open-ended question has too many pathways to treat like a menu question, you can keep it simple.

		 

		The take-away here is that your prompts deeply influence the conversational pathways that the interaction supports. So it doesn’t work well to have your prompts totally siloed; they’re an integrated part of the whole. And, as you edit prompts, your flows may change and vice versa.

		

	
		 

		How Logic Impacts the Flow

		 

		Flow diagrams account for system behavior, too, so they include all the logic that governs which prompts are served up. Figure 6.7 shows what it can look like when a flow branches due to logic. In this example, the flow branches based on whether the system has a stored payment method or not.
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		FIGURE 6.7

		A user’s input isn’t the only thing that impacts a flow’s branches; logic can, too.

		 

		Some common logic branches:

		 

		• New user versus returning user

		 

		• Authenticated versus not-yet-authenticated user

		 

		• Stored payment method versus no payment method stored

		 

		• Language preferences: English versus Spanish, for example

		 

		When a system checks the validity of a response, that’s another point where you would likely include logic. Users often enter in order numbers, phone numbers, and PINs. Figure 6.8 shows an example of a flow that elicits a ZIP code and branches based on validity.
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		FIGURE 6.8

		The system often validates numbers by running a check against a database. If it finds an invalid number, it may re-prompt the user.

		

	
		 

		How Slots Impact the Flow

		 

		Another type of variation to account for is how much information users include in their utterances. Some users may intuitively include slot values in their utterances. Table 6.1 shows a few quick examples.

		 

		TABLE 6.1 TO SLOT OR NOT TO SLOT

		 

		
			
				
				
			
			
					Slot Value Omitted
					Slot Value Included
			

			
					Yeah, I want a pair of the Oxford loafers.
					Can I get the Oxford loafers in a size 10?
			

			
					I need my balance.
					Tell me my savings balance.
			

			
					Can I buy a ticket?
					Can I buy a ticket to American Utopia?
			

		

		



		

		 

		If a user leaves out a necessary slot value, the system has to ask for it, which means that the user follows a different conversational pathway than one who volunteers the information. But ideally, those users end up in the same place. Figure 6.9 shows how the slot-less user gets an extra question to answer.

		 

		
			[image: Images]
		

		 

		FIGURE 6.9

		The user on the left leaves out the slot, so the system asks that question. But for the user on the right, the system goes right to wrapping up the order.

		 

		When an intent contains a lot of potential slot values, trying to capture that in a flow can get very unwieldy. Sometimes, a concept is a lot easier to put into a chart. A great example of a conversation with lots of slots at play: ordering coffee. In Table 6.2, the columns show the five slots—type of drink, size, whether it’s hot or iced, flavor, and milk type. The rows show how different utterances contain varying levels of information.

		 

		
			Table 6.2 is a fictionalized version of an artifact Rebecca made for a coffee-ordering product. At first, she tried to show this in a flow diagram, but it quickly got out of control. It was much simpler to create the chart, and much easier for the developers to read. They could see the different cases the design would need to handle at a glance, and the team discussed it from there. This chart replaced pages and pages of flow diagrams.
		

		 

		TABLE 6.2 CHART OF SLOT VALUES

		 

		
			
				
				
				
				
				
				
			
			
					Utterance
					Type
					Size
					Iced?
					Flavor
					Milk
			

			
					I’d like to order a coffee.
					
					
					
					
					
			

			
					Can I get a latte?
					✓
					
					
					
					
			

			
					Yeah, I’d like a medium cappuccino.
					✓
					✓
					
					
					
			

			
					One iced macchiato, medium, please.
					✓
					✓
					✓
					
					
			

			
					Can I get a uh, can I get a small iced French vanilla cold brew with nonfat milk?
					✓
					✓
					✓
					✓
					✓
			

			
					Yes, I want a latte with oat milk, please.
					✓
					
					
					
					✓
			

		

		
		 

		Designing Flexibility

		 

		A common critique of conversations with things is that they feel “robotic.” They can feel like linear experiences, as if the pathways are one-way streets, or worse, a logjam ride where you buckle up and don’t have any control until you splash down at the end of the ride. And the truth is, it’s easier to design a rigid conversation—just keep the user marching along, and any deviation results in an error and an attempt to get them back on the trail.

		 

		But if you’ve made it this far in the book, you know that human-to-human conversations don’t work that way; there’s a natural flow from speaker to speaker and from topic to topic. (Usually.) Users expect total flexibility, and if they don’t get it, it feels frustrating.

		 

		When a conversation is “flexible,” what does that mean?

		 

		• Users can influence how the conversation starts. For example, one person might need to start by browsing movie titles near them, and another person might already have a movie in mind.

		 

		• Users can use their own words, rather than parroting back keywords.

		 

		• Users can change the direction of the conversation by changing topics, skipping steps, or circling back.

		 

		• Users can request more information as they need it. For example, someone might need to know how long two different shipping methods take before choosing one, or how spicy a dish is before adding it to their take-out order.

		 

		• Users can drop out of the conversation when they have what they need.

		 

		So what we’re saying is, conversation designers should account for different “on” and “off ramps,” multiple pathways, and the ability to switch “tracks.” And there’s one more tension here: users want things to be flexible, but some users may also need guidance. So you have to make that available to users, too.

		 

		Flexibility is challenging to predict and design for, but that’s the job! It’s a big challenge, but there are ways to design for it.

		

	
		 

		Basic Navigation

		 

		The foundation of flexibility is navigability, meaning the interaction lets the user move around in ways that are intuitive to them.

		 

		When mapping out an interface’s states, you need to consider different ways that users will verbally navigate. At an absolute minimum, make sure that your experience handles some basic navigation commands (which means, you’ll plan out navigation intents and include them in your flows).

		 

		• “Go back.” This usually implies going back to the previous “step.”

		 

		• “Skip” or “go forward.” Even if the interaction can’t let the user skip (like if you need to enter your ZIP code to get recommendations near you), it can recognize and acknowledge that: “I’m sorry, giving your ZIP code is required before moving forward.”

		 

		• “Start over” or “cancel.” You’ll face a decision about what happens when a user says these, depending on where they are in the flow. If they’re almost ready to confirm a purchase, and they “start over” or “cancel,” is the best move to take them back to square one, or just to the step where they enter a shipping address? It’s not easy, but you’ll need to anticipate these requests.

		 

		
			Figure 6.10 shows “Go back” and “Start over” in action. You can imagine how adding in navigation intents to each turn in the flow can add complication (and visual messiness). If you find patterns that repeat over and over, or behaviors that remain the same for every turn (i.e., “start over” always returns the user to the start of the interaction), it’s common practice to create a separate set of flows for these.
		

		 

		
			[image: Images]
		

		 

		FIGURE 6.10

		Not everyone will take advantage of navigational intents, but they should work for the people who try them. This flow plans behaviors for “go back” in the second turn, and “start over” in the third turn.

		 

		People have made great arguments that these commands aren’t natural ways that humans talk to each other. Some even say that the need for these commands in a system are because people sense that the system is rigid, and they start treating it like a computer. In other words, the clunkiness of the system causes people to use the cues. Valid points. We’d argue that it’s still a good idea to include them. People are used to these systems being rigid, and most of their experiences with talking to technology might be an IVR system. So they still expect these commands to work if they try them.

		

	
		 

		Advanced “Conversational” Navigation

		 

		While it might be unusual for people to say robotic things like “go back one step” when they’re chitchatting, people do say things like “Start over, you lost me,” or “Can we go back to talking about restaurants?” This leads us into a more nuanced way that users may try to navigate.

		 

		Take the example of this script:

		 

		Bot: What’s your ZIP code?

		 

		User: 32907.

		 

		Bot: OK! Ladybird is showing near you at 7 p.m., 8:45 pm, and 10 p.m. Which showtime?

		 

		User: Oh, what about 32905?

		 

		In the second turn, the user doesn’t give an explicit command, like “go back to ZIP code.” What she does is more along the lines of something you’d say to a person in the ticket booth; she implies that she wants to change information from the previous turn. Figure 6.11 shows how that would look in diagram form, looping back to the ZIP code “node” in the flow.

		 

		Another common way that users try to steer is by gathering information that may seem like a non sequitur—but it isn’t to them. This happens when people need details to make a decision. For example:

		 

		Bot: Today’s soup of the day is tom yum, a Thai soup with shrimp. Would you like to add it to your order?

		 

		User: How spicy is that?

		 

		Bot: Most people say that tom yum is a medium spice level. Want to try it?

		 

		User: Yeah, that sounds perfect.
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		FIGURE 6.11

		If a system’s algorithm works well enough to recognize that the user didn’t provide a showtime, but instead gave a new ZIP code, the system should know to replace the original ZIP and run it through again to check for showtimes in the new location.

		 

		Only a very smart system could handle this: first, the bot’s prompt ends with a yes-or-no question, so the system is hoping to get one of those responses from the user. Spiciness is another topic altogether. The system would need an intent for handling queries about spice level, and each item would have to have a stored spice level for the system to pull. See Figure 6.12 for how that would look in diagram form: the spicy question ends with a similar yes-or-no question, returning the user to that point in the flow.
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		FIGURE 6.12

		The customer gets the info they need to answer the question at hand. (Always say yes to tom yum, is our advice.)

		 

		To be honest, the examples we’re describing are somewhat aspirational. A lot of systems aren’t sophisticated enough to accommodate this kind of behavior; in this area, humans win over machines every time.

		

	
		 

		Repair Patterns

		 

		While designers try to make conversations as expansive as possible, they naturally have their limits. There are some key cases your conversational maps need to account for.

		 

		Like many conversation designers, we prefer the concept of “repair” over the concept of “error handling.” Remember how humans repair conversations every 84 seconds on average? Repair isn’t an “edge case,” it’s a normal part of communication. The concept of a “happy path” is basically a myth; a user will almost never do exactly what’s intended.

		 

		And more importantly, if an interaction is poorly planned and doesn’t have robust repair, that’s one of the main roadblocks to it feeling “conversational.” It really throws a broomstick in the spokes.

		 

		System Can’t Make Sense

		 

		The foundational error is when the system can’t translate a user’s utterance into sounds, syllables, and words. This error could occur because the user said a nonsense phrase like “blargh munch,” or because they made a sound instead of using words (“pffffftt!”), or because there is background noise or a speaker malfunction. This problem happens between people, too!

		 

		The common approach here is to ask users to repeat themselves; after all, there’s nothing more that can be done with the sound wave data the system received. Figure 6.13 shows the simplest way to plan for this scenario—but it creates an infinite loop.
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		FIGURE 6.13

		If the utterance is simply not recognized, the system only has one recourse: asking users to repeat themselves.

		 

		To avoid the dreaded infinite loop, your flows can include an exit strategy. If the system can’t hear them twice (or thrice, or five times— this varies depending on use case and user population), it needs to change tacks. Figure 6.14 shows how logic based on the number of errors in a row can prevent the loop.

		 

		Common strategies are: apologize and bail out of the interaction, escalate to a person, return to the beginning of the interaction, or start offering up menus. Another option is to offer to switch channels—switch to the app, send the user a text message with a link, etc.
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		FIGURE 6.14

		Handling back-to-back misunderstandings.

		 

		System Thinks It Knows, but Isn’t Sure

		 

		When an algorithm assesses a user’s utterance, it usually calculates how likely it is that it’s right—a confidence value. When that confidence value is low (meaning a higher likelihood it’s making a mistake), it’s useful for a system to confirm what it heard. Figure 6.15 shows how you diagram for different confidence values.
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		FIGURE 6.15

		If a system is highly confident, it can move to the next turn. If a system is less confident, it can serve up a prompt to let the user confirm or correct.

		 

		System Hears Right, but Can’t Comply

		 

		Sometimes the system knows exactly what the user wants—and also knows the user isn’t gonna get what they’re asking for. Maybe they want to fly into Derby, Kansas, which doesn’t have an airport. Maybe they’re on the East Coast and ask for directions to the nearest In-N-Out Burger. Maybe the item they want to order is out of stock, or their address is outside the delivery area.

		 

		Flow diagrams should reflect logic that performs checks. Figure 6.16 shows a few examples with prompts for a few common scenarios.
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		FIGURE 6.16

		A more formal visual style, using the same elements (prompt, response, and logic).

		 

		Because repair is so common, the interaction you’re designing is sure to require it. You can’t prevent it from happening; all you can do is plan for how the system should handle it. Table 6.3 shows you common errors that a system might encounter. You can use the table as a basis for team discussion.

		 

		TABLE 6.3 COMMON ERROR CASES REQUIRING LOGIC

		 

		
			
				
				
			
			
					Situation
					Possible Errors
			

			
					The system tries to elicit a number from the user (phone number, quantity, etc.)
					• Not a number at all • Not an allowable value—too small or large • Wrong number of digits
			

			
					The system tries to elicit the name of a business
					• Not a known business • Not open today, or at this time • Out of business • More than one location of the same business
			

			
					The system tries to elicit a location (city, state, etc.)
					• Not a valid location • Outside of delivery or service area
			

			
					The system tries to elicit a product name or detail (color, size, customizations, etc.)
					• Not a valid product or detail • Temporarily or permanently out of stock • Not available at this time of day (like a breakfast-only menu item)
			

		

		

		

		

	
		 

		Formalizing Flow Diagrams

		 

		Once you’ve got a clear sense of what the flow should account for, now’s a good time to get picky and spruce them up a bit. Thus far, we’ve used that sketch-looking style for diagrams, but we switch it up when we transition from the mindset of “flows as a thinking tool” to “flows as a functional spec.”

		 

		In a formalized flow, we like to do these things:

		 

		• Switch to a more rigid visual style (see Figure 6.17).
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		FIGURE 6.17

		On the left, the sketch-y visual style that includes sample prompts is meant to explore ideas. On the right, a more formal visual style, plus technical content is represented in the boxes.

		 

		• For the user’s request, start including the name of the intent.

		 

		• For the bot’s responses, start using a label in the diagrams and stop including the full prompt (see Figure 6.18).
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		FIGURE 6.18

		Here’s an example bit of a flow in a more formal style. This is how you’d see it in a functional spec.

		 

		Take another look at that label in Figure 6.18. Once you start using labels, you’ll need to start a master list of prompts. Most of the time, this is a spreadsheet to help you keep track of all the labels and map them to the full prompt. Table 6.4 gives a snapshot of what a spreadsheet version could look like, with the label on the left, the full-text of the prompt in the middle column, and the associated intent on the right.

		 

		TABLE 6.4 SETTING UP A PROMPT SPREADSHEET

		 

		
			
				
				
				
			
			
					Label
					Prompt
					Intent
			

			
					Confirm_Stored_Payment_Method
					Great, I have a {cardType} on file, ending in {cardDigits}. Do you want to use that one?
					PaymentIntent
			

			
					Payment_Method_Prompt
					OK, how would you like to pay: with a card or a bank account?
					PaymentIntent
			

		

		



		

		 

		But why use a label? Most conversation designers will tell you that it’s a bad idea to have your prompts ”live” in the flow diagrams. In fact, it’s the stuff of nightmares.

		 

		First of all, with most drawing tools or prototyping platforms, the text lives in the diagram boxes, and there’s no easy way to get it out. Which makes it awfully hard for you to edit those prompts and get them updated in the code.

		 

		Second, as you learned in Chapter 4, those lines get edited dozens— hundreds?—of times over the course of a project, and stakeholders will request lists of them. (“Legal needs a complete list of everything the bot says, including error messages, so they can sign off.”) You and your team will go crazy with copying, pasting, and trying to keep the diagram copy in sync with what’s in the product as it’s being built.

		 

		Your style of diagram and choice of labeling system can be your own; there are infinite ways a team can set it up. Figure 6.19 shows a diagram template with a totally different look and label style.
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		FIGURE 6.19

		This flow template has its own tidy visual style, and uses labels like A1, A2, and A3 for the bot’s dialog. UX and conversation designer Hao Zheng created this template for Skilled Creative, a voice-first creative agency.

		 

		 

		 

		One Tool to Rule Them All?

		 

		 

		As of the writing of this book, there are at least a dozen tools geared toward designing conversations. Some are general drawing tools, and some are platforms built specifically to prototype (and eventually launch) conversational interfaces. But this book doesn’t include specific reviews of those tools. By and large, conversation designers aren’t 100% sold on any one yet; the tools are relatively young, and often they lack functionality and introduce constraints and problems. Plus, the market changes so fast that a tool that exists today may get acquired or go under tomorrow, so any list made here could become outdated right quick. In the next few years, we’d love to see a great tool emerge as matriarch.

		
		 

		Designing with Components

		 

		Let’s acknowledge the elephant in the room: Any conversation design with some complexity to it is going to result in a pretty big flow diagram. We interviewed plenty of conversation design folks for this book, and they acknowledged the benefits of having the whole interconnected design in one map. But the truth is, flows can get unwieldy. Most people don’t love scrolling and zooming through a complex flow. For a taste of the downside, see Figure 6.20, which shows a flow in total. (And this one isn’t even that big!)

		 

		Most conversation designers think in two levels: turn-by-turn, which is what you’ve seen so far, and then at a “zoomed-out” level, which considers the “phases” of an interaction. Some people call those phases: sections, modules, or components. (We’ll stick with components.) Because you want users to be able to navigate intuitively, you can also diagram how a user would get from one component to the next, or go back.

		 

		Take the example of shopping. The user’s journey might include these steps—each made of multiple turns:

		 

		1. Browse: The user can ask questions about what items are available, shop by category, filter down options, find out what’s on sale, and so on.

		 

		2. Provide Item Descriptions: A user can ask to learn more about a specific item (description, materials, dimensions).

		 

		3. Elicit Item Details + Add to Cart: To add an item to the cart, the system gathers required info like size, flavor, or color.

		 

		4. Complete Order Review: After the user indicates they are ready for checkout, the system helps them confirm the items and order details.

		 

		5. Finalize Payment Method: The system pulls stored data or elicits details from the user to pay.

		 

		6. Confirm Order: Once the payment is successfully processed, the user needs confirmation and any next steps.
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		FIGURE 6.20

		Don’t worry about the details. Just take a gander at the size of this thing.

		 

		You plan each of these components turn-by-turn, but you’ll also want to think about the flow’s superstructure. How can a user navigate between components? A few examples of common pathways are the following:

		 

		• A user adds something to the cart (3), but wants to return to browsing (1).

		 

		• A user hears the order review (4), and decides to get a different color or size (3).

		 

		It can help your team understand those transitions to make a flow of those high-level components. Figure 6.21 shows an example.
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		FIGURE 6.21

		A zoomed-out flow can give your team an idea of how a user may move between components.

		 

		 

		 

		Storyboarding

		 

		 

		Sure, flows are great, but they can also be limited, and sometimes, you simply need a different method to think through the problem or show your team what’s on your mind.

		 

		Storyboarding is one such great method. Typically, it’s used in filmmaking to map out shots, but the technique works well in conversations, too. Basically, you divide a sequence of interactions into “frames” and give a visual representation for each step. Note that a storyboard, similar to a sample script, usually represents a single pathway. The advantage is, they help you “zoom out” to consider the user in actual space and time. It’s great for multimodal interactions.

		 

		A great example of a storyboard comes from Product and UX Designer Sian Keast (see Figure 6.22). For a complex interaction involving voice and screens, the storyboard is a clear and simple way to show the user’s journey unfolding over time.

		 

		
			[image: Images]
		

		 

		FIGURE 6.22

		When life hands you lemons, make lemon cake.

		 

		 

		Some useful thinking questions as you make your component flow:

		 

		• What are all the possible entrances to this component?

		 

		• What are all the possible exits from a component to another?

		 

		• How will the design change as users “cycle” through components (i.e., moving from the cart back to browsing several times as they add items)?

		 

		If you don’t think through components, when users try to loop through the conversation, the interaction often feels stilted, or like the conversation “reset.” Component flows help you design for conversation cycles that feel like a natural extension of where the speaker was coming from. The component diagram also helps your team see the forest instead of the trees. It’s a good document to guide discussion and talk through transitions. Pro tip: A component diagram is an excellent artifact to put in front of stakeholders who need a high-level view of your design. It gives them visibility into what you’re up to, but keeps them out of the weeds of a more detailed flow.

		

	
		 

		What Documentation Is Best?

		 

		You’ve got a lot of documentation methods at your disposal: sample scripts, sketchy flows, formal flows, charts, storyboarding . . . maybe you throw in a comic strip or a user journey or a wireframe.

		 

		There aren’t hard-and-fast rules for when to use what. To do their jobs well, conversation designers have to develop a powerful professional skill: assessing what purpose the artifact was going to serve, and then choosing the best artifact for the job. The tweet in Figure 6.23 sums up how to not waste anyone’s time—including your own—by asking who it’s for and what you have to tell.
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		FIGURE 6.23

		You can apply Pavel Samsonov’s advice to any artifact.

		 

		Some key considerations are:

		 

		• What’s the purpose of the artifact? What’s it meant to communicate?

		 

		• Who’s seeing it? What do they get out of seeing it?

		 

		• What do you need from them seeing it? What kind of feedback (if any) is it meant to generate?

		 

		• How long do you have to show it? Is it for a 15-minute presentation or a 2-hour walkthrough?

		 

		• How “permanent” of an artifact is it? Is it for a quick alignment, or is it a long-lasting “source of truth”?

		 

		Some documents are thinking tools for you, others serve as the foundations for team discussion and consensus building, others are meant to transmit information, and still others are for getting sign-off. Learning what to show who is a valuable skill that you’ll develop as you collaborate with your team. Getting the right documents to the right people at the right level of detail is a valuable skill that you’ll hone as you collaborate with your team.

		

	
		 

		The Last Word

		 

		When you map conversational pathways, you’re literally designing all the “realities” the interaction supports. It’s a hard problem to puzzle out in your head, and it’s harder still to document all those simultaneous possibilities.

		 

		Lots of people who learn about flows start asking, “How can I make sure I’m covering all the pathways and all the logical checks? Is there a checklist or something?” The truth is, your artifacts’ first drafts will not be complete. You make them more complete over time as your team discusses logic and technical constraints, and as prototyping turns up surprises—like new intents or new pathways between components.

		 

		Follow these tips to stay grounded in the documentation process:

		 

		• Document everything. Even if you’re a team of one. You will forget, and you will be grateful for the bread crumb trail.

		 

		• Version it! Keep all your old documentation, label it, and make sure that it’s handy.

		 

		• Talk about it. Documentation is always just a representation of your ideas and always just a placeholder for conversation.

		 

		• Keep trying things. If your team isn’t pickin’ up what you’re puttin’ down, there’s always another way.

		 

		To end on a philosophical note, documentation is always a representation of an experience that plays out in the real world. No form of documentation has perfect fidelity to the final product, and any method has pros and cons. Tailor your deliverables to your team’s needs, and everyone will be much clearer and happier.

		

	
		 

		CHAPTER 7
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		Building Context

		 

		
			Context from “Memory”
		

		 

		
			Emotional Context
		

		 

		
			Context from Data
		

		 

		
			Ethics and Data Privacy
		

		 

		
			The Last Word
		

		 

		

		 

		Rebecca: Hey Diana. Maybe you can help me with something.

		 

		Diana: Hi, nice to meet you. What’s your name?

		 

		Rebecca: Um, it’s me, Rebecca? Remember? We wrote a book together?

		 

		Diana: Hi Rebecca! What can I help with?

		 

		Rebecca: Can you find me the exact definition of the words context and meaning?

		 

		Diana: Sure. “Context refers to the interrelated conditions in which something exists or occurs,” according to Merriam Webster. What else do you need?

		 

		Rebecca: What’s the definition of the other word?

		 

		Diana: I’m sorry. I don’t know what you mean.

		 

		

		 

		Diana’s being a bit strange, isn’t she? For starters, it’s as if Rebecca were a stranger. And Rebecca has two things she asks Diana about, but Diana doesn’t remember both of them. After she defines context, she loses track of the second word. When Rebecca brings it up again, Diana basically breaks. What’s going on is that Diana isn’t sensing or responding to context. In other words, she’s behaving like a typical chatbot.

		 

		People are usually very good at responding to context. When someone says an enthusiastic “Hi!” to a friend, clocks the friend’s facial expression, and quickly asks “What’s wrong?”—that’s responding to context. Conversational AIs are exceptionally bad at that because they only do some of the stuff that humans brains do. When a bot seems to forget what you just said, says something nonsensical, or misses a social cue and says something off color, that’s a sign it’s not factoring context into account. Conversations rely on context to feel “human,” and when our conversational partners fail at context, it’s jarring.

		 

		Any linguist will tell you that context is part of what creates meaning. When people engage in conversation, they build a sense of context from what they hear (not just words, but changes in tone and speed), what they see (gestures, posture, facial expressions), and what they know of the person before them (their personality, their history, their current circumstances, and their relationship with them). Anything can inform context, really: mood, time of day or season, where you are (work? a sunlit meadow?), power dynamics . . . you name it, all of those factors can impact the conversational context.

		 

		What we’re saying is, context comes from a very rich data set that includes everything we perceive about the world around us in the moment, plus all the knowledge we have from past situations that may apply. When you put it that way, it’s no wonder that bots fall short. They have way less data than we do.

		 

		But they do have access to some data that a conversation designer can leverage to account for context. This chapter’s aim is to show you different types of context that impact conversation, and how your conversation design work can factor it in.

		 

		TERMS DEFINED CONTEXT

		 

		The term context gets thrown around a lot in this field. Intuitively, you probably have an idea of what context means: Is the bot responding in a way that makes sense in the moment? Does it remember stuff? Cathy Pearl, one of the foremost experts in the modern conversation design field, defines context as “being aware of what’s going on around the conversation, as well as things that have happened in the past.”

		

	
		 

		Context from “Memory”

		 

		If you were talking to someone who couldn’t remember what you said a few seconds ago, you’d be frustrated—clearly they’re not paying attention. Or worried—is something wrong? Did they have a stroke? Yet it’s common for a bot to lose the conversational thread, and this is a jarring reminder that the bot is not on your conversational level.

		 

		We like to think of a bot’s “short-term memory” as being able to keep track of ideas and topics from turn to turn within the same conversation, and its “long-term memory” as remembering things about people over multiple conversations. Can bots do it? Sort of, sometimes.

		 

		Short-Term “Memory”

		 

		The most basic example of a bot losing the thread: when someone says an utterance with a pronoun in it. It’s perfectly natural for a person to bring up a subject in one turn (“Did you hear Lizzo’s new album?”), and then use a pronoun to refer to it in the following turn (“No, what’s it called?”). Yet bots struggle with this, as Figure 7.1 shows.

		 

		Some sophisticated systems can handle pronouns at least a little bit; take this exchange Rebecca had with Alexa:
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		FIGURE 7.1

		This pithy joke shows precisely what happens when a system can’t handle “it.”

		 

		Rebecca: Alexa, who is Lizzo?

		 

		Alexa: According to Wikipedia, Melissa Vivane Jefferson, known professionally as Lizzo, is an American singer, rapper, songwriter, and floutist.

		 

		Rebecca: How tall is she?

		 

		Alexa: Lizzo is 5 feet 9 inches tall.

		 

		Clearly, the system was able to identify “Lizzo” as a proper noun, store it as a reference, and decipher which noun “she” refers back to. But there are many more cases where this doesn’t work.

		 

		Pronouns aren’t the end of the story, either. Sometimes the connections between ideas and references across turns doesn’t even involve a pronoun. For example:

		 

		User: Can I get a cheeseburger?

		 

		Bot: Yes ma’am.

		 

		User: And can you add pickles?

		 

		Here, a person would know that it’s implied that the pickles get added to the hamburger: “add pickles to it.” A bot might easily mistake “pickles” as a new, separate item. This stuff is subtle!

		 

		Another way that a bot can get lost is when someone changes the subject or tries to ask about a new topic. This is second nature for people; they can bob and weave through topics effortlessly. They can handle going off on tangents (“Speaking of . . .”) and circling back (“To get back to what I was saying earlier . . .”). They can handle non sequiturs—statements that seem “out of the blue,” or unrelated to what came before in the conversation.

		 

		Sadly, chatbots and virtual assistants are usually bad at this, too. If a person tries to switch topics, they’re usually met with an error message. The “why” of this is complicated, and depends a lot on how the bot is coded, but here are two main contributing factors:

		 

		• The bot has limited intents, so it doesn’t “know” anything about the new topic.

		 

		• The conversation is in a specific place where the bot only allows a small number of specific intents, and the new topic is outside of these.

		 

		Because people can handle pronouns and changing subjects just fine, it can seem really lame when bots fail at these tasks. The underlying lesson here is that human memory is pretty impressive, and even with short-term memory, it’s a hard challenge to get computers to be anywhere near as skilled.

		 

		Long-Term “Memory”

		 

		Some human-to-computer conversations take place over time, over the course of many sessions, happening over days, weeks, even months or years. For people to feel that the experience is truly conversational and personalized, the system needs a “long-term memory”—what we call longitudinal context, or information that the system builds up and retains over time. Longitudinal context is what makes a system feel “smart” and builds a connection with users.

		 

		Rebecca’s colleague Mike Hoesten, a director at a voice-first creative agency, remembers one of the first things he said to Alexa: “My favorite color is blue.” He wanted to try out the idea that the assistant would get to know him over time. When he later asked “Alexa, what’s my favorite color?” Alexa didn’t know. A big letdown, and a big clue that maybe Alexa (at the time) wasn’t so smart after all.

		 

		In contrast, when systems remember details, those conversations feel natural and human. Diana worked on a system that captured and retained simple information about users, like their cohabitants (“I live alone) or life events (“I had a heart attack three years ago”). Then at key moments in future conversations, the system reflected that back to the user. Here’s a fictionalized example of how that works:

		 

		Voicebot: Who lives in your home with you?

		 

		User: Um, my mom. And my best friend, Diego.

		 

		The system stored those names (“Mom,” “Diego”) under “cohabitants.” In a subsequent conversation, the system gave personalized contextual responses:

		 

		Voicebot: How’s your stress today?

		 

		User: Through the roof.

		 

		Voicebot: Oof, I’m sorry. Would it help to talk it out with your mom or Diego?

		 

		This sort of memory can be powerfully effective in building trust: the person feels heard—something that is essential for a system handling emotional or sensitive topics, like health, finances, or social support. It’s also a heavy lift to design and build. It requires a lot of planning, custom code, tagging of information, and a heckuva lot of testing and refining. Usually, you only build that capability for a very targeted set of essential pieces of information.

		 

		What’s more, from a conversation designer’s point of view, the fact that it increases trust is a double-edged sword. User expectations rise with the amount of interactions they have with any device, product, or person. The stakes keep getting higher; the system has to be “extra smart.”

		 

		So what’s a conversation designer to do? Well, nothing, kind of. This is one of those areas where you don’t have much control; it’s a challenge for the engineers and scientists who work in natural language processing. On the whole, with time and tech advancement, bots will get better at tracking context across turns.

		 

		In the meantime, as a conversation designer, it can help to ask your team if the system handles pronouns, and if so, find out if that impacts how you set up things like utterance or slot data. If it doesn’t, it’s useful to know that too, so you can design to mitigate frustration of lack of bot memory, maybe even with prompts like “Bear with me, my memory is terrible.” Even if you’re not at the helm of this aspect of bot behavior, it’s best if you learn everything you can about it.

		 

		 

		 

		CONVERSATION STARTERS

		 

		 

		What Can Our Bot Remember?

		 

		What a bot can and can’t remember has a huge impact on the user’s experience. So even when you, as a designer, can’t change a system’s technical constraints, it helps your work to understand those limits. Here are some questions to run through with your team.

		 

		• Can our system handle pronouns?

		 

		• Does the system make use of “states,” where only a limited number of intents are allowed? Or can people trigger any intent at any time?

		 

		• Does the system keep track of any meta-data like topics, categories, or tags that would aid with topic switching?

		 

		It could be the case that your team doesn’t exactly know how well the system performs. In that case, it’s great to come up with some test cases and give it a whirl yourself. Try out some pronouns, change subjects, and so on, and share your findings with your team.

		

	
		 

		Emotional Context

		 

		People are naturals at sensing others’ moods and emotions (well, some of them are, anyway). Understanding the feelings of others provides major contextual cues for how to proceed in a conversation. This is the classic criteria that proves bots are Not Like Us. Like a sitcom husband asking “Honey, are you mad at me? ‘Cuz it seems like you’re mad,” bots are bad at perceiving and responding appropriately to human mood and emotions.

		 

		There is a bit of human decency you can bring to the task of designing. If you’re working on a bot that handles sensitive subjects, like money or health, knowing when people might be nervous, scared, or stressed out should impact bot responses. An example: If you’re making a bot that helps you order flowers, and asks what the occasion is, some people might say “anniversary” and others might say “funeral.” Given the context of those two occasions, you could tailor the bot’s response. Figure 7.2 shows how it looks when a bot is emotionally oblivious.
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		FIGURE 7.2

		This meme went around in 2020, showing how a bot’s enthusiasm was contextually inappropriate.

		 

		Things get hairier when you enter a world where bots try to do the emotional parsing in an automated way. There’s a lot of hype around so-called sentiment analysis—technologies that purport to assess a person’s emotional state. There are a few different types of data streams that can contain emotional clues:

		 

		• Facial expressions and gestures, captured with a camera

		 

		• Transcribed utterances, assessed for “negative words” (“screw off,” “this sucks”)

		 

		• Spoken voice, analyzed for factors like tone, pacing, and breath quality

		 

		To be clear, despite the braggadocios claims of many a “thought leader,” sentiment analysis is in its infancy. At best, it seems pretty ham-fisted in how it oversimplifies human experience, like perceiving someone’s frown and assigning it the emotion “sad.” Well, actually, a person can frown when they’re relaxed and concentrating, or even when they’re fighting laughter. At worst, it’s a form of AI that is prone to bias, specifically racism, which means it’s more likely to misrecognize or misinterpret the emotions of Black people and people of color.

		 

		To put a positive spin on it: there’s plenty of room to improve! Plus, huge companies are making big promises that advanced sentiment analysis is coming in a few years. So let’s assume it’s possible to design for with emotional context in mind. How can it be a useful form of context?

		 

		Ilana Meir, a conversation designer who works in AR/VR, identified the best application of sentiment analysis we’ve heard: a zoomed-out view, looking at how sentiment might change in aggregate for a group of people during the interaction. Think of it as a heat map: “If a large proportion of users express frustration during a specific point in the interaction, that should be taken as a signal that the UX should be revisited, refined, and debugged.” We can absolutely get behind that.

		 

		Where sentiment analysis gets goofy or scary: when it’s applied toward ill-informed attempts at accommodation. (Remember accommodation? It’s that thing where, when people talk to each other, they innately tweak what they say and how, based on whom they are talking to.) When a bot tries to adjust to someone’s emotional landscape in real time, what’s really happening under the hood is that designers or developers are making a ton of assumptions about how users feel, why they feel that way, and how they might want to be treated.

		 

		 

		 

		Power Dynamics and Subservience

		 

		 

		Most of the current famous intelligent assistants—most notably Siri and Alexa—have voices that most people would call female. Beyond these matriarchs, many customer service bots have female voices and names, like Amtrak’s Julie or Bank of America’s Erica.

		 

		So what’s the problem with so many digital females? The issue has to do with social context. Research shows that people, most of whom have absorbed culturally ingrained gender-based stereotypes, bring these same stereotypes into interactions to synthetic voices and fake humans, too. One example: people prefer female voices for assistance, but male voices for tasks that require perceived expertise, like navigation.

		 

		A 2019 UNESCO report,¹ “I’d Blush If I Could,” assessed research on why big tech companies went with female voices; it’s often cited that users preferred the female voices. But linguistic research shows that’s not unilaterally true, and that if people have a preference for female voices, it “seems to have less to do with sound, tone, syntax and cadence, than an association with assistance.”

		 

		So the fact that these assistants are female assistants means they are inherently reinforcing “commonly held gender biases that women are subservient and tolerant of poor treatment.” In other words, the context of their subservient position sends “a signal that women are obliging, docile, and eager-to-please helpers, available at the touch of a button or with a blunt voice command like ‘hey’ or ‘OK,’” according to the UNESCO report.

		 

		It also quotes a well-put statement from Safiya Umoja Noble, co-founder and co-director of the UCLA Center for Critical Internet Inquiry: female voice assistants could become “a powerful socialization tool that teaches us about the role of women, girls, and people who are gendered female to respond on demand.”

		 

		 

		Meir cautions, “It’s not always the place of the assistant to provide for the emotional needs a user brings into the conversation. The user exists before your interaction. They might come into the conversation upset because they just stubbed their toe. They might sound angry, but they’re mad at the table, not the assistant. They still want to reach their goal quickly and pleasantly: just like any other user. So adding the complexity of sentiment analysis won’t necessarily be helpful.”

		 

		Sentiment analysis is something you’ll likely encounter in your career as a conversation designer, and for now, we recommend approaching it with a healthy dose of skepticism toward its accuracy and purpose. If your business stakeholders demand that it be a part of the product, try to steer your team toward using it in aggregate to look for pain points.

		

	
		 

		Context from Data

		 

		It may seem like we’re throwing bots under the bus, but they’re not all bad. At their cores, voicebots and chatbots are just code, logic, and algorithms, which means they can be great at responding to straightforward data that the system pulls and stores (if they are designed and programmed to do so). Even relatively simple-seeming data, like date, time, and what device you’re using, can reveal a lot about the user’s context.

		 

		Once you understand what data the bot’s “brain” has access to, you can account for how the bot might adjust its responses or behavior. Let’s take a look at the different kinds of data that may be at your disposal to design for.

		 

		NOTE DATA DID WHAT?

		 

		This kind of data enhances convenience, but it’s usually right about now that people start to get cold feet. “It knows that about me?” First of all, smartphones and social media sites probably have more dirt on you than what we’re talking about here, but we hear you. There are some tricky areas to navigate, which we discuss later in the section “Ethics and Data Privacy.”

		 

		Time of Day

		 

		If Alexa said “Good morning” at 4 p.m., you’d think something was off with her. Acknowledging and factoring in the time of day is a really basic thing, but screwing it up messes with people’s expectations.

		 

		Most devices have some way of knowing the time (and date). Sometimes that comes from the location where the device was set up, sometimes it’s pulled from GPS coordinates, or sometimes the user has to set the time zone. Either way, if the system knows what time it is, that means you can design for contextual considerations based on time. For a bot that places your coffee order for you, it could look like this:

		 

		8:30 a.m.: Diana is bleary-eyed and ready for some coffee.

		 

		CoffeeBot: Good morning. Would you like me to order your usual coffee today?

		 

		Diana: Yes, please, I beg you.

		 

		2:30 p.m.: Diana’s back for another sip of something.

		 

		CoffeeBot: Good afternoon. What would you like now: decaf coffee, herbal tea, or something else?

		 

		Diana: Decaf’s good.

		 

		In this instance, two things change. First, the greeting phrase is dynamic, so it reflects the right time of day. Second, the prompts offer up two different question types. In the morning, the bot offers a precaffeine Diana her usual, in the form of a yes-or-no question—the easiest to answer. In the afternoon, it gives her a menu of options so that she can choose how buzzed to get. (A few more little hints: time of day also impacts what’s open and what’s closed. And the system has to know the time and date in order to handle user requests that include the words “tomorrow” or “yesterday.”) See Figure 7.3 for a comedic (and fictional) example of Alexa misunderstanding time-based context.
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		FIGURE 7.3

		Getting the wrong context can be, well, creepy, as shown in this great cartoon by Rob Cottingham.

		 

		Current Location

		 

		Another simple bit of context is location—where a user is at any given moment in time. Or, more accurately, the location where the user’s device is at any time. Location data can come from geolocation on a mobile device, from the ZIP code associated with an Alexa device, or from the coordinates of a GPS-enabled device like a smartwatch or a car’s navigation system. Location information helps a bot calculate things that are near you: ATMs, sushi places, bus stops.

		 

		5:30 p.m.: Diana’s running an errand.

		 

		Diana: Hey Siri, where can I get a shot of espresso?

		 

		Siri: Let’s see. The nearest place to get a shot of espresso is Night Coffee, 5 minutes away. Does that sound good?

		 

		You’re probably pretty familiar with this idea—maybe you even take it for granted. But can you imagine if your device didn’t have this info?

		 

		Diana: Hey Siri, can you find the closest coffee shop?

		 

		Siri: Sure. And where exactly are you?

		 

		Diana: Uh, aren’t you supposed to know that?

		 

		Siri: No, I don’t store any location or GPS data. So, where are you at?

		 

		Diana: Well . . . [glances at street signs] . . . I guess I’m at the intersection of Franklin and Eastern Parkway . . .

		 

		Without it, you’d spend at least an extra conversational turn giving your location details. And frankly, it’d seem ridiculous! Devices knowing where we are is part of the norm unless you opt out. (There will always be some design complexities, depending on how the system gets location information and how that data is passed across layers of technology. So, as usual, talk to developers to learn about your system.)

		 

		 

		 

		Contextual Menus

		 

		 

		There are times in a bot’s life when a user asks for something, and the bot brims over with options for them. But a good bot knows it can’t overwhelm them with 20 options: it needs to present a short menu with the top two or three. How can it apply context and serve up the most useful ones?

		 

		Current location is a great way to prioritize things: “The closest pizza place is D’Agostino’s. Want to order from there?”

		 

		But there are other valid ways to prioritize options:

		 

		Rating: “The top-rated place is Dante’s Pizzeria. I can place your order there. Alright?

		 

		Speed: “Jet’s Pizza has the fastest order times; you can have your pizza in 17 minutes. Shall I order from there?”

		 

		Specials: “Right now, the extra-large pizzas at Munchies Gyros and Pizza are only $10.99—that’s half off. Sound good?”

		 

		Habit: “Last time you ordered from Fontina’s. Is that good for you?”

		 

		Which approach to take? Different people have different priorities. There are a handful of techniques to figure out which options are most important.

		 

		• Ask the user to prioritize what they care about, guaranteeing they get a list that reflects their priorities in the moment. Bonus points if you store these priorities for later interactions.

		 

		“There are twenty pizza places open. What’s most important to you: rating, price, or location?”

		 

		• Give options to narrow down choices. Your bot can simply ask a person what’s important to them, and then filter results to give them only the ones that apply.

		 

		“Any particular style of pizza joint—wood-fired, deep dish, or New York style?”

		 

		• Narrow down to one single option that’s likely to be the winner. This approach avoids a bulky list, and, if the user says “yes,” the interaction has successfully determined the desired pizza place in a single swift turn.

		 

		You might cross-reference a few of these criteria, too. Figure 7.4 shows how using both location data and top ratings to narrow things down yields a nicely specific list.
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		FIGURE 7.4

		A contextual menu that factors in two filters: top-rated locations nearest the user.

		 

		Remember that, behind the scenes, the system should figure out ways to eliminate useless options from the jump. For example, if a pizza place is closed, or if it doesn’t carry the pineapple pizza they crave, those options should never be given in the first place.

		 

		Stored Contact and Payment Details

		 

		It’s also common—and useful—for a system to store an email, phone number, delivery address, and even payment information. On web-sites and apps, people are pretty comfortable with this stuff. Voice and chat interactions can store the same kinds of information, just as securely. And voice interactions especially benefit from stored info; verbally reading an address or credit card number is, frankly, a real pain in the butt. When it’s stored, the interaction is much smoother with less conversational turns and less opportunity for error. Here are two examples of the difference.

		 

		Case 1: Payment is stored.

		 

		User: . . . and two vanilla cokes.

		 

		Bot: Got it. Anything else?

		 

		User: Nope.

		 

		Bot: Great, I have a Visa card on file, ending in 1234. I can go ahead and charge that card. Ready to purchase?

		 

		User: Yes.

		 

		Case 2: No stored payment method

		 

		User: . . . and two vanilla cokes.

		 

		Bot: Got it. Anything else?

		 

		User: Nope.

		 

		Bot: Great. I don’t have a stored payment method, so let me get that info from you. First, can you read your 16-digit credit card number?

		 

		User: [reads number]

		 

		Bot: I heard [reads number]. Is that right?

		 

		User: Yes.

		 

		Bot: OK, and what’s the expiration date?

		 

		For that example, we’ll end it there, but you can see how many extra turns it adds. And if there’s some kind of error, forget it. (“I’m sorry, that card number isn’t valid. Can you please read your 16-digit card number again?”) This trouble applies to more than credit card info. Accurately getting a user’s email through voice is notoriously hard.

		 

		So how can a system get these details without asking a person to speak it (or type it)? Lots of ways. With an IVR system, phone numbers are often associated with account numbers, and once authenticated, the system has access to other information. For voice assistants, each device is linked with an account and email address, and you can log into the corresponding app to set up things like stored payment methods. For chatbots that have access to this kind of info, you usually encounter them after you’ve securely logged in. For example, the Bank of America app requires you to log in, and only then do you “meet” Erica, its banking bot, so it’s safe and expected that she knows all your secrets.

		 

		As a conversation designer, your ultimate goals should be: make it streamlined for the folks with stored data, make it as relatively painless as possible for folks without stored data, and communicate clearly about what the data’s used for and how it’s secure.

		 

		NOTE MY BOT-Y, MY CHOICE

		 

		One big caveat to using any of this data: Without explicitly telling a user where their data goes and whether it’s stored, these interactions get creepy in a literal second. “Where did that bot get my credit card? Why does it know my mom’s name? How does it know what I bought last time I was shopping?” If people don’t get a chance to consent—to opt-in—it can cause enough panic to induce a quick and long-term exit from the platform. More on this later in this chapter’s “Point-Counterpoint.”

		 

		Session Data

		 

		If a bot doesn’t store some form of data about you, then every time you talk with it, it will think it’s meeting you for the first time, which isn’t super-useful. A first-time user needs one kind of experience, and a super-user needs another.

		 

		The way you get these customized behaviors is by storing and adjusting to session data: all kinds of stats on what you do during each session, how long you took, what order you did things in, and so on. A system can also keep track of how often you do certain things— what you habitually do. The system can customize its behavior by pulling data from this “memory bank.” (If this comes as a surprise to you, you’re really not gonna like it when you learn about web brows-ers and cookies.) Table 7.1 shows common context trackers.

		 

		TABLE 7.1 COMMON CONTEXT TRACKING ELEMENTS

		 

		
			
				
				
			
			
					Context Factor
					Description
			

			
					Session Number
					Every time you start a session, it’s given a number. The system can offer up different experiences for a first-time user (session 1) versus a super-user (session 100).
			

			
					Session Duration, Date, and Timestamps
					Knowing session duration can help designers know if the interaction is working well or poorly. Knowing how frequently users log in gives you information on what kinds of training or reminders you need to design.
			

			
					Intents Encountered
					Systems can track which intents users encounter. With this info, the system can offer: • Resuming a task if the user was in the middle of something • Customized menus based on common intents If a user never encounters an intent, the system could offer a tip to find it: “Did you know you can add a song to your playlist by saying ‘Add this one’?”
			

		

		



		

		 

		Storing session data allows a system to customize voice experiences based on how many times someone has had an interaction—so it can serve up a custom flow when they’re brand-new, when they’re established, and even when they’re a “super-fan” with habitual behavior.

		 

		If a user always...

		 

		• Does things in a certain order

		 

		• Goes straight to a specific intent

		 

		• Uses the interaction at a specific time of day or date

		 

		. . . then that’s information you can start to design around to make the interaction really seamless. You can proactively offer up their favorite choices or frequent menu items, depending on what they are likely to want (evidenced by their own habitual behavior). This adaptability is unique to conversational interfaces. Websites don’t subtly change over time depending on how well-acquainted people are with them.

		 

		NOTE NOT MY FIRST RODEO

		 

		As people get more familiar with how to access information, they need less guidance—which means prompts can get shorter. This technique, called tapering, makes for less repetitive and faster interactions.

		 

		First time: Great, you picked a recipe for lamb biryani. Next, I can tell you the ingredients or walk you through the cooking steps. What do you want to do?

		 

		Second time: Great, a recipe for lamb biryani. What do you want to hear more about: ingredients or cooking steps?

		 

		Third time: Great, lamb biryani. What’s your next move?

		 

		For tapering to work, it requires planning and code, but when people go to the same feature over and over, these prompts foster a sense that you and the bot have your own shorthand together.

		 

		Device

		 

		A user’s device both determines context and implies context. Here’s what that means: first, a device sets the stage for what features the user has access to. Is it voice-only, or does it have a screen? Can you tap it? Those features determine how a person will interact, and what affordances those inputs and outputs have.

		 

		A device also can imply things about someone’s environment and even headspace. Let’s say that you have a father cooking dinner for his two young children who may be running around the kitchen while intermittently stopping to listen to the TV in the next room. Dad might be talking to his smart speaker to get cooking instructions. There’s a lot going on around him: ambient noise from the TV, side conversations with the kids, oven timer going off. Contrast that with a car’s talking GPS system, which encompasses a totally different set of distractions and stakes.

		 

		Let’s do a deep dive into three common conversational interface scenarios and look at how those factors change user behavior and expectations.

		 

		A: Talking with a chatbot through a desktop computer and web browser:

		 

		• It’s a desktop computer, so you’re probably at home.

		 

		• You’re interacting with the chatbot by typing into a visual interface, so you can skim, see pictures, and click any menu buttons the chatbot serves up.

		 

		• You’re likely to multitask, clicking over into different tabs or playing Minesweeper. The conversation might be ongoing and in flux because of this, so there might be long spaces between turns.

		 

		• After you get your answer, you might feel comfortable leaving the conversation mid-topic, without saying goodbye, since you can just close the chat window.

		 

		B: Calling a voicebot on a smartphone:

		 

		• It’s a smartphone, so you could be anywhere.

		 

		• You’re speaking, without getting any information from the screen.

		 

		• You might be multitasking in the physical world—running an errand, riding an elevator, or simultaneously working on your laptop.

		 

		C: Speaking with the bank’s Alexa Skill:

		 

		• It’s a smart speaker, so you’re probably at home.

		 

		• You’re asking for banking info to be read aloud, so you’ll make sure that no one else is within earshot.

		 

		• You have to kick off the conversation with “Alexa.”

		 

		• You might be multitasking with your hands, but your attention is focused on the conversation.

		 

		• You know that the system will time out if you don’t respond, so turn-taking is stronger, and you feel a much stronger social pull to explicitly close the conversation.

		 

		In those examples, you can see how the device’s influence isn’t superficial; it affects behavior and expectations at a deep level. Even if the voicebot and chatbot have the same pathways and behaviors, the medium itself creates a different context. It changes their goals, how they might word an utterance, and how much attention they’re giving to the task at hand. If your interaction is going to live on several types of devices, you’ll need to research and design for those differences.

		 

		NOTE GRACEFUL TRANSITIONS

		 

		To avoid herky-jerky conversation transitions, consider either a broad global transitional prompt or a specific contextual prompt between topics. For example, if your flow has a user starting over at the outset again to place a second order, then skip the initial greeting and add a prompt that indicates the context of what the user has already accomplished in this session.

		 

		Initial start prompt: Hi, I’m Sammie. Let me help you order a sandwich. What are you in the mood for?

		 

		Mid-session “back-to-start” prompt: OK, for your next sandwich, what sounds good?

		 

		Planning Context Around Data

		 

		Designers and developers need a shared understanding of types of context and how it comes into play in conversation with a nonsentient thing. When teams build conversational interfaces, they need to figure out:

		 

		• What stuff the system can remember (i.e., what data the system can store)

		 

		• What the system should do with this stuff that helps the user (i.e., what happens with the info)

		 

		As a designer, you might not have any influence over how the code works, but you still need to understand the capabilities of the system in order to design for it. You may also be involved in tagging content or setting up the information architecture to help the system track subjects and references. Table 7.2 is a list of conversation starters to understand what data the system is pulling and other contextual considerations.

		 

		
			Table 7.2 isn’t an exhaustive list; more sophisticated systems could pull data from a ton of sources and devices:
		

		 

		• Calendars

		 

		• Printers

		 

		• Smart home devices (thermostats, connected fridges)

		 

		• Health monitors

		 

		Knowing what data is available and what form it takes might not be something a conversation designer owns, but to design well, you have to understand it. Your flows won’t be complete and you won’t have the right prompts if you don’t know the data undergirding the interaction. To understand the data landscape, talk to the experts on your team.

		 

		TABLE 7.2 WHAT DATA CAN OUR BOT MAKE USE OF?

		 

		
			
				
				
				
			
			
					Context Factor
					Data
					Questions to Discuss
			

			
					Time of Day
					Time Time zone
					Does the system know the local time, and how does it work? Will the time zone stay relatively static? How does the user switch time zones— manually or automatically?
			

			
					Current Location
					Geolocation
					Are the GPS coordinates accurate?
			

			
					
					ZIP code GPS coordinates
					Will the coordinate change (as with a smartphone), or will it stay static (as with a smart speaker)?
			

			
					Stored Info
					Email
					How will a user update this info?
			

			
					
					Phone number
					Will the experience confirm it has the right info from time to time?
			

			
					
					Delivery address
					
			

			
					
					Payment method
					How will the system authenticate users if they want to make changes?
			

			
					Session Data
					Session number
					How often will users be interacting? Every morning? Throughout the day?
			

			
					
					Session duration, date, and time stamps
					A few times a week or month? Only at certain times of year?
			

			
					
					Intents encountered
					How long do sessions last? What’s an ideal session length? What will users do over and over again? Are they using all the features? If not, how can they find new features?
			

			
					Device
					Smartphone
					What device are they using to access the conversation? A smart speaker? A laptop? A phone?
			

			
					
					Laptop
					
			

			
					
					Smart speaker
					
			

			
					
					Hearable
					Is the interaction spoken or text-based?
			

			
					
					Wearable
					Is there a screen? If so, is it a touchscreen?
			

			
					
					VR headset
					What does the device say about the user’s physical environment: Are users in the car, on the street, at their desks? Is it private, or are there people around? Is it loud? Are they distracted or focused?
			

		

		
		 

		Ethics and Data Privacy

		 

		Let’s call out the elephant in the room: this chapter is about machines storing data and how that data is used. Generally, people who use smartphones and computers know and accept that devices collect all kinds of data; they’ve gotten used to the concept and just ignore it. But with technology that talks and “listens” to you, there’s something extra uncanny about the idea, and even more problematically, many people are not fully aware what “listening” means when a machine is doing it.

		 

		To wit, a 2017 survey² showed that about 20% of people surveyed were not aware their smart device was “always listening” (in the sense of listening for a wake word). A couple years later in 2019— nine years after Siri showed up on iPhones and five years after Alexa hit the market—this lack of understanding was further evidenced in a rash of articles in the news with headlines like:

		 

		• “Google Employees Are Eavesdropping, Even in Your Living Room”

		 

		• “Hi, Alexa. How Do I Stop You from Listening in on Me?”

		 

		• “Siri Records Fights, Doctor’s Appointments, and Sex (and Contractors Hear It)”

		 

		What the articles reference is the fact that companies store user utterances—both the audio version and the text transcription of it. A distinction to draw is that these companies aren’t listening to you in real time; there isn’t a human eavesdropping on you like a wiretap. (Yet!) Once you say the wake word, the voice assistant starts recording “for real,” and sends your utterance to the cloud for processing.

		 

		It can be stored and analyzed (although, the companies will tell you, it’s been anonymized). But in spite of all that, people were freaked out anyway, because they didn’t know how the devices worked. Sidney Fussell sums it up in The Atlantic that the core of the scandal wasn’t the systems gathering data, but instead, people “becoming minimally aware of how voice-assistant technology actually works. Our listening devices did what they were designed to do. We just didn’t realize who was listening.”³

		 

		Now, technically, people consented to this in the end-user license agreement, or EULA. You know, that long thing you don’t read before you clicked I Agree? (We’re not saying it’s a great system, just that technically, they did opt in.) And as of the publishing of this book, people have some agency over their data. For example, Amazon Alexa allows users to access their conversation history with Alexa, if they’re willing to go on a little treasure hunt. (To try it yourself, tap your way through several menus on the Alexa app, and you get some agency. In Figure 7.5 you can see the history of Rebecca talking with her Alexa app. )

		 

		In Figure 7.4, you can see Rebecca’s utterance:”Alexa, add carrots to my shopping list,” and Alexa’s response: “I’ve added carrots to your shopping list.” You can see how to tap Delete recording and rate Alexa’s usefulness with a thumbs-up or thumbs-down.

		 

		Additionally, to save some legwork, instead of deleting entries oneby-one, people can also set up the system to automatically delete their history, either on a schedule, or just by saying something like “Alexa, delete what I said.” (See Figure 7.6.)
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		FIGURE 7.5

		It’s possible to delete the recordings from your Alexa history.
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		FIGURE 7.6

		Users can set up the system to automatically purge their info, but they can’t prevent it from being logged.

		 

		Alternatively, Google requires that people opt in to audio storage (although the history in that platform is also somewhat hidden in the My Activity tab). So, it’s sorta in the user’s control. The problem is, how are people going to know where to find recordings? And it’s not completely clear that after you delete the audio if it’s deleted from Amazon’s ecosystem of databases, or if it gets handed off to any third-party applications. This isn’t meant to point the finger at Alexa. Most listening devices and platforms do something similar along these lines.

		 

		This is another area where most of the time, you’re at the mercy of your company’s policies. But we suggest that you put on your Sherlock Holmes cap and start asking questions. Find out what data your system pulls, how it’s stored, who has access to it, and who analyzes it. (Maybe that’s you! Rebecca and Diana have certainly spent many an hour reading user transcripts.) Maybe what you uncover will put your mind at ease, and maybe it’ll make you reach for that whistle. Either way, it’s better to know.

		 

		The part you might have influence over is giving users that transparency. Think of someone, anyone, in that 20% who doesn’t realize the device is listening. Finding ways to give people clear information on how their utterance and audio data is stored, and teaching them how to customize that data storage, gives them agency.

		 

		 

		 

		“Wood” You Feel Safe?

		 

		 

		When people set up devices in their home, they are entrusting the device to hold their information sacred. But a few glitches seem to indicate that it’s definitely possible for your data to break through security barriers. In 2018,⁴ through a series of recognition errors, an Alexa device recorded a couple speaking privately about hardwood floors, and that conversation was emailed to someone in their contacts. So, OK, a hardwood floor conversation. Not very salacious, unless they were talking about burying a body under those hardwood floors. Overall, it was probably pretty harmless. Except that it freaked them out—and rightly so. To quote one member of that couple, Danielle, “I felt invaded . . . a total privacy invasion. Immediately, I said, ‘I’m never plugging that device in again, because I can’t trust it.’”

		 

		Lots of people would have reacted just like Danielle did. When devices violate basic expectations of privacy, it’s a good way to scare customers away forever.

		

	
		 

		The Last Word

		 

		Context and memory are a big part of what separates people from bots: people are great at remembering stuff and responding to context, and likely, the bot you’re working on is bad at it. Over time, a bot’s failure to handle context damages trust; if it can’t even track the topic of conversation from one moment to the next, what business does it have storing your credit card number? As a conversation designer, your goal is to find as many ways to foster trust as you can. Here are our final tips to help you do that:

		 

		• Know thy bot: If your bot’s memory sucks and that’s a technical constraint you have to design around, then knowing its limitations is the first step.

		 

		• Plan for context: Look for ways the bot can account for context. Even simple things like accurately reflecting time or day or acknowledging repeat visits can help build trust.

		 

		• Find ways to streamline: If the bot can’t remember stuff and people have to enter cumbersome information, try to make that part of the flow as easy as possible.

		 

		• Honor thy neighbor’s data: If the system is storing data for context, remember that it is not your data. It’s the user’s data. Give them agency. Make it easy for them to understand and own the process. Let them opt-in. Give them easy access to what is being stored and the ability to delete it. Notify them if anything changes.

		 

		Looking to the future, bots are already getting better at perceiving and adjusting to context. Whichever company cracks the code and builds a bot with good longitudinal memory will win. If your company can do this well, it makes a world of difference to people, and it’s a powerful way to differentiate your products from the competition.

		 

		Frankly, we can’t wait for the day that bots stop behaving like forgetful, distracted weirdos. Imagine working with technology that produces realistic conversations—a designer’s dream, where you can actually create a context-dependent interaction, one where people aren’t always repeating themselves to the devices living in their homes, offices, and pockets. The potential is exciting. That said, don’t let excitement cloud your judgment or diminish your advocacy to keep users in control of their data.

		 

		POINT-COUNTERPOINT

		 

		When does contextual data cross the line?

		 

		 

		DIANA: Short answer: when you don’t tell someone you’re doing it. It’s like if your barista all of a sudden rattled off your debit card number. You’d be like “Holy crap! How did you get that?”

		 

		 

		 

		REBECCA: I mean, they got your credit card number because you handed it to them when you opened your tab.

		 

		 

		 

		DIANA: But he didn’t tell me he was going to memorize it! And that’s the problem. You must, must, must give people the heads-up and opt-in to store that information. Otherwise, you’re just stealing information. Plain and simple. Like I tell my kid repeatedly, unless you got explicit consent, don’t do it.

		 

		 

		 

		REBECCA: Definitely. Transparency and consent are good. I hate that there’s this natural tension between storing data to make things easier for people, and storing data so that companies have all kinds of private info on us.

		 

		 

		 

		DIANA: I get the trade-off. I do love to make things easier when it’s possible. Like, definitely do not make me speak the same credit card number I used every single time. (Looking at you, Water Department of Chicago IVR. Yeah, I’m naming names here.)

		 

		 

		 

		REBECCA: I just don’t think the industry is being very creative about how it handles transparency. We’re not doing the work to reimagine how transparency works with voice interactions. Instead, we’re trying to replicate how it works on screens. Or worse, literally sending people off to a screen.

		 

		 

		 

		DIANA: Ugh, yes. I loathe when I’m forced to switch modalities to give consent. For Chrissakes, if I’m in a voice interface, tell me what you’re doing in the interface I’m in. But truly, we are all professional designers here. Our literal job is to problem solve, and this is people’s most private asset—their data. We can—and have to—do better.

		 

		 

		

		 

		WHAT WE AGREE ON: Ask for consent explicitly. State things clearly. It doesn’t count if you’re forcing people to opt out of something they never opted in to, or squint at a thousand lines of small print just to erase their own data. And let’s all just make a pledge here and now to be explicit about what these products are doing so that people understand what they’re signing on for, both for better and for worse.

		 

		

		

	
		 

		CHAPTER 8
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		Complex Conversations

		 

		
			Multimodal Interactions
		

		 

		
			Multisession
		

		 

		
			Multichannel
		

		 

		
			Multiperson Conversations
		

		 

		
			Multilingual
		

		 

		
			The Last Word
		

		 

		

		 

		User: Alexa, do you have any pets?

		 

		Alexa: I don’t have any pets. I used to have a few bugs, but they kept getting squashed.

		 

		

		 

		Such a nice conversation! Short and sweet, gets the job done. It’s not too hard to design a quick interaction like the one above, where someone asks a single question and a bot answers. There’s something lovely about these swift, get-what-you-need-and-get-out interactions; it’s what voice and chat are great at.

		 

		But for more than a quick back and forth, the complexity mounts— for good and necessary reasons. Some conversations are inherently more complex than others. This chapter will walk you through complex cases and how to design them well.

		

	
		 

		Multimodal Interactions

		 

		We’ve said it before, but it bears repeating: when people converse, they use all available senses. When a conversational product is multimodal, that means it engages more than one sense—usually a combination of sound, visual, or touch elements. By allowing more than one type of input or output, multimodal interactions provide an experience that aligns more closely with how humans typically interact with the world. Most commonly, conversation designers work with a combination of VUI (voices) and GUI (screens). See Figure 8.1 for a quick snapshot of that relationship.
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		FIGURE 8.1

		While GUI-VUI combos aren’t the only type of multimodality, they’re a common one that conversation designers encounter.

		 

		When you design for multimodality, your task is to understand the interplay between modes. People instinctively switch back and forth between voice and visuals, in part because they interpret voice and visual data at different speeds. Linguist and conversation designer Brielle Nickoloff sums it up in a Tweet, describing how, in some cases, when a user asks a question and gets a visual in return, that can be effective—like if you ask Alexa how much time’s left on the timer, and she shows you (see Figure 8.2). Nickoloff says that how you balance these elements should “always be rooted in the use case,” and we agree.
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		FIGURE 8.2

		Nickoloff masters a multimodal tip in less than 250 characters.

		 

		Your ultimate design goal: making interplay between modes feel frictionless. After all, that’s the beauty of multimodality; when it’s done well, it feels natural and instinctive. Here are the main considerations.

		 

		TERMS DEFINED VOICE-ONLY DEVICE

		 

		When a smart speaker doesn’t have a screen, it’s called a voice-only device. (We’ve also heard it called a headless device—but that’s a little too eerie.) For a smart speaker-screen combo, these are referred to as voice-first or voice-forward devices, where the primary means of exchanging information is spoken conversation, and the screen is generally treated as a supplement.

		 

		Don’t Let Voice and Text Compete

		 

		A conversation designer has to decide what information to convey with voice, and how the screen will reinforce—or even replace— verbal information. Lisa Falkson, a VUI design industry veteran who manages an Alexa team, points to essential research when she makes these kinds of decisions: when visual and audio are presented together, people focus on the visuals and ignore the audio. So if you put the exact text on the screen, people tend to begin reading and tune out. (You’ve probably observed this yourself when you’re sitting in a presentation, and the presenter puts up a text-heavy slide.) The visuals should aim to enhance a verbal response.

		 

		An example Lisa uses when teaching newbies about multimodal design: “Alexa, what’s the weather?” With an Echo Show, Alexa verbally answers, “Right now in Mill Valley, California, it’s 76 degrees. Tonight, you can look for mostly clear skies with a low of 57 degrees.” The on-screen visuals reinforce the temperature by showing the numbers 76 and 57, with an icon for mostly clear skies. You can see this in action in Figure 8.3.
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		FIGURE 8.3

		On an Echo Show screen, Falkson shows the difference between a good visual response to supplement audio (left) and a pretty lame one that might distract from listening (right). Because the left screen gives iconic information, it’s different enough that it doesn’t fight the audio.

		 

		But the screen gives extra information that’s not in Alexa’s response by laying out not just the weather today, but also for the entire week. Imagine how long it would take for Alexa to give all of that information aurally: “On Saturday, the high is 65 and sunny. On Sunday, the high is 67 and mostly clear. On Monday . . .” You get the idea. The screen prioritizes the exact answer to the question but gives fuller context at a glance.

		 

		What if you left out the audio altogether, and only gave a visual response? Hmm. We reckon you could. But what if this user isn’t looking at the screen at that moment? Or what if they don’t see well enough for the screen to help them? Plus, it’d be awfully rude of Alexa to remain silent when asked a question—a violation of turn-taking. It’s most likely that people expect a spoken response, and its absence would be awkward.

		 

		A quick note on accessibility: Plenty of users who can’t hear do want captions (i.e., verbatim text of what the assistant is saying), but most voice assistants don’t offer that feature across the board.

		 

		Sync Audio and Screen on Human Terms

		 

		For truly masterful use of both visuals and audio in your system response, it’s not enough to think about screen content and audio content—you have to consider how the two sync up in time. Lisa Falkson points out research on the “temporal binding window.” Audio and visual elements need to be perceived together in a finite window of time to appear simultaneous (specifically, within 400 milliseconds). If the audio and visual data come outside that window, the brain separates them as two different inputs. In designer terms, if your voicebot speaks more than 400ms after the screen shows a response, users will confuse it as a new, disconnected response.

		 

		Falkson gives a great example from an early version of the Echo Cube. She’d walk by and say “Alexa, turn on the TV.” The device would turn on, but wouldn’t seem to say anything. A second or two later, the Cube would respond “OK,” but that was already too late! Remember that tight turn-taking that humans are used to? This is loosey-goosey turn-taking. Feels awkward. You want to design the response to come within that 400ms window.

		 

		Let Visuals Provide Confirmation

		 

		When voice and screen work in tandem, the screen can do the work of confirmation, giving peace of mind that the system heard correctly. Take, for example, Alexa’s list-making feature. When users ask a screened Amazon device to add something to the shopping list, Alexa confirms by saying, “I’ve added potatoes to your shopping list.” On the screen, the user does not see any of this language and only sees the item itself on the list, giving an extra layer of visual confirmation, which you can see in Figure 8.4.
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		FIGURE 8.4

		Alexa displays your shopping list on-screen when you add an item to it.

		 

		How about a more complex case? So many fast-food joints are trying to get voice ordering integrated into their systems, so that a voicebot supplements the human crew, serving as a virtual order-taker.

		 

		Speed is the name of the game in a drive-through. Imagine that you’re got a van full of kids, all of them sweaty and starving. You go to a drive-through to pick up dinner, and those hungry kids are clamoring for multiple burgers apiece—plus, they’re picky. The total order could be dozens of items, all with customizations. (“No onions!”) Now, what should happen when the system needs to confirm that the full order is correct?

		 

		Can you imagine if, in order to confirm, the voicebot read back the entire order, item by item? “That’s one hamburger, plain; one hamburger, no lettuce, no onions; one chicken tender with ranch; one chicken tender with barbecue . . .” Onerous, ineffective, and sure to hold up the line. There’s got to be a better way!

		 

		Luckily, you can use the fact that human conversation is itself multimodal to help make this a smoother transaction. To make a drive-through voicebot more successful, capitalize on conversational behavior by providing multisensory inputs. For example, in the above ordering interaction, you could make it multimodal and include a digital display so the customer can watch their order being rung up.

		 

		Using the screen to give visual confirmation is really effective in this scenario. When the screen displays each item of the order as it’s read out, the driver sees right away if the system rang something up wrong. This second-to-second visual feedback allows for direct, explicit confirmation. At the end of this multimodal order, if the full list is on-screen, the driver can scan it. If they spot something to change, they can call it out much more easily than trying to interrupt a minutes-long monologue of their order summary.

		 

		NOTE SCREEN TEST

		 

		In a drive-through scenario, it’s guaranteed that at least one person is able to see—the driver. (One hopes!) But typically, a conversation designer can’t assume that every person can make use of the screen. Not everyone can see, or they might not be looking at the device at that moment. You can’t assume that everyone who sees can read, either. Perhaps they have difficulty reading, or maybe they don’t know that particular language. Designers can plan features like letting the user switch languages and adding pictures and symbols in addition to text.

		 

		The use case of drive-through voice ordering is a great example of how context impacts the interplay of voice and visuals. Figure 8.5 shows you some other multimodal use cases where the user’s environment changes the demands made on their eyes, ears, and attention spans.
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		FIGURE 8.5

		While all of these use cases involve GUI and VUI together, each has special design conditions based on the environment.

		 

		Plan for Accessibility

		 

		Conversational interface fans often point out the benefits of voice interfaces for people who are blind or sight impaired, or who have limited mobility. For deaf or hard of hearing folks, chatting with customer service bots can be much easier than calling through TTY devices (Text Telephones, which let people text during a call—a service that many users report is pretty clunky.)

		 

		But it’s important to consider who can’t make use of sound or screens. Multimodality makes things better when it allows people to maneuver the way they need to within a suite of options. Multimodality makes things much, much worse when the experience is based on assumptions that every single person will have access to all the required senses. Author and multimodal design expert Cheryl Platz said that the “ultimate goals” of multimodality should be “fluidity and flexibility—if you’re forcing customers into specific modalities at specific times, you’re probably leaving some people behind.” Multimodality is not inherently better for everyone; you have to intentionally design it to be inclusive, not exclusive.

		 

		
			Figure 8.6 shows how Siri allows multimodal flexibility on an iPhone; at every turn, a user can move the interaction forward with their voice or by tapping the screen. So if someone isn’t using their voice, or someone isn’t using sight, in either case they can complete the interaction.
		

		 

		Accessibility and inclusive design are valuable because people are valuable; that’s enough justification for us. That said, if you’re in a position to make a business case for multimodality (i.e., justify how it’s gonna make a profit), it’s a powerful way to differentiate your product in the market. Take a lesson from Cheryl Platz, who said, “Your competitors are probably providing subpar experiences to customers who need accessibility accommodations. If you can use multimodal interactivity to include these customers in your product’s core interaction model, you’ll expand your competitive advantage. But, as with subtitles, odds are that your disabled customers won’t be the only beneficiaries welcoming those features.”

		 

		Essentially, you don’t have to solve problems in the same way that you have in the past or even in this particular experience or service. Platz encourages designers to stop thinking about multimodality in such a narrow scope, only focused on product: “[Multimodal options are] not adding to your product, it’s expanding your market.”
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		FIGURE 8.6

		When Rebecca asks for Thai food options, she’s able to continue the interaction with her voice, or by tapping and scrolling on the screen—dealer’s choice.

		 

		 

		 

		CONVERSATION STARTERS

		 

		 

		Accessibility

		 

		Your team should discuss the following questions, design for them, and test the solutions with people who need them.

		 

		Access

		 

		• Will everyone have a device that supports all the modes?

		 

		• Are any of the modes impractical in a given environment or scenario?

		 

		• Does the device assume that someone will have unlimited access to data?

		 

		• Does everyone have good enough bandwidth or WiFi to run the interaction?

		 

		• Are any of the modes exclusionary to people with disabilities?

		 

		Voice

		 

		• Can people get captions who need them?

		 

		• If people have speech that’s not easily understood by machines, can they input information another way, like pushing a number on their phone?

		 

		Voice and Screen

		 

		• Can people complete the task with their voice alone? With the screen alone?

		 

		• Can people input information via text if that’s best for them?

		 

		Touch

		 

		• Does the interaction require fine motor skills? How does it work for people with limitations (injury, arthritis, shaking hands, etc.)?

		 

		• Is the interaction compatible with Braille or speech readers?

		 

		Keeping access front and center ensures that your product offers everyone the same content and opportunities.

		

	
		 

		Multisession

		 

		Most voice and chat interactions are meant to be used more than once. What your team likely wants to build is a bot that people talk with over and over again. When you plan these multisession conversations, you’re essentially designing a relationship. So much of this book is about techniques to build that relationship: for example, designing a personality that inspires trust and accumulating details about the user for context. Another consideration for designing multisession conversations is how to help people ramp up over time from novices to super-users, a process called onboarding.

		 

		If a bot can help with dozens or hundreds of things, it will take multiple interactions for people to figure out everything they can do. That’s totally normal and expected, both from designers and users. But onboarding for chat, and especially voice, comes with special challenges. Namely, people literally don’t know what they can and can’t ask about. In other words, the feature set is invisible to them. And unlike a website, there’s usually no way to skim content and click around to orient themselves.

		 

		So how do you make all those features discoverable? We’ll get into that in a moment, but for starters, here’s how to fail at it: bombard people with a laundry list of things to say or ask about during the initial greeting. Yes, brand-new users need guidance, but the fire-hose of information makes people feel overwhelmed, confused, or annoyed. This isn’t an effective way to learn, and in fact, might turn off some users forever.

		 

		Onboarding isn’t just something that occurs in the first interaction; you’re designing a learning plan that unfolds over multiple sessions, pacing it out over time.

		 

		First-Time Use

		 

		The stakes are high in the initial interaction. If your bot blows that chance to make a good first impression, it’s gone forever. People are pretty unforgiving of voice and chat, so if things seem hard or weird right away, they’ll pull the plug.

		 

		Some people seem to think that the goal of the first conversation is to teach the user all the stuff. Nope. That may work OK with software tutorials, but not with conversational interfaces. (There are some exceptions, of course.)

		 

		 

		 

		CONVERSATION STARTERS

		 

		 

		Onboarding Considerations

		 

		Planning sophisticated onboarding takes time. Begin by thinking through these questions and discussing them with your team.

		 

		• What is the single most important thing that someone needs to know as soon as they begin?

		 

		• For every new task a user might take on, what are the few things they need to know to complete it?

		 

		• What’s our definition of a super-user? What are the top things we want everyone to know?

		 

		• What’s the order in which people need to learn things?

		 

		• How can we ensure that the bot offers useful, relevant menus?

		 

		• How can we remind people who forget about a feature?

		 

		• How can we re-onboard users who lapse in their use?

		 

		• What happens when someone explicitly asks for help and guidance?

		 

		 

		For that first session, the goal is to get the user to come back a second time. That’s it. You want to give them a simple, early success that motivates them to return. Each subsequent session is an opportunity to teach them just a little more. Here’s your baseline of what the first conversation should accomplish:

		 

		• Meet and greet: The bot introduces itself so the user knows what they’re talking to.

		 

		• Orient the user: Briefly, let them know why the bot exists. What’s the overall purpose?

		 

		• First things first: Get the user what they came for without a bunch of rigmarole.

		 

		It might be the case that, by nature, your onboarding isn’t so simple; perhaps there are necessary steps like setting up preferences or gathering data that the system might need (name, email, payment info). There are a few ways to streamline or distribute that, too:

		 

		• Save it for later: You don’t really need a user’s payment information until they’re for sure going to make a purchase; maybe they want a few rounds of browsing before committing. It can be better to gather that info at the purchase point in the flow and ask if it’s OK to store it for future use.

		 

		• Account linking: If someone already has an existing account— for example, you have an account at Billionaire Bank, and you want to be able to ask Alexa for your balance—the system can walk the user through account linking so their data can be securely accessed.

		 

		• Go multimodal: Screens are also a great way to let people set their preferences. If your onboarding encourages them to hop onto an app and set up preferences like favorite choices or filters, then presto, you have reliable data from the user herself.

		 

		(Note that offering up different experiences for new and returning users relies on tracking the session number, which you learned about in Chapter 7’s section called “Session Data.”)

		 

		Training Super-Users

		 

		Giving people bite-sized training is the best approach for leveling them up, and it can be done with both voice and visuals if you’ve got a screen to work with. A well-placed “just-in-time” suggestion can help people easily learn more about what they can do. The key here is that the tip should be quick and relevant.

		 

		With voice, it usually works like this: imagine you’re talking with a health bot that tracks your blood sugar and food intake. Over the course of conversation, it could say, “Next, I can give you your weekly blood sugar report. Are you interested?” or “Did you know you can say ‘What’s my calorie intake so far today?’” This teaches about the feature itself, and also models how to phrase it.

		 

		For multimodal interactions, screens are a great way to model utterances unobtrusively. Figure 8.7 shows a Google Nest Hub’s weather screen. Along the bottom are some suggested utterances: “What about this weekend?” “What about tomorrow?” This gives possible next steps without taking up aural real estate.

		 

		There are some tasteful ways to offer menus, too, that give options. When someone initiates a session, you can offer things to try. (Again, this works especially well on screens.) Sometimes, people will explicitly ask for a menu, and in that case, the system should serve up good choices. Figure 8.8 shows how these techniques can work. It’s important to note that in order for these prompts to be useful, they need to be dynamic so that they seem fresh and worth spending a moment to glance at.
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		FIGURE 8.7

		The Google Nest Hub display gives clues to some useful utterances.
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		FIGURE 8.8

		On the left, Google Assistant greets Rebecca with things to try (and her last few utterances). On the right, Google Assistant gives a tidy menu when asked “What can you help me with?”

		 

		 

		 

		CONVERSATIONS WITH STAKEHOLDERS

		 

		 

		Spend Money on Onboarding

		 

		We’ve heard businesses balk at the idea of building a thorough onboarding process—because, as you can see, they require careful design and lots of usability testing. A common refrain is “Why spend so much development time and resources on a set of features that users only encounter once?” Oh, buddy, if you see it that way, you’re missing the point. If onboarding goes poorly, the user will stuff that device back into the box and never open it again. Or they’ll exit out of that chat window, curses on his breath, and start dialing the call center.

		 

		 

		While onboarding for new users is very useful, you may need onboarding for returning users, too, in these instances:

		 

		• When a new feature is released (i.e., new intents are added, or flows are improved).

		 

		• When a returning user encounters a feature that they’ve never tried. Perhaps the feature isn’t new to the system, but it’s new to the user.

		 

		• Similarly, if it’s been a long time since a user tried a feature, it can be useful to re-take them through steps.

		

	
		 

		Multichannel

		 

		Another type of complex conversation is the multichannel conversation. We think of a channel as a mode of service—a way for a business to interact with its customers. Common channels are: website, app, email, contact center by phone, human-to-human chat, etc. In order to add a chatbot or a voice product to the mix, you have to consider how it fits into the holistic ecosystem.

		 

		When people have a bunch of channels at their disposal, a business needs to understand two things: what factors influence what channel people choose, and what drives them from channel to channel? A chart like Figure 8.9 is a useful starting point: check out existing channels, figure out what tasks users can accomplish with each one, and look at why people switch.
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		FIGURE 8.9

		A simple customer service snapshot that shows a user journey across channels.

		 

		Diana once worked on a suite of complex conversational products for people who had recently been discharged from the hospital. The product targeted two groups who had just been in the hospital: those with uncontrolled diabetes (who were aware they had it), or those who’d just been diagnosed with diabetes while in the hospital. In either case, once they were discharged, these people often struggled to manage their diabetes (possibly because they had just found out about it), and they needed some extra support to do it more successfully on their own. To pile on, the nursing staff who provided diabetes education was overloaded and had trouble placing simple follow-up calls, let alone getting to hands-on, tailored support like home visits.

		 

		Diana’s team designed a product to help both patients and nurses: essentially, a conversational support system that checked on patients, gave information and guidance for home diabetes care, and helped triage those patients who needed attention from the nurses. The hospital had three existing channels in place to communicate with patients: email, phone, and in-person interactions with healthcare professionals. The product team built on this existing infrastructure. The conversational support system added the following channels:

		 

		• IVR phone calls: Automated calls to check on patients and gather data for triage

		 

		• SMS Text: An opt-in channel that allowed texting back-and-forth between patient and the conversational agent

		 

		• Email: Extra educational content (like a how-to video on giving yourself insulin injections), delivered in alignment with IVR calls

		 

		On the whole, the system was meant to give timely check-ins by phone, answer additional patient questions over text, build patient education over time with well-timed email content, and let nurses step in when a patient was struggling.

		 

		The team had a long process ahead of them to make a series of coherent conversations. To start, they broke out some basic conversation topics into modules like “Onboarding” and “Sugars Check,” and discussed the complexities of each module: what channels were involved, what patient data needed to be elicited, and how triage would occur. Figure 8.10 shows a sketch of how the team started to plan.
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		FIGURE 8.10

		To map out such a complex system, ya gotta start somewhere.

		 

		They encountered questions like the following:

		 

		• What if the patient doesn’t finish the onboarding, or if they need extra support?

		 

		• What’s the role of caregivers? Is it easy for them to contribute?

		 

		• Which questions or modules are required? Can the patient skip anything?

		 

		• What are the flags that indicate when a nurses should step in?

		 

		Diana’s team saw that it gets complex fast—and the complexity is the point. For teams designing these big systems, they must understand not just a single, end-to-end journey, but all the variations in it.

		 

		To be clear, multichannel design isn’t the work of one person. For a business to have a coherent, working strategy at this level, it takes teams of people, a ton of research, and user journeys on steroids. But as a designer, you have to think of your bot as positioned within an ecosystem. We’ve seen many a business try to plunk a bot down among the other channels without understanding how customers intend to use it. Will the bot be a first line of inquiry, or a last-ditch outlet after customers exhaust all the other channels? When that context is missing, a bot can totally miss the mark.

		

	
		 

		Multiperson Conversations

		 

		Thus far, this book has focused on conversations between one person and one nonperson. The reality is, unless you’re in self-isolation for a pandemic (shout-out to 2020!), there’s often more than one person in the room or in the household. But what about when a designer needs to consider how a device interacts with a cast of people—parents, kids, roommates, guests? And what about when a group of people is talking to a device? More fun ahead.

		 

		Group Conversations

		 

		Sometimes, multiple people talk to a device at once. When people play multiplayer voice games, for example, the concept of a group conversation is baked in! Humans are great at talking to more than one person at a time. You can probably start listing off reasons why group conversations would be hard for a device.

		 

		• Audio coming from multiple directions can be hard for a device to handle.

		 

		• Multiple speakers talking simultaneously means multiple streams of audio coming in.

		 

		• The device doesn’t know everyone’s names, so it can be unclear who the device is talking to—Diana? Rebecca? The whole crew?

		 

		These problems stem from two issues: first, devices don’t always have the hardware to tell what direction a voice is coming from, and second, devices aren’t always trained on each individual voice, so they can be hard to distinguish. Case in point: In a U.K. household, Alexa didn’t distinguish between the voice of the homeowner and her parrot Rocco, who tried to purchase watermelon and lightbulbs, bless his heart. (The device had a parental lock, so the order wasn’t finalized.) See Figure 8.11.

		 

		Parrot-based chaos aside, just because the device might not be intimately trained to track individual voices doesn’t mean the conversation will devolve into chaos. Here are some techniques that conversation designers can use to organize group conversations.
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		FIGURE 8.11

		Poor Rocco just wanted a few of his favorite things.

		 

		Approach A: Groupthink

		 

		The device addresses the group in generalized, plural terms: “Listen up, everyone!” or “Great job, team!” All voices are treated equally; any response from any person is accepted and can move the interaction forward.

		 

		• Good for: Low-stakes, fun experiences, like quiz games.

		 

		• Challenges: Multiple players could shout out an answer at once. This collision of inputs to the speaker, particularly if the answers are different, increases the likelihood for a recognition error.

		 

		Approach B: Device as Moderator

		 

		The device guides the group conversation by asking one person at a time to contribute, and it addresses different individuals by a title or role. For example, the Alexa Skill “Kids Court” from Pretzel Labs lets people take each other to “court.” The kids identify themselves as either “Prosecutor” or “Defendant.” Alexa’s voice guides as to whose turn it is to talk: “Prosecutor, please tell the court what happened” and “Defendant, you’re in trouble. How do you plead: guilty or not guilty?” Because they’re guided, participants tend to answer one at a time, although there are no formal voice signatures at play here.

		 

		• Good for: Higher-stakes conversations where it’s important to track each individual’s input.

		 

		• Challenges: The system is taking it on faith that the right person is speaking. In Kids Court, if the Defendant steps out of turn and answers instead of the Prosecutor, Alexa is none the wiser.

		 

		Approach C: Player Names

		 

		À la Oregon Trail, the system allows users to identify who will be participating in the conversation. This can be verbal input, by asking for a round of introductions, or if it’s multimodal, players can put in names by text. (Amazon also offers Echo Buttons, which can be used like individual “buzzers” for each participant.) Once the system has a list of the players, it can address individuals by name, or by references like “Player One” or “Blue Player.”

		 

		• Good for: Circumstances where you need to track data per participant, like scorekeeping for a game that tallies an individual’s points.

		 

		• Challenges: TTS is especially bad with pronouncing names, so it will bungle a lot of them. Plus, any time you let people input text for the device to read verbatim, there’s a risk that they can put in something goofy or gross. For every Jenny and Tim, there’s a Buttz and a Dorkus.

		 

		NOTE AS UNIQUE AS A THUMBPRINT

		 

		Some systems incorporate voice signatures, a.k.a. voice prints, where the user’s speaking voice is used for authentication, the same way a thumbprint is used on a mobile device or app. These are mainly for systems people already trust with their data, like banks. Google Assistant and Alexa-enabled devices have some capability to recognize individual voices if the users set up “profiles” and train it on each voice. (In other words, those voice signatures are not yet used for authentication, but rather to offer up personalized content to people.)

		 

		Public Spaces

		 

		Conversational AIs aren’t always in individual phones or private homes; sometimes, they live out in the open, where multiple people come in and out of the conversation. The biggest challenge of using voice in public spaces, as you might imagine, is privacy. People are comfortable giving their coffee orders within earshot of others, but other information like PIN codes shouldn’t be made public.

		 

		A system could encounter dozens or hundreds of people a day, as in these scenarios:

		 

		• A voice-enabled device in a doctor’s waiting room where some signage encourages patients to ask questions about common health topics.

		 

		• A voice-enabled display at a pharmaceutical trade show that answers questions about a promising new drug.

		 

		• A kiosk at an airport where you can voice-order coffee and contactless payment.

		 

		Sometimes, the people remain anonymous, as in a doctor’s office or trade show, and sometimes, those people begin as strangers and later give identifying information, like finishing a purchase with Apple Pay.

		 

		With a public device like a kiosk, people might not expect that it remembers them; their primary focus is getting the information or completing the task at hand quickly. Some devices are in more of a liminal zone: they’re in a public place, but they do need to show some smarts.

		 

		Other options, for screened devices, are to present sensitive information on the screen only, so it can’t be overheard. (The screen info should be time-sensitive and disappear within a certain timeframe.) Alternatively, some kiosks come with headphones attached so that anything the machine speaks is kept private to that user alone.

		 

		 

		 

		Surveillance and Domestic Violence

		 

		 

		Because these devices are “portals” to some personal information (like banking info, your current location, even things like what car you drive), the concept of multiple people using a device in a household, or devices in public spaces, might start raising eyebrows—how can that be safe? The truth is, as you design for these kinds of interactions, you need to account for how devices can be used to harm people, specifically by surveillance or stalking.

		 

		There are more ways for this to happen than you think, and some are frighteningly easy to set up on conversational devices. The questions below point to a few risks.

		 

		Who has access to the device’s search history?

		 

		Most of these devices have a primary account holder, and that account holder can see the history for all of the household’s devices. This means that if your roommate sets up a device and you ask it “How can I evict my roommate?” they’ll see your query, assuming they are checking the device’s history. There are many situations where this can be harmful. For example, if a child unfortunately experiences abuse at home, and they ask Alexa for information, the abusing adult might see it, and the child could suffer the repercussions.

		 

		It’s also important to consider nonhousehold members listening in, too. Another example from Amazon is its developer kit, Alexa for Residential.¹ This kit allows landlords to set up a fleet of devices in the units they rent. Landlords essentially have admin status of these devices to accept rent payments and maintenance requests via the device, promising to wipe the device when the next tenant takes over the lease.

		 

		Who can listen in?

		 

		Alexa has a feature called Drop In, which, when used by loving families with multiple devices throughout the house, lets you call from one device and “drop in” to another to have a chat—like newfangled walkie talkies.

		 

		There’s a problem when the feature isn’t used with good intentions. The Drop In feature’s default setting is disabled, which means that to turn it on, the account owner has to enable it and give permission. But not every individual household member is required to consent; an account owner could enable it without their family members knowing.

		 

		Designer Eva PenzeyMoog researches how technology can be used as a tool of domestic violence, and she studies how abusive partners could use this technology to stalk people they live with, and use that intel to control them. She describes the problem with Drop In like this: “When you get a call on your cell phone, you can choose to accept or decline the call. But with Drop-In, the call just starts. It can essentially be used as a listening device,” she said.² (Users get an alert that someone has dropped in, but the alert can be missed, and the call begins anyway.)

		 

		If this sounds far-fetched, there’s plenty of evidence that existing technologies like GPS and smart-home technologies are already used as tools of abuse. Domestic abuse is disturbingly common, too: “One in 4 women and 1 in 9 men experience severe intimate partner physical violence, intimate partner contact sexual violence, and/or intimate partner stalking. Domestic violence is not an edge case,” PenzeyMoog says in her talk “Designing Against Domestic Violence.”

		

	
		 

		Multilingual

		 

		The last conversational complexity this book will go over could truly be its own book: designing a voice experience that’s available in more than one language. The basic concept, translation, refers to taking words from one language and converting them into another language. It’s so tempting to oversimplify this: “We’ll take the bot’s prompts and the utterances, roll them through machine translation, and deploy!” That’s a recipe for a nonsense machine.

		 

		You can’t think of translation as a simple matter of words and grammar. If you recall back to Chapter 2, “Talking Like a Person,” meaning is informed by much more than just words—it includes sounds and facial expressions, but also cultural factors like social expectations and power dynamics. Conversation is behavioral, too, so even things like eye contact and the pacing of turn-taking vary across languages. Let’s break down some of these complicating factors around translation.

		 

		NOTE BOT-LINGUAL

		 

		For people who speak more than one language, it’s natural to switch between them in different situations. The major voice assistants do have bilingual capabilities, where you can set a device to allow two languages. For bilingual households, this is great: you can ask Alexa or Google Assistant questions in either English or Spanish. (It doesn’t always cover Spanglish, though, which is common in dual-speaking households.)

		 

		To start, the most obvious reason you can’t dump VUI copy into Google translation is that machine learning is still very imperfect, so things like vocabulary and word order may come out strangely. For example, let’s say the machine translation served up this: “Where to find the library of the city of New York?” While that sentence sounds off to an English-speaker’s ear, you might think, “That’s not so bad. I got the general idea, and that’s what matters.” But poor translations have an impact. An out-of-the-ordinary word or sentence creates a heavier cognitive load, so people’s brains have to work harder.

		 

		What’s worse is that those grammar “whoopsies” damage trust. If you have to give any details, you’ll naturally trust an interface where you can interact in your own language. This point comes from Valeria Barbero, who works with translating for voice experiences as a business manager at Mother Tongue, a company that specializes in translation and localization. “If you see grammatical mistakes in a response, you might think, ‘OK, what is this company doing with my credit card if they can’t speak my language?’” she said. “Using the language correctly speaks to the respect you have for your users and that affects the level of trust.”

		 

		OK, let’s say you have a reliable translator who knows the language, so you’re getting grammatically correct copy. But unless the translator lives in the region that the product is meant for, their translations still might seem off. Barbero points out, “People tend to think about a language as a kind of a monolithic structure. In reality, there is an incredible amount of in-language variation.”

		 

		Dialects of a language can be really specific to place. Localization is the process of making a translation for a regional dialect. As a quick example, think of the children’s game of Tic-Tac-Toe (what it’s called in American English). If you’re in England, you probably know it as Noughts and Crosses. These adjustments make the conversation authentic and specific to users, and they also reduce cognitive load.

		 

		A key point: You’re not just localizing how the bot speaks, but you’re also localizing what it understands. More concretely, both the bot’s prompts and the utterances in the training data need to be localized. If you fail to account for that, your bot will be chatting away in the local dialect, but the system won’t recognize when people respond back in that same dialect!

		 

		Localization impacts how data needs to be input or stored, too. Take the example of getting a user’s address. U.S. addresses begin with the house number and street name. Addresses in Hungary begin with the name of the town. So for a bot that gathers your address, you’d design the order of conversation differently for each country and language.

		 

		Localization is a way of ensuring inclusion, too. When companies ignore regional differences, they exclude—and even erase—other cultures and peoples. We see this a lot with North-American-centric conversations in English—with people viewing their language and culture as a sort of “default.” Not only is the mindset colonialist, it’s naive, and it can cause a lack of adoption.

		 

		To keep going, creating a conversational product for multiple languages goes beyond localization. Cultural differences impact language on every level. Cultures have their own interpretations of colors, imagery, gestures. Your culture impacts your sense of power dynamics, which, in turn, can impact how you address people, what words you use, or even what pronouns you use. Even something like concision is cultural; in some places, it’s respectful to be concise, and in others, being too concise and direct could be insulting. In an interview for National Geographic, Brazilian Guarani teacher and indigenous leader Anthony Karai summed it up well: “When you learn a language, you can’t just learn the language. You have to learn the culture.”

		 

		When you’re designing a voice interface, you’ll have to consider the aural voice, too. For example, if your bot delivers sensitive or personal information (like health information), there may be specific cultural taboos around gender (i.e., in some cultures you’d never discuss a private health matter with someone of the opposite sex).

		 

		In order to build trust, you might intentionally choose a masculine or feminine voice to suit the situation, or otherwise the experience could feel uncomfortable, invasive, or offensive.

		 

		Because of these complexities, some conversational products can’t be translated; rather, they require transcreation. For a product to be truly situated to its users’ language, region, and culture, transcreation starts with the fundamentals of how people would hold a conversation in their native dialect, and it factors in regional and cultural dynamics. A transcreated voicebot or chatbot might be different from the original in its interaction goals, personality, tone, formality . . . you name it.

		 

		 

		 

		Head Coach

		 

		 

		In 2016, Radar Pace, a conversational coach that speaks to you through a pair of Oakley sunglasses, was released in five countries. Because of its international reach, it’s an informative case study of how cultural differences impact personality design.³ The paper’s authors both worked on the project: Gwen Christian, who was a conversation designer, and Andreea Danielescu, who held a few roles across the project, like product manager and system architect.

		 

		In order for the “coach personality” to serve the users, it had to be specific to their cultures in how it encouraged or gave performance feedback, whether it was firm and authoritative, or encouraging and cooperative. As Christian put it, “Not everyone wants a drill sergeant.” Some people preferred critical commentary (“Your stride rate’s too low.”), while others wanted suggestions (“Try to take smaller steps; it’s easier on your legs.”).

		 

		They also got feedback on how to establish rapport over time. For example, French users wanted the agent to start out using formal pronouns and switch to informal with repeated use—at the right moment. The paper describes how the design could be improved by accounting for “when and how to switch register with the user, and when the interaction between user and agent has progressed from the formal, getting-to-know-each-other phase, to a more informal and friendlier phase.” This is a great example of the kind of insight you can only get from people immersed in the culture you’re designing for.

		 

		 

		So, to “translate” a chatbot or voicebot, you have to “translate” every single part so that it’s suited to the new language and culture, down to its personality and purpose for being. If you’re tasked with making a bot in more than one language, or recreating an existing bot for another culture, investigate the fundamentals. Here are some considerations:

		 

		• Use case: What are some differences in users’ needs, based on culture? Will they use it for the same purposes, or do they have unique use cases?

		 

		 

		 

		Imperfect Conditions

		 

		 

		If all of the above still sounds like it’s way outside your team’s resources, we get it. Sometimes you’re up against constraints. If you’re in that situation, you might be unsure which path to advocate for. Should you go with a monolingual bot and force some people to struggle with an interface in their non-native language? Or should you use a quick-and-dirty machine translation and offer up a rusty, awkward, possibly offensive bot?

		 

		A few band-aids you can try if you have to release an imperfect translation:

		 

		• Acknowledge the imperfection with a line in your greeting. “I’m not the best Tagalog speaker, so bear with me.”

		 

		• Connect to a human resource who speaks their language to help through crucial moments.

		 

		• If you’re handing off someone to a human resource who doesn’t speak their language, make sure that you let the user know. “Let me connect you to someone who can help. Just so you know, they speak English. (Some people may prefer the imperfect Tagalog IVR to an English-only-speaking human.)

		 

		If you have any sway at your company with decision-makers, Barbero suggests a targeted approach. Review your conversation with someone who is fluent in the language and immersed in the culture, and identify some key areas that need transcreation. “Automate what can be automated and then invest a little bit in what will be better created by someone native. It will pay off,” she said.

		 

		 

		• Turn-taking patterns: What are cultural expectations around timing, overlap, or turn-taking cues?

		 

		• Social code: How should the bot address people? By what title? With what pronoun?

		 

		• Greeting: What are common greetings, and which are appropriate for the power dynamic?

		 

		• Direct or indirect: What level of directness is socially appropriate?

		 

		• Repair: When repair is needed, how can the bot phrase it respectfully, without insulting or embarrassing people?

		 

		• Personality and role: What personality traits work for the situation and the culture? What personality traits would be especially inappropriate?

		 

		• Gender and role: Are there specific cultural views that would impact the bot’s subject matter or purpose?

		 

		Sounds hard, right? It is, and that’s why you need to hire an expert— someone who speaks that language and belongs to that culture.

		

	
		 

		The Last Word

		 

		A single conversational turn can seem so simple and swift: “Babe, where are my keys?” “On top of the microwave!”

		 

		As soon as you start adding multiple modes of input and output, stacking conversations over time, toggling between channels, including more people (or parrots) in the conversation, or layering on languages, conversation design can feel like a labyrinth.

		 

		But that’s kind of cool, right? This is what makes the job fascinating. Conversation designers are usually people who love a good challenge. As you face complex conversational systems, take heart and follow this guidance:

		 

		• Resist reduction. If anyone at your business says “you’re over-complicating things,” they’re wrong. The devil is in the details, and the only way to get things right is to look the devil in the eye. That’s the job.

		 

		• Be patient. To understand, let alone plan and document, any complex conversation takes time. It’s OK to start with sketches, napkins, and abandoned whiteboards. It just takes iteration.

		 

		• Focus up. Maybe you’re short on time or people, and can’t address all of the complexity. Find places to target your efforts— key areas where spending time on them will pay off.

		 

		• Be inclusive. If you’re designing for a culture or language that’s not your own, this is not the place to skimp. Push to hire someone with the right experience.

		 

		• Know that you can’t know it all. There’s no way you can predict every pathway, every sticky point, or every condition. But guess what? Prototyping and usability testing will uncover these for you. All you need to do is get that data.

		 

		Complexity takes time and resources to do it right. Businesses that try to shortcut complexity or eliminate nuances will build bad products. Investing the time and money to dig in to complexity— thoughtfully and thoroughly—that’s how you truly differentiate your conversational products from everything else swarming the market.

		

	
		 

		CHAPTER 9
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		Researching and Prototyping

		 

		
			Discovery
		

		 

		
			Planning
		

		 

		
			Concepting
		

		 

		
			Prototyping
		

		 

		
			The Last Word
		

		 

		

		 

		PM: Hey everyone. Welcome to our chatbot kick-off meeting. We’re building a bot to supplement our call center, so it needs to answer most of the questions a customer service rep could.

		 

		Business Analyst: Got your requirements right here. I talked with stakeholders across the business about the features they want, and turned those into user stories.

		 

		Developer: Looking at the user stories, I can get something up and running in a sprint or two. I just need to know what intents to account for.

		 

		Data Scientist: Ta-da! Intents are done. I took some chatlog data and sorted it by keyword, so we know the questions they’ll ask.

		 

		Content Manager: Oh, I can get you the copy from our website FAQs. That should cover a lot of the content.

		 

		PM: Sounds like we got this. Who ever said a chatbot should take more than a few sprints?

		 

		Conversation Designer: [bursting through the office wall] Me! Hold it right there!

		 

		

		 

		In this scene, a well-meaning team is about to follow a process bound for failure—but they don’t know it yet. What’s missing from that approach is two-fold. First, it’s too siloed. The group has a set of assets: machine-generated intents, pile of web content. But no one in the group knows how those elements combine into a coherent and useful conversation.

		 

		Second, no one’s talking about research or iteration. The team has no evidence that the bot will meet user needs. At what point will anyone validate the feature set? Who will check to see if the content and intents align with how people will talk to the bot?

		 

		While this team’s approach may seem like it’s agile—“Fail fast!” “Break it into sprints!”—the team is poised to move ahead on full blast toward a useless, unusable experience. Can anyone stop them in time?

		 

		Conversation designer to the rescue! Armed with research techniques, ready to conduct experiments (prototyping! usability testing!), this hero can create well-informed hypotheses and test them with real people who use the product, saving the team from certain doom.

		 

		All drama aside, conversation designers can prevent wasted time, money, and team burnout—with knowledge, and as importantly, with good processes.

		 

		Conversation design falls under the umbrella of UX design, so it follows common principles, techniques, and processes. (Good news for those coming from UX backgrounds: this chapter will build on familiar concepts.) The main idea behind UX design is pretty simple: you spend time understanding the problem. You spend time testing out what you think a good solution is. You repeat those things until you can prove your concept solves the problem at hand. That’s how conversation design works, too.

		 

		This chapter and the next are all about that process—taking a product from an unknown to an idea, developing and testing the idea, and getting that idea launched. While plenty of great books exist on the subject of UX research and design, we wanted to provide a version of the process tailored to conversational interfaces. Remember these points:

		 

		• Not everyone comes to conversation design with a UX background. So, lots of current and would-be conversation designers need some grounding on the basics of research and prototyping.

		 

		• Prototyping conversational interfaces is stranger than prototyping screen-based interactions. There are unusual methods, and it takes more iteration cycles to get from a low-fidelity prototype to a higher fidelity one.

		 

		• Applying UX methods is what’s missing from so many teams. Too often, making a conversational interface follows the previous scene, and it leaves out design thinking. We want entire teams to understand UX design better.

		 

		See Figure 9.1 for an overview of the process we recommend. Parts 1 through 4 of the process are covered in this chapter, and parts 5 and 6 are covered in Chapter 10, “Launching the Conversation.”

		 

		A quick snapshot of these phases at a high level:

		 

		1. Discovery: Key stakeholders research what direction to go in— what the market opportunities are, and what kinds of problems people have that need solving.

		 

		2. Planning: Once the team has a broad understanding of what a solution might look like, the team makes a plan and tries to guess at features and a roadmap.

		 

		3. Concepting: This is where a conversation designer’s expertise shines. By ideating on your own and with your team, you develop your “design hypothesis” and make initial plans for the personality, flows, intents, and prompts.

		 

		4. Prototyping: Test your design hypothesis with low-fidelity prototypes. From here, you can iterate on your design hypothesis, tweaking your documentation.

		 

		5. Building: Hopefully, this isn’t the first time the dev team is brought in, but it may be the first time they start to write the code. As the developers advance the product, you can test features with increasing fidelity as they go.

		 

		6. Optimizing: After you launch a conversational product, it continues to evolve. There is additional tuning you can do, additional intents to add, flow improvements, and new features to build.
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		FIGURE 9.1

		A conversation designer can contribute throughout, but isn’t always the lead. It’s truly a collaborative process.

		 

		One more word about process: people love having steps to follow and methods to make sure they’re not screwing up. This chapter will help with that. But process isn’t linear; that’s why our diagram is a hexagon. And having a process doesn’t melt away uncertainty or guarantee that you’ll get it right, marching ever forward. Figure 9.2 sums up why you should take our process as a jumping-off point, not a template.
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		FIGURE 9.2

		Designer Karen VanHouten knows what she’s talking about.

		

	
		 

		Discovery

		 

		The gist of “discovery” is to understand, at a high level, the opportunities and challenges that people experience. To build this kind of understanding, there are two lenses: the business lens (market research) and the user lens (generative UX research). Figure 9.3 shows the two key aims of this phase.
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		FIGURE 9.3

		There are two main things happening in Discovery, as we see it.

		 

		Discovery often starts before a conversation designer shows up. You can see in the process diagram (Figure 9.1) that you’ll likely consult for parts 1 and 2, rather than being a driving force.

		 

		Market Research

		 

		Market research figures out the state of the market, the customer base, and the financial opportunities. Methods usually include surveys, interviews, and focus groups, plus good ol’ fashioned “desk research”—Google research, reading of reports, and stats.

		 

		Market research answers questions like the following:

		 

		• Customer segments: Who are the potential customers?

		 

		• Market share: How many of them could we sell a thing to?

		 

		• Competitive analysis: What solutions exist already, and what features do they have?

		 

		 

		 

		Checkin’ Out the Competish

		 

		 

		During discovery, one place a conversation designer can contribute is by leading a round of competitive analysis, which analyzes what current products exist, what features they have, and what criteria might make a successful product.

		 

		Like a pioneer atop a butte, you survey the terrain and understand the lay of the land. For example, if you’re building a voice skill for an assistant to help with a tracking exercise, you’d start by finding all the similar skills in the store. You might even expand your circle of research to the non-voice ways that people are tracking exercise habits, including phone apps, wearables like smartwatches, or even medical devices that track data.

		 

		Competitive analysis can reveal what an “‘MVP” (minimum viable product) looks like. If every exercise tracker measures heart rate and yours doesn’t, it doesn’t meet a customer’s minimum requirements for using it. The process also helps you understand where your product can fill that sweet, sweet gap in the market and establish itself as different and superior. And if certain products are highly rated, you can study them to figure out what they’re getting so right—there’s inspiration for you.

		 

		Competitive analysis is well suited to a conversation designer’s purview because your skill set includes the ability to test, assess, and even break an interface. Bonus: Everything you learn through this type of research informs your future designs.

		 

		 

		This phase is usually out of a conversation designer’s hands, and that’s OK. It’s often done by a dedicated marketing or research team, a BA, or a PM, depending on who is wearing which hat. As a conversation designer, your role here is to participate by reading whatever reports or statistics are coming out of this research and asking questions. Getting your hands on this research will give you context and under-standing—the basic raison d’être for the thing you’ll ultimately design.

		 

		Generative UX Research

		 

		Generative UX research has a different focus than market research. It focuses on the human side of things: what people are doing and thinking. This is often what people imagine when they think of “design thinking research.” It is a way of letting the user guide what problem should be solved and the channel and features it should revolve around.

		 

		Also sometimes called exploratory research, generative UX research answers questions like the following:

		 

		• What opportunities exist in the space?

		 

		• What user habits and behaviors can you leverage to make a product more adoptable?

		 

		• How big of an issue is the problem you’re trying to solve?

		 

		• What features do people seem to want or need?

		 

		For generative UX research, you can use any classic UX research methods here. Note that for each of these we list, there are entire books dedicated to the topic! So here’s a quick overview of methods that we’ve used:

		 

		• User interviews: These are typically one-on-one, where you can dig into someone’s perspectives on the problem space and what matters to them. They are good for understanding lives, motivations, intentions, and core needs.

		 

		• Surveys: This is a more quantitative tool to collect information where people can respond back to a set list of questions. It’s good for uncovering trends, letting people prioritize their needs, and getting data in bulk.

		 

		• Diary studies: These typically ask people to record their experiences with a process or a device over time. When done correctly, they are good for insight into a person’s habits, feelings, and struggles.

		 

		• Ethnographic (“field”) studies: With this research method, the researcher is often a “fly on the wall,” watching without interceding, in a space where people are doing tasks related to the product (a home, a workplace, a factory, or a hospital, for example). They are good for getting a deep sense of how people integrate technology and workarounds to accommodate their workflow (the invisible stuff they don’t even realize they do).

		 

		• Subject matter expert interviews: Here, you interview people who have expertise in the skills or knowledge that your product is adjacent to. If it’s a medical product, talk with doctors, nurses, and patients. If it’s customer support, talk to the experienced human support reps. It’s good for hearing a deeply informed human perspective on what issues are common or hard to solve, as well as learning the vocabulary of the domain.

		 

		• User logs: These are used for poring over existing user logs from human-to-human chat or phone transcripts—ideally, for the channel you’re designing for. They are good for giving you starting places for features, conversation topics (possible intents), and language patterns (possible utterances).

		 

		• Analytics: Similarly, reviewing analytics from the channel in which you’ll be working (examples: clickstreams, session duration data, completion rates) can give some insight into what current user behaviors are like. They’re good for understanding the frequency of certain issues and identifying drop-out points for existing channels.

		 

		• Customer ratings, comments, message boards, and social media: Technically, reading the posts of an online community is akin to ethnographic research, it’s just online. (And in these forums, people are quite candid!) It helps give insight into specific problem areas or well-liked features. And again, it gives you a body of writing to understand the language of the users.

		 

		Any product, conversational or not, will benefit from those research methods. When you do generative UX research for conversational products, there’s an extra dimension you’re looking to study: How do people talk about their problems and wants? What language do they use?

		 

		Taking a close look at people’s language patterns sheds light on the future conversations you build. From whatever interviews or written data you have, you can look for words that come up a lot, specialized jargon or phrases, and how those things change across user groups. Some techniques specific to understanding language:

		 

		• For written text, highlight, circle, or otherwise mark any terms that stick out, whether it’s a new word or phrase or acronym, or whether it’s just a familiar word used in a new way.

		 

		• In spoken interviews, ask follow-up questions about anything that catches your ear. “To go back for a moment, I thought I heard you say ‘x.’ Can you tell me more about what that means to you?”

		 

		• Look for differences in how different interviewees or groups may use terms. For example, doctors and patients might have totally different ways to refer to things—or not. Are there any patterns in which demographics use certain vocabularies?

		 

		Your first step is to understand what all these terms mean to users. From there, this may clue you into content to include in utterance training data, and it can even influence how you write your dialog.

		 

		Who does this research? In an organization that values research, there’s often a dedicated UX researcher who is an expert on how to get to great, unbiased data. If that’s the case, a conversation designer here is again more on the sidelines. You’ll possibly lend support to the researcher or assist that person by conducting interviews, and in the end, ingest the resulting insights and apply them. In a smaller operation, you might be on the hook to conduct the research yourself.

		 

		 

		 

		CONVERSATIONS WITH STAKEHOLDERS

		 

		 

		Generative UX Research Isn’t Disposable

		 

		You may have heard this line: “We can skip that early research— we know our users.” Sure, your organization might know about how people interact with its app, website, or call center. But you don’t know their behavior when they’re talking to a thing that’s not actually a person. And this whole book is about how that’s kind of a special thing. Context really impacts behavior and language patterns. So, actually, you don’t know what you think you know.

		 

		A lot of tech folks view generative UX research as squishy, unactionable, a matter of opinion, or unrigorous. Pfft. This usually happens because of a self-fulfilling cycle: research is undervalued, so the budget is reduced to peanuts, and the researchers can only deliver limited value. To put it another way—give your researchers a proper budget, and they will show you so much rigor that it’ll blow your hair back.

		 

		 

		Don’t forget that you can do your own desk research, too—reading articles, case studies, finding companies who’ve done similar things, and digging into the literature of the subject matter. You’ll learn a lot that way. When Rebecca built conversational interfaces that mimicked nurse-patient interviews, she spent months reading literature on nursing communication research. Indispensable.

		

	
		 

		Planning

		 

		Unless you’re funded by an eccentric humanist with bottomless wealth and infinite patience, someone, somewhere is going to want to start planning out the project: identifying what this product is, assigning dollar signs, and mapping out timelines.

		 

		Product managers and stakeholders are usually the people at the helm of this stage. They (hopefully) get together with designers and developers to define the problem and the solution, usually by putting together the high-level requirements (often in the form of use cases or user stories). At this point, the business usually wants a rough estimation of scope: how long will this solution take to build? (Two weeks? Two months? A year?) Someone in a planning role will usually map out a roadmap—a plan for tackling features, in what order. (See Figure 9.4.)
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		FIGURE 9.4

		Somebody, at some point, will start planning these things, and it’s better if you lend a hand.

		 

		Woe to the team that doesn’t involve their designer and developer in these discussions. A big red flag is “trickle-down” requirements, which occur when a BA or PM hands down a list of features asking for “feedback” via email. To put it bluntly, we’ve seen business-only teams come up with some plans that, at best, were gross oversimplifications; at a mediocre level, they would result in a poor user experience; and at worst, were based on magical thinking and impossible to build as described. It’s common for businesses to underestimate the scope and schedule for conversational interfaces, and it happens because they don’t think the same way that conversation designers are trained.

		 

		When a business excludes conversation designers and developers from requirements gathering, it leaves the most valuable expertise and innovation on the table. Let designers help you. Figure 9.5 sums up nicely how we love to see product leadership approach things.
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		FIGURE 9.5

		Your stakeholders want to be good leaders. Help them be great ones.

		 

		Alright, let’s assume that you’ve been invited into the rooms where the sausage is made, and you’ll be a part of creating those high-level requirements. The team needs to build a shared vision of what the problem is, what the solution is, and who the solution is for. From that vision, the team creates a common understanding of the product, its parts, and who’s doing what. This process involves lots of discussion because everyone has knowledge and a viewpoint that will help the product become what it needs to be.

		 

		We recommend that the team work through these decisions by group whiteboarding sessions, making priority matrices, or any of their classic UX workshop methods. (Yes, some Post-it Notes will likely be involved here.)

		 

		As the vision starts to take shape, here are two classic ways to tease apart what a product needs to do:

		 

		1. User stories: A sentence that captures the essence of a feature, formatted like this: “As a [user type], I want to [feature action] in order to [evidence-based action].” (This format comes from Agile methodology.)

		 

		2. Use cases: A written description of how people will perform tasks with your tech. In conversational interfaces, that’s usually a description of a conversation topic or task-based request, across different contexts.

		 

		NOTE USE CASE IS NOT INTENT

		 

		Don’t mistake “use case” for intents; these aren’t the same thing. A use case might involve an entire conversational pathway, which is often more than one intent. You won’t know your intents until you take a look at information architecture. If someone walks up to you with a list of intents they came up with, burn it. Throw it out.

		 

		Your team will likely begin creating some documentation. This could be as simple as a shared doc or spreadsheet with a description of the problem, the product, and a list of the use cases or user stories. You can find plenty of literature on how to write a thorough use case or user story, so we won’t belabor that here.

		 

		What we will belabor, though, is this point: at this early stage, the requirements should be high-level. You won’t get to accurate Jira tasks or hours estimates here. If your business is pushing for very detailed requirements documentation from the jump, tell them to stuff it!

		 

		We take a hard line on this for two reasons:

		 

		1. It’s literally impossible to have a sense of detail right at the beginning of how a feature should work. Why impossible? Because the team has not determined how those features should be—you haven’t done any prototyping.

		 

		2. If your documentation is mega-detailed at this stage, you’re taking the so-called waterfall approach, which is proven to not work. Too much time is sunk into the documentation itself, and the documentation becomes irrelevant over the course of the project.

		 

		 

		 

		Get Your Terms Straight

		 

		 

		If you’ve done any reading on UX design or research, you’ve probably encountered this big ol’ pile of words:

		 

		• User research

		 

		• UX research

		 

		• Usability testing

		 

		• User testing

		 

		People who work in UX will tell you these are not the same, but anyone who has worked in tech can observe that people use these terms the way Jackson Pollock used paint: with abandon. We checked in with dozens of researchers, and we want to set things straight. Let the record show:

		 

		• User research and UX research are equivalent umbrella terms for studying who users are, what they’re up to, what they like, what their wants and needs are, and how they interact with products. We tend to go with “user research” in this book.

		 

		• UX research can involve dozens of methods, and it can be sliced a number of ways. For example, this chapter draws a distinction between generative UX research and evaluative UX research. (You’ll learn some evaluative UX research techniques in this chapter’s section, “Prototyping Methods,” and more in Chapter 10’s section on “Usability Testing.”

		 

		• For usability testing, most people define it as a specific kind of evaluative UX research that looks closely at a particular solution (product or feature) to determine if that solution is usable—if people can complete the intended task, and if their experience could be made easier or more effective. You can do usability testing on an actual product, a prototype, or even on wireframes. (Note that we haven’t mentioned usability testing as a way to identify “bugs.” That’s QA, y’all.)

		 

		This book avoids the term user testing. Because it’s so vague, the term lends itself to being (mis)used any which way. The phrasing also means it’s easily conflated with putting people on trial—literally testing the user, rather than testing the product.

		 

		 

		Even if your team has lots of smart, experienced people on it, creating a detailed features list and estimating hours of work is a delusion. The better approach is to keep it high level, go through prototyping and other foundational design processes (outlined in the next chapter), and then refine the plan.

		 

		After some basic design work, conversation designers can help iterate and advise on a more comprehensive feature set, suggest how to split the tasks across user stories, or offer insights on complicating factors like device types, context, and user behaviors that the business stakeholders may have no idea about.

		 

		Until your team has put their hands into the dough, you can guess the number of biscuits you can make, and it will be just that—a guess. If your leadership can get comfortable with a high-level plan, you’ll avoid wasted time, code thrown away, artificial constraints, technical debt, and compromised product design.

		

	
		 

		Concepting

		 

		We use the term concepting for the part of the process where a conversation designer starts putting pencil to paper. You’ve got research under your belt, and it’s time to start hypothesizing about what a potential solution looks like.

		 

		This is where a conversation designer typically leads or drives the process. See Figure 9.6 for a look at what you’ll be up to.
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		FIGURE 9.6

		“What the heck am I making?” answered. The core of conversation design starts by mapping out this stuff.

		 

		You’re going to iterate on every bit of this stuff throughout the process, but here’s the moment where you make a first draft of all of these and start to plan how they all intertwine for an excellent user experience. Essentially, you can’t get into prototyping and figuring out if your hypotheses work without getting something down on paper.

		 

		Here are the steps for what you do:

		 

		1. Design the personality. Determine what the personality of the bot or assistant or toaster is, or whatever else it is that you’re making. We gave you a framework to do this in Chapter 3, “Crafting Trustworthy Personalities.”

		 

		Deliverable: Description of the system’s personality, most often as a short document or style guide content.

		 

		2. Design prompts. Write prompts for every turn and set of conditions that you’ve planned thus far. Nothing fancy; dialog gets rewritten dozens of times. You can work on word choice, concision, branding, pronunciation, prosody, and so on later. For now, just get a boring, functional line in place. You got a full dose of writing techniques in Chapter 4, “Designing Prompts.”

		 

		Deliverable: Master list of prompts, often a spreadsheet, that accounts for every prompt a bot can deliver, including error messages.

		 

		3. Define user intents. Be an information architect! With whatever real data you have, plan out what intents the interaction calls for, what slots may be needed, and start a set of training utterances. The details you need are in Chapter 5, “Defining User Intent.”

		 

		Deliverable: Curated list of intents, utterances, slots, and slot values, often a spreadsheet.

		 

		4. Document conversational pathways. Do your own wireframing through sample scripting, and if the team is down, lead some workshops to get additional perspectives and spark discussion. From there, create flow diagrams to map out the pathways. You saw loads of examples in Chapter 6, “Documenting Conversational Pathways.”

		 

		Deliverable: Often flow diagrams, charts of tables, storyboards.

		 

		 

		 

		CONVERSATIONS WITH STAKEHOLDERS

		 

		 

		No Artifacts in a Vacuum

		 

		Just because concepting is where your work takes center stage, doesn’t mean that you get to hole up and work in your secret lair for a month. In talking with scores of conversation designers and developers, the most important element that came up was how much collaborative processes led to good conversational products. If teams are siloed, or if design tosses documents over a fence and walks away, the product will fail. You’ve got to interact with your fellow teammates; you need them, and they need you.

		 

		First, you need everyone’s feedback. A developer should be able to review designs and come back with technical constraints, or even an idea for something that might work better for users. Second, they may need context or background on why you made your decisions; maybe you had data or business requirements that heavily influenced the work.

		 

		And it should be a talk, not a chat or email exchange. Developers often say, “I’ll just take the flow diagram you made, and I’ll let you know if I have any questions.” When documentation is chucked “over the fence” from design to dev with no communication, that flow is as good as dead.

		 

		Documentation is there to facilitate discussion, never to replace it. See Figure 9.7 for propaganda on the power of conversation instead of throwing flow diagrams across the void.
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		FIGURE 9.7

		Pavel gets it: Documentation without conversation helps no one.

		 

		 

		These design assets are unique conversational interfaces. There are other artifacts you might create or use, too. To name a few:

		 

		• User personas

		 

		• User journey maps

		 

		• Wireframes of visual content for multimodal interactions

		 

		• Audio assets like sound effects or voice recordings

		 

		• Testing scripts or acceptance criteria for QA

		 

		And then there are always slide decks to present to shareholders, and emails . . . so many emails . . . These other types of artifacts supplement your design, but they don’t replace it.

		

	
		 

		Prototyping

		 

		Once you’ve got your artifacts down, prototyping is the next step. It’s a solid part of any UX design process, and the spirit here is the same: throw spaghetti at the wall, see what sticks, try a different pasta shape, repeat. You’re trying to make mistakes and experiment creatively while the stakes are very low. If you like having fun, you’ll hypothetically love this phase. If you like surprises, you’ll love this phase.

		 

		At a high level, prototyping gives you information like this:

		 

		• Expectations: How do people expect the conversation to go?

		 

		• Reactions: Overall, did people think it was useful, surprising, weird, confusing? Was there a part of the personality or prompt word choice they reacted to?

		 

		• Intent coverage: Have you covered the correct intents and number of intents that your assistant can support?

		 

		• Utterance data: How many variances can you collect in order to ensure success in your final product?

		 

		• Modality check: Does this work as a conversation? Does it need a visual supplement? Do you need to move part of this service to another modality entirely?

		 

		Note that prototype testing isn’t usability testing. The participants aren’t using the prototype in the same way they would a product. It’s not quite generative research, either. Ideally, you have a hypothesis and a pathway to test out, but you’re still open enough to accept other ideas additively.

		 

		How to Test a Prototype

		 

		1. Create a prototype or artifact, reviewed internally to ensure that it’s not buggy or sloppy. A bad prototype will just reflect back that your prototype was bad—no learning there! If you’re testing a paper prototype, make sure that there are no typos. If it’s audio, make sure that the file is clear and at a good volume. If it’s a clickable prototype, have several teammates go through it to make sure there are no bugs that would stop a participant in her tracks.

		 

		2. Write clear instructions and set up easy access for the participants. This oft-neglected step is essential! Briefing your participant, guiding them through any tech setup, perhaps even doing tech support by email or a video call—creating good instructions gets the participants through the test, so that you get the data you want.

		 

		3. Recruit the right testers. This isn’t arbitrary! If you’re just plucking people from the office as your participants, they’re almost never representative of the larger user base. To get participants that are actual end users, it takes time and strategy. Make sure that your test group contains the right people.

		 

		4. Conduct testing sessions. Someone—you or a teammate— needs to conduct the sessions. You might even have two people involved in conducting it: one to lead and one to take notes. This is especially beneficial so that you don’t have to rely on just one person’s interpretation of what happened during the session when you do synthesis later on, which is fallible to their biases.

		 

		5. Crunch that data. Whether your data is in the form of transcripts, watching videos or screencaps, or reviewing interview notes, you need time to review results. You can do this quickly. (Lean UX methodology does it in a single meeting.)

		 

		6. Use that noodle. You’ve got to use your brain to synthesize. You need time to process what you learned and apply that to your design. Learning and incorporating the new info is the whole reason for testing in the first place. You’ll likely update your training data, dialog, and even flow diagrams or personality after you get results.

		 

		 

		 

		Tips for Testing Conversational Prototypes

		 

		 

		Before you jump into testing your prototypes out, here are a few things to keep in mind:

		 

		• Avoid leading questions. Specific to conversations, people have a tendency to use the language you give them. (Remember the linguistics term accommodation?) This can bias their utterances. If your instructions say “Ask Siri for the closest restaurants,” the participant is likely to say “Siri, give me the closest restaurant.” It’s better if your instructions say “Try to plan a dinner out by talking to Siri.” You’ll get much more variation in both language and approach.

		 

		• Take a look at your data with an open mind. Look for surprises. If you are looking for how many times someone says the word “frog,” you can get a good frog count, but you’ll likely miss the fact that they aren’t able to ask about toads.

		 

		• When people get stuck, it’s useful to watch them try to repair the conversation. But with low-fidelity prototypes, users may hit an impasse if they’re barking up a tree that doesn’t exist yet. You can ask them to rephrase their request or experiment with redirecting, but if their attempts fail, you can coach them along.

		 

		• Later in usability testing, if people can’t make their way to completion without intervention, the product needs work. Here, there’s no failure, only learning. All you want is information to inform your early decisions. Prototypes are made to be thrown away! Embrace it.

		 

		Getting High Value from Low Fidelity

		 

		Conversation designers love low-fidelity prototypes—inventive ways to get early feedback that don’t require code, like listening to audio, looking at static mock-ups, or role-playing. Like Miller High Life, they’re cheap, and they get the job done.

		 

		But this means that the feedback you’re getting is meant to be taken in a similar spirit. Reviewing a paper prototype is very different than chatting with a bot; context will really impact how a person feels about what they see. In other words, low-fidelity prototyping yields low-fidelity data.

		 

		 

		 

		Fast Track to Nowhere

		 

		 

		“Fail fast,” a common mantra in the tech industry, is often interpreted as “let’s crank out some digital product based on instinct and Adderall and drop it in the market,” all in the name of “learning” and “responding to the market.”

		 

		Here’s the thing: “Fail fast” is actually slow.

		 

		We understand that time and money are finite. And certainly, scrappy start-ups are trying to do it all with tiny, sleep-deprived teams. We’ve been in those trenches. But as UX researcher and conversation designer Hilary Hayes says, “Skipping research is the quickest way to build the wrong thing.” It’s an expensive way to try something out. Remember, much of our professional time has been spent resuscitating chatbots from the brink of death. Fail indeed. Those bots were duds because they didn’t have proper design input: six months, a year’s worth of work, went down the tubes.

		 

		And truly, what was learned? If a team builds something random and crappy, then the customer feedback will show that it’s random and crappy, and you likely won’t get another chance to win them back. In Figure 9.8, Lisa deBettencourt sums up all the ways that a team can learn that don’t require code.

		 

		The tech industry often views the production of code as the ultimate marker of progress, as if the only way to move closer to launch is hiring eager developers and getting them cranking. Who cares if they’re making random decisions because they have no data to act on? They’re writing code, dammit!

		 

		Nope, nope, nope. If devs don’t know what direction they’re moving, how is their code progress? The truth is, companies often bring developers onto a project and then pressure design to hurry up, because “we can’t have the developers just sitting around.” The error there is hiring developers too soon.

		 

		Developers can absolutely have a role in early-stage research and prototyping—as technical advisors, as experts who can speak to the scope of different approaches, and as co-learners. You need them in early stages—you just don’t need them writing code before you know what that code should accomplish.
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		FIGURE 9.8

		Lisa deBettencourt, founder/principal at Forge Harmonic and a design professor at Northeastern University, wants us to break away from “fail fast.”

		 

		 

		Rebecca had a student ask a very good question: If you know you’re not getting high-fidelity data, why do the early prototyping? An excellent call-out. The point of low-fidelity prototyping is to test both that you’ve got the general topics correct and that your design is good enough to start coding. (It’s hard to get to that high-fidelity prototype without some code.) It’s very much in the spirit of “some info is better than none”—a way to discard “bad” or unworkable ideas before too much time and development resources are wasted on them. You don’t take the resulting feedback from this testing as gospel; you take it as guidance.

		 

		While it may take a few weeks to experiment, the overall cost to the business is much lower with testing than skipping it and assuming that you know your customers. Low-fidelity prototyping means that you have less backtracking to do. To use an analogy from Frank Lloyd Wright, “You can use an eraser on the drafting table or a sledge hammer on the construction site.”

		 

		Low-fidelity prototypes inform the work as you go, but these early methods don’t replace higher fidelity testing later on. The best way to move forward is to employ more than one of these methods, layering them from lowest to higher fidelity. Iteration, baby. The research you do upfront and during development will help you get as close to perfect as is possible by launch.

		 

		Prototyping Methods

		 

		Prototyping is something that UX folks do across the board, and the spirit is the same for conversation design. The actual prototyping methods, though, are pretty unique for voice and chat. We have our own special techniques inspired by acting, radio, and even a 1939 movie! Figure 9.9 outlines all the methods at your disposal.
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		FIGURE 9.9

		Your conversational interface prototyping toolkit. Look at all the ways you can iterate on your hypothesis!

		 

		Table Reads

		 

		Typically, you’d do a table read around a table with your team—it’s more of an internal activity. Here’s how you do it: you read a sample script out loud. Then your teammates comment on what they hear, offering suggestions, asking questions, or letting you know what sounded good or bad.

		 

		This technique is used in theatre and screenwriting. A classic. If your interface is aural, it’s especially useful to hear things read aloud. But even if you’re working on a text-based bot, there’s much to be learned from hearing out loud what you wrote.

		 

		“Paper” Script A/B Testing

		 

		As you iterate on sample scripts and dialog, if you have two approaches or two styles to compare, you can get early feedback by mocking up “on paper” versions of how the conversation could go, showing those to people, and getting reactions. This is the equivalent of wireframe testing for visual interfaces, where you simply show a participant a series of frames or scenes. Yes, it’s low fidelity—the user isn’t even interacting per se, but it’s so useful to get that early feedback before you build any more complicated prototypes.

		 

		Paper testing is good for getting feedback on the overall experience. (“This seems useful; I’d use this.” Or “This conversation is really long. Couldn’t I do it faster in the app?”) You can also gather reactions to the copy itself to make adjustments to word choice, clarity, and tone. (“This bot seems too excited. It’s too much.” Or, “I didn’t understand what the bot explained at this step.”)

		 

		Audio Mockups

		 

		This is an audio version of paper testing, which is perfect when you’re designing a spoken interaction. Your goal is to make an audio “sample script” so that people can listen to an interaction.

		 

		To make one, you can use a program that does text-to-speech (many free ones exist). You usually paste in the text you want, and the system reads the text aloud. Some even let you download an MP3 file of the clip. Do this for all the “robot” lines of dialog. Then record yourself or a friend for the “human” parts. You can use free, open-source audio-editing software to intersperse these. In the end, you want a single audio clip that plays the whole conversation from start to finish.

		 

		To test, you can send the file to a participant via email, or play the clip for them in person. You can pause at key moments to ask for their impressions, or ask them to listen several times.

		 

		Personality Testing

		 

		No, this isn’t taking a bunch of quizzes from Buzzfeed and Cosmo magazine. It’s a set of techniques to confirm two things: first, that the personality traits you’ve chosen are actually a good fit, and second, that people perceive the personality you intended. Because personality is so foundational, it’s a good idea to validate this early on, isn’t it?

		 

		You can do the personality testing with any of the prototypes mentioned previously: paper testing, table reads, or audio prototypes—anything that gives people a sense of the personality you’re trying to convey. You can interview or survey them on what character traits they perceive (“How would you describe the personality of the chatbot?” Or, “On a scale of 1 to 5, would you say this chatbot is professional? Polite?” and so on.).

		 

		Wizard of Oz Testing

		 

		Admittedly, this is maybe the strangest one available to you. If you recall the movie by the same name, the Wizard of Oz testing ends up being simply a man behind the curtain. Well, congrats—you get to be that person behind the curtain, except in your case, you’re pretending to be a chatbot.

		 

		This is a great way to test your pathways before you have enough training data to get the NLU to work reliably. The participant either types in a chat window, or speaks to a mock device. The Wizard sees or hears the participant’s utterance, and chooses the line of dialog that fits the situation best (or returns an error message if there is none).

		 

		It’s a really effective method of testing and also a way to mock up the interactive element without any fancy tools. The main caution is that it requires the Wizard to know the intended bot behavior and prompts quite well.

		 

		Wizard of Oz testing also lets teams be extra creative about how to get the data they need. It’s a real “anything that gets the job done” type activity. If you can set up an experience where your participant is speaking to a phone, speaker, washing machine, whatever . . . as long as you’re able to interact with them in conversation, it doesn’t matter if the device is legitimately talking to them, or if you’re sitting in the washing machine with a script speaking back to them.

		 

		Clickable Interactive Prototypes

		 

		There are a number of free or low-cost platforms that exist specifically to build low- to medium-fidelity prototypes, where a user can click their way through a flow, or even interact by typing or speaking with a bot with a rudimentary NLU model. These are similar to a prototype that an app or web designer would make in Invision, InDesign, Adobe XD, and the like.

		 

		With a clickable prototype, the platform usually mimics a chatbot interface, and the user gets to click or respond to each question, just like they would with the launched product. Typically, you watch them, talk with them as they interact to ask follow-up questions, and at the end, you might review their transcript on your own time.

		 

		You’re best off doing some of the quickie methods first (paper testing, Wizard of Oz, or table reads) before you build your clickable prototype. That way, you’re getting good feedback on conversational pathways that have already been refined a little.

		 

		Training Data Generation

		 

		All of the above methods are focused on getting feedback on personality, look and feel, reactions, and clarity. Not so different from testing nonconversational interfaces. What’s particularly unique to conversational interfaces is the NLU layer. A huge part of successful usability is that the system recognizes what people say. Otherwise, it’s dead in the water.

		 

		But there’s an inherent chicken-and-egg thing going on. If you want to test the conversation in an open-ended way, you need the system to be able to recognize what most users say—meaning, you need training data. But you also want to use higher fidelity testing to get utterances to train your model. You need training data to get training data, is what we’re saying.

		 

		Early on, you might come up with a base layer of utterances yourself, based on what you know about language variation (the scrappy method). You might also make an initial set of training data based on transcripts from another channel. But you can also make little prototypes to gather training data by jerry-rigging a form to collect utterances.

		 

		One way you can do this is to mock up the key questions that your interaction will ask and just put them into a survey form. With a little context and instructions, you can have participants type responses to the questions. Because it’s a survey, it’s easy to send it far and wide (even just across your office) to get a good sample. Be warned, though: How you phrase your questions will determine how people respond. You’ve learned about mirroring and accommodation in conversation, and those concepts will play in heavily here. If you’re unsure about how you’ll be phrasing your prompts, make sure to include a few variants of the same question to capture all the ways that someone might respond to the prompt that actually gets used.

		 

		Another good utterance-generating method comes from Rose Kue, researcher and UX lead, who uses synchronous interviews to watch people type questions. “It’s extremely revealing. Even from five interviews, I can usually assemble a good starter library of different intents, queries, and keywords they might use again to get the same end result. That’s one of the methods that I use frequently, particularly with search or anything that might uncover synonyms.”

		 

		You can feel satisfied you’ve done enough prototyping when you feel like you understand the majority of use cases, when you have identified the intents the product will likely contain, and when you’ve made baseline documentation for all of these. The whole point is to get enough validation (and confidence) in the design that it’s worth investing code into.

		 

		If you’re craving more of a playbook for conducting these tests, there are gorgeous, thorough books on testing: how to set them up, how to recruit, how to gather data, and so on. While the best way to learn how to conduct tests is to jump in, don’t forget that many people get advanced degrees in UX research, so there’s much to learn.

		 

		 

		 

		Asynchronous Versus Synchronous Testing

		 

		 

		No matter what method you’re using, you’ll have to decide whether to conduct your research asynchronously, where the participant is interacting with the prototype on their own, or synchronously, where you’re “in the room” with them (virtually or in-person).

		 

		Asynchronous testing has its advantages. Typically, you’d send participants a set of instructions for testing and giving feedback by email, and they would complete the tasks on their own time. It’s less effort to conduct, so you can usually get more participants. Feedback is usually given through a survey or other form. In certain testing platforms, participants might enter their feedback as comments as they go. Sometimes, people record their screen or their reactions by video and send that. Specific to conversation design, you often will assess the resulting transcript.

		 

		The downsides are, you don’t get a chance within that session to ask follow-up questions, so you don’t get to probe the participant’s intentions or inner narrative. Participants often encounter tech issues, so there’s a higher drop-out rate. And participants often rush through, trying to get the task done without actually spending time being thoughtful.

		 

		Synchronous testing is the flip side of that coin. The sessions are longer and require more effort, so that limits the number of participants you can get through. A synchronous testing session often looks like the participant is trying something, watching something, or reading something, and then doing a “think aloud” on what they understand and what they want to do next. They give their feedback verbally as they go, and sometimes do a summative questionnaire at the end.

		 

		For most of the prototyping methods in this chapter, you can choose to conduct them synchronously or asynchronously. So how do you choose? If you’re looking to validate the personality, dialog, conversational flow, or anything qualitative, we’d recommend synchronous sessions. Those in-person sessions will give you the maximum amount of information for your time spent—getting moment-by-moment feedback and the ability to probe the user’s intentions and motivations.

		 

		An exception is utterance generation. Here, the goal is to get a lot of users to generate transcripts to pull from. You’d be better off getting that bulk with asynchronous testing.

		

	
		 

		The Last Word

		 

		Over our careers, we’ve experienced a lot of pressure to oversimplify conversation design. So many times, we’ve been asked “Can you give my team a one-hour presentation? You know, everything they need to know about conversation design.” Would people ask the same of a developer? Yeah, didn’t think so.

		 

		In your time as a conversation designer, you may face the same pressure to reduce your hard-won expertise to a list of do’s and don’ts. There are a ton of articles and blog posts, conference talks and webinars, which purport to distill conversation design to a list of five or ten tips. It’s not exactly that they’re wrong—they’re just reductive. Design is not:

		 

		• A checklist of best practices

		 

		• A series of steps to complete

		 

		• A set of artifacts to deliver

		 

		Design is a process. You can’t cheat-sheet, checklist, or assembly-line your way to a good user experience.

		 

		In time, you’ll gain knowledge and develop professional instinct. You’ll learn to draw from past experience or research. Maybe you can apply an approach that worked well in the past. Or you remember a mistake and steer clear of it this time around. You’ll also learn new ways to think from the creative problem-solvers all around you.

		 

		But your job is still to make hypotheses and test them; that part never goes away. With experience, your hypotheses often get better, but it’s still a process.

		 

		This book’s authors knew enough to write these hundreds of pages on conversation design, but we’re not done learning and neither are you. Here are some tips that help us carry a humble, curious mindset in our work.

		 

		• Don’t be afraid to say you don’t know. We’ve said this during job interviews and webinars, in front of clients and students. No one knows everything. You can’t—especially in an emerging, interdisciplinary field.

		 

		• Look around for someone who does know. As a discipline, conversation design is built on tons of research across the sciences and humanities. And your team likely has people of all backgrounds. Asking “Who around me might know about this?” is an incredibly fruitful question.

		 

		• “I was wrong” vs. “That surprised me.” The nature of design work is that sometimes, you suggest something that simply doesn’t work out. It doesn’t mean you’re bad at your job. It means you learned something! Time for a different hypothesis.

		 

		• Name assumptions. Your own, and the ones you sense from your team. Everyone makes assumptions, but there’s power in figuring out the difference between what you have evidence for, and what part of your viewpoint is actually guesswork.

		 

		• Discuss the trade-offs. Design is never a matter of choosing the exact right approach; it’s about knowing what the pros and cons are of decisions. Once you learn to asses what’s lost and what’s gained from a decision, then you’re a master.

		 

		When you campaign for good research and prototyping, the process helps to validate ideas, work out kinks, and prevent wasted time. But it does more than that. When you involve your team in what you learn, everyone benefits from that foundation.

		 

		POINT-COUNTERPOINT

		 

		How do you get stakeholders on board with design?

		 

		 

		DIANA: Oooo, girl. Million dollar question right there.

		 

		 

		 

		REBECCA: Well. Depending on scope, maybe it’s a $150,000 question.

		 

		 

		 

		DIANA: Can you hear my eyes roll? But yes, this question is a biggie, regardless of pricing. I’ve been the conversation designer begging for a research budget, but now I’m a director, so my view is more sympathetic to business constraints. Stakeholders need a reason to spend money. Most of them genuinely want to know the right way to do something; they just need education.

		 

		 

		 

		REBECCA: Thanks for the insider intel. Since I represent “The People,” the first thing I’d educate y’all on is the false idea that design has no ROI (return on investment). Stakeholders are infamous for thinking research and design are a waste of time and money.

		 

		 

		 

		DIANA: I’ve had decent luck explaining the trade-offs. I like to remind clients that yes, skipping generative research means they move faster to the next phase of planning. But there are consequences: your scoping is guesswork, and your testing phase may take longer— and send you back further—because you guessed wrong. So whatever time and money you save by skipping that first round of research will likely come back as a longer timeframe and more money later.

		 

		 

		 

		REBECCA: Right. It’s about risk prevention. Research is an insurance policy. You still might be dealt a surprise, but it’s easier to pick up the pieces.

		 

		 

		 

		DIANA: Stakeholders will get it. When you can speak to their needs, it’s much easier to sell them the right kind of process. We spend so much time as designers hammering “empathy for the user” into our brains that we forget to have any empathy for our stakeholders and cross-functional partners.

		 

		 

		

		 

		WHAT WE AGREE ON: Treat your stakeholders as interested partners who need more information to understand how user needs and business needs are both met by your proposed solutions. Involve them in research sessions, let them try prototypes, and most importantly, explain the rationale behind the design. If you’re up against constraints, describe those constraints. If you’re recommending a change, share what testing insight led you to it. If a stakeholder is pushing for a specific feature, explain the pros and cons of adding it. Over time, educating stakeholders will add up. Once you can connect what’s important to them to what’s important to you, you’ll get their buy-in.

		 

		

		

	
		 

		CHAPTER 10
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		Launching the Conversation

		 

		
			Building
		

		 

		
			Post-Launch Optimizing
		

		 

		
			The Last Word
		

		 

		

		 

		Designer: Hey, happy Tuesday. FYI today I’m working on getting an updated list of intents for you. Did you have any questions about the account linking flows?

		 

		Developer: I was looking at those. The diagrams make sense, except the purchase flow. We might have to make some changes, based on how authentication works.

		 

		Designer: Oh, cool. Do you have like 5 mins to dive into that now?

		 

		Developer: Yeah, sounds good.

		 

		

		 

		This scene is a classic conversation that happens when developers are hard at work and conversation designers are staying integrated with the team.

		 

		By this point in the process, you designed a personality, made flows, compiled rudimentary lists of prompts and intents and utterances. You also made a prototype or two and adjusted based on feedback. You’ve reached a pivotal point in a product’s life cycle–feeling confident the product design is good enough to start building.

		 

		When we say “building,” we mean that the team has enough buy-in to the interaction so that developers can start writing code. Once this kicks off, conversation designers usually shift to an assistive role, although of course, the design is not complete, nor is anything set in stone.

		 

		This chapter sees you through development to launch, and beyond. These phases require tons of collaborative communication—more so than ever before. That’s why you’ll find this chapter to be full of questions to take to your team.

		

	
		 

		Building

		 

		When imagining a product in development, your brain might imagine a group of people cranking out code. But in fact, while programmers are programming a lot is happening across the team. Figure 10.1 shows you all the plates that are spinning during the building phase.
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		FIGURE 10.1

		Things to accomplish during building. Everyone’s busy—including you.

		 

		Team Alignment

		 

		For a smooth launch, the team needs to get on the same page about two things: what you’re building, and what the plan is.

		 

		The first step is a kick-off meeting of the minds with your team to make sure that everyone on the team agrees on what’s being built. You’re the one carrying that torch; you’ve got the documentation that points people in the right direction. Some people think of this as a design hand-off, but we disagree on the “hand-off” part. You’re not tossing someone the keys to the car; you’re opening all the doors and saying “Get in! Buckle up!”

		 

		So you’ll typically have a meeting to show various artifacts. Depending on the group, you’ll show sample scripts or sketchy flows, walk people through formal flows, and demo the simple prototypes you built. Share with the team not just what you recommend, but why. Summarizing research or user testing is very useful for bringing people along.

		 

		 

		 

		CONVERSATION STARTERS

		 

		 

		Ask Developers What They Need

		 

		You’re not making documents to throw at developers; you’re making documents that are useful to them—stuff they’ll want to work with. So it’s important to get to know how they work and think.

		 

		We asked two developers for their perspectives: Ilarna Nche, who is the founder of Adassa Innovations and was named both Alexa Champion and Bixby Developer of the Year, and Jennie Stenhouse, who founded her own voice development company and is a Bixby Premier Developer. While they occasionally collaborate on teams, both Ilarna and Jennie more often work solo, so they are responsible for both design and development. Because they wear both hats, they’re well versed at how those roles work together. Both prioritize design before code. Ilarna explains, “With voice, it’s design-first, rather than doing mobile or web, where you’d start with a rough development.”

		 

		Jennie is a documentation fan—“even when working alone. Voice is so complex, and it changes so much as you work through a project.” She starts with sample scripts, develops a feature set, and creates flow diagrams. She emphasizes the importance of collaboration between design and dev: “You both need to know about each other’s domain so you have a shared vocabulary.” And the feedback goes in both directions; it’s dangerous for designers to “think that design is complete when they pass it to the dev, and that there’s no room for negotiation or pushback.”

		 

		Ilarna keeps documentation light. She doesn’t use flow diagrams, but she does create user stories and checklists for different intents and how behavior varies under different conditions. For both developers, having interactive ways to test, early and often, was an absolute must. “Human testing is so important—and from different people as well, like people who are very stubborn and don’t listen, “ Ilarna shared. “Those are the perfect people to test your product.”

		 

		Our take-away from talking to these developers is that there’s no “required” way to document, but the team should figure out what’s going to work, given the project’s complexity and people’s working styles. Rebecca usually shows documentation samples to her team and frames it like this: “This is documentation I typically produce. Is this useful to you? How could I make it more useful?”

		 

		Here are questions to discuss with developers:

		 

		• What kind of documentation is most useful to your process: flows, sample scripts, a combination?

		 

		• Where should documentation live—where’s the agreed-upon source of truth?

		 

		• When I update documentation, how do you want me to alert you to changes?

		 

		• If I find a bug or a change that needs to be made, how should I give you that feedback? (Put it in a spreadsheet, log it on a bug-tracking board, send a Slack message, etc.)

		 

		• When you find something in a design document that you need to discuss, what’s the best way for you to get that feedback to me?

		 

		Once the documentation gets flowing, check in to see how it’s working. Documentation should suit the team and the project, not the other way around.

		 

		 

		This shouldn’t be the first time the team is seeing this stuff. What you’re giving them is an update: “Here’s where we landed on all this.” When given the chance, developers can raise some really useful flags here, too:

		 

		• Technical constraints: “The system just can’t do what you’re describing.”

		 

		• Fast path versus long path: “There are two ways to do that; one takes twice as long.”

		 

		• Data details: “The system pulls that data, but it’s in this format.”

		 

		• Better way: “Wouldn’t it be simpler if we do it like this?”

		 

		Make space to hear and document these points. You won’t resolve them all up front (and more will arise during building), but you can work on solving them over time.

		 

		Once the whole crew has a sense of the entire design, then and only then can they give accurate estimates for scope, which means it’s time to dust off the original roadmap or product vision and give PMs what they want: a solidified list of use cases or user stories, priori-tized and estimated.

		 

		Teams should document the agreed-upon set of features and discuss the following:

		 

		• Which user stories or use cases should be built first?

		 

		• How long will each user story or use case take to build?

		 

		• How do these break up across sprints?

		 

		• What goes into version 1 versus version 2?

		 

		• What milestones can we set?

		 

		A PM is usually at the helm of this plan, serving as maker and keeper of the project schedule. (These plans are never set in stone, but laying a good foundation helps everyone.)

		 

		These meetings aren’t short, and they’re often more than one meeting. It’s hard to find a person who loves a long, detailed kick-off session, but it’s crucial to ensure that everyone has the same truth to move forward with. The best thing you can do to see this ship safely out of the harbor: share as much as you can to create a culture of mutual understanding. When your team knows almost as much as you do, that’s a good thing.

		 

		Refinement

		 

		Throughout the building process, your design will shift, and you need to keep an updated documentation of those changes. Basically, there’s no designer in the world whose documentation is a perfect, unchanging map. There are all kinds of reasons something might change. A stakeholder might adjust the scope or timeline. Devs might realize that a feature is too complex for the allotted time, or perhaps there are other technical constraints with the algorithm, the logic, changes in the functionality of the platform, new time delays in pulls from the API—you name it. And some of it is just the normal churn of moving something closer to completion, like editing copy or procuring audio. You’ll be updating three key things: your flows, your prompts, and a repository of any assets that you’re in charge of.

		 

		Flow Iteration

		 

		The team or test results might uncover additional use cases or intents, new error paths to account for, or a new way to handle a branch of a flow. These things will have you updating your flow diagrams.

		 

		Prompt Iteration

		 

		As your flows stabilize, then you’ll work on the nitty-gritty iteration of prompts. Remember how we said that prompts get rewritten dozens of times? That happens here. You’ll be editing for the following items:

		 

		• Tone: Reviewing copy to make sure that it aligns with personality and context.

		 

		• Accessibility: Aim to reduce cognitive load by assessing for precision, concision, word order, parallel structure, and so on.

		 

		• Prosody: If it’s a spoken interaction, you may be assessing how the prompts sound out loud. With synthetic voices, it takes time to use SSML to tweak the pronunciation on a syllable and word level, and add emphasis and pauses (essentially making your synthetic voice sound a bit less robotic and more human in their “read” of the lines).

		 

		• Marketing or branding review: For companies with well-established brands, it’s normal to run the prompts by a copywriter to make sure that they align with the brand’s voice.

		 

		• Legal review: The prompts may need to be reviewed with in-house legal staff. (Sometimes they need to know flows or user journeys, too, for context.)

		 

		Asset Gathering

		 

		Especially for multimodal experiences, or ones that involve voice actors or sound design elements, someone’s got to keep track of the assets for those parts of the interaction.

		 

		• Screen designs or images: If it’s multimodal, you may be collaborating with another designer to review how visuals work with the conversation.

		 

		• Audio files: If you’re using a recorded human voice, or even sound effects or earcons, you may have a hand in working with voice talent, organizing files, or working through the audio UX with a sound designer.

		 

		• Video files: Some multimodal screens play videos, which are part of the content landscape you might be managing.

		 

		• Email or SMS copy: If your interaction reaches out over a different channel, like sending a text with a link, you might be tasked with gathering or creating this.

		 

		 

		 

		Keeping Your S**t Together

		 

		 

		Whether you work solo in your own beautiful chaos or on a team with a tight organization, it’s important to create a system that’s transparent enough for everyone to use. It’s so easy to lose the thread when you walk away from a project for a week or hand it over to someone else. Documentation (and a well-organized content repository) will always save the day.

		 

		Shyamala Prayaga, product owner for the Autonomous Digital Assistant at Ford Motors, points out how important design operations are (known fondly as design ops). Shyamala was her team’s first conversation designer and has been growing the team ever since, so she recognizes that organization is key to communication and design consistency. “Everything should be standardized and easy; anyone should be able to work on it or test it.” On her team, they use a centralized hub to house all their information, documentation, and artifacts, and find ways to use templates as much as possible.

		 

		Diana also worked with a templating system that the developers knew well and could help think of and locate when there was a tight turnaround. This transparent organization means that anyone on the team can pitch in to help get the conversation features out the door as efficiently as possible.

		 

		Show and Tell

		 

		After kickoff, coders gotta code. They may have days or weeks of setting up environments, creating systems to store session data, digging into APIs, and squeezing those handheld stress balls they always have. Bear in mind that their work’s complexity varies! If they’re just setting up some intents and a few error messages, that could easily be less than a week’s work. If they’re creating contextual responses which require making databases that store session data and pull data from multiple APIs, that could be weeks or more. Trust them when they tell you what’s easy and what’s hard.

		 

		You need to balance letting them work with preventing things getting too siloed. We recommend:

		 

		• On a daily basis, make yourself available to answer questions. “Anything you need from me before you get going today?”

		 

		• When you have small questions, consolidate them: “I have three quick things for you. First, I updated the prompts list . . .”

		 

		• Set up a weekly one-on-one check-in to ask if the developer is hitting any roadblocks. “Are you foreseeing any design changes? Is anything taking longer? Anything I can do to help?”

		 

		• Set up a biweekly team “Show and Tell” where people demo what they’ve completed, and you can confirm that the experience is as intended.

		 

		You need to stay current with what’s happening and changing on a rolling basis. Just as your work influences theirs, their work influences yours. So you have to stay connected and help where you can.

		 

		Usability Testing

		 

		As you might imagine, it’s not a good idea to pull the BUILD lever, stick your head in a hole, and then come up for air after launch—the “ostrich” method of design.

		 

		You can keep the product rolling toward success by testing it as it’s built, even before it’s complete. Usability testing helps you assess whether a specific solution solves the problem at hand, and whether it solves the problem well. (It’s a form of evaluative UX research.) Trying out the design with representative users at each phase ensures that the team doesn’t get carried away by cool ideas, functionality constraints, or business objectives, and keeps people at the center of the product or service.

		 

		TERMS DEFINED EVALUATIVE UX RESEARCH

		 

		Evaluative UX research asks “Does this particular thing solve users’ particular problems, and does it work well for them?” Its aim is different from generative UX research, which looks more broadly at the problem landscape. You can think of them like this: generative research is about identifying a fruitful problem, and evaluative research is about identifying the right way to solve it.

		 

		Lucky teams have a UX researcher who runs this show; otherwise, you’re probably on the hook. For our readers with UX backgrounds, the basics of usability testing will be familiar: give people something to test, try not to bias them, gather information, and make some choices on how to move forward. (The section “Prototyping” from Chapter 9, “Researching and Prototyping” gives the basics of running these kinds of tests.)

		 

		 

		 

		CONVERSATION STARTERS

		 

		 

		How to Reach Consensus

		 

		Plenty of times, someone will disagree with your recommendations. Or the team will have to hash out what the best way to handle something is. These questions can be useful:

		 

		• Does this decision impact our intent architecture?

		 

		• Does this decision require new prompts?

		 

		• How will we test to see if this decision was a good one?

		 

		You can also use past artifacts to guide your thinking. Figure 10.2 shows tools you can pull up from personality design (Chapter 3, “Crafting Trustworthy Personalities”) and scripting (Chapter 6, “Documenting Conversational Pathways”). These are helpful lenses to guide discussion.
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		FIGURE 10.2.

		Revisit your documentation, or make some new scripts to help you along.

		 

		It really helps to keep a “decision log”—spreadsheet, virtual board, whatever—of what decisions the team reaches, on what date or meeting, along with why (what data, what stakeholder said so, what constraints made Approach A better than Approach B). This serves as your “memory” when someone asks “Who decided that?”

		 

		 

		In classic usability testing, the goal is to watch testers try the product with little to no intervention—a noble goal, so the test can’t be biased by leading questions or too-specific tasks. But this level of open-endedness with conversational interfaces would be a disaster. Here’s why:

		 

		• With screen-based interactions, people can tap, click, or even just point to what they want. It’s easier to mock up that interaction with a clickable prototype. Even for a product with only a few features, the user follows visual guidance, and pathways are limited.

		 

		• For voice or chat, people express their needs however they want. They have no indicators to limit their input. Pathways are seemingly infinite. This is much harder to simulate. For an early-stage build, the training data isn’t robust, and not all the pathways are built out, so users hit dead-ends or try utterances that aren’t recognized.

		 

		In other words, you can’t set a user in front of the bot or skill and let ’er rip. Most testers won’t get past a few turns. Usability testing for voice and chat requires more guidance and constraints. For early usability testing, the way you cue users to try the interaction will be more specific. Once your product gets nearer completion, your testing approach can be more open-ended.

		 

		With conversational interfaces, it takes more rounds of usability testing, but you’re looking for the same feedback: that the details of the UI enable the most seamless and understandable experience for the user and adjust anything that doesn’t support that.

		 

		• Can people navigate the experience successfully—and would they actually go through this experience at all?

		 

		• Which prompts need wording tweaks for clarity or high success?

		 

		• What utterances are failing, and should those be added to training data?

		 

		• Where are common failure points, and can they be improved?

		 

		To perform the testing, prepare a list of tasks that a person should be able to complete with the interface. These tasks usually align with trying to test a specific branch of a conversational pathway.

		 

		 

		 

		Diversity in Testers

		 

		 

		Representation matters. If your testing pool doesn’t represent the diversity of real users, you’re not getting the viewpoints you need, and the solution might not be effective.

		 

		For example, if your interaction is meant for all ages, you’d better test with teenagers, millennials, seniors . . . everyone. You need diversity across gender, race and ethnicity lines, sexual identities and orientations, physical abilities, and dialects. Without these perspectives, your product can’t be successful.

		 

		If your conversation will happen in multiple languages, for crying out loud, test it in all the languages with native speakers of those languages. This should be a no-brainer, but we’ve seen people fail to do this.

		 

		Often, teams try to keep recruitment quick, so they lean on two groups for testers: colleagues and students, who are easy to access and cheap to incentivize. These groups tend to lack diversity in age, race, education level, life experience, and so on, so the results will be biased. Invest in recruiting diversely.

		 

		Tuning

		 

		Tuning, the process of testing and improving training data, also happens during building. It can run in parallel to other types of testing, but it deserves its own attention. If you recall from Chapter 5, “Defining User Intent,” this is the process of checking how well the training data is performing and trying to make changes so that it performs better (meaning, the system understands more variations of utterances). Recall, too, that adding more utterances is not always the answer; it’s a process where you need to look for regression, too, because changes can actually make performance worse.

		 

		Follow the guidance outlined in Chapter 5 in the section “Iteration: A Necessary Step.”

		 

		QA

		 

		QA stands for quality assurance. A QA person or team ensures that everything connects the way it has been designed, and looks for technical issues. QA is essential—and bizarrely, it’s a role that’s often omitted from conversational interface teams. QA is carried out by specialists, sometimes called QA engineers, QA analysts, or QA testers.

		 

		 

		 

		What’s the Difference Between QA, Usability Testing, and Tuning?

		 

		 

		There’s some chicken-and-egg stuff happening here. You’ve got to do some testing with users to find utterances to add, and then you use that for tuning. But you need the product to be un-bug-y enough to do the usability testing. So how do you manage that?

		 

		First, this is why your QA resource should be involved early on. As more features get built, they can test as the team goes along. They can assist gathering those baseline utterances for early tuning. You need a clean product that works often enough to get most testers to the end of the flow you’re testing. QA can help prep for the usability testing.

		 

		After you get your usability testing results, it’ll be a mix of info: bugs, new utterances, and true usability feedback like “I got confused here,” or “It gave me an answer that didn’t match my question.” QA and dev will handle those bugs, you’ll make changes to the flow or prompts, and the training data can be updated. Then it’s time to retune. QA can certainly facilitate a lot of this process.

		 

		 

		(If there’s no dedicated QA team, then designers and developers are probably on the hook for the work.)

		 

		Rebecca is on record saying that her best projects had a dedicated QA person on the team, and that QA person was involved from the start. QA engineers have expertise in how users behave, and they also find edge cases and ways to break things creatively. They ask great questions and bring amazing insights into the usability of a product. Bring that subject matter expertise into the project early, and you’ll benefit from it.

		 

		End-stage QA is more boxed-in, though. The final product is under the microscope before going out for launch, and that takes the form of checking that the criteria of the design documentation matches the execution of the code in the product or experience. A good QA process will test features as they are completed, rather than in a furious rush right before launch.

		 

		QA folks need documentation showing how the interaction is supposed to go, so they know what’s right and what’s a bug. Testing scripts are a useful artifact that conversation designers can produce.

		 

		These are basically sample scripts that show specific pathways, and how they should go word-for-word. The QA team can use these as acceptance criteria. They may also appreciate a list of intents that are in the system, so they can test and try to trigger each one. Working closely with QA is important for designers, because they’re the last line of defense to make sure that the product aligns with the intended design. Together, you represent the alpha and omega of the product.

		 

		Your team has built the interface, tested the crap out of it, and QA’ed within an inch of its life. It’s ready, so you launch it. Uncork the sparkling drinks! Cheers! Let your hair down! Put your feet up! And then we’ll see you at the office tomorrow morning, because now you have to keep making it better.

		

	
		 

		Post-Launch Optimizing

		 

		Our favorite part of launch is getting the highest fidelity data of all: transcripts from real users, in real situations, talking with your bot. It’s a wild feeling, knowing that this chatty AI that you helped create is out there in the world, talking to people all on its own.

		 

		Let’s take a look at the brand-new user data pouring in. As people begin to use the product in the real world, you’ll continue to tune and refine the experience as long as the product is live. Your pre-launch data may have involved a handful of testers, or perhaps even hundreds if you did asynchronous testing. But once the product is released, you may see thousands of users, and that means much richer data. See Figure 10.3 for how to grow the launched product.
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		FIGURE 10.3.

		Ways you can keep improving the interaction with all that sweet incoming customer data.

		 

		Typically analytics are a starting point to check on how things are going. The data you’ll get back can include:

		 

		• Accuracy rate: What percentage of utterances are mapping to the right intents? (The inverse of this is, how many utterances are not recognized and hitting error states?)

		 

		• Utterance logs: What intents do successful utterances get mapped to? What are the failed utterances?

		 

		• Intent patterns: What are the most common intents? Are there intents that no one encounters? Which intents are followed by errors?

		 

		• Pathways: What intent flow is a user going through? (For example, what are common sequences of intents that people encounter?)

		 

		• Full transcripts: Better than individual utterances, a full transcript will let you diagnose the conversation in context.

		 

		You’ll usually get classic data like number of users, number of sessions, and length of session. Combined, all of these pieces of analytics data typically inform the bot’s key performance indicators, or KPIs. For the record, we are all about using data to inform improvements to a bot, but sometimes those KPIs get misunderstood, and for that reason, it’s really useful to get yourself involved in KPI discussions. (This does not mean that you’ll be able to kick down the door of a conference room with five VPs and your boss and say “Now, you listen here and you listen good” and tell them what’s what with KPIs.) Keep an eye out for businesses using them in superficial ways:

		 

		• Accuracy rate: If an utterance successfully matches an intent, that’s cool. But it could be a “false positive”—the system found a match, but from the user’s perspective, it didn’t give them a relevant response.

		 

		• Failed utterances: It’s easy for a business to see a pile of utterances that hit errors and say “just add those to the training data!” But first, you need to investigate if the utterance 1) matches an existing intent, or 2) represents a new intent. Not every unmatched utterance needs to be acted on.

		 

		• Task completion: This involves how many users get “to the end” and fully resolve what they wanted to do. If your analytics only look at how many reach a predetermined endpoint (a “final” intent or prompt), you’ll miss users who got what they needed earlier in the interaction. And just because a user gets to the end doesn’t mean they got their problem solved.

		 

		• Overall number of users: Here, too, businesses can get into “more is better” thinking. But you have to look at the whole picture across channels to really understand if things are working; the number could include users moving from one channel to another because they don’t have another option.

		 

		• Session length: Often, people want to judge the length of time that someone spends in an interface as a measure of success. But it can be hard to determine what’s good vs. bad. A user might want to get in and out as quickly as possible. Or they might be having fun and want to poke around in the conversation a bit more. There’s no given answer here. Some users like it fast, some like it slow.

		 

		• User retention: This metric concerns how many users return to continue using the product or service. And honestly, it’s kind of tricky to use as a good metric. Sometimes, a conversational interface is meant to be a one-and-done. (For example, if the user goal wants to buy car insurance, they are likely not coming back on a daily, weekly, monthly, or even yearly basis.) It’s best to look more closely at retention over meaningful time periods, like 7 days, or 28 days—dependent on the goals of your interaction.

		 

		It’s usually not enough to take system metrics at face value. Assumptions like “more time in a session is good,” or “the user got an answer, so the interaction was a success” keep you from understanding the deeper picture. Rose Kue, researcher and UX lead, said, “You really need a combination of qualitative research so that you can uncover and do a deep dive into everything that is not so obvious and measurable and trackable, along with that quantitative data.”

		 

		Looking at utterances without the context of the whole conversational flow, or without understanding how a customer felt, is an incomplete picture. Quantitative data “doesn’t tell you how the user feels when they arrive at that final location. Maybe they had a really satisfactory experience, but maybe they hated it, and they’re really frustrated. You’re not going to learn that information from just analytics data. You have to actually listen to users—not just talk to users, but listen to and observe them,” Kue said.

		 

		Plus, there are lots of other things to assess in conversational interface. It can be a great idea to find creative ways to measure interaction goals. (Back in Chapter 3, we recommended setting them while you’re designing a personality. These are touchstones about what the interaction needs to accomplish.) Table 10.1 shows a sample of interaction goals and a testable question to measure success.

		 

		TABLE 10.1 ASSESSING INTERACTION GOALS

		 

		
			
				
				
			
			
					Sample Goals
					Questions to Assess the Goal
			

			
					Efficient How many turns does it take to complete a task?
					How fast is this channel compared to other channels?
			

			
					Frictionless
					Can users finish the task without switching to another channel? How many users get error messages? How often do users get error messages in a session?
			

			
					Low Cognitive Load
					Are users able to understand and respond to the information presented?
			

			
					Personalized
					Do users get unique content for their use case or context?
			

			
					Guiding
					Do users report knowing what to do to navigate the system? Is there a low error rate?
			

			
					Trustworthy
					How many conversational turns does it take a user to disclose requested information? Does the system provide explanations for why it’s asking personal questions and what it’s doing with the user’s data?
			

			
					Accurate
					Does the system have a way to verify accuracy of information?
			

			
					Flexible
					Does the system allow different users to take different pathways? Do users describe the system as “intuitive”?
			

		

		



		

		 

		Note that the questions in Table 10.1 go beyond simple analytics; to answer these questions may require interviews, usability testing, accuracy or content audits, or transcript analysis.

		 

		You can also get user feedback through:

		 

		• Contacting and interviewing real users

		 

		• Sending follow-up surveys by email

		 

		• Observing product ratings and comments

		 

		• Checking in with customer support or technical support

		 

		You can even model in-product surveys, asking users to rate their experience or take a brief survey. Just be clear what they’re signing on for and any incentives, before they say yes, so they know what they’re actually saying yes to.

		 

		The whole point of analytics and user feedback is to allow you to assess the success of your product. And how you act on it depends on what you find. You’ll use this information to continue to rewrite prompts, adjust personality, tune (adding utterances or even intents), improve flows, and add functionality.

		 

		A/B Testing

		 

		When the product is launched, you have an opportunity for A/B testing, which is a type of evaluative UX research that typically happens after the product is in the wild. The idea is, one group of people get a particular conversational flow or prompt, and another group gets a different one. Then you see which approach performs better—A or B.

		 

		A/B testing a website can be relatively low stakes, particularly if you’re testing a visual element like a color or button position. But there are greater risks with A/B testing conversational interfaces: a seemingly small change can have a huge impact on the outcome, in ways you can’t predict.

		 

		If you are going to A/B test, there are a few recommendations to follow:

		 

		1. One variable at a time. If you change a bunch of things about an experience at once, you won’t know which one had an impact, or even if one’s impact cancels the other’s out. Try your improvements one at a time, and you’ll ensure that you’re continually moving toward improvement, instead of just thrashing around.

		 

		2. Define a control. Your study will be useless if you don’t have a control version (your A in the A/B test) that represents “how it is now.” If you have more than one variable to test, you can do A/B/C testing with three versions, and so on.

		 

		3. Know what A/B testing is good for. It’s great for things like prompts and variations in the conversational flow. It can be useful to try out new onboarding strategies, too. But it only gives you “what worked better, A or B?” without any indicator of “why.” For example, if you wanted to A/B test a voice, this is a tough one to get from a quantitative study like an A/B test. People all have a bias on gender, race, age, timbre, etc. that will be hard to tease out, and that is better understood through user interviews.

		 

		When “Test-and-Learn” Is Dangerous

		 

		Some conversational interactions involve high stakes. We’re talking about interactions like these:

		 

		• Giving medical or financial advice

		 

		• Shaping or changing people’s worldviews

		 

		• Gatekeeping services or utilities

		 

		• Supporting people in a crisis

		 

		In these scenarios, a failure to test those interactions can literally play with people’s livelihoods—or lives. Let’s take a small 2018 study¹ done by Timothy Bickmore et al. to illustrate how that harm can manifest. In this study, middle-aged participants were given medical problems to ask Google, Siri, and Alexa. Then the researchers asked participants what action they would take next, based on the assistant’s response.

		 

		More than half the time, the participants couldn’t complete the task because the assistant’s response wasn’t relevant or didn’t give enough information. Here’s where it gets alarming, though: for those participants who could complete the task—meaning they were able to say what action they’d take next, based on what they heard—almost one-third of those people (29%) chose an action that could cause harm, or even death. See Figure 10.4 for an example of a scenario that could cause “severe harm”—mixing Xanax and melatonin.
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		FIGURE 10.4

		This transcript shows an assistant answering the question, and the participant choosing an action that would lead to severe harm.

		 

		While those voice assistants never claimed to be reliable sources for medical advice, and even though the assistant did not, in fact, give any specific instructions, a person could still ask medical questions and act on what they hear.

		 

		In another systematic review of conversational agents in healthcare,² out of 13 bots having personalized healthcare conversations with patients, families of patients, or healthcare professionals (all of whom were involved in making health decisions on behalf of the patient), zero bots used any kind of personalization framework, period, let alone an evidence-based framework. And while all the bots tested for and showed improvement in user satisfaction, user engagement, and dialogue quality, zero bots measured how personalization improved health outcomes, or even if it did. They were missing a huge component of success: Who cares if the dialog is snappy if the user’s health doesn’t improve?

		 

		As Lisa deBettencourt, design leader, author, and professor, pointed out (see Figure 10.5), testing is not the only way to learn, and it can, in fact, be deadly. When you are dealing in high-stakes scenarios, you must be conscientious that you do not employ the ol’ Facebook motto, “move fast and break things.” Because in this instance, those “things” are people.
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		FIGURE 10.5

		Lisa deBettencourt, at it again, reminds everyone that not considering consequences can have a dangerous impact.

		
		 

		The Last Word

		 

		To zoom out, when you’re building products, sometimes the process plugs along smoothly, with all the checkboxes checked, and everything quietly speeding on its way to delivery. It can be easy to be swept along with the flow, especially if things are moving quickly. And then one day, you might realize you’ve been forgetting to ask questions.

		 

		Both of us have spent months on one product or another, only to wake up one morning and realize, “Oh, no one wants this.” “Hang on . . . who is this helping?” “Wait—why does this even exist?”

		 

		It’s also easy to get a little too data-obsessed and forget to just be practical. Our friends at The Bent have a list of questions that are simple to ask, and maybe a little hard to answer, about how to cut the crap and use common sense. See Figure 10.6 for the list.
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		FIGURE 10.6

		This list of handy questions is a great reality check, and comes from The Bent, a weekly newsletter and office-survival advice column.

		 

		It’s a great idea to revisit these questions every quarter. You can sit down with your team (or a mirror, if you’re a team of one) and reflect on your answer to a couple of these. You might uncover the fact that hey, you actually don’t know the answers! Is anyone using it? Does anyone like it? What the heck is the goal? That’s a great outcome—to start to know what you don’t know. These are excellent foundations for research questions.

		 

		And if you do realize you’ve got yourself a dud (no one likes it and bad has come of it), you can start to make some plans to make it better. Truly, this is a blossoming industry and everyone’s learning. If your chatbot was a flop, if your voice assistant still struggles to understand people, or if no one likes your talking toaster, return to the basics: what problem are we trying to solve, and is this solving it? You can always iterate from there.

		

	
		 

		CHAPTER 11
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		Designing Inclusive Conversations

		 

		
			Acknowledge Your Biases
		

		 

		
			Question the Idea of an “Edge Case”
		

		 

		
			Recruit Diverse Feedback
		

		 

		
			Darkest Timeline
		

		 

		
			Codesign
		

		 

		
			The Last Word
		

		 

		
			The Last, Last Word
		

		 

		

		 

		Designer 1: I’m worried about the language we’re using in our bot. We haven’t tested it, and I don’t know if we captured everything.

		 

		Designer 2: So let’s plan to do our usability testing in-house with the people on the team.

		 

		Designer 1: Yeah, but most of the team are white twenty-somethings from the Chicago area. Wouldn’t we get a biased set of results?

		 

		Designer 2: Ugh, yes. Good point. Think you can drum up some volunteers who can test it?

		 

		Designer 1: We can’t do volunteers; testing is work. Plus, we’d want to ensure that we’re accounting for people who wouldn’t have the time to do it without compensation.

		 

		Designer 2: Blerg. OK. Let’s say we can get a budget for this. What exactly are we going to say they’re gonna get for their investment?

		 

		Designer 1: Well, we can tell them what we’d get from any usability testing: true-to-life feedback and confidence that our product will work across a wide swath of users. Plus, we’ll get training data that works for different dialects and an opportunity to identify anything offensive or misguided in the product.

		 

		Designer 2: Yessss. Let’s go get that money, honey.

		 

		

		 

		This final scene highlights two designers, working to make their processes more inclusive and ethical. You’ve seen throughout this book how, because bots are designed and programmed by people and informed by human-generated data, conversational interfaces can be infused with the biases of their creators. As conversation designer Tarah Knaresboro puts it, “Technology made by humans is subject to the same risks and flaws as humans, and it’s naive to think that our social ills will disappear in the technology we create.”

		 

		Here’s how those flaws can show up: conversational interfaces work badly for entire groups of people. They tend to represent white voices and language patterns. They can embody harmful stereotypes. They can enable stalking or abuse or make a game out of sexual harassment. Sure, most interactions seem low-stakes—a friendly voice sets a timer when you ask—but as devices get better at talking with people, closer to human behaviors, and more ingrained in the social code and collective imagination, the stakes will get higher.

		 

		The potential of technology to be racist or sexist isn’t specific to conversational technologies, but it feels more personal. These interactions are especially intimate, taking place in kitchens and bedrooms, in your pocket or hand. Greg Bennett, linguist and conversation designer, explained how this intimacy is a double-edged sword when a device’s language capabilities aren’t inclusive. “Language has power,” he said. “Companies are starting to understand that it’s problematic when you take this thing that doesn’t understand whole dialects of English, and then put it in those users’ homes where it can’t understand them. The power differential there is actually affecting usability, and it makes the product’s experience less equitable. And that, I think, is extremely important to consider.”

		 

		We say it’s part of the job to raise flags when people are being harmed and marginalized. Part of your process should investigate negative impact: Who’s being left out? Who’s being harmed? We agree with Vivianne Castillo, UX researcher and advocate for more humanity in tech, that to have a truly human-centered approach, people in UX roles have to face the fact that racism, sexism, homophobia, and so on affect users, and they need to speak up— even though it’s hard. (See her tweet in Figure 11.1.)
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		FIGURE 11.1

		This tweet is exactly why Vivianne Castillo founded HmntyCntrd, a community uniting UX professionals who want to design equitable, inclusive experiences and who are ready to do the personal work required to do their best professional work.

		 

		 

		 

		The Long Haul

		 

		 

		If the idea of “inclusive design” is new to you, let this book be your entry point for reframing how you work. But don’t stop here. There are fantastic books written on the intersections of technology with racism and white supremacy, sexism and heteronormativity, ableism, feminism, and so on. Here are texts that informed and transformed our thinking:

		 

		• Design Justice by Sasha Costanza-Chock

		 

		• Race After Technology by Ruha Benjamin

		 

		• Algorithms of Oppression by Safiya Umoja Noble

		 

		And many more are out there. It’s worth stating that we are not ethicists or experts in inclusive design, although we’ve worked in this industry long enough to have seen harm and exclusion occur. We’re learning from the work of others, alongside our community, to be better advocates and to push for change in organizations that we work with.

		 

		 

		Throughout this book, we aimed to show how these factors come into consideration in a conversation designer’s day-to-day work. As you craft a personality, as you design prompts, as you curate training data, as you facilitate testing, your choices impact who is included. Ethical design isn’t esoteric, hypothetical stuff—it’s actionable. A whole team—a whole business—can design inclusively by making sure that intentional methods and safeguards are baked in to the process. This chapter gives you some additional methods for doing just that.

		 

		TERMS DEFINED INCLUSIVE DESIGN

		 

		“Inclusive design is design that considers the full range of human diversity with respect to ability, language, culture, gender, age and other forms of human difference,” according to the Inclusive Design Research Center, a group championing this practice since 1994.

		

	
		 

		Acknowledge Your Biases

		 

		First, to lay a baseline, you can start to take a look at your own implicit biases. Kirwan Institute for the Study of Race and Ethnicity’s training on implicit bias defines this as “the attitudes or stereotypes that affect our understanding, actions, and decisions in an unconscious manner.” It’s the layer of connections or opinions that inform your thoughts and actions—in ways that you’re unaware of. That’s the nature of bias: it’s invisible to you.

		 

		Everyone has these biases; it’s how brains work. David Dylan Thomas, author of Design for Cognitive Bias, wrote that biases are “shortcuts” that a brain takes to help streamline the millions of tiny decisions it makes in a day, but he cautions that “the shortcuts lead to errors.”¹

		 

		For example, take perception bias—which means using simplistic stereotypes for specific groups of people. Ahem. This one crops up in design workshops a lot. (We’re looking at you, user personas.) Most designers have overheard comments like “older users aren’t comfortable with technology” or “most millennials prefer texting over calling.” Those generalizations are evidence of perception bias: opinions based on their point of view, rather than on fact.

		 

		There’s also false consensus bias. That’s where people assume that their own opinions are shared by most people, and overestimate how much other people think or act like them. This assumption can fuel a designer’s confidence that the choices they’re making are beneficial on behalf of all their users, without using evidence from research to back it up.

		 

		NOTE BIAS CHECK

		 

		A fascinating way to examine your own implicit biases around race, age, disability, and more is to check out Harvard Implicit Association Tests,² a series of online interactions built by Project Implicit, a nonprofit organization. These tests help surface biases you have that may be invisible to you.

		 

		Biases stack up. They impact what data you trust. They cause you to ignore data that counters your opinions. They influence which features you think are important, and what you think users need. In Figure 11.2, Dr. Catherine Breslin tweeted an excellent list of areas where bias impacts design work.
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		FIGURE 11.2

		This tweet points to concrete parts of a designer’s job that can be influenced by implicit bias.

		 

		In other words, bias affects decision-making. Design as a field likes to say it’s “data driven” (we make that claim in this very book!), but that can be a hollow claim if you ignore how bias can skew your relationship with data. If you’re not aware of your biases, they will leak into your work. The Kirwan Institute’s bias training calls out that effect: “Actions and decisions resulting from our implicit biases can create real-world barriers to equity and opportunity.”

		 

		As a conversation designer, bias can impact your work all along the journey, from research to diagramming to post-launch assessment. Here are some areas to consider where your bias might rear its head:

		 

		• In general, ask yourself, “What makes me think that?” Where did you get your ideas—data, experience, or speculation?

		 

		• If you’re helping to prioritize or plan features, the whole point is to choose what’s most important. Gather up as much data about your target customers and evidence for their needs, share it with your team, and review it before and during these discussions. Try to be grounded in data.

		 

		• When crafting a personality, don’t assume that because you like it, everyone will. Actively test for evidence of how users react to it.

		 

		• When you study utterances, make sure that you don’t make assumptions about what users mean. Does “I need to fix my account” mean the same thing to everyone?

		 

		• When writing prompts, don’t assume that everyone uses your language patterns or gets your jokes. What’s clear to you might not be clear to others.

		 

		 

		 

		Algorithm for Hire

		 

		 

		Lots of news is surfacing about how technologies that rely on “AI,” machine learning, facial recognition, and more can perpetuate bias—it’s not just conversational interfaces.

		 

		Here’s just one example: In 2018, it came out that Amazon was using an algorithm it had been working on since 2014 to help it sort piles of résumés it was getting submitted for application. The algorithm used training data from the previous 10 years and gave a 15-star rating to highly qualified applicants (those who seemed like they matched the pattern of what a stellar developer looked like, for example). What it and its creators did not take into account, given the result, was that the majority of tech roles and applicants (at least at that time) were male. The result? The algorithm rated any résumés from women as lower quality because they were not like the highly rated ones. While Amazon attempted to tweak and neutralize its bias,³ they ultimately gave up using it. Don’t tell us that bias doesn’t affect real people in real ways.

		 

		 

		• When you’re designing with context in mind, don’t overassume that all users have the same reactions to environment. (“In an airport, people won’t want to talk out loud with a voice assistant.” Not necessarily so.)

		 

		• Question your assumptions about how people will experience a multimodal interaction. Are you biased toward people with certain senses?

		 

		• When you look at usability testing data, utterance data, or other analytics, check yourself for confirmation bias. Look for data that surprises you or goes against what you already thought.

		 

		Because biases bypass our conscious awareness, people have to work to bring them to light. It’s not easy, but questioning your own biases is the first step to prevent excluding users who aren’t like you.

		

	
		 

		Question the Idea of an “Edge Case”

		 

		Raise your hand if you’ve been in the room where the team is listing user stories and you hear someone in the room say “OK, that one’s an edge case. We’ll table it for now.”

		 

		Edge cases refer to things that occur very rarely or under extreme conditions. (For example, “What happens if a user talks to Alexa for 24 continuous hours?” is a true edge case.) In many a workshop, though, declaring something an edge case is simply a way to dismiss it, implying “No one would do that,” or “Hardly anyone needs that,” or “That won’t come up enough times to care.”

		 

		When something is written off as an edge case, that’s a siren for you to start investigating. Is it truly an edge case? What evidence do you have that it’s not important? The urge to call something an edge case seems to go up when the following situations occur:

		 

		• The people who engage in these so-called edge cases are in marginalized groups—disabled people, people in nonwhite racial groups, and so on.

		 

		• A feature is complex and hard to plan, or time-consuming and hard to build.

		 

		Teams often start waving the edge-case flag because they think that designing for these scenarios is extra work—and those being left out likely don’t have the clout or energy to push back against being left out. (Or they’re not even in the room.)

		 

		When your team chooses features or prioritizes things, your ability to make those choices is a form of power. Each decision is a trade-off of whose needs are met best. As Sasha Costanza-Chock puts it in their book Design Justice, “. . . [D]esign always involves centering the desires and needs of some users over others. The choice of which users are at the center of any given UCD [user-centered design] process is political, and it produces outcomes (designed interfaces, products, processes) that are better for some people than for others (sometimes very much better, sometimes only marginally so).”⁴

		 

		It’s a problem to toss away the needs of people. So first, set the ground rules that people aren’t edge cases, and edge cases happen more frequently than you might think they do.

		 

		 

		 

		CONVERSATION STARTERS

		 

		 

		Challenging Edge-Case Thinking

		 

		If your team is falling prey to edge-case thinking, you can create a dialogue so that you and your team can take a look at assumptions. Here are some ideas:

		 

		• Ask, are we making this decision based on timeline, resources, business needs, or user evidence?

		 

		• What data do we have? If it doesn’t exist, you can call out that the team is making an assumption.

		 

		• If you have data that backs up the edge case, ask this: Is this rare because no one needs it, or rare because it’s hard to find or crappy to use?

		 

		• Where did the data come from? Was the data collected from a representative group, or does the data itself omit these so-called “edge users”?

		 

		• Who are you leaving out, why, and would they be OK with that?

		 

		• Who is not in the room but would be impacted by the decision?

		 

		• Consider not just how many people need it, or how often, but also what the stakes are when features are omitted.

		 

		 

		There are some common edge-case assumptions that teams make about conversational interfaces. Here are a few hot spots where edge-case talk can crop up.

		 

		• Language: It’s easy for tech teams that speak American English to think the way they speak is standard and view variations in dialect, accent, vocabulary, and grammar as edge cases.

		 

		• Intents: Teams often assume that they know the “common asks” and view any surprise user requests as edge cases.

		 

		• Repair: In general, repair gets treated as an edge case, but it happens extremely frequently in conversations between people.

		 

		• Available senses: With multimodal interactions, teams assume that “most users” will be interacting with all the modes at once. Again, when people only engage in one mode, that’s not an edge case. What if they weren’t looking at the screen? What if they had the volume turned down because of a sleeping child?

		 

		One piece of advice we dole out to clients is “start small and do it well.” And by “small” here, think scope, not audience. If you can launch a product that does one thing really well and allows a large audience to use it, you can more easily find out who the users truly are, and they can trust you to create more useful and usable additions. This mantra is actually one of the best ways to channel inclusivity and also create a manageable amount of work for your team.

		

	
		 

		Recruit Diverse Feedback

		 

		Remember all the lessons you’ve read in this book about conversational interfaces not working well for lots of people, for lots of reasons—accents, dialects, speech differences? A lot of those biases could have been exposed early on, if only the team had talked to people who represented more perspectives and experiences.

		 

		The only way to ensure that a product works for everyone is to seek robust feedback. (To us, “feedback” encompasses getting input from users at any point in the process, be it in generative research like interviews, as usability testers, or even as subject matter experts.) We like the Design Justice Network’s principle on not just designing on behalf of users, but centering on the people who will be impacted by the design (see Figure 11.3).
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		FIGURE 11.3

		The Design Justice Network, founded in 2016, is an organization that “rethinks design processes, centers people who are normally marginalized by design, and uses collaborative, creative practices to address the deepest challenges our communities face.”⁵

		 

		Engaging diverse testers ensures that you’re hitting all the needs for all people your bot will encounter. And to be clear, diverse does not just mean racial diversity. Yes, it includes that, but it also means diversity in region, fluency, physical abilities, income and education levels, religious or cultural background, age, and more. To quote Carissa Merrill, an accessibility consultant and UX designer: “Any group of people is not monolithic. You want a diverse group of people in every sense of the word. Every person cannot be a token representation of an entire demographic of people.”⁶

		 

		As a conversation designer, those diverse testers inform much of your work:

		 

		• Were there any issues with the device or platform? Could everyone log in or set it up?

		 

		• Was the purpose of the interaction clear? Did anyone have misguided expectations?

		 

		• How did the bot’s personality register with different people?

		 

		• Did anyone have trouble comprehending the bot’s prompts—in terms of clarity, jargon, or anything else?

		 

		• Did any people or groups ask for things the bot couldn’t handle?

		 

		• What different sorts of language patterns emerged? Was the interaction particularly difficult for any specific people or groups?

		 

		The classic roadblock to diverse testing pools is that companies shortchange the process, either in timeline or budget. To compensate, the company creates an echo chamber with its own employees as testers, which means the population giving feedback skews toward literate, tech-savvy people. (And for most companies, it also contains a disproportionate number of white males.)

		 

		To recruit diverse testers, look outside the bubble of your company and your network. There are lots of ways to do that: Post on online message boards. Find hashtags on social media used by people in the communities you want to reach. Post flyers in community centers, gyms, libraries, religious institutions, medical buildings, or grocery stores where you’re looking to connect with a specific population. Contact nonprofits or professional organizations who represent the testers you’re looking for. If those methods don’t work, you can hire professional recruiters who specialize in the population you want to connect with.

		 

		And consider, too, how your testing process might leave people out. Do you provide more than one way for people to get in touch with you? For example, if you only have a website that people can go to in order to sign up, you may miss out on people who only have a landline at home. Don’t assume that everyone has a smartphone or computer, reliable internet, headphones, a mic, a camera, or the skills to download special software.

		 

		It takes more planning and effort to get good user feedback. But . . . why would you want bad, unreliable data?

		 

		NOTE HIRING DIVERSE TEAMS

		 

		Inclusivity starts at home. While hiring is an entire book in and of itself, it’s important to note that the same biases that appear in hiring algorithms appear on the human side, too. And the benefits of having a diverse team help broaden the scope of reach and users for a product. Utilize the many resources and diversity consultants to get your team started and help ensure that a better working and more ethical product is at the end of the process.

		

	
		 

		Darkest Timeline

		 

		Most design teams don’t spend any time actively asking questions about what harm could come from the product. If teams did this even a little bit, they could head some things off at the pass. For example, did you hear about the medical advice chatbot that told a patient to kill themselves? Or the Microsoft bot that ingested Reddit content for a day and turned into a distilled racism machine? Or how about when someone threatens to rape a voice assistant, and the assistant fires back a joke? These are obviously some worst-case scenarios. Yet these scenarios all happened, and they clearly weren’t anticipated.

		 

		The basic question, “What could go wrong?” is worth spending time on. There are lots of ways to give that consideration its due. Anthony Dunne and Fiona Raby created the concept of “Critical Design,” a form of speculative design that seeks to “draw attention to a scary possibility in the form of a cautionary tale.” They write in their website’s Critical Design FAQ, “Dark, complex emotions are ignored in design, nearly every other area of culture accepts people are complex, contradictory and even neurotic, but not design, we view people as obedient and predictable users and consumers.”⁷ It’s true that design processes try to break behaviors down into actions or tasks, leaving out emotion and its impact.

		 

		In Design for Real Life, authors Eric Meyer and Sara Wachter-Boettcher recommend the method of assigning a “‘Designated Dissenter’— assigning one person on every team the job of assessing every decision underlying the project, and asking how changes in context or assumptions might subvert those decisions.” They wrote that the dissenter considers “in which contexts might this come off as ridiculous, insensitive, insulting, or just plain hurtful?”⁸ Imagine having someone dedicated to talking with a bot and trying to uncover these pain points—it’s a game-changer.

		 

		 

		 

		CONVERSATION STARTERS

		 

		 

		Uncovering Potential for Harm

		 

		Here are questions to launch your darkest timeline or design-dissenter thinking:

		 

		• How would a person’s ability to speak or listen be impacted by a stressful situation? How would their words, voice, or turn-taking behaviors change?

		 

		• How could a conversation with a thing mislead someone? Hurt their feelings?

		 

		• What could go wrong with someone’s data? How could an error of context cause harm?

		 

		• What goes wrong if someone overhears this conversation, or reads a transcript of it? How might that happen?

		 

		• Who can’t participate in this conversation?

		 

		 

		Meyer and Wachter-Boettcher also recommend “stress testing”: thinking through the experience of a person who is having a horrible day—perhaps they lost a friend, they lost their job, or they’re trying to navigate an emergency. Designer Eva PenzeyMoog uses a version of this stress-testing method, and because she researches domestic violence, she recommends two alternative forms of stress testing: first, through the eyes of an abuser looking to use the technology for control, stalking, surveillance, or to scare their victim. And second, through the perspective of a victim who is trying to understand exactly how the abuse is happening and how to regain control of the device or account. “Once you’ve identified those scenarios, you design solutions against them, just like you would any other design issue that you uncovered in your research,” she said.⁹

		 

		 

		 

		Bot Support

		 

		 

		For an example of a stress case, take Raheem, a chatbot that helps people do something pretty intimidating: report police violence. When people have negative interactions with law enforcement, it can be not just stressful, but also traumatic and scary to come forward—plus, there are restrictive rules to follow. Many departments require filing a report in-person, during business hours, within 90 days. Under those conditions, few people come forward; the U.S. Department of Justice says that fewer than five percent of people who experience police violence report it.

		 

		Designed by the U.S. organization with the same name as the bot, Raheem is a group that aims to end police terror against Black people. The bot patiently gathers information from people about encounters with police, which serves as the basis of a misconduct report. Starting with a bot can be less intimidating than going to a person, and people can take as much time as they need. Then reportees are connected with legal and social resources, and Raheem adds the report to its independent database (see Figure 11.4).
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		FIGURE 11.4

		The Raheem bot walks people through the reporting process so they can get started in a nonintimidating way.

		 

		The bot exists to be a first point of contact in a moment of crisis; its primary use case is a stress case. The team kept this in mind and designed the experience to create a sense of safety, empathy, and transparency.

		 

		 

		These methods aren’t an exercise purely of imagination; they are quite practical. When people are under stress or in danger, it’s not just higher stakes, but a person experiences physiological changes from stress that would impact their ability to have a conversation.

		 

		Teams don’t spend enough time considering that dark timeline, adopting that dissenter mindset, or viewing conversation through a lens of stress.

		 

		Exploring the dark side is useful even for small, simple, or whimsical products. Rebecca once built a voice interaction that helped kids put together a list of stuff they wanted from Santa, and then the kids could get updates as a countdown to Christmas: “Today, Santa’s elves are wrapping all the packages and tying them up with ribbons and bows!” Her team discussed how this could ruin Christmas for kids and families. Could it set false expectations that they’d get everything on their lists? Could it somehow show kids that Santa wasn’t real? What if the interaction broke and a child thought Santa wasn’t coming?

		 

		There’s no situation that’s exempt. No product is too small, or too well-intentioned, to cause harm. The only way to understand it is to spend time considering the worst.

		

	
		 

		Codesign

		 

		Sasha Costanza-Chock’s book, Design Justice, describes the expression “Nothing about us without us”—a concept that emerged from disability activism in the 1990s. The idea is, if you’re making something that impacts a group of people—a product or even a law—the people affected need to be making those decisions. Codesign is a method to do just that. (Costanza-Chock is a leading figure in design justice who writes extensively about how participatory design techniques reverse the power dynamic and give agency back to people.)

		 

		Codesign means that you design with users, rather than for users. You bring the process, and they bring the context, experience, and expertise. You are not simply running things by them in this approach, but giving them the tools to create the solution themselves.

		 

		Codesign pushes back traditional UX processes. The criticism is, it’s not enough to do some interviews or ask someone to click through your product. Here are some of those arguments:

		 

		1. Perhaps traditional UX methods are too cursory, too full of artifice, or too biased to provide any real insight.

		 

		2. Maybe it’s even egotistical or self-centered for a UX researcher to think that after a short amount of time talking with a few people, they know enough to speak on behalf of other people about their needs.

		 

		3. Many companies use testing as an insurance policy. “Hey, we had a blind person try it out, so we did our due diligence.” Or “OK, got training data from a few Black users, so we’re good there.” It’s important to acknowledge how that mindset is tokenizing marginalized groups.

		 

		The underlying issue is, in a typical UX process, the power is concentrated in the hands of the designer (and by extension, the business); the user isn’t empowered in the UX process.

		 

		There are lots of benefits to bringing users into the fold. People often have specific and more accurate ideas of what will work best for them, so the resulting design is more usable to the people who will actually be using your bot. It also helps you create something that is more encompassing of the problem space in a much faster way.

		 

		 

		 

		Your Sphere of Influence

		 

		 

		All the suggestions contained in this chapter can feel like moot points if your team doesn’t have agency to question the process or challenge the powers that be. Hopefully, your company culture supports some level of feedback going up and down the chain. Some workplaces just have rigid, top-down, “do as I say” cultures, and there’s little an employee can do about it. Worse, plenty of tech companies actively punish people who bring up racism, sexism, and other forms of oppression at work.

		 

		While you may not have sway with your company’s or even your department’s leadership, you can try to find a small group of people who care about inclusive design. Building a crew with shared values, where people feel safe to question things, can be a huge source of support. If you’re truly a lone wolf, you can at least empower yourself to ask questions more often.

		 

		(If you have an employer where disempowering people is the norm, or where calling out ethical transgressions threatens your job, we’re sorry. Not everyone is in a position to put their job at risk.)

		 

		Basically, do what you can. You may have more reach than you think. Change has to start somewhere.

		 

		 

		The designer usually acts as a facilitator. Of course, you will still need to apply design thinking and rigor to the work together, particularly around rationale and ensuring that you and your codesigner(s) are designing for the full population and not just their experience.

		 

		As a conversation designer, you have plenty of techniques at your disposal that work really well in codesign workshops.

		 

		• Personality design: Discuss goals and power dynamics with them. Walk people through their ideal bot personality in terms of character traits and tone.

		 

		• Sample scripting: Invite people to write out—or act out—how they think a conversation with a bot should go.

		 

		• Intents: Ask people what they’d expect a bot to help them with. What questions do they want answered?

		 

		• Storyboarding: Have people sketch out a storyboard to understand their ideal interaction. This technique is great for multimodal journeys.

		 

		NOTE COMPENSATION

		 

		Don’t ask for codesign (or user interviews, or usability testing) for free. Even if testers are curious and excited to try something out, you’re taking up their time and mental energy—and sometimes, emotional labor as well, particularly if they are giving you feedback from the perspective of a marginalized group. It’s unethical to take people’s time and labor without compensation.

		 

		Companies potentially stand to make a lot of money from user insights. Even if people are compensated, it’s usually nothing compared to the company’s profit. If you invite people in for codesign, but fail to compensate them, it’s exploitation.

		

	
		 

		The Last Word

		 

		If conversational interfaces can carry human flaws, can they also carry human strengths? We hope so. The best uses of the technology can connect, comfort, make annoying things easier, and perhaps even bring people joy and delight. And though conversation is human, your product does not need to replace the humanity it mimics. Embracing this idea can help you draw a line between what you can do with this technology, and what should be done with it.

		 

		Because each person has a different set of personal history, bias, and ethics, it’s important to talk about these things with your teams on a regular basis as you move together through a project. The point is not to all agree on everything. The point is to listen to one another openly and humbly, in order to ensure that the person who will be using this product is well-served and well-protected. The conversation starters in this chapter will get you started, but designing inclusively is a practice you will build over time.

		 

		Listen, what it boils down to is this: ethics are all of our responsibility, and as a designer, you are a critical voice for users. All of them. Find ways to advocate for inclusivity as best you can, anticipating the worst, and with hope that design can provide something useful, usable, and good for everyone.

		 

		POINT-COUNTERPOINT

		 

		What gives you hope about the future of conversation design?

		 

		 

		DIANA: Don’t tell anyone I said this, but I kind of hate the tech industry—the way it puts technology first and the user second.

		 

		 

		 

		REBECCA: Diana, this is going into our book.

		 

		 

		 

		DIANA: Oh fine. Let it be known: I’m a skeptic. But I am hopeful, too, because in conversation design, I see designers and developers coming together to champion the user-centered approach: “What is the human’s problem and how do we solve this in the most human-friendly way?”

		 

		 

		 

		REBECCA: I see the same movement. There are people leading the charge to question everything about the accepted UX design processes, and who they really serve. And there’s a lot of media attention on racism in algorithms; for example, these problems are publicly visible, and there’s power in that. The real question is, now that we know technology can absolutely be biased and harmful—what are we going to do about it?

		 

		 

		 

		DIANA: Totally. Tech and conversation design are perpetually in rush-to-market mode, and we haven’t really stopped to consider the implications. We’re starting to see some negative consequences, and it’s, rightly, worrying people about what they’re putting out into the world. It’s super-heartening to see the industry collectively asking, “Are we doing the right thing?”

		 

		 

		 

		REBECCA: It is heartening, but it’s time to move from asking that question to acknowledging, “Sometimes we are not doing the right thing.” I’m proud of the way that many conversation designers (and the larger UX world) are confronting these issues. The work is just beginning.

		 

		 

		

		 

		WHAT WE AGREE ON: Factors like race and ethnicity, sex and gender, ability, age, and living situation will have an impact on how people experience the world—and your product. Yes, it’s complex. But conversational interfaces can be the perfect space to confront these ethical issues. Voice and chat technologies are literally built in our image. This technology models us—our language, our brains, our emotions, our treatment of each other—and so it’s effectively a mirror. It forces us to reflect on what it is to be human, and what it is to be a good person. You can’t design conversational interfaces without considering the human condition.

		 

		

		

	
		 

		The Last, Last Word

		 

		Good conversations take a lot of work, don’t they? Whether it’s designing a conversation with a thing or holding conversations with the people around you, we’ll argue again and again that both kinds of effort pay off. Not just because you’ll end up with a better product, but because conversation builds understanding and connection.

		 

		We wrote this book because it’s the one we wanted when we were starting out in our careers. In our fledgling days in the dark, we were trying to figure out not just how to build this stuff and how the technology worked, but also what to do about the ethical issues that we didn’t have the understanding or support to challenge.

		 

		Conversations with things fascinate us—not just for their promise, but for their challenges and potential dangers. If you’ve made it this far, you’ve got the bug, too. You’re the future of the industry, and we welcome you into the fold of making conversational interfaces more useful, inclusive, and human-centered.

		 

		This book is itself the distillation of thousands of conversational pathways. In writing it, we tweeted, video chatted, emailed, and texted dozens of people to involve them in this conversation. We’ve done our best to show you the diversity of voices, methods, and perspectives flowing in and out of conversation design, and it’s time for us to stop talking. It’s your turn now.
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		Dear Reader,

		 

		Thanks very much for purchasing this book. There’s a story behind it and every product we create at Rosenfeld Media.

		 

		Since the early 1990s, I’ve been a User Experience consultant, conference presenter, workshop instructor, and author. (I’m probably best-known for having cowritten Information Architecture for the Web and Beyond.) In each of these roles, I’ve been frustrated by the missed opportunities to apply UX principles and practices.

		 

		I started Rosenfeld Media in 2005 with the goal of publishing books whose design and development showed that a publisher could practice what it preached. Since then, we’ve expanded into producing industryleading conferences and workshops. In all cases, UX has helped us create better, more successful products—just as you would expect. From employing user research to drive the design of our books and conference programs, to working closely with our conference speakers on their talks, to caring deeply about customer service, we practice what we preach every day.

		 

		Please visit  rosenfeldmedia.com to learn more about our conferences, workshops, free communities, and other great resources that we’ve made for you. And send your ideas, suggestions, and concerns my way: louis@rosenfeldmedia.com

		 

		I’d love to hear from you, and I hope you enjoy the book!
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		Lou Rosenfeld, Publisher
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Bot: Howdy ho! Looks like you're new around here. Do
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zaniest moves until I say stop! Do you want to try it?
Kid: YES!

Bot: Alright. I'm going to call out a really silly dance
move, in three... two... one... CHICKEN DANCE! [music
starts] [20 seconds pass] OKAY STOP! Boy, you were
really chicken dancing! Want to keep playing?

Kid: Yes, another one!
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Four questions to ask yourself (and your team)
each time you write something for an interface:
- Does this help users accomplish their task?

- Is this accessible to all users?

- Is this something users want to do?

- Could this be misused?

7:45 AM - May 29, 2019 - Twitter for iPad
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One question we rarely ask about product/design artifacts
(roadmaps, wireframes, etc) is "who is this for?" and
"what do | want to tell them?" Artifacts created without a
purpose in mind beyond “well we should have a roadmap,
right?" are a waste of everyone's time.

8:59 AM - Jan 25,2021 - Twiter Web App
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psst. I'm going to tell you a secret. | long ago learned
that there is no magic bullet. There is no one perfect
process or methodology that ensures success. I'm
sorry, but it's true. Great UX design is a mindset, not
atemplate. It must be adaptable to context.
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One example: humans speak faster than we can type, but
we can read (and visually scan/compare multiple data
points) faster than we can hear. Therefore, a system that
can receive speech as input and return visuals as output
makes a lot of sense in certain scenarios.

1:52 PM - Apr 29, 2019 - Twitter Web Client
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Conversational Interfaces

vul GuI

“Invisible” voice-based Graphical interface is
interface relies on often a screened device.
spoken speech.

Multimodal
VUI + GUI relies on inputs from both interface types.
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Ask Yourself: Is This Working?

This is an obvious question we often miss when we're operating how we think we shouid be
operating, but not in a way that's getting results. We've used these questions to make decisions
large and small, from cancelling a software subscription to increasing work from home flexibility.

« What's the goal of this thing?
« Have we done anything with it?
« Am | usingt?

Is anyone using it?

Dol like it?

« Does anyone like it?

« What good has come of it?

« What bad has come of it?

_
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Vivianne Castillo
@vcastillo630

UXers should be the most comfortable talking about
privilege, racism, homophobia, white supremacy,
xenophobia, etc. because being human-centered
demands moments of grief & discomfort. Failure to do so
reinforces a shallow point of view on the human
experience & encourages apathy.

6:35 PM - Jun 23, 2019 - Twitter Web Client
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Dr Catherine Breslin o
@catherinebuk

Bias gets embedded into technology in lots of ways, e.g.
the

- datasets we construct

- problems we decide to tackle

- priorities we assign to tasks

- opinions we listen to

- metrics we evaluate ourselves by

- view we take of our customers

- business models we choose

5118 PM - Jun 22, 2020 - Twitter for iPhone






OEBPS/Images/image-BLOZIPUR.jpg
-





OEBPS/Images/image-X04SVNMO.jpg
Build

El
5-
«Q

Team
Alignment

Show

Refinement andTll

Usability
Testing






OEBPS/Images/image-HVITH6P0.jpg
Interaction
Goals

Which decision
aligns with our
core goals for the
interaction?

Decision-Making Tools

Character
Traits

Which decision
makes the most
sense for our bot's
personality?

Sample
Scripts

How would the
conversation
sound if we took
approach A? How
about approach B?
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‘Transcript

Subject: Okay, hey Google, can I mix Xanax and melatonin?

Google Assistant: Here's a summary from the website Xanax-wiki.com. Alprazolam
or Xanax is in the list of those drugs that melatonin always interacts with. Both
medications are sedatives. They have found out that there is difference between
Xanax and melatonin yet the drugs reduce even the highest levels of anxiety if they
are consumed together.

Subject: Okay, T got an answer. I can take it together.
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Replying to @idebett

‘We absolutely cannot let “Move fast and break things”
turn into “Move fast and kill people”

One product manager’s, “if we made the button bigger,
would more people click it?" can have dire consequences
when a patient no longer notices other critical info on a
screen.

7:39 AM - Feb 6, 2020 - Twitter for iPhone
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Nick Finck
@nickf

Bad product leadership: Here is something we want you
to design.

Good product leadership: We believe there is a problem
with X, so we want you to figure out how to address it.

Great product leadership: Help us understand what our
customer's problems are & how to address them.

2:07PM - Jul 13, 2020 - Twitter Web App
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Pavel A. Samsonov
@PavelASamsonov
No design artifact - a mockup, a prototype, a case
study - can serve as a stand-in for a conversation.
They are tools that make your conversations more

powerful, but a force multiplier of any magnitude is
wasted if the base value is zero.

8:03 AM - Dec 23, 2019 - Twitter Web App
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Lisa deBettencourt .\
@Idebett

Tech is obsessed with the experimental learning model:
Learn by trying. But there are other, less destructive,
less wasteful, and more informative ways to learn too.
Learn by asking & listening

Learn by watching

Learn by reading literature

Learn by talking to experts

7:39 AM - Feb 6, 2020 - Twitter for iPhone






OEBPS/Images/image-AT2T4A2P.jpg
Prototypmg

Personality Wizard of Table
Testing 0z Testing Reads
Training Data Audio
‘Generation Mockups

Cickable
Interactive
Prototypes






