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Chapter 1. Introduction



A note for Early Release readers

With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the first chapter of the final book. Please note that the GitHub repo will be made active later on.


If you have comments about how we might improve the content and/or examples in this book, or if you notice missing material within this chapter, please reach out to the author at buildingmlpipelines@gmail.com.




Everybody’s talking about machine learning. It’s moved from an academic discipline to one of the most exciting technologies around. From understanding video feeds in self-driving cars to personalizing medications, it’s becoming important in every industry. While the model archictectures and concepts have received a lot of attention, machine learning is yet to go through the standardization of process that the software industry experienced in the last decade. In this book, we’d like to show you how to build a standardized machine learning system that is automated and reproducible.


In this first chapter, we will outline all the steps that go into building a machine learning pipeline. We’ll explain what needs to happen to move your machine learning model from an experiment to a robust production system. We will lay the groundwork for the full book by introducing the individual chapters. We’ll also introduce our example project that we will use throughout the rest of the book to demonstrate the principles we describe.








What Are Machine Learning Pipelines?


During the last few years, the developments in the field of machine learning have been astonishing. With the broad availability of Graphical Processing Units (GPUs) and the developments of new deep learning concepts like Transformers (such as BERT), or Generative Adversarial Networks (such as DCGANs), the number of AI projects has skyrocketed. The number of AI startups is enormous. Corporations are applying the latest machine learning concepts to all kinds of business problems. In this rush for the most performant machine learning solution, we observed a few things that have received less attention. We saw that data scientists and machine learning engineers are lacking good sources of information for concepts and tools to accelerate, reuse, manage and deploy their developments. What is needed is the standardization of machine learning pipelines.


Our intention with this book is to contribute to the standardization of machine learning projects by walking the readers through an entire machine learning pipeline, end-to-end.


Machine learning pipelines are processes to accelerate, reuse, manage and deploy machine learning models. Software engineering went through the same changes a decade or so ago with the introduction of Continuous Integration (CI) and Continuous Deployment (CD). Back in the day, it was a lengthy process to test and deploy a web app. These days, these processes have been greatly simplified by a few tools and concepts. Previously, the deployment of web apps required collaboration between a DevOps engineer and the software developer. Today, the app can be tested and deployed reliably in a matter of minutes. Data scientists and machine learning engineers can learn a lot about workflows from software engineering.


From our personal experience, most data science projects that aim to deploy models into production do not have the luxury of a large team. This makes it difficult to build an entire pipeline in-house from scratch. It may mean that machine learning projects turn into one-off efforts where performance degrades after time, the data scientist spends much of their time fixing errors when the underlying data changes, or the model is not used widely. An automated, reproducible pipeline reduces the effort required to deploy a model. The pipeline should include processes that:



	
Version your data effectively and kick off a new model training run



	
Efficiently pre-process data for your model training and validation



	
Version control your model checkpoints during training



	
Track your model training experiments



	
Analyze and validate the trained and tuned models



	
Deploy the validated model



	
Scale the deployed model



	
Capture new training data and model performance metrics with feedback loops






The list left out one important point: the training and tuning of the model. We assume that you already have a good working knowledge of that step. If you are getting started with machine or deep learning, these O’Reilly publications are a great starting point to familiarize yourself with machine learning:



	
Fundamentals of Deep Learning: Designing Next-Generation Machine Intelligence Algorithms 1st Edition
by Nikhil Buduma, Nicholas Locascio



	
Hands-On Machine Learning with Scikit-Learn, Keras & TensorFlow: Concepts, Tools, and Techniques to Build Intelligent Systems 2nd Edition
by Aurélien Géron





















Who is this book for?


The primary audience for the book is data scientists and machine learning engineers who want to go beyond training a one-off machine learning model and who want to successfully productize their data science projects. You should be comfortable with the basic machine learning concepts and familiar with at least one machine learning framework (e.g. PyTorch, TensorFlow, Keras). The examples in this book are based on TF and Keras, but the core concepts can be applied to any framework.


A secondary audience for this book is managers of data science projects, software developers or DevOps engineers who want to enable their organization to accelerate their data science projects. If you are interested in better understanding automated machine learning life cycles and how it can benefit your organization, the next chapters will introduce a toolchain to achieve exactly that.

















Why Machine Learning Pipelines?


The key benefit of machine learning pipelines lies in the automation of the model life cycle steps. When new training data becomes available,a workflow which includes the data validation, preprocessing, model training, analysis and deployment should be triggered. We observed too many data science teams manually going through these steps, which is costly and also a source for errors.












Focus on new models, not maintaining existing models


Machine learning pipelines will free up data scientists from maintaining existing models. We have observed too many data scientists spending their days on keeping previously developed models up-to-date. They run scripts manually to preprocess their training data, they write one-off deployment scripts or manually tune their models. The time spent on these activities could be used to develop completely new models. The data scientists could solve or automate more business problems instead of keeping existing solutions up-to-date.

















Manual pipelines don’t scale


Imagine a data scientist takes six weeks to develop a model and is then asked to update the newly developed model every two weeks. If it takes the data scientist one or two days to update the model, soon she/he will be completely busy just maintaining previous work rather than engaging in new challenging work. Automated pipelines allow the data scientists to develop new models, the fun part of their job. Ultimately, this will lead to higher job satisfaction and retention in a competitive job market.

















Automated pipelines prevent bugs


Automated pipelines can prevent bugs. As we will see in the later chapters, newly created models will be tied to a set of versioned data and the preprocessing steps will be tied to the developed model. That means that if new data is collected, a new model will be generated. If the preprocessing steps are updated, the training data will become invalid and a new model will be generated. In manual machine learning workflows, a common source for bugs is a change in the preprocessing step after a model was trained. In that case, we would deploy a model with different processing instructions than we trained the model with. These bugs might be really difficult to debug since an inference of the model is still possible, but simply incorrect. With automated workflows, these errors can be prevented.

















Useful paper trail


The experiment tracking and the model release management generates a paper trail of the model changes. The experiment tracking will keep track of the changes to the model’s hyperparameters, the used data sets and the resulting model metrics (e.g. loss or accuracy). The model release management will keep track of which model was ultimately selected and deployed. This paper trail is especially valuable if the data science team needs to recreate a model or track the model performance.

















The business case for pipelines


The implementation of automated machine learning pipelines will lead to two impacts for a data science team:



	
Faster development time for new models



	
Simpler processes to update existing models






Both aspects will reduce the costs of data science projects. But furthermore, automated machine learning pipelines will:



	
Help detect potential biases in the data sets or in the trained models. Spotting biases can prevent harm to people who interact with the model, for example Amazon’s machine learning powered resume screener that was found to be biased against women 1



	
The paper trail created by the experiment tracking and the model release management will assist if questions around the General Data Protection Regulation (GDPR) compliance arise.



	
The automation of the model updates will free up development time for data scientists and increase their job satisfaction.


























When should you think about Machine Learning Pipelines?


Machine learning pipelines provide a variety of advantages, but not every data science project needs a pipeline. Sometimes data scientists simply want to experiment with a new model, investigate a new model architecture or reproduce a recent publication. Pipelines wouldn’t be useful for these use cases. However, as soon as a model has users, e.g., it is being used in an app, it will require continuous updates and fine-tuning. In these situations, we are back in the scenarios we discussed earlier about continuously updating models and reducing the burden of these tasks from the data scientists.

















Overview of Machine Learning Pipelines


A machine learning pipeline starts with the collection of new training data and ends with receiving some kind of feedback on how your newly trained model is performing. This feedback can be a production performance metric, or feedback from users of your product. The pipeline includes a variety of steps including data pre-processing, model training and model analysis as well as the deployment of the model. You can imagine that stepping through these steps manually is cumbersome and very error-prone. In the course of this book, we will introduce tools and solutions to automate your model life cycle.



[image: Model Life Cycle]
Figure 1-1. Model Life Cycle




As you can see in Figure 1-1, the pipeline is actually a recurring cycle. Data can be continuously collected and therefore machine learning models can be updated. More data generally means improved models. And because of this constant influx of data, automation is key. In real-world applications, you want to re-train your models frequently. If this is a manual process, where it is necessary to manually validate the new training data or analyze the updated models, a data scientist or machine learning engineer would have no time to develop new models for entirely different business problems.


A model life cycle commonly includes:










Data Ingestion and Data Versioning


Data ingestion is the beginning of every model life cycle. In this pipeline step we process the data into a format which the following pipeline components can digest. The data ingestion step does not perform any feature engineering (this happens after the data validation step). It is also a good moment to version the incoming data, in order to connect a data snapshot with the trained model at the end of the pipeline.

















Data Validation


Before training a new model version, we need to validate the new data. Data validation focusses on checking the statistics of the new data and alerting the data scientist if any abnormalities are detected. For example, if you are training a binary classification model, your training data could contain 50% of class A samples and 50% of class B samples. Data validation tools provide alerts if the split between those classes changes, where perhaps the newly collected data is split 70/30 between the two classes. If a model is being trained with such an imbalanced training set and the data scientist hasn’t adjusted the model’s loss function, or over/under sampled category A or B, the model predictions could be biased towards the dominant category.


Common data validation tools will also allow you to compare different datasets. If you have a data set with a dominant label and you split the data set into a training and validation set, you need to make sure that the label split is roughly the same between the two data sets. Data validation tools will allow you to compare data sets and highlight abnormalities.


If the validation highlights anything out of the ordinary, the life cycle can be stopped here and the data scientist can be alerted. If a shift in the data is detected, the data scientist or the machine learning engineer can either change the sampling of the individual label samples (e.g. only pick the same number of label samples) or change the model’s loss function, kick off a new model build pipeline and restart the life cycle.

















Data Preprocessing


It is highly likely that you can not use your freshly collected data and train your machine learning model directly. In almost all cases, you will need to preprocess the data to use it for your training runs. Labels often need to be converted to one or multi-hot vectors. The same applies to the model inputs. If you train a model from text data, you want to convert the characters of the text to indices or the text tokens to word vectors. Since the preprocessing is only required prior to the model training and not with every training epoch, it makes the most sense to run the preprocessing in its own life cycle step before training the model.


A variety of tools have been developed to process data efficiently and fast. The list of possible solutions is endless and can range from a simple Python script to elaborate graph models. While most data scientists focus on the processing capabilities of the preferred tools, it is also important that modifications of the preprocessing steps can be linked to the processed data and vice versa. That means if someone modifies a processing step (e.g. allowing an additional label in a one-hot vector conversion), the previous training data should become invalid and force an update of the entire pipeline.

















Model Training and Tuning


The model training step is the core of the machine learning pipeline. In this step, we train a model to take inputs and predict an output with the lowest error possible. With larger models and especially with large training sets, this step can quickly become difficult to manage. Since memory is generally a finite resource for our computations, the efficient distribution of the model training is crucial.


Model tuning has seen a great deal of attention lately because it can yield significant performance improvements and can provide a competitive edge. In the earlier step of the model training, we assumed that we would do one training run. But how could we pick the most optimal model architecture or hyperparameters in only one run? Impossible! That is where model tuning comes in. With today’s DevOps tools, we can replicate machine models and their training setups effortlessly. This gives us the opportunity to spin up a large number of models in parallel or in a sequence (depending on the optimization method) and train the model in all the different configurations we would like to tune the model for.


During the model tuning step, the training of the machine learning models with different hyperparameters, e.g. the model’s learning rate, or the number of network layers, can be automated. The tuning tool will pick a set of parameters from a list of parameter suggestions. The choice of the parameter values can either be based on a grid search where we would sweep over all combinations of parameters, or based on more probabilistic approaches where we can try to estimate the best, next set of parameters to train the model with. Tuning tools will set up the model training runs, similar to the training runs we have performed in the earlier training step. The tool will just allow us to perform the training at a larger scale and fully automated. At the same time, every training run will report all training parameters and its evaluation metrics back to the experiment tracking tool, so that we can review the model performance holistically.

















Model Analysis


Generally, we would use the accuracy or the loss to determine the optimal set of model parameters. But once we have settled on the final version of the model, it’s extremely useful to carry out a more in-depth analysis of the model’s performance. This may include calculating other metrics such as precision, recall and AUC, or calculating performance on a larger dataset than the validation set used in training.


Another reason for an in-depth model analysis is to check that the model’s predictions are fair. It’s impossible to tell how the model will perform for different groups of users unless the dataset is sliced and the performance is calculated on each slice. We can also investigate the model’s dependence on features used in training, and explore how the model’s predictions would change if we change the features of a single training example.


Similar to the model tuning step and the final selection of the best performing model, this workflow step requires a review by a data scientist. However, we will demonstrate how the entire analysis can be automated and only the final review is done by a human. The automation will keep the analysis of the models consistent and comparable against other analyses.

















Model Versioning


The purpose of the model versioning and validation step is to keep track of which model, set of hyperparameters and data sets have been selected as the next version of the model.


Semantic versioning in software engineering requires you to increase the major version number when you make an incompatible change in your API, otherwise, you would increase the minor version number. Model release management has another degree of freedom: the dataset. There are situations, where you can achieve a significantly different model performance without changing a single model parameter or architecture description, but by providing significantly more data for the training process. Well, does that performance increase warrant a major version upgrade?


While the answer to this question might be different for every data science team, it is essential to document all inputs to a new model version (hyperparameters, data sets, architecture) and track them as part of this release step.

















Model Deployment


Once you have trained, tuned and analyzed your model, it is ready for prime time. Unfortunately, too many models are deployed with one-off implementations, which makes updating models a brittle process.


Some model servers which allow efficient deployments have been open-sourced in the last few years. Modern model servers allow you to deploy your models without writing web app code. Often they provide you with multiple API interfaces like Representational State Transfer (REST) or Remote Procedure Call (RPC) protocols and allow you to host multiple versions of the same model simultaneously. Hosting multiple versions are the same time will allow you to run A/B tests on your models and provide valuable feedback about your model improvements.


Model servers also allow you to update the model version without redeploying your application, which will reduce your application’s downtime and reduce the communication between the application development and the machine learning teams.

















Feedback Loops


The last step of the machine learning life cycle is often forgotten, but it is crucial to the success of data science projects. We need to close the loop and measure the effectiveness and performance of the newly deployed model.


During this step, we can capture valuable information about the performance of the model and capture new training data to increase our data sets to update our model and create a new version.


With the capturing of the data, we can close the loop of the life cycle. Besides the two manual review steps, we can automate the entire life cycle. Data scientists should be able to focus on the development of new models, not on updating and maintaining existing models.

















Data Privacy


At the time of writing, data privacy considerations sit outside the standard model life cycle. We expect this to change in the future as consumer concerns grow over the use of their data and new laws are brought in to restrict the usage of personal data. This will lead to the integration of privacy-preserving methods for machine learning into tools for building pipelines.


Several current options for increasing privacy in machine learning models are discussed in this book:



	
differential privacy, which provides a mathematical guarantee that model predictions do not expose a user’s data



	
federated learning, where the raw data does not leave a user’s device.



	
encrypted machine learning, where either the training data, the model or both can be hidden,




























Overview of the Chapters


In the subsequent chapters, we will introduce specific steps for building machine learning pipelines and demonstrate how these work with an example project.


Chapter 2: Pipeline Orchestration provides an overview of how to orchestrate your machine learkning pipelines. We introduce three common tools for the orchestration of pipeline tasks: Apache Beam, Apache Airflow and Kubeflow Pipelines.


Chapter 3: Machine Learning Engineering with TensorFlow Extended introduces the Tensorflow Extended (TFX) ecosystem, explains how tasks communicate with each other, and how TFX components work internally. We also take a look at the ML Metadata Store and how it is used in the context of TFX.


Chapter 4: Data Ingestion discusses how get data into our pipelines in a consistent way, and also discusses the concept of data versioning.


Chapter 5: Data Validation explains how the data that flows into your pipeline can be validated efficiently, using TensorFlow Data Validation. This will alert you if the new data changes substantially from previous data in a way that may affect your model’s performance.


Chapter 6: Data Preprocessing focusses on the preprocessing of the data (the feature engineering), using TensorFlow Transform to convert from raw data to features suitable for training a machine learning model.


Chapter 7: Model Training discusses how you can train models within machine learning pipelines. In this chapter, we also explain the concept of model tuning.


Chapter 8: Model Analysis & Validation introduces useful metrics for understanding your model in production, including those that may allow you to uncover biases in the model’s predictions. The section on Model Validation explains how to control the versioning of your model when a new version improves on one of the metrics, using the Model Validator component of TensorFlow Extended. The model in the pipeline can be automatically updated to the new version.


Chapter 9: Model Deployments focusses on how to deploy your machine learning model efficiently. Starting off with a simple Flask implementation, we highlight the limitations of such custom model applications. We will introduce TensorFlow Serving and how to configure your serving instances. We also highlight its batching functionality and guide you through the setup of clients for requesting model predictions.


Chapter 10: Advanced Model Deployments discusses how to optimize your model deployments and how to monitor them. We discuss strategies for optimizing your TensorFlow models to increase your performance. We also guide you through a basic deployment setup with Kubernetes.


Chapter 11: Advanced TFX introduces the concept of custom components for your machine learning pipelines, so that you aren’t limited by the standard components in TFX. Whether you want to add extra data ingestion steps, or convert your exported models to TFLite, we will guide your through the necessary steps for creating such components.


Chapter 12: Example Pipelines connects all the dots from the previous chapters. We discuss how you can turn your components into pipelines and how you’ll need to configure them for your orchestration platform of your choice. In this chapter, we guide you through an entire end-to-end pipeline running on Apache Airflow and Kubeflow pipelines.


Chapter 13: Feedback Loops discusses how to turn your model pipeline into a cycle that can be improved by feedback from users of the final product. We’ll discuss what type of data to capture to improve the model for future versions, and how to feed that data back into the pipeline.


Chapter 14: Data Privacy for Machine Learning introduces the rapidly changing field of privacy-preserving machine learning and discusses three important methods for this: differential privacy, federated learning and encrypted machine learning.


Chapter 15: Next Steps provides an outlook of technologies which will have an impact on future machine learning pipelines and how we think about machine learning engineering in the years to come.


Appendix: Introduction to infrastructure for machine learning gives a brief introduction to Docker and Kubernetes.

















Our Example Project


To follow along with the chapters, we have created an example project using open source data. The dataset is a collection of consumer complaints about financial products in the US, and it contains a mixture of structured data (categorical/numeric data) and unstructured data (text).


The machine learning problem is: given data about the complaint, predict whether the complaint was disputed by the consumer. In this dataset, 16% of complaints are disputed, so the dataset is not balanced.


If you are interested in following our demo project, please visit buildingmlpipelines.com to receive notifications about the release of the demo project.










Project Structure


Our demo project contains examples for Kubeflow and Airflow pipelines, a folder with all the code for common components (e.g. the model definition), a folder with useful utility functionality and an example of an machine learning experiment which is the starting point for the pipeline discussion.


├── components
│   └── model.py
├── interactive-pipeline
│   └── README.md
├── pre-experiment-pipeline
│   └── keras_experiment.ipynb
├── kubeflow-pipeline
│   └── ...
├── airflow-pipeline
│   └── ...
└── utils
    └── download_dataset.py


In the following chapters we will guide you through the necessary steps to turn the example machine learning experiment, in our case a Jupyter notebook with a Keras model architecture, into a complete end-to-end machine learning pipeline.

















Downloading the Dataset


The dataset can be found on  kaggle.com.


For easier access to the data sets, we have provided a download script. Once you have cloned the git repository, you can retrieve the first data set by executing


Example 1-1. 


$ ./utils/download_dataset.py


















Our Machine Learning Model


The core of our example deep learning example is the model generated by the function get_model in the components.model module. The model features takes various attributes as inputs, e.g., the name of the banking product, the state and zip code of the customer or the compaint message, and predicts whether the customer service response will be disputed.


Our demo model is a hypothetical implementation and can probably be optimized and simplified in terms of its model architecture. But it showcases the common ingredients of many deep learning models: applying transfer learning to some layers, convolutional layers and also dense layers.


Example 1-2. 


def get_model(show_summary=True):
    # one-hot categorical features
    num_products = 11
    num_company_responses = 6
    num_timely_responses = 2

    input_product = tf.keras.Input(shape=(num_products,), name="product_xf")
    input_company_response = tf.keras.Input(shape=(num_company_responses,), name="company_response_xf")
    input_timely_response = tf.keras.Input(shape=(num_timely_responses,), name="timely_response_xf")

    # categorical features
    input_sub_product = tf.keras.Input(shape=(1,), name="sub_product_xf")
    input_state = tf.keras.Input(shape=(1,), name="state_xf")
    input_zip_code = tf.keras.Input(shape=(1,), name="zip_code_xf")

    # text features
    module_url = "https://tfhub.dev/google/nnlm-en-dim128/2"
    embed = hub.KerasLayer(module_url)
    input_issue = tf.keras.Input(shape=(1,), name="issue_xf", dtype=tf.string)
    input_sub_issue = tf.keras.Input(shape=(1,), name="sub_issue_xf", dtype=tf.string)
    input_company_name = tf.keras.Input(shape=(1,), name="company_xf", dtype=tf.string)

    def cnn_layers(x):
        reshaped_x = tf.reshape(x, [-1])
        embedded_x = embed(reshaped_x)
        conv_x = tf.keras.layers.Reshape((1, 128), input_shape=(128,))(embedded_x)
        conv_x = tf.keras.layers.Conv1D(32, 1, activation='relu')(conv_x)
        conv_x = tf.keras.layers.GlobalMaxPooling1D()(conv_x)
        conv_x = tf.keras.layers.Dense(10, activation='relu')(conv_x)
        return conv_x

    x0 = input_product
    x7 = input_company_response
    x8 = input_timely_response

    # convert to embeddings
    x1 = tf.keras.layers.Embedding(60, 5)(input_sub_product)
    x1 = tf.keras.layers.Reshape((5, ), input_shape=(1, 5))(x1)

    x4 = tf.keras.layers.Embedding(60, 5)(input_state)
    x4 = tf.keras.layers.Reshape((5, ), input_shape=(1, 5))(x4)

    x5 = tf.keras.layers.Embedding(10000, 5)(input_zip_code)
    x5 = tf.keras.layers.Reshape((5, ), input_shape=(1, 5))(x5)

    x_feed_forward = tf.keras.layers.concatenate(
        [x0, x1, x4, x5, x7, x8])

    x = tf.keras.layers.Dense(100, activation='relu')(x_feed_forward)
    x = tf.keras.layers.Dense(50, activation='relu')(x)
    x = tf.keras.layers.Dense(10, activation='relu')(x)

    conv_issue = cnn_layers(input_issue)
    conv_sub_issue = cnn_layers(input_sub_issue)
    conv_company = cnn_layers(input_company_name)

    x = tf.keras.layers.concatenate([x, conv_company, conv_issue, conv_sub_issue])
    x = tf.keras.layers.Dense(10, activation='relu')(x)
    output = tf.keras.layers.Dense(1, activation='sigmoid')(x)

    _inputs = [input_product, input_company_response, input_timely_response,
              input_sub_product, input_state, input_zip_code,
              input_issue, input_sub_issue, input_company_name]

    keras_model = tf.keras.models.Model(_inputs, output)
    keras_model.compile(optimizer='rmsprop',
                     loss='binary_crossentropy',  # categorical_crossentropy
                     metrics=[
                         'accuracy', tf.keras.metrics.TruePositives(),
                         tf.keras.metrics.TrueNegatives(), tf.keras.metrics.FalsePositives(),
                         tf.keras.metrics.FalseNegatives()]
                        )
    if show_summary:
        keras_model.summary()

    return keras_model




[image: Plot]
Figure 1-2. Keras model




For the purpose of building the machine learning pipeline, we assume that the model architecture design is done and we won’t modify the model.


If you have any questions regarding the model itself, feel free to connect with us via Github.

















Goal of the Example Project


Over the course of this book, we will implement the necessary frameworks, components and infrastructure elements to continouosly train our example machine learning model. We will implement the stack in the architecture diagram shown in the following figure.



[image: ML Pipeline Architecture for our Example Project]
Figure 1-3. ML Pipeline Architecture for our Example Project




We have tried to implement a generic machine learning problem which can easily being replaced with your specific machine learning problem. The structure and the basic setup of the machine learning pipeline remains the same and can be transfered to your use case. Each component will require some customization (e.g., where to ingest the data from), but as we will discuss in the following chapters, the customization will be limited.
























Summary


In this chapter, we have introduced the concept of machine learning pipelines and explained the individual steps. We have explained the benefits of automating this process. In addition, we have set the stage of the following chapters with a brief outline of every chapter and an introduction of our example project. In the next chapter we will start building our pipeline!










1 Reuters article, October 9th, 2018  [Link to Come]







  
Chapter 2. Pipeline Orchestration



A note for Early Release readers

With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the second chapter of the final book. Please note that the GitHub repo will be made active later on.


If you have comments about how we might improve the content and/or examples in this book, or if you notice missing material within this chapter, please reach out to the author at buildingmlpipelines@gmail.com.




We discussed in Chapter 1 how machine learning pipelines consist of multiple steps (data validation, data preprocessing, model training and so on). The correct execution sequence of the tasks is essential for successful completion. Also, the output of each step, e.g. the data preprocessing, needs to be captured and used as inputs for the following tasks.



[image: Pipeline Orchestration as part of ML Pipelines]
Figure 2-1. Pipeline Orchestration as part of ML Pipelines




While data pipeline tools coordinate the machine learning pipeline steps, pipeline artifact stores like the TensorFlow ML Meta Data Store capture the outputs of the individual processes. In this chapter we will introduce pipeline tools to coordinate the machine learning pipelines. In the following chapter, we will provide an overview of TensorFlow’s MetaData Store and look behind the scenes of TensorFlow Extended and its pipeline components.


This chapter serves as an introduction to the pipeline tools. We highly recommend a deep dive into the setup of the workflow management tool of your choice if you plan to run the tool in a production environment.








Why Pipeline Orchestration


In 2014, a group of machine learning engineers at Google concluded that one of the reasons why machine learning projects fail is that most projects come with custom code to bridge the gap between machine learning pipeline steps. Project-specific scripts, often written in bash or Python, get the job of data science pipelines done. However, the scripts don’t transfer easily from one project to the next. The researchers summarized their findings in the frequently cited NeurIPS paper Machine Learning: The High Interest Credit Card of Technical Debt 1. The authors argue in this paper that the glue code between the pipeline steps is often brittle and custom scripts don’t scale beyond the specific cases.


Over time, tools like Apache Beam, Apache Airflow or Kubeflow Pipelines have emerged to abstract the glue code and to connect the pipeline steps easily. As we will discover in the following chapters, both tools allow you to manage your pipeline process, e.g. by restarting partially run pipelines.


While it might seem cumbersome at first to learn a new tool (e.g. Apache Beam or Airflow), a new framework (e.g. Kubeflow) and set up an additional machine learning infrastructure (e.g. Kubernetes), the time investment will pay off very soon. By not adopting standardized machine learning pipelines, data science teams will face unique project setups, arbitrary log file locations, unique debugging steps, etc. The list of complications can be endless.


At the same time, standardized machine learning pipelines also improve the experience of the data science team. Due to the standardized setups, data scientists can be on-boarded quickly or move across teams and find the same development environments. Therefore, the time investment of setting up machine learning pipelines can lead to an improved retention rate.

















Directed Acyclic Graphs


Pipeline tools like Apache Beam, Apache Airflow, and Kubeflow manage the flow of tasks through a graph representation of the task dependencies.



[image: DAG]
Figure 2-2. Example Directed Acyclic Graph




As the example graph in [Link to Come] shows, the pipeline steps are directed. That means that a pipeline starts with a task A and ends with a task E. This guarantees that the path of execution is clearly defined by the tasks’ dependencies. Directed graphs avoid situations where some tasks would start up without all dependencies fully computed. Since we know that we have to preprocess our training data before training a model, the representation as a directed graph prevents the training task from being executed before the preprocessing step is completed.


Pipeline graphs also have to be acyclic, meaning that a graph isn’t linking to a previously completed task. This would mean that the pipeline could run endlessly and therefore wouldn’t be able to finish the workflow.


Because of the two conditions, pipeline graphs are called Directed Acyclic Graphs and often shortened to DAGs. You will discover DAGs are a central concept behind most workflow tools.

















Machine Learning Pipelines with Apache Beam


The origins of the Apache Beam concepts can be traced back to the original MapReduce implementation around 2004 2. The initial implementation by Jeff Dean and Sanjay Ghemawat kick-started an entire ecosystem of tools for distributed data processing of large data sets.  Since the initial MapReduce release, various data processing tools, e.g., Hadoop, Hive or Spark, emerged. With the growing number of available tools, the need for a vendor-independent abstraction layer grew, and Apache Beam was created.


Apache Beam offers you an open-source, vendor-agnostic way of describing data processing steps which then can be executed on the various environments. Since it is incredibly versatile, Apache Beam can be used to describe data pipelines. In fact, TensorFlow Extended relies on Apache Beam and uses it under the hood for a variety of components, e.g. TensorFlow Transform or TensorFlow Data Validation. We will discuss the specific use of Apache Beam in the TensorFlow Extended ecosystem in the related chapters, e.g. when we talk about TensorFlow Data Validation Chapter 5 and TensorFlow Transform [Link to Come].


TensorFlow Extended released its own pipeline operator for Apache Beam. With this release, which we will discuss in the following chapters, you can orchestrate your machine learning pipeline with Apache Beam alone and without the requirements of Apache Airflow or Kubeflow. At the end of this chapter, we will discuss the advantages and disadvantages of each operator for orchestrating your pipelines.


While Apache Beam abstracts the data processing logic from its supporting runtime tools, it can be executed on multiple distributed processing runtime environments. That means that you can run the same data pipeline on Apache Spark or Google Cloud DataFlow without a single change in the pipeline description. Also, Apache Beam also was not just developed to describe batch processes, but it is designed to support streaming operations seamlessly.










Setup


The installation of Apache Beam is straight forward. You can install the latest version with


$ pip install apache-beam


If you plan to use Apache Beam in the context of Google Cloud Platform, e.g. if you want to process data from Google BigQuery or run our data pipelines on Google Cloud Dataflow (as described in [Link to Come]), you should install Apache Beam as follows


pip install apache-beam[gcp]


If you install TensorFlow Extended with the Python Package manager pip, Apache Beam will be automatically installed.

















Basic Pipeline


Apache Beam’s abstraction is based on two concepts: Collections and Transformations. On the one hand, Beam’s collections describe operations where data is being read or written for or to a given file or stream. On the other hand, Beam’s Transformations describe ways to manipulate the data. These data manipulations are usually chained, noted in the code examples later by the piping operator |. All collections and transformations are executed in the context of a pipeline (in Python expressed through the context manager command with). When we define our collections or transformations in our following example, no data is actually being loaded or transformed. That only happens when the pipeline is executed in the context of the runtime environment, e.g. Apache Beam’s DirectRunner, Apache Spark, or Google Cloud Dataflow.












Basic Collection Example


Data pipelines usually start and end with data being read or written, which is handled in Apache Beam through collections, often called PCollections. The collections are then transformed, and the final result can be expressed as a collection again and written to a file system.


The following example shows how to read a text file and return all lines of the text file.


with beam.Pipeline(options=pipeline_options) as p: [image: 1]
    lines = p | ReadFromText(input_file) [image: 2]


	[image: 1]

	Context manager to define the pipeline


	[image: 2]

	Reads the text into a PCollection





Similar to the ReadFromText operation, Apache Beam provides functions to write collections to a text file, e.g. WriteToText. The write operation is usually performed after all transformations have been executed.


with beam.Pipeline(options=pipeline_options) as p:

    ...
    output | WriteToText(output_file) [image: 1]


	[image: 1]

	Writes the output to the file output_file




















Basic Transformation Example


In Apache Beam, data is manipulated through transformations. As we see in this example and later in [Link to Come], the transformations can be chained by using the pipe operator |. If you chain multiple transformations, you have to provide a name for the operation, noted by the string identifier between the pipe operator and the right-angle brackets.


In the following example, we apply all transformations sequentially on our lines extracted from the text file. First, the lines are split into tokens by applying a regular expression to obtain all characters from each line. re.findall returns a list of all results, therefore all results are flattened to return a single list per line. The second transformation creates a tuple out of every token and the count 1. The final transformation then sums up all individual tuples for each token.


counts = (
    lines
    | 'Split' >> (beam.FlatMap(lambda x: re.findall(r'[A-Za-z\']+', x)) [image: 1]
                    .with_output_types(unicode))
    | 'PairWithOne' >> beam.Map(lambda x: (x, 1)) [image: 2]
    | 'GroupAndSum' >> beam.CombinePerKey(sum)) [image: 3]


	[image: 1]

	Splits lines into tokens


	[image: 2]

	Creates tuples for each token


	[image: 3]

	Sums up the individual tokens





You can also apply Python functions as part of a transformation. The following example shows how the function format_result is applied to earlier produced summation results. The function converts the result tuples into a string which then can be written to a text file.


def format_result(word_count):
    """Convert tuples (token, count) into a string"""
    (word, count) = word_count
    return '%s: %s' % (word, count)

output = counts | 'Format' >> beam.Map(format_result)


Apache Beam provides a variety of predefined transformations. However, if your preferred operation isn’t available, you can write your own transformations by using the Map operators. Just keep in mind that the operations should be able to run in a distributed way to fully take advantage of the capabilities of the runtime environments.

















Putting it all together


After discussing the individual concepts of Apache Beam’s pipelines, let’s put all concepts together into one example. The previous snippets and following examples are a modified version of the Apache Beam introduction 3. For readability, the example has been reduced to the bare minimum Apache Beam code.


import re

from past.builtins import unicode

import apache_beam as beam
from apache_beam.io import ReadFromText
from apache_beam.io import WriteToText
from apache_beam.options.pipeline_options import PipelineOptions
from apache_beam.options.pipeline_options import SetupOptions

input_file = "gs://dataflow-samples/shakespeare/kinglear.txt"
output_file = "/tmp/output.txt"

pipeline_options = PipelineOptions()
pipeline_options.view_as(SetupOptions).save_main_session = True

with beam.Pipeline(options=pipeline_options) as p: [image: 1]

    # Read the text file[pattern] into a PCollection.
    lines = p | ReadFromText(input_file) [image: 2]

    # Count the occurrences of each word.
    counts = ( [image: 3]
        lines
        | 'Split' >> (beam.FlatMap(lambda x: re.findall(r'[A-Za-z\']+', x))
                      .with_output_types(unicode))
        | 'PairWithOne' >> beam.Map(lambda x: (x, 1))
        | 'GroupAndSum' >> beam.CombinePerKey(sum))

    # Format the counts into a PCollection of strings.
    def format_result(word_count):
        (word, count) = word_count
        return '%s: %s' % (word, count)

    output = counts | 'Format' >> beam.Map(format_result)

    # Write the output using a "Write" transform that has side effects.
    output | WriteToText(output_file)


	[image: 1]

	Setup the Apache Beam pipeline


	[image: 2]

	Create a data collection by reading the text file


	[image: 3]

	Perform the transformations on the collection





The example pipeline downloads Shakespeare’s King Lear and performs the token count pipeline on the entire corpus. The results are then written to the text file located at /tmp/output.txt.






















Executing your Basic Pipeline


This pipeline can now be executed within different runtime environments like Apache Beam’s DirectRunner, Apache Spark or Flink.


As an example, you can run the pipeline with Apache Beam’s DirectRunner by executing the following command (assuming that the previous example code was saved as basic_pipeline.py).


python basic_pipeline.py


The results of the transformations can be found in the designated text file.


$ head /tmp/output.txt-00000-of-00001
KING: 243
LEAR: 236
DRAMATIS: 1
PERSONAE: 1
king: 65
...

















Orchestrating TensorFlow Extended Pipelines with Apache Beam


Various components of TensorFlow Extended, e.g. TensorFlow Data Validation or TensorFlow Transform, use Apache Beam for the abstraction of the internal data processing. However, since Apache Beam is already installed on every system using TensorFlow Extended, it can also be used to orchestrate your entire machine learning pipelines. Since TFX version 0.14, you can use pipeline operators using solely Apache Beam. While relying on Apache Beam as the orchestration tool you lose out on some of the functionality like graph visualizations, scheduled executions, etc., it can be a good way to debug your machine learning pipeline. By solely using Apache Beam during your pipeline debugging, you can rule out root causes of pipeline errors coming from the Apache Airflow or Kubeflow Pipelines.


We will discuss the details of TensorFlow Extended in Chapter 3, but at this point, we are providing a little glimpse of how you can define your machine learning pipelines with Apache Beam.


The following code snippet outlines the basic setup for a TensorFlow Extended pipeline on Apache Beam. While you will see that a complete pipeline contains a lot more configuration details (shown in [Link to Come]), the example shows the bare bones setup.


from tfx.orchestration import pipeline
from tfx.orchestration.beam.beam_dag_runner import BeamDagRunner

_pipeline = pipeline.Pipeline( [image: 1]
    pipeline_name='your_ml_pipeline',
    pipeline_root=pipeline_root,
    components=components, [image: 2]
)

BeamDagRunner().run(_pipeline) [image: 3]


	[image: 1]

	Define your pipeline object with configuration


	[image: 2]

	Pass your components


	[image: 3]

	Execute your pipeline





Your basic pipeline consists of a minimal configuration. This includes the name of the pipeline, the path to the root of the pipeline directory and a list of components to be executed as part of the pipeline. In the following chapters, we will discuss how you can set up the predefined pipeline components from TensorFlow Extended and how you can write your own components.


If you would like to see a complete machine learning pipeline, please head over to [Link to Come].
























Machine Learning Pipelines with Apache Airflow


Airflow is Apache’s project around workflow automation. The project was initiated in Spring 2016, and it has gained significant attention from large corporations and the general data science community since then. In December 2018, the project “graduated” from the Apache Incubator and became its own Apache project.


Apache Airflow lets you represent workflow tasks through DAGs represented via Python code. Also, Airflow allows you to schedule workflows and provides you the functionality to monitor the status of the workflows.


With its underlying functionality, Apache Airflow is an excellent candidate to manage our machine learning workflows.










Setup


The basic setup of Apache Airflow is straightforward. In your terminal, define the location for the Airflow data with


$ export AIRFLOW_HOME=~/airflow


Once the main data folder for Airflow is defined, you can install Airflow with the Python installer pip.


$ pip install apache-airflow


Airflow can be installed with a variety of dependencies. At the time of writing this chapter the list of extensions included



	
PostgreSQL support



	
Dask



	
Celery



	
Kubernetes






A complete list of Airflow extensions and how to install them can be found in the Airflow documentation 4.


With Airflow now installed, you need to create an initial database where all the task status information is stored. Airflow provides you a command to initialize the Airflow database with


$ airflow initdb


If you use Airflow out of the box and haven’t changed any configurations, Airflow will instantiate an SQLite database. This setup works to execute the demo projects and to run smaller workflows. If you want to scale your workflow with Apache Airflow, we highly recommend a deep dive into the documentation 5


A minimal Airflow setup consists of the Airflow scheduler, which coordinates the tasks and task dependencies as well as a webserver which is providing a user interface to start/stop and monitor the tasks. Start the scheduler with


$ airflow scheduler


and in a different terminal window start the Airflow webserver with


$ airflow webserver -p 8081


The command argument p sets the port where your web browser can access the Airflow interface. When everything is working, in your browser go to http://127.0.0.1:8081 and you should see the following interface:



[image: user_interface]
Figure 2-3. Apache Airflow User Interface



Airflow Configuration

The default settings of Airflow can be overwritten by changing the relevant parameters in the Airflow configuration. One example where you want to overwrite the default configuration is if you store your graph definitions in a different place than ~/airflow/dags. In this case, you can define the new locations of the pipeline graphs in ~/airflow/airflow.cfg.



















Basic Pipeline


With the Airflow setup in place, let’s take a look at the setup of pipelines.


Workflow pipelines are defined as Python scripts, and Airflow expects the DAG definitions to be located in


~/airflow/dags


A basic pipeline consists of project-specific airflow configurations, the task definitions, and the definition of the task dependencies.












Project specific configurations


Airflow gives you the options to configure project-specific settings, such as when to retry failed workflows or who should be notified if a workflow fails. The list of configuration options is extensive, and for an updated overview, we recommend you reference the Airflow documentation 6.


Your Airflow pipeline definitions start with the import of the relevant Python modules and project configurations.


from airflow import DAG
from datetime import datetime, timedelta

project_cfg = { [image: 1]
    'owner': 'airflow',
    'email': ['your-email@example.com'],
    'email_on_failure': True,
    'start_date': datetime(2019, 8, 1),
    'retries': 1,
    'retry_delay': timedelta(hours=1),
}

dag = DAG( [image: 2]
    'basic_pipeline', default_args=project_cfg, schedule_interval=timedelta(days=1))


	[image: 1]

	Place to define the project configuration


	[image: 2]

	The dag object will be picked up by Airflow





Again, Airflow provides a range of configuration options to set up DAG objects.

















Task definitions


Once the DAG object is set up, we can now create workflow tasks. Airflow provides a variety of task operators, e.g. to execute tasks in a Bash or Python environment. Other pre-defined operators let you connect to cloud data storage buckets like  Google Cloud Platform Storage or AWS S3.


def example_task(_id, **kwargs):
    print("task {}".format(_id))
    return "completed task {}".format(_id)

task_1 = PythonOperator(
    task_id='task 1',
    provide_context=True,
    python_callable=example_task,
    op_kwargs={'_id': 1},
    dag=dag,
)

task_2 = PythonOperator(
    task_id='task 2',
    provide_context=True,
    python_callable=example_task,
    op_kwargs={'_id': 2},
    dag=dag,
)

















Task dependencies


In our pipelines, tasks often depend on each other. For example, our model training tasks require that the data validation has been performed before the training starts. If you have dependent tasks, Airflow gives you a variety of options for declaring the dependency.


Let’s assume that our task_2 depends on task_1. You could define the task dependency with


task_1.set_downstream(task_2)


Airflow also offer a bit-shift operator to denote the task dependencies


task_1 >> task_2 >> task_X


In the last example, we defined a chain of tasks. Each of the tasks will be executed if the previous task successfully completed. If a task does not complete successfully, dependent tasks will not be executed and Airflow marks them as skipped.

















Putting it all together


After talking through all individual setup steps, let’s put it all together. In your DAG folder in your AIRFLOW_HOME path, usually at ~/airflow/dags, create a new file basic_pipeline.py with the following code.


from airflow import DAG
from airflow.operators.python_operator import PythonOperator
from datetime import datetime, timedelta

project_cfg = {
    'owner': 'airflow',
    'email': ['your-email@example.com'],
    'email_on_failure': True,
    'start_date': datetime(2019, 8, 1),
    'retries': 1,
    'retry_delay': timedelta(hours=1),
}

dag = DAG('basic_pipeline',
          default_args=project_cfg,
          schedule_interval=timedelta(days=1))

def example_task(_id, **kwargs):
    print("Task {}".format(_id))
    return "completed task {}".format(_id)

task_1 = PythonOperator(
    task_id='task_1',
    provide_context=True,
    python_callable=example_task,
    op_kwargs={'_id': 1},
    dag=dag,
)

task_2 = PythonOperator(
    task_id='task_2',
    provide_context=True,
    python_callable=example_task,
    op_kwargs={'_id': 2},
    dag=dag,
)

task_1 >> task_2


You can test the pipeline setup, by executing


python ~/airflow/dags/basic_pipeline.py


in your terminal. If everything worked fine, you should see the follwoing print out in your terminal.


$ python ~/airflow/dags/basic_pipeline.py


Our print statement will be printed to Airflow’s log files instead of the terminal. You can find the log file at


~/airflow/logs/<NAME OF YOUR PIPELINE>/<TASK NAME>/<EXECUATION TIME>/


If we want to inspect the results of the first task from our basic pipeline, we have to investigate the log file


$ cat cat ../logs/basic_pipeline/task_1/2019-09-07T19\:36\:18.027474+00\:00/1.log

...
[2019-09-07 19:36:25,165] {logging_mixin.py:95} INFO - Task 1 [image: 1]
[2019-09-07 19:36:25,166] {python_operator.py:114} INFO - Done. Returned value was:
    completed task 1
[2019-09-07 19:36:26,112] {logging_mixin.py:95} INFO - [2019-09-07 19:36:26,112] [image: 2]
    {local_task_job.py:105} INFO - Task exited with return code 0


	[image: 1]

	Our print statement


	[image: 2]

	Our return message after a successful completion





To test that Airflow recognized the new pipeline, you can execute


$ airflow list_dags

-------------------------------------------------------------------
DAGS
-------------------------------------------------------------------
basic_pipeline






















Orchestrating TensorFlow Extended Pipelines with Apache Airflow


TensorFlow Extended provides the functionality to run machine learning pipelines on Apache Airflow. That way, the pipelines can be scheduled and monitored, functionality which goes way beyond the goals of Apache Beam.


Your pipeline setup of the basic machine learning pipeline with TensorFlow Extended on Apache Beam is very similar to your setup of the BeamDagRunner, except that you have to configure more settings for the Airflow use case.


Instead of importing the BeamDagRunner, we use the AirflowDAGRunner. The runner tasks an additional argument which are the configurations of Apache Airflow (the same configurations which we discussed in “Project specific configurations”)


from tfx.orchestration import pipeline
from tfx.orchestration.airflow.airflow_runner import AirflowDAGRunner [image: 1]

_airflow_config = { [image: 2]
    'pipeline_name': 'your_ml_pipeline',
    'schedule_interval': None,
    'start_date': datetime.datetime(2019, 10, 28),
    'pipeline_root': pipeline_root,
    'enable_cache': True
}

_pipeline = pipeline.Pipeline( [image: 1]
    pipeline_name='your_ml_pipeline',
    pipeline_root=pipeline_root,
    components=components, [image: 2]
)

AirflowDAGRunner(_airflow_config).run(_pipeline) [image: 3]


	[image: 1]

	Import the Airflow Runner


	[image: 2]

	Configure your Airflow setup


	[image: 3]

	Execute the pipeline





If you would like to see a complete example machine learning pipeline based on Apache Airflow, please head over to [Link to Come].
























Machine Learning Pipelines with Kubeflow Pipeline


Kubeflow is an open-source platform which encompasses a variety of free and open-source tools for machine learning. The platform includes tools to train models (TFJob), optimize model hyperparameters (Katib) or deploy models (TFServing). Kubeflow Pipelines is a project to orchestrate the individual platform components. As you will discover in this section, Kubeflow Pipelines works nicely together with TensorFlow Extended, as TensorFlow Extended provides a runner for Kubeflow Pipelines (KubeflowRunner).










Installation & Setup


At the time of writing this chapter, Kubeflow is still going through significant updates ahead of the 1.0 release. Any detailed setup instructions would be outdated in no-time. Therefore, we highly recommend the good, and continuously updated Kubeflow documentation to get Kubeflow set up in your Kubernetes environment 7. Also, take a look at the Chapter 9 if you want a brief overview of Kubernetes.

Further Reading

For more details regarding Kubeflow’s underlying architecture Kubernetes, we highly recommend the publication Kubernetes: Up and Running by Brendan Burns, Kelsey Hightower, and Joe Beda.


If you are interested in a deeper introduction to Kubeflow Operations Guide, check out the publication by Josh Patterson et al.




If you would like to get a machine learning pipeline up and running and you have a Google Cloud account, you can quickly set up and configure a Kubeflow environment through a Google Cloud Kubeflow UI 8.



[image: Google Cloud's One-Click Setup for Kubeflow]
Figure 2-4. Google Cloud’s One-Click Setup for Kubeflow




For setting up Kubeflow Pipelines in the environments of other cloud providers or on-premise, we recommend the Kubeflow documentation 9.

















Orchestrating TensorFlow Extended Pipelines with Kubeflow Pipelines


Setting up your pipelines for Kubeflow Pipelines is very similar to the setups for Apache Beam and Airflow. First, we need to define some Kubeflow specific configurations. Then, we can create the usual pipeline object, as we did in the other two cases. As the final step, we can execute the KubeflowRunner.


from tfx.orchestration import pipeline
from tfx.orchestration.kubeflow.runner import KubeflowRunner [image: 1]

additional_pipeline_args={
    'beam_pipeline_args': [
        '--runner=DataflowRunner', [image: 2]
        '--experiments=shuffle_mode=auto',
        '--project=' + _project_id,
        '--temp_location=' + os.path.join(_output_bucket, 'tmp'),
        '--region=' + _gcp_region
    ]
}

_pipeline = pipeline.Pipeline( [image: 3]
    pipeline_name='your_ml_pipeline',
    pipeline_root=pipeline_root,
    components=components,
    additional_pipeline_args=additional_pipeline_args
)

KubeflowRunner().run(_pipeline) [image: 4]


	[image: 1]

	Import the KubeflowRunner


	[image: 2]

	Define the Beam runner


	[image: 3]

	Configure your pipeline


	[image: 4]

	Execute your pipeline





When you run the pipeline setup like in our previous example, no tasks are being executed. Unlike in our Apache Beam and Airflow examples, the runner produces a gzip file which contains a YAML configuration file for our Kubeflow Pipelines. Since everything in the Kubernetes world is configured through YAML configuration files, the KubeflowRunner converts our Python pipeline flow into a workflow which is then executed by the Kubernetes tools called Argo. But no worries, TensorFlow Extended abstracts the creation of the YAML configurations, and you can entirely focus on the Python code.

What is Argo?

Argo is a collection of tools to manage workflows, rollouts, and continuous delivery tasks. Initially designed to manage DevOps tasks, it is also a great manager for machine learning workflows. Argo manages all tasks as containers within the Kubernetes environment. For more information, please check out the continuously growing documentation 10.




Once you ran the KubeflowRunner and the Argo configuration was created, you log in to the Kubeflow Pipeline user interface and create a new workflow by uploading the compressed configuration file. Your newly created Kubeflow instance can be accessed through the URL


https://{KUBEFLOW-INSTANCE-NAME}.endpoints.{GCP-PROJECT-NAME}.cloud.goog



[image: Uploading the generated Kubeflow Pipeline workflows]
Figure 2-5. Uploading the generated Kubeflow Pipeline workflows




After uploading the configuration, you can start the pipeline, and similar to Apache Airflow track the progress of the workflow.



[image: Kubeflow Pipelines Workflow]
Figure 2-6. Kubeflow Pipelines Workflow




If you would like to see the complete machine learning pipeline based on Kubeflow Pipelines, please head over to [Link to Come].
























Which Orchestration Tool to Choose?


After reviewing the different pipeline orchestration tools, the question might arise which tool to choose to manage your machine learning pipelines.


If you are using TensorFlow Extended for your pipeline tasks, you have already installed Apache Beam. Therefore, if you are looking for a minimal installation, reusing Beam to orchestrate is a logical choice. It is also an excellent option to debug your pipelines to rule out any errors from your Airflow or Kubeflow setup. Apache Beam also allows you to use any existing distributed data processing infrastructure you might already be familiar with, e.g. Google Cloud DataFlow.


However, Apache Beam is missing a variety of tools to schedule your model update or to monitor the process of a pipeline job. That’s where Apache Airflow and Kubeflow shine. If you use Apache Airflow in combination with a production-ready database like PostgreSQL, you can take advantage of executing partial pipelines. This can save a significant amount of time if a time-consuming pipeline failed and you want to avoid to re-run all previous pipeline steps.


If you already have experience with Kubernetes and access to a Kubernetes cluster, it makes sense to consider Kubeflow. While the setup of Kubeflow is more complicated then the Apache Airflow installation, it opens up a variety of new machine learning opportunities. Besides offering Kubeflow Pipelines, Kubeflow provides tools to run automated hyperparameter searches for your models. Kubernetes is also an excellent infrastructure platform to deploy machine learning models. Inference routing through the Kubernetes tool Istio is currently state of the art in the field of machine learning infrastructure.

















Summary


In this chapter, we discussed the different options for orchestrating your machine learning pipelines. We introduced Apache Beam and Airflow and stepped through the minimal configuration setups to orchestrate your TensorFlow Extended pipelines. We also reviewed Kubeflow Pipelines, a tool from the Kubeflow project to execute your pipelines in a Kubernetes setup.


This chapter provided an overview of the different tools to orchestrate your machine learning pipelines. You need to choose one tool which best suits your setup. In the coming chapters, we discuss the setup of TensorFlow Extended and its pipeline components. In chapter [Link to Come], we are going to assemble the entire pipeline for your orchestration tool of choice.










1 https://ai.google/research/pubs/pub43146
2 https://ai.google/research/pubs/pub62
3 https://beam.apache.org/get-started/wordcount-example/
4 https://airflow.apache.org/installation.html
5 https://airflow.apache.org/howto/index.html
6 https://airflow.apache.org/
7 https://www.kubeflow.org/docs/started/getting-started/
8 https://deploy.kubeflow.cloud/
9 https://www.kubeflow.org/
10 https://argoproj.github.io/







  
Chapter 3. Introduction to TensorFlow Extended



A note for Early Release readers

With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the third chapter of the final book. Please note that the GitHub repo will be made active later on.


If you have comments about how we might improve the content and/or examples in this book, or if you notice missing material within this chapter, please reach out to the author at buildingmlpipelines@gmail.com.




In the last chapter, we discussed how we could orchestrate any machine learning task and manage the task dependencies with pipeline orchestration tools like Airflow or Kubeflow Pipelines. In this chapter, we introduce TensorFlow Extended (TFX). The TFX library allows you to create specific machine learning tasks that can then be executed with the previously discussed pipeline tools. To do this, TFX abstracts large amounts of boilerplate code from our pipeline tasks. The abstractions minimize the pipeline definitions and let us focus on the machine learning specific aspects of our pipelines.



[image: TensorFlow Extended as part of ML Pipelines]
Figure 3-1. TensorFlow Extended as part of ML Pipelines




In this chapter, we will guide you through the installation of TFX, and explain basic concepts and terminology that will set the stage for the following chapters. In those chapters, we take an in-depth look at the individual components that make up our pipelines.








What is TensorFlow Extended?


As we have seen in the previous chapter, machine learning pipelines can become very complicated and consume a lot of overhead to manage the task dependencies. At the same time, machine learning pipelines can include a variety of tasks, for example, for the data validation, preprocessing, the model training, and the post-training tasks. As we discussed in Chapter 1, the connections between the tasks (also known as the glue code from the Publication Machine Learning: The High Interest Credit Card of Technical Debt 1) are often brittle, and cause the pipelines to fail. This ultimately means that production models will be updated infrequently, and data scientists or machine learning engineers loathe updating stale models.


Google faced the same problem internally and decided to develop a platform to simplify the pipeline definitions and to minimize the amount of task boilerplate code to write. The open-source version of Google’s internal ML pipeline framework is TensorFlow Extended (TFX).



[image: ML Pipeline Architecture]
Figure 3-2. ML Pipeline Architecture




Figure 3-2 shows the general pipeline architecture with TensorFlow Extended. The pipeline orchestration tools are the foundation for the execution of our tasks. Besides the orchestration tools, we need a data store to keep track of the intermediate pipeline results. The individual components communicate with the data store to receive their inputs, and they return the results to the data store. These results can then be the inputs to the following tasks. TFX provides the layer which combines all of these tools, and it provides the individual components for the major pipeline tasks.

















Overview of TFX Components


Initially, Google open-sourced some of the pipeline functionality as TensorFlow libraries (e.g. TensorFlow Serving discussed in Chapter 6) under the umbrella of TensorFlow Extended libraries. In Spring 2019, Google then open-sourced the glue code containing all the required pipeline components to tie the libraries together and to automatically create pipeline definitions for orchestration tools like Apache Airflow, Apache Beam or Kubeflow Pipelines.


TFX provides a variety of pipeline components that cover a good number of use cases. At the time of writing, the following components are available:



	
Data ingestion with ExampleGen



	
Data validation with StatisticsGen, SchemaGen, as well as the ExampleValidator



	
Data preprocessing with Transform



	
Model training with Trainer



	
Model analysis and validation with Evaluator and ModelValidator, respectively



	
Model deployments with the Pusher






Figure 3-3 shows how the components of the pipeline and the libaries fit together.



[image: TensorFlow Extended components and libraries]
Figure 3-3. TensorFlow Extended components and libraries




We will discuss the components and libraries in greater detail in the following chapters. In case you need some non-standard functionality, in [Link to Come] we discuss how to create custom pipeline components.

Stable release of TFX

At the time of writing this chapter, a stable 1.x version of TensorFlow Extended hasn’t been released. The TFX API stated in this, and the following chapters might be subject to future updates. We have done our best to update code examples with changes to the TFX functionality throughout the production of this publication. If you think the API has significantly changed after the release of the print version, please check the book’s errata page 2. We will update readers though this site about future API changes.












Installing TFX


TensorFlow Extended can easily be installed by running the following two Python installer commands.


pip install tensorflow
pip install tfx


The tfx package comes with a variety of dependencies which will be installed automatically. It installs not only the individual TFX Python packages, e.g., TensorFlow Data Validation, but also their dependencies like Apache Beam.


After installing TensorFlow and TensorFlow Extended, you can import the individual Python packages. We recommend taking this approach if you want to use the individual TFX packages (e.g. you want to validate a dataset using TensorFlow Data Validation, as we discuss in Chapter 5)


import tensorflow_data_validation as tfdv
import tensorflow_transform as tft
import tensorflow_transform.beam as tft_beam
...


or the corresponding TFX component (if using the components in the context of a pipeline).


from tfx.components.example_validator.component import ExampleValidator
from tfx.components.model_validator.component import ModelValidator
from tfx.components.transform.component import Transform
...
























Overview of TFX Components


In the last chapter, we talked about the orchestration of tasks, but here we focus on components. A component handles a more complex process than just the execution of a single task. All machine learning pipeline components rely on “incoming data”, e.g., the path of the raw data. The data is then loaded from the provided path and processed. The output of the component, the processed data, is then provided to the next pipeline components. The generic internals of a component are always:



	
Receive some inputs



	
Perform an action



	
Store the final result






In TFX terms, the three internal parts of the component are called Driver, Executor, and Publisher. The driver handles the querying of the metadata store. The executor performs the actions of the components. And the publisher manages the saving of the output’s metadata in the metadata store. The driver and the publisher aren’t moving any data, but instead, read and write references from the metadata store.



[image: Component Overview]
Figure 3-4. Component Overview




The inputs and outputs of the components are called Artifacts. Each artifact is associated with metadata stored in the metadata store. The artifact metadata consists of an artifact type as well as artifact properties. This artifact setup guarantees that the components can exchange data effectively. TFX currently provides ten different types of artifacts, which we review in the following chapters.

















What is ML Metadata?


The components of TFX “communicate” through metadata; in fact, metadata allows the tracking of our pipeline components. Metadata is therefore the backbone of our TFX components. The component artifacts use the ML Metadata (MLMD) library to save the components’ metadata consistently to a MetadataStore. MLMD handles the interaction with the storage backends (e.g., SQLite or MySQL). Currently, MLMD supports three types of backends:



	
In-memory database (via SQLite)



	
SQLite



	
MySQL






Because the TFX components are so consistently tracked, ML Metadata provides a variety of useful functions. We can compare two artifacts from the same component. For example, we see this in [Link to Come] when we discuss the model validation. In this particular case, TFX compares the model analysis results from our current run with the results from the previous run to determine whether the more recently trained model has a better accuracy or loss. The metadata can also be used to determine all the artifacts that have been based on another, previously created artifact. That creates a kind of audit trail for our machine learning pipelines.



[image: Storing metadata with MLMD]
Figure 3-5. Storing metadata with MLMD




Figure 3-5 shows that each component interacts with the MetadataStore, and the MetadataStore stores the metadata on the provided database backend.

















Interactive Pipelines


Designing and implementing machine learning pipelines can be frustrating at times. It is sometimes challenging to debug components within a pipeline, for example. That is why the TFX functionality around interactive pipelines is beneficial. In fact, in the following chapters, we will implement a machine learning pipeline step-by-step and demonstrate implementations through an interactive pipeline. The pipeline runs in a Jupyter notebook, and the components artifacts can be immediately reviewed. Once you confirmed the full functionality of your pipeline, in [Link to Come], we discuss how you can convert your interactive pipeline to a production-ready pipeline, for example, for execution on Apache Airflow.


Any interactive pipeline is programmed in the context of a Jupyter notebook or a Google Colab session. In contrast to the orchestration tools we discussed in [Link to Come], interactive pipelines are “orchestrated” and executed by the user.


You can start an interactive pipeline by importing the required packages


import tensorflow as tf
from tfx.orchestration.experimental.interactive.interactive_context import \
    InteractiveContext


Once the requirements are imported, you can create a context object. The context object handles the component execution and displays the components artifacts.


context = InteractiveContext()


After setting up your pipeline component(s) (for example, StatisticsGen), you can then execute each component object through the run function of the context object, as shown in the following example.


from tfx.components.statistics_gen.component import StatisticsGen

statistics_gen = StatisticsGen(
    examples=example_gen.outputs['examples'])
context.run(statistics_gen)


The component itself receives the outputs of the previous component (in our case, the data ingestion component ExampleGen) as an instantiation argument. After executing the components tasks, the component automatically writes the metadata of the output artifact to the metadata store. The output of some components can be displayed in your notebook. The immediate availability of the results and the visualizations are convenient, e.g., for the StatisticsGen component to inspect the features of the data set.


context.show(statistics_gen.outputs['statistics'])


After running the previous context function, we can see a visual overview of the statistics of the dataset in your notebook, as shown in Figure 3-6.



[image: Interactive pipelines allow us to visually inspect our dataset]
Figure 3-6. Interactive pipelines allow us to visually inspect our dataset




Sometimes it can be advantageous to inspect the output artifacts of a component programmatically. After a component object has been executed, we can access the artifact properties, as shown in the following example. The properties depend on the specific artifact.


for artifact in statistics_gen.outputs['statistics'].get():
    print(artifact.split, artifact.uri)


Throughout the following chapters, we will show each component as it can be run in an interactive context. Then in [Link to Come] we will show the full pipeline and how it can be exported to both Airflow and Kubeflow.

















Alternatives to TensorFlow Extended


Before we take a deep dive into the TensorFlow Extended components in the following chapters, let’s take a moment to look at alternatives to TFX. The orchestration of machine learning pipelines has been a significant engineering challenge in the last few years, and it should come as no surprise that many major Silicon Valley companies have developed their own orchestration framework. In the following table, you can find a small selection of frameworks.





	Company

	Framework

	Link




	AirBnb

	AeroSolve

	https://github.com/airbnb/aerosolve




	Stripe

	Railyard

	https://stripe.com/blog/railyard-training-models




	Spotify

	Luigi

	https://github.com/spotify/luigi




	Uber

	Michelangelo

	https://eng.uber.com/michelangelo/







Since the frameworks originated from corporations, they were designed with a specific engineering stack in mind. For example, AirBnB’s AeroSolve focuses on Java-based inference code, and Spotify’s Luigi focuses on efficient orchestration. TensorFlow Extended is no different in this regard. At this point, the architectures and data structures assume that you are using TensorFlow (or Keras) as the machine learning framework. Some TFX components can be used in combination with other machine learning frameworks. For example, data can be analyzed with TensorFlow Data Validation and later consumed by a Scikit Learn model. However, the TFX framework is closely tied to TensorFlow or Keras models. Since TFX is backed by the TensorFlow community and more companies like Spotify are adopting TFX, we believe it is a stable and mature framework that will ultimately be adopted by a broader base of machine learning engineers.

















Summary


In this chapter, we presented a high-level overview of TensorFlow Extended, and discussed the importance of a metadata store as well as the general internals of a TFX component.


In the following chapters, we will guide you through each pipeline component and outline how each component can be implemented for your specific use-cases.










1 https://research.google/pubs/pub43146/
2 https://www.oreilly.com/catalog/errata.csp?isbn=0636920260912







  
Chapter 4. Data Ingestion



A note for Early Release readers

With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the fourth chapter of the final book. Please note that the GitHub repo will be made active later on.


If you have comments about how we might improve the content and/or examples in this book, or if you notice missing material within this chapter, please reach out to the author at buildingmlpipelines@gmail.com.




With the pipeline orchestration tool, the ML MetaData store, and the basic TFX setup in place, in this chapter, we focus on how to ingest your data sets into the pipeline for consumption in the various components.



[image: Data Ingestion as part of ML Pipelines]
Figure 4-1. Data Ingestion as part of ML Pipelines




TensorFlow Extended provides us a component to ingest data from files or services. In this chapter, we outline the underlying concepts, explain ways to split the data sets into training and evaluation subsets, and demonstrate how to combine multiple data exports into one all-encompassing data set.


We then discuss some strategies to ingest different forms of data (structured, text, and images), which have proven useful in previous use-cases.








Concepts for Data Ingestion


In this step of our pipeline, we read data files or request the data for our pipeline run from an external service (e.g., Google Cloud BigQuery). Before passing the ingested data set to the next component, we are dividing the available data into a training and evaluation data set and then convert the data sets into TFRecords containing the data represented as tf.Example data structures.

TFRecords

TFRecords is a data structure to store data sets efficiently. TFRecord files contain a tf.Example record for every data record. Each record contains 1 or more features which would represent the columns in our data. The data is then stored in binary files, which can be digested efficiently. If you are interested in the internals of TFRecords, we recommend the TensorFlow documentation [Link to Come].


Storing your data as TFRecords provides a few benefits:


	
The data structure is system independent since it relies on Protocol Buffers, a cross-platform, cross-language library to serialize data



	
TFRecords can be consumed very efficiently, e.g., when you want to load your data as an iterator or if you want to shuffle your data



	
tf.Example, the data structure representing every data row within TFRecords is the default data structure in the TensorFlow ecosystem and therefore being used in all TFX Components








Potential Transition from tf.Example to Apache Parquet

At the moment, all TFX components are designed to handle tf.Example data structures. However, it is currently discussed to explore columnar physical formats like Apache Parquet. Any change in the underlying used data structure will only affect the components under the hood and their inputs and outputs. The composition of TFX pipelines will probably not be affected in case the underlying data structure is changed.




The process of ingestion, splitting, and conversion of the data sets is performed by the ExampleGen component. As we see in the following examples, data sets can be read from local and remote folders and well as requested from data services like Google Cloud BigQuery.










Ingesting Local Data Files


The ExampleGen component can ingest a few data structures, including Comma Separated Value files, pre-computed TFRecords, as well as serialization outputs from Apache Avro and Apache Parquet.












Converting Comma Separated Data to tf.Example


Data sets for structured data or text data are often stored in Comma separated value (CSV) files. TFX provides functionality to read and convert those files to tf.Example data structures. The following code example demonstrates the ingestion of a folder containing the CSV data of our example project.


import os
from tfx.utils.dsl_utils import external_input
from tfx.components.example_gen.csv_example_gen.component import CsvExampleGen

base_dir = os.getcwd()
data_dir = "../data/"
examples = external_input(os.path.join(base_dir, data_dir)) [image: 1]
example_gen = CsvExampleGen(input=examples) [image: 2]

context.run(example_gen) [image: 3]


	[image: 1]

	Define the data path


	[image: 2]

	Instantiate the pipeline component


	[image: 3]

	Execute the component interactively





If you execute the component as part of an interactive pipeline, the meta data of the run will be shown in the Jupyter notebook. The outputs of the component are shown in Figure 4-2, highlighting the storage locations of the training and the evaluation datasets.



[image: ExampleGen Component Output]
Figure 4-2. ExampleGen Component Output



Folder Structure

It is expected that the input path of the ExampleGen only contains the data files. The component tries to consume all existing files within the path level. Any additional files, e.g., metadata files, can’t be consumed by the component and makes the component step fail. The component is also not stepping through existing subdirectories. Only the provided path is being read and converted to tf.Example records.



















Importing existing TFRecords


Sometimes our data can’t be expressed efficiently as comma-separated value files, e.g., when we want to load images for computer vision problems or large corpora for natural language processing problems. In these cases, it is recommended to convert those data sets to TFRecords. The conversion from data to TFRecords can happen in an external process as part of a custom TFX component or Custom ExampleGen component.


import os
from tfx.utils.dsl_utils import tfrecord_input
from tfx.components.example_gen.import_example_gen.component import ImportExampleGen

base_dir = os.getcwd()
data_dir = "../tfrecords_data/"
examples = tfrecord_input(os.path.join(base_dir, data_dir))
example_gen = ImportExampleGen(input=examples)

context.run(example_gen)


Since the data sets are already stored as tf.Example records within the TFRecords, they can be imported and don’t need any conversion. The  ImportExampleGen component handles this import step.

















Converting Parquet-serialized data to tf.Example


In the last chapter, we discussed the internal architecture of TFX components and that the behavior of a component is driven by its executor. If we would like to load new file types into our pipeline, we can overwrite the executor class instead of writing a completely new component.


TFX includes executor classes for loading different file types, including Parquet serialized data. The following example shows how you can overwrite the executor_class to change the loading behavior. Instead of using the CsvExampleGen or ImportExampleGen component, we are using a generic file loader component FileBasedExampleGen, which allows the overwriting of the executor_class.


from tfx.components.example_gen.component import FileBasedExampleGen [image: 1]
from tfx.components.example_gen.custom_executors import parquet_executor [image: 2]
from tfx.utils.dsl_utils import external_input

examples = external_input(parquet_dir_path)
example_gen = FileBasedExampleGen(
    input=examples,
    executor_class=parquet_executor.Executor) [image: 3]


	[image: 1]

	This is a generic file loader


	[image: 2]

	This is a file specific executor


	[image: 3]

	The file specific executor overwrites the executor_class of the generic file loader




















Converting Avro-serialized data to tf.Example


The concept of overwriting the executor_class can of course be expanded to almost any other file type. TFX provides additional classes as shown in the following example for loading Avro serialized data.


from tfx.components.example_gen.component import FileBasedExampleGen
from tfx.components.example_gen.custom_executors import avro_executor
from tfx.utils.dsl_utils import external_input

examples = external_input(avro_dir_path)
example_gen = FileBasedExampleGen(
    input=examples,
    executor_class=avro_executor.Executor) [image: 1]


	[image: 1]

	Define the file specific executor





In case we want to load a different file type, we could write our custom executor specific to our file type and apply the same concepts of overwriting the executor earlier.

















Converting your custom data to TFRecords


Sometimes it is simpler to convert our existing data sets to TFRecords and then ingest them with the ImportExampleGen component. This approach is useful if our data is not available through a data platform that allows efficient data streaming. For example, if we are training a computer vision model and we load a large number of images into our pipeline, we have to convert the images to TFRecords in the first place (more on that in the later section on Ingestion Strategies for Image Data).


In the following example, we convert our structured data into TFRecords. Imagine our data isn’t available in CSV format, but only in JSON or XML format. The following example can be used (with small modifications) to convert those data formats before ingesting them to our pipeline with the ImportExampleGen component.


To convert your data to TFRecords, we need to create a tf.Example structure for every data record in your data set. tf.Example is a simple but highly flexible data structure, which is a key-value mapping.


{"string": value}


In the case of TFRecords, a tf.Example expects a tf.Features object which accepts a dictionary of features containing key-value pairs. The key is always a string identifier representing the feature column and the value is a tf.train.Feature object.


Record 1:
tf.Example
    tf.Features
        'column A': tf.train.Feature
        'column B': tf.train.Feature
        'column C': tf.train.Feature


tf.train.Feature allows three data types:



	
tf.train.BytesList



	
tf.train.FloatList



	
tf.train.Int64List






To reduce the redundancy of code, we’ll define helper functions (shown in ???) to assist with converting the data records into the correct data structure used by tf.Example.


import tensorflow as tf

def _bytes_feature(value):
    return tf.train.Feature(bytes_list=tf.train.BytesList(value=[value]))

def _float_feature(value):
    return tf.train.Feature(float_list=tf.train.FloatList(value=[value]))

def _int64_feature(value):
    return tf.train.Feature(int64_list=tf.train.Int64List(value=[value]))


With the helper functions in place, let’s take a look at how we could convert our demo data set to TFRecords. First, we need to read our original data file and convert every data record into a tf.Example data structure and then save all records in a TFRecord file. The following code example is an abbreviated version. The complete example can be found in the book’s GitHub repository under chapters/data_ingestion/convert_data_to_tfrecords.py.


import csv
import tensorflow as tf

original_data_file = "../../data/26k-consumer-complaints-modified.csv"
tfrecords_filename = '26k-consumer-complaints-modified.tfrecords'
tf_record_writer = tf.io.TFRecordWriter(tfrecords_filename) [image: 1]

with open(original_data_file) as csv_file:
    reader = csv.DictReader(csv_file, delimiter=',', quotechar='"')
    for row in reader:
        example = tf.train.Example(features=tf.train.Features(feature={ [image: 2]
            'product': _bytes_feature(row['product']),
            'sub_product': _bytes_feature(row['sub_product']),
            'issue': _bytes_feature(row['issue']),
            'sub_issue': _bytes_feature(row['sub_issue']),
            'state': _bytes_feature(row['state']),
            'zip_code': _int64_feature(int(float(row['zip_code']))),
            'company': _bytes_feature(row['company']),
            'company_response': _bytes_feature(row['company_response']),
            'timely_response': _bytes_feature(row['timely_response']),
            'consumer_disputed': _bytes_feature(row['consumer_disputed']),
        }))
        tf_record_writer.write(example.SerializeToString()) [image: 3]
    tf_record_writer.close()


	[image: 1]

	Creates a TFRecordWriter object which saves to the path specified in tfrecords_filename


	[image: 2]

	tf.train.Example for every data record


	[image: 3]

	Serializing the data structure





The generated TFRecords file 26k-consumer-complaints-modified.tfrecords can now be imported with the ImportExampleGen component.






















Ingesting Remote Data Files


The ExampleGen component can read files from remote Google Cloud buckets. GCP users can provide the bucket path to the external_input function as shown in the following example


examples = external_input("gs://example_compliance_data/")
example_gen = CsvExampleGen(input=examples)


Users of other cloud storage providers need to mount their remote buckets to a local mount point, for example, with goofys 1. Goofys was initially developed to mount AWS S3 buckets to a local mount point, but the tool now supports a variety of cloud providers, including Microsoft Azure, Minio, OpenStack Swift, Wasabi.


After installing goofys, you can mount your cloud bucket with the following command


$ goofys <BUCKET_NAME> <LOCAL_PATH>


You can then consume the data sets, as we demonstrated in the section on Ingesting Local Data Files.

Cloud storage costs

When you pull data sets from remote cloud storage locations, your cloud provider might charge you for the outgoing traffic caused by the download operation. If the data set is large (e.g., above a few gigabits) or the pipeline runs frequently, it might make sense to cache the data sets on the pipeline side of the infrastructure and only request the new data records since the last download.



















Ingesting data directly from databases


TFX provides two components to ingest data sets directly from databases. In the following sections, we introduce the BigQueryExampleGen component to query data from BigQuery tables and the PrestoExampleGen component to query data from Presto databases.












Google Cloud BigQuery


TFX provides a component to ingest data from BigQuery tables. This is a very efficient way of ingesting our structured data if we execute our machine learning pipelines in the Google Cloud Platform ecosystem.


The following example shows the simplest way of querying our BigQuery tables.


from tfx.components.example_gen.big_query_example_gen.component import BigQueryExampleGen

query = """
    SELECT * FROM `<project_id>.<database>.<table_name>`
"""
example_gen = BigQueryExampleGen(query=query)


Of course, we can create more complex queries to select our data, for example, joining multiple tables.

Google Cloud Credentials

Executing the BigQueryExampleGen component requires that we have set the required Google Cloud credentials. We need to create a service account with the required roles (at least BigQuery Data Viewer and BigQuery Job User). After downloading the service account credential file, we need to specify the path to the credential file in the environmental variable GOOGLE_APPLICATION_CREDENTIALS.


You can do this in Python with


import os
os.environ["GOOGLE_APPLICATION_CREDENTIALS"] =
    "/path/to/credential_file.json"


For more details, please see the Google Cloud documentation 2.



Executing BigQueryExampleGen

At the time of writing this chapter, executing the BigQueryExampleGen component required settings for our Apache Beam execution. Unfortunately, the settings can’t be set as part of the InteractiveContext. Therefore, the component is currently only available in a non-interactive context.



















Presto databases


If we want to ingest data from a Presto database, we can use the PrestoExampleGen. The usage is very similar to the BigQueryExampleGen, where we defined a database query and then executed the query. The PrestoExampleGen component requires additional configuration to specify the database’s connection details.


from tfx.examples.custom_components.presto_example_gen.proto import \
    presto_config_pb2
from tfx.examples.custom_components.presto_example_gen.presto_component.component import \
    PrestoExampleGen

query = """
    SELECT * FROM complaint_table
"""
presto_config = presto_config_pb2.PrestoConnConfig(
    host='localhost',
    port=8080)
example_gen = PrestoExampleGen(presto_config, query=query)





























Data Preparation


Each of the introduced ExampleGen components allows us to configure input (input_config) and output settings (output_config) for our data set. If we would like to ingest data sets incrementally, we can define a span as the input configuration. At the same time, we can configure how the data should be split. Often we would like to generate a training set together with an evaluation and test set. We can define the details with the output configuration.










Splitting data sets


Later in our pipeline, we want to evaluate our machine learning model during the training and test it during the model analysis step. Therefore, it is beneficial to split the dataset into the required subsets.












Splitting one data set into subsets


The following code example shows how we can extend our data ingestion by requiring a three-way split: training, evaluation, and test set with a ratio of 6:2:2. The ratio settings are defined through the hash_buckets.


from tfx.utils.dsl_utils import external_input
from tfx.components.example_gen.csv_example_gen.component import CsvExampleGen
from  tfx.proto import example_gen_pb2

base_dir = os.getcwd()
data_dir = "../data/"
output = example_gen_pb2.Output(
    split_config=example_gen_pb2.SplitConfig(splits=[ [image: 1]
        example_gen_pb2.SplitConfig.Split(name='train', hash_buckets=6), [image: 2]
        example_gen_pb2.SplitConfig.Split(name='eval', hash_buckets=2),
        example_gen_pb2.SplitConfig.Split(name='test', hash_buckets=2)
    ]))

examples = external_input(os.path.join(base_dir, data_dir))
example_gen = CsvExampleGen(input=examples, output_config=output) [image: 3]

context.run(example_gen)


	[image: 1]

	Define preferred splits


	[image: 2]

	Specify the ratio


	[image: 3]

	Add output_config argument





After the execution of the example_gen object, we can inspect the generated artifacts by printing the list of the artifacts


>> for artifact in example_gen.outputs['examples'].get():
>>     print(artifact)
Artifact(type_name: ExamplesPath,
    uri: /path/to/CsvExampleGen/examples/1/train/, split: train, id: 2)
Artifact(type_name: ExamplesPath,
    uri: /path/to/CsvExampleGen/examples/1/eval/, split: eval, id: 3)
Artifact(type_name: ExamplesPath,
    uri: /path/to/CsvExampleGen/examples/1/test/, split: test, id: 4)


In the following chapter, we will discuss how we investigate the produced data sets for our data pipeline.

Default splits

If we don’t specify any output configuration, the ExampleGen component splits the data set into a training and evaluation split with a ration of 2:1 by default.



















Preserving existing splits


In some situations, we have already generated the subsets of the data sets externally, and we would like to preserve those splits when we ingest the data sets. We can achieve this by providing an input configuration.


For the following configuration, let’s assume that our data set has been split externally and saved in subdirectories


└── data
    ├── train
    │   └─ 20k-consumer-complaints-training.csv
    ├── eval
    │   └─ 4k-consumer-complaints-eval.csv
    └── test
        └─ 2k-consumer-complaints-test.csv


We can preserve the existing input split by defining the following input configuration:


import os
from tfx.utils.dsl_utils import external_input
from tfx.components.example_gen.csv_example_gen.component import CsvExampleGen
from  tfx.proto import example_gen_pb2

base_dir = os.getcwd()
data_dir = "../data/"

input = example_gen_pb2.Input(splits=[
                example_gen_pb2.Input.Split(name='train', pattern='train/*'), [image: 1]
                example_gen_pb2.Input.Split(name='eval', pattern='eval/*'),
                example_gen_pb2.Input.Split(name='test', pattern='test/*')
            ])

examples = external_input(os.path.join(base_dir, data_dir))
example_gen = CsvExampleGen(input=examples, input_config=input) [image: 2]


	[image: 1]

	set existing subdirectories


	[image: 2]

	Add input_config argument





After defining the input configuration, we can pass the settings to the ExampleGen component by defining the input_config argument.






















Spanning Data Sets


One of the significant use cases for machine learning pipelines is that we can update our machine learning models when new training data becomes available. For this scenario, the ExampleGen component allows us to use spans. A span is any group of training examples that we define, for example all the data that has been collected in one day or all the data from one year.


Let’s assume our data set is getting exported to the following folder structure:


└── data
    ├── export-0
    │   └─ 20k-consumer-complaints.csv
    ├── export-1
    │   └─ 24k-consumer-complaints.csv
    └── export-2
        └─ 26k-consumer-complaints.csv


We can now specify the patterns of the spans. The input configuration accepts a {SPAN} placeholder, which represents the number (0, 1, 2, …) shown in our folder structure. With the input configuration, the ExampleGen component now picks up the “latest” span. In our example, that would be the data available under folder export-2.


from tfx.utils.dsl_utils import external_input
from tfx.components.example_gen.csv_example_gen.component import CsvExampleGen
from  tfx.proto import example_gen_pb2

base_dir = os.getcwd()
data_dir = "../data/"

input = example_gen_pb2.Input(splits=[
                example_gen_pb2.Input.Split(pattern='export-{SPAN}/*')
            ])

examples = external_input(os.path.join(base_dir, data_dir))
example_gen = CsvExampleGen(input=examples, input_config=input)
context.run(example_gen)


Of course, the input definitions can also define subdirectories if the data is already split.


input = example_gen_pb2.Input(splits=[
                example_gen_pb2.Input.Split(name='train',
                                            pattern='export-{SPAN}/train/*'),
                example_gen_pb2.Input.Split(name='eval',
                                            pattern='export-{SPAN}/eval/*')
            ])

















Versioning Data Sets


In machine learning pipelines, we want to track the produced models together with the used data sets, which were used to train the machine learning model. To do that, it is useful to version our data sets.


Data versioning is currently not supported by the TFX ExampleGen component. If you would like to version your data sets, you can use 3rd party data versioning tools and version the data before the data sets are ingested into the pipeline. Unfortunately, none of the available tools will write the metadata information to the TFX ML MetaData Store.


If you would like to version your data sets, you can use one of the following tools:



	
Data Version Control dvc.org - DVC is an open-source version control system for machine learning projects. It lets you commit hashes of your data sets instead of the entire data set itself. Therefore, the state of the data set is tracked (e.g., via git), but the repository isn’t cluttered with the entire data set.



	
Pachyderm pachyderm.com - Pachyderm is an open-source machine learning platform running on Kubernetes. It originated with the concept of versioning for data (“git for data”) but has now expanded into an entire data platform, including pipeline orchestration based on the data versions.




























Ingestion Strategies


So far, we have discussed a variety of ways to ingest data into our machine learning pipelines. If you are starting with an entirely new project, it might be overwhelming to choose the right data ingestion strategy. In the following sections, we provide a few suggestions for three data types: structured, text, and image data.










Structured Data


Structured data is often stored in a database or on disk in file format, supporting tabular data. If the data exists in a database, we can either export it to comma-separated value files or consume the data directly with the PrestoExampleGen or the BigQueryExampleGen component (in case the services are available).


Data available on a disk stored in file formats supporting tabular data should be converted to comma-separated value files and then ingested into the pipeline with the CsvExampleGen component.


Should the amount of data grow beyond a few hundred MegaBytes, we should consider converting the data into TFRecords or store the data with Apache Parquet.

















Text Data for Natural Language Problems


Text corpora can snowball to a considerable size. To ingest such data sets efficiently, we recommend converting the data sets to TFRecords or Apache Parquet. Using performant data file types allow an efficient and incremental loading of the corpus documents. The ingestion the corpora from a database is also possible; however, we recommend to consider network traffic costs and bottlenecks.

















Image Data for Computer Vision Problems


We recommend converting image data sets from the image files to TFRecords, however not to decode the images. Any decoding of highly compressed images only increases the amount of memory needed to store the intermediate tf.Example records. The compressed images can be stored as base64 encoded strings in tf.Example records.


import tensorflow as tf

base_path = "/path/to/images"
filenames = os.listdir(base_path)

def _bytes_feature(value):
    return tf.train.Feature(bytes_list=tf.train.BytesList(value=[value]))

def _int64_feature(value):
    return tf.train.Feature(int64_list=tf.train.Int64List(value=[value]))

tfrecords_filename = 'data/image_dataset.tfrecords'

with tf.io.TFRecordWriter(tfrecords_filename) as writer:
    for img_path in filenames:
        try:
            image_path = os.path.join(base_path, img_path)
            raw_file = tf.io.read_file(image_path)
            base64_img = tf.io.encode_base64(raw_file)
            example = tf.train.Example(features=tf.train.Features(feature={
                'image_raw': _bytes_feature(base64_img.numpy()),
                'label': _int64_feature(generate_label_from_path(image_path))
                }
            ))
            writer.write(example.SerializeToString())
        except FileNotFoundError:
            pass


The example code reads images from a provided path /path/to/images and converts into a base64 string encoding. We aren’t preprocessing our images at this point in the pipeline. Even though we might save a considerable amount of memory, we want to perform those tasks later in our pipeline. Avoiding the preprocessing at this point helps us to prevent bugs and potential training/serving skew later on. After converting the images to TFRecords, we can consume the data sets efficiently with the ImportExampleGen component.
























Summary


In this chapter, we discussed the various ways of ingesting data into our machine learning pipeline. We highlighted the consumption of data sets stored on disk as well as in databases. In the process, we also discussed that ingested data records are converted to tf.Example (stored as TFRecords) for the consumption of the downstream components.


In the following chapter, we take a look at how we can consume the generated tf.Example records in our data validation step of the pipeline.










1 https://github.com/kahing/goofys
2 https://cloud.google.com/docs/authentication/getting-started







  
Chapter 5. Data Validation with TensorFlow



A note for Early Release readers

With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the fifth chapter of the final book. Please note that the GitHub repo will be made active later on.


If you have comments about how we might improve the content and/or examples in this book, or if you notice missing material within this chapter, please reach out to the author at buildingmlpipelines@gmail.com.




In the last chapter, we discussed how we can ingest data from various sources into our pipeline. In this chapter, we now want to start consuming the data by validating it.



[image: Data Validation as part of ML Pipelines]
Figure 5-1. Data Validation as part of ML Pipelines




Data is the basis for every machine learning model, and the model’s usefulness and performance depend on the data used to train, validate and analyze the model. As you can image, without robust data, we can’t build robust models. Moreover, in colloquial terms, you might have heard the phrase: “Garbage in, garbage out” - meaning that our models won’t perform if the underlying data isn’t curated and validated. This is the exact purpose of our first workflow step in our machine learning pipeline: data validation.


In this chapter, we introduce you to a Python package from the TensorFlow Extended ecosystem called TensorFlow Data Validation. We show you how you can set up the package in your data science projects, walk you through the common use cases and highlight some very useful workflows.


TensorFlow Data Validation assists you in comparing multiple data sets with each other, and it highlights if your data schema changes over time (data drift) or if your training data is significantly different from your data to validate your models or data which is used to infer your model (data skew).


At the end of the chapter, we integrate our first workflow step into our Airflow pipelines.








Why Data Validation?


In machine learning, we are trying to learn from patterns in data sets and to generalize these learnings. This puts our data sets in the front and center of our machine learning workflows, and the data quality becomes fundamental to the success of our machine learning projects.


Every workflow step in our machine learning life cycle determines if the workflow can proceed to the next step or if the entire workflow needs to be abandoned and restarted, for example with more training data.


If our goal is the automation of our machine learning model updates, validating our data is essential. In particular, when we say validating, we mean three distinct checks on our data:



	
Check for data anomalies



	
Check that the data schema hasn’t changed



	
Check that the statistics of our new data sets still align with statistics from our previous training data sets






Data validation performs these checks and highlights any failures. If a failure is detected, we can stop the workflow and address the data issue by hand, e.g., by curating a new data set or select different features.


We demonstrate in this chapter how data validation can assist you in your model feature engineering. It produces statistics around your data features and highlights if a feature contains a high percentage of missing values or if features are highly correlated.


Data validation lets you compare the statistics of different data sets. This simple step can assist you in debugging your model issues. For example, data validation can compare the statistics of your training against your validation data. With a few lines of code, it brings any difference to your attention. You might train a binary classification model with a perfect label split of 50% positive labels and 50% negative labels, but the label split isn’t 50/50 in your validation set. This difference in the label distribution ultimately skews your validation metrics.


In a world where data sets continuously grow, data validation is crucial to make sure that our machine learning models are still up to the task. Because we can compare schemas, we can quickly detect if the data structure in newly obtained data sets had changed, e.g. when a feature was deprecated. It can also detect if your data starts to drift. That means that your newly collected data has different underlying statistics than the initial data set used to train your model. This drift could mean that new features need to be selected or that the data preprocessing steps need to be updated, e.g. if the minimum or maximum of a numerical column changes.


In the following sections, we walk you through the different use cases we have just touched on. However, before that, let’s take a look at the required installation steps to get TensorFlow Data Validation up and running.

















TensorFlow Data Validation


The TensorFlow ecosystem offers a tool which can assist you in the data validation, called TensorFlow Data Validation, or TFDV for short. It is part of the TensorFlow Extended project.


TensorFlow Data Validation allows you to perform the kind of analyses we discussed previously, e.g. generating schemas and validating new data against an existing schema. However, it also offers visualizations based on the Google PAIR project Facets [Link to Come].



[image: screenshot of a TFDV visualization]
Figure 5-2. Screenshot of a TensorFlow Data Validation Visualization based on Facets




TensorFlow Data Validation accepts two input formats to start the data validation: TensorFlow’s TFRecords and Command-separated values (CSV) files.


Behind the scenes, TensorFlow Data Validation distributes the analysis on Apache Beam, an open source tool to define and run data pipelines. However, this doesn’t mean you need to learn a new tool; TensorFlow Data Validation is abstracting all of that for you.










Installation


When we installed the tfx package as introduced in Chapter 3, TensorFlow Data Validation was already installed as a dependency. In case, we would like to use TensorFlow Data Validation as a stand-alone package, we can install the PyPI package with


Example 5-1. PyPI installation of TensorFlow Data Validation


$ pip install tensorflow-data-validation



After installing tfx or tensorflow-data-validation, we can now integrate our data validation into your machine learning workflows or analyze our data visually in a Jupyter notebook. Let’s walk through a couple of use-cases in the following sections.

















Generating Statistics from your Data


As mentioned earlier, TensorFlow Data Validation lets you load TFRecord and CSV data sources without any hassle.


As an example, we can load our converted Amazon review data CSV data directly with TFDV and generate statistics for each feature.


Example 5-2. Generating Validation Statistics from CSV Data


import tensorflow_data_validation as tfdv
stats = tfdv.generate_statistics_from_csv(
    data_location='../../data/26k-consumer-complaints-modified.csv',
    delimiter=',')



We can generate feature statistics from TFRecords in a very similar way with


Example 5-3. Generating Validation Statistics from TFRecords Data


stats = tfdv.generate_statistics_from_tfrecord(
    data_location='../../data/26k-consumer-complaints-modified.tfrecords')



Both TensorFlow Data Validation methods generate a data structure which stores the metrics like minimum, maximum average values.


The data structure looks like this


Example 5-4. TensorFlow Data Validation Statistics Data Structure


datasets {
  num_examples: 28156
  features {
    num_stats {
      common_stats {
        num_non_missing: 28156
        min_num_values: 1
        max_num_values: 1
        avg_num_values: 1.0
        num_values_histogram {
          buckets {
            low_value: 1.0
            high_value: 1.0
            sample_count: 2815.6
          }
...













Statistics provided by TensorFlow Data Validation


At the time of writing this chapter, TensorFlow Data Validation can generate the following statistics:


For numerical features, TensorFlow Data Validation computes for every feature:



	
The overall count of data records



	
The percentage of missing data records



	
The mean and standard deviation across the feature



	
The minimum and maximum value across the feature



	
The percentage of zero values across the feature






In addition, it generates a histogram of the values for each feature.


For categorical features, TensorFlow Data Validation provides:



	
The overall count of data records



	
The percentage of missing data records



	
The number of unique records



	
The average string length of all records of a feature



	
For each category, TFDV determines the sample count for each label and its rank






In a moment, you’ll see how we can turn these statistics into something actionable.






















Generating Schema from your Data


Data schemata are a form of describing the representation of your data sets. A schema defines which features are expected in your data set and which type each feature is based on. Besides, your schema should define the boundaries of your data, e.g. outlining minimums, maximums, thresholds of allowed missing records for a feature.


The schema definition of your data set can then be used to validate future data set to determine if they are “in line” with your previous training sets. The schemas generated by TensorFlow Data Validation can also be used in the following workflow step when you are preprocessing your data sets to convert them to data which can be used to train machine learning models.


As shown in Example 5-5, you can generate the schema information from your generated statistics with a single function call.


Example 5-5. Generating data schema from the previously generated statistics


schema = tfdv.infer_schema(stats)



tfdv.infer_schema generates a schema protocol defined by TensorFlow 1


Example 5-6. Generated schema protocol after inferring the data schema


feature {
  name: "col_0"
  type: INT
  presence {
    min_fraction: 1.0
    min_count: 1
  }
  shape {
    dim {
      size: 1
    }
  }
}
feature {
  name: "complaint_id"
  type: INT
  presence {
    min_fraction: 1.0
  ...



As shown in Example 5-7, you can display the schema with a single function call in any Jupyter notebook.


Example 5-7. Visualize the generated schema


tfdv.display_schema(schema)




[image: Screenshot of a schema visualization]
Figure 5-3. Screenshot of a schema visualization




With the schema now defined, we can go ahead and compare our training or evaluation data sets or check our datasets for any problems that may affect our model.
























Recognizing problems in your data










Comparing Data Sets


Let’s say we have two data sets, training and validation data set. Before training our machine learning model, we would like to determine how representative the validation set is in regards to the training set. Does the validation data follow our training data schema? Are any feature columns or a significant number of feature values missing? With TensorFlow Data Validation, we can quickly determine the answer.


As shown in Example 5-8, we can load both data sets and then visualize both data sets together. If we execute the code below in a Jupyter notebook, we can compare the data set statistics easily.


Example 5-8. Visualize the generated schema


train_stats = tfdv.generate_statistics_from_tfrecord(
    data_location=train_tfrecords_filename)
val_stats = tfdv.generate_statistics_from_tfrecord(
    data_location=val_tfrecords_filename)

tfdv.visualize_statistics(lhs_statistics=val_stats, rhs_statistics=train_stats,
                          lhs_name='VAL_DATASET', rhs_name='TRAIN_DATASET')




[image: Comparison between a training and validation data set]
Figure 5-4. Comparison between a training and validation data set




Figure 5-4 shows the difference between the two data sets. For example, the validation data set (containing 4960 records) has a lower rate of missing sub_issue values. This could mean that the feature is drifting away from the training data. More importantly, the visualization highlighted that over half of all records don’t contain sub_issue information. If the sub_issue is an important feature for our model training, we need to fix our data capturing methods to collect new data with the correct issue identifiers.


The schema of the training data we generated earlier now becomes very handy. TensorFlow Data Validation lets us validate any data statistics against the schema, and it reports any anomalies.


The Example 5-9 lets us detect the anomalies easily. The generated anomaly protocol can then be analyzed programmatically or visualized as shown in Example 5-10 and Figure 5-5.


Example 5-9. Check the validation set against the data schema from the training set


anomalies = tfdv.validate_statistics(statistics=val_stats, schema=schema)



Example 5-10. Visualize the anomalies in a Jupyter notebook


tfdv.display_anomalies(anomalies)




[image: Visualize the anomalies in a Jupyter notebook]
Figure 5-5. Visualize the anomalies in a Jupyter notebook




Example 5-11 shows the underlying anomaly protocol. This contains useful information which we can use to automate our machine learning workflow.


Example 5-11. Snippet from the anomaly protocol


anomaly_info {
  key: "company"
  value {
    description: "The feature was present in fewer examples than expected."
    severity: ERROR
    short_description: "Column dropped"
    reason {
      type: FEATURE_TYPE_LOW_FRACTION_PRESENT
      short_description: "Column dropped"
      description: "The feature was present in fewer examples than expected."
    }
    path {
      step: "company"
    }
  }
}


















Updating the schema


The anomaly protocol above shows us how to detect variations from the schema that is auto-generated from our dataset. But another use case for TFDV is manually setting the schema according to our domain knowledge of the data. Taking the sub_issue feature from above, if we decide that we need to require this feature to be present in >90% of our training examples, we can update the schema to reflect this:


sub_issue_feature = tfdv.get_feature(schema, 'sub_issue')
sub_issue_feature.presence.min_fraction = 0.9


We could also update the list of states to remove Alaska:


state_domain = tfdv.get_domain(schema, 'state')
state_domain.value.remove('AK')


We then need to re-validate the statistics to view the updated anomalies:


updated_anomalies = tfdv.validate_statistics(eval_stats, schema)
tfdv.display_anomalies(updated_anomalies)


In this way, we can adjust the anomalies to those that are appropriate to our dataset.

















Data skew and drift


TFDV provides an inbuilt “skew comparator” that detects large differences between the statistics of two datasets. This isn’t the statistical definition of skew (a dataset that is asymmetrically distributed around its mean). It is defined in TFDV as the L-infinity norm between the serving_statistics of two datasets. If the difference between the two data sets exceeds your threshold of the L-infinity norm for a given feature, TensorFlow Data Validation highlights it as an anomaly, using the anomaly detection defined earlier in this chapter.

L-infinity norm

The L-infinity norm is an expression to define the difference between two vectors (in our case, features). The L-infinity norm is defined as the maximum absolute value of the vector’s entries.




Example 5-12. 


tfdv.get_feature(schema, 'company').skew_comparator.infinity_norm.threshold = 0.01
skew_anomalies = tfdv.validate_statistics(
        statistics=train_stats, schema=schema, serving_statistics=serving_stats)




[image: Visualization of the data skew between our training and serving data set]
Figure 5-6. Visualization of the data skew between our training and serving data set




TFDV also provides a drift_comparator for comparing the statistics of two datasets of the same type, such as two training sets collected on two different days. If “drift” is detected, the data scientist should check either the model architecture or determine if feature engineering needs to be performed again.


Similar to the skew example above, you define your drift_comparator for the features you would like to watch and compare. You can then call validate_statistics with the two data set statistics as arguments, one for your baseline (e.g. yesterday’s data set) and the data set statistics you want to compare them with (e.g. today’s data set).


Example 5-13. 


tfdv.get_feature(schema, 'company').drift_comparator.infinity_norm.threshold = 0.01
drift_anomalies = tfdv.validate_statistics(
        statistics=train_stats_today, schema=schema, previous_statistics=train_stats_yesterday)




[image: Visualization of the data drift between two training sets]
Figure 5-7. Visualization of the data drift between two training sets




The L-infinity norm in both the skew_comparator and the drift_comparator is useful for showing us large differences between our datasets, especially ones that may show us that something is wrong with our data input pipeline.

















Biased datasets


Another potential problem with our input dataset is that of bias. We define bias here as data that is in some way not representative of the real world. This is in contrast to fairness, which we define in [Link to Come] as predictions made by our model that have disparate impacts on different groups of people.


Bias can creep into our data in a number of different ways. Our dataset is always by necessity a subset of the real world - we can’t hope to capture all the details about everything. The way that we sample the real world is always biased in some way. One of the types of bias we can check for is selection bias: the distribution of our dataset is not the same as the real-world distribution of data.


We can use TFDV to check for selection bias using the statistics visualizations that we described above. For example, if our dataset contains gender as a categorical feature, we can check that this is not biased towards the male category. In our consumer complaints dataset, we have State as a categorical feature. Ideally, the distribution of example counts across the different US states would reflect the relative population in each state. We can see in Figure 5-8 that it doesn’t (e.g. Texas, in 3rd place, has a larger population than Florida in 2nd place). If we find this type of bias in our data, and we believe this bias may harm our model performance, we can go back and collect more data, or over/undersample our data to get the correct distribution.



[image: Visualization of a biased feature in our dataset]
Figure 5-8. Visualization of a biased feature in our dataset




You can also use the anomaly protocol described above to automatically alert you to these kinds of problems. Using the domain knowledge you have of your dataset, you can enforce limits on numeric values that mean your dataset is as unbiased as possible - for example, if your dataset contains people’s wages as a numeric feature, you can enforce that the mean of the feature value is realistic.


For more details and definitions of bias, Google’s Machine Learning Crash Course has some useful material2.

















Slicing data in TFDV


A slightly more subtle way for bias to enter our data is when data is missing. If data is not missing at random, it may be missing more frequently for one group of people within the dataset than for others. This can mean that when the final model is trained, its performance is worse for these groups.


At present, TFDV doesn’t allow us to slice datasets by different categories to check for this, but if you see that a feature is missing large amounts of data, this may be worth digging into in more detail. TFDV can flag if the feature is not present in some proportion of examples, as described above.


[[Google Cloud Dataflow]]
























Processing large Data Sets with Google Cloud Platform


As we collect more data, the data validation becomes a more time-consuming step in our machine learning workflow. One way of reducing the time to perform the validation is by taking advantage of available cloud solutions. By using a cloud provider, we aren’t limited to the computation power limited by our laptop or on-premise compute resources.


As an example of usage of a cloud provider, we’ll be introducing how to run TensorFlow Data Validation on Google Cloud’s product DataFlow. TensorFlow Data Validation is running on Apache Beam, which makes a switch to GCP DataFlow very easy.


Google Cloud’s DataFlow lets us accelerate our data validation tasks by parallelizing and distributing them across the allocated nodes for our data processing task. While DataFlow charges for the number of CPUs and Gigabytes of memory allocated, it can speed up our pipeline step.


We’ll demonstrate a minimal setup to distribute our data validation tasks. For more information, we highly recommend the extended Google Cloud Platform documentation 3. We assume that you have a Google Cloud account created, the billing details set up and the GOOGLE_APPLICATION_CREDENTIALS environment variable set in your terminal shell. If you need help to get started, please see the previous chapter or the Google Cloud documentation 4.


We can use the same method we discussed previously, e.g. tfdv.generate_statistics_from_tfrecord, but the methods require additional arguments, pipeline_options and output_path. While output_path points at the Google Cloud bucket where the data validation results should be written to, pipeline_options is an object which contains all the Google Cloud details to run our data validation on Google Cloud. Example 5-14 and Example 5-15 show us how we can set up such a pipeline object.


We recommend creating a storage bucket for our DataFlow tasks. The storage bucket holds all the data sets and temporary files.


Example 5-14. Configure the Google Cloud options to run TensorFlow Data Validation with DataFlow


from apache_beam.options.pipeline_options import (
    PipelineOptions, GoogleCloudOptions, StandardOptions)

options = PipelineOptions()
google_cloud_options = options.view_as(GoogleCloudOptions)
google_cloud_options.project = '<YOUR_GCP_PROJECT_ID>' [image: 1]
google_cloud_options.job_name = '<YOUR_JOB_NAME>' [image: 2]
google_cloud_options.staging_location = 'gs://<YOUR_GCP_BUCKET>/staging' [image: 3]
google_cloud_options.temp_location = 'gs://<YOUR_GCP_BUCKET>/tmp'
options.view_as(StandardOptions).runner = 'DataflowRunner'


	[image: 1]

	Set your project id


	[image: 2]

	Give your job a name


	[image: 3]

	Point towards a storage bucket for staging and tmp files






Once we have configured the Google Cloud options, we need to configure the setup for the DataFlow workers. All tasks are executed on workers which need to be provisioned with the necessary packages to run the tasks. In our case, we need to install TensorFlow Data Validation by specifying it as an additional package. To do that, download the latest TensorFlow Data Validation package (the binary whl file) 5 to our local system. Choose a version which can be executed on a Linux system, e.g. tensorflow_data_validation-VERSION_NUMBER-cp27-cp27mu-manylinux1_x86_64.whl. To configure the worker setup options, specify the path to the downloaded package in the setup_options.extra_packages list as shown in Example 5-15.


Example 5-15. Configure the setup options to instantiate your DataFlow workers


from apache_beam.options.pipeline_options import SetupOptions

setup_options = options.view_as(SetupOptions)
setup_options.extra_packages = [
    '/path/to/tensorflow_data_validation-0.15-cp27-cp27mu-manylinux1_x86_64.whl']



With all the option configurations in place, you can kick off the data validation task from your local machine, and they are executed on the Google Cloud DataFlow instances.


Example 5-16. Configure the Google Cloud options to run TensorFlow Data Validation with DataFlow


data_set_path = 'gs://<YOUR_GCP_BUCKET>/train_reviews.tfrecords'
output_path = 'gs://<YOUR_GCP_BUCKET>/'
tfdv.generate_statistics_from_tfrecord(data_set_path,
                                       output_path=output_path,
                                       pipeline_options=options)



After you have started the data validation with DataFlow, you can switch back to the Google Cloud console. Your newly kicked off job should be listed similar to Figure 5-9.



[image: Google Cloud DataFlow Job Console]
Figure 5-9. Google Cloud DataFlow Job Console




You can then check the details of the running job, its status and its autoscaling details.



[image: Google Cloud DataFlow Job Details]
Figure 5-10. Google Cloud DataFlow Job Details




You can see with a few steps you can parallelize and distribute our data validation tasks in a cloud environment. In the next section, we’ll discuss the integration of the data validation tasks into our automated machine learning pipelines.

















Integrate TensorFlow Data Validation into your Machine Learning Pipeline


So far all methods we discussed can be used in a stand alone setup. This can be helpful to investigate data sets outside of our pipeline setup.


TFX provide a pipeline component called StatisticsGen which accepts the output of the previous ExampleGen components as input and then performs the generation of the statistics


Example 5-17. Generating our Data Set Statistics


from tfx.components.statistics_gen.component import StatisticsGen

statistics_gen = StatisticsGen(
    examples=example_gen.outputs['examples'])
context.run(statistics_gen)



Like in our previous component, we can visualize the output of the component with


context.show(statistics_gen.outputs['statistics'])



[image: .Statistics generated by the `StatisticsGen` component]
Figure 5-11. Statistics generated by the StatisticsGen component




As easily as we can generate our statistics, we can generate our data schema. Example 5-18 shows you how to do it.


Example 5-18. Generating our Data Set Schema


from tfx.components.schema_gen.component import SchemaGen

schema_gen = SchemaGen(
    statistics=statistics_gen.outputs['statistics'],
    infer_feature_shape=True)
context.run(schema_gen)



With the statistics and schema in place, we can now validate our new data set as shown in Example 5-19.


Example 5-19. Validating our newly generated Data Schema and Statistics


from tfx.components.example_validator.component import ExampleValidator

example_validator = ExampleValidator(
    statistics=statistics_gen.outputs['statistics'],
    schema=schema_gen.outputs['schema'])
context.run(example_validator)



If the ExampleValidator components detects a misalignment between the data set statistics or schema between the new and the previous data set, the components will the status failed to the meta data store, and the data pipeline ultimately stops. Otherwise, the data pipeline moves on to the next step, the data preprocessing.

















Summary


In this chapter, we discussed the importance of data validation and how you can efficiently perform and automate it. We discussed how to generate data statistics and schemas and how to compare two different data sets based on the statistics and schemas. We stepped through an example of how you could run your data validation on Google Cloud with DataFlow, and ultimately we integrated the machine learning step in our automated pipeline.


In the following chapters, we extend our pipeline setup starting with the data preprocessing in the next chapter.










1 You can find the protobuf definitions for the schema protocol in the TensorFlow repository: https://github.com/tensorflow/metadata/blob/master/tensorflow_metadata/proto/v0/schema.proto
2 https://developers.google.com/machine-learning/crash-course/fairness/types-of-bias
3 https://cloud.google.com/dataflow/docs
4 https://cloud.google.com/docs/authentication/getting-started
5 Download TFDV packages from https://pypi.org/project/tensorflow-data-validation/#files







  
Chapter 6. Model Deployment with TensorFlow Serving



A note for Early Release readers

With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the ninth chapter of the final book. Please note that the GitHub repo will be made active later on.


If you have comments about how we might improve the content and/or examples in this book, or if you notice missing material within this chapter, please reach out to the author at buildingmlpipelines@gmail.com.




The deployment of your machine learning model is the last step before others can use your model and make predictions with the model. Unfortunately, the deployment of machine learning models falls into a grey zone in today’s thinking of the division of labor in the digital world. It isn’t just a DevOps task since it requires some knowledge of the model architecture and its hardware requirements. At the same time, deploying deep learning models is a bit outside the comfort zone of machine learning engineers and data scientists. They know their models inside out but tend to struggle with the DevOps side of the deployment part. In this and the following chapters, we want to bridge the gap between the worlds and guide data scientists and DevOps engineers through the steps to deploy machine learning models.



[image: Model Deployments as part of ML Pipelines]
Figure 6-1. Model Deployments as part of ML Pipelines




Machine learning models can be deployed in three main ways. The most common way today is the deployment of a machine learning model to a model server. The client which requests a prediction submits the input data to the model server and in return will receive a prediction. This requires that the client can connect with the model server. In this chapter, we are focusing on this type of model deployment.


There are situations where you don’t want to submit the input data to a model server, e.g., when the input data is sensitive, or there are privacy concerns. In this situation, you can deploy the machine learning model to the user’s browser. For example, if you want to determine if an image contains sensitive information, you could classify the sensitivity level of the image before it is uploaded to a cloud server.


However, there is also a third type of model deployment: to edge devices. There are situations which don’t allow you to connect to a model server to make predictions, e.g. remote sensors or IoT devices. The number of applications being deployed to edge devices is increasing and it is now a valid option for model deployments. In the following chapter, we will describe the last two mentioned methods.


In this chapter, we highlight TensorFlow’s Serving module and introduce its setup and usage. This is not the only way of deploying deep learning models; there are a few options existing at the moment. At the time of writing this chapter, we feel that Tensorflow Serving offers the most simple server setup and the best performance.


Let’s start the chapter with how you shouldn’t set up a model server, before we deep dive into TensorFlow Serving.








A Simple Model Server


Most introductions to deploying machine learning models follow roughly the same script:



	
Create a web app with Python (Flask or Django)



	
Create an API endpoint in the web app



	
Load the model structure and its weights



	
Call the predict method on the loaded model



	
Return the prediction results as an HTTP request






Example 6-1 shows an example implementation of such an endpoint for our basic model.


Example 6-1. Example Setup of a Flask Endpoint to Infer Model Predictions


import json
from flask import Flask
from keras.models import load_model
from utils import preprocess [image: 1]

model = load_model('model.h5') [image: 2]
app = Flask(__name__)

@app.route('/classify', methods=['POST'])
def classify():
    complaint_data = request.form["complaint_data"]
    preprocessed_complaint_data = preprocess(complaint_data)
    prediction = model.predict([preprocessed_complaint_data]) [image: 3]
    return json.dumps({"score": prediction})


	[image: 1]

	Preprocessing to convert data structure


	[image: 2]

	Load your trained model


	[image: 3]

	Perform the prediction






This setup is a quick and easy implementation, perfect for demonstration projects. We do not recommend using Example 6-1 to deploy machine learning models to production endpoints.


In the next section, let’s discuss why we don’t recommend deploying deep learning models with such a setup. The reasons are our benchmark for our proposed deployment solution.










Why it isn’t Recommended


While the Example 6-1 implementation can be sufficient for demonstration purposes, it has some significant drawbacks for scalable machine learning deployments.












Lack of code separation


In our demonstration example Example 6-1, we assumed that the trained model is deployed with the API code base and also lives in the code base. That means that there is no separation between the API code and the machine learning model. This can be problematic when the data scientists want to update a model, and such an update requires coordination with the API team. Such coordination also requires that the API and data science teams work in sync to avoid unnecessary delays on the model deployments.


With the intertwined API and data science code base, it also creates ambiguity around API ownership.


The lack of code separation also requires that the model has to be loaded in the same programming language as the API code is written. This mixing of backend and data science code can ultimately prevent your API team from upgrading your API backend.


In this chapter, we highlight how you can separate your models from your API code effectively and simplify your deployment workflows.

















Lack of model version control


Example 6-1 doesn’t provide any provision for different model versions. If you wanted to add a new version, you would have to create a new endpoint (or add some branching logic to the existing endpoint). This requires extra attention to keep all endpoints structurally the same, and it requires much boilerplate code.


The lack of model version control also requires the API and the data science team to coordinate which version is the default version and how to phase in new models.

















Inefficient model inference


For any request to your prediction endpoint based written in the Flask setup as shown in Example 6-1, a full round trip is performed. That means each request is preprocessed and inferred individually. The key reason why we argue that such a setup is only for demonstration purposes is that it is highly inefficient. During the training of your model, you probably use a batching technique which allows you to compute multiple samples at the same time and then apply the gradient change for your batch to your network’s weights. You can apply the same technique when you want the model to make predictions. A model server can gather all requests during an expectable timeframe or until the batch is full and ask the model for its predictions. This is an especially effective method when the inference runs on GPUs.


In this chapter, we introduce how you can easily set up such a batching behavior for your model server.





























TensorFlow Serving


As you have seen in the earlier chapters of this book, TensorFlow comes with a fantastic ecosystem of extensions and tools. One of the earlier open-sourced extensions was TensorFlow Serving. It allows you to deploy any TensorFlow graph and you can make predictions from the graph through the standardized endpoints. As we discuss in a moment, TensorFlow Serving handles the model and version management for you, lets you serve models based on policies and lets you load your models from various sources. At the same time, it is focused on high-performance throughput for low-latency predictions. TensorFlow Serving is used internally at Google and is adopted by a good number of corporations and startups 1.

















TensorFlow Architecture Overview


TensorFlow Serving provides you the functionality to load models from a given source (e.g. AWS S3 buckets) and notifies the Loader if the source has changed. As Figure 6-2 shows, everything behind the scenes of TensorFlow Serving is controlled by a Model Manager which manages when to update the models and which model is used for the predictions. The rules for the inference determination are set by the policy which is managed by the model manager. Depending on your configuration, you can, for example, load one model at a time and have the model update automatically once the source module detects a newer version.



[image: TensorFlow_Serving_Architecture]
Figure 6-2. Overview of the TensorFlow Serving Architecture



















Exporting Models for TensorFlow Serving


Before we dive into the TensorFlow Serving configurations, let’s discuss how you can export your machine learning models so that they can be used by TensorFlow Serving.


Depending on your type of TensorFlow model, the export steps are slightly different. The exported models have the same file structure as we see in a moment.


For Keras models, you can use


saved_model_path = model.save("./saved_models", save_format='tf')


while for TensorFlow Estimator models, you need to first declare a receiver function


def serving_input_receiver_fn():
    input_feature = tf.placeholder(dtype=tf.string, shape=[None, 1], name='input')
    fn = tf.estimator.export.build_raw_serving_input_receiver_fn(
        features={'input_feature': input_feature})
    return fn


and then export the Estimator model with the export_saved_model method of the estimator.


estimator = tf.estimator.Estimator(model_fn, 'model', params={})
estimator.export_saved_model('saved_models/', serving_input_receiver_fn)


Both export methods produce output which looks similar to this


...
WARNING:tensorflow:Model was compiled with an optimizer, but the optimizer is not from `tf.train` (e.g. `tf.train.AdagradOptimizer`). Only the serving graph was exported. The train and evaluate graphs were not added to the SavedModel.
WARNING:tensorflow:From /usr/local/lib/python3.6/dist-packages/tensorflow/python/saved_model/signature_def_utils_impl.py:205: build_tensor_info (from tensorflow.python.saved_model.utils_impl) is deprecated and will be removed in a future version.
Instructions for updating:
This function will only be available through the v1 compatibility library as tf.compat.v1.saved_model.utils.build_tensor_info or tf.compat.v1.saved_model.build_tensor_info.
INFO:tensorflow:Signatures INCLUDED in export for Classify: None
INFO:tensorflow:Signatures INCLUDED in export for Regress: None
INFO:tensorflow:Signatures INCLUDED in export for Predict: ['serving_default']
INFO:tensorflow:Signatures INCLUDED in export for Train: None
INFO:tensorflow:Signatures INCLUDED in export for Eval: None
INFO:tensorflow:No assets to save.
INFO:tensorflow:No assets to write.
INFO:tensorflow:SavedModel written to: saved_models/1555875926/saved_model.pb
Model exported to:  b'saved_models/1555875926'


In your specified output directory, in our example we used saved_models/, we find the exported model. For every exported model, TensorFlow creates a directory with the timestamp of the export as its folder name.


$ tree saved_models/
saved_models/
└── 1555875926
    ├── assets
    │   └── saved_model.json
    ├── saved_model.pb
    └── variables
        ├── checkpoint
        ├── variables.data-00000-of-00001
        └── variables.index

3 directories, 5 files


The folder contains the following files and subdirectories:


	saved_model.pb

	
The binary protobuf file contains the exported model graph structure as a MetaGraphDef object.



	variables

	
The folder contains the binary files with the exported variable values and checkpoints corresponding to the exported model graph.



	assets

	
This folder is created when additional files are needed to load the exported model. The additional file can include vocabularies which we have seen in the data preprocessing chapter.






Model Versioning

When data scientists and machine learning engineers export models, the question of model versioning often comes up. In Software Engineering developers have the common understanding that minor changes and bug fixes lead to an increase of the minor version number and large code changes, especially breaking changes, require an update of the major version number.


In machine learning, we have at least 2 more degrees of freedom: While your model code describes the model’s architecture and the support functionality (e.g. preprocessing), you can encounter different model performance with a single code change.


Your model can produce very different prediction results just by tweaking model hyperparameters like the learning rate, dropout rate and so on.


At the same time, no changes to the model architecture and parameters can produce a model with different performance characteristics.


No clear consensus has been established around the versioning of models. From our experience, this has worked very well:



	
Changes in the model architecture (e.g., new layers) require a new model name. The name should be descriptive of the model’s architecture.



	
Changes to the model’s hyperparameters require a new model version number.



	
Training the same model with a more extensive data set also requires a new model version number to show that the model performance will be different than from previous model exports.






Instead of increasing the model version number, it has been beneficial to use the Unix epoch timestamp of the export time as the version number. The newer model versions will then always have a higher model version number, and the machine learning engineer doesn’t need to worry about which version is the latest to use.



















Model Signatures


Models are exported with together with a signature which specifies the graph inputs and outputs. Inputs to your model graph are determined by your Keras InputLayer definitions or, in the case of a TensorFlow Estimator, they are defined by your serving_input_receiver_fn function. The model outputs are determined by the model graph.


For example, a classification model takes an input sentence and outputs the predicted classes together with the corresponding scores.


signature_def: {
  key  : "classification_signature"
  value: {
    inputs: {
      key  : "inputs"
      value: {
        name: "sentence:0"
        dtype: DT_STRING
        tensor_shape: ...
      }
    }
    outputs: {
      key  : "classes"
      value: {
        name: "index_to_string:0"
        dtype: DT_STRING
        tensor_shape: ...
      }
    }
    outputs: {
      key  : "scores"
      value: {
        name: "TopKV2:0"
        dtype: DT_FLOAT
        tensor_shape: ...
      }
    }
    method_name: "tensorflow/serving/classify"
  }
}


TensorFlow Serving provides high-level APIs for three common use cases:



	
Classification



	
Prediction



	
Regression






Each inference use case corresponds to a different model signature.


For example, linear regression models based on tf.estimator.LinearRegressor are exported with a regression signature like


signature_def: {
  key  : "regression_signature"
  value: {
    inputs: {
      key  : "inputs"
      value: {
        name: "input_tensor_0"
        dtype: ...
        tensor_shape: ...
      }
    }
    outputs: {
      key  : "outputs"
      value: {
        name: "y_outputs_0"
        dtype: DT_FLOAT
        tensor_shape: ...
      }
    }
    method_name: "tensorflow/serving/regress"
  }
}


At the same time, prediction models based on TensorFlow’s tf.estimator.LinearEstimator are exported with prediction signature


signature_def: {
  key  : "prediction_signature"
  value: {
    inputs: {
      key  : "inputs"
      value: {
        name: "sentence:0"
        dtype: ...
        tensor_shape: ...
      }
    }
    outputs: {
      key  : "scores"
      value: {
        name: "y:0"
        dtype: ...
        tensor_shape: ...
      }
    }
    method_name: "tensorflow/serving/predict"
  }
}

















Inspecting Exported Models


After all the talk about exporting your model and the corresponding model signatures, let’s discuss how you can inspect the exported models before deploying them with TensorFlow Serving.


When you install the TensorFlow Serving Python API with


$pip install tensorflow-serving-api


you have access to a handy command line tool called SavedModel CLI. saved_model_cli lets you



	
Inspect the signatures of exported models: This is very useful primarily when you didn’t export the model yourself, and you want to learn about the inputs and outputs of the model graph.



	
Test the exported models: The CLI tools let you infer the model without deploying it with TensorFlow Serving. This is extremely useful when you want to test your model input data.














Inspecting the Model


saved_model_cli helps you understand the model dependencies without inspecting the original graph code.


If you don’t know the available tag-sets, you can inspect the model with


$ saved_model_cli show --dir saved_models/
The given SavedModel contains the following tag-sets:
serve


If your model contains different graphs for different environments, e.g., a graph for a CPU or GPU inference, you will see multiple tags. If your model contains multiple tags, you need to specify a tag to inspect the details of the model.


Once you know the tag_set you want to inspect, add it as an argument, and saved_model_cli will provide you the available model signatures. Our example model has only one signature which is called serving_default.


$ saved_model_cli show --dir saved_models/ --tag_set serve
The given SavedModel `MetaGraphDef` contains `SignatureDefs` with the
following keys:
SignatureDef key: "serving_default"


With the tag_set and signature_def information, you can now inspect the model’s inputs and outputs. To obtain the detailed information, add the signature_def to the CLI arguments.


$ saved_model_cli show --dir saved_models/ \
        --tag_set serve --signature_def serving_default
The given SavedModel SignatureDef contains the following input(s):
  inputs['company'] tensor_info:
      dtype: DT_STRING
      shape: (-1, 1)
      name: x:0
  ...
The given SavedModel SignatureDef contains the following output(s):
  outputs['consumer_disputed'] tensor_info:
      dtype: DT_FLOAT
      shape: (-1, 1)
      name: consumer_disputed:0
Method name is: tensorflow/serving/predict


If you want to see all signatures regardless of the tag_set and signature_def, you can use the --all argument


$ saved_model_cli show --dir saved_models/ --all
...

















Testing the Model


saved_model_cli also lets you test the export model with sample input data.


You have three different ways to submit the sample input data for the model test inference.


	--inputs

	
The argument points at a NumPy file containing the input data formatted as NumPy ndarray.



	--input_exprs

	
The argument allows you to define a Python expression to specify the input data. You can use NumPy functionality in your expressions.



	--input_examples

	
The argument is expecting the input data formatted as a tf.Example data structure (check the chapter on data validation where we introduced the tf.Example data structure)






For testing the model, you can specify exactly one of the input arguments. Furthermore, saved_model_cli provides three optional arguments:


	--outdir

	
saved_model_cli will write any graph output to stdout. If you rather would like to write the output to a file, you can specify the target directory with --outdir.



	--overwrite

	
If you opt for writing the output to a file, you can specify with --overwrite that the files can be overwritten.



	--tf_debug

	
If you further want to inspect the model, you can step through the model graph with the TensorFlow Debugger (tfdbg).






Here is an example inspection of our demonstration model:


$ saved_model_cli run --dir saved_models/ --tag_set serve \
--signature_def x1_x2_to_y --input_examples `examples=[{"company":"RBS Citizens", ...}]`


After all the introduction of how to export models and how to inspect them, let’s dive into the TensorFlow Serving installation, setup and operation.
























Setting up TensorFlow Serving


There are two easy ways to get TensorFlow Serving installed on your serving instances. You can either run TensorFlow Serving on Docker or, if you run an Ubuntu OS on your serving instances, you can install the Ubuntu package.










Docker Installation


The easiest way of installing TensorFlow Serving is to download the pre-built docker image. As you have seen in Chapter 2, you can obtain the image by running


$ docker pull tensorflow/serving

Note

If you haven’t installed or used Docker before, check out our brief introduction in Appendix Chapter 9.




If you are running the Docker container on an instance with GPU’s available you will need to download the latest build with GPU-support.


$ docker pull tensorflow/serving:latest-gpu


The Docker image with GPU support requires NVIDIA’s Docker support for GPUs. The installation steps can be found on the company’s website 2.

















Native Ubuntu Installation


If you want to run TensorFlow Serving without the overhead of running Docker, you can install Linux binary packages available for Ubuntu distributions.


The installation steps are similar to other non-standard Ubuntu packages. First, you need to add a new package source the distribution’s source list or add a new list file to the sources.list.d directory by executing


$ echo "deb [arch=amd64] http://storage.googleapis.com/tensorflow-serving-apt \
  stable tensorflow-model-server tensorflow-model-server-universal" \
  | sudo tee /etc/apt/sources.list.d/tensorflow-serving.list


in your Linux terminal. Before updating your package registry, you should add the packages’ public key to your distribution’s key chain.


$ curl https://storage.googleapis.com/tensorflow-serving-apt/\
tensorflow-serving.release.pub.gpg | sudo apt-key add -


After updating your package registry, you can install TensorFlow Serving on your Ubuntu operating system.


$ apt-get update
$ apt-get install tensorflow-model-server

Warning

Google provides two Ubuntu packages for TensorFlow Serving! The earlier referenced tensorflow-model-server package is the preferred package, and it comes with specific CPU optimizations pre-compiled (e.g., AVX instructions).


At the time of writing this chapter, a second package with the name tensorflow-model-server-universal is also provided. It doesn’t contain the pre-compiled optimizations and can, therefore, be run on old hardware (e.g., CPUs without the AVX instruction set).



















Building TensorFlow Serving from Source


Should you be in the situation that you can run TensorFlow Serving on a pre-built Docker image or take advantage of the Ubuntu packages, for example, if you are running on a different Linux distribution, you can build TensorFlow Serving from the source.


At the moment, you can only build TensorFlow Serving for Linux operating systems and the build tool bazel is required. You can find detailed instructions in the TensorFlow Serving documentation 3.


If you build TensorFlow Serving from scratch, it is highly recommended to compile the Serving version for the specific TensorFlow version of your models and the available hardware of your serving instances.
























Configure a TensorFlow Server


Out of the box, TensorFlow Serving can run in two different modes. You can specify a model, and TensorFlow Serving will always provide the latest model. Alternatively, you can specify a configuration file with all models and versions to be loaded, and TensorFlow Serving will load all named models.










Single Model Configuration


If you want to run TensorFlow Serving by loading a single model and switch to newer model versions when they are available, the single model configuration is preferred.


If you run TensorFlow Serving in a Docker environment, you can run the tensorflow\serving image with the following command


$ docker run -p 8500:8500 \ [image: 1]
             -p 8501:8501 \
             --mount type=bind,source=/tmp/models,target=/models/my_model \ [image: 2]
             -e MODEL_NAME=my_model [image: 3]
             -t tensorflow/serving [image: 4]


	[image: 1]

	Specify the default ports


	[image: 2]

	Mount model directory


	[image: 3]

	Specify your model


	[image: 4]

	Specify the docker image





By default, TensorFlow Serving is configured to create a REST and gRPC endpoint. By specifying both ports, 8500 and 8501, we expose the REST and gRPC capabilities. The docker run command creates a mount between a folder on the host (source) and within the container (target) filesystem. In Chapter 2, we discussed how to pass environmental variables to the docker container. To run the server in a single model configuration, you need to specify the model name MODEL_NAME.


If you want to run the docker image pre-built for GPU images, you need to swap out the name of the docker image to the latest GPU-build with


$ docker run ...
             -t tensorflow/serving:latest-gpu


If you have decided to run TensorFlow Serving without the Docker container, you can run it with the command


$ tensorflow_model_server --port=8500 \
                          --rest_api_port=8501 \
                          --model_name=my_model \
                          --model_base_path=/models/my_model


In both scenarios, you should see output on your terminal which is similar to the following


2019-04-26 03:51:20.304826: I tensorflow_serving/model_servers/server.cc:82]
  Building single TensorFlow model file config:
  model_name: my_model model_base_path: /models/my_model
2019-04-26 03:51:20.307396: I tensorflow_serving/model_servers/server_core.cc:461]
  Adding/updating models.
2019-04-26 03:51:20.307473: I tensorflow_serving/model_servers/server_core.cc:558]
  (Re-)adding model: my_model
...
2019-04-26 03:51:34.507436: I tensorflow_serving/core/loader_harness.cc:86]
  Successfully loaded servable version {name: my_model version: 1556250435}
2019-04-26 03:51:34.516601: I tensorflow_serving/model_servers/server.cc:313]
  Running gRPC ModelServer at 0.0.0.0:8500 ...
[warn] getaddrinfo: address family for nodename not supported
[evhttp_server.cc : 237] RAW: Entering the event loop ...
2019-04-26 03:51:34.520287: I tensorflow_serving/model_servers/server.cc:333]
  Exporting HTTP/REST API at:localhost:8501 ...


From the server output, you can see that the server loaded our model my_model successfully and that created two endpoints: One REST and one gRPC endpoint.


TensorFlow Serving makes the deployment of machine learning models extremely easy. One great advantage of serving models that way is the “hot swap” capability. If a new model is uploaded, the server’s model manager will detect the new version, unload the existing model and load the newer model for inferencing.


Let’s say you update the model and export the new model version to the mounted folder on the host machine (if you are running with the docker setup), no configuration change is required. The model manager will detect the newer model and reload the endpoints. It will notify you about the unloading of the older model and the loading of the newer model. In your terminal, you should find messages like


2019-04-30 00:21:56.486988: I tensorflow_serving/core/basic_manager.cc:739]
  Successfully reserved resources to load servable {name: my_model version: 1556583584}
2019-04-30 00:21:56.487043: I tensorflow_serving/core/loader_harness.cc:66]
  Approving load for servable version {name: my_model version: 1556583584}
2019-04-30 00:21:56.487071: I tensorflow_serving/core/loader_harness.cc:74]
  Loading servable version {name: my_model version: 1556583584}
...
2019-04-30 00:22:08.839375: I tensorflow_serving/core/loader_harness.cc:119]
  Unloading servable version {name: my_model version: 1556583236}
2019-04-30 00:22:10.292695: I ./tensorflow_serving/core/simple_loader.h:294]
  Calling MallocExtension_ReleaseToSystem() after servable unload with 1262338988
2019-04-30 00:22:10.292771: I tensorflow_serving/core/loader_harness.cc:127]
  Done unloading servable version {name: my_model version: 1556583236}


TensorFlow Serving will load the model with the highest version number. If you use the export methods shown earlier in this chapter, all models will be exported in folders with the epoch timestamp as the folder name. Therefore, newer models will have a higher version number than older models.

















Multi Model Configuration


You can configure TensorFlow Serving to load multiple models at the same time. To do that you need to create a configuration file to specify the models.


model_config_list {
  config {
    name: 'my_model'
    base_path: '/models/my_model/'
  }
  config {
    name: 'another_model'
    base_path: '/models/another_model/'
  }
}


The configuration file contains one or more config dictionaries, all listed below a model_config_list key.


In your Docker configuration you can mount the configuration file and load the model server with the configuration file instead of a single model.


$ docker run -p 8500:8500 \
             -p 8501:8501 \
             --mount type=bind,source=/tmp/models,target=/models/my_model \
             --mount type=bind,source=/tmp/model_config,target=/models/model_config \ [image: 1]
             -e MODEL_NAME=my_model \
             -t tensorflow/serving \
             --model_config_file=/models/model_config [image: 2]


	[image: 1]

	Mount the configuration file


	[image: 2]

	Specify the model configuration file





If you use TensorFlow Serving outside of a Docker container, you can point the model server
to the configuration file with the additional argument model_config_file and the configuration will be loaded from the file


$ tensorflow_model_server --port=8500 \
                          --rest_api_port=8501 \
                          --model_config_file=/models/model_config

Configure Specific Model Versions

There are situations when you want to load not just the latest model version, but either all or specific model versions. TensorFlow Serving, by default, always loads the latest model version. If you want to load all available model versions, you can extend the model configuration file with


  ...
  config {
    name: 'another_model'
    base_path: '/models/another_model/'
    model_version_policy: {all: {}}
  }
  ...


If you want to specify specific model versions, you can define them as well.


  ...
  config {
    name: 'another_model'
    base_path: '/models/another_model/'
    model_version_policy {
      specific {
        versions: 1556250435
        versions: 1556251435
      }
    }
  }
  ...


You can even give the model versions labels. The labels can be extremely handy later when you want to make predictions from the models.


  ...
  model_version_policy {
    specific {
      versions: 1556250435
      versions: 1556251435
    }
  }
  version_labels {
    key: 'stable'
    value: 1556250435
  }
  version_labels {
    key: 'testing'
    value: 1556251435
  }
  ...


























REST vs gRPC


In the configuration section, we discussed how TensorFlow Serving allows two different API types: REST and gRPC. Both protocols have their advantages and disadvantages, and we would like to take a moment to introduce both before we dive into how you can communicate with these endpoints.










Representational State Transfer


Representational State Transfer, or short REST, is a communication “protocol” used by today’s web services. It isn’t a formal protocol, but more a communication style which defines how clients communicate with web services. REST clients communicate with the server using the standard HTTP methods like GET, POST, DELETE, etc. The payloads of the requests are often encoded as XML or JSON data formats.

















Google Remote Procedures Calls


Remote Procedures Calls, or short gRPC, is a remote procedure protocol developed by Google. While gRPC supports different data formats, the standard data format used with gRPC is Protobuf which we used throughout this book. gRPC provides low latency communication and smaller payloads if Protobuffers are used. gRPC was designed with APIs in mind, and the errors are more applicable to APIs. The downside is that the payloads are in a binary format which can make a quick inspection difficult.

Which Protocol to Use

On the first hand, it looks very convenient to communicate with the model server over REST. The endpoints are easy to infer, the payloads can be easily inspected, and the endpoints can be tested with curl requests or browser tools.


While gRPC APIs have a higher burden of entry initially, they can lead to significant performance improvements depending on the data structures required for the model inference. If your model experiences many requests, the reduced payload size from the Protobuf data formats can be useful.


Internally, TensorFlow Serving converts JSON data structures submitted via REST to tf.Example data structures and this can lead to slower performance. Therefore, you might see better performance with gRPC requests if the conversion requires many type conversions (e.g. if you submit a large array with Float values).


























Making predictions from the Model Server


Until now, we have entirely focused on the model server setup. In this section, we want to demonstrate how a client, e.g., a web app, can interact with the model server. All code examples concerning REST or gRPC requests are executed on the client side.










Getting model predictions via REST


To call the model server over REST, you’ll need a Python library to facilitate the communication for you. The standard library these days is requests3. After you installed the library with


$ pip install requests3


The example below showcases an example POST request.


>>> from request3 import HTTPSession

>>> http = HTTPSession()[image: 1]
>>> url = 'http://some-domain.abc'
>>> payload = json.dumps({"key_1": "value_1"})

>>> r = http.request('post', url, payload)[image: 2]
>>> r.json()[image: 3]
{'data': ...}


	[image: 1]

	Set up a connection pool


	[image: 2]

	Submit the request


	[image: 3]

	View the http response















URL Structure


The url for your http request to the model server contains information about which model and which version you would like to infer.


http://{HOST}:{PORT}/v1/models/{MODEL_NAME}:{VERB}


	HOST

	
The host is the IP address or domain name of your model server. If you run your model server on the same machine where you run your client code, you can set the host to localhost



	PORT

	
You’ll need to specify the port in your request URL. The standard port for the REST API is 8501. If this conflicts with other services in your service ecosystem, you can change the port in your server arguments during the startup of the server.



	MODEL_NAME

	
The model name needs to match the name of your model when you either configured your model configuration or when you started up the model server



	VERB

	
The type of model inferneces is specified through the verb in the url. You have three options: predict, classify or regress. predict returns prediction scores, classify returns predicted classes and regress returns the computed regression score.






http://{HOST}:{PORT}/v1/models/{MODEL_NAME}[/versions/${MODEL_VERSION}]:{VERB}


	MODEL_VERSION

	
If you want to make predictions from a specific model version, you’ll need to extend the URL with the version identifier. Earlier we talked about version labels. The labels become very handy to specify an exact version.






http://{HOST}:{PORT}/v1/models/{MODEL_NAME}[/versions/${MODEL_VERSION}]:(classify|regress)

















Payloads


With the URLs in place, let’s discuss the request payloads. TensorFlow Serving expects the input data as a JSON data structure shown in the following example.


{
  "signature_name": <string>,
  "instances": <value>
}


The signature_name is not required. If it isn’t specified, the model server will infer the model graph signed with the default serving label.


The input data is expected either as a list of objects or as a list of input values. If you want to submit multiple data samples, you can submit them as a list under the instances key.


{
  "signature_name": <string>,
  "inputs": <value>
}


If you want to submit one data example for the inference, you can use the inputs and list all input values as a list. One of the keys, instances and inputs, have to be present, but never both at the same time.

















Example


With the following example, you can request a model inference. In our example, we only submit one data example for the inference, but your list could easily contain more examples.


>>> import json
>>> from requests import HTTPSession

>>> def rest_request(text):
>>>     url = 'http://localhost:8501/v1/models/my_model:predict' [image: 1]
>>>     payload = json.dumps({"instances": [text]}) [image: 2]
>>>     response = http.request('post', url, payload)
>>>     return response

>>> rs_rest = rest_request(text="classify my text")
>>> rs_rest.json()


	[image: 1]

	Exchange localhost with an IP address if the server is not running on the same machine


	[image: 2]

	Add more examples to the instance list if you want to infer more samples.

























Using TensorFlow Serving via gRPC


If you want to use the model over gRPC, the steps are slightly different to the REST API requests.


First, you establish a gRPC channel. The channel provides the connection to the gRPC server at a given host address and over a given port. If you require a secure connection, you need to establish a secure channel at this point. Once the channel is established, you’ll create a stub. A stub is a local object which replicates the available methods from the server.


import grpc
from tensorflow_serving.apis import predict_pb2
from tensorflow_serving.apis import prediction_service_pb2_grpc
import tensorflow as tf

def create_grpc_stub(host, port='8500'):
    hostport = f'{host}:{port}'
    channel = grpc.insecure_channel(hostport)
    stub = prediction_service_pb2_grpc.PredictionServiceStub(channel)
    return stub


Once the gRPC stub is created, we can set the model and the signature to access predictions from the correct model and submit our data for the inference.


def grpc_request(stub, data_sample, model_name='my_model', signature_name='classification'):
    request = predict_pb2.PredictRequest()
    request.model_spec.name = model_name
    request.model_spec.signature_name = signature_name

    request.inputs['inputs'].CopyFrom(tf.make_tensor_proto(data_sample, shape=[1,1])) [image: 1]
    result_future = stub.Predict.future(request, 10) [image: 2]
    return result_future


	[image: 1]

	inputs is the name of the input neurons of our neural network


	[image: 2]

	10 is the max time before the function times out





With the two function now available, we can infer our example data sets with the two function calls


stub = create_grpc_stub(host, port='8500')
rs_grpc = grpc_request(stub, data)












Getting Predictions from Classification and Regression Models


If you are interested in making predictions from classification and regression models, you can do that with the gRPC API.


If you would like to get predictions from a classification model, you need to swap out the following lines


from tensorflow_serving.apis import predict_pb2
...
request = predict_pb2.PredictRequest()


with


from tensorflow_serving.apis import classification_pb2
...
request = classification_pb2.ClassificationRequest()


If you want to get predictions from a regression model, you can use the following imports


from tensorflow_serving.apis import regression_pb2
...
regression_pb2.RegressionRequest()

















Payloads


gRPC API uses ProtoBuffers as the data structure for the API request. By using ProtoBuffer payloads, the API requests are compressed and therefore use less bandwidth. Also, depending on the model input data structure, you might experience faster predictions as with the REST endpoints. The performance difference is explained by the fact that the submitted JSON data will be converted to a tf.Example data structure. This conversion can slow down the model server inference, and you might encounter a slower inference performance than in the gRPC API case.


Your data submitted to the gRPC endpoints needs to be converted to the ProtoBuffer data structure. TensorFlow provides you a handy utility function to perform the conversion called tf.make_tensor_proto. make_tensor_proto allows various data formats, including scalars, lists, NumPy scalars, and NumPy arrays. The function will then convert the given Python or NumPy data structures to the ProtoBuffer format for the inference.





























Model A/B Testing with TensorFlow Serving


A/B testing is an excellent methodology to either test different models in real life situations or a way to phase in newer models and expose them to a small number of users before directing all model predictions to the newer model.


We discussed earlier that you could configure TensorFlow Serving to load multiple model versions and then specify the model version in your REST request URL or gRPC specifications.


TensorFlow Serving doesn’t support A/B Testing from the server-side, but with a little tweak to our request URL, we can support random A/B testing from the client-side.


from random import random [image: 1]

def get_rest_url(model_name, host='localhost', port='8501',
                 verb='predict', version=None):
    url = f"http://{host}:{port}/v1/models/{model_name}/"
    if version:
        url += f"versions/{version}"
    url += f":{verb}"
    return url

...

# submit 10% of all request from this client to version 1
# 90% of the request should go to the default models
threshold = 0.1
version = 1 if random() < threshold else None [image: 2]
url = get_rest_url(model_name='complaints_classification', version=version)


	[image: 1]

	The random library will help us to pick a model


	[image: 2]

	If version == None, TensorFlow Serving will infer with the default version





As you can see, randomly changing the request URL for our model inference (in our REST API example), can provide you some basic A/B testing functionality. If you would like to extend the capabilities by performing the random routing of the model inference on the server side, we highly recommend routing tools like Istio 4 for that purpose. Originally designed for web traffic, the tool can be used to route traffic to specific models. You can phase in models, perform A/B tests or create policies for data routed to specific models.


When you perform A/B tests with your models, it is often useful to request information about the model from the model server. In the following section, we will explain how you can request the metadata information from TensorFlow Serving.

















Requesting Model Meta Data from the Model Server


At the beginning of the book we laid out the model life cycle and how we want to automate the machine learning life cycle. A critical component of the continuous life cycle is generating accuracy or general performance feedback about your model versions. We will deep dive into how to generate these feedback loops in Chapter 7, but for now, imagine that your model classifies some data, e.g., the sentiment of the text, and then asks the user to rate the prediction. The information of whether a model predicted something correctly or incorrectly is precious to improve future model versions, but it is only useful if we know which model version has performed the prediction.


The metadata provided by the model server will contain the information to annotate your feedback loops.










REST Requests for Model Meta Data


Requesting model meta information is straight forward with TensorFlow Serving. TensorFlow Serving provides you an endpoint for model meta information.


http://{HOST}:{PORT}/v1/models/{MODEL_NAME}[/versions/{MODEL_VERSION}]/metadata


Similar to the REST API inference requests we discussed earlier, you have the option to specify the model version in the request URL, or if you don’t specify it, the model server will provide the information about the default model.


import json
from requests import HTTPSession

def metadata_rest_request(model_name, host='localhost',
                          port='8501', version=None):
    url = f"http://{host}:{port}/v1/models/{model_name}/"
    if version:
        url += f"versions/{version}"
    url += f"/metadata"

    http = HTTPSession()
    response = http.request('get', url)
    return response


With one REST request, the model server will return the model specifications as a model_spec dictionary and the model siganture definitions as a metadata dictionary.


{
	"model_spec": {
		"name": "complaints_classification",
		"signature_name": "",
		"version": "1556583584"
	},
	"metadata": {
		"signature_def": {
			"signature_def": {
				"classification": {
					"inputs": {
						"inputs": {
							"dtype": "DT_STRING",
							"tensor_shape": {
                ...


You can then attach the model meta information to the information you want to store about your model performance which can be analyzed at a later point in time.

















gRPC Requests for Model Meta Data


Requesting model meta information is almost as easy as we have seen it in the REST API case. In the gRPC case, you file a GetModelMetadataRequest, add the model name to the specifications and submit the request via the GetModelMetadata method of the stub.


from tensorflow_serving.apis import get_model_metadata_pb2

def get_model_version(model_name, stub):
    request = get_model_metadata_pb2.GetModelMetadataRequest()
    request.model_spec.name = model_name
    request.metadata_field.append("signature_def")
    response = stub.GetModelMetadata(request, 5)
    return response.model_spec

>>> model_name = 'complaints_classification'
>>> stub = create_grpc_stub('localhost')
>>> get_model_version(model_name, stub)

name: "complaints_classification"
version {
  value: 1556583584
}


The gRPC response contains ModelSpec object which contains the version number of the loaded model.


More interesting is the use-case of obtaining the model signature information of the loaded models. With almost the same request functions we can determine the model meta information. The only difference is that we don’t access the model_spec attribute of the response object, but the metadata. The information needs to be serialized to be human-readable; therefore we are using SerializeToString to convert the ProtoBuffer information.


from tensorflow_serving.apis import get_model_metadata_pb2

def get_model_meta(model_name, stub):
    request = get_model_metadata_pb2.GetModelMetadataRequest()
    request.model_spec.name = model_name
    request.metadata_field.append("signature_def")
    response = stub.GetModelMetadata(request, 5)
    meta =  response.metadata['signature_def']
    return meta.SerializeToString().decode("utf-8", 'ignore')

>>> model_name = 'complaints_classification'
>>> stub = create_grpc_stub('localhost')
>>> meta = get_model_meta(model_name, stub)

>>> print(meta)
type.googleapis.com/tensorflow.serving.SignatureDefMap
serving_default
complaints_classification_input
        input_1:0
               2@
complaints_classification_output(
dense_1/Softmax:0
               tensorflow/serving/predict
























Batching Inference Requests


Batching inference requests is one of the most powerful features of TensorFlow Serving. During model training, batching accelerates our training because we can parallelize the computation of our training samples. At the same time, we can also use the computation hardware efficiently if we match the memory requirements of our batches with the available memory of the GPU.



[image: TensorFlow_Serving_Without_Batching]
Figure 6-3. Overview of the TensorFlow Serving without Batching




As shown in Figure 6-3, if you run TensorFlow Serving without the batching enabled, every client request with one or more data samples creates an inference of the model regardless of whether the memory is optimally used or not.



[image: TensorFlow_Serving_Batching]
Figure 6-4. Overview of the TensorFlow Serving Batching




As shown in Figure 6-4, multiple clients can request model predictions and the model server batches the different client requests into one “block” to compute. Each request inferred through this batching step might take a bit longer than a single request. However, imagine a large number of individual requests hitting the server. In this case, you can process a more significant number of requests if processed as a batch.










Configure Batch Predictions


Batching predictions needs to be enabled for TensorFlow Serving and then configured for your use-case. You have five configuration options:


	max_batch_size

	
This parameter controls the batch size. Large batch sizes will increase the request latency and can lead to an exhausting of the GPU memory. Small batch size lose the benefit of the optimal computation resource usage.



	batch_timeout_micros

	
This parameter sets the maximum time to wait to fill a batch. This parameter is handy to cap the latency for inference requests.



	num_batch_threads

	
The number of thread configures how many CPU or GPU cores can be used in parallel.



	max_enqueued_batches

	
This parameter sets the maximum number of batches queued for predictions. This configuration is beneficial to avoid an unreasonable backlog of requests. If the maximum number is reached, requests will be returned with an error instead of being queued.



	pad_variable_length_inputs

	
This boolean parameter determines if input tensors with variable lengths will be padded to the same lengths for all input tensors.






As you can imagine, setting the parameters for the optimal batching requires some tuning and is application dependent. If you run online inference, you should aim for limiting the latency. It is often recommended to set batch_timeout_micros initially to zero and tune the timeout towards 10000 microseconds. In contrast, batch requests will benefit from longer timeouts (milli-seconds to a second) to constantly use the batch size for optimal performance. TensorFlow Serving will make predictions on the batch when either the max_batch_size or the timeout is reached.


If you configure TensorFlow Serving for CPU based predictions, set num_batch_threads to the number of CPU cores. If you configure a GPU setup, tune max_batch_size to get an optimal utilization of the GPU memory. While you tune your configuration, make sure that you set max_enqueued_batches to a huge number to avoid that some requests will be returned early without proper inference.


You can set the parameters in a text file as shown in the following example. In our example, we call the configuration file batching_parameters.txt.


max_batch_size { value: 32 }
batch_timeout_micros { value: 5000 }
pad_variable_length_inputs: true


If you want to enable batching, you need to pass two additional parameters to the Docker container running TensorFlow Serving. Set enable_batching to true to enable batching and set batching_parameters_file to the absolute path of the batching configuration file inside of the container. Please keep in mind that you have to mount the additional folder with the configuration file if it isn’t located in the same folder as the model versions.


Here is a complete example of the docker run command to start the TensorFlow Serving Docker container with batching enabled. The parameters will then be passed to the TensorFlow Serving instance.


docker run -p 8500:8500 \
           -p 8501:8501 \
           --mount type=bind,source=/path/to/models,target=/models/my_model \
           --mount type=bind,source=/path/to/batch_config,target=/server_config \
           -e MODEL_NAME=my_model -t tensorflow/serving \
           --enable_batching=true
           --batching_parameters_file=/server_config/batching_parameters.txt


As explained earlier, the configuration of the batching will require additional tuning, but the performance gains should make up for the initial setup. We highly recommend enabling this TensorFlow Serving feature. It is especially useful for offline/batch processes to infer a large number of data samples.
























Other TensorFlow Serving Optimizations


TensorFlow Serving comes with a variety of additional optimization features. Additional feature flags are:


	--file_system_poll_wait_seconds=1

	
TensorFlow Serving will poll if a new model version is available. You can disable the feature by setting it to -1 or if you only want to load the model once and never update it, you can set it to 0. The parameter expects an integer value.



	--tensorflow_session_parallelism=0

	
TensorFlow Serving will automatically determine how many threads to use for a TensorFlow session. In case, you want to set the number of a thread manually, you can overwrite it by setting this parameter to any positive integer value.



	--tensorflow_intra_op_parallelism=0

	
This parameter sets the number of cores being used for running TensorFlow Serving. The number of available threads determines how many operations will be parallelized. If the value is zero, all available cores will be used.



	--tensorflow_inter_op_parallelism=0

	
This parameter sets the number of available threads in a pool to execute TensorFlow ops. This is useful to maximize the execution of independent operations in a TensorFlow graph. If the value is set to zero, all available cores will be used and one thread per core allocated.






Similar to our earlier examples, you can pass the configuration parameter to the docker run command as shown in the following example:


docker run -p 8500:8500 \
           -p 8501:8501 \
           --mount type=bind,source=/path/to/models,target=/models/my_model \
           -e MODEL_NAME=my_model -t tensorflow/serving \
           --tensorflow_intra_op_parallelism=4 \
           --tensorflow_inter_op_parallelism=4 \
           --file_system_poll_wait_seconds=10 \
           --tensorflow_session_parallelism=2

















TensorFlow Serving Alternatives


TensorFlow Serving is a great way of deploying machine learning models. With the TensorFlow Estimators and Keras models, a large variety of machine learning concepts are covered. If you would like to deploy a legacy model or your machine learning framework of choice isn’t TensorFlow/Keras, here are a couple of options for you.










Seldon


The UK start-up Seldon provides a variety of open source tools to manage model life cycles, and one of the core products is Seldon Core 5. Seldon Core provides you a toolbox to wrap your models in a Docker image which is then deployed via Seldon in a Kubernetes Cluster.


At the time of writing this chapter, Seldon supported machine learning models written in Python, Java, NodeJS, and R.


Seldon comes with its own ecosystem which allows building the preprocessing into its own Docker images which are deployed in conjunction with the deployment images. It also provides its Routing service which allows you to perform A/B test or multiarm bandit experiments.


Seldon is highly integrated with the KubeFlow environment and, similar to TensorFlow Serving, is a way to deploy models with KubeFlow on Kubernetes.

















GraphPipe


GraphPipe 6 is another way of deploying TensorFlow and non-TensorFlow models. Oracle drives the open source project. It allows you to deploy not just TensorFlow (inc. Keras) models, but also Caffe2 models and all machine learning models which can be converted to the ONNX format 7. Through the ONNX format you can deploy PyTorch models with GraphPipe.


Besides providing a model server for TensorFlow, PyTorch, etc., GraphPipe also provides client implementation for programming languages like Python, Java and Go.

















Simple TensorFlow Serving


Simple TensorFlow Serving 8 supports more than just TensorFlow models. The current list of supported model frameworks includes ONNX, Scikit-learn, XGBoost, PMML, and H2O. It supports multiple models, predictions on GPUs and client code for a variety of languages.


One significant aspect of Simple TensorFlow Serving is that it supports authentication and encrypted connections to the model server. Authentication is currently not a feature of TensorFlow Serving and SSL/TLS supports requires a custom build of TensorFlow Serving.

















MLflow


MLflow 9 supports the deployment of machine learning models, but it is only one aspect of the tool created by DataBricks. MLflow is designed to manage model experiments through MLflow Tracking. The tool has a model server built-in which provides REST API endpoints for the models managed through MLflow.


MLflow also provides interfaces to directly deploy the models from MLflow to Microsoft’s AzureML platform and Amazon’s Web Service SageMaker.
























Deploying with Cloud Providers


All model server solutions we have discussed up to this point have to be installed and managed by you. However, all primary cloud providers, Google Cloud, Amazon Web Services and Microsoft Azure, offer machine learning products including the hosting of machine learning models.


In this section, we would like to walk you through one deployment option with a cloud provider.










Use Cases


Managed cloud deployments of machine learning models are a good alternative to running your model server instances if you want to deploy a model seamlessly and don’t want to worry about the scaling of the model deployment. All cloud providers offer deployment options with the ability to scale depending on the number of inference requests.


However, the flexibility of your model deployment comes at a cost. Managed services provide effortless deployments, but they cost a premium. For example, two model versions running full-time (requires two computation nodes) are more expensive than a comparable compute instance which is running a TensorFlow Serving instance. Another downside of managed deployments are the limitations of the products. Some cloud providers require that you deploy via their own Software Development Kits, others have limits on the node size and how much memory your model can take up. These limitations can be a severe restriction for sizeable deep learning models, especially if the models contain very many layers or a layer contains language model information.

















Example Deployment with Google Cloud Platforms


In this section, we will guide you through an example deployment with Google Cloud’s AI Platform. Let’s start with the model deployment, and later we’ll explain how you can get predictions from the deployed model from your application client.












Model Deployment


The deployment consists of three steps:



	
Making the model accessible on Google Cloud



	
Create a new model instance with Google Cloud’s AI Platform



	
Create a new version with the model instance






The deployment starts with uploading your exported TensorFlow/Keras model to a storage bucket. As shown in Figure 6-5, you need to upload the entire exported model. Once the upload of the model is done, please copy the complete path of the storage location.



[image: google cloud functions model setup.max 800x800]
Figure 6-5. Uploading the Trained Model to a Cloud Storage




Once you have uploaded your machine learning model, head over to the AI Platform of Google Cloud Platform to set up your machine learning model for deployment. If it is the first time that you use the AI Platform in your GCP project, you’ll need to enable the API. The automated startup process by Google Cloud can take a few minutes.


When you create a new model, you need to give the model a unique identifier. Once you have created the identifier and created an optional project description, continue with the setup by clicking Create.



[image: Setup a new model]
Figure 6-6. Creating a new Model Instance




Once the new model is registered, you can create a new model version within the model. To do that, please click on Figure 6-7 in the overflow menu.



[image: Create_new_Model_Version]
Figure 6-7. Creating a New Model Version




When you create a new model version, you configure a compute instance which is running your model. Google Cloud gives you a variety of configuration options. Important is the version name since you’ll reference the version name later in the client setup. Please set the Model URI to the storage path you saved in the earlier step.


Google Cloud AI Platform supports a variety of machine learning frameworks including XGBoost and SciKit-Learn.



[image: Setting up the Version Details]
Figure 6-8. Setting up the Instance Details




Google Cloud Platform also lets you configure how your model instance should scale in case your model experiences a large number of inference requests. As Figure 6-9 shows, you can set the scaling behavior. You have two options:



	
Manual scaling



	
Auto-scaling






While the manual scaling gives you the option for setting the exact number of nodes available for the predictions of your model version, auto-scaling will give you the chance spin up and down the number of available nodes. If your nodes don’t experience any requests, the number of nodes could even drop to zero. Please note that if the autoscaling is dropping the number of nodes to zero, it will take some time to re-instantiate your model version with the next request hitting the model version endpoint. Also if you run inference nodes in the autoscaling mode, you’ll be billed in minute intervals with a minimum of 10 min. That means that one request will cost you at least 10 min of compute time.



[image: Setup_up_the_model_scaling]
Figure 6-9. Setting up the Scaling Details of the Model Instance




Once the entire model version is configured, Google Cloud spins up the instances for you. If everything is ready for model predictions, you see a green check icon next to the version name as shown in Figure 6-10.



[image: completed_model_version_setup]
Figure 6-10. Completing the Deployment with a new Version available




You can run multiple model versions simultaneously. In the control panel of the model version, you set one version as the default version and any inference request without a version specified will be routed to the designated “default version”. Just note that each model version will be hosted on an individual node and accumulate Google Cloud Platform costs.

















Model Inference


Since TensorFlow Serving is battle tested at Google and used heavily internally, it is also used behind the scenes at Google Cloud Platform. You’ll notice that the AI Platform isn’t just using the same model export format as we have seen with our TensorFlow Serving instances, but the payloads have the same data structure as we have seen before.


The only significant difference is the API connection. As you’ll see in this section, you’ll connect to the model version via the GCP API which is handling the request authentication.


To connect with the Google Cloud API, you’ll need to install the library google-api-python-client with


$ pip install google-api-python-client==1.7.8


All Google services can be connected via a service object. The helper function in the following code snippet highlights how to create the service object. The Google API client takes a service name and a service version and returns an object which provides all API functionalities via methods of the returned object.


import googleapiclient.discovery

def _connect_service():
   kwargs = {'serviceName': 'ml', 'version': 'v1'}
   return googleapiclient.discovery.build(**kwargs)


Similar to our earlier REST and gRPC examples, we nest our inference data under a fixed instances key which carries a list of input dictionaries. We have created a little helper function to generate the payloads. This function can contain any preprocessing if you need to modify your input data before the inference.


def _generate_payload(sentence):
   return {"instances": [{"sentence": sentence}]}


With the service object created on the client side and the payload generated, it’s time to request the prediction from the Google Cloud hosted machine learning model.


The service object of the AI Platform service contains a predict method which accepts a name and a body. The name is a path string containing your Google Cloud Platform project name, your model name and if you want to make predictions with a specific model version, your version name. If you don’t specify a version number, the default model version will be used for the model inference. The body contains the inference data structure we generated earlier.


project = 'yourGCPProjectName'
model_name = 'demo_model'
version_name = 'v1'
request = service.projects().predict(
  name=f'projects/{project}/models/{model_name}/versions/{version_name}',
  body=_generate_payload(sentence)
)
response = request.execute()


The Google Cloud AI Platform response contains the predict scores for the different categories similar to a REST response from a TensorFlow Serving instance.


{'predictions': [{'label': [
   0.9000182151794434,
   0.02840868942439556,
   0.009750653058290482,
   0.06182243302464485]
   }]
}





























Summary


In this chapter, we discussed how to setup TensorFlow Serving to deploy machine learning models and why a model server is a more scalable option than deploying machine learning models through a Flask web application. We stepped through the installation and configuration steps, introduced the two main communication option, REST and gRPC, and briefly discussed the advantages and disadvantages of both communication protocols.


Furthermore, we explained some of the great benefits of TensorFlow Serving, including the batching of model requests and how to obtain meta information about the different model versions. We also discussed how to set up a quick A/B test setup with TensorFlow Serving.


We closed this chapter with a brief introduction of a managed cloud service, using Google Cloud AI Platform as an example. This provides you the ability to deploy machine learning models without managing your own server instances.










1 https://www.tensorflow.org/about/case-studies
2 https://github.com/NVIDIA/nvidia-docker#quick-start
3 https://www.tensorflow.org/tfx/serving/setup#building_from_source
4 https://istio.io/
5 https://www.seldon.io/open-source/
6 https://oracle.github.io/graphpipe/
7 ONNX is a way of describing machine learning models. https://onnx.ai/
8 https://stfs.readthedocs.io/
9 https://mlflow.org/







  
Chapter 7. Feedback Loops



A note for Early Release readers

With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the thirteenth chapter of the final book. Please note that the GitHub repo will be made active later on.


If you have comments about how we might improve the content and/or examples in this book, or if you notice missing material within this chapter, please reach out to the author at buildingmlpipelines@gmail.com.










Introduction to feedback loops


Now that you have a smooth pipeline for putting your machine learning model into production, as described in the previous chapters, you don’t want to only run this once. Models shouldn’t be static once they are deployed. New data is collected, the data distribution changes as we described in Chapter 5, models drift as discussed in [Link to Come], and most importantly you would like your pipeline to continuously improve.



[image: Model Feedback as part of ML Pipelines]
Figure 7-1. Model Feedback as part of ML Pipelines




Adding feedback of some kind into our machine pipeline changes it into a life cycle, as shown in Figure 7-2: the predictions from the model lead to the collection of new data, which improves the model.



[image: Model Life Cycle]
Figure 7-2. Model Life Cycle




In fact, if you don’t set up any kind of feedback loop, the model will get stale and accuracy will decrease. The predictive power of a model decreases without fresh training data as inputs change over time. The deployment of the ML model may in fact alter the training data that comes in, because user experiences change: for example, in a video recommendation system, better recommendations from a model lead to different viewing choices from the user. Feedback loops are particularly important for models that are personalized such as recommender systems or predictive text.


80% of effort and gains come from iterations after shipping v1.01.

Pete Skomoroch




At this point it is extremely important to have the rest of the pipeline set up robustly. Feeding in new data should only cause the pipeline to fail if it causes the data statistics to fall outside the limits you have set in your data validation, or it causes the model statistics to move outside the boundaries you have set in you model analysis. This can then trigger events such as model retraining, new feature engineering and so on. If one of these triggers occurs, the new model should receive a new version number.


As well as the collection of new training data, feedback loops can also give you information on the real-world usage of your model. This can include the number of active users, the times of day when they interact with your model, and many other pieces of data. This type of data is extremely useful for demonstrating the value of your model to business stakeholders.










Explicit and implicit feedback


We can divide our feedback into two main types: implicit and explicit2. Implicit feedback is where people’s actions in their normal usage of a product give the model feedback - for example, by buying something suggested by a recommender system, or watching a suggested movie. User privacy needs careful consideration with implicit feedback, because it’s tempting to just track every action that a user takes. Explicit feedback is where a user gives some direct input on a prediction, for example giving a thumbs-up/thumbs-down to a recommendation, or by correcting a prediction.

















The data flywheel


In some situations, you may have all the data you need to create a new machine learning powered product. But in other cases, you may need to collect more. This happens particularly often when dealing with supervised learning problems. Supervised learning is more mature than unsupervised learning, and generally provides more robust results, so the majority of models deployed in production systems are supervised models. Frequently, the situation arises that you have large amounts of unlabelled data, but insufficient labelled data (although the growth of transfer learning is starting to remove the need for vast amounts of labelled data for some machine learning problems).


In the case where you have a lot of unlabelled data and need to collect more labels, the data flywheel concept is especially useful. This allows you to grow your training dataset by setting up an initial model using pre-existing data from a product, hand-labelled data or public data. This allows you to collect some inital feedback from users. This feedback is used to label your data, improving the model predictions, attracting more users to the product, who label more data, and so on, as illustrated in Figure 7-3.



[image: The data flywheel]
Figure 7-3. The data flywheel



















Feedback loops in the real world


Some of the most familiar examples of feedback loops in machine learning systems occur when a model’s predictions are exposed to a customer. This is particularly common in recommender systems, where a model predicts the top k most relevant choices. It’s often difficult to collect training data for recommender systems in advance of launching a product, so these systems are often heavily dependent on feedback from their users.


Netflix’s movie recommendation system3 is a classic example of a feedback loop. The user is recommended movies to watch, then provides feedback by rating the predictions. As the user rates more movies, they receive recommendations that are more closely tailored to their tastes.


Originally, when the main business of Netflix was shipping DVDs in the mail, they used a 1-5* system to collect DVD ratings, because this was also a signal that the customer had actually watched the DVD. In this situation, Netflix was only able to collect explicit feedback. But when their business changed to streaming movies online, they were also able to collect the implicit feedback of whether a user watched the movies that were recommended to them, and whether the user watched the whole movie. Netflix then switched from the 1-5* rating system to a simpler thumbs-up/thumbs-down system. This allowed them to collect more feedback, as it required less time from their users. In addition, the finer-grained ratings may not be so actionable: how should a model respond if a movie is rated 3*? It doesn’t signal that the prediction is correct or incorrect, whereas the thumbs-up/thumbs-down gives a clear signal to the model.

Tip

Feedback should be easy to collect and should give actionable results.




Another example of a feedback loop, and in this case a negative feedback loop, is Microsoft’s infamous Twitter bot TAY4. This hit the news in 2016 when, within 16 hours of its launch, it was taken offline because of its offensive and sometimes racist tweets. By this time, it had tweeted over 96,000 times. It was retrained automatically based on replies to its tweets, which were deliberately provocative. The feedback loop in this situation was that the system took the replies to its initial tweets and incorporated them into the training data. This was probably intended to make the bot sound more human, but the outcome was that it picked up on the worst replies and became extremely offensive.

Caution

It’s important to think about what might go wrong with a feedback loop, as well as the best-case scenario. What is the worst thing that your users might do? How do you protect against bad actors who may want to disrupt your system in an organized or automated way?




A third example of real-world feedback loops comes from Stripe, the online payments company5. Stripe built a binary classifier to predict fraud on credit card transactions, and their system would block transactions if the model predicted they were likely to be fraudulent. They obtained a training set from past transaction data and trained a model on it, which produced good results on the training set. However, it was impossible to know the precision and recall of the production system, because if the model predicted the transaction was fraudulent, it was blocked. So it was impossible to know whether it was in fact fraudulent, because it never happened.


Another larger problem arose when the model was retrained on new data: its accuracy decreased. In this case, the feedback loop had caused all the original types of fraudulent transactions to be blocked, so they were unavailable for new training data. The new model was being trained on the residual fraudulent transactions that hadn’t been caught. Stripe’s solution was to relax the rules and allow a small number of charges to go through, even if the model predicted they would be fraudulent. This allowed them to evaluate the model and provided new relevant training data.

Tip

Feedback loops will often have some consequences that weren’t apparent during their design. It’s essential to keep monitoring the system after it has been deployed.




Feedback loops may also be causing huge problems with machine learning systems. YouTube’s recommendation system6 is designed to increase the amount of time that people spend watching videos. And it’s been incredibly successful: people watch over 1 billion hours of video on YouTube every day7. However, there have been recent concerns that this system leads people towards watching videos with increasingly extreme content8. When these systems become very large, it’s extremely hard to anticipate all the consequences of the feedback loop. So proceed with caution and ensure there are safeguards for your users.
























Design patterns for collecting feedback


In this section, we’ll discuss some common ways of collecting feedback. Your choice of method will depend on a few things:



	
the business problem you’re trying to solve



	
the type and design of the app/product



	
the type of machine learning model: classification, recommender system, etc.






If you’re planning to collect feedback from the users of your product, it’s very important to inform the user what’s happening, so that they can consent to providing feedback. This can also help you collect more feedback: if the user is invested in improving the system, they are more likely to provide feedback.


We break down the different options for collecting feedback in the following sections:










Users take some action as a result of the prediction


In this method, the following steps take place:



	
A model’s prediction is shown to a user



	
The user takes some online action as a result of the prediction



	
The user’s action is recorded



	
The record of this action provides new training data to the model






An example of this would be any kind of product recommendation system. The user is shown a set of products that the model has predicted will be of interest. If the user clicks on one of these products, or goes on to buy the product, the recommendation was a good one. However, there is no information on whether the other products that the user didn’t click on were good recommendations. This is implicit feedback: the feedback does not provide exactly the data that we need to train the model (this would be ranking every single prediction). Instead, the feedback needs to be aggregated over many different users to provide new training data.

















Users rate the quality of the prediction


With this technique, a model’s prediction is shown to the user, and the user gives some kind of signal to show that they like or dislike the prediction. This is an example of explicit feedback, where some extra action must be taken by the user to provide new data. The feedback could be a star rating, or a simple binary thumbs-up/thumbs-down. This is a good fit for recommender systems, and it is especially useful for personalization. Care must be taken that the feedback is actionable: a rating of 3* out of 5 does not give much information about whether a model’s predictions are useful or accurate.


One limitation of this method is that the feedback is indirect - in the recommender system situation, users say what are poor predictions but do not tell you what the correct prediction should be. Another limitation of this system is that there are a number of ways that the feedback can be interpreted. What a user “likes” may not necessarily be something that they want to see more of. For example, in a movie recommender system, a user may give a thumbs-up to show that they want more movies of the genre, or by the same director, or starring the same actors. All this nuance is lost when it’s only possible to give binary feedback.

















Users correct the prediction


If your feedback loop can use this method, this can be an excellent way to collect a lot of high quality new data quickly. This method is an example of explicit feedback, and it works as follows:



	
Predictions from a lower-accuracy model are shown to the user



	
The user accepts the prediction if it is correct, or updates it if it is incorrect



	
The predictions have now been verified by a user and can be used as new training data






This works best in cases where the user is highly invested in the outcome. A good example of this would be a banking app where a user can deposit checks. An image recognition model automatically fills in the check amount. If the amount is correct, the user confirms it, or if it is incorrect, the user inputs the correct value. In this case, it’s in the user’s interests to enter the correct amount so that the money is deposited into their account. The app becomes more accurate over time as more training data is created by its users.


Care must be taken to only use this method in cases where the objectives of the machine learning system and the user are strongly aligned. If the user accepts incorrect responses, because there is no reason for them to put in effort to change it, the training data becomes full of errors, and the model does not become more accurate with time. And if there is some gain to the user if they provide incorrect results, this will bias the new training data.

















Crowdsource the annotations


This method is particularly useful if you have a large amount of unlabelled data, and it’s not possible to collect labels from users through the normal usage of a product. In this case, a large pool of unlabelled data is usually collected, which is then passed to a crowdsourcing platform, such as AWS Mechanical Turk or Figure Eight. Human annotators are then paid (usually a small amount) to label the data. This is most suitable for tasks that do not require special training.


With this method, it’s necessary to control for varying quality of labelling, and the annotation tool is usually set up so that multiple people label the same data example. The Google PAIR guide9 gives some excellent detailed suggestions for designing annotation tools, but the key thing to consider is that the incentives of the annotators need to be aligned with the model outcomes. The main advantage of this method is that it’s possible to be extremely specific about the new data that’s created, so it can exactly fit the needs of a complex model.


However, there are a number of drawbacks to this approach - for example, it may not be suitable for private or sensitive data. Be careful to ensure that there is a diverse pool of raters to reflect the users of your product and society as a whole, and that these raters are receiving a fair wage. There can be a high cost to this approach, too, and it may not scale to a large number of users.

















Expert annotations


Expert annotations are set up similar to crowdsourcing, but with carefully chosen annotators. This may be you, the person building the pipeline, using an annotation tool such as Prodigy10 for text data. Or it may be a domain expert, for example if you are training an image classifier on medical images. This method is especially suitable for the following situations:



	
the data requires some specialist knowledge to annotate



	
the data is private or sensitive in some way



	
only a small number of labels are required (e.g. transfer learning or semi-supervised learning)



	
mistakes in annotations have high real world consequences for people






This method allows the collection of high-quality feedback, but it is expensive, manual and doesn’t scale up well.

















Feedback is produced automatically by the system


In some machine learning pipelines, no human is required for feedback collection. The model makes a prediction, and some future event happens that tells us whether the model was correct or not. In this case, new training data is collected automatically by the system. While this does not involve any separate infrastructure to collect the feedback, it still requires care: unexpected things can happen because the presence of the predictions can perturb the system. The example from Stripe above illustrates this well: the model influences its own future training data. More on this can be found in the paper “Hidden Technical Debt in Machine Learning Systems”11 by Sculley et al.
























How to track feedback loops


Once you’ve decided which type of feedback loop best fits your business problem and your type of model, it’s time to incorporate it into your machine learning pipeline. This is where model validation, as we discussed in [Link to Come], becomes absolutely essential: new data will propagate through the system, and as it does so it must not cause the system performance to decline against the metrics you are tracking.



[image: Tracking feedback]
Figure 7-4. Tracking feedback




The key concept here is that every prediction should receive a tracking ID, as shown in  Figure 7-4. This can be implemented with some kind of “prediction register” - each prediction is stored here along with a tracking ID. The prediction and the ID are passed to the application, and then the prediction is shown to the user. If the user gives us some feedback, the process continues.


When feedback is collected, it is stored in a “feedback register” along with that prediction tracking ID. A data processing step joins the feedback with the original prediction. This allows you to track the feedback through the data and model validation steps, so that you know which feedback is powering the new model version.










Tracking explicit feedback


When it comes to tracking, there are two forms of explicit feedback:


	
Binary feedback - whether the prediction is correct or incorrect. In most situations, only the feedback to tell you that the prediction is correct can give you new training data. For example, in a multiclass classification system, user feedback only tells you whether the predicted class is correct or not. If the predicted class is marked as incorrect, you don’t know which of the other classes it should be. If the predicted class is correct, the pair of the data plus the prediction is a new training example. The only situation where the feedback that the prediction is incorrect is useful, is in a binary classification problem. In this case, the feedback tells us that the example belongs to the negative class.



	
Reclassification or correction - the user gives the model the correct answer. In this case, the pair of the input data plus the new classification is a new training example, and should receive a tracking ID.






















Tracking implicit feedback


Implicit feedback generates binary feedback. If a recommendation system suggests a product and the user clicks on that product, the pair of the product and the user data form a new training example and would receive a tracking ID. In this situation, it may be necessary to wait for many pieces of binary feedback before retraining the model.
























Summary


Feedback loops turn your machine learning pipeline into a cycle and help it grow and improve itself. It’s essential to incorporate new data into your machine learning pipeline to stop the model getting stale and its accuracy dropping. Ensure that you choose the feedback method that is most aligned with your type of model and its success metrics.


Feedback loops need careful monitoring. Once you start collecting new data, it’s very easy to violate one of the most fundamental assumptions of many machine learning algorithms: that your training data and validation data are drawn from the same distribution. Ideally, both your training and validation data will be representative of the real world that you model, but in practice this is never the case. So, as you collect new data, it’s important to generate new validation datasets as well as training datasets.


Feedback loops require you to work closely with the designers, developers and UX experts involved in your product. They need to build the systems that will capture the data and improve your model. It’s important that you work with them to connect the feedback to improvements that users will see, and set expectations for when the feedback will change the product. This will help keep users invested in giving feedback.


One note of caution here is that feedback loops can reinforce any harmful bias or unfairness in the initial model. Never forget that there can be a person on the end of this process! Consider offering users a method to give feedback that a model has caused harm to someone, so that it’s easy for them to flag situations that should be fixed immediately. This will need far more details than a 1-5* rating.


Once your feedback loop is set up, and you are able to track your model’s predictions and the responses to those predictions, you have all the pieces of your pipeline.










1 https://www.slideshare.net/pskomoroch/product-management-for-ai
2 See Google’s PAIR manual for more details:  https://pair.withgoogle.com/chapter/feedback-controls/
3 The Netflix Recommender System: Algorithms, Business Value, and Innovation https://dl.acm.org/citation.cfm?id=2843948
4 https://en.wikipedia.org/wiki/Tay_(bot)
5 Michael Manapat talk, PyData Seattle 2015: https://www.youtube.com/watch?v=QWCSxAKR-h0
6 https://static.googleusercontent.com/media/research.google.com/en//pubs/archive/45530.pdf
7 https://www.youtube.com/intl/en-GB/about/press/
8 https://thenextweb.com/google/2019/06/14/youtube-recommendations-toxic-algorithm-google-ai/
9 https://pair.withgoogle.com/chapter/feedback-controls/
10 https://prodi.gy/
11 https://papers.nips.cc/paper/5656-hidden-technical-debt-in-machine-learning-systems.pdf







  
Chapter 8. Data Privacy for Machine Learning



A note for Early Release readers

With Early Release ebooks, you get books in their earliest form—the author’s raw and unedited content as they write—so you can take advantage of these technologies long before the official release of these titles.


This will be the fourteenth chapter of the final book. Please note that the GitHub repo will be made active later on.


If you have comments about how we might improve the content and/or examples in this book, or if you notice missing material within this chapter, please reach out to the author at buildingmlpipelines@gmail.com.




In this chapter, we introduce some aspects of data privacy as they apply to machine learning pipelines. Privacy-preserving machine learning is a very active area of research that is just beginning to be incorporated into TensorFlow and other frameworks. We’ll explain some of the principles behind the most promising techniques at the time of writing and show some practical examples for how they can fit into a machine learning pipeline.


We’ll cover three main methods for privacy-preserving machine learning in this chapter: differential privacy, federated learning, and encrypted machine learning.








Introduction to Data Privacy


Data privacy is all about trust and the limitation of exposure of data that people would prefer to keep private. There are many different methods for privacy-preserving machine learning, and in order to choose between them you should try to answer the following questions:



	
Who are you trying to keep the data private from?



	
Which parts of the system can be private, and which can be exposed to the world?



	
Who are the trusted parties that can view the data?






The answers to these questions will help you decide which of the methods described in this chapter best fits your use case.










Why do we care about data privacy?


Data privacy is becoming an important part of a machine learning project. There are many legal requirements
surrounding user privacy, such as the EU’s General Data Protection Regulation or GDPR, which went into effect in May 2018, and the California Consumer Privacy Act of January 2020. There are ethical considerations around the use of personal data for machine learning, and users of products powered by ML are starting to care deeply about what happens to their data. Because machine learning has traditionally been hungry for data, and because many of the predictions made by machine learning models are based on personal data collected from users, it is at the forefront of debates around data privacy.


At the time of writing, there’s always a cost to privacy: adding privacy comes with a cost in model accuracy, computation time or both. At one extreme,collecting no data is completely private and completely useless, whereas at the other extreme knowing all the details about a person can allow us to make very accurate machine learning models. We’re just now starting to see the development of privacy-preserving ML, where privacy can be increased without such a large tradeoff with model accuracy.

















The simplest way to increase privacy


Often, the default strategy for building a product powered by machine learning is to collect all the data possible, then decide afterwards what is useful for training a machine learning model. Even though this is done with the user’s consent, the simplest way to increase user privacy is to only collect the data that is necessary for the training of that particular model. In the case of structured data, fields such as name, gender or race can simply be deleted. Text or image data can be processed to remove much personal information, such as deleting faces from images or names from text. However, in some cases this can reduce the utility of the data or make it impossible to train an accurate model. And if data on race and gender is not collected, it’s impossible to tell whether a model is biased against a particular group.


Control of what data is collected can also be passed to the user: consent to collect data can be made more nuanced than a simple opt-in/opt-out, and the user of a product can specify exactly what data may be collected about them. This raises design challenges: should users who provide less data receive less accurate predictions than the users who contribute more data? How do we track consent through our machine learning pipeline? These are all questions that need more discussion in the machine learning community.

















What data needs to be kept private?


In machine learning pipelines, data is often collected from people, but some data has a higher need for privacy-preserving machine learning. Personally identifying information (PII) is data that can directly identify a single person, such as their name, email addresss, street address, ID number and so on, and this needs to be kept private. This can appear in free text such as feedback comments or customer service data, not just when users are directly asked for this data. Images of people may also be considered PII in some circumstances. There are often legal standards around this - if your company has a privacy team, it’s best to consult them before embarking on a project using this type of data.


Sensitive data also requires special care. This is often defined as data that could cause harm to someone if it was released such as health data, or proprietary company data (e.g. financial data). Care should be taken to ensure that this type of data is not leaked in the predictions of a machine learning model.


Another category is quasi-identifying data. Quasi-identifiers can uniquely identify someone if enough of them are known, such as location tracking or credit card transaction data. If several location points are known about the same person, this provides a unique trace which can be combined with other datasets to reidentify that person.


For more details on this, take a look at this definition of private and sensitive data from KIProtect.
























Introduction to Differential Privacy


If we have identified a need for additional privacy in our machine learning pipeline, there
are different methods that can help us increase privacy while retaining as much data utility
as possible. The first one of these we’ll discuss is differential privacy (Dwork, 20061).
Differential privacy (DP)is a formalization of the idea that a query or a transformation of a dataset
should not reveal whether a person is in that dataset. It gives a mathematical measure of the privacy loss
that a person experiences by being included in a dataset, and minimizes this privacy loss through the addition of noise.


Differential privacy describes a promise, made by a data holder, or curator, to a data subject,
and the promise is like this: “You will not be affected, adversely or otherwise, by allowing your data to be used in
any study or analysis, no matter what other studies, datasets or information sources are available.”

Cynthia Dwork




To put it another way, a transformation of a dataset should not change if one person is removed from that dataset.
In the case of machine learning models, the predictions that a model makes should not change if one person is removed from the training
set. Differential privacy is achieved by the addition of some form of noise or randomness to an algorithm.

Note

Throughout this chapter, for simplicity, we assume that each training example in a dataset is associated with or collected from one individual person.




To give a more concrete example: one of the simplest ways of achieving differential privacy is the concept of randomized response.
This is useful in surveys where we’re asking a question of people that has a sensitive answer, such as
“Have you ever been convicted of a crime?”. To answer this question, the person being asked flips a coin. If it comes up heads,
they answer truthfully. If it comes up tails, they flip again and answer “Yes” if the coin comes up heads, and “No” if the coin
comes up tails. Because we know the probabilities for a coin flip, if we ask a lot of people this question we can calculate
the proportion of people who have been convicted of a crime with reasonable accuracy. The accuracy of the calculation increases
when larger numbers of people participate in the survey. People who participate in the survey retain their privacy because there
is deniability: they can say that they gave a random answer rather than a truthful answer.










Local and global differential privacy


Differential privacy can be divided into two main methods: local and global DP. In local DP, noise or randomness is added at the individual level, as in the randomized response example above, so privacy is maintained between an individual and the collector of the data. In global DP, noise is added to the results of a transformation on the entire dataset. The data collector is trusted with the raw data, but the transformation does not reveal data about an individual.

















Epsilon, delta and the privacy budget


Probably the most common way of implementing differential privacy is epsilon-delta differential privacy. When comparing a transformation on a dataset that includes one specific person,with one that does not contain that person, e^epsilon describes the maximum difference between the outcomes of these transformations. So, if epsilon is 0, both transformations return exactly the same result. If epsilon is small, the probability that our transformations will return the same result is greater - a lower value of epsilon is more private, because epsilon measures the strength of the privacy guarantee. Delta is the probability that epsilon does not hold: removing different people from the dataset can have different values of epsilon. We generally set delta to be approximately the inverse of the population size: for a dataset containing 2000 people, we set delta to be 1/1000.


The Algorithmic Foundations of Differential Privacy2
has more details on the math behind this.


The obvious question here is: what value of epsilon should I choose? Epsilon allows us to compare the privacy of different algorithms and approaches, but the absolute value that gives us “sufficient” privacy depends on the use case. It can be helpful to look at the accuracy of the system as epsilon is decreased, then choose the most private parameters possible while retaining acceptable data utility for the business problem. One weakness of epsilon-delta DP is that epsilon is not easily interpretable, and other approaches are being developed to help with this, such as planting secrets within a model’s training data and measuring how likely it is that they are exposed in a model’s predictions.3

















Differential privacy for machine learning


If we want to use DP as part of our machine learning pipeline, there are currently a few options for where it can be added, and we expect to see more in the future. Firstly, DP can be included in a federated learning system (see below), which is an example of local DP. The TensorFlow-Privacy library  assumes that the raw data is collected in a training set, then the predictions of the model are kept private. This is an example of global DP.


A third option is the Private Aggregation of Teacher Ensembles (PATE4) approach. This is a data sharing scenario:in the case that 10 people have labelled data, but you don’t, they train a model locally and each make a prediction on your data. A DP query is then performed to generate the final prediction on each example in your dataset, so that you don’t know which of the 10 models has made the prediction. A new model is then trained from these predictions - this model includes the information from the 10 hidden datasets in such a way that it’s not possible to learn about those hidden datasets. The PATE framework shows how epsilon is being spent in this scenario.


When adding DP to ML pipelines, we usually assume that each training example is collected from one person, to keep the calculations simpler.
























Introduction to TensorFlow Privacy


TensorFlow Privacy5 adds differential privacy during the training of a model. The type of differential privacy used in TF-Privacy is an example of global DP: noise is added after the data has been collected, so that private data is not exposed in a model’s predictions. As shown in  This enables us to offer the strong differential privacy guarantees that an individual’s data has not been memorized, while still maximizing model accuracy.



[image: Trusted parties for differential privacy]
Figure 8-1. Trusted parties for differential privacy












Training with a differentially private optimizer


At the time of writing, tf-privacy offers one fully supported differentially private optimizer: stochastic gradient descent (SGD). The SGD algorithm is modified by adding random noise to the gradients that masks whether an individual training point has been selected for each training step. In addition, gradients are clipped so that they do not become too large - this limits the contribution of any one training example. As a nice bonus, this also helps prevent overfitting.


TF-Privacy can be installed with pip. At the time of writing, it requires TensorFlow version 1.x.


pip install tensorflow_privacy


We start with a simple tf.keras binary classification example:


import tensorflow as tf

model = tf.keras.models.Sequential([
  tf.keras.layers.Dense(128, activation='relu'),
  tf.keras.layers.Dense(128, activation='relu'),
  tf.keras.layers.Dense(1, activation='sigmoid')
])


The differentially private optimizer requires that we set two extra hyperparameters compared to a normal tf.keras model: the noise multiplier and the L2 norm clip. It’s best to vary these to suit your dataset and measure their impact on epsilon.


NOISE_MULTIPLIER = 2
NUM_MICROBATCHES = 32 [image: 1]
LEARNING_RATE = 0.01
POPULATION_SIZE = 5760 [image: 2]
L2_NORM_CLIP = 1.5
BATCH_SIZE = 32 [image: 3]
EPOCHS = 70


	[image: 1]

	The batch size must be exactly divisible by the number of microbatches


	[image: 2]

	The number of examples in the training set


	[image: 3]

	The population size must be exactly divisible by the batch size





Next, initialize the differentially private optimizer:


from tensorflow_privacy.privacy.optimizers.dp_optimizer import DPGradientDescentGaussianOptimizer

optimizer = DPGradientDescentGaussianOptimizer(
    l2_norm_clip=L2_NORM_CLIP,
    noise_multiplier=NOISE_MULTIPLIER,
    num_microbatches=NUM_MICROBATCHES,
    learning_rate=LEARNING_RATE)

loss = tf.keras.losses.BinaryCrossentropy(
        from_logits=True, reduction=tf.losses.Reduction.NONE)[image: 1]


	[image: 1]

	Loss must be calculated on a per-example basis rather than over an entire minibatch.





Training the private model is as normal for a tf.keras model:


model.compile(optimizer=optimizer, loss=loss, metrics=['accuracy'])

model.fit(X_train, y_train,
            epochs=EPOCHS,
            validation_data=(X_test, y_test),
            batch_size=BATCH_SIZE)

















Calculating epsilon


Now, we calculate the differential privacy parameters for our model and our choice of noise multiplier and gradient clip.


from tensorflow_privacy.privacy.analysis import compute_dp_sgd_privacy


compute_dp_sgd_privacy.compute_dp_sgd_privacy(n=POPULATION_SIZE,
                                              batch_size=BATCH_SIZE,
                                              noise_multiplier=NOISE_MULTIPLIER,
                                              epochs=EPOCHS,
                                              delta=1e-4)[image: 1]


	[image: 1]

	The value of delta is set to 1/the size of the dataset, rounded to the nearest order of magnitude.





The final output of this calculation, the value of epsilon, tells us the strength of the privacy guarantee for our particular model. We can then explore how changing the L2 norm clip and noise multiplier hyperparameters above affects both epsilon and our model accuracy. If the values of these two hyperparameters are increased, keeping all others fixed, epsilon will decrease (so the privacy guarantee becomes stronger). At some point, accuracy will begin to decrease and the model will stop being useful. This tradeoff can be explored to get the strongest possible privacy guarantees while still maintaining useful model accuracy.
























Introduction to Federated Learning


Federated learning (FL) is a protocol where the training of a machine learning model is distributed across many different devices, and the trained model is combined on a central server. The key point is that the raw data never leaves the separate devices, and is never pooled in one place. This is very different from the traditional architecture of gathering a dataset in a central location and then training a model.


FL is most often useful in the context of mobile phones with distributed data, or a user’s browser. Each of these clients receives the model architecture and some instructions for training, then a model is trained on that device, and the weights are returned to a central server. This increases a user’s privacy slightly, in that it’s more difficult for an interceptor to learn anything about a user from model weights than from raw data, but it doesn’t provide any guarantee of privacy. The step of distributing the model training doesn’t provide the user with any increased privacy from the company collecting the data, because the company can often work out what the raw data would have been with knowledge of the model architecture and the weights.
However, there is one more very important step in FL: the secure aggregation of the weights into the central model. This is the step that increases user privacy, and there are a number of algorithms for doing this. It still requires that the central party has to be trusted to not attempt to inspect the weights before they are combined.


Figure 8-2 shows which parties have access to the personal data of users in the federated learning setting. It’s possible for the company collecting the data to set up the secure averaging such that they don’t see the model weights that are returned from users, or a neutral third party could perform the secure aggregation. In this case, only the users would see their data.



[image: Trusted parties for federated learning]
Figure 8-2. Trusted parties in federated learning




An additional privacy-preserving extension to FL is the incorporation of differential privacy into this technique. In this situation, DP limits the amount of information that each user can contribute to the final model. Research has shown that the resulting models are almost as accurate as non-DP models if the number of users is large6. However, as yet this hasn’t been implemented for either TensorFlow or PyTorch, though there’s plans to include this in PySyft7.


Examples of FL in production include Google’s GBoard keyboard for Android mobile phones8. Google is able to train a model to make better next word predictions without learning anything about users’ private messaging. Google also uses FL to improve search recommendations in settings options for their Pixel phones9.


Federated learning is most useful in use cases which share the following characteristics:



	
The data required for the model can only be collected from mobile phones.



	
The number of users is large.



	
The data is sensitive in some way.



	
The data does not require extra labelling - the labels are provided directly by the user and do not leave the device.






This is covered in more detail in the paper “Communication-Efficient Learning of Deep Networks from Decentralized Data”10


Federated learning introduces many new considerations into the design of a machine learning system: for example, not all devices may have collected new data between one training run and the next, not all devices are powered on all the time, and so on. The data that is collected is unbalanced and is practically unique to each device. It’s easiest to get sufficient data for each training run when the pool of possible devices is large. New secure infrastructure must be developed for any project using FL. For more details on system design for FL, refer to the paper “Towards Federated Learning at Scale: System Design”11


Care must be taken to avoid performance issues on devices that train a FL model. Training can quickly drain the battery on a mobile device, or cause large data usage leading to expense for the user. Even though the processing power of mobile phones is increasing rapidly, they are still only capable of training small models, so more complex models should be trained on a central server.

















Federated Learning frameworks


TensorFlow Federated (TFF) simulates the distributed setup of FL and contains a version of stochastic gradient descent that can calculate updates on distributed data. Conventional SGD requires that updates are compute on batches of a centralized dataset, and this centralized dataset doesn’t exist in a federated setting. At the time of writing, TFF is mainly aimed at research and experimentation on new federated algorithms.


PySyft12 is an open source Python platform for privacy-preserving machine learning developed by the OpenMined organization. It contains an implementation of federated learning using secure multi-party computation (explained further below) to aggregate the data. It was originally developed to support PyTorch models but a TensorFlow version has recently been released13.

















Introduction to encrypted machine learning


Encrypted machine learning is another area of privacy-preserving machine learning that’s currently receiving a lot of attention from both researchers and practitioners. It leans on technology and research from the cryptographic community and applies these techniques to machine learning. The major methods that have been adopted so far are homomorphic encryption and secure multi-party computation (SMPC). There are two ways to use both of these techniques: encrypting a model that has already been trained on plaintext data, and as an entirely encrypted system if you only have access to already encrypted data. We discuss both of these in detail below.


Homomorphic encryption (HE) is similar to public-key encryption, but differs in that data does not have to be decrypted before a computation is applied to it. The computation (such as obtaining predictions from a machine learning model) can be performed on the encrypted data. A user can provide their data in its encrypted form, using an encryption key that is stored locally, then receive the encrypted prediction and decrypt it to get the prediction of the model on their data. This provides privacy to the user, because their data is not shared with the party who has trained the model.


SMPC allows several parties to combine data and perform a computation on it, then see the results of the computation on their own data without knowing anything about the data from the other parties. This is achieved by “secret sharing”: any single value is split into shares, which are sent to separate parties. The original value can’t be reconstructed from any share, but computations can be carried out on each share individually. The result of the computations is meaningless untill all the shares are recombined.


Both of these techniques come with a cost. At the time of writing, HE is rarely used for training machine learning models: it causes several orders of magnitudes of slowdown in both training and predictions. Because of this, we won’t discuss homomorphic encryption any further. SMPC also has an overhead in terms of computation time, memory and server time, but much less than HE. This is worthwhile, however, when it fits your privacy use case. Another drawback of these techniques is that they do not prevent models from memorizing sensititve data - differential privacy helps here, and DP can be combined with encrypted ML.


Encrypted ML is provided for TensorFlow by TensorFlow Encrypted (TFE), primarily developed by Dropout Labs1415. It can also provide the secure averaging required for federated learning16










Encrypted model training


The first situation where you might want to use encrypted machine learning is training models on already-encrypted data. This is useful when the raw data needs to be kept private from the data scientist training the model, or when two or more parties own the raw data. They want to train a model using all parties’ data, but they don’t want to share the raw data. As shown in Figure 8-3, only the data owner or owners are trusted in this scenario.



[image: Trusted parties with encrypted model training]
Figure 8-3. Trusted parties with encrypted model training




TensorFlow-Encrypted can be used to train an encrypted model for this use case. It’s installed using pip as usual:


pip install tf_encrypted

import tf_encrypted as tfe


The first step in building a TF-Encrypted model is to define a class that yields training data in batches. This class is implemented locally by the data owner(s). It is converted to encrypted data using the decorator:


@tfe.local_computation


Writing model training code in TF-Encrypted is almost identical to regular Keras models - simply replace tf with tfe.


model = tfe.keras.Sequential()
model.add(tfe.keras.layers.Dense(1, batch_input_shape=[batch_size, num_features]))
model.add(tfe.keras.layers.Activation('sigmoid'))


The only difference is that the argument batch_input_shape must be supplied to the Dense first layer.


Working examples of this are given by Dropout Labs17 and in the TF-Encrypted documentation18. At present not all functionality of regular Keras is included in TF-Encrypted, so we can’t show our example project in this format.

















Converting a trained model to serve encrypted predictions


The second scenario where TF-Encrypted is useful is when you’d like to serve encrypted models that have been trained on plaintext data19. In this case, as shown in Figure 8-4, you have full access to the unencrypted training data, but you want the users of your application to be able to receive private predictions. This provides privacy to the users, who upload encrypted data and receive an encrypted prediction.



[image: Trusted parties when encrypting a trained model]
Figure 8-4. Trusted parties when encrypting a trained model




This method may be the best fit with today’s machine learning pipelines, as models can be trained as normal then converted to an encrypted version. It can also be used for models that have been trained using differential privacy. The main difference from unencrypted models is that multiple servers are required: each one hosts a share of the original model. This provides privacy because if anyone views the share of the model on one server, or one share of the data that is sent to any one server, it reveals nothing about the model or the data.


Keras models can be converted to TF-Encrypted models via:


tfe_model = tfe.keras.models.clone_model(model)


In this scenario, the following steps need to be carried out:



	
Load and preprocess the data locally on the client.



	
Encrypt the data on the client.



	
Send the encrypted data to the servers.



	
Make a prediction on the encrypted data.



	
Send the encrypted prediction to the client.



	
Decrypt the prediction on the client and show the result to the user.






TF-Encrypted provides a series of notebooks showing how to serve private predictions20
























Other methods for data privacy


There are many other techniques for increasing privacy for people who have their data included in machine learning models. Simply scrubbing text data for names, addresses, phone numbers and so on can be surprisingly easy using regular expressions and named entity recognition models.


K-anonymity21, often simply known as “anonymization” is not a good candidate for increasing privacy in machine learning pipelines. K-anonymity requires that each individual in a dataset is indistinguishable from k-1 others, with respect to their quasi-identifiers (data that can indirectly identify individuals such as gender, race, zipcode). This is achieved by aggregating or removing data until the dataset satisfies this requirement. This removal of data generally causes a large decrease in the accuracy of machine learning models. In addition, it has been shown that individuals in “anonymized” datasets can be reidentified using outside information22.

















Summary


When you’re working with personal or sensitive data, choose the data privacy solution that best fits who is trusted, model performance, and what consent you have obtained from users.


All of the techniques described in this chapter are extremely new, and their production use is not yet widespread. There is always a substantial additional engineering effort involved in adding privacy to a machine learning pipeline. The field of privacy-preserving machine learning is evolving rapidly and new research is being undertaken right now.  We encourage you to look for improvements in this field and support open source projects around data privacy.

Caution

Don’t assume that using one of the frameworks described in this chapter ensures complete privacy for your users.




The goals of data privacy and machine learning are often well aligned, in that we want to learn about a whole population and make predictions that are equally good for everyone, rather than learning only about one individual. Adding privacy can stop a model overfitting to one person’s data. We expect that, in the future, privacy will be designed into machine learning pipelines from the start whenever models are trained on personal data.
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Chapter 9. Appendix: Introduction to Infrastructure for Machine Learning



This appendix gives a brief introduction to some of the most useful infrastructure tools for machine learning: containers, in the form of Docker and Kubernetes. While this may be the point at which you hand your pipeline over to a software engineering team, it’s useful for anyone building machine learning pipelines to have an awareness of these tools.








What is a container?


All Linux operating systems are based on the filesystem: the directory structure that includes all hard drives and partitions. From the root of this filesystem (denoted as /), you can access almost all aspects of a Linux system. Containers create a new, smaller root and use it as a “smaller Linux” within a bigger host. This lets you have a whole separate set of libraries dedicated to a particular container. On top of that, containers let you control resources like CPU time or memory for each container.


Docker is a user-friendly API to manage containers. Containers can be built, packaged, saved and deployed multiple times using Docker. It also allows developers to build containers locally then publish them to a central registry, which others can pull from and immediately run the container.


Dependency management is a big issue in machine learning and data science. Whether you are writing in R or Python, you’re almost always dependent on third party modules. These modules are updated frequently and may cause breaking changes to your pipeline when versions conflict. By using containers, you can prepackage your data processing code along with the correct module versions and avoid these problems.

















Introduction to Docker


To install Docker on Mac or Windows, visit https://docs.docker.com/install/ and download the latest stable version of Docker Desktop for your operating system.


For a Linux operating system, Docker provides a very convenient script to install Docker with just a couple of commands.


$ curl -fsSL https://get.docker.com -o get-docker.sh
$ sudo sh get-docker.sh


You can test whether your Docker installation is working correctly using the command:


docker run hello-world










Introduction to Docker images


A Docker image is the basis of a container, and it consists of a collection of changes to the root filesystem and the execution parameters to run the container. The image must first be “built” before it can be run.


A useful concept behind Docker images is storage layers. Building an image means installing almost a whole dedicated Linux OS for your package. To avoid running this operation every time, Docker uses the layered filesystem. The way this works is: if the first layer contains files A and B, and the second layer adds file C, the resulting filesystems show A, B, and C. Then if we want to create a second image that uses files A, B, and D, we only need to change the second layer to add file D. This means that we can have base images that have all the basic packages, and then we can focus on changes specific to your image.



[image: Example of layered file system]
Figure 9-1. Example of layered file system.




Docker image names are called tags. They follow the pattern < docker registry>/< docker namespace >/< image name >:< tag>. For example, docker.io/tensorflow/tensorflow:nightly would point to the tensorflow image in DockerHub in the tensorflow namespace. The tag is usually used to mark versions of a particular image. In our example the tag nightly is reserved for nightly builds of TensorFlow.


Docker images are built based on a Dockerfile. Each line in Dockerfile starts with one of a few clauses. The most important are:



	
FROM - indicates the Docker base container to build from. We will always want to use this clause. There are many base containers available to download, such as ubuntu.



	
RUN - the bread and butter of most Docker images. This line will run bash. This is where we want to do package installations, directory creation, etc. Because each line will create a layer in the image, it’s good to have package installations and other long tasks as one of the first lines in Dockerfile. This means that during rebuilds, Docker will try to use layers from the cache.



	
ARG - build arguments. It’s useful if you want to have multiple flavors of the same image, for example dev and production.



	
COPY - copies files from a context. The path to the context is an argument used in docker build. The context is a set of local files that are exposed to Docker during the build, and it only uses them in the process. This can be used to copy your source code to a container.



	
ENV - sets an environment variable. This variable will be part of the image and will be visible in build and run.



	
CMD - this is the default command for a container. Good practice in Docker is to run one command per container. Docker will then monitor this command, exit when it exists and posts STDOUT from it to docker logs. Another way to specify this command is by using ENTRYPOINT. There are several subtle differences between these, but here we’ll focus on CMD.



	
USER - the default user in the container. This is different from host system users. You should create a user during the build if you want to run commands as one.



	
WORKDIR - the default directory in the image. This will be the directory the default command will be run from.



	
EXPOSE - specifies ports the container will use. For example, HTTP services should have EXPOSE 80





















Building your first Docker image


Let’s build our first image!


First, we need to create a new directory for our small Docker project:


$ mkdir hello-docker
$ cd hello-docker


In this directory, create a file called Dockerfile with the following contents:


FROM ubuntu
RUN apt-get update
RUN apt-get -y install cowsay
CMD /usr/games/cowsay "Hello Docker"


To build it, use the command docker build . -t hello-docker. The -t flag specifies the tag for this image. You will see a series of commands that are run in a container. Each layer in our image (corresponding to each command in the Dockerfile) is called in the temporary container running the previous layers. The difference is saved and we end up with a full image. The first layer (which we don’t build) is based on Ubuntu Linux. The FROM command in Dockerfile tells Docker to pull this image from a registry, in our case DockerHub, and use it as the base image.


After the build is finished, calling docker images should show something like this:


REPOSITORY          TAG                 IMAGE ID            CREATED             SIZE
hello-docker        latest              af856e494ed4        2 minutes ago       155MB
ubuntu              latest              94e814e2efa8        5 weeks ago         88.9MB


We should see the base Ubuntu image and our new image!


Even though we have built this image, that doesn’t mean that it’s ready to use. The next step is to run the image. docker run is arguably the most important command in Docker. It creates a new container from existing image (or, if an image is not present on the system, it will try to pull it from the registry). To run our image, we should call docker run -it hello-docker. This should show us the output of our cowsay command.

Note

One of the great strengths of Docker is the ease of publishing a built image. The repository of Docker images is called the registry. The default Docker registry, called DockerHub, is supported by Docker Inc. An account on Docker hub is free and lets you push public images to it.



















Dive into the Docker CLI


The Docker CLI is the main way to interact with images and containers on your local machine. In this section, we’ll discuss the most important commands and options for it. Let’s start with docker run.


There are many important options we could pass to docker run. With these, we can override most of the options set in the Dockerfile. This is important because many Docker images will have a basic default command set, but often that’s not exactly how we want to run them. Let’s look at our cowsay example:


docker run -it hello-docker /usr/games/cowsay "Our own message"


The argument that comes after the image tag will override the default command we have set in Dockerfile. This is the best way to specify our own command-line flags to the default binaries.


Other useful flags for docker run include:



	
-it means “interactive” and “tty”, which allows us to interact with the command being run from our shell.



	
-v lets us mount a Docker volume or host directory into the container, for example a directory containing datasets.



	
-e lets us pass configurations through environment variables. For example docker run -e MYVARNAME=value image will create the MYVARNAME env variable in a container.



	
-d allows the container to be run in detached mode, making it perfect for long running tasks.



	
-p forwards a host’s port to a container, to allow external services to interact with the container over a network. For example, docker run -d -p 8080:8080 imagename would forward localhost:8080 to the container’s port 8080.





Note

docker run can get pretty complex when you start mounting directories, managing container links and so on. Docker compose is a project to help with that. It allows you to create a docker-compose.yaml file where you can specify all Docker options for any number of containers. You can then link containers together over a network or mount the same directories.




Other useful Docker commands include:



	
docker ps shows all the running containers. To also show exited containers, add the -a flag.



	
docker images lists all images present on the machine.



	
docker inspect <container id> will allow us to examine the container’s configuration in detail.



	
docker rm deletes containers.



	
docker rmi deletes images.



	
docker logs displays STDOUT and STDERR produced by a container, which is very useful for debugging.



	
docker exec allows you to call a command within a running container. For example, docker exec -it <container id> bash will allow you to enter into the container environment with bash and examine it from inside. The -it flag works in the same way as in docker run.




























Introduction to Kubernetes


Up to now, we’ve just talked about Docker containers running on a single machine. What happens if you want to scale up? Kubernetes is an open-source project, initially developed by Google, that manages scheduling and scaling for your infrastructure. It dynamically scales loads to many servers and keeps track of computing resources. It maximises efficiency by putting multiple containers on one machine depending on their size and needs, and manages the communications between containers. It can run on any cloud platform - AWS, Azure or Google Cloud Platform.










Some Kubernetes definitions


One of the hardest parts of getting started with Kubernetes is the terminology. Here are a few definitions to help you:


	Cluster

	
A cluster is a set of machines that contains a central node controlling the Kubernetes API server and many “worker” nodes.



	Node

	
A node is a single machine (either a physical machine or a virtual machine) within a cluster.



	Pod

	
A pod is a group of containers that run together on the same node. Often, a pod only contains a single container.



	Kubelet

	
A kubelet is the Kubernetes agent that manages communication with the central node on each worker node.



	Service

	
A service is a group of pods and the policies to access the group.



	Volume

	
A volume is a storage space shared by all containers in the same pod.



	Namespace

	
A namespace is a virtual cluster that divides up the space in a physical cluster into different environments - for example development/production, or for different teams.



	Kubectl

	
The CLI for Kubernetes.





















Getting started with Minikube and kubectl


First, install kubectl, the Kubernetes CLI tool.


For Mac, kubectl can be installed using brew:


brew install kubectl


For Windows, see the resources here: https://kubernetes.io/docs/tasks/tools/install-kubectl/


For Linux:


curl -LO https://storage.googleapis.com/kubernetes-release/release/v1.14.0/bin/linux/amd64/kubectl
chmod +x ./kubectl
sudo mv ./kubectl /usr/local/bin/kubectl


We can create a simple local Kubernetes using a tool called Minikube. Minikube makes it easy to set up Kubernetes on any operating system. It creates a virtual machine, installs Docker and Kubernetes on it and creates a local user connected to it.

Warning

Minikube should not be used in production, it is designed to be a quick and easy local environment. The easiest way to gain access to production quality Kubernetes is by purchasing managed Kubernetes as a service from any major public cloud.




To install Minikube:


You’ll first need to install a hypervisor that creates and runs virtual machines such as VirtualBox: https://www.virtualbox.org/wiki/Downloads


On a Mac, Minikube can be installed using brew:


brew install minikube


For Windows, see the resources here: https://kubernetes.io/docs/tasks/tools/install-minikube/


For Linux machines, use the following steps:


curl -Lo minikube https://storage.googleapis.com/minikube/releases/latest/minikube-linux-amd64
chmod +x minikube
sudo cp minikube /usr/local/bin && rm minikube


Once installation is complete, starting a simple Kubernetes is a single command:


minikube start


To quickly check if Minikube is good to go, we can try to list the nodes in the cluster:


kubectl get nodes

















Interacting with the Kubernetes CLI


The Kubernetes API is based on resources. Almost everything in the Kubernetes world is represented as a resource. kubectl is built with that in mind, so it will follow a similar pattern for most of the resource interactions.


For example, a typical kubectl call to list all pods would be:


kubectl get pods


This should produce a list of all the running pods, but since we haven’t created any, the listing will be empty. That doesn’t mean that no pods are currently running on our cluster. Most of the resources in Kubernetes can be placed in a namespace, and unless you query this namespace, they won’t show up. Kubernetes runs its internal services in a namespace called kube-system. To list all pods in any namespace, you can use the -n option.


kubectl get pods -n kube-system


This should return several results. We can also use --all-namespaces to show all pods regardless of namespace.


You can use the name only to display one pod


kubectl get po mypod


You can also filter out by the label. For example, this call should show all pods that have label component with value etcd in kube-system


kubectl get po -n kube-system -l component=etcd


The information displayed by get can also be modified. For example:


# Show also nodes and addresses of pods
kubectl get po -n kube-system -o wide
# Show yaml definition of pod mypod
kubectl get po mypod -o yaml


To create a new resource, kubectl offers two commands create and apply. The difference is that create will always try to create a new resource (and fail if it already exists), where apply will either create or update an existing resource.


The most common way to create a new resource is by using a yaml (or json) file with the resource definition, as we’ll see in the next section.


# Create pod that is defined in pod.yaml
kubectl create -f pod.yaml
# This can also be used with HTTP
kubectl create -f http://url-to-pod-yaml
# Apply will allow making changes to resources
kubectl apply -f pod.yaml


To delete resource, use kubectl delete


# Delete pod foo
kubectl delete pod foo
# Delete all resources defined in pods.yaml
kubectl delete -f pods.yaml


You can use kubectl edit to update an existing resource quickly. This will open an editor with the resource definition loaded where you can edit it.


kubectl edit pod foo

















Defining a Kubernetes resource


Kubernetes resources are most often defined as yaml (although json can also be used). Basically, all resources are data structures with a few essential sections.



	
apiVersion: every resource is part of an API, either supplied by Kubernetes itself or by third parties. The version number shows the maturity of the API.



	
kind: the type of resource e.g. pod, volume etc.



	
metadata: required for any resouce



	
name: the key that every resource can be queried by, must be unique.



	
labels: each resource can have any number of key-value pairs called labels. These labels can then be used in selectors, for querying resources or just as information.



	
annotations: secondary key-value pairs, purely informational and cannot be used in queries or selectors.



	
namespace: to show that a resource belongs to a particular namespace or team



	
spec: configuration of the resource. All information required for the actual runtime should be in spec. Each spec schema is unique to a particular resource type.






Here is an example .yaml file using these definitions:


apiVersion: v1
kind: Pod
metadata:
  name: myapp-pod
  labels:
    app: myapp
spec:
  containers:
  - name: myapp-container
    image: busybox
    command: ['sh', '-c', 'echo Hello Kubernetes! && sleep 3600']


In this file we have apiVersion and kind, which define what this resource is. We have metadata that specifies the name and the label, and we have spec - the body of resource. Our pod consists of a single container, running the command sh -c echo Hello Kubernetes! && sleep 3600 in the image busybox.
























Deploying applications to Kubernetes


In this section, we will walk through the full deployment of a functional Jupyter Notebook using Minikube. We will create a persistent volume for our notebooks, then we will create a NodePort service to allow us access to our notebooks.


First, we need to find the correct Docker image. jupyter/tensorflow-notebook is an official image maintained by the Jupyter community. Next, we will need to find out which port our application will listen on: in this case, it’s 8888 (the default port for Jupyter notebooks).


We want our notebook to persist between sessions, so we need to use PVC (persistent volume claim). We create a pvc.yaml file to do this for us.


kind: PersistentVolumeClaim
apiVersion: v1
metadata:
  name: notebooks
spec:
  accessModes:
    - ReadWriteOnce
  resources:
    requests:
      storage: 3Gi


Now we can create this resource by calling:


kubectl apply -f pvc.yaml


That should create a volume. To confirm, we can list all volumes and PVCs:


kubectl get pv
kubectl get pvc
kubectl describe pvc notebooks


Next up, we create our deployment .yaml file. We will have one pod which will mount our volume and expose port 8888.


apiVersion: apps/v1
kind: Deployment
metadata:
  name: jupyter
  labels:
    app: jupyter
spec:
  selector:
    matchLabels:
      app: jupyter  <1> It's important that this selector matches the labels in the template
  template:
    metadata:
      labels:
        app: jupyter
    spec:
      containers:
      - image: jupyter/tensorflow-notebook  # our image
        name: jupyter
        ports:
        - containerPort: 8888
          name: jupyter
        volumeMounts:
        - name: notebooks
          mountPath: /home/jovyan
      volumes:
      - name: notebooks
        persistentVolumeClaim:
          claimName: notebooks


By applying this resource (in the same way we did with PVC), we will create a pod with a Jupyter instance.


# Let's see if our deployment is ready
kubectl get deploy
# List pods that belong to this app
kubectl get po -l app=jupyter


When our Pod is in the Running state, we should grab a token with which we’ll be able to connect to our notebook. This token will appear in logs.


kubectl logs deploy/jupyter


To confirm that pod is working, let’s access our notebook with port-forward.


# First we need the name of our pod, it will have a randomized suffix
kubectl get po -l app=jupyter
kubectl port-forward jupyter-84fd79f5f8-kb7dv 8888:8888


With this, we should be able to access a notebook on http://localhost:8888. The problem is, nobody else will be able to since it’s proxied through our local kubectl. Let’s create a NodePort service:


apiVersion: v1
kind: Service
metadata:
  name: jupyter-service
  labels:
    app: jupyter
spec:
  ports:
    - port: 8888
      nodePort: 30888
  selector:
    app: jupyter
  type: NodePort


When that’s created, we should be able to access our Jupyter! But first, we need to find the IP address of our pod. We should be able to access Jupyter under this address and port 30888.


minikube ip
# This will show us what is our kubelet address
wget 192.168.99.100:30888



[image: Jupyter notebook running on Kubernetes]
Figure 9-2. Jupyter notebook running on Kubernetes.




That’s it! We have successfully deployed a Jupyter Notebook on Kubernetes!
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Feature
name

High Linfy distance between current The Linfty distance between current and previous is 0.0170752 (up to six significant digits), above the threshold 0.01. The feature

‘company and previous Value with maximum difference is: Experian
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& Create version

To create a new version of your model, make necessary adjustments to your saved
model file before exporting and store your exported model in Cloud Storage. Learn more

Name
v

Name cannot be changed, is case sensitive, must start with a letter, and may only contain
letters, numbers, and underscores. 2 / 128

Description

15t model version for the demo model

Python version
35 -

Select the Python version you used to train the model

Model version with Python 3.0 and beyond can't be used for batch
prediction jobs. Online prediction still works.

Framework
TensorFlow -

Framework version
1140 -

ML runtime version

114 -

Machine type *

single core CPU -
Model URI *

5/ areilly:book/demo_model/1571698198 BROWSE

Cloud Storage path to the entire SavedModel directory. Learn more
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Feature name
‘ol 0 INT required B
‘complaint id"  INT  required R
‘product’ STRING  required “product’
'sub_product’ STRING  optional single “sub_product’
Yissue’ STRING  optional  single “issue’
'sub_issue' STRING optional single “sub_issue’
'state' STRING optional single “state’
'zip_code' FLOAT  optional single -
‘date_received STRING  required “date_received’
*date_sent to_company’ STRING  required “date_sent_to_company’
‘company'  BYTES  required B
‘company_response’ STRING  required ‘company._response’
“timely_response’ STRING  required “timely_response’
‘consumer_disputed’ STRING  optional ~ single ‘consumer_disputed’
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