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Preface
In recent decades, the area of mechanism design has undergone remarkable advancements. Among all its applications, online ad auctions stand out as one of the most important industries deeply rooted in mechanism design theory. These auctions have become a major revenue source for Internet giants like Google, Amazon, Alibaba, and Facebook, underpinning their huge success in the Internet era.
Despite the huge success of mechanism design, a large chasm persists between theory and practical implementation. Take, for instance, the design of online ad auctions. While we have a clear understanding of revenue-maximizing mechanisms for simple scenarios, such as selling a single item, the problem becomes very challenging when multiple items are involved due to the vast design space. Furthermore, mechanism design theory often operates under the assumption that all buyers are rational actors endowed with enough information and computational power to figure out the optimal strategy, which draws a sharp contrast to the diverse goals and irrational behaviors of real-world buyers. Besides, online ad auction platforms possess a large amount of bidding data that the conventional mechanism design theory overlooks, data that could revolutionize the design of auctions optimized for real-world performance.
This book emerges as a bridge over these gaps, uniting mechanism design theory with the powerful tools of artificial intelligence. This fusion harnesses the flexibility of AI techniques to manage vast datasets while preserving the economic properties from theoretical analyses. We aim to demonstrate the multifaceted applications of AI techniques in the domain of mechanism design. We hope this perspective will offer both researchers and practitioners a fresh point of view for studying these intricate problems.
Moreover, we explore how computer science and economics can mutually enrich each other, promoting interdisciplinary collaboration. The union of these disciplines not only addresses the deficiencies in current theory but also opens up new possibilities for research and application.

Weiran Shen
Pingzhong Tang
Song Zuo
Beijing, ChinaBeijing, ChinaNew York, NY, USA
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Abstract
This chapter introduces the background and theoretical foundations of mechanism design. We start by mathematically defining mechanisms and presenting the celebrated Revelation Principle. Next, we examine two widely studied objectives and the well-known mechanisms that optimize them. We also explore the challenges in both the theory and application of mechanism design, highlighting the gap between the two. Finally, we propose our AI-driven mechanism design framework and explain why this approach is necessary.
1.1 Mechanism Design
Mechanism design has emerged as an important area of study in the field of economics over the recent decades. Recently, it has also been intensively studied in computer science, due to its successful applications to the online advertising industry. In 2018, the world’s largest search engine, Google LLC, generated $116.3 billion’s revenue through online advertising [2]. And the largest Chinese search engine Baidu also had annual revenue of $11.9 billion from its PC and mobile advertising platforms [4].
Companies like Google and Baidu sell ads through their search engines (sponsored search auctions) and ad exchanges. Upon entering a keyword into a search engine, a user is presented with multiple advertisements before displaying the algorithm’s outcomes. The space that contains the ads is called slots. In ad exchanges, publishers submit their available slots to the exchange, and the exchange sells them to the advertisers. Both search engines and ad exchanges sell these slots through auctions, where mechanism design plays a key role in defining auction rules.
Besides auctions, the concept of mechanism design also applies to much more general settings. In fact, mechanism design is also referred to as “reverse game theory,” as it studies how to design game rules that motivate rational participants to behave in a way that is considered beneficial to the designer. This subsection provides a concise overview of the fundamental concepts that underpin the mechanism design theory and introduce some definitions and classic results that are intensively used throughout the entire book.
1.1.1 Social Choice Function
The objective of the mechanism designer is to induce the intended result within a setting where the agents act strategically. An outcome can be an allocation of a certain resource or a place for building a public facility. Let O be the set of all possible outcomes. Denote by N the set of all agents, and assume [image: $$|N|=n$$]. Each agent has their own preference [image: $$\succ _i$$] over different outcomes. Let [image: $$\succ =(\succ _1,\succ _2,\ldots ,\succ _n)$$] be the preference profile of the agents and P be the set that contains all the possible preference profiles. A social choice function maps a preference profile to an outcome in set O.
Definition 1.1 (Social Choice Function)
A social choice function [image: $$C:P\mapsto O$$] is a function that maps P to O.

A utility function [image: $$u_i:O\mapsto \mathbb {R}$$] is also widely used to describe an agent’s preference. When utility functions are used, a social choice function becomes [image: $$C:U\mapsto O$$], where U is the set of all possible utility function profiles.
It is possible that sometimes a social choice function may return multiple possible outcomes with a corresponding probability distribution.

1.1.2 Mechanism
A mechanism collects the agents’ reported utility function profile (not necessarily equal to true utility function profile u) and outputs an outcome. However, mechanism design is usually considered in Bayesian settings [16], where the utility function of each agent i is underpinned by some private type [image: $$\theta _i$$]. It is often assumed that the type profile [image: $$\theta =(\theta _1,\theta _2,\cdots ,\theta _n)$$] is a multidimensional random variable that follows a joint distribution [image: $$f(\theta )$$], with [image: $$f(\theta )$$] being public knowledge while each dimension [image: $$\theta _i$$] only known to agent i.
Definition 1.2
A Bayesian game setting is a tuple [image: $$(N,O,\Theta , f, u)$$], where: 	N is a set of agents.

	O is a set of outcomes.

	[image: $$\Theta =\Theta _1\times \Theta _2\times \cdots \times \Theta _n$$] is a set of possible type profiles.

	[image: $$f:\Theta \mapsto \mathbb {R}_+$$] is a joint probability distribution over the set [image: $$\Theta $$].

	[image: $$u:\Theta \times O\mapsto \mathbb {R}^n$$] is the agents’ utility function profile.





With such a Bayesian game setting, we define a mechanism as follows:
Definition 1.3 (Mechanism)
A mechanism, with respect to a Bayesian game setting [image: $$(N,O,\Theta , f, u)$$], is a tuple [image: $$(A,M)$$] where: 	[image: $$A=A_1\times A_2\times \cdots \times A_n$$] is a set of possible action profiles, where [image: $$A_i$$] is the set of available actions to agent i.

	[image: $$M:A\mapsto O$$] selects an outcome according to the agents’ actions.





Once a mechanism is announced to the agents, a Bayesian game is naturally induced, where agent i’s action set is [image: $$A_i$$], and their expected utility function [image: $$u_i:\Theta _i\times A\mapsto \mathbb {R}$$] is [image: $$\displaystyle \begin{gathered} u_i(\theta_i,a)=\mathbb{E}_{\theta_{-i}}\left[u_i(\theta,M(a))\right], \end{gathered} $$]



 where [image: $$a\in A$$] is the action profile, and [image: $$\theta _{-i}=(\theta _1,\cdots ,\theta _{i-1},\theta _{i+1},\cdots ,\theta _n)$$] is the type profile of all agents except i. And if each agent uses a mixed strategy [image: $$s_i$$], then the utility function becomes [image: $$\displaystyle \begin{gathered} u_i(\theta_i,s)=\sum_{a\in A}s(a)\mathbb{E}_{\theta_{-i}}\left[u_i(\theta,M(a))\right], \end{gathered} $$]



 where [image: $$s(a)$$] is the probability that action profile a occurs in strategy profile s.

1.1.3 Implementation
Now we consider the agents’ strategic behaviors. Given a mechanism [image: $$(A,M)$$], in its induced Bayesian game, the agents’ strategies form a Bayes-Nash equilibrium,1 i.e., each agent chooses the strategy [image: $$s_i^*$$] that maximizes their utility: [image: $$\displaystyle \begin{gathered} s^*_i=\operatorname*{\mbox{arg max}}_{s_i} u_i(\theta_i,s)=\operatorname*{\mbox{arg max}}_{s_i}\sum_{a\in A}s(a)\mathbb{E}_{\theta_{-i}}\left[u_i(\theta,M(a))\right]. \end{gathered} $$]




Indeed, the outcome of the mechanism is contingent on the actions of the agents, which are in turn influenced by their respective types. Thus every mechanism [image: $$(A,M)$$] actually implements a certain social choice function.
However, not every social choice function is implementable. Due to the agents’ strategic behaviors, they may choose actions to favor their own interests, which could obstruct the occurrence of certain outcomes. To study what social choice functions are implementable, we define the following term:
Definition 1.4 (Implementation in Bayes-Nash Equilibrium)
A mechanism [image: $$(A,M)$$] implements a social choice function C in Bayes-Nash equilibrium, if in the induced Bayesian game by the mechanism, there is a Bayes-Nash equilibrium, such that [image: $$M(a^*)=C(u^{\theta })$$] for every type profile [image: $$\theta $$], where [image: $$u^{\theta }(a)=u(\theta , a)$$] is the true utility function profile of the agents, and [image: $$a^*$$] is any possible action profile in the Bayes-Nash equilibrium when the type profile is [image: $$\theta $$].

Similarly, if the induced game has dominant-strategy equilibrium, then we can have a stronger notion of implementation.
Definition 1.5 (Implementation in Dominant Strategies)
A mechanism [image: $$(A,M)$$] implements a social choice function C in dominant strategies, if in the induced Bayesian game by the mechanism, there is a dominant-strategy equilibrium, such that [image: $$M(a^*)=C(u^{\theta })$$], where [image: $$u^{\theta }(a)=u(\theta , a)$$] is the true utility function profile of the agents, and [image: $$a^*$$] is any equilibrium action profile.


1.1.4 Revelation Principle
In the above discussion, each agent’s type set [image: $$\Theta _i$$] may not be the same as their action set [image: $$A_i$$]. We call such mechanisms indirect mechanisms. However, if for each agent i, their action is the same as their type set, i.e., [image: $$\Theta _i=A_i$$], such mechanisms are called direct mechanisms, as the action of an agent can be interpreted as directly reporting a type. A typical issue with direct mechanisms is that the agents may have incentives to lie about their types.
Definition 1.6 (Incentive Compatibility (IC), Truthfulness)
A direct mechanism is said to be dominant-strategy incentive compatible, or dominant-strategy truthful, if for each agent, it is their best interest to report their type truthfully, irrespective of other agents’ actions, i.e., [image: $$\displaystyle \begin{gathered} \theta_i=\operatorname*{\mbox{arg max}}_{\theta^{\prime}_i\in \Theta_i} u_i(\theta, M(\theta^{\prime}_i,\theta_{-i})),\forall \theta_i, \theta^{\prime}_i, \theta_{-i}, \forall i\in N. \end{gathered} $$]



 Similarly, a direct mechanism is said to be Bayesian incentive compatible, if for each agent, the action of reporting their type truthfully maximizes their expected utility: [image: $$\displaystyle \begin{gathered} \theta_i=\operatorname*{\mbox{arg max}}_{\theta^{\prime}_i\in \Theta_i} \mathbb{E}_{\theta_{-i}}\left[u_i(\theta, M(\theta^{\prime}_i,\theta_{-i}))\right],\forall \theta_i, \theta^{\prime}_i, \forall i\in N. \end{gathered} $$]





Upon initial observation, it appears that indirect mechanisms can implement a broader set of social choice functions compared to direct mechanisms, as direct mechanisms impose additional constraints on the action sets. Furthermore, direct mechanisms may not be truthful and thus may not be able to select certain outcomes if the agents have incentives to misreport their types.
However, the following revelation principle [12] shows that truthful direct mechanisms have the same power as indirect mechanisms in terms of implementable social choice functions.
Theorem 1.1 (Revelation Principle)
If a social choice function can be implemented by an indirect mechanism in dominant strategies (Bayes-Nash equilibrium), then it can also be implemented by a truthful direct mechanism in dominant strategies (Bayes-Nash equilibrium).

According to Theorem 1.1, truthful direct mechanisms and indirect mechanisms can implement the same set of social choice functions. Consequently, concentrating only on direct mechanisms that ensure truthfulness does not result in any loss of generality.

1.1.5 Efficient Mechanisms
It is often the case that the result of a mechanism includes both the allocation of certain resources and an accompanying financial payment. Let x and p be the allocation rule and the payment rule. Denote by [image: $$u_i(x, p;\theta _i)$$] the utility of agent i when faced with outcome [image: $$(x,p)$$]. A widely studied case is quasi-linear utilities: [image: $$\displaystyle \begin{gathered} u_i(x, p;\theta_i)=v_i(x;\theta_i)-p_i, \end{gathered} $$]



 where [image: $$v_i(x;\theta _i)$$] measures how the agent values the allocation and [image: $$p_i$$] is the amount of money this agent has to pay to the mechanism. An important goal of mechanism designers in the quasi-linear setting is to ensure that each agent does not lose by participating in the mechanism.
Definition 1.7 (Individual Rationality (IR))
A mechanism is said to be ex post individually rational, if each agent’s utility is always nonnegative, regardless of other agents’ type profile, i.e., [image: $$\displaystyle \begin{gathered} u_i(x(\theta),p(\theta);\theta_i)\ge 0, \forall \theta\in \Theta, \forall i\in N. \end{gathered} $$]



 A mechanism in the quasi-linear setting is said to be interim individually rational, if each agent’s expected utility after realizing their type is nonnegative: [image: $$\displaystyle \begin{gathered} \mathbb{E}_{\theta_{-i}}\left[u_i(x(\theta_i,\theta_{-i}),p(\theta_i,\theta_{-i});\theta_i)\right]\ge 0, \forall \theta_i, \forall i\in N. \end{gathered} $$]



 Similarly, a mechanism is said to be ex ante individually rational, if each agent’s expected utility before realizing their type is nonnegative: [image: $$\displaystyle \begin{gathered} \mathbb{E}_{\theta}\left[u_i(x(\theta),p(\theta);\theta_i)\right]\ge 0, \forall i\in N. \end{gathered} $$]





Since the mechanism charges the agents, it makes revenue, which is the total payments from the agents.
Definition 1.8 (Revenue)
The expected revenue of a mechanism [image: $$M=(x,p)$$] is [image: $$\displaystyle \begin{gathered} \textsc{Rev}(x,p)=\mathbb{E}_{\theta}\left[\sum_{i\in N}p_i(\theta) \right]. \end{gathered} $$]





The social welfare of a mechanism can be defined as follows:
Definition 1.9 (Social Welfare)
The social welfare of a mechanism [image: $$M=(x,p)$$] is [image: $$\displaystyle \begin{gathered} \textsc{Wel}(x,p)=\mathbb{E}_{\theta}\left[ \sum_{i\in N}v_i(x(\theta);\theta_i) \right]. \end{gathered} $$]





A mechanism is said to be efficient if it maximizes the social welfare. A well-known class of efficient mechanisms is the Groves mechanisms.
Definition 1.10 (Groves Mechanisms)
The Groves mechanisms are a class of mechanisms [image: $$(x,p)$$], where [image: $$\displaystyle \begin{gathered} x(\theta)=\operatorname*{\mbox{arg max}}_{x}\sum_{i\in N}v_i(x(\theta);\theta_i),\\ p_i(\theta)=c_i(\theta_{-i})-\sum_{j\ne i}v_j(x(\theta);\theta_j), \end{gathered} $$]



 where [image: $$c_i(\theta _{-i})$$] is a function that does not depend on [image: $$\theta _i$$].

It is known that any Groves mechanism is dominant-strategy incentive compatible. This can be seen by checking the utility of each agent: [image: $$\displaystyle \begin{aligned} u_i(x(\theta),p(\theta);\theta_i)=&amp;v_i(x(\theta); \theta_i)-p_i(\theta)\\ =&amp;\left[\sum_{j\in N}v_j(x(\theta);\theta_j)\right]-c_i(\theta_{-i}). \end{aligned} $$]



 Note that the second term does not depend on [image: $$\theta _i$$]. Thus if agent i tries to maximize their utility, they are actually maximizing the first term, which is the same as the goal of the mechanism. Therefore, such mechanisms ensure that externalities are internalized.
Particularly, we can set [image: $$\displaystyle \begin{gathered} c_i(\theta_{-i})=\sum_{j\ne i}v_j(x(\theta_{-i});\theta_j). \end{gathered} $$]



 This mechanism is called the Vickrey-Clarke-Groves (VCG) mechanism.
Definition 1.11 (Vickrey-Clarke-Groves Mechanism)
The VCG mechanism is defined as follows: [image: $$\displaystyle \begin{gathered} x(\theta)=\operatorname*{\mbox{arg max}}_{x}\sum_{i\in N}v_i(x(\theta);\theta_i),\\ p_i(\theta)=\sum_{j\ne i}v_j(x(\theta_{-i});\theta_j)-\sum_{j\ne i}v_j(x(\theta);\theta_j). \end{gathered} $$]







1.2 Auctions
In this subsection, we discuss auctions, which is a special way of allocating items to a number of agents. In a general m-item auction, a seller has m items for sale to n possible buyers. Let M be the set of items and N the set of buyers. Each buyer’s type is their valuation function over obtained items (fractional units can be viewed as the probability of obtaining an item) [image: $$v_i:[0,1]^m\mapsto \mathbb {R}_+$$]. Let [image: $$v=(v_1,v_2,\cdots ,v_n)$$] be a valuation function profile, and denote by V  the set of all such v’s. Similar to the general mechanism design setting discussed in Sect. 1.1, the outcome of an auction mechanism [image: $$(x,p)$$] is composed of both an allocation function [image: $$x(v)$$] and a payment function [image: $$p(v)$$], where: 	[image: $$x_i:V\mapsto [0,1]^m$$] is an m-dimensional vector, each element specifying how many units of the corresponding item should be allocated to buyer i.

	[image: $$p_i:V\mapsto \mathbb {R}_+$$] is the amount of money that buyer i should pay to the mechanism.



 [image: $$x_i(v)$$] and [image: $$p_i(v)$$] are also referred to as ex post rules. Let [image: $$x_{i,j}$$] be the j-th element of [image: $$x_i$$] or equivalently the allocation of item j to buyer i. If [image: $$0&lt;x_{i,j}&lt;1$$], we say that item j is allocated to buyer i with probability [image: $$x_{i,j}$$]. And if [image: $$x_{i,j}\in \{0,1\}$$], for all [image: $$i\in N$$] and [image: $$j\in M$$] we say that the mechanism is deterministic.
Of course, with the above definitions, each mechanism should satisfy some feasibility constraints to guarantee that no more than one unit of each item will ever be allocated. [image: $$\displaystyle \begin{gathered} \sum_{i=1}^n x_{i,j}\le 1, \forall j\in M. \end{gathered} $$]




In particular, the buyers’ utility functions are often assumed to be additive and quasi-linear and have no externalities. In this case, we can represent the type of an agent by an m-dimensional vector [image: $$v_i\in \mathbb {R}_+^m$$], where each element is the value for the corresponding item. The utility of buyer i is [image: $$\displaystyle \begin{gathered} u_i(x_i(v),p_i(v))=\sum_{j=1}^{m}v_{i,j}x_{i,j}(v)-p_i(v),{} \end{gathered} $$]

 (1.1)


 where [image: $$v_{i,j}$$] is the buyer i’s value for item j.
Auction mechanisms are often studied in Bayesian settings, where the distribution [image: $$f_i(v_i)$$] is usually assumed to be publicly known. In this case, the social welfare and revenue can be defined as follows: [image: $$\displaystyle \begin{gathered} \textsc{Wel}(x,p)=\mathbb{E}_{v}\left[\sum_{i=1}^{n}\sum_{j=1}^{m}v_{i,j}x_{i,j}(v) \right],\\ \textsc{Rev}(x,p)=\mathbb{E}_{v}\left[\sum_{i=1}^{n}p_i(v) \right]. \end{gathered} $$]




The VCG mechanism also applies here, and it still maximizes the social welfare, i.e., the VCG mechanism is an efficient auction mechanism. To optimize revenue, however, is a much more challenging task, and only some special cases have been solved so far.
1.2.1 Optimal Auctions
The study of designing auctions that optimize revenue has stood as an important research goal of both economic and computer science. The seminal work by Myerson [12] solves the problem of how to sell one item optimally. However, the optimal mechanism for selling multiple items still remains largely unknown after decades of research efforts, except for some special cases. Consequently, the primary emphasis in this subsection is on the setting of single-item auctions, i.e., [image: $$m=1$$]. In this setting, the allocation function becomes a scalar function.
Before we consider the optimal auction, let us first characterize the set of all truthful mechanisms. According to the revelation principle (Theorem 1.1), we can, without any impact on generality, ignore indirect mechanisms and only consider mechanisms that are direct and truthful. A direct mechanism may be easy to construct, while it is challenging to ensure the truthfulness. To answer this question, we will need the following definition of interim rules.
Definition 1.12 (Interim Allocation and Payment)
Given a mechanism [image: $$(x,p)$$], the corresponding interim allocation rule and payment rule are [image: $$\displaystyle \begin{gathered} x_i(v_i)=\mathbb{E}_{v_{-i}}\left[ x_i(v_i, v_{-i}) \right], \forall v_i,\forall i\in N,\\ p_i(v_i)=\mathbb{E}_{v_{-i}}\left[ p_i(v_i, v_{-i}) \right], \forall v_i,\forall i\in N. \end{gathered} $$]





Note that we abuse notation in the above definition and use [image: $$x_i$$] and [image: $$p_i$$] for both interim and ex post rules. There is no ambiguity since the interim rules only take a scalar as input.
Using the above definition, Myerson [12] provides the following characterization of truthful mechanisms.
Lemma 1.1 (Myerson’s Lemma)
An auction mechanism [image: $$(x, p)$$] is Bayesian incentive compatible, if and only if: 	The interim allocation rule [image: $$x_i(v_i)$$] is a monotone increasing function of [image: $$v_i$$].

	The interim payment rule [image: $$p_i(v_i)$$] satisfies the following equation: [image: $$\displaystyle \begin{gathered} p_i(v_i)=p_i(0)+\int_{0}^{v_i}s\,\mathrm{d} x_i(s), \forall i\in N. \end{gathered} $$]









The two conditions in the above lemma are often referred to as allocation monotonicity and payment identity, respectively. With Lemma 1.1, we only need to focus on mechanisms that satisfy these two conditions. Clearly, in order to maximize revenue while at the same time guarantee IR, we need to set [image: $$p_i(0)=0$$].
To study the mechanism that maximizes the revenue, Myerson [12] also introduces the virtual value function:
Definition 1.13 (Virtual Value)
Let [image: $$F_i(v_i)$$] be the cumulative value distribution of buyer i, and assume that [image: $$F_i(v_i)$$] is differentiable (i.e., the density function [image: $$f_i(v_i)$$] exists). The virtual value of buyer i with value [image: $$v_i$$] is [image: $$\displaystyle \begin{gathered} \varphi_i(v_i)=v_i-\frac{1-F_i(v_i)}{f_i(v_i)}. \end{gathered} $$]



 A virtual value function is said to be regular, if [image: $$\varphi _i(v_i)$$] is monotone increasing in [image: $$v_i$$].

It is standard in the literature to assume that the virtual value function for each buyer is regular. Myerson [12] also shows that the revenue of a mechanism [image: $$(x, p)$$] can be expressed in terms of virtual values.
Lemma 1.2
The revenue of a truthful mechanism [image: $$(x,p)$$] is [image: $$\displaystyle \begin{aligned} \textsc{Rev}(x,p)= \mathbb{E}_{v}\left[\sum_{i=1}^{n}p_i(v)\right]=\mathbb{E}_{v}\left[ \sum_{i=1}^{n}x_i(v_i)\varphi_i(v_i) \right]. \end{aligned} $$]





According to Lemma 1.2, to optimize the revenue, we should design allocations to maximize the total virtual values of all agents. And of course, if all buyers have negative virtual values, then no one wins the item. In the regular case, this is equivalent to setting a reserve price [image: $$r_i$$] for each buyer such that [image: $$\displaystyle \begin{gathered} \varphi_i(r_i)=0. \end{gathered} $$]



 As a result, an optimal auction should assign the item to the buyer with the greatest virtual value, provided the buyer’s bid exceeds their reserve price.


1.3 Why AI-Driven
Despite decades of efforts, a huge gap persists between the theory and practice of auction design. This section starts by examining various challenges faced by auction design. Then it introduces a framework powered by artificial intelligence, which we call the AI-driven mechanism design. The framework is intended to offer a novel approach to narrowing this divide.
1.3.1 Challenges in Auction Design
In his seminal work, Myerson [12] presented the auction that optimizes revenue for the sale of a single item. Subsequent theories have expanded upon this to include a broader framework known as the single-parameter setting [11, 13]. In this expanded setting, each buyer’s utility function is fully determined by a single parameter. However, after decades of extensive research, the optimal strategies for selling multiple items still remain largely a mystery, even when there is only a single buyer, with the exception of a few specific instances [3, 8, 14, 17]. Such challenges in theoretical analysis motivate another way of analyzing the multi-item auction problem [1, 5, 10], by applying techniques from algorithm design to find near-optimal solutions instead. There is also another line of works called the automated mechanism design, which incorporates AI approaches [6, 15], such as modeling the problem as a constraint satisfaction problem. However, most of these approaches only produce mechanisms that are approximately optimal or truthful. Furthermore, they also suffer from heavy computational burdens.
Another major challenge in auction design is its application. The dominating and standard auction mechanism in the online advertising industry is the so-called generalized second price (GSP) auction [9, 18], which is neither truthful nor optimal. Standard auction design theory is developed based on a number of unrealistic assumptions. For example, the buyers are assumed to be rational and bid according to some equilibrium of the induced game. But it is not clear why the buyers have all the necessary information and computational power to compute such equilibrium before placing bids. In contrast to the single-parameter setting, buyers can have multidimensional utilities and complex preferences in reality. But standard mechanism design theory assumes that the buyers have additive and quasi-linear utilities. Moreover, many theoretical studies focus on one-shot auctions, while in many real auction applications, such as the online advertising platforms, auctions are run in a repeated fashion, where the buyers’ behaviors can be much more complex and the mechanism design space is significantly larger. Also, most advertising platforms focus on multiple objectives rather than a single one. Thus they are interested in designing mechanisms that have good performance in multiple aspects. Such gaps pose a serious challenge in putting auction theory into practice.

1.3.2 The AI-Driven Framework
We propose a framework driven by artificial intelligence for mechanism design, intended to offer a different approach for addressing these challenges (see Fig. 1.1).[image: ]
Fig. 1.1The AI-driven mechanism design framework


The AI-driven mechanism design framework has two abstract models: the agent model and the mechanism model. These two models interact with each other, and we are able to optimize or update the mechanism through the interactions.
The agent model describes how the agents behave. It can be the standard rational model as often assumed in the literature or a machine learning model learned from real data. For example, Sect. 3.​2 uses a recurrent neural network (RNN) that takes into consideration the buyers’ performance statistics such as the number of impressions and clicks, Sect. 4.​1 adopts the standard rational model, and Chap. 2 allows any agent model that can be represented by a neural network.
The mechanism model consists of both a mechanism described by parameters or states and an optimization algorithm or any AI approach to update and improve the mechanism. The mechanism model queries the agent model with its current parameters or state and obtains the agents’ reactions as feedback. And according to the feedback, the mechanism can be optimized or improved using AI approaches. The mechanism model can be tailored specifically to fit the agent model. For example, it can be automated mechanism design (AMD) [7, 15], reinforcement mechanism design (RMD) (see Sect. 3.​2), or even a neural network that optimizes certain parameters of the auction (see Sects. 3.​2 and 4.​2).


1.4 Organization of the Book
Chapter 2 shows how the AI-driven mechanism design framework can be applied to multidimensional mechanism design. We focus on the theoretical analysis of the multi-item single-buyer case. Both the buyer and the mechanism are represented by neural networks. We make use of the menu interpretation to significantly simplify the networks. We implement the framework in a number of settings and show that the framework not only reproduces some known results but can also help us derive unknown results in terms of designing optimal mechanisms in complex settings.
Chapter 3 describes how this framework can be applied to dynamic mechanism design problems that arise from real-world sponsored search auction platforms. We focus on two concrete settings. In the first setting, we propose an RNN-based Markov buyer behavior model and fit the model using real data from Baidu, the major Chinese search engine. Subsequently, the problem of dynamic mechanism design is restructured into the framework of a Markov decision process (MDP), and the resulting MDP is addressed through the application of reinforcement learning techniques. This framework has been adopted by Baidu and was highlighted in its 2018 Q1 Financial Reports [4]. In the second setting, we focus on ex post IR cost-per-action (advertisers pay only when users make purchases) auction mechanisms, instead of the current standard cost-per-click (advertisers pay when users click through the ads) model. In such a setting, the buyers require ex post IR guarantees, which is one major reason that motivates this study. We provide a “credit” solution to this problem. We also show that no nontrivial mechanism can satisfy both dynamic IC and ex post IR constraints. Therefore, a stronger notion of IR comes at the cost of a weaker notion of IC.
Chapter 4 shows how to design mechanisms to trade off between different objectives using the AI-driven mechanism design framework. In Sect. 4.​1, we discuss a series of mechanisms with a simple parameter. We show that, simply by tuning the parameter, one can easily obtain different tradeoff results and at that same time guarantee to have a near-optimal revenue. In Sect. 4.​2, we use machine learning approaches to learn a pricing policy for auctions with context information. We develop a novel loss function that exhibits convexity and is easily interpretable. Our experiments show that our approach outperforms previous ones in terms of balancing different objectives.
Chapter 5 summarizes the book and discusses possible future research directions.
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Abstract
This chapter explores the application of our AI-driven mechanism design framework to achieve optimal mechanisms for multidimensional auctions. Previous approaches to designing revenue-optimal auctions in these contexts often result in non-truthful or suboptimal mechanisms and are typically limited to specific settings. In this chapter, we implement our framework by concatenating two neural networks: One generates the mechanism, while the other determines actions for the buyers. This separation in design mitigates the challenge of imposing incentive compatibility constraints on the mechanism by utilizing an indirect mechanism. Consequently, our framework effectively addresses the difficulty of incorporating IC constraints, consistently yielding exactly incentive-compatible mechanisms. We also apply our framework to several multi-item auction design settings, including some where the theoretically optimal mechanisms remain unknown. Finally, we provide a theoretical proof that the mechanisms identified by our framework are indeed optimal. To the best of our knowledge, our framework is the first to use neural networks to discover auction mechanisms that are provably optimal.
1
2.1 Recovering Optimal Mechanisms with Simple Neural Networks
As mentioned in Sect. 1.​3, revenue-optimal auctions in multi-item settings are still largely unknown. Previous approaches that attempt to design revenue-optimal auctions for the multi-item settings fall short in at least one of the three aspects: 	Representation: search in a space that may not even contain the optimal mechanism.

	Strictness: find a mechanism that may not be truthful or optimal.

	Domain dependence: need different designs for different auction settings.




To tackle these difficulties, we apply the AI-driven mechanism design framework and obtain a unified neural network-based framework, which we call MenuNet, that automatically learns to design revenue-optimal mechanisms. The framework consists of a mechanism network that produces a mechanism, as well as a buyer network that takes a mechanism as input and gives the actions as output. Such a separation in design mitigates the difficulty to impose incentive compatibility constraints on the mechanism, by making it a rational choice of the buyer. As a result, our framework easily overcomes the previously mentioned difficulties in incorporating incentive compatibility constraints and always produces strictly incentive-compatible mechanisms.
In this section, we implement the neural network in a number of multi-item auction design settings, where the optimal mechanisms are already known. As stated in Sect. 1.​3, only very specific auction settings have known optimal mechanisms. The aim of this section is to show the ability of our neural network in finding optimal mechanisms by comparing with known ones.
2.1.1 Background
Designing optimal mechanisms for selling multiple items has been established as an important research agenda at the interface of economics and computer sciences [3, 4, 6, 12–14, 19, 22, 23, 28, 29].
Due to diversity in the researchers’ backgrounds, there are a number of different angles to study this problem. The standard economics theme aims to understand the optimal mechanisms in various settings. To name a few, Armstrong [2] obtains the revenue-optimal mechanisms of selling two items to one buyer, whose valuations of the two items are perfectly positively correlated (a ray through the origin). Manelli and Vincent [15] obtain a partial characterization of optimal mechanisms, in the form of extreme points in the mechanism spaces. Pavlov [16] derives optimal mechanisms for two items when the buyer has symmetric uniform distributions. Daskalakis et al. [10] characterize sufficient and necessary conditions for a mechanism to be optimal and derive optimal mechanisms for selling two items for several valuation distributions. Tang and Wang [23] obtain the revenue-optimal mechanisms for selling two items, where the valuations are negatively correlated. Yao [29] obtains the revenue-optimal mechanisms of selling two additive items to multiple buyers, whose valuations toward the items are binary and independent.
Another category of research rooted in the algorithmic game theory community aims to resolve the difficulties of characterizing optimal mechanisms via the lens of algorithm design. Cai et al. [3] and Alaei et al. [1] give algorithmic characterizations of the optimal Bayesian incentive-compatible mechanisms on discrete distributions using linear programs. Hart and Nisan [12], Hartline and Roughgarden [13], and Yao [28] provide approximately optimal mechanisms in various settings. Carroll [5] shows that for a certain multidimensional screening problem, the worst-case optimal mechanism is simply to sell each item separately.
The third category is closely related to the AI-driven mechanism design framework. These works aim to search for the optimal mechanisms via various AI approaches. Conitzer and Sandholm [6] model the problem of revenue and welfare maximization as an instance of the constraint satisfaction problem (CSP) through which the optimal mechanism may be found using various searching techniques, despite its general computational complexity. Sandholm and Likhodedov [19] model a restricted revenue maximization problem (within affine maximizing auctions) as a parameter searching problem in a multidimensional parameter space, and they find several sets of parameters that yield good empirical revenue. Dütting et al. [7] aim to learn optimal mechanisms by repeatedly sampling from the distribution. They obtain mechanisms that are approximately optimal and approximately incentive compatible.
One advantage of these computational approaches is that most of them are constructive so that one can systematically and computationally generate optimal mechanisms. However, a difficulty for most existing works in computer science (the second and third categories) is that mechanisms obtained in this way are either not optimal or not truthful. A more desirable approach would be constructive on the one hand and able to return strictly incentive-compatible and (hopefully) exactly optimal mechanisms on the other hand.

2.1.2 Setting
We consider the problem of designing revenue-optimal auctions for the standard multi-item single-buyer setting. We follow the notations introduced in Chap. 1 and use [image: $$v_i$$] to denote the buyer’s value for the i-th item (the index for the buyer is ignored for simplicity since there is only a single buyer). We adopt the standard additive, quasi-linear utility assumption (Eq. (1.​1)).
As mentioned in Sect. 1.​1, any indirect mechanism has an equivalent truthful and direct mechanism. Furthermore, according to the taxation principle [26], any truthful mechanism can be represented as a menu. A menu is a set of tuples (or menu entries), each containing an allocation and a payment. After the menu is announced to the buyer, they choose the menu entry that is the best to them.
Throughout this chapter, we use [image: $$[x, p]$$] to denote a menu entry, where x is the allocation vector and p is the payment. If the buyer chooses the menu entry [image: $$[x, p]$$], then their utility would be [image: $$\displaystyle \begin{gathered} u=\sum_{i}v_ix_i-p_i. \end{gathered} $$]




Consider the following example:
Example 2.1
Suppose that the seller has two items for sale and uses a menu containing the following items: 	1.
[image: $$[(0,0),0]$$].

 

	2.
[image: $$[(1,1),1]$$].

 



 This mechanism belongs to the so-called bundling mechanisms, since it tries to sell the two items as a bundle.
To maximize their utility, the buyer chooses menu entry 1 if their value is [image: $$(0.4, 0.4)$$] and chooses menu entry 2 if their value is [image: $$(0.8,0.3)$$] and is indifferent between the two menu entries if their value is [image: $$(0.3,0.7)$$].

Therefore, menus are just a special kind of indirect mechanisms, where the action set is exactly the menu entries. And according to the revelation principle and the taxation principle, it is without loss of generality to consider menus instead of directly designing both the allocation function and the payment function. We also define the following naïve mechanisms, which will be useful in defining our MenuNet structure.
Definition 2.1 (Naïve Mechanism)
A naïve mechanism consists of an action set A and an associated mapping from any action to a possible outcome, i.e., [image: $$\displaystyle \begin{gathered} (x,p): A\mapsto \mathbf{X} \times \mathbb{R}_+, \end{gathered} $$]



 where [image: $$\mathbf {X}$$] is the set of all possible allocations. In particular, there exists a special action [image: $$\bot $$] meaning “exiting the mechanism” with [image: $$\displaystyle \begin{gathered} {} x(\bot)=0, p(\bot)=0. \end{gathered} $$]





Note that in the multi-buyer case, the menu interpretation does not work anymore. Of course, we can change the representation so that the menu for each buyer depends on other buyers’ values, but there can be conflicts when two buyers choose to buy the same item.
The “exit” menu entry [image: $$[0, 0] = [(0, \cdots , 0), 0]$$] corresponds to the exiting action [image: $$\bot $$]. Note that the naïve mechanism with the menu presentation is a very general model of the mechanism design problem. In particular, even when the buyer is not fully rational, as long as the buyer follows a certain behavior model, the mechanism designer is still able to design the menu to maximize their objective. The robustness of naïve mechanisms is indeed critical to the flexibility and generality of this methodology.
For any naïve mechanism, the corresponding direct and truthful mechanism is [image: $$\displaystyle \begin{gathered} (\tilde{x}(v), \tilde{p}(v))=s(v)=\operatorname*{\mbox{arg max}}_{a\in A}u(v, x(a),p(a)), \end{gathered} $$]



 where [image: $$s(v)$$] is the buyer’s strategy when their value is v. When there is no ambiguity, we use [image: $$\tilde {x}, \tilde {p}$$] and [image: $$x,p$$] interchangeably for ease of presentation.
In this chapter, we focus on designing revenue-optimal mechanisms for the seller, i.e., optimizing [image: $$\displaystyle \begin{gathered} \textsc{Rev}(x,p)=\mathbb{E}_{v}\left[ p(v) \right], \end{gathered} $$]



 where the expectation is taken according to the buyer’s value distribution F. Note that, different from the literature where F is commonly assumed to be independent among the items, we allow the value distribution F to be correlated. In fact, our networks allow for any type of value distributions.
Although we focus on the revenue of the mechanism, our method is not restricted to any specific objective function and can be applied to settings with other objective functions as well.
Revenue-optimal mechanism design in multidimensional environments is a widely studied challenging problem. Hence applying our method in such a setting allows us to verify whether known results can be reproduced and whether unknown results can be found.

2.1.3 Revisiting the Naïve Mechanism
Although the revelation principle is widely adopted in the theoretical analysis of mechanism design problems to efficiently reduce the design space, we decide not to follow this approach when applying neural networks to solving such problems.
The main difficulty of directly following the approach based on traditional revelation principle is twofold: 	It is unclear what network structure can directly encode the IC and IR constraints.

	Some of the characterization results for the additive valuation setting2 can be cast into certain network structures, but such structures are restricted to additive valuation assumption and heavily rely on the domain knowledge of the specific mechanism design problem.




In fact, the above difficulties also limit the generality of the methods built on these elegant but specific characterizations. For example, there might be some fundamental challenges in generalizing such approaches to the settings where a buyer is risk-averse (or risk-seeking) or has partial (or bounded) rationality [11, 18, 21, 27]. Furthermore, in many real-world applications, the buyer behavior models may come from real data instead of theoretical assumptions.
To circumvent these difficulties and guarantee a higher degree of flexibility, we build up our method from the most basic naïve mechanisms, by simply letting the buyer choose their favorite option.
To the best of our knowledge, our MenuNet is the first neural network-based approach that outputs both IC and IR mechanism under multidimensional settings.
We now briefly explain how the naïve mechanism enables us to formulate a neural network-based approach for mechanism design. Intuitively, the naïve mechanism simply provides the buyer with various menu entries, i.e., allocations associated with different prices, and lets the buyer choose the most preferred one. Once the buyer’s utility function is specified (either by assumption or learned from data), their choice is simply an “argmax” of their utility function over possible action. As long as the utility function could be encoded by a neural network, which is a mild assumption, the buyer’s behavior model can be represented by a neural network with an additional “argmax” layer.3 For now, we can think of the encoded mechanism as a black-box network producing a set of (allocation, payment) pairs (see Fig. 2.1). The pairs then are fed into a “buyer network.” Finally, the “buyer network” outputs the choice which is used to evaluate the expected objective of the mechanism designer. The choices are weighted according to the probabilities of the corresponding value distribution, and the training loss is simply the negated expected objective (given that the mechanism designer’s goal is to maximize the objective).[image: ]
Fig. 2.1A high-level abstraction of the neural networks


Focusing on naïve mechanisms has the following advantages: 	We can obtain both the IC and IR properties for free. In a naïve mechanism, no additional constraints (such as IC and IR) are required. In fact, one difficulty of optimizing the direct mechanism network is that the violations of IC or IR constraints are not directly reflected in the designer’s objective. Hence the standard optimization methods for neural networks do not directly apply. In contrast, in the naïve mechanism network, any mechanism changes that affect the buyer’s actions would be finally back-propagated to the mechanism network through the buyer network. The IC property is a natural consequence of the revelation principle and the taxation principle. The IR property is easily guaranteed due to the “exit” menu entry [image: $$\bot $$]. Such properties facilitate the optimization in standard training methods of neural networks.

	The design space can be significantly reduced. Menus are a succinct representation of mechanisms and require much fewer parameters to describe the same mechanism compared to direct mechanisms.





2.1.4 Network Structure of MenuNet
Our MenuNet contains two networks: the mechanism network and the buyer network. Since the networks represent a naïve mechanism, the output of the mechanism network is a set of menu entries, i.e., allocations along with different prices. The buyer network takes the set of menu entries as input and outputs their choice. The overall network structure is shown in Fig. 2.2.[image: ]
Fig. 2.2Our MenuNet structure (The buyer network corresponds to a rational buyer with quasi-linear utility. In general cases, the buyer network can be constructed according to their utility function or other networks trained from real data)


2.1.4.1 Mechanism Network
Usually, a neural network takes a certain input x and then outputs a corresponding output y. However, our mechanism network is different from most neural networks in the sense that it outputs a set of menu entries, which already represents the entire mechanism. Therefore, our mechanism network does not actually need to take any input to give an output. However, in order to fit in most neural network frameworks, we use a one-dimensional constant 1 as the input to our mechanism network. The output of the network consists of two parts. The first part is an allocation matrix X of m rows and k columns, where m is the number of items and k is the menu size (i.e., number of menu entries).4 Each column of X contains the allocation (can be either probabilistic or deterministic) of all m items. The second part is a payment vector [image: $$\boldsymbol {p}$$] of length k, representing k prices for the k menu entries. The last column of the allocation matrix and the last element of the payment vector are always set to 0. This encodes the “exit” action of the buyer and ensures that the buyer can always have a nonnegative utility by choosing this menu entry.
The structure of the mechanism network is simple enough. The constant input 1 goes through a fully connected layer to form each row [image: $$X_i$$] (except the last column, which is always 0) of the allocation matrix. We choose the sigmoid function as the activation function since the allocation of each item is always in [image: $$[0, 1]$$]. The payment vector is even simpler. Each element [image: $$p_i$$] of the payment vector is formed by multiplying the input constant with a scalar parameter. Therefore, the training of our network is very fast.

2.1.4.2 Buyer Network
The buyer network is a function that maps a mechanism to the buyer’s strategy [image: $$s(v)$$] (a distribution over all possible menu entries) for each value profile [image: $$v=(v_1, v_2, \cdots , v_m)$$], where each [image: $$v_i$$] is the value of the i-th item. The output of the mechanism network (the allocation matrix X and the payment vector [image: $$\boldsymbol {p}$$]) is taken as the input to the buyer network. To define the output of the buyer network, suppose that each [image: $$v_i$$] is bounded and [image: $$0\le v_i\le \bar {v_i}$$]. We discretize the interval [image: $$[0, \bar {v_i}]$$] to [image: $$d_i$$] discrete values. Let [image: $$V_i$$] be the set of possible discrete values of [image: $$v_i$$], and define [image: $$V=V_1 \times \cdots \times V_m$$].
The output of the buyer network is a tensor of dimension [image: $$k\prod _{i=1}^{m}d_i$$], since the m-dimensional value profile has [image: $$\prod _{i=1}^{m}d_i$$] distinct possible values, and each possible value corresponds to k different outcomes. It is worth mentioning that the buyer’s utility function is not necessary to build the buyer network, since the network only outputs buyer’s strategy, which may not even be consistent with any utility function.
The buyer network can be any network that has the same format of input and output as described above. When we do not know the buyer utility function but have plenty of interaction data (e.g., from the sponsored search), we can train a network to capture the buyer’s behavior from the data.
When the buyer’s utility function and behavioral model are known, we can manually design the buyer network structure so that the network outputs the buyer’s strategy accurately. For example, in the case we consider, the buyer always chooses the menu entry that maximizes their utility function with probability 1. We then construct m tensors [image: $$\mathscr {V}_1,\ldots ,\mathscr {V}_m$$], each of dimension [image: $$\prod _{i=1}^{m}d_i$$]. The entry of index [image: $$j_1j_2\ldots j_m$$] in [image: $$\mathscr {V}_i$$] has value [image: $$v^{j_i}_i$$], which is the [image: $$j_i$$]-th discretized value of the interval [image: $$[0, \bar {v_i}]$$]. Recall that [image: $$X_i$$] represents the allocations of the i-th item in the menu. By “multiplying” each [image: $$\mathscr {V}_i$$] with [image: $$X_i$$], we get a new tensor [image: $$\mathscr {X}_i$$] of dimension [image: $$k\prod _{i=1}^{m}d_i$$], where each element of the new tensor is the value of the i-th item obtained by choosing menu entry [image: $$\kappa $$]. By further adding the [image: $$\mathscr {X}_i$$]’s together, we get a tensor [image: $$\mathscr {X} = \sum _{i\in [m]} \mathscr {X}_i$$], where the entry at index [image: $$j_1j_2\ldots j_m\kappa $$] is the buyer’s total value of choosing the [image: $$\kappa $$]-th menu entry while their value vector being [image: $$(v^{j_1}_1, \ldots , v^{j_m}_m)$$]. Similarly, we also construct a payment tensor [image: $$\mathscr {P}$$] of the same size, where each entry equals the payment of the [image: $$\kappa $$]-th menu entry.
Finally, we compute the utility tensor [image: $$\mathscr {U}$$] by [image: $$\displaystyle \begin{gathered} \mathscr{U}=\left(\sum_{i \in [m]}\mathscr{X}_i\right) - \mathscr{P} \end{gathered} $$]



 and then apply the softmax function across all the menu entries for each value profile in the utility tensor [image: $$\mathscr {U}$$] to produce the output [image: $$\mathscr {S}$$], an aggregation of [image: $$s(v), \forall v\in V$$]. For each value profile, the menu entry with the largest utility has the highest weight. We multiply the utility tensor by a large constant to make the weight of the best menu entry close enough to 1.

2.1.4.3 Loss Function
The loss function can be any function specified according to the mechanism designer’s objective. In this chapter, we mainly focus on how to optimize the revenue of the mechanism and set the loss function to be the negated revenue.
Recall that the output of the buyer network is the buyer’s strategy [image: $$s(v)$$] for each value profile v. Then the loss function of the networks is [image: $$\displaystyle \begin{gathered} \textsc{Loss}=-\textsc{Rev}(x,p)=-\mathbb{E}_{v}\left[\boldsymbol{p}^Ts(v)\right]. \end{gathered} $$]




Note that to compute the revenue, we need to aggregate all the discretized value profiles according to their corresponding probabilities. In other words, it is similar to enumerating all possible value profiles. Therefore discretization is necessary since we cannot enumerate all values in a continuous space. This is similar to the previous linear programming approach [1, 3].
As mentioned in Sect. 2.1.2, we do not make any assumption about the value distribution F. Our networks are able to handle both independent and correlated value distributions.


2.1.5 Recovering Known Results
In this section, we consider several settings with known optimal mechanisms. These settings are standard auction design settings with two items with a single buyer and have closed-form optimal solutions. We apply our MenuNet to these settings and compare the solution given by the network with the optimal mechanism.
2.1.5.1 The Uniform Rectangle Setting
In this section, we consider the setting where the buyer’s value [image: $$(v_1,v_2)$$] follows a uniform distribution over the rectangle [image: $$[0, c] \times [0, 1]$$] with [image: $$c\ge 1$$]. Note that for any case with [image: $$c&lt;1$$], we can first consider the case with rectangle [image: $$[0, 1/c] \times [0, 1]$$], then normalize the value distribution, and obtain the optimal mechanism by symmetry.
The optimal mechanism for this setting is known in closed form [24]. We draw both the optimal mechanism and our experiment results together in Fig. 2.3. The colored areas represent the mechanism given by our network, where each color corresponds to a different menu entry (the buyer chooses the menu entry if their value lies inside the corresponding colored area). The dashed line represents the optimal mechanism in theory (they are not drawn according to the colored areas).[image: ]
Fig. 2.3Computed solutions versus optimal solutions for uniform distributions


How are these colored areas related to the allocation of each menu entry? Let [image: $$[(x_1,x_2),p]$$] and [image: $$[(x^{\prime }_1,x^{\prime }_2),p^{\prime }]$$] be the corresponding menu entries of two adjacent colored areas. Consider two different points [image: $$v=(v_1, v_2)$$] and [image: $$v^{\prime }=(v^{\prime }_1, v^{\prime }_2)$$] at the boundary of the two colored areas. A buyer with either v or [image: $$v^{\prime }$$] is indifferent between the two menu entries: [image: $$\displaystyle \begin{gathered} v_1x_1+x_2v_2-p=v_1x^{\prime}_1+v_2x^{\prime}_2-p^{\prime},\\ v^{\prime}_1x_1+x_2v^{\prime}_2-p=v^{\prime}_1x^{\prime}_1+v^{\prime}_2x^{\prime}_2-p^{\prime}. \end{gathered} $$]



 Combining the above two equations, we have [image: $$\displaystyle \begin{gathered} {} (v_1-v^{\prime}_1)(x_1-x^{\prime}_1)+(v_2-v^{\prime}_2)(x_2-x^{\prime}_2)=0. \end{gathered} $$]

 (2.1)


 Therefore, the normal vector of the boundary line connecting v and [image: $$v^{\prime }$$] is the changes in the allocation of the two menu entries.
In the uniform [image: $$[0, c] \times [0, 1]$$] case, the origin point 0 always chooses the “exit” menu entry [image: $$[(0,0),0]$$]. According to Eq. (2.1) and Fig. 2.3, the optimal menu is always deterministic. Our experiment results are almost identical to the actual optimal mechanisms.

2.1.5.2 The Unit-Demand Buyer Setting
The unit-demand setting is also intensively studied in the literature. In this setting, the allocation must satisfy [image: $$x_1+x_2\le 1$$]. Thirumulanathan et al. [25] provide detailed analysis and closed-form solutions in the unit-demand setting. With slight modifications, our mechanism network can also produce feasible and optimal allocations in this setting (Fig. 2.4). Instead of applying the sigmoid function to each element of the allocation matrix, we apply a softmax function to each column (representing each menu entry) of the allocation matrix. However, with such a modification, the allocation satisfies [image: $$x_1+x_2= 1$$] rather than [image: $$x_1+x_2\le 1$$]. The solution is to add an extra dummy element to each column before applying the softmax function.[image: ]
Fig. 2.4Solution comparison in the unit-demand setting



2.1.5.3 The Grand Bundling Setting
One of the simplest mechanisms for selling multiple items is to sell them as a grand bundle. This case is equivalent to designing the optimal mechanism for selling a single item by viewing the grand bundle as a new “item.” The buyer’s value for the grand bundle can be obtained by computing the convolution of the value distribution functions of all the items. Therefore the optimal grand bundling mechanism is to set a posted price according to the value distribution of the grand bundle.
For simplicity, here we only consider the case with two items where the buyer’s value distributions for the items are both [image: $$U[0,1]$$]. The experiment results are shown in Fig. 2.5.[image: ]
Fig. 2.5The grand bundling setting





2.2 Discovering Unknown Optimal Mechanisms
In the previous section, we designed MenuNet for solving optimal auction design problems and applied them to some multi-item auction settings. Our network structure can handle not only the standard setting but also settings with practical constraints (e.g., the unit-demand setting). The settings considered in Sect. 2.1 are those with known optimal mechanisms. As mentioned in Sect. 2.1, our aim was to demonstrate the ability of our network structure in discovering optimal mechanism and to show that our framework was flexible enough to handle different settings.
In this section, we apply our MenuNet structure to some settings where the optimal auction mechanism is unknown. Given the effectiveness of our network structure shown in Sect. 2.1, our goal is to derive analytic, closed-form optimal mechanism for some settings by analyzing the results provided by our neural networks.
2.2.1 Experiment Results
We now present the results of applying our MenuNet to the following settings: the correlated distribution setting where the buyer’s value is distributed among a certain triangle (Sect. 2.2.1.1), the restricted menu size setting where the seller wants to decrease the complexity of the mechanism by reducing the menu size (Sect. 2.2.1.2), the combinatorial value setting where the buyer’s value for the items is no longer additive (Sect. 2.2.1.3), and the deterministic menu setting where no lotteries are allowed in the mechanism (Sect. 2.2.1.4).
2.2.1.1 The Correlated Distribution Setting
Suppose that the buyer’s value [image: $$v=(v_1,v_2)$$] is uniformly distributed among the triangle described by [image: $$\{(v_1,v_2)\mid \frac {v_1}{c}+v_2\le 1, v_1\ge 0, v_2\ge 0\}$$], where [image: $$c\ge 1$$]. Figure 2.6 shows the mechanisms given by our network. Note that in our framework, the joint value distribution is only used to compute the objective function. So our MenuNet can handle arbitrary value distributions. In fact, guided by these experiment results, we are able to find the closed-form optimal mechanism for this kind of value distributions.5 In particular, there are two possible cases for this problem. When c is large, according to Eq. (2.1), the optimal mechanism contains three menu entries, and one of them is probabilistic. And when c is small, the optimal mechanism contains only two menu entries, i.e., use a posted price for the bundle of the items. Formally, we have the following theorem:[image: ]
Fig. 2.6Computed solutions versus optimal solutions for correlated distributions


Theorem 2.1
When [image: $$c &gt; \frac {4}{3}$$], the optimal menu for the uniform triangle distribution contains the following items: [image: $$[(0,0),0]$$], [image: $$[(\frac {1}{c}, 1),\frac {2}{3}]$$], and [image: $$[(1,1),\frac {2}{3}c-\frac {1}{3}\sqrt {c(c-1)}]$$].
When [image: $$c \le \frac {4}{3}$$], the optimal menu for the uniform triangle distribution contains the following items: [image: $$[(0,0),0]$$] and [image: $$[(1,1),\sqrt {\frac {c}{3}}]$$].

Remark 2.1
Note that the condition [image: $$c&gt;\frac {4}{3}$$] guarantees that the price of the third menu entry is positive.

The proof of Theorem 2.1 is deferred to Sect. 2.2.2.

2.2.1.2 The Restricted Menu Size Setting
The output of our mechanism network is a set of menu entries. Thus we can control the menu size by directly setting the output size of the network.
Restricting the menu size results in simpler mechanisms. It is known that the size of the optimal menu could be infinitely large (containing uncountably many probabilistic menu entries) when the buyer’s value for each item follows a beta distribution [10]. Such results directly motivate the study of simple mechanisms [13, 23], as they are easier to implement and optimize in practice.
We consider the case where the buyer’s value is uniformly distributed in the unit square [image: $$[0,1]\times [0,1]$$]. It is known that the optimal mechanism contains four menu entries. Note that the grand bundling setting described in Sect. 2.1.5.3 is also a special case of this setting. However, the optimal mechanism for the case with at most three menu entries is unknown. The results given by our neural network are shown in Fig. 2.7.[image: ]
Fig. 2.7Uniform square with at most three menu entries


Surprisingly, when the menu can have at most three items, our network gives an asymmetric menu, despite that the value distribution is symmetric. In fact, we can also find the optimal menu with at most three items analytically. Our analysis shows that the optimal menu is indeed asymmetric. The intuition is that if we add a symmetry constraint to the solution, then the optimal menu degenerates to a menu with only two items. We present the theoretical result here but defer the proof to Sect. 2.2.2.
Theorem 2.2
In a setting where the value profile of two additive items is uniformly distributed over the unit square [image: $$[0, 1]\times [0, 1]$$], the optimal mechanism is to sell the first item at price [image: $$\frac {2}{3}$$] or the bundle at price [image: $$\frac {5}{6}$$], yielding revenue [image: $$\frac {59}{108}$$].
In addition, the optimal mechanism is unique except for its symmetric counterpart.


2.2.1.3 The Combinatorial Value Setting
Our MenuNet can also handle the case where the buyer has combinatorial utilities. Figure 2.8 shows the mechanism given by our network for a buyer with the following utility function: [image: $$\displaystyle \begin{gathered} u(v_1,v_2)=x_1v_1+x_2v_2+x_1v_1x_2v_2-p. \end{gathered} $$]



 In this case, the buyer’s value for obtaining the items is not additive. We need to slightly modify the buyer network by adding the extra [image: $$x_1v_1x_2v_2$$] term, which can be easily implemented using standard neural network packages. Notice that in Fig. 2.8, the dashed lines that are used to represent the actual optimal mechanisms are not drawn, as the optimal mechanism is still unknown.[image: ]
Fig. 2.8The combinatorial value setting



2.2.1.4 The Deterministic Menu Setting
Similar to the case with restricted menu size, deterministic mechanisms are also important in practice, since they are easy to understand and implement. In this case, the mechanism network can be further simplified. For example, when selling two items, there can only be four possible deterministic menu entries, with the following four allocations: [image: $$(0,0),(0,1),(1,0),(1,1)$$]. Therefore, the only parameters in the mechanism network are the corresponding prices.
Figure 2.9 shows our experiment results on uniform distributions over the triangle described in Sect. 2.2.1.1. By Theorem 2.1, the optimal mechanism is not deterministic when [image: $$c=2$$]. With the deterministic constraint, our experiment shows that the revenue drops by [image: $$0.14\%$$].[image: ]
Fig. 2.9The deterministic menu setting




2.2.2 Theoretic Analysis and Formal Proofs
In this section, we provide theoretical proofs for some of our results. To the best of our knowledge, these results are previously unknown.
2.2.2.1 Proof of Theorem 2.1
As described in Sect. 2.2.1.1, there are two possible cases for the optimal mechanism when the buyer’s value is uniformly distributed among the triangle.
We solve the problem case by case.
Theorem 2.3 (First Part of Theorem 2.1)
For any [image: $$c &gt; \frac {4}{3}$$], suppose that the buyer’s type is uniformly distributed among the set [image: $$T=\{(v_1,v_2)\mid \frac {v_1}{c}+v_2\le 1, v_1\ge 0, v_2\ge 0 \}$$]. Then the optimal menu contains the following items: [image: $$[(0,0),0]$$], [image: $$[(\frac {1}{c}, 1),\frac {2}{3}]$$], and [image: $$[(1,1),\frac {2}{3}c-\frac {1}{3}\sqrt {c(c-1)}]$$].

To prove Theorem 2.3, we apply the duality theory [9, 10] to our setting. We provide a brief description here and refer the readers to Daskalakis et al. [10] and Daskalakis [9] for details. Let [image: $$f(v)$$] be the joint value distribution and V  be the support of [image: $$f(v)$$]. Define measures [image: $$\mu _0$$], [image: $$\mu _\partial $$], [image: $$\mu _s$$] as follows: 	[image: $$\mu _0$$] has a point mass at [image: $$v=0$$].

	[image: $$\mu _\partial $$] is only distributed along the boundary of V , with density [image: $$f(v)(v\cdot \eta (v))$$], where [image: $$\eta (v)$$] is the outer unit normal vector at v.

	[image: $$\mu _s$$] is distributed in V  with a density [image: $$\nabla f(v)\cdot v+(m+1)f(v)$$], where m is the number of items.




Let [image: $$\mu =\mu _0+\mu _\partial -\mu _s$$], [image: $$\mu _+$$] and [image: $$\mu _-$$] be two nonnegative measures such that [image: $$\mu =\mu _+-\mu _-$$], and [image: $$V_+$$] and [image: $$V_-$$] be the support sets of [image: $$\mu _+$$] and [image: $$\mu _-$$]. Daskalakis [9] shows that an optimal mechanism for selling m items to one buyer can be found by solving the following program: [image: $$\displaystyle \begin{aligned} {} \begin{aligned} \sup \quad &amp;\int_{V}u\,\mathrm{d}\mu_+-\int_{V}u\,\mathrm{d}\mu_- \\ \text{s.t.} \quad &amp;u(v)-u(v^{\prime})\le \|(v-v^{\prime})_+\|_1, \forall v\in V_+,v^{\prime}\in V_- \\ &amp;u\text{ is convex}, \;\; u(\underline{v})=0, \end{aligned} \end{aligned} $$]

 (P)


 where [image: $$u(v)$$] is the utility of the buyer when their value is v, [image: $$\|(v-v^{\prime })_+\|_1=\sum _{i=1}^{n}\max (0,v_i-v^{\prime }_i)$$], and [image: $$ \underline {v}$$] is the smallest possible value profile.
Relax the above program by removing the convexity constraint, and write the dual program of the relaxed program: [image: $$\displaystyle \begin{aligned} {} \begin{aligned} \inf\quad &amp;\int_{V\times V}\|(v-v^{\prime})_+\|_1\,\mathrm{d}\gamma \\ \text{s.t.}\quad &amp;\gamma \in \Gamma(\mu_+, \mu_-), \end{aligned} \end{aligned} $$]

 (D)


 where [image: $$\Gamma (\mu _+, \mu _-)$$] is the set of nonnegative measures [image: $$\gamma $$] defined over [image: $$V\times V$$] such that, for any [image: $$V^{\prime }\subseteq V$$], the following equations hold: [image: $$\displaystyle \begin{gathered} \int_{V^{\prime}\times V}\,\mathrm{d}\gamma=\mu_+(V^{\prime})\quad \text{and}\quad \int_{V\times V^{\prime}}\,\mathrm{d}\gamma=\mu_-(V^{\prime}). \end{gathered} $$]




Lemma 2.1 (Daskalakis et al. [10])
Equation (D) is a weak dual of (P).

We omit the proof here but refer readers to Daskalakis et al. [10] and Daskalakis [9] for details. The dual program (D) has an optimal transport interpretation. We “move” the mass from [image: $$\mu _+$$] to other points to form [image: $$\mu _-$$], and the measure [image: $$\gamma $$] corresponds to the amount of mass that goes from each point to another in V .
Although (D) is only a weak dual of (P), we can still use it to certify the optimality of a solution. We already give a menu in Theorem 2.1. Therefore, the relaxed convexity constraint is automatically satisfied if the buyer always chooses the best menu entry.
In our case of [image: $$f(v)=\frac {2}{c}$$], we have [image: $$V=T,  \underline {v}=(0,0)$$], [image: $$\mu _\partial $$] has a constant line density of [image: $$\frac {2}{\sqrt {1+c^2}}$$] along the segment [image: $$\frac {v_1}{c}+v_2=1, 0\le v_2\le 1$$], and [image: $$\mu _s$$] has a constant density of [image: $$\frac {6}{c}$$] over T.
Let [image: $$R_i$$] be the region of T such that for any [image: $$v\in R_i$$], choosing menu entry i maximizes the buyer’s utility.
It is straightforward to verify that the measures [image: $$\mu _+$$] and [image: $$\mu _-$$] are balanced inside each region, i.e., [image: $$\mu _+(R_i)=\mu _-(R_i), \forall i$$]. Therefore, the transport of mass only happens inside each region.
We construct the transport in [image: $$R_1$$] and [image: $$R_2$$] as follows: 	[image: $$R_1$$]: [image: $$\mu _+$$] is concentrated on a single point 0. We move the mass at 0 uniformly to all points in [image: $$R_1$$].

	[image: $$R_2$$]: [image: $$\mu _+$$] is only distributed along the upper boundary of [image: $$R_2$$]. For each point v at the upper boundary, we draw a vertical line l through it and move the mass at v uniformly to the points in [image: $$L\cap R_2$$].



 However, for [image: $$R_3$$], [image: $$\mu _+$$] is also only distributed along the upper boundary, but there is no easy transport as for [image: $$R_1$$] and [image: $$R_2$$]. We provide Lemma 2.2.
Lemma 2.2
For [image: $$R_3$$], there exists a transport of mass, such that for any two points [image: $$v,v^{\prime }$$], if there is nonnegative transport from v to [image: $$v^{\prime }$$], then [image: $$v_i\ge v^{\prime }_i, \forall i$$].

Proof
Denote the upper boundary of [image: $$R_3$$] by B. For each [image: $$v\in B$$], define [image: $$\displaystyle \begin{gathered} R_L=\{v^{\prime}\in R_3\mid v^{\prime}_1\le v_1 \}\quad \text{and}\quad  R_U=\{v^{\prime}\in R_3\mid v^{\prime}_2\ge v_2 \}. \end{gathered} $$]



 For any line [image: $$l_v$$] through v with a nonnegative slope (or infinity), denote the part of [image: $$R_3$$] that is above the line by [image: $$R_v$$]. It is easy to verify that [image: $$\mu _+(R_U)\ge \mu _-(R_U)$$] and [image: $$\mu _+(R_L)\le \mu _-(R_L)$$]. Thus there exists a line [image: $$l_v^*$$] such that the corresponding [image: $$R_v^*$$] satisfies [image: $$\mu _+(R^*_v)=\mu _-(R_v^*)$$].
Now we show that for any two v and [image: $$v^{\prime }$$], the intersection point of [image: $$l^*_v$$] and [image: $$l^*_{v^{\prime }}$$] is not inside [image: $$R_3$$]. In Fig. 2.10, the three regions [image: $$R_1$$], [image: $$R_2$$], and [image: $$R_3$$] are the quadrangles OIDE, Y CDI, and CDEX, respectively. Let points A and B correspond to the value profiles v and [image: $$v^{\prime }$$]. Assume, on the contrary, that the intersection point of [image: $$l^*_v$$] (line [image: $$AA^{\prime }$$]) and [image: $$l^*_{v^{\prime }}$$] (line [image: $$BB^{\prime }$$]) is inside [image: $$R_3$$]. Then we have [image: $$\displaystyle \begin{gathered} {} \mu_+(ACDA^{\prime})=\mu_-(ACDA^{\prime})\quad \text{and}\quad \mu_+(BCDB^{\prime})=\mu_-(BCDB^{\prime}). \end{gathered} $$]

 (2.2)


[image: ]
Fig. 2.10The intersection point of [image: $$l^*_v$$] and [image: $$l^*_{v^{\prime }}$$]


Note that [image: $$\mu _+$$] is only distributed along the line CX inside [image: $$R_3$$]. Thus [image: $$\displaystyle \begin{gathered} {} \mu_+(BCDA^{\prime})=\mu_+(BCDB^{\prime})=\mu_-(BCDB^{\prime}). \end{gathered} $$]

 (2.3)


 However, [image: $$\mu _-$$] has a positive density inside [image: $$R_3$$]. Therefore, we have [image: $$\displaystyle \begin{gathered} {} \mu_-(BCDA^{\prime})&gt;\mu_-(BCDB^{\prime}). \end{gathered} $$]

 (2.4)


 Combining Eqs. (2.2), (2.3), and (2.4), we obtain [image: $$\displaystyle \begin{gathered} {} \mu_+(BAA^{\prime})&lt;\mu_-(BAA^{\prime}). \end{gathered} $$]

 (2.5)



Since [image: $$\mu _+$$] is uniformly distributed along the line CX with density[image: $$\frac {2}{\sqrt {1+c^2}}$$], we have that [image: $$\mu _+(BAA^{\prime })=\frac {2}{\sqrt {1+c^2}}\cdot l(AB)$$], where [image: $$l(\cdot )$$] denotes the length of a segment. Similarly, [image: $$\mu _-(BAA^{\prime })=\frac {6}{c}\cdot S(BAA^{\prime })$$], where [image: $$S(BAA^{\prime })$$] is the area of triangle [image: $$BAA^{\prime }$$]. Let h be the altitude of the triangle [image: $$BAA^{\prime }$$] with respect to the base AB. So [image: $$\displaystyle \begin{gathered} S(BAA^{\prime})=\frac{1}{2}l(AB)\cdot h\le \frac{1}{2}l(AB)\cdot l(EF)=l(AB)\cdot \frac{c+\sqrt{c(c-1)}}{6\sqrt{1+c^2}}, \end{gathered} $$]



 where line EF is perpendicular to line CX. Then [image: $$\displaystyle \begin{aligned} \mu_-(BAA^{\prime})&amp;=\frac{6}{c}\cdot S(BAA^{\prime})\\ &amp;\le \frac{6}{c}\cdot l(AB)\cdot \frac{c+\sqrt{c(c-1)}}{6\sqrt{1+c^2}}\\ &amp;=l(AB)\cdot \frac{c+\sqrt{c(c-1)}}{c\sqrt{1+c^2}}\\ &amp;\le l(AB)\cdot \frac{2}{\sqrt{1+c^2}}\\ &amp;=\mu_+(BAA^{\prime}), \end{aligned} $$]



 which contradicts to Eq. (2.5).
Consider the set of lines [image: $$K=\{l^*_v\mid v\in B \}$$]. Since we have already shown that no two of these lines have an intersection point inside [image: $$R_3$$], the line set K actually cuts the region [image: $$R_3$$] into “slices.” And for any “slice” s, we have [image: $$\mu _+(s)=\mu _-(s)$$]. Therefore, for each point in B, we can find its corresponding “slice” and move its mass uniformly to all the points inside the “slice.” And since [image: $$l^*_v$$] always has a nonnegative (or infinite) slope, we conclude that whenever there is a mass transport from v to [image: $$v^{\prime }$$], we have [image: $$v_i\ge v^{\prime }_i, \forall i$$]. □

With this lemma, we can simplify our proof of Theorem 2.1 and do not need to construct the measure [image: $$\gamma $$] explicitly.
Proof of Theorem 2.3
We first compute the revenue of the mechanism given by Theorem 2.3, i.e., the objective of the primal program. Point D in Fig. 2.10 has coordinates [image: $$(x_D,y_D)$$], where [image: $$x_D=\frac {2}{3}c-\frac {1}{3}\sqrt {c(c-1)}-\frac {1}{3}\sqrt {\frac {c}{c-1}}$$] and [image: $$y_D=\frac {1}{3}\sqrt {\frac {c}{c-1}}$$].
Therefore, we have [image: $$\displaystyle \begin{gathered} \Pr\{\text{The buyer chooses menu item 2}\}=f(v)\cdot S(YCDI)=\frac{2}{c}\cdot \frac{1}{3}x_D, \end{gathered} $$]



 [image: $$\displaystyle \begin{aligned} \Pr\{\text{The buyer chooses menu item 3}\}&amp;=f(v)\cdot S(CDEX)\\ &amp;=\frac{2}{c}\left[\frac{c}{2}\left(\frac{1}{3}+y_D \right)^2-\frac{1}{2}y_D^2 \right]. \end{aligned} $$]



 Thus the revenue of the menu provided in Theorem 2.3 is [image: $$\displaystyle \begin{aligned} \textsc{Rev}=~&amp;\frac{2}{3}\cdot \Pr\{\text{The buyer chooses menu item 2}\}+\\ &amp;\left(\frac{2}{3}c-\frac{1}{3}\sqrt{c(c-1)}\right)\cdot \Pr\{\text{The buyer chooses menu item 3}\}\\ =~&amp;\frac{2}{27}\left[4+c+\sqrt{c(c-1)} \right]. \end{aligned} $$]




Now we compute the objective of the dual program (D). And to prove the optimality of the menu, it suffices to show that the objective of (D) is equal to [image: $$\textsc {Rev}$$].
Note that in our construction of the transport in [image: $$R_1$$] and [image: $$R_2$$], we only allow transport inside each region. In [image: $$R_1$$], we transport mass from point 0 to other points. So it does not contribute to the objective of (D), and we can just ignore [image: $$R_1$$]. In [image: $$R_2$$], the mass is always moved vertically down. Therefore, for any [image: $$v,v^{\prime }$$], such that there is positive mass transport from v to [image: $$v^{\prime }$$], we have [image: $$v_i\ge v^{\prime }_i,\forall i$$] and [image: $$\|(v-v^{\prime })_+\|_1=\sum _{i}\max (0, v_i-v^{\prime }_i)=\sum _{i}(v_i-v^{\prime }_i)=\sum _{i}(v_i-0)-\sum _{i}(v^{\prime }_i-0)$$]. Therefore, [image: $$\displaystyle \begin{gathered} \int_{R_2\times R_2}\|(v-v^{\prime})_+\|_1\,\mathrm{d}\gamma=\int_{R_2\times R_2}\|v-0\|_1\,\mathrm{d}\gamma-\int_{R_2\times R_2}\|v^{\prime}-0\|_1\,\mathrm{d}\gamma. {} \end{gathered} $$]

 (4)


 For the first term, we have [image: $$\displaystyle \begin{aligned} \int_{R_2\times R_2}\|v-0\|_1\,\mathrm{d}\gamma=\int_{R_2\times T}\|v-0\|_1\,\mathrm{d}\gamma=\sum_{j}\int_{\sigma_j\times T}\|v-0\|_1\,\mathrm{d}\gamma, \end{aligned} $$]



 where the first equation is due to the fact that our transport is inside each region, and [image: $$\{\sigma _j\}$$] is a partition of the region [image: $$R_2$$]. When the maximum area of [image: $$\sigma _j$$] approaches 0, we get [image: $$\displaystyle \begin{aligned} \int_{R_2\times R_2}\|v-0\|_1\,\mathrm{d}\gamma=&amp;\int_{R_2}\|v-0\|_1\,\mathrm{d}\mu_+\\ =&amp;\int_{0}^{x_D}\left(v_1+1-\frac{v_1}{c} \right)\frac{2}{\sqrt{1+c^2}}\frac{\sqrt{1+c^2}}{c}\,\mathrm{d}v_1\\ =&amp;\frac{1}{9}\left(8-6\sqrt{\frac{c}{c-1}}+5c-4\sqrt{c(c-1)} \right). \end{aligned} $$]




Similarly, the second term of Eq. (4) is [image: $$\displaystyle \begin{aligned} \int_{R_2\times R_2}\|v^{\prime}-0\|_1\,\mathrm{d}\gamma&amp;=\int_{R_2}\|v^{\prime}-0\|_1\,\mathrm{d}\mu_-\\ &amp;=\frac{\left(2\sqrt{c-1}-\sqrt{c}\right)\left(3+2c-\sqrt{c(c-1)} \right)}{9\sqrt{c-1}}. \end{aligned} $$]




For [image: $$R_3$$], according to Lemma 2.2, it is also true that when there is positive mass transport from v to [image: $$v^{\prime }$$], we always have [image: $$v_i\ge v^{\prime }_i,\forall i$$]. Therefore, [image: $$\displaystyle \begin{gathered} \int_{R_3\times R_3}\|(v-v^{\prime})_+\|_1\,\mathrm{d}\gamma=\int_{R_3\times R_3}\|v-0\|_1\,\mathrm{d}\gamma-\int_{R_3\times R_3}\|v^{\prime}-0\|_1\,\mathrm{d}\gamma. \end{gathered} $$]



 For the first term, [image: $$\displaystyle \begin{aligned} \int_{R_3\times R_3}\|v-0\|_1\,\mathrm{d}\gamma&amp;=\int_{x_D}^{c}\left(v_1+1-\frac{v_1}{c}\right)\frac{2}{c}\,\mathrm{d}v_1\\ &amp;=\frac{1}{9}\left(1+4c+\frac{4c\sqrt{c}}{c-1}+2\sqrt{\frac{c}{c-1}} \right). \end{aligned} $$]



 Similarly, for the second term, [image: $$\displaystyle \begin{aligned} \int_{R_3\times R_3}\|v^{\prime}-0\|_1\,\mathrm{d}\gamma&amp;=\int_{v\in R_3}\frac{6}{c}(v_1+v_2)\,\mathrm{d}v\\ &amp;=\frac{1}{27}\left(1+5\sqrt{\frac{c}{c-1}}+10c+10c\sqrt{\frac{c}{c-1}} \right). \end{aligned} $$]



 Therefore, the objective of the dual program (D) is [image: $$\displaystyle \begin{aligned} \int_{T\times T}\|(v-v^{\prime})_+\|_1\mathrm{d}\gamma &amp;=\int_{R_2\times R_2}\|(v-v^{\prime})_+\|_1\mathrm{d}\gamma+\int_{R_3\times R_3}\|(v-v^{\prime})_+\|_1\mathrm{d}\gamma\\ &amp;=\frac{2}{27}\left[4+c+\sqrt{c(c-1)} \right] \\ &amp;=\textsc{Rev}. \end{aligned} $$]



 The above equation shows that the dual objective is equal to the actual revenue, which certifies that the menu is optimal. □

When [image: $$c\le \frac {4}{3}$$], the optimal mechanism only has two menu entries.
Theorem 2.4 (Second Part of Theorem 2.1)
For any [image: $$1\le c\le \frac {4}{3}$$], suppose that the buyer’s type is uniformly distributed among the set [image: $$T=\{(v_1,v_2)\mid \frac {v_1}{c}+v_2\le 1, v_1\ge 0, v_2\ge 0 \}$$]. Then the optimal menu contains the following two items: [image: $$[(0,0),0]$$] and [image: $$[(1,1),\sqrt {\frac {c}{3}}]$$].

One can prove Theorem 2.4 with the same trick as in Lemma 2.2. We omit the proof of this theorem since it is easier compared to Theorem 2.3.

2.2.2.2 Proof of Theorem 2.2
We now consider the optimal menu with at most three entries for value distribution [image: $$U[0, 1]^2$$]. We omit the proof of the case where the menu has at most two entries.
Theorem 2.5
The optimal symmetric  mechanism of menu size at most three for two additive items with [image: $$v \sim U[0, 1]^2$$] is to sell the bundle of two items at price [image: $$\frac {\sqrt {6}}{3}$$], yielding revenue [image: $$\frac {2\sqrt {6}}{9} \approx 0.54433$$].

Proof
Since [image: $$[(0, 0), 0]$$] must be one of the three symmetric menus, the other two must have the form of [image: $$[(\alpha , \beta ), p]$$] and [image: $$[(\beta , \alpha ), p]$$].
Without loss of generality, we assume that [image: $$\alpha \geq \beta $$] and [image: $$\alpha &gt; 0$$] (otherwise [image: $$\alpha = \beta = 0$$], yielding 0 revenue). Therefore, if [image: $$\alpha v_1 + \beta v_2 &lt; p$$] and [image: $$\beta v_1 + \alpha v_2 &lt; p$$], the buyer will choose the zero menu [image: $$[(0, 0), 0]$$]. We prove the result case by case.
Case 1 [image: $$p \leq \alpha $$]. In this case, we have [image: $$\displaystyle \begin{aligned} \Pr\{\alpha v_1 + \beta v_2 &lt; p \text{ and } \beta v_1 + \alpha v_2 &lt; p\} &amp;= 2\cdot\Pr\{\alpha v_1 + \beta v_2 &lt; p \text{ and } v_1 \geq v_2\}\\ &amp;= \frac{p}{\alpha} \cdot \frac{p}{\alpha + \beta}. \end{aligned} $$]



 The corresponding revenue is [image: $$\displaystyle \begin{aligned} \textsc{Rev} =&amp; p \cdot \Pr\{\text{the buyer does not choose the zero menu}\}\\ =&amp; \left(1 - \frac{p^2}{\alpha(\alpha + \beta)}\right) \cdot p\\ =&amp; \left(1 - \frac{p^2}{\alpha^2} \cdot \frac{1}{1 + \beta / \alpha}\right) \cdot p\\ \leq&amp; \left(1 - \frac{p^2}{2}\right) \cdot p\\ =&amp; \sqrt{\left(1 - \frac{p^2}{2}\right) \cdot \left(1 - \frac{p^2}{2}\right) \cdot p^2}\\ \leq &amp;\frac{2\sqrt{6}}{9}. \end{aligned} $$]



 The first inequality becomes an equality if and only if [image: $$\alpha = \beta = 1$$], and the second one becomes an equality if and only if [image: $$1 - \frac {p^2}{2} = p^2$$], which is equivalent to [image: $$p = \sqrt {\frac {2}{3}}$$].
Case 2 [image: $$p \geq \alpha $$]. In this case, we have [image: $$\displaystyle \begin{aligned} \Pr\{\alpha v_1 + \beta v_2 &lt; p \text{ and } \beta v_1 + \alpha v_2 &lt; p\} = &amp;2\Pr\{\alpha v_1 + \beta v_2 &lt; p \text{ and } v_1 \geq v_2\}\\ = &amp;\frac{p}{\alpha} \cdot \frac{p}{\alpha + \beta} + \left(\frac{p}{\alpha} - 1\right)^2. \end{aligned} $$]



 Hence [image: $$\displaystyle \begin{aligned} \textsc{Rev} =&amp; \left(1 - \frac{p^2}{\alpha^2} \cdot \frac{1}{1 + \beta / \alpha} + \left(\frac{p}{\alpha} - 1\right)^2\right) \cdot p\\ \leq &amp;\left(1 - \frac{p^2}{\alpha^2} \cdot \frac 12 + \left(\frac{p}{\alpha} - 1\right)^2\right) \cdot p\\ = &amp;\frac{p}2\left(\frac{p^2}{\alpha^2} - 4 \cdot \frac{p}{\alpha} + 4 \right). \end{aligned} $$]




Let [image: $$x = \frac {p}{\alpha } \geq 1$$]; the right-hand side becomes [image: $$\displaystyle \begin{aligned} \frac{\alpha}2 (x^3 - 4x^2 + 4x) \leq \frac 12 (x^3 - 4x^2 + 4x). \end{aligned} $$]



 Then consider the first-order derivative of [image: $$x^3 - 4x^2 + 4x$$]: [image: $$\displaystyle \begin{aligned} (x^3 - 4x^2 + 4x)^{\prime} = 3x^2 - 8x + 4 = (3x - 2)(x - 2), \end{aligned} $$]



 and the local maximum is reached at [image: $$x = \frac {2}{3}$$]. Note that in this case [image: $$x = \frac {p}{\alpha } \geq 1$$]. Hence the maximum revenue conditional on [image: $$p \geq \alpha $$] is reached when [image: $$p = \alpha = \beta = 1$$], where [image: $$\textsc {Rev} = \frac {1}{2} &lt; \frac {2\sqrt {6}}{9}$$]. □

Theorem 2.5 shows that the optimal symmetric three-entry menu ends up being the degenerate case with two entries.
Now we move to the asymmetric case (Theorem 2.2). First, let us restate the theorem as follows.
Theorem 2.6 (Theorem 2.2 Restated)
The optimal at-most-three-menu mechanism for two additive items with distribution [image: $$U[0, 1]^2$$] is to sell the first item at price [image: $$\frac {2}{3}$$] or the bundle of the two items at price [image: $$\frac {5}{6}$$], yielding revenue [image: $$\frac {59}{108} \approx 0.546296$$].
By symmetry, the mechanism could also be selling the second item at price [image: $$\frac {2}{3}$$] or the bundle of the two items at price [image: $$\frac {5}{6}$$]. In particular, there is no other at-most-three-menu mechanism that could generate as much revenue as they do.

We prove Theorem 2.2 through the basic parametric method. Note that there must be a zero menu entry [image: $$Z = [(0, 0), 0]$$], and hence we have two menu entries to determine. Suppose that the remaining two menu entries are [image: $$A = [(\alpha , \beta ), p]$$] and [image: $$B = [(\gamma , \delta ), q]$$]. We then solve the following problem: [image: $$\displaystyle \begin{aligned} {} \begin{aligned} \text{max} &amp;\quad  \textsc{Rev}(A, B, Z) \\ \text{s.t.} &amp;\quad  \alpha, \beta, \gamma, \delta \in [0, 1],~ p, q \geq 0. \end{aligned} \end{aligned} $$]

 (3Menu )


 To establish the connection between the menu and the revenue, let [image: $$S_A$$] be the set of values that menu entry A is preferred: [image: $$\displaystyle \begin{aligned} S_A = \{(v_1, v_2) \mid &amp;(v_1, v_2) \cdot (\alpha, \beta) - p \geq (v_1, v_2) \cdot (\gamma, \delta) - q \\ &amp;\text{ and } (v_1, v_2) \cdot (\alpha, \beta) - p \geq 0\}. \end{aligned} $$]



 Similarly, we define [image: $$S_B$$] and [image: $$S_Z$$] to be the set of values where menu entry B and menu entry Z are preferred, respectively: [image: $$\displaystyle \begin{aligned} S_B = \{(v_1, v_2)\mid&amp; (v_1, v_2) \cdot (\gamma, \delta) - q \geq (v_1, v_2) \cdot (\alpha, \beta) - p \\ &amp;\text{ and } (v_1, v_2) \cdot (\gamma, \delta) - q \geq 0\}, \end{aligned} $$]



 [image: $$\displaystyle \begin{aligned} S_Z = \{(v_1, v_2) \mid&amp; (v_1, v_2) \cdot (\alpha, \beta) - p\le 0 \\ &amp;\text{ and } (v_1, v_2) \cdot (\gamma, \delta) - q\le 0\}. \end{aligned} $$]



 For any set [image: $$S \subseteq [0, 1]^2$$], let [image: $$|S| = \Pr \{(v_1, v_2) \in S\}$$] be its probabilistic measure. Then the revenue of the mechanism with menu items A, B, and Z is [image: $$\displaystyle \begin{aligned} {} \textsc{Rev}(A, B, Z) = |S_A| \cdot p + |S_B| \cdot q. \end{aligned} $$]

 (2.6)


 There are two major challenges in solving program (3Menu): 	There are too many cases with different formulas of [image: $$|S_A|$$] and [image: $$|S_B|$$], hence the formula of [image: $$\textsc {Rev}(A, B, Z)$$]. In particular, there are four possible intersection patterns between the boundary of the square [image: $$[0, 1]^2$$] and the intersections of every two menu entries ([image: $$S_A \cap S_B$$], [image: $$S_B \cap S_Z$$], [image: $$S_Z \cap S_Z$$]). So there are roughly [image: $$4^3 = 64$$] different cases in total.

	Even within each specific case, the revenue [image: $$\textsc {Rev}$$] is still a high-order function with six variables. In general, there is no guarantee that closed-form solutions exist.



 To overcome the two challenges, the following lemmas are critical in reducing both the number of different cases and free variables:
Lemma 2.3
Without loss of generality, the optimal mechanism of menu size at most 3 includes bundling [image: $$(1, 1)$$] as one menu entry.

Proof
Without loss of generality, suppose [image: $$p \geq q$$], and then there must be an optimal mechanism with [image: $$\alpha = \beta = 1$$]. Because by replacing menu A with menu [image: $$A^{\prime } = [(1, 1), p]$$], the set of values where [image: $$A^{\prime }$$] dominating B and Z, [image: $$S^{\prime }_{A^{\prime }}$$] will be a superset of [image: $$S_A$$], and similarly, [image: $$S^{\prime }_{Z}$$] will be a subset of [image: $$S_Z$$], i.e., [image: $$S^{\prime }_{A^{\prime }} \supseteq S_A ~\text{and}~ S^{\prime }_{Z} \subseteq S_Z$$]. Therefore, [image: $$\displaystyle \begin{aligned} \textsc{Rev}^{\prime} =&amp; |S^{\prime}_{A^{\prime}}| \cdot p + |S^{\prime}_B| \cdot q\\ = &amp;|S^{\prime}_{A^{\prime}}| \cdot (p - q) + (1 - |S^{\prime}_Z|) \cdot q\\ \geq &amp;|S_A| \cdot (p - q) + (1 - |S_Z|) \cdot q \\ = &amp;\textsc{Rev}. \end{aligned} $$]



 □

Lemma 2.4 (Pavlov [17])
For [image: $$v \sim U[0,1]^2$$], consider a mechanism with a menu entry [image: $$[(\gamma , \delta ), q]$$] such that [image: $$\gamma ,\delta \neq 1$$] and [image: $$(\gamma , \delta ) \neq (0, 0)$$]; then by replacing the menu entry with [image: $$[(\gamma ^{\prime }, \delta ^{\prime }), q^{\prime }]$$] (the price [image: $$q^{\prime }$$] may also be different), the revenue of the new mechanism is no less than the original, where [image: $$\gamma ^{\prime } = 1$$] or [image: $$\delta ^{\prime } = 1$$] or [image: $$(\gamma ^{\prime }, \delta ^{\prime }) = (0, 0)$$].

Before we prove Theorem 2.2, let us consider three special cases as follows.
Lemma 2.5 (Case 1)
Conditioned on [image: $$p \leq 1$$], the optimal mechanism consists of three asymmetric menu entries: [image: $$\displaystyle \begin{aligned} A: [(1, 1), 5 / 6] \quad  B: [(1, 0), 2 / 3] \quad  Z: [(0, 0), 0], \end{aligned} $$]




which yield revenue [image: $$\frac {59}{108}$$].

Proof
When [image: $$p \leq 1$$], consider the intersection points: [image: $$\displaystyle \begin{gathered} S_B \cap S_Z \cap \{v\mid v_2 = 0\}=\{(q,0)\}\,\,\text{and}\,\, S_A \cap S_B \cap \{v\mid v_1 = 1\}= \left\{\left(1, \frac{p - q}{1 - \delta}\right)\right\}. \end{gathered} $$]




Note that [image: $$q \leq p \leq 1$$], and we have [image: $$\displaystyle \begin{gathered} |S_B| = \frac 12 \left[(1 - q) \cdot v^*_2 + \frac{p - q}{1 - \delta} \cdot (1 - v^*_1)\right], \\ |S_Z| = \frac 12 \left[p^2 - (p - q) \cdot v^*_2\right], \\ |S_A| = 1 - |S_B| - |S_Z|. \end{gathered} $$]




Then the revenue is [image: $$\displaystyle \begin{aligned} \textsc{Rev} ~&amp;= (1 - |S_Z|) \cdot p - |S_B| \cdot (p - q) \\ &amp;= \frac 12\left[2p - p^3 + (p - q)p \cdot v^*_2 - (1 - q)(p - q) \cdot v^*_2 - \frac{(p - q)^2}{1 - \delta} (1 - v^*_1)\right] \\ &amp;= \frac 12\left[2p - p^3 - \frac{(p - q)^3}{(1 - \delta)^2} + \frac{(p - q)^2(2p + q - 2)}{1 - \delta}\right] \\ &amp;= \frac 12\left[2p - p^3 + (p - q)^3 \cdot \left(-\left(\frac 1{1 - \delta} - \frac{2p + q - 2}{2(p - q)}\right)^2\right.\right.\\ &amp;\quad  + \left.\left.\left(\frac{2p + q - 2}{2(p - q)}\right)^2 \right)\right] \\ &amp;\leq \frac 12\left[2p - p^3 + (p - q)\left(p + \frac{q}{2} - 1\right)^2\right], \end{aligned} $$]



 where the upper bound is reached if and only if [image: $$p = q$$] and [image: $$1 - \delta = \frac {2(p - q)}{(2p + q - 2)}$$].
Remember that we have shown that [image: $$p \neq q$$], and hence we must have [image: $$\displaystyle \begin{aligned} 1 - \delta = \frac{2(p - q)}{(2p + q - 2)}, \end{aligned} $$]



 and [image: $$\displaystyle \begin{aligned} 2\textsc{Rev} &amp;= 2p - p^3 + (p - q)\left(p + \frac{q}{2} - 1\right)^2\\ &amp;= 2p - p^3 + (p - q)\left(p + \frac{q}{2} - 1\right) \left(p + \frac{q}{2} - 1\right) \\ &amp;\leq 2p - p^3 + \left[\frac{1}{3}(p - q) + \left(p + \frac{q}{2} - 1\right) + \left(p + \frac{q}{2} - 1\right)\right]^3\\ &amp;= 2p - p^3 + \left(p - \frac{2}{3}\right)^3, \end{aligned} $$]



 where the upper bound is reached if and only if [image: $$p - q = p + \frac {q}{2} - 1$$], or equivalently [image: $$q = \frac {2}{3}$$]. Therefore, [image: $$\displaystyle \begin{aligned} \textsc{Rev} = -p^2 + \frac{5}{3}p - \frac{4}{27} \leq -\left(p - \frac{5}{6}\right)^2 + \frac{25}{36} - \frac{4}{27}. \end{aligned} $$]



 And its local maximum is reached when [image: $$p = \frac {5}{6}$$]; hence the optimal revenue is [image: $$\displaystyle \begin{aligned} \textsc{Rev} = \frac{59}{108}\approx 0.546296 &gt; \frac{2\sqrt{6}}{9} \approx 0.54433, \end{aligned} $$]



 and the menu entries are [image: $$\displaystyle \begin{aligned} A: [(1, 1), 5 / 6] \quad  B: [(1, 0), 2 / 3] \quad  Z: [(0, 0), 0]. \end{aligned} $$]



 □

Lemma 2.6 (Case 2)
Conditioned on [image: $$p \geq 1 &gt; q$$], the optimal mechanism yields revenue [image: $$\frac {14}{27}$$].

Proof
When [image: $$p &gt; 1 \geq q$$], consider the intersection points: [image: $$\displaystyle \begin{gathered} S_B \cap S_Z \cap \{v\mid v_2 = 0\}=\left\{v=(q,0)\right\}, \\ S_A \cap S_B \cap \{v\mid v_1 = 1\}=\left\{ v=\left(1, \frac{p - q}{1 - \delta}\right)\right\}. \end{gathered} $$]



 Hence [image: $$\displaystyle \begin{gathered} |S_B| = \frac 12 \left[(1 - q) \cdot v^*_2 + \frac{p - q}{1 - \delta} \cdot (1 - v^*_1)\right], \\ |S_Z| = 1 - |S_A| - |S_B|, \\ |S_A| = \frac 12 \left[(2 - p)^2 - \left(\frac{p - q}{1 - \delta} - (p - 1)\right) (1 - v^*_1)\right]. \end{gathered} $$]



 Thus the revenue is [image: $$\displaystyle \begin{aligned} \textsc{Rev} &amp;= |S_A| \cdot p + |S_B| \cdot q\\ &amp;= \frac 12\left\{3p - 2p^2 + (p - q)^2 \cdot \left[-\frac{p - q}{(1 - \delta)^2} + \frac{2p + q - 2}{1 - \delta}\right]\right\} \\ &amp;= \frac 12\left\{3p - 2p^2 + (p - q)^3 \cdot \left[-\left(\frac 1{1 - \delta} - \frac{2p + q - 2}{2(p - q)}\right)^2 \right.\right.\\ &amp; \quad  \left.\left. + \left(\frac{2p + q - 2}{2(p - q)}\right)^2\right]\right\} \\ &amp;\leq \frac 12\left[3p - 2p^2 + (p - q)\left(p + \frac{q}{2} - 1\right)^2\right]\\ &amp;\leq \frac{3}{2}p - p^2 + \frac{1}{2}\left(p - \frac{2}{3}\right)^3 \end{aligned} $$]

 (2.7)


 [image: $$\displaystyle \begin{aligned} &amp;= \frac 1{54}\left(27 p^3 - 108 p^2 + 117 p - 8\right),{} \end{aligned} $$]

 (2.8)


 where the two inequalities become equalities if and only if [image: $$\displaystyle \begin{gathered} 1 - \delta = \frac{2(p - q)}{2p + q - 2}\quad \text{and}\quad  q = \frac{2}{3}. \end{gathered} $$]




Note that we have to ensure [image: $$v^*_2 \leq 1$$], which is equivalent to [image: $$\frac {p - q}{1 - \delta }\leq 1$$], in other words, [image: $$\displaystyle \begin{aligned} \frac{\left(p - \frac{2}{3}\right)\left(p + \frac{1}{3} - 1\right)}{p - \frac{2}{3}} \leq 1, \end{aligned} $$]



 and thus [image: $$p \leq \frac {5}{3}$$].
Now consider the maximum of the right-hand side of Eq. (2.8) [image: $$\frac {1}{54}(27 p^3 - 108 p^2 + 117 p - 8)$$] in the interval [image: $$ [1, \frac {5}{3}]$$]. By the first-order condition, the local maximum and minimum are reached at [image: $$p = \frac {4 - \sqrt {3}}{3} \approx 0.75598 &lt; 1$$] and [image: $$p = \frac {4 + \sqrt {3}}{3} \approx 1.91068 &gt; \frac {5}{3}$$], respectively. Therefore, in this case, the revenue is decreasing in p, hence the maximum revenue is reached at [image: $$p = 1$$], and the maximum revenue is [image: $$\textsc {Rev} = \frac {14}{27} &lt; \frac {59}{108}$$]. □

Lemma 2.7 (Case 3)
Conditioned on [image: $$p &gt; q &gt; 1$$], the optimal revenue is no more than [image: $$\frac {1}{2}$$].

Proof
When [image: $$p &gt; q &gt; 1$$], consider the intersection points: [image: $$\displaystyle \begin{gathered} S_B \cap S_Z \cap \{v\mid v_1 = 1\}=\left\{v_1 = 1, v_2 = \frac{q - 1}{\delta}\right\}, \\ S_A \cap S_B \cap \{v\mid v_1 = 1\}=\left\{ v_1 = 1, v_2 = \frac{p - q}{1 - \delta}\right\}. \end{gathered} $$]




Hence [image: $$\displaystyle \begin{aligned} |S_B| &amp;= \frac 12 \left(\frac{p - q}{1 - \delta} - \frac{q - 1}{\delta}\right) (1 - v^*_1) \\ |S_Z| &amp;= 1 - |S_A| - |S_B| \\ |S_A| &amp;= \frac 12 \left\{(2 - p)^2 - \left[\frac{p - q}{1 - \delta} - (p - 1)\right] (1 - v^*_1)\right\}. \end{aligned} $$]




Note that in this case, both [image: $$S_A$$] and [image: $$S_B$$] are non-empty, thus we have [image: $$v^*_2 &lt; 1$$] and [image: $$v^*_1 &lt; 1$$], and hence [image: $$\displaystyle \begin{aligned} \frac{p - q}{1 - \delta} &lt; 1 {}; \end{aligned} $$]

 (2.9)


 [image: $$\displaystyle \begin{aligned} \frac{q - \delta p}{1 - \delta} &lt; 1 {}. \end{aligned} $$]

 (2.10)


 Therefore, [image: $$\displaystyle \begin{aligned} \frac{p - q}{1 - \delta} = p - \frac{q - \delta p}{1 - \delta} &gt; p - 1. \end{aligned} $$]



 Then the revenue is [image: $$\displaystyle \begin{aligned} \textsc{Rev} ~&amp;= |S_A| \cdot p + |S_B| \cdot q \\ &amp;= \frac 12\left\{(2 - p)^2 \cdot p + \left[-\left(\frac{p - q}{1 - \delta} - (p - 1)\right) p \right.\right.\\ &amp;\left.\left.\quad  + \left(\frac{p - q}{1 - \delta} - \frac{q - 1}{\delta}\right) q\right] (1 - v^*_1) \right\} \\ &amp;\leq \frac 12\left\{(2 - p)^2 \cdot p + \left[-\left(\frac{p - q}{1 - \delta} - (p - 1)\right) q \right.\right.\\ &amp;\left.\left.\quad  + \left(\frac{p - q}{1 - \delta} - \frac{q - 1}{\delta}\right) q\right] (1 - v^*_1) \right\} \\ &amp;= \frac 12\left\{(2 - p)^2 \cdot p + \left(p - 1 - \frac{q - 1}{\delta}\right) \left(1 - \frac{q - \delta p}{1 - \delta}\right) q\right\}. \end{aligned} $$]




Meanwhile, note that by (2.9), [image: $$v^*_2 = \frac {p - q}{1 - \delta } &lt; 1$$]; hence [image: $$1 - v^*_1 = 1 - (p - v^*_2) &lt; 2 - p$$]. Therefore, we have [image: $$\displaystyle \begin{aligned} \textsc{Rev} &amp;= \frac 12\left\{(2 - p)^2 \cdot p + \left(p - 1 - \frac{q - 1}{\delta}\right) \left(1 - \frac{q - \delta p}{1 - \delta}\right) q\right\} \\ &amp;\leq \frac 12\left\{(2 - p)^2 \cdot p + \left(p - 1 - \frac{q - 1}{1}\right) \cdot (2 - p) \cdot q\right\} \\ &amp;= \left(p - \frac{1}{2}\right)\left[-\frac{3}{4}p^2 + 2p - \left(q - \frac{p}{2}\right)^2\right]. \end{aligned} $$]




Since [image: $$p &gt; 1$$] and [image: $$\frac {p}{2} &lt; 1 &lt; q$$], the supremum of [image: $$\textsc {Rev}$$] is achieved when [image: $$q = 1$$] (though [image: $$q\in (1,2]$$]). Thus, [image: $$\displaystyle \begin{aligned} \textsc{Rev} &lt; \left(p - \frac{1}{2}\right)\left[-\frac{3}{4}p^2 + 2p - \left(1 - \frac{p}{2}\right)^2\right] = \frac{1}{2}\left(p^3 - 5p^2 + 7p - 2\right). \end{aligned} $$]



 According to the first-order condition, the local maximum and the local minimum of the right-hand side are reached when [image: $$p = 1$$] and [image: $$p = \frac {7}{3}$$], respectively. In other words, the supremum of [image: $$\textsc {Rev}$$] is when [image: $$p = 1$$] even though [image: $$p\in (1,2]$$]: [image: $$\displaystyle \begin{aligned} \textsc{Rev} &lt; \frac{1}{2}\left(1^3 - 5 \cdot 1^2 + 7 \cdot 1 - 2\right) = \frac{1}{2} &lt; \frac{59}{108}. \end{aligned} $$]



 □

Now we present the proof of Theorem 2.2 based on the above results.
Proof of Theorem 2.2
By Lemma 2.3, we fix [image: $$\alpha = 1$$] and [image: $$\beta = 1$$]. Moreover, without loss of generality, we could focus on the cases where [image: $$p &gt; q$$]. Otherwise, the menu entry B will be dominated by A and Z, i.e., [image: $$S_B = \emptyset $$], hence reduced a menu with at most two entries, where the optimal revenue is at most [image: $$\frac {2\sqrt {6}}{9}$$].
Similarly, by Lemma 2.4, we fix, without loss of generality, [image: $$\gamma = 1$$]. Otherwise, if [image: $$(\gamma , \delta ) = (0, 0)$$], the menu entry B is dominated by Z, again reduced to a menu with at most two entries.
Therefore, it remains to solve program (3Menu) with additional constraints: [image: $$\alpha = \beta = \gamma = 1$$] and [image: $$p &gt; q$$]. Now consider the values [image: $$v = (v_1, v_2)$$] in [image: $$S_A \cap S_B$$], [image: $$\displaystyle \begin{aligned} S_A \cap S_B=\{v\mid (v_1, v_2) \cdot (1, 1) - p = (v_1, v_2) \cdot (1, \delta) - q\}. \end{aligned} $$]



 Similarly, [image: $$\displaystyle \begin{gathered} S_A \cap S_Z= \{v\mid (v_1, v_2) \cdot (1, 1) = p\},\\ S_B \cap S_Z= \{v\mid(v_1, v_2) \cdot (1, \delta) = q\}, \end{gathered} $$]




and hence [image: $$\displaystyle \begin{aligned} S_A \cap S_B \cap S_Z=\left\{(v^*_1,v^*_2)\,\left|\, v^*_1 = \frac{q - \delta p}{1 - \delta}, v^*_2 = \frac{p - q}{1 - \delta}\right.\right\}. \end{aligned} $$]



 Note that if [image: $$S_A$$] or [image: $$S_B$$] is empty, there would be only two menu entries, and the revenue cannot be more than [image: $$\frac {2\sqrt {6}}{9}$$]. Otherwise: 	If [image: $$S_A$$] is not empty, we must have [image: $$v^*_2 &lt; 1$$]; hence [image: $$\frac {p - q}{1 - \delta } &lt; 1$$].

	If [image: $$S_B$$] is not empty, we must have [image: $$v^*_1 &lt; 1$$]; hence [image: $$\frac {q - \delta p}{1 - \delta } &lt; 1$$].



 Based on these constraints, there are three possible cases (see Fig. 2.11). According to Lemmas 2.5, 2.6, and 2.7, the optimal menu with at most three entries is to sell the first item at price [image: $$\frac {2}{3}$$] or the bundle of two items at price [image: $$\frac {5}{6}$$], yielding revenue [image: $$\frac {59}{108}$$]. □[image: ]
Fig. 2.11Three possible cases of Theorem 2.2






2.3 Performance
As our method is very efficient, we are able to perform our experiments using TensorFlow on a laptop with a 2.5 GHz Intel Core i7 CPU and 16 GB of RAM. To solve the problems with continuous value distributions, we simply discretize the value space with parameter N, which is the number of the intervals (with length [image: $$1 / N$$]) in unit length. In other words, there are [image: $$N^2$$] squares of size [image: $$1 / N$$] by [image: $$1 / N$$] in any unit square. By default, we set [image: $$N = 100$$].
We compare the running time of our MenuNet and the linear program approach for the [image: $$U[0, 1]^2$$] setting. To solve the linear program, we also need to discretize the value space. Let [image: $$f(v)$$] be the probability that the buyer’s value is v. The variables of the linear program are the allocation [image: $$x=(x_1, x_2)$$] and payment p for each value (hence [image: $$O(N^2)$$] variables), and the constraints are the IC and IR constraints (hence [image: $$O(N^4)$$] constraints). [image: $$\displaystyle \begin{aligned} \text{max}\quad &amp;\sum_{v\in V}f(v)p(v) \\ \text{s.t.}\quad  &amp;v^Tx(v)-p(v)\ge 0, \forall v\in V\\ &amp;v^Tx(v)-p(v)\ge v^Tx(v^{\prime})-p(v^{\prime}), \forall v,v^{\prime}\in V\\ &amp;0\le x(v)\le 1, \forall v\in V. \end{aligned} $$]




We use the basic PuLP package in Python to solve the linear programs. In Fig. 2.12a, we compare the execution time of solving the linear programs with specific N’s ([image: $$N = 10, 15, 20, 25, 30$$]) and the execution time of training our neural network to (i) achieve a mechanism with at least the same level of accuracy as the one given by the linear program (for [image: $$N \leq 30$$]) and (ii) converge (for [image: $$N = 40, 50, 200$$]). Note that the running time of the linear program approach grows very rapidly: For [image: $$N = 30$$], it takes 51 minutes, and we are not able to apply it to any [image: $$N \geq 40$$], since it takes too long for the solver to find a solution. In contrast, the training time of our neural network grows much slower (less than 5 minutes for [image: $$N = 200$$], i.e., buyer distribution support of size 40,000).[image: ]
Fig. 2.12Running time and convergence speed


One key advantage of our approach over the linear program is that our problem size grows linearly in terms of the support size of the buyer’s value distribution (i.e., [image: $$O(N^2)$$]), while the size of the linear program grows much faster in terms of the support size (i.e., [image: $$O(N^4)$$]). In Fig. 2.12b, we also plot the average training time for each iteration, which ranges from 1 to roughly 28 milliseconds.
To describe how close a mechanism is to the theoretically optimal one, we define the relative optimality to be the ratio between the revenue generated by the mechanism and that generated by the optimal one: [image: ], where OptRev is the revenue of the optimal mechanism in theory. Rev is evaluated on the original value distribution, rather than using the value produced by the loss function of the network. Figure 2.13 shows that our method converges to the optimal quickly. The gap between Rev and OptRev cannot drop to zero as we discretized the value distribution.[image: ]
Fig. 2.13Relative optimality (smoothed)


Figures 2.14, 2.15, and 2.16 show that our method is also better than the linear programming method in terms of accuracy (Fig. 2.13). Recall that the black lines inside the area are drawn according to the theoretically optimal solution. Table 2.1 summarizes the accuracy of our method in different settings and N is set to 100.[image: ]
Fig. 2.14Uniform [image: $$[0, 1]^2$$] with discretization [image: $$N = 10$$]

[image: ]
Fig. 2.15Uniform [image: $$[0, 1]^2$$] with discretization [image: $$N = 20$$]

[image: ]
Fig. 2.16Uniform [image: $$[0, 1]^2$$] with discretization [image: $$N = 30$$]

 Table 2.1Comparison with optimal mechanisms, where the actual revenue is not given by the loss of the network but computed based on the original value distribution and the menu given by our networks


	Distributions
	Actual Rev
	Optimal Rev
	Rev/ OptRev

	[image: $$U[0, 1]^2$$]
	[image: $$0.5491989$$]
	[image: $$(12 + 2\sqrt {2}) / 27$$]
	[image: $${\geq } 99.9996\%$$]

	[image: $$U[0, 1]\times [0, 1.5]$$]
	[image: $$0.6838542$$]
	[image: $$(15 + 2\sqrt {3}) / 27$$]
	[image: $${\geq } 99.9997\%$$]

	[image: $$U[0, 1]\times [0, 1.9]$$]
	[image: $$0.7888323$$]
	[image: $$(17.4 + 2\sqrt {3.8}) / 27$$]
	[image: $${\geq } 99.9988\%$$]

	[image: $$U[0, 1]\times [0, 2]$$]
	[image: $$0.8148131$$]
	[image: $$22 / 27$$]
	[image: $${\geq } 99.9997\%$$]

	[image: $$U[0, 1]\times [0, 2.5]$$]
	[image: $$0.9435182$$]
	[image: $$1019 / 1080$$]
	[image: $${\geq } 99.99996\%$$]

	[image: $$U[0, 1]^2$$] menu size [image: $$\leq 3$$]
	[image: $$0.5462947$$]
	[image: $$59 / 108$$]
	[image: $${\geq } 99.9997\%$$]

	[image: $$U[0, 1]^2$$] menu size [image: $$\leq 2$$]
	[image: $$0.5443309$$]
	[image: $$2\sqrt {6} / 9$$]
	[image: $${\geq } 99.99997\%$$]

	[image: $$U\{v_1, v_2 {\geq } 0 | v_1 / 2 + v_2 \leq 1\}$$]
	[image: $$0.5491225$$]
	[image: $$(12 + 2\sqrt {2}) / 27$$]
	[image: $${\geq } 99.9857\%$$]
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Footnotes
1This chapter was originally published as [20]: Weiran Shen, Pingzhong Tang, and Song Zuo. “Automated mechanism design via neural networks.” In Proceedings of the 18th International Conference on Autonomous Agents and Multiagent Systems, pp. 215–223. 2019.

 

2Such as Myerson’s virtual value for single-dimensional settings and Rochet’s increasing, convex and Lipschitz-1 buyer utility function for multidimensional settings [7].

 

3Even if the buyer’s utility function is not available, such a gadget could be replaced by any behavior model (given or learned from data) represented by a neural network instead of a utility function.

 

4The menu size k is a hyperparameter and cannot be trained. Of course, the mechanism network can possibly produce the optimal menu only when k is at least the size of the optimal menu. Note that in some cases (e.g., the buyer’s values follow a beta distribution [10]), the size of the optimal menu is infinite, which cannot be handled by our network.

 

5In a recent version, Dütting [8] followed our methodology to discover the optimal mechanisms for the uniform distribution on a shifted and scaled triangle [image: $$\{ (v_1,v_2)\mid v_1/c+v_2\le 2,v_1\ge 0, v_2\ge 1 \}$$].
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Abstract
This chapter explores how the AI-driven mechanism design framework can be applied to optimize dynamic auctions. In real-world applications such as online advertising, the platform sells ad impressions in a repeated fashion, where the buyers’ action space grows exponentially with respect to the number of auction rounds. Consequently, the design space is significantly larger, posing serious challenges in designing desirable auctions. We consider two repeated auction settings in this chapter. In the first setting (Sect. 3.1), we aim to design the so-called cost-per-action auctions, where each advertiser only needs to pay after the user has done specific actions (e.g., purchases). We design a “credit” mechanism, which has both a learning nature and an economic interpretation. Our mechanism is easy to implement and has desirable theoretic guarantees. In the second setting (Sect. 3.2), we aim to tackle the so-called second-order effect, where the advertisers change their strategies in reaction to new mechanisms. We formulate the dynamic mechanism design problem as a Markov decision process and use reinforcement learning techniques to find a solution. This framework has already been adopted by the major Chinese search engine Baidu and was highlighted in Baidu’s Q1 Financial Report of 2018 (Baidu Inc. (2018) first quarter 2018 financial reports).
3.1 Dynamic Cost-Per-Action Auctions with Ex Post IR Guarantees1
In this section, we consider a repeated auction between one seller and many buyers, where each buyer has only an estimation of their value in each period but does not know its realization until they actually receive the item in that time period. This setting is motivated by the online ad auctions. The buyers participate in a dynamic auction but require ex post IR.
We use a structure that we call credit accounts to enable a general reduction from any IC and ex ante IR dynamic auction to an approximate IC and ex post IR dynamic auction with credit accounts. Our reduction obtains stronger IR guarantees at the cost of a weaker notion of IC. Surprisingly, our reduction works without any common knowledge assumption. Finally, as a complement to our reduction, we prove that there is no nontrivial auction that is exactly IC and ex post IR under this setting.
3.1.1 Background
Most online advertising platforms, such as search engines and social media, have gone through the evolution from the cost-per-mille (CPM) impressions model to the cost-per-click (CPC) model, where the former is aligned with traditional advertising industry, while the latter focuses more on performance. In the CPC model, when a user visits a certain web page, the platform collects bids from the advertisers and, based on the bids, determines whose ad to display on the page. The corresponding advertiser is charged when their ad is clicked by the user. Such an advertising model is called the CPC model because the advertiser only needs to pay when their ad is clicked. This CPC model has been the de facto model for most major online advertising platforms and is proven to be profitable [20]. However, despite its success, this model is criticized to have the click fraud problem, i.e., the competitors of an advertiser, or even the platform itself may deliberately create false clicks to increase the advertiser’s cost or to extract more revenue. Furthermore, the advertisers have to pay for clicks that do not lead to final purchases of their products. Although one may argue that in expectation the advertisers are indeed profitable, it may still be a serious problem for small companies that cannot ignore such risks.
A relatively new model that has gained much research attention recently is the cost-per-action (CPA) advertising model. In contrast to the CPC model, the CPA model is even more performance-oriented and focuses directly on user actions. In the CPA model, the advertisers are only charged when the users make certain actions, such as purchases or transactions. It seems that the CPA model and the CPC model are almost the same except for the payment. However, this advertising model clears the uncertainty faced by the advertiser and can potentially decrease the vulnerability to click fraud. Besides these advantages, the CPA model also gives more incentives to the platforms to deliver high-quality impressions to the users. In 2007, the CPA model was described as the “Holy Grail” of targeted advertising by Google [60]. Currently, many online advertising platforms, including Google, eBay, Amazon, Facebook, Baidu, and WeChat, have already started to test the CPA model.
Another essential difference between these two models is that the platform cannot directly observe the users’ actions on the advertisers’ websites, whereas the users’ clicks are observable by both the platform and the advertiser. Such an undesirable property may cause the advertisers to hide the users’ actions to avoid payments. This also poses challenges in putting the CPA model into practice to replace the CPC model that is currently dominant in the online advertising industry.
Therefore, when compared with the standard buyer model, the buyer model in this setting has two major differences: 	The buyers require ex post IR instead of interim or ex ante IR.

	The buyers can also misreport the users’ actions besides misreporting their values.



 To tackle these problems, we present the credit account mechanism. Our mechanism solves the incentive issue by adding a credit account for each advertiser on top of the original mechanism that follows the “allocate-report-pay” scheme. In our mechanism, the advertisers are given a certain amount of “credit quota,” and an advertiser cannot win the auction if their “credit quota” runs out. When an impression is allocated, the winner observes their value and reports to the platform. The mechanism then charges them according to some modified payment rule based on the original mechanism. The payment is chosen such that it never exceeds the bidder’s reported value so that ex post IR is guaranteed. In the meanwhile, the winner’s credit balance is updated dynamically according to the difference between their actual payment and their expected payment in the original mechanism.
Intuitively, the credit account keeps track of the difference between one’s actual payments and expected payments. An honest advertiser only has a negligible chance of consuming all their credit, while an advertiser shading their reports will quickly run out of credit and will be blocked in future auctions.

3.1.2 Our Contributions
Firstly, we formalize the credit account framework.2 As for IC and IR properties, our framework can reduce any IC and ex ante IR mechanism to a credit account mechanism that gives the same allocation rule as the original one with high probability (Theorem 3.1) and guarantees approximate IC (Definition 3.4) and ex post IR (Definition 3.3). We emphasize that the notion of approximate IC serves the motivating example of online advertising, since the benefit of deviation on average is vanishingly small as the number of periods grows (Theorem 3.2).
Such a reduction then naturally induces the trade-off between the strength of truthfulness and the probability of the desired implementation (see Sect. 3.1.6). In particular, it also applies to second-price auctions (Corollary 3.1).
Finally, as a complement to the constructed credit account mechanisms, we show that strict IC and ex post IR cannot be achieved simultaneously by any nontrivial mechanisms (Theorem 3.3). In this sense, credit account mechanisms have achieved the strongest properties we can hope for.

3.1.3 Related Works
Ever since Myerson’s seminal paper on designing revenue-optimal auctions [46], there have been intensive researches on analyzing and designing one-shot auction mechanisms. For example, Edelman et al. [20] and Varian [67] study the performance of the generalized second-price (GSP) auction. Hartline and Roughgarden [24], Shen and Tang [57], and Bachrach et al. [7] provide mechanisms that can trade off among different objectives. There is also a rich literature on multi-item auctions [16, 17, 63, 71, 72] and on repeated auctions motivated by online advertising [4, 5, 9, 21, 28, 64].
A closely related topic is dynamic mechanism design (see Bergemann and Välimäki [14] for a comprehensive survey). Our mechanism is also related to works on auctions with unknown types, for example, the “common value” literature [13, 30].
There is also a series of works that focus on designing mechanisms with the CPA advertising model. Nazerzadeh et al. [48] study the setting where the advertisers’ values may evolve over time. Based on multiarmed bandit algorithms, they present a mechanism that satisfies asymptotic IR and asymptotic IC. However, their mechanism does not exactly fall into the CPA advertising model, since the winner still needs to pay even if the user does not click on the ad. Hu et al. [26] compare the CPC model and the CPA model. Their results show that the CPA model is better in incentivizing the platform to improve the purchase rate but suffers from the adverse selection problem. Agarwal et al. [3] consider a similar setting where the advertisers report both the predefined actions and the action probabilities. They show that at equilibrium, the advertisers may report skewed bids. However, their results only hold in one-shot games.
Our mechanism also borrows some high-level ideas from the so-called bank account mechanism, where the seller maintains a “bank account” for each buyer during the dynamic auction [36–39]. Although with similar names the “credit account” here is fundamentally different, (i) the bank account mechanisms are designed under the common knowledge assumption to ensure dynamic IC, while our credit account mechanism guarantees approximate dynamic IC without any common knowledge assumptions, and (ii) the “balance” in a bank account can be thought of as money, and the buyers can pay the seller with the bank account balance, while the “credit” in a credit account is more like a reliability measure of the buyers based on their past behaviors.

3.1.4 Setting and Preliminaries
We study the problem of designing cost-per-action mechanisms in an environment with one seller and multiple buyers. In particular, we will focus on the setting with repeated sales, that is, in each period, the seller has a new item to sell to the buyers. If not sold, the item is then destroyed immediately. We consider the finite horizon case without discount factor, hence [image: $$T &lt; \infty $$].3 For simplicity, we will use [image: $$[T]=\{1,2,\cdots ,T\}$$] and [image: $$[n]=\{1,2,\cdots ,n\}$$] to denote the set of time horizon and the set of agents, respectively.
Similar to the standard setting, in each period, what the seller does is to allocate the item to at most one of the buyers and charge the buyers some amount of money as payments. Formally, we use [image: $$x_i^t \in [0, 1]$$] to denote the probability of buyer [image: $$i \in [n]$$] receiving the item in period t and [image: $$p_i^t \in \mathbb {R}$$] to denote the payment from buyer i to the seller in period t.
The main difference between our setting and the standard setting is how the buyers value the received items: 	In the standard setting, each buyer i has a private value [image: $$v_i^t$$] of the t-th item, and [image: $$v_i^t$$] is known to buyer i before the t-th auction.4

	In our setup, each buyer is uncertain about their value for the item until they actually receive it.




Formally, an estimation of buyer i for the t-th item is a private distribution [image: $$F^t_i$$] of their possible exact values ([image: $$v^t_i$$] follows distribution [image: $$F^t_i$$]), and their exact value [image: $$v^t_i \in [0, \bar v]$$] is realized only after receiving the item.5 We assume that the value profile [image: $$v^t=(v_1^t,v_2^t \ldots , v_n^t)$$] of time t is sampled from the joint distribution [image: $$F^t$$] but is independent over time. Hence [image: $$F^t_i$$] is a marginal distribution of [image: $$F^t$$] for buyer i. We also allow each [image: $$F^t_i$$] to be different across both the buyers and periods.
Although such a setting is quite different from the canonical auction setting, it does help us to capture the nature of online advertising. In online advertising, there are two types of ads, brand-based ads and performance-based ads. For the first type of ads, the advertisers gain utility whenever the ads are shown to a user, while for the second type of ads, the advertisers gain utility from some specific user actions on their websites (e.g., buying some goods or services, subscribing to the website). In other words, for the second type of ads, the advertisers only have estimations of their values for an impression (or a click) to a user, while their exact value depends on the actual actions taken by the user.
Under such a setting, we assume that both estimation [image: $$F^t_i$$] and the exact value [image: $$v^t_i$$] are private information of buyer i, although in general the estimation could rely on both the seller’s private information, such as the characteristics of the user, and the buyer’s private information, such as the prior knowledge of certain users’ behaviors. However, such an information structure is not our main focus. Hence, to make the model clean, we assume that the estimation [image: $$F^t_i$$] is private information of buyer i. With such a simplification, we can ensure a more robust incentive guarantee for the buyers. In fact, our results can also be easily extended to more general settings.
Throughout this section, we focus on “direct mechanisms,” where the seller requires the buyers to report all their private information and determine the allocation of the item and the payments from the buyers. Although, in general, reporting the entire estimation [image: $$F^t_i$$] is required, for most practical mechanisms, reporting the expected value [image: $$\mathbb {E}[F^t_i]$$] would suffice.
The following abstract auction outlines the common structure of a direct mechanism under this setup:
Mechanism 3.1 (Abstract Direct Mechanism)
For each period [image: $$t \in [T]$$]: 	1.
Each buyer has a private estimation [image: $$F^t_i$$] for the t-th item and reports an estimation [image: $$\hat {F}^t_i$$] to the seller.

 

	2.
The seller determines the allocation [image: $$x^t \in [0, 1]^n$$] of the t-th item based on the reported estimations [image: $$\hat {F}^t$$] and all the historical reports [image: $$\hat {F}^{1:t-1}$$] and [image: $$\hat {v}^{1:t-1}$$], where we define [image: $$\displaystyle \begin{gathered} \hat{F}^{1:t-1}= \hat{F}^1,\hat{F}^2, \ldots, \hat{F}^{t-1}\quad \mathit{\text{and}}\quad  \hat{v}^{1:t-1}= \hat{v}^1,\hat{v}^2, \ldots, \hat{v}^{t-1}. \end{gathered} $$]





 

	3.
The winner j receives the item, realizes their exact value [image: $$v_j^t \sim F_j^t$$], and reports [image: $$\hat {v}_j^t \in \mathbb {R}_+$$] to the seller.

 

	4.
The seller determines the payment [image: $$p^t=(p_1^t,p_2^t,\ldots ,p_n^t)$$] based on the reported estimations and values from the current and past periods, i.e., [image: $$\hat {F}^{1:t}, \hat {v}^{1:t}$$].

 





Before we proceed, we need to redefine some terms in this repeated context. Since only the winner reports their exact value at the end of each period, hence [image: $$v^t$$] (or [image: $$\hat {v}^t$$]) is a vector consisting of one [image: $$v_{j_t}^t$$] (or [image: $$\hat {v}_{j_t}^t$$]) and [image: $$n-1$$] empty elements [image: $$\bot $$]: [image: $$\displaystyle \begin{gathered} v^t = (\bot,\ldots,v_{j_t}^t,\ldots,\bot)\quad  \text{and}\quad  \hat{v}^t = (\bot,\ldots,\hat{v}_{j_t}^t,\ldots,\bot), \end{gathered} $$]



 where [image: $$j_t$$] is the index of the winner in period t.6 We assume that each buyer has a quasi-linear utility. But now both the allocation [image: $$x^t_i$$] and the payment [image: $$p^t_i$$] depend on the buyers’ reported history: [image: $$\displaystyle \begin{aligned} u^t_i(\hat{F}^{1:t}, \hat{v}^{1:t}; v^t_i) = v^t_i \cdot x^t_i(\hat{F}^{1:t}, \hat{v}^{1:t-1}) - p^t_i(\hat{F}^{1:t}, \hat{v}^{1:t}). \end{aligned} $$]



 The cumulative utility is the sum of their utility over all time periods: [image: $$\displaystyle \begin{aligned} U_i(\hat{F}^{1:T}, \hat{v}^{1:T}; v_i^{1:T}) = \sum_{t \in [T]} u^t_i(\hat{F}^{1:t}, \hat{v}^{1:t}; v^t_i). \end{aligned} $$]




Finally, we define the revenue of the seller [image: $$\textsc {Rev}$$] and the social welfare of the mechanism [image: $$\textsc {Wel}$$]: [image: $$\displaystyle \begin{gathered} \textsc{Rev} = \sum_{t \in [T]} \sum_{i \in [n]} p^t_i, \quad  \textsc{Wel} = \sum_{t \in [T]} \sum_{i \in [n]} v^t_i \cdot x^t_i = \textsc{Rev} + \sum_{i \in [n]} U_i. \end{gathered} $$]




We assume the buyers are risk-neutral and self-interested; hence the best strategy of each buyer i must maximize their cumulative utility [image: $$U_i$$]. We do not set any specific goal for the seller now, since we mainly focus on the implementation. A direct mechanism is dominant-strategy truthful or dominant-strategy incentive compatible, if in each period t, reporting [image: $$\hat {F}^t_i = F^t_i$$] and [image: $$\hat {v}_i^t = v^t_i$$] (if they won the item) is the dominant strategy of buyer i, regardless of the strategies of others and all historical reports. In this section, we focus on dominant-strategy IC because we do not make any common knowledge assumptions.
Let [image: $$\langle \hat {F}^{1:t}, \hat {v}^{1:t} \rangle $$] be any reporting profile and [image: $$\langle \hat {F}_{*i\tau }^{1:t}, \hat {v}_{*i\tau }^{1:t} \rangle $$] be the reporting profile where buyer i reports truthfully in periods [image: $$\tau , \ldots , t$$], while the other entries remain the same: [image: $$\displaystyle \begin{aligned} \hat{F}_{*i\tau}^{1:t} = (\hat{F}^{1:\tau-1}, \hat{F}_{-i}^{\tau:t}, F_i^{\tau:t}),\\ \hat{v}_{*i\tau}^{1:t} = (\hat{v}^{1:\tau-1}, \hat{v}_{-i}^{\tau:t}, v_i^{\tau:t}), \end{aligned} $$]



 where [image: $$-i$$] indicates the quantities for all buyers other than i.
For ease of presentation, we define the following notations. Let [image: $$\mbox{\uppercase \expandafter {\romannumeral 1}}_{it}$$] be the expected utility of buyer i reporting both their estimation and actual value truthfully since period t with arbitrary fixed historical reports: [image: $$\displaystyle \begin{aligned} \mbox{\uppercase\expandafter{\romannumeral 1}}_{it} = \mathbb{E}_{v_i^{t:T} \sim F_i^{t:T}} \left[U_i(\hat{F}_{*it}^{1:T}, \hat{v}_{*it}^{1:T}; v_i^{1:T})\right]. \end{aligned} $$]



 And let [image: $$\mbox{\uppercase \expandafter {\romannumeral 2}}_{it}$$] be the utility of buyer i reporting their actual value truthfully since period t, but reporting their estimation truthfully since period [image: $$t+1$$]: [image: $$\displaystyle \begin{aligned} \mbox{\uppercase\expandafter{\romannumeral 2}}_{it} = \mathbb{E}_{v_i^{t:T} \sim F_i^{t:T}} \left[U_i(\hat{F}_{*i,t+1}^{1:T}, \hat{v}_{*it}^{1:T}; v_i^{1:T})\right]. \end{aligned} $$]



 We define [image: $$\mbox{\uppercase \expandafter {\romannumeral 1}}^{\prime }_{it}$$] and [image: $$\mbox{\uppercase \expandafter {\romannumeral 2}}^{\prime }_{it}$$] similarly: [image: $$\displaystyle \begin{aligned} \mbox{\uppercase\expandafter{\romannumeral 1}}^{\prime}_{it} &amp; = \mathbb{E}_{v_i^{t+1:T} \sim F_i^{t+1:T}} \left[U_i(\hat{F}_{*i,t+1}^{1:T}, \hat{v}_{*it}^{1:T}; v_i^{1:T})\right], \\ \mbox{\uppercase\expandafter{\romannumeral 2}}^{\prime}_{it} &amp; = \mathbb{E}_{v_i^{t+1:T} \sim F_i^{t+1:T}} \left[U_i(\hat{F}_{*i,t+1}^{1:T}, \hat{v}_{*i,t+1}^{1:T}; v_i^{1:T})\right]. \end{aligned} $$]




Formally, we have the following definitions:
Definition 3.1 ((Dynamic) Dominant-Strategy Incentive Compatibility)
A direct mechanism is dominant-strategy incentive compatible, if truthfully reporting is the best strategy for each buyer i in each period t (both before and after the allocation of the item): [image: $$\displaystyle \begin{aligned} \begin{aligned} &amp;\mbox{\uppercase\expandafter{\romannumeral 1}}_{it} \geq \mbox{\uppercase\expandafter{\romannumeral 1}}^{\prime}_{it},\quad  \forall i, t, \hat{F}^{1:T}, \hat{v}^{1:T}, F_i^{1:T}, v_i^{1:t-1},\\ &amp; \mbox{\uppercase\expandafter{\romannumeral 2}}_{it} \geq \mbox{\uppercase\expandafter{\romannumeral 2}}^{\prime}_{it}, \quad  \forall i, t, \hat{F}^{1:T}, \hat{v}^{1:T}, F_i^{1:T}, v_i^{1:t}. \end{aligned} {} \end{aligned} $$]

 (DIC)




Definition 3.2 (Ex Ante Individual Rationality)
A direct mechanism is ex ante individually rational, if each buyer’s expected utility in each period t is nonnegative: [image: $$\displaystyle \begin{aligned} \mathbb{E}_{v^t_i \sim F^t_i}\left[ u^t_i(\hat{F}_{*it}^{1:t}, \hat{v}_{*it}^{1:t}; v^t_i)\right] \geq 0,\quad  \forall \hat{F}_{*it}^{1:t}, \hat{v}^{1:t}. {} \end{aligned} $$]

 (Ex ante IR)




Similarly, we can define ex post individual rationality:
Definition 3.3 (Ex Post Individual Rationality)
A direct mechanism is ex post individual rational, if for any buyer i, their utility [image: $$u^t_i$$] in each period t for any [image: $$v^t_i$$] is nonnegative: [image: $$\displaystyle \begin{aligned} u^t_i(\hat{F}_{*it}^{1:t}, \hat{v}_{*it}^{1:t}; v^t_i) \geq 0,\quad  \forall i, t, \hat{F}_{*it}^{1:t}, \hat{v}_{*it}^{1:t}. {} \end{aligned} $$]

 (Ex post IR)




3.1.4.1 Practical Auction Formats
In this section, we briefly describe two auction formats widely studied for real applications, i.e., cost-per-action (a.k.a. pay-per-action) auctions and cost-per-click (a.k.a. pay-per-click) auctions. In addition, we also compare their advantages and disadvantages, which in turn motivate us to combine their advantages.
Cost-per-Action Auctions
In CPA auctions, advertisers bid for users’ specific actions on their websites and will only be charged when the users actually performed these actions. One important technical issue is that, unlike the clicks on the seller’s website, these actions are performed on the advertisers’ websites and are not directly observed by the seller. So the advertisers need to report them to the seller. But they may misreport the actions to avoid paying the seller. Even if the seller requires the advertisers to install certain software so that these actions could be monitored by the seller, they can still lie via manipulating the software since the potential profits could be significant [3].
Since the drawback might be intolerable for the seller, cost-per-action type auctions are rarely adopted in practice except for some cases where the actions are directly observable by the seller.7

Cost-per-Click Auctions
In CPC auctions, advertisers bid for user clicks on their ads displayed on the seller’s website, which can be directly observed by both the seller and the corresponding advertiser. However, for many advertisers, the clicks do not directly generate utility for them—their utilities come from the potential user actions after the clicks. In other words, given the ad being clicked, the utility of the advertiser is a random variable depending on the potential user actions. Even when the user does not do anything on their website, the advertiser still needs to pay the same amount of money for this click. In practice, the probability of user action conditional on being clicked could be relatively small. Hence the variance of such random variables could be high and causes high-risk cost for the advertisers. Even worse, their cumulative utility might be negative with a certain probability in theory.
The cost-per-click auction satisfies ex ante IR but does not satisfy ex post IR; hence the buyer utility incurs a risk of being negative. Such a risk is not desirable, which makes the system less robust and in the long term would eventually lead to the loss in the seller’s revenue. However, it is much more tolerable compared with the risk of the revenue loss in cost-per-action auctions. This is, in fact, a major reason why cost-per-click auctions instead of cost-per-action auctions are adopted in most of the environments in online advertising, where the user actions are only privately observable to the advertisers.
Despite the potential revenue loss faced by cost-per-action auctions, it still has many other properties that are more desirable than cost-per-click auctions [34].



3.1.5 Mechanisms
In this section, we first discuss several AI techniques that are useful in solving the problems in the CPA auctions. However, it is still not clear how to solve these problems completely by applying these approaches. We then provide an economic interpretation (credit account) of these AI approaches. With such an interpretation, we are able to reduce any dominant-strategy IC and ex ante IR mechanism to a mechanism that achieves approximate IC (to be defined later) and ex post IR. Also, the analysis of the resulting mechanism becomes quite easy, although the analysis still borrows ideas from the AI approaches. In particular, as we will show in the next section, the new mechanism implements the same allocation rule as the original one with high probability when the buyers report truthfully.
3.1.5.1 An Efficient Auction with Ex Ante IR
Let us start with a simple welfare-maximizing auction that is dominant-strategy IC and ex ante IR. Then we show how we can strengthen the IR from ex ante IR to ex post IR with a tolerable cost in terms of a weaker notion of IC.
Mechanism 3.2 (Ex Ante IR Auction)
In each time period [image: $$t\in [T]$$]: 	1.
Ask each buyer to report [image: $$\hat {F}_i^t$$], and define their bid as [image: $$\displaystyle \begin{gathered} b_i^t = \mathbb{E}[\hat{F}_i^t] := \mathbb{E}_{v\sim \hat{F}_i^t}[v], \end{gathered} $$]




or equivalently, ask each buyer to report [image: $$b_i^t$$] directly.

 

	2.
Allocate the item to the buyer with the highest bid, and break ties arbitrarily: [image: $$\displaystyle \begin{aligned} x_i^t = \left\{\begin{array}{ll} 1 &amp; \quad \forall j \neq i,~b_i^t &gt; b_j^t \\ 0 &amp; \quad \exists j \neq i,~b_i^t &lt; b_j^t \\ \mathit{\text{break ties arbitrarily}} &amp; \quad \mathit{\text{otherwise.}} \end{array}\right. \end{aligned} $$]





 

	3.
Ignore the winner i’s exact value, and simply charge them the second highest bid: [image: $$\displaystyle \begin{aligned} p_i^t = x_i^t \cdot b_{(2)}^t. \end{aligned} $$]





 





Mechanism 3.2 in each period is actually a second-price auction with [image: $$\mathbb {E}[\hat {F}_i^t]$$] as each buyer’s bid [image: $$b_i^t$$]. Note that the payment [image: $$p_i^t$$] is independent of the reported exact value [image: $$\hat {v}_i^t$$], hence the mechanism dominant-strategy IC. On the other hand, since only the winner is charged and for each winner, [image: $$\displaystyle \begin{aligned} \mathbb{E}_{v_i^t \sim F_i^t}\left[u_i^t\right] = x_i^t \cdot (b_i^t - b_{(2)}^t) \geq 0, \end{aligned} $$]



 where [image: $$b_{(2)}^t = \max _{j \neq i} b_j^t$$] is the second highest bid. The mechanism is also ex ante IR. However, in general, it is not ex post IR since if buyer j wins in period t and [image: $$v_j^t = 0$$], [image: $$u_j^t = -b_{(2)}^t$$] is negative. Therefore, we have the following lemma:
Lemma 3.1
Mechanism 3.2 maximizes the social welfare and is dominant-strategy IC and ex ante IR but is not ex post IR.


3.1.5.2 MAB Algorithms and Economic Interpretations
To guarantee IC, one possible way is to apply Mechanism 3.2. If the buyers’ estimations [image: $$F^t$$] do not change too much over time, the buyer with the highest [image: $$\mathbb {E}[F_i^t]$$] approximately stays the same. Therefore, we can view the problem of learning the highest expected value as a multiarmed bandit problem and apply a simple [image: $$\epsilon $$]-greedy algorithm. In fact, this is just the high-level idea of Nazerzadeh et al. [48].
However, bandit algorithms usually consist of two different phases: exploration and exploitation. To take advantage of such a mechanism, the buyers can use different strategies during different phases. To address this issue, we can perform a “consistency check” [47] which depends on a relatively stable expected value and stop selling items to the buyer if their behaviors are not consistent.
In our setting, we do not restrict how the buyers’ value estimations change over time. Therefore, it can be difficult to apply the consistency check trick. Furthermore, even if such a technique can be extended to our setting, it is not clear how to analyze the IC guarantee.
We provide an economic interpretation of the consistency check that inspires our solution. Since the buyers’ value estimation does not change too much, an honest buyer should pay roughly the same price during the two phases. In other words, the actual average payment should lie inside a small neighborhood around their expected payment with high probability. Now if we view the difference between the actual payment and expected payment as their “reliability” or “credit,” then the credit serves as a consistency indicator.

3.1.5.3 The Credit Account Mechanism
Although it is difficult to apply the multiarmed bandit algorithms and consistency check directly to our setting, it turns out that the credit interpretation still works. In fact, it can be applied to much broader settings in the sense that it reduces any dominant-strategy IC and ex ante IR mechanism [image: $$\mathcal {M}$$] to another mechanism [image: $$\tilde {\mathcal {M}}$$] that is approximate IC (see Definition 3.4 below) and ex post IR. Such a reduction significantly simplifies our analysis of these mechanisms.
Definition 3.4
A direct mechanism is [image: $$\epsilon $$]-IC, if for each buyer i, no strategy could outperform truthfully reporting by a margin larger than [image: $$\epsilon $$]: [image: $$\displaystyle \begin{aligned} \mathscr{U}_i \geq \mathscr{U}^{\prime}_i - \epsilon,\quad  \forall F_i^{1:T}, v_i^{1:T}, \hat{F}^{1:T}, \hat{v}^{1:T}, {} \end{aligned} $$]

 (Approx IC)


 where [image: $$\displaystyle \begin{gathered} \mathscr{U}_i = \mathbb{E}_{v_i^{1:T}\sim F_i^{1:T}}[U_i(F_i^{1:T}, \hat{F}_{-i}^{1:T}, v_i^{1:T}, \hat{v}_{-i}^{1:T}; v_i^{1:T})],\\ \mathscr{U}^{\prime}_i = \mathbb{E}_{v_i^{1:T}\sim F_i^{1:T}}[U_i(\hat{F}^{1:T}, \hat{v}^{1:T}; v_i^{1:T})] \end{gathered} $$]



 are buyer i’s expected utility for truth-telling and any other strategy, respectively.

To enforce the ex post IR constraint, the major challenge is that the winner is incentivized to report their exact value as 0, because the payment will be restricted to 0 by the ex post IR constraint. In other words, if the strict IC constraint is also enforced, the payment must be always 0 and cannot implement general allocation rules.
The credit account mechanism circumvents the contradiction by slightly relaxing the IC constraint and tolerating a small probability that the allocation of the resulting mechanism [image: $$\tilde {\mathcal {M}}$$] is different from the original [image: $$\mathcal {M}$$].
The core concept of the reduction framework is a credit account for each buyer. As mentioned in Sect. 3.1.5.2, the credit account keeps track of the difference between the total price the buyer should pay under the rule of the original mechanism [image: $$\mathcal {M}$$] and the price they actually paid so far in the new mechanism [image: $$\tilde {\mathcal {M}}$$]. Since the draws of each [image: $$v_i^t \sim F_i^t$$] are independent over time, by the law of large numbers, the magnitude of the credit account balance grows at the order of [image: $$\sqrt {t}$$] with high probability.
Based on the observation, there are two major changes in the new mechanism compared with the original one: 	The payment rule is modified in a way such that it never exceeds the reported exact value [image: $$\hat v_i^t$$] and the expected payment equals the payment under the original mechanism if the buyer reports their exact value truthfully.

	A gradually growing credit quota, [image: $$q^t$$], is set for each buyer. Once a buyer’s credit balance exceeds the quota, they will be labeled as “unreliable” and will not be able to participate in later auctions. Hence the overall benefit of misreporting is essentially bounded by the quota.




Formally, the credit account mechanism [image: $$\tilde {\mathcal {M}} = ( \tilde {x}, \tilde {p})$$] is defined as follows:
Mechanism 3.3 (Credit Account Mechanism)
Let the credit account of buyer i be [image: $$c^t_i$$], and set [image: $$c_i^1 = 0$$] initially. Let [image: $$q^t$$] be the quota of buyer i at period t. Given the original mechanism [image: $$\mathcal {M} = (x, p) $$], for each period t: 	1.
Ask each buyer i to report [image: $$\hat {F}_i^t$$], and define [image: $$\alpha _i^t$$] as8 [image: $$\displaystyle \begin{aligned} {} \alpha_i^t = \frac{\min\{c_i^t + q^t, \mathbb{E}[\hat{F}_i^t]\}} {\mathbb{E}[\hat{F}_i^t]}. \end{aligned} $$]

 (3.1)




 

	2.
Allocate the item according to the following allocation rule: [image: $$\displaystyle \begin{aligned} {} \tilde{x}_i^t(\boldsymbol{c}^t, \hat{F}^t) = \alpha_i^t \cdot x_i^t(\hat{F}^{1:t}, \hat{v}^{1:t-1}) \end{aligned} $$]

 (3.2)




 

	3.
Ask the winner j to report their exact value [image: $$\hat v_j^t$$], and charge them [image: $$\displaystyle \begin{aligned} {} \tilde p_j^t(\boldsymbol{c}^t, \hat{F}^t, \hat{v}^t) = \frac{\alpha_j^t \cdot \hat v_j^t}{\mathbb{E}[\hat{F}_j^t]} \cdot \bar p_j^t, \end{aligned} $$]

 (3.3)



where [image: $$\bar p_j^t$$] is their expected payment under the original mechanism [image: $$\mathcal {M}$$] with value [image: $$v^{\prime }$$] sampled from [image: $$\hat {F}_j^t$$], i.e., [image: $$v^{\prime } \sim \hat {F}_j^t$$]: [image: $$\displaystyle \begin{aligned} {} \bar p_j^t = \mathbb{E}_{v^{\prime} \sim \hat{F}_j^t}\left[ p_j^t(\hat{F}^{1:t}, \hat{v}^{1:t-1}, \hat{v}_{-j}^t, v^{\prime}) \right], \end{aligned} $$]

 (3.4)



where [image: $$v^{\prime }$$] is just a sample drawn from their reported estimation [image: $$\hat {F}_j^t$$].

 

	4.
Update the credit account of the winner accordingly: [image: $$\displaystyle \begin{aligned} {} c_j^{t+1} = c_j^t + \tilde p_j^t - \alpha_j^t \cdot \bar p_j^t. \end{aligned} $$]

 (3.5)




 

	5.
For all other buyers, charge them nothing and keep their credit accounts unchanged: [image: $$\displaystyle \begin{aligned} {} \forall i \neq j,~\tilde p_i^t(\boldsymbol{c}^t, \hat{F}^t, \hat{v}^t) = 0, \quad  c_i^{t+1} = c_i^t. \end{aligned} $$]

 (3.6)




 







3.1.6 Truthfulness and Implementation
With the above general reduction, we can construct a dynamic cost-per-action auction that is approximate efficient, achieving at least [image: $$(1 - \delta )$$] fraction of the maximum social welfare, and approximate IC with [image: $$\epsilon = 2q^T + \bar v$$] (see Corollary 3.1).
In this section, we present the second main result of this section, which is how the [image: $$q^T$$] determines the trade-off between implementation tolerance [image: $$\delta $$] and truthfulness tolerance [image: $$\epsilon $$].
To establish such a trade-off, we prove some even stronger properties of the credit account mechanisms with any general [image: $$\mathcal {M}$$] that is dominant-strategy IC and ex ante IR. Intuitively: 	Implementation: The resulting credit account mechanism [image: $$\tilde {\mathcal {M}}$$] implements the same allocation rule as [image: $$\mathcal {M}$$] with probability at least [image: $$1 - \delta $$] (see Theorem 3.1).

	Truthfulness: The resulting credit account mechanism [image: $$\tilde {\mathcal {M}}$$] is [image: $$\epsilon $$]-IC and ex post IR (see Theorem 3.2).




The trade-off between the failure probability [image: $$\delta $$] and the approximate IC [image: $$\epsilon $$] is roughly as follows: [image: $$\displaystyle \begin{aligned} \epsilon \leq 4\bar v\sqrt{t(\ln t + \ln n + \ln \delta^{-1})}. \end{aligned} $$]



 We remark that having [image: $$\epsilon $$] sublinear in t is especially meaningful for the application of online advertising, where the maximum value in each period [image: $$\bar {v}$$] is typically small, whereas T is usually quite large.
Formally, we have the following theorems but defer the proofs to Sect. 3.1.6.1:
Theorem 3.1
For any mechanism [image: $$\mathcal {M}$$] that is dominant-strategy IC and ex ante IR, and given any [image: $$0&lt;\delta &lt;1$$], there exists a credit account mechanism [image: $$\tilde {\mathcal {M}}$$] with quota [image: $$q^t \leq 2\bar v\sqrt {t(\ln t + \ln n + \ln \delta ^{-1})}$$], such that when all buyers report truthfully, for all possible [image: $$F^{1:T}$$] and [image: $$v^{1:T}$$] drawn from [image: $$F^{1:T}$$], the allocation [image: $$\tilde {x}^{1:T}$$] is the same as in [image: $$\mathcal {M}$$] with probability [image: $$(1 - \delta )$$].

Theorem 3.2
For any mechanism [image: $$\mathcal {M}$$] that is dominant-strategy IC and ex ante IR, the corresponding credit account mechanism [image: $$\tilde {\mathcal {M}}$$] defined according to Mechanism 3.3 is both [image: $$\epsilon $$]-IC and ex post IR, with [image: $$\epsilon \leq 2q^T + \bar v = \tilde O(\sqrt {T})$$].

Taking Mechanism 3.2 as [image: $$\mathcal {M}$$], we get a direct corollary:
Corollary 3.1
Let [image: $$\mathcal {M}$$] be Mechanism 3.2. The corresponding credit account mechanism [image: $$\tilde {\mathcal {M}}$$] is both ex post IR and [image: $$\epsilon $$]-IC with [image: $$\epsilon = 2q^T + \bar v = \tilde O(\sqrt {T})$$]. Meanwhile, under truthful reporting, [image: $$\tilde {\mathcal {M}}$$] can achieve at least [image: $$(1 - \delta )$$] fraction of the maximum social welfare, where [image: $$\delta $$] can be as small as any polynomial of [image: $$1/T$$], i.e., [image: $$\Omega (T^{-k})$$] for any constant k.
In particular, in each period, each buyer only needs to report their expected value [image: $$\mathbb {E}[\hat F_i^t]$$] (instead of their full estimation), and the winner also needs to report their realized value [image: $$\hat v_i^t$$] to the seller.

3.1.6.1 Formal Proofs
3.1
Proof of Theorem
According to the construction of Mechanism 3.3, the allocation of the constructed [image: $$\tilde {\mathcal {M}}$$] is almost the same as in [image: $$\mathcal {M}$$], in particular, if [image: $$\displaystyle \begin{aligned} {} \forall i, t,~\alpha_i^t = 1, \end{aligned} $$]

 (3.7)


 the allocations, [image: $$x^{1:T}$$] and [image: $$\tilde {x}^{1:T}$$], will be exactly the same. Next, we show that the following holds: [image: $$\displaystyle \begin{aligned} {} \Pr[\forall i, t,~\alpha_i^t = 1] \geq 1 - \delta. \end{aligned} $$]

 (3.8)


 Note that [image: $$\alpha _i^t &lt; 1$$] only if [image: $$c_i^t + q^t \leq \mathbb {E}[F_i^t] \leq \bar v$$]; hence [image: $$\displaystyle \begin{aligned} \Pr[\forall i, t,~\alpha_i^t = 1] \geq \Pr[\forall i,t,~c_i^t \geq \bar v - q^t]. \end{aligned} $$]




According to the construction of [image: $$\tilde {\mathcal {M}}$$], for any i, [image: $$\{c_i^t\}_{t=1}^T$$] is a martingale. To prove this, it suffices to show [image: $$\mathbb {E}[c_i^{t+1} | c_i^t] = c_i^t$$]. If buyer i is not the winner in period t, then [image: $$c_i^{t+1} = c_i^t$$]. Otherwise, buyer i is the winner, and according to Equation (3.5), [image: $$\displaystyle \begin{aligned} \mathbb{E}[c_i^{t+1} | c_i^t] = \mathbb{E}[c_i^t + \tilde p_i^t - \alpha_i^t \cdot \bar p_i^t | c_i^t] = c_i^t + \mathbb{E}[\tilde p_i^t - \alpha_i^t \cdot \bar p_i^t | c_i^t]. \end{aligned} $$]




Equation (3.3) implies that, for any fixed [image: $$F_i^t$$], [image: $$\displaystyle \begin{aligned} \mathbb{E}[\tilde p_i^t | c_i^t, F_i^t]=\,\, &amp; \mathbb{E}\left[ \frac{\alpha_i^t \cdot v_i^t}{\mathbb{E}[F_i^t]} \cdot \bar p_i^t \big| c_i^t, F_i^t \right] \\ =\,\, &amp;\alpha_i^t \cdot \frac{\mathbb{E}_{v_i^t \sim F_i^t}[v_i^t]}{\mathbb{E}[F_i^t]} \cdot \mathbb{E}[\bar p_i^t | c_i^t, F_i^t]\\ =\,\, &amp;\alpha_i^t \cdot \bar p_i^t, \end{aligned} $$]



 where the second equality is from the independence between [image: $$v_i^t$$] and the randomness of [image: $$\bar p_i^t$$], and the last equality is from Equation (3.4) ([image: $$\bar p_i^t$$] is fixed once [image: $$c_i^t$$] and [image: $$F_i^t$$] are given).
Hence [image: $$\mathbb {E}[\tilde p_i^t - \alpha _i^t \cdot \bar p_i^t | c_i^t] = 0$$] and [image: $$\mathbb {E}[c_i^{t+1} | c_i^t] = c_i^t$$], so [image: $$\{c_i^t\}_{t=1}^T$$] is a martingale. Note that [image: $$|c_i^{t+1} - c_i^t| \leq \bar v$$]; then by the Azuma-Hoeffding inequality, [image: $$\displaystyle \begin{aligned} \Pr[c_i^t - c_i^0 &lt; \bar v - q^t] \leq \exp\left(-\frac{(\bar v - q^t)^2}{2t\bar v^2}\right). \end{aligned} $$]



 Setting [image: $$q^t = \bar v + \bar v\sqrt {2t} \cdot \sqrt {2\ln t + \ln n + 2\ln \pi - \ln 6 + \ln \delta ^{-1}} = \tilde O(\sqrt {t})$$] and applying the union bound, we conclude that9 [image: $$\displaystyle \begin{aligned} \Pr[\exists i, t,~c_i^t &lt; \bar v - q^t] \leq &amp; \sum_{i \in [n],t \in [T]}\Pr[c_i^t - c_i^0 &lt; \bar v - q^t] \\ \leq&amp; n \sum_{t \in [T]} \frac{6}{\pi^2} \cdot \frac{\delta}{n t^2}\\ \leq &amp;\delta \cdot \frac{6}{\pi^2} \sum_{t = 1}^{\infty} \frac 1{t^2}\\ = &amp;\delta. \end{aligned} $$]




Therefore, we complete the proof: [image: $$\displaystyle \begin{aligned} \Pr[\forall i, t,~\alpha_i^t = 1] \geq 1 - \Pr[\exists i, t,~c_i^t &lt; \bar v - q^t]\geq 1 - \delta. \end{aligned} $$]



 □

3.2
Proof of Theorem
We first prove that [image: $$\tilde {\mathcal {M}}$$] is ex post IR. Note that the original mechanism [image: $$\mathcal {M}$$] is ex ante IR; thus we have that for the winner j in period t, [image: $$\displaystyle \begin{aligned} \bar p_j^t = &amp;\mathbb{E}_{v_j^t}\left[ p_j^t(\hat{F}^{1:t}, \hat{v}^{1:t-1}, \hat{v}_{-j}^t, v_j^t) \right] \\ \leq &amp; \mathbb{E}_{v_j^t}\left[ v_j^t \cdot x_j^t(\hat{F}^{1:t}, \hat{v}^{1:t-1})\right]\\ \leq &amp;\mathbb{E}[F_j^t] \cdot x_j^t(\hat{F}^{1:t}, \hat{v}^{1:t-1}). \end{aligned} $$]



 Then by Eq. (3.3), [image: $$\displaystyle \begin{aligned} \tilde p_j^t = \frac{\alpha_j^t \cdot \hat v_j^t}{\mathbb{E}[F_j^t]} \cdot \bar p_j^t \leq \alpha_j^t \cdot x_j^t \cdot \hat v_j^t = \hat v_j^t \cdot \tilde x_j^t, \end{aligned} $$]



 which leads to Eq. (Ex post IR). In particular, for [image: $$i \neq j$$], the payment is [image: $$\tilde p_i^t = 0$$] according to Eq. (3.6); hence (Ex post IR) holds.
Next, we prove that [image: $$\tilde {\mathcal {M}}$$] is approximate incentive compatible (Approx IC). We first upper bound one’s expected cumulative utility under [image: $$\tilde {\mathcal {M}}$$].
One key observation is that in Mechanism 3.3, for each buyer i and any fixed [image: $$\hat {F}_{-i}^{1:T}$$], [image: $$\hat {v}_{-i}^{1:T}$$], and [image: $$F_i^{1:T}$$], even if buyer i uses the best strategy in [image: $$\tilde {\mathcal {M}}$$], their expected cumulative utility [image: $$\mathbb {E}[\tilde U_i^*]$$] under the credit account mechanism [image: $$\tilde {\mathcal {M}}$$] cannot be much larger than that under the original mechanism [image: $$\mathcal {M}$$] when using the same strategy: [image: $$\displaystyle \begin{aligned} {} \mathbb{E}[\tilde U^*_i] \leq \mathbb{E}[U^*_i] + q^T. \end{aligned} $$]

 (3.9)



To prove this, note that by Eqs. (3.5) and (3.6), the cumulative payment of each buyer under [image: $$\tilde {\mathcal {M}}$$] should be close to that under [image: $$\mathcal {M}$$]: [image: $$\displaystyle \begin{aligned} \sum_{t \in [T]} \tilde p_i^t = c_i^{T+1} + \sum_{t \in [T]} \alpha_i^t \cdot \bar p_i^t. \end{aligned} $$]




In the meanwhile, the credit account mechanism, in fact, guarantees that [image: $$c_i^{t+1} + q^t \geq 0$$]. Because according to Eq. (3.5), we have [image: $$\displaystyle \begin{aligned} c_i^{t+1} = c_i^t + \tilde p_i^t - \alpha_i^t \cdot \bar p_i^t \geq c_i^t - \alpha_i^t \cdot \mathbb{E}[\hat F_i^t] \geq c_i^t - (c_i^t + q^t) = -q^t, \end{aligned} $$]



 where the last inequality is from Eq. (3.1) that [image: $$\alpha _i^t \cdot \mathbb {E}[\hat F_i^t] = \min \{c_i^t + q^t, \mathbb {E}[\hat F_i^t]\}$$]. Therefore, we have [image: $$\displaystyle \begin{aligned} \sum_{t \in [T]} \tilde p_i^t = c_i^{T+1} + \sum_{t \in [T]} \alpha_i^t \cdot \bar p_i^t \geq - q^T + \sum_{t \in [T]} \alpha_i^t \cdot \bar p_i^t. \end{aligned} $$]




Then the expected cumulative utility [image: $$\mathbb {E}[\tilde U^*_i]$$] of buyer i under [image: $$\tilde {\mathcal {M}}$$] can be bounded as follows: [image: $$\displaystyle \begin{aligned} \mathbb{E}[\tilde U^*_i] = &amp; \mathbb{E}\left[\sum_{t \in [T]} v_i^t \cdot \tilde x_i^t - \tilde p_i^t\right] \\ \leq &amp; \mathbb{E}\left[\sum_{t \in [T]} \alpha_i^t \cdot v_i^t \cdot x_i^t - \alpha_i^t \cdot \bar p_i^t\right] + q^T \\ = &amp; \sum_{t \in [T]} \mathbb{E}\left[ \alpha_i^t(v_i^t \cdot x_i^t - \bar p_i^t)\right] + q^T \\ = &amp; \sum_{t \in [T]} \mathbb{E}\left[\alpha_i^t\mathbb{E}_{v_i^t}[v_i^t \cdot x_i^t - \bar p_i^t]\right] + q^T, \end{aligned} $$]



 where the last equation is because [image: $$\alpha _i^t$$], [image: $$x_i^t$$], and [image: $$\bar p_i^t$$] are all independent of [image: $$v_i^t$$]. In particular, since [image: $$\mathcal {M}$$] is ex ante IR, we have [image: $$\mathbb {E}_{v_i^t}[v_i^t \cdot x_i^t - \bar p_i^t] \geq 0$$]. Combining that with [image: $$\alpha _i^t \leq 1$$], we have [image: $$\displaystyle \begin{aligned} \mathbb{E}[\tilde U^*_i] \leq \sum_{t \in [T]} \mathbb{E}[v_i^t \cdot x_i^t - \bar p_i^t] + q^T = \mathbb{E}[U^*_i] + q^T, \end{aligned} $$]



 which leads to Eq. (3.9).
On the other hand, since [image: $$\mathcal {M}$$] satisfies (DIC), we know that [image: $$\mathbb {E}[U^*_i]$$] cannot be more than the utility of truthfully reporting [image: $$\mathbb {E}[U_i]$$]; hence [image: $$\displaystyle \begin{aligned} {} \mathbb{E}[\tilde U^*_i] \leq \mathbb{E}[U^*_i] + q^T \leq \mathbb{E}[U_i] + q^T. \end{aligned} $$]

 (3.10)



We then provide a lower bound on one’s expected cumulative utility in [image: $$\tilde {\mathcal {M}}$$] when reporting truthfully, denoted as [image: $$\mathbb {E}[\tilde U_i]$$].
According to the proof of Theorem 3.1, we know that with high probability the credit [image: $$c_i^t$$] is always close to zero, i.e., [image: $$\displaystyle \begin{aligned} \Pr[\forall t,~ c_i^t + q^t \geq 0 ~ \text{and} ~ c_i^{T+1} \leq q^T] \geq 1 - \delta. \end{aligned} $$]




In this case, [image: $$\forall t \in [T]$$], [image: $$\alpha _i^t = 1$$]. Hence buyer i’s allocations are identical with that of truthfully reporting under the original mechanism [image: $$\mathcal {M}$$], i.e., [image: $$\tilde x_i^{1:T} = x_i^{1:T}$$]. Again, by Equations (3.5) and (3.6), [image: $$\displaystyle \begin{aligned} \sum_{t \in [T]} \tilde p_i^t = c_i^{T+1} + \sum_{t \in [T]} \bar p_i^t \leq q^T + \sum_{t \in [T]} \bar p_i^t, \end{aligned} $$]



 where the last inequality is implied by [image: $$\alpha _i^T = 1$$].
Hence, in this case, [image: $$\displaystyle \begin{aligned} \mathbb{E}[\tilde U_i] = &amp; \mathbb{E}\left[\sum_{t \in [T]} v_i^t \cdot \tilde x_i^t - \tilde p_i^t\right] = \mathbb{E}\left[\sum_{t \in [T]} v_i^t \cdot x_i^t - \tilde p_i^t\right] \\ \geq &amp; \mathbb{E}\left[\sum_{t \in [T]} v_i^t \cdot x_i^t - \bar p_i^t\right] - q^T\\ = &amp;\mathbb{E}[U_i] - q^T. \end{aligned} $$]




Otherwise, if there exists [image: $$t \in [T]$$] such that [image: $$\alpha _i^t &lt; 1$$] or [image: $$c_i^{T + 1} &gt; q^T$$], ex post IR implies that buyer i’s cumulative utility must always be nonnegative.
Combining the cases above, we conclude that [image: $$\displaystyle \begin{gathered} \mathbb{E}[\tilde U_i] \geq (1 - \delta)(\mathbb{E}[U_i] - q^T), \\ \mathbb{E}[\tilde U_i] \geq \mathbb{E}[U_i] - \left(\frac{\delta}{1 - \delta} \mathbb{E}[\tilde U_i] + (1 - \delta)q^T\right). \end{gathered} $$]




Applying the upper bound Eq. (3.10) yields [image: $$\displaystyle \begin{aligned} \mathbb{E}[\tilde U_i] \geq \mathbb{E}[\tilde U^*_i] - \left(\frac{\delta}{1 - \delta} \mathbb{E}[\tilde U_i] + (2 - \delta)q^T\right). \end{aligned} $$]




By setting [image: $$\delta = \frac {1}{T+1}$$], we have [image: $$\frac {\delta }{1 - \delta } = \frac {1}{T}$$], and clearly [image: $$q^T$$] is still in [image: $$\tilde O(\sqrt {T})$$]. Since [image: $$\mathbb {E}[\tilde U_i] \leq T\bar v$$], we get [image: $$\displaystyle \begin{aligned} \mathbb{E}[\tilde U_i] \geq \mathbb{E}[\tilde U^*_i] - (2q^T + \bar v). \end{aligned} $$]




Therefore, the credit account mechanism [image: $$\tilde {\mathcal {M}}$$] is approximately truthful with [image: $$\epsilon = 2q^T + \bar v = \tilde O(\sqrt {T})$$]. □



3.1.7 Impossibility Result
As a complement to the constructed [image: $$\epsilon $$]-IC and ex post IR credit account mechanism, we show that dominant-strategy IC and ex post IR cannot be achieved simultaneously by any nontrivial mechanisms.
Theorem 3.3
No nontrivial mechanism achieves both dominant-strategy IC and ex post IR at the same time.

Proof of Theorem
To satisfy Eq. (DIC), reporting truthfully must be the best action of a buyer for any realization of [image: $$F^{1:T}$$] and [image: $$v^{1:T}$$].
Let [image: $$\mathcal {M}$$] be any ex post individual rational mechanism. In any period t, suppose i is the winner in period t. For any [image: $$t^{\prime } \in (t, T]$$], let [image: $$F^{t^{\prime }}_i$$] be the distribution that [image: $$v^{t^{\prime }}_i=0$$] with probability 1, while other buyers have positive expected values.
Therefore, buyer i has no incentive to win after period t. So buyer i’s best action is always to report 0 after getting the item in period t, which results in 0 payment.
Thus, in order for [image: $$\mathcal {M}$$] to be dominant-strategy incentive compatible, [image: $$\mathcal {M}$$] must charge the winner 0 at period t. Otherwise, the above realization of [image: $$F^{t^{\prime }}_i$$] becomes a counterexample. Since t is any period, it follows that [image: $$\mathcal {M}$$] charges the winner 0 in every period. So any mechanism that satisfies the two properties simultaneously must be a trivial mechanism. □



3.2 Dynamic Reserve Pricing via Reinforcement Mechanism Design10
In many social systems in which individuals and organizations interact with each other, there can be no easy laws to govern the rules of the environment, and agents’ payoffs are often influenced by other agents’ actions. In this section, we examine such a social system: the sponsored search auctions. We tackle the search engine’s dynamic pricing problem by applying the AI-driven mechanism design framework. In this setting, the environment not only changes over time but also behaves strategically. Over repeated interactions with the bidders, the search engine can dynamically change the reserve prices and determine the optimal strategy that maximizes the profit. We first train a buyer behavior model, with a real bidding dataset from a major search engine, which predicts bids given information disclosed by the search engine and the bidders’ performance data from previous rounds. We then formulate the dynamic pricing problem as an MDP and apply a reinforcement-based algorithm that optimizes reserve prices over time. Experiments demonstrate that our model outperforms static optimization strategies including the ones that are currently in use and several other dynamic ones.
3.2.1 Background
Selling advertisements online through sponsored search auctions is a proven profit model for Internet search engine companies such as Google and Baidu. When a user submits a query in such a search engine, it displays, in the result page, a few advertisements alongside the organic results, both related to the query. In the backend, the keyword search triggers an auction mechanism among all advertisers who are interested in the keyword. The advertisers submit bids to compete for advertising positions on the result page. The search engine then ranks the advertisements on the result page according to the advertisers’ bids and charges them only when someone clicks on the advertisements.
The gold standard mechanism in sponsored search is the well-known generalized second-price (GSP) auction [20, 67]. The auctions allocate the best slots to the advertisers who submit the highest bids, second best slots to the ones with the second highest bids, and so on and charge them based on the bids one slot below them (or the lowest prices for them to maintain the current slot). Major search engines all adopt some variants of the GSP auction.
A problem with the vanilla GSP auction is that it is not revenue-optimal, according to the seminal theory [46, 53]. It is known that, under standard game theory assumptions, a revenue optimal auction does not necessarily allocate the slots by the rank of their bids. It is also known that in an optimal auction, there exists a vector of advertiser-specific reserve prices that filter low bids. Over the years, a large body of literature at the interface of economics and computer science has focused on revenue optimization of GSP auctions by incorporating insights (ranking and reserve price) from Myerson’s theory [32, 35, 50, 54, 65].
However, most revenue optimization theories depend crucially on the assumptions about the bidders’ rational behaviors. Recently, it has been shown that such assumptions may not hold in reality. Therefore, an emerging line of works has started to focus on settings where the bidders use a certain learning algorithm [10, 47, 49]. However, most of these models do not give a specific and detailed description of the bidders’ actual behaviors. Also, the different rationality levels of the heterogeneous bidder population cannot be easily captured.
3.2.1.1 The AI-Driven Approach
Instead of applying the mechanism design theory or machine learning techniques in isolation, we apply the AI-driven mechanism design framework to examine how a social system with human players can be better designed. First, we follow the mechanism design theory and describe our mechanism with a set of parameters. Then we apply optimization algorithms to search for the optimal parameters. Meanwhile, in order to tackle the so-called second-order effect (bidders have different behaviors under different mechanisms), we use machine learning algorithms to build a bidder behavior model that depends on mechanism parameters.
The first part of Sect. 3.2 tries to solve the problems mentioned above by building an end-to-end neural network-based bidder behavior model. Our model consists of both a public feature set and a private feature set and directly predicts a bidder’s bidding behaviors using the features that are observable by the bidder. Our model scales well with extremely large datasets and can also handle heterogeneous bidders due to the great flexibility of neural networks.
In the second part of Sect. 3.2, we formulate our bidder behavior model mathematically as a Markov model. And enabled by this, we can view the dynamic mechanism design problem as a Markov decision process (MDP). We then solve the MDP with reinforcement learning techniques. Specifically, our objective is to design a mechanism, so the performance of the system can be improved through the change of some policy parameters even in the presence of strategic players in the system. This modification of the setting creates several significant challenges. First, the system is not static anymore. In each round, the algorithm will attempt to change some policy parameters for optimal mechanism design. This changes the environment for the players. Second, at the same time when the rule is changing, the players’ strategies change too. They can adopt complex strategies to react to changing rules. This moving target nature of the setting makes it difficult to optimize the mechanism. Third, as in the traditional setting, reinforcement learning requires a large number of feedbacks for the training, but tweaking the environment is usually very costly.
This approach is also clearly different from the classic mechanism design theory. We relax some unrealistic assumptions such as quasi-linear utility and bidders’ rationality. Instead, we utilize machine learning algorithms to learn bidder behaviors.
We consider the setting of sponsored search auctions and explore the use of an AI-driven mechanism so that search engines can dynamically set minimum allowed bids and use the data generated in the process to maximize the profit. The proposed algorithm can be generalized and applied to other settings to improve system design.
We make the following two major contributions by applying the AI-driven mechanism design framework: 	We propose a neural network-based bidder behavior model. Our model follows the rich research literature on behavioral economics [23, 68, 69]. Our choice of RNN is commonly used to deal with time series data. Based on this, we also provide a Markov behavior interpretation, which enables us to use tools from other domains to search for a dynamic mechanism with good enough performance.

	Based on the above bidder behavior model, we model the dynamic mechanism design problem as a Markov decision process and use the Monte Carlo tree search algorithm to find a dynamic mechanism that has much better performance than the current one online.




A version of our framework has already been implemented in the online ad auction system in Baidu and has been proven to be able to significantly increase the revenue (see Baidu’s Financial Report of Q1 2018 [8]).

3.2.1.2 Related Works
In the AI community, a recent, interesting line of works aims to tackle the revenue optimization problem from a dynamic learning perspective. Mohri and Medina [43, 45] apply learning algorithms to exploit past auctions and user features. Their algorithms mainly focus on the estimation of the underlying bid distribution and thus rely on the implicit assumption that buyers do not change their behaviors over time. Mohri and Medina [42, 44] aim to optimize revenue with strategic buyers who aim to maximize their cumulative discounted surplus. They give desirable regret bounds to online pricing algorithms. These works assume that there is an underlying value or value distribution for each buyer, and it does not change over time.
Battaglini [11] studies the Markovian consumer model in a long-term contract setting. Their results show that even when the types at different times are highly persistent, the optimal contract is far from a static one. He et al. [25] and Tian et al. [66] also assume that buyers’ behaviors have the Markov property. In particular, Tian et al. [66] focus on buyer behavior predictions and use a truncated Gaussian distribution as the transition probability. Their goal is to find the best static mechanism and restrict their buyer model to be a linear combination of several simple behavior patterns.
Different from these works, our model allows changes in the underlying value distribution and does not rely on simple assumptions of the bidders’ behaviors.
One objective of many existing works in the literature of sponsored search auctions is to improve the revenue of GSP auctions [24, 32, 57, 65]. When designing and analyzing these auctions, most of these works make the standard game-theoretical assumption that advertisers have a single parameter called type that indicates their maximum willingness to pay for a single click-through. When evaluating these auctions, these works also assume that advertisers are rational and will play according to some equilibrium.
While these works shed light on how to design sponsored search auctions in theory, the assumptions they make do not generally hold in the practice of keyword auctions. For example, most advertisers have complex preferences and private information, such as budget constraints [2, 70, 73], multidimensional valuations, and negative externalities [18, 27]. Furthermore, private information such as budget may change dynamically over time, and advertisers may not be able to observe all configuration parameters of the auction.
There are a few exceptions in the literature that take the initiative to design and evaluate sponsored search auctions by getting rid of these assumptions. Ostrovsky and Schwarz [50] conduct large field experiments on manually setting different levels of reserve prices in sponsored search auctions and evaluate these designs. They show, with A/B tests, that by incorporating discounted Myerson’s reserve prices, the search engine (Yahoo! in this case) can improve its revenue. However, it remains unclear about the long-term performance of these auctions since all these auctions are assumed to be static. It is also unclear how the ad hoc selection of the reserve prices can be improved. Nekipelov et al. [49] investigate the problem of estimating the valuations of the advertisers from their bids in the GSP auction. They get rid of the standard assumption that the bidders must bid according to an equilibrium and make a milder assumption that the bidders play according to some no-regret learning strategy. They characterize the set of possible valuations given a set of bids.
Deep reinforcement learning methods have successfully produced AI agents that can beat human players in video games and the game Go [41, 59]. A recent paper by DeepMind [52] proposes “imagination-augmented agents” and applies the method to a Sokoban video game in which the player needs to move boxes to given target locations. With a pretrained model based on simple levels, the AI agent can solve more difficult levels, demonstrating interesting learning capabilities. Beyond games, deep reinforcement learning shows the powerful potential of developing control policies in physical systems. For example, Abbeel et al. [1] use a reinforcement learning method to fly a helicopter, and Tai et al. [62] report that models trained in a simulator can be adopted by real robots. In all these settings, the environment is given, and the agents’ payoffs are easily determined based on the rules of the environment.


3.2.2 Settings and Preliminaries
In this section, we briefly introduce the sponsored search auction setting we study and define a class of parameterized mechanisms that our algorithm will be optimizing.
3.2.2.1 Sponsored Search Auction and Baidu’s Design
We consider an auction design problem in the sponsored search setting. When a user types a keyword query in a search engine, the search engine (called the seller hereafter) displays, in the result page, a few advertisements related to the keyword. We consider auctions of a single keyword, where N bidders compete for K slots. The seller allocates the slots by an auction, and each bidder i reports a bid [image: $$b_i$$] to the seller. A bid profile is denoted by [image: $$b=(b_1,b_2,\cdots ,b_N)$$]. We slightly abuse notations and use [image: $$b_i$$] to refer to both bidder i and their bid.
In a standard game-theoretical model, there is a single-dimensional type for each bidder that denotes the maximum amount of money that the bidder is willing to pay. However, we do not explicitly emphasize such a value in our model. The reason is twofold: First, our model does not assume that the bidders are fully rational or rational according to some metric. Second, many factors may affect bidders’ bidding behaviors, so explicitly defining one such parameter that we cannot observe does not help much in end-to-end training. These are also the reasons why our bidder behavior model is defined over, instead of their private information, the bidders’ observations and past bidding data. In fact, this kind of data-driven model is not uncommon in the literature (see, e.g., [25, 51, 70]).
We attempt to relax the unrealistic assumptions and consider an environment in which bidders can have arbitrarily complex private information and arbitrary rationality levels that can change dynamically over time. Our goal is to design dynamic mechanisms that yield competitive revenue in practice in the long run. While the AI-driven framework and the algorithms proposed in this section apply to search engines in general, we focus on the sponsored search auction design of Baidu, the largest search engine in China. We use Baidu as a running example and calibrate our model with its data.
Baidu sells three ad slots for most keywords, and like other major search engines, Baidu runs a type of randomized, GSP-like auction mechanism to sell the slots. The bidding data yielded by the randomness of the mechanism provides a perfect setting for us to learn how bidders react to different choices of reserve prices and the number of impressions and the induced click-through rates (CTRs).

3.2.2.2 The GSP Mechanism
The GSP (generalized second-price) auction is widely adopted by major search engines. Suppose there are N bidders, competing for K advertising slots. The K slots have different effects of attracting user clicks (described by their CTRs). Denote by [image: $$q_k$$] the CTR of the k-th slot, and assume that [image: $$q_k$$] is nonincreasing with respect to the position of the slot, i.e., [image: $$q_1\ge q_2\ge \cdots \ge q_K\ge 0$$]. Upon receiving a keyword query, the seller first collects the bid profile b from the bidders. Usually, each bidder is associated with a reserve price [image: $$r_i$$], which is the minimum bid that bidder i needs to place in order to enter the auction. Denote by [image: $$b_{(i)}$$] the i-th highest bid among those above the reserve prices. The seller then sequentially allocates the i-th slot to bidder [image: $$b_{(i)}$$], until either the slots or the bidders run out. When bidder [image: $$b_{(i)}$$]’s advertisement is clicked by a user, the seller charges the bidder according to the following rule: [image: $$\displaystyle \begin{gathered} p_{(i)}= \begin{cases} \max\left\{\frac{q_{i+1}b_{(i+1)}}{q_i},r_{(i)}\right\} &amp; \mathrm{if}\ b_{(i+1)}\ \mathrm{exists;} \\ r_{(i)} &amp; \mathrm{otherwise}. \end{cases} \end{gathered} $$]




The reserve price profile r can significantly affect the revenue of the platform. We view the reserve price profile r as the main parameters of the mechanism. The seller’s goal is to set reserve price profiles dynamically to maximize its revenue.


3.2.3 Bidder Behavior Model
The mechanism design theory relies crucially on how the bidders behave. The classical game-theoretical analysis depends on the following assumptions: 	The bidders have quasi-linear utility.

	The bidders have unlimited information access and computational power to compute a Nash equilibrium.



 However, these assumptions become problematic in the real world. First, different bidders may have different advertising campaigns with different objectives. For example, a bidder who wants to increase the awareness of their brand may only care about the number of impressions they could obtain, while a bidder with budget constraints who aims to increase the sales volume of their products may focus on the number of clicks of their advertisement in a specific slot. Second, in real advertising platforms, the bidders can only access information about their own advertisements. Empirical evidence has also shown that the above assumptions may not hold in sponsored search auctions [19, 51].
3.2.3.1 RNN-Based Bidder Model
In our model, in each time period, a bidder’s action is just their bid distribution. The reason why the bid forms a distribution is that a bidder may place different bids for different user characteristics. Each bidder i can be represented by a function [image: $$g_i$$] that takes as input the history bid distributions and KPIs (key performance indicators) of bidder i and outputs the bidder’s bid distribution of the next time step. To fit these time series data, we implement a standard Long Short-Term Memory (LSTM) recurrent neural network with 128 hidden units via TensorFlow (see Fig. 3.1). The output of the RNN is further transformed through a common fully connected layer with a softmax activation function to ensure that the final output of the network is a valid probability distribution. We set the time step to be 1 day. The inputs of the network include KPIs of m consecutive days (a comparison of the performance for different m’s can be seen in Fig. 3.2), the bid distributions for the bidder, and also some date related features.[image: ]
Fig. 3.1RNN bidder behavior model

[image: ]
Fig. 3.2Performance of different sequence lengths


Baidu sets both a minimum bid [image: $$ \underline {b}$$] and a maximum bid [image: $$\bar {b}$$] and allows the bidders to bid any integer value between them (typically [image: $$ \underline {b}=10$$] and [image: $$\bar {b}=100{,}000$$]). To simplify the representation, we discretize the bid distribution with 100 nonoverlapping intervals and use a 100-dimensional vector b to describe a bid distribution. So [image: $$\sum _{j=1}^{100}b_j=1$$], and [image: $$\forall 1\le j\le 100, b_j\ge 0$$] is the probability that the bidder’s bid falls in the j-th interval. These 100 intervals are computed according to history data so that each interval covers roughly the same number of bids placed by all bidders.
Our choice of KPI statistics for each bidder includes the number of impressions the bidder obtains from each slot, the total number of obtained clicks, and the total amount of payments. Our observation in Baidu shows that the bidders care more about relative changes in their KPIs rather than absolute changes. For example, an increase of 100 clicks makes no difference at all for a bidder obtaining 2 million clicks every day but can be quite significant for a small bidder obtaining 200 daily clicks. Therefore, to capture such relative changes, we use the logarithm values of these KPI statistics as the input features to our RNN and encode them with tile-coding.
Besides the above private features, we also include a public feature set, including date related features such as the month and the day of the week. All of these features are encoded with one-hot encoding. The reason for including these features is that most advertisers have seasonal advertising campaigns and may adjust their bidding strategies according to the current date.
Table 3.1 gives a list of features used in our bidder model. Similar to text generation tasks, the bid distribution appears in both the input and the output of our network. However, the two distributions are for different days. The bid distribution of day [image: $$t+1$$] is computed according to that of previous m days (see Eq. (3.11)). Table 3.1List of features


	Feature
	Representation

	Bid distribution
	100-dimensional vector

	#impressions from different slots
	Tile-coding of logarithm value

	#clicks
	 
	Total payment
	 
	Month of campaign season
	One-hot encoding

	Day of month
	 
	Day of week
	 




3.2.3.2 Experiments
We select 400 keywords11 that meet the following conditions: 	The number of daily queries for the keyword is large and stable (with small variance).

	The most part (at least [image: $$80\%$$]) of the revenue of the keyword is contributed by at most three bidders.




We extract 8 months’ bidding data related to these keywords from Baidu. The total data size of the dataset is over 70 TB. As mentioned in Sect. 3.2.4.1, the reason for the second condition is that the effect of reserve prices diminishes in thick markets. These 400 keywords in the dataset contribute about 10% of Baidu’s total revenue. In our dataset, each data record corresponds to an impression of an ad and contains over 300 data fields. The main fields of a record and their formats are listed in Table 3.2. The CTR values are stored using integer numbers instead of floating numbers for robustness reasons. Table 3.2Data fields and their formats


	Data field
	Format

	Query id
	Hash value

	Keyword id
	Hash value

	Bidder id
	Hash value

	User id
	Hash value

	Bid (cent)
	Integer value [image: $$\in [10, 100{,}000)$$]

	CTR
	Integer value [image: $$\in [0, 10^6]$$],

	 	which is the true CTR value multiplied by [image: $$10^6$$]

	Slot number
	Integer value [image: $$\in [1,3]$$]

	Number of clicks
	Integer value [image: $$\in [0, \infty ]$$]

	Payment (cent)
	Integer value [image: $$\in [0, \infty ]$$]

	Display time
	String, e.g., “2017-03-22 17:24:35”

	Device type
	String, e.g., “iOS”

	…
	 



For each keyword, we only focus on the three major bidders and ignore others. For each bidder, we build an LSTM recurrent neural network and train it using the 8 months’ data. We use the average cross entropy as the performance indicator and optimize our RNN using TensorFlow’s built-in ADAM optimizer. The total dataset is divided into a 90% training set and a 10% test set.
Recall that the input of our RNN is the bid distributions and KPIs of m consecutive days. We train our network for different m’s, and their performances are shown in Fig. 3.2. Both [image: $$m=4$$] and [image: $$m=8$$] achieve similar performances. We choose the one with a simpler structure (i.e., [image: $$m=4$$]) which has an average cross entropy of about [image: $$1.67$$] among all bidders and all test instances in the test set. Some selected test instances are listed in Fig. 3.3.[image: ]
Fig. 3.3Prediction results for four selected bidders. Each subfigure contains two distributions, with the upper one being the actual distribution and the lower one being the prediction. The cross entropy of each subfigure is shown on top


The prediction of our network is quite accurate according to Fig. 3.3. One might argue that the bidders may be very “lazy” and do not often change their bids, and in this case, obtaining an accuracy as shown in Fig. 3.3 is not significant at all. However, our previous online experiment shows that the bidders actually change their bids quite frequently. We also simulated this experiment offline using only our bidder model and get very similar results as the online experiment (see Sect. 3.2.4.3). In fact, the most recent data in our dataset is from the day just before the online experiment was conducted.

3.2.3.3 Markov Formulation
Similar to [25, 70], we adopt the time-homogeneous Markov model to interpret the RNN-based bidders’ behavior model. Denote by [image: $$s^{(t)}_i$$] and [image: $$h^{(t)}_i$$] the bid distribution of bidder i and the KPIs received by bidder i at time step t. The bidders may adjust their bids dynamically according to their KPIs. Thus the bid distribution of bidder i at the next time step is a function of previous [image: $$s_i$$]’s and [image: $$h_i$$]’s: [image: $$\displaystyle \begin{gathered} {} s^{(t+1)}_i=g_i\left(s^{(t-m+1:t)}_i,h^{(t-m+1:t)}_i\right), \end{gathered} $$]

 (3.11)


 where [image: $$s^{(t-m+1:t)}_i$$] and [image: $$h^{(t-m+1:t)}_i$$] are bidder i’s bid distributions and KPIs of m consecutive time steps. Note that the above equation models a Markov chain of order m. Similar models are commonly used in the literature, see [11, 25]. Our experiences with Baidu also indicate that the Markov model aligns with the bidders’ behaviors.


3.2.4 Dynamic Mechanism Design as Markov Decision Process
In this section, we describe how we formulate the dynamic mechanism design problem as an MDP and how we solve it using reinforcement learning techniques.
When faced with such a problem, one may naïvely think of it as a searching problem and model it with a multiarmed bandit model (say, contextual bandit). However, there are two major challenges with bandit models. Firstly, classic multiarmed bandit models make the assumption that the reward of pulling each arm is independent of the pulling time and the underlying reward distribution does not change over time. However, in practice we often find that each bidder’s behavior is correlated with their historical behaviors, violating the independence assumption. Secondly, in order to apply bandit models to our setting, we have to regard each reserve price profile as an “arm”; the number of arms is thus exponential in the number of bidders.
Another closely related solution is deep reinforcement learning. Although our framework is very similar to reinforcement learning, there are also fundamental differences. First, in reinforcement learning, the agent usually interacts with a nonstrategic environment, meaning that, although maybe unknown in advance, the state transition function does not change over time. However, in our setting, the bidders are strategic and may change their bidding strategies. This is equivalent to a case in reinforcement learning where the environment changes the transition probabilities to benefit itself. Second, our framework combines machine learning and mechanism design theory. Without the guidance of this theory, it can be extremely difficult to build a model for the environment. And due to the strategic nature of the bidders, it is also very difficult for model-free reinforcement learning algorithms to find the optimal solution. Third, knowledge in economic mechanism design enables us to simplify our model and helps our algorithm to converge quickly, making such a difficult problem tractable.
Enabled by our bidder behavior model, we can formulate the dynamic mechanism design problem as a Markov decision process.
The bids of the N bidders are drawn from their bid distributions. We make the assumption that the individual bids are independent of each other. While such an assumption loses generality, it is actually quite commonly used in the literature [25, 43]. The joint bid distribution is [image: $$\displaystyle \begin{aligned} s^{(t+1)}=\prod_{i=1}^{N}s^{(t+1)}_i=\prod_{i=1}^{N}g_i\left(s^{(t-m+1:t)}_i,h^{(t-m+1:t)}_i\right)= g\left(s^{(t-m+1:t)},h^{(t-m+1:t)}\right). \end{aligned} $$]




For simplicity, we assume that the number of daily queries of each keyword is constant. Thus, the KPI [image: $$h^{(t)}$$] is completely determined by both the bid distribution [image: $$s^{(t)}$$] and the reserve price profile [image: $$r^{(t)}$$].
Thus we can formulate the dynamic mechanism design problem as a Markov decision process, where we view [image: $$s^{(t)}$$] as the state of the seller and [image: $$r^{(t)}$$] as its action.
Definition 3.5
The long-term revenue maximization problem is a Markov decision process [image: $$(\mathcal {N}, S, R, G, REV(s,r),\gamma )$$], where: 	[image: $$\mathcal {N}$$] is the set of bidders with [image: $$|\mathcal {N}|=N$$].

	[image: $$S=S_1\times \cdots \times S_N$$] is the state space, where [image: $$S_i$$] is the set of all possible bid distributions of bidder i.

	[image: $$R=R_1\times \cdots \times R_N$$] is the action space, where [image: $$R_i$$] is the set of all possible reserve prices that the mechanism designer can set for bidder i.

	[image: $$G=(g_1,g_2,\cdots ,g_N)$$] is the set of state transition functions.

	[image: $$REV(s,r)$$] is the immediate reward function that gives the expected revenue for setting reserve price profile r when the state is s.

	[image: $$\gamma $$] is the discount factor with [image: $$0&lt;\gamma &lt;1$$].





Remark 3.1
Note that we can change the immediate reward from the revenue to any other function without changing the framework.

The objective is to select a sequence of reserve price profiles [image: $$\{r^{(t)}\}$$] that maximizes the sum of discounted revenues: [image: $$\displaystyle \begin{aligned} OBJ=\sum_{t=1}^{\infty}\gamma^tREV\left(s^{(t)},r^{(t)}\right). \end{aligned} $$]



 Figure 3.4 shows the main framework of the dynamic mechanism design problem. The framework contains two parts: 	1.
The Markov bidder model (the RNNs in our case, as described in Sect. 3.2.3), which determines how bidders adjust their bids according to the KPI feedbacks[image: ]
Fig. 3.4Model framework



 

	2.
The mechanism, where the bidders interact with the seller’s action (reserve prices) and get KPIs as feedbacks

 




3.2.4.1 Optimization Algorithm: Monte Carlo Tree Search
Although an optimal reserve pricing scheme exists according to the MDP theory, its exact computation is formidably costly due to the following reasons: 	The number of possible reserve profiles of our optimization problem grows exponentially with respect to the number of the bidders.

	The number of states to explore is exponential with respect to the searching depth.




We circumvent the first difficulty by restricting attention to the keywords that contain only a few major bidders. We focus on the keywords with thin markets (few major bidders) mainly because the effect of reserve prices diminishes in thick markets anyway. To tackle the second one, we only explore possible actions for a bidder to be in a small neighborhood of the current reserve price. This restriction is also necessary for practical stability concerns, since sudden changes in reserve prices would result in sudden changes in bidders’ KPIs, which would hurt the stability of the advertising platform. With these restrictions, the size of the action space is greatly reduced to a small subset. To further speed up the search, we implement the Monte Carlo Tree Search (MCTS) algorithm [15, 29], since the computational complexity of the MCTS algorithm can be effectively bounded by restricting the search depth and the number of search trajectories for each decision.
The MCTS algorithm is an exploration algorithm to evaluate available action values at the current state by running simulations. The MCTS algorithm maintains a tree structure, with its root being the current state. It updates the state values by repeatedly simulating available actions. Though MCTS can be replaced by any other suitable optimization algorithm in our framework, our main reasons to use MCTS are as follows: 	The state space (bid distribution) has uncountably many states, so it is impossible to apply traditional MDP algorithms (value iteration or policy iteration [12]). Even discretization does not help because it still has formidably high dimensions.

	Though deep reinforcement learning grows fast in recent years and succeeds in numerous scenarios, it is inappropriate to train a deep neural network in our setting, i.e., deep Q-learning network (DQN) [41] or asynchronous advantage actor-critic (A3C) [40]. The reason is that a deep neural network depends highly on the bidders’ behaviors. Each time we update our bidder behavior model, the entire network needs to be retrained. In addition, we do not have reasonable estimations of the Q-value for each state and action, which will slow down the training process.



 Our MCTS algorithm starts with the root node of the search tree, which represents the current state. Before selecting the best reserve price profile, we repeatedly simulate future revenue and bidder responses of choosing each available reserve price profile. In each simulation, the MCTS algorithm chooses a reserve price profile (adds a child node to the search tree) according to some selection rule and estimates the immediate reward and the bidders’ responses (which is the state of the next time step) using our RNN bidder model. This procedure goes on until the maximum depth of the search tree is reached. Then the algorithm back-propagates the immediate rewards to the root node and updates the corresponding long-term reward. Such a simulation trajectory from the root node to the maximum depth node is also repeated many times to get an accurate estimate of the expected long-term revenue.
In general, our MCTS algorithm contains three separate parts:
Selection
We choose the Upper Confidence Bounds for Trees (UCT) algorithm as our selection strategy [31], which is the famous Upper Confidence Bound (UCB) algorithm applied to tree search settings. In the UCT, we uniformly select a reserve price profile until each one is selected once. Then the reserve price profile is selected according to [image: $$\displaystyle \begin{gathered} r = \operatorname*{\mbox{arg max}}_{r}\left(node.Q_{s, r} + c_p\sqrt{\frac{\ln(node.n_s)}{node.n_r}} \right), \end{gathered} $$]



 where [image: $$node.n_s$$] is the number of times we visit node, [image: $$node.n_r$$] is the number of times we select reserve price profile r previously, [image: $$node.Q_{s, r}$$] is the estimated long-term objective (revenue) for choosing reserve price profile r when the current state is s, and [image: $$c_p$$] can be regarded as the parameter to balance exploration and exploitation. The estimated revenue is scaled to the interval [image: $$[0,1]$$]. Although the parameter [image: $$c_p$$] can be tuned, we set [image: $$c_p = \sqrt {2}$$] according to the UCB theories [6] for simplicity.

Expansion and Simulation
During the process of exploration, more nodes are added to the tree in the expansion stage. Upon selecting a specific reserve price profile to explore, we simulate the online auctions to derive both the revenue of the platform and all the KPI statistics for each bidder. Then, with these KPI statistics, we are able to compute the bidders’ responses for the next time step using our RNN bidder model.

Back-Propagation
Various back-propagation strategies have been developed in the reinforcement learning setting [61]. In our back-propagation algorithm, we apply SARSA[image: $$(\lambda )$$] [55], which uses [image: $$\lambda $$]-return to update the corresponding state-action value. To be more specific, the long -term revenue is computed as [image: $$\displaystyle \begin{gathered} Q_{s_t, r_t} = \sum_{n = 1}^{L - 1}w_{n}REV^{(n)}\left(s^{(t)}, r^{(t)}\right), \end{gathered} $$]



 where L is the maximum depth we explore and [image: $$REV^{(n)}\left (s^{(t)}, r^{(t)}\right )$$] is the discounted n-step revenue: [image: $$\displaystyle \begin{gathered} REV^{(n)}\left(s^{(t)},r^{(t)}\right)=\sum_{i=0}^{n-1}\gamma^iREV\left(s^{(t+i)}, r^{(t+i)}\right) + \gamma^n\max_rQ_{s_{t+n},r}, \end{gathered} $$]



 and [image: $$w_{n}$$] is the corresponding weight satisfying [image: $$\displaystyle \begin{gathered} w_{n} = \begin{cases} (1 - \lambda)\lambda^{n} &amp; 0 \leq n &lt; L - 1\\ \lambda^{L - 1} &amp;n=L - 1.\\ \end{cases} \end{gathered} $$]



 The pseudo code for our back-propagation algorithm is given in Algorithm 1.
Algorithm 1 Back-propagation algorithm for [image: $$\lambda $$]-return
[image: ]



3.2.4.2 Experiments
We explore possible reserve prices for the bidder to be [image: $$95\%$$], [image: $$100\%$$], and [image: $$105\%$$] times the current reserve price for the bidder. We set [image: $$\lambda = 0.8$$] and the search depth to be 5 in our optimization algorithm. In the selection step, we restrict the number of explorations to be 5000. In the expansion step, to estimate the revenue at the selected node, we simulate the auction 5 million times and compute the average revenue as the per-impression revenue of each keyword.
We set the initial reserve price to be [image: $$p =  \operatorname *{\mbox{arg max}}_{b} b(1-F(b))$$], where [image: $$F(b)$$] is the current bid distribution. We call this reserve price static optimal, since this price maximizes the revenue if the bidders do not change their bids. Several algorithms are compared: 	STATIC_OPT: Always use the initial reserve.

	GREEDY: Let the revenue of the current period be [image: $$REV^t$$]. In each round, we randomly choose a bidder i, change only their reserve price by [image: $$-5\%$$], and simulate auctions for the next period. The revenue is then [image: $$\displaystyle \begin{gathered} REV^{t+1}_i=REV\left(s^{(t+1)},\left(0.95r^{(t)}_i,r^{(t)}_{-i}\right)\right). \end{gathered} $$]



 And we choose [image: $$\displaystyle \begin{gathered} r^{(t+1)}= \begin{cases} \left(0.95r^{(t)}_i, r^{(t)}_{-i}\right) &amp; \text{if } REV^{t+1}_i-REV^t&gt;0 \\ \left(1.05r^{(t)}_i, r^{(t)}_{-i}\right) &amp; \text{otherwise}. \end{cases} \end{gathered} $$]



 Notice this method can be seen as a simplified version of coordinate gradient descend (ascend) method.

	POLICY_GRAD: This algorithm is similar to apply the GREEDY algorithm to each bidder simultaneously or equivalent to the MCTS policy of looking at only one future time step. In this algorithm, we compute the revenue change for each bidder i and change the reserve price accordingly: [image: $$\displaystyle \begin{gathered} r^{(t+1)}_i= \begin{cases} 0.95r^{(t)}_i &amp; \text{if } REV^{t+1}_i-REV^t&gt;0 \\ 1.05r^{(t)}_i &amp; \text{otherwise}. \end{cases} \end{gathered} $$]





	BAIDU: Current reserve prices used by Baidu.

	STATIC_50: Always use 50 cents as the reserve price for all bidders.




Note that Baidu uses randomized reserve prices in its system, while in the above algorithms, all reserve prices are deterministic. The reason for doing so is due to the company’s disclosure policy.
We also compare the performance of different frequencies of changing reserve prices by setting the time step [image: $$\Delta t$$] in the expansion step of the optimization algorithm.12 Clearly, changing the reserve prices too frequently can affect the stability of the platform and is not desirable. In this experiment, we only compare the performance of our framework.

3.2.4.3 Results and Analysis
In the first experiment, we change the reserve every day (time step [image: $$\Delta t=1$$]) in our MCTS algorithm and compare it with other strategies mentioned above. We simulate 120 days for each strategy. The results of the experiments are shown in Fig. 3.5. Revenue is normalized with the converged value of BAIDU. The figure shows that: 	Our dynamic strategy outperforms all other strategies.[image: ]
Fig. 3.5Performance of different strategies



	The BAIDU curve converges rapidly within just a few days. It goes up slightly at the beginning, mainly because our simulation uses deterministic reserve prices instead of the actual randomized ones.

	The STATIC_OPT curve undergoes a rapid rise on the 1st day and then followed by a steep fall and also converges after 2 weeks.




In fact, in a previous Baidu online experiment, we set STATIC_OPT reserve prices for each (keyword, bidder) pair to test the response from the bidders (see Fig. 3.6). The experiment shows that setting a reserve price according to history bids that maximizes immediate revenue could result in high revenue in the short term but drops back after around 10–20 days. Furthermore, such a strategy increases the revenue by about 10% after convergence.[image: ]
Fig. 3.6Revenue change of a previous online experiment


In our simulations, the STATIC_OPT curve perfectly aligns with observations from the previous online experiment, which can serve as further proof of the accuracy of our bidder behavior model.
Besides, the simulation also reveals some interesting facts about bidder behaviors: 	All aggressive pricing schemes gain high revenue immediately and drop significantly later. This phenomenon is intrinsic for our dataset, since all the bidders undergo a mild pricing mechanism previously due to the moderate choice of reserve prices and the random discounts. The radical changes in reserve prices (from both adopting the static optimal reserve and discarding randomization) could make huge immediate rewards, but once bidders are aware of the change and respond accordingly, less revenue can be extracted.

	Although STATIC_OPT could beat mild mechanisms like BAIDU and STATIC_50, its long-term revenue is not as promising as the short term. However, by adopting a dynamic mechanism, we can gradually increase daily revenue.

	The experiment shows that with more involved optimization algorithm (such as MCTS) and an accurate bidder model, we could achieve the best performance and gain higher revenue in the long run.

	Surprisingly, algorithms GREEDY and POLICY_GRAD perform very well, only slightly worse than the MCTS algorithm. However, these two algorithms are much simpler and computationally cheaper. Such a result may, to some extent, suggest that the bidders are not very strategic, since simple algorithms like GREEDY can also capture their behaviors well.

	The GREEDY algorithm and the POLICY_GRAD algorithm are similar to each other and also have similar performances. The POLICY_GRAD algorithm gives a smoother curve and converges more quickly, but the GREEDY algorithm has slightly higher revenue when converged.




One may argue that the policies explored in our simulations are too aggressive and that using personalized reserve prices can cause fairness issues. In fact, the flexibility of our framework allows us to implement other nonaggressive policies, for example, using an anonymous reserve price or considering other objective functions such as welfare and click yield.
In the second experiment, we compare the effect of the frequency of changing reserve prices. The results are shown in Fig. 3.7. We use the MCTS algorithm and also simulate 120 days for each [image: $$\Delta t$$]. Figure 3.7 indicates that the smaller [image: $$\Delta t$$] is, the more revenue it can extract, and the more quickly it converges. The revenue of [image: $$\Delta t=7$$] is about several percentages smaller than that of [image: $$\Delta t=1$$]. Comparing Figs. 3.5 and 3.7, we can see that the performance GREEDY algorithm is almost the same as the MCTS algorithm with [image: $$\Delta t=3$$].[image: ]
Fig. 3.7Effect of the frequency of changing reserve prices
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Footnotes
1This section was originally published as [58]: Weiran Shen, Zihe Wang, and Song Zuo. “Ex-post IR Dynamic Auctions with Cost-per-Action Payments.” In Proceedings of the 27th International Joint Conference on Artificial Intelligence and the 23rd European Conference on Artificial Intelligence, pp. 505–511. 2018.

 

2In fact, we are not the first to use the idea of credit accounts in mechanism design. Similar reputation-based structures are used for other settings [22, 33].

 

3The extension to infinite horizon case with discount factor is straightforward.

 

4In Bayesian settings, the other agents (including the seller and the other buyers) might only have knowledge of the distribution of [image: $$v^t_i$$].

 

5[image: $$\bar v$$] is just a finite upper bound on the buyer’s value and does not restrict the bid of the buyers (see Mechanism 3.1).

 

6If there is no winner in period t, then [image: $$v^t = \hat {v}^t = (\bot ,\ldots ,\bot )$$].

 

7For example, when the advertiser bids on Google’s platform for their apps on Google Play, the seller, Google, can easily monitor the actions of downloading or installing the apps by the users. This is also called the cost-per-install (or pay-per-install) model. See https://​en.​wikipedia.​org/​wiki/​Compensation_​methods#Pay-per-install_​(PPI).

 

8[image: $$\alpha _i^t$$] is set in a way that ensures the credit balance of buyer i never exceeds their quota in the worst case.

 

9The famous Basel problem is used here: [image: $$\sum _{n =1}^{+\infty }\frac {1}{n^2} = \frac {\pi ^2}{6}$$], which was first solved by Euler in 1734.

 

10This section was originally published as [56]: Weiran Shen, Binghui Peng, Hanpeng Liu, Michael Zhang, Ruohan Qian, Yan Hong, Zhi Guo, Zongyao Ding, Pengjun Lu and Pingzhong Tang. “Reinforcement Mechanism Design, with Applications to Dynamic Pricing in Sponsored Search Auctions.” In Proceedings of the 34th AAAI Conference on Artificial Intelligence, pp. 2236–2243. 2018. Copyright Ⓒ 2020, Association for the Advancement of Artificial Intelligence The material has been reproduced here with the permission of the AAAI Press.

 

11Our dataset is considerably larger than in most papers in the literature. For example, Nekipelov et al. [49] conduct experiments based on 1 week’s data from nine bidders, and the dataset for simulations in [32] contains only one keyword.

 

12This time step is not necessarily equal to the time step for training the Markov bidder model. We can always simulate bidder behaviors day by day but change the reserve every several days.
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Abstract
This chapter explores how to apply the AI-driven mechanism design framework to balance multiple design objectives. In real-world applications, the platform may care about multiple objectives, such as revenue and welfare. Unfortunately, in general, no mechanism can optimize these objectives simultaneously. In this chapter, we aim to balance these different objectives using AI approaches. Section 4.1 concentrates on the single-parameter setting, where each buyer’s type can be fully characterized by a single parameter. We propose a class of parametric mechanisms. We show that any mechanism in our mechanism class can guarantee an approximation ratio of the optimal one, and the ratio is always better than 2. Section 4.2 aims to design reserve prices for online ad auctions, to trade off between the revenue and the match rate (the overall probability of a sale) or the welfare. We use a machine learning model that takes as input the context information from the auction and gives a reserve price as output. We come up with a loss function that is convex and easy to interpret. Our experiments show that our method Pareto-dominates previous approaches.
4.1 Balancing Objectives Through Approximation Analysis1
Designing simple mechanisms with desirable revenue guarantees has become a major research agenda in the economics and computation community. However, few mechanisms have been actually applied in the industry.
In this section, we aim to bridge the gap between the “simple versus optimal” theory and practice and propose a class of parameterized mechanisms, tailored for the sponsored search auction settings. Our mechanisms can balance different objectives by simple parameter tuning yet at the same time guarantee near-optimal revenue in both theoretical and practical senses.
4.1.1 Background
Designing revenue-optimal auctions has been one of the most important themes in economics, ever since Myerson’s seminal work [32]. Theories for designing such auctions for the so-called single-parameter environment have been well developed [16, 26], and much progress has been made when selling multiple items [15, 44, 45]. Recently, due to interdisciplinary research paradigms such as algorithmic mechanism design [34] and automated mechanism design [14], and its various applications in the sponsored search auctions [18, 46], and other similar domains, it has also become a topic of intensive research at the interface between computer science and economics [29, 33, 43].
Following the vein of algorithmic mechanism design, an important literature, initiated by Hartline and Roughgarden [21], aims to design mechanisms that are simple in their forms (e.g., second-price auction with a reserve price) and yet guarantee desirable revenue bounds in the worst case. This viewpoint has turned out to be widely adopted in the economics and computation community and has been investigated under a number of extended domains [1, 2, 9, 11, 22, 24, 34, 42, 47].
While a major motivation to design these simple and approximately optimal mechanisms is for the purpose of practicality, unfortunately, to the best of our knowledge, very few of them are actually fielded in the industry. From an industrial perspective, there are at least three concerns when considering implementing these mechanisms: First of all, all these mechanisms are designed to guarantee the worst-case revenue bounds, while in the industry the evaluation metric tends to be the average-case performance. Second, even though most of these papers are able to guarantee constant approximations, say a 2-approximation, of the optimal revenue, they are still not strong enough in the sense that it may indicate that the seller can lose half of the revenue in certain cases. Last but not least, the seller may have other objectives in addition to the revenue, which are not guaranteed by these mechanisms. These objectives may change dynamically due to various short-term targets of the company.
In this section, we aim to bridge the gap between the “simple versus optimal” theory and practice. To address the concerns raised above, we propose the following refined research agenda, targeting specifically the domain of sponsored search auction design: to design a parameterized class of auctions, which: 	1.
Has highly desirable worst-case guarantees (say, better than 2-approximation) of the revenue

 

	2.
Gives flexibility to the engineers, so that they can freely trade off the revenue for other objectives by simply tuning parameters

 

	3.
Meets industry-level targets via empirical evaluations

 




We investigate the sponsored search auction setting, where the seller has several slots for sale and each slot has a click-through rate (CTR). For ease of presentation, a simpler “K identical items” setting is also considered, which is essentially equivalent to the sponsored search setting with the CTR for each slot being 1. In fact, both the settings belong to the so-called single-parameter setting.
4.1.1.1 Main Contributions
With the above agenda in mind, we make the following contributions, for the sponsored search domain: 	We put forward a parameterized class of auctions, which in essence rank each bidder by a combined (not necessarily linear) function, described by a single parameter [image: $$\alpha $$], of its value and Myerson virtual value, allocate the items (CTRs) greedily according to the rank, and charge each bidder according to the so-called payment identity.

	We prove that any auction in the parameterized class is a [image: $$(2-\theta )$$]-approximation of the optimal revenue, where [image: $$\theta $$] is between 0 and 1, as a function of the auction parameter [image: $$\alpha $$]. Furthermore, given any desired [image: $$\theta $$] between 0 and 1, we give explicitly a mechanism that guarantees a [image: $$(2-\theta )$$]-approximation of the optimal revenue.

	We prove that, as the weight of the virtual value increases in the ranking rule, the revenue increases and the welfare drops.

	We empirically evaluate the revenue and the welfare of each auction in this class by simply tuning the parameter [image: $$\alpha $$], based on real bidding data.





4.1.1.2 Additional Related Works
The idea of parameterized auctions has been considered by several existing works in the domain of sponsored search auctions. Lahaie and Pennock [23] consider a class of “squashing” mechanisms. They introduce a parameter [image: $$\alpha $$] and rank the bidders by [image: $$b_iw_i^\alpha $$], where [image: $$w_i$$] is the CTR of bidder i. They find that setting [image: $$\alpha &lt;1$$] generally increases the revenue.
Roberts et al. [37] consider the “anchoring” mechanism that ranks the bidders by [image: $$(b_i-r)w_i$$]. They introduce a reserve price parameter r and a reserve score parameter s. Several ranking algorithms, including [image: $$b_iw_i/r$$], [image: $$b_iw_i/s$$], [image: $$b_iw_i^\alpha /s$$], and the “squashing” [image: $$b_iw_i^\alpha $$] are compared. They show, by simulation, that their “anchoring” mechanism achieves more revenue and welfare than other mechanisms.
Bachrach et al. [6] aim toward trade-offs among different objectives. They use “[image: $$\gamma _1 \text{revenue} +\gamma _2 \text{welfare} +\gamma _3\ \text{click yield}$$]” as their objective function. They show that under the condition [image: $$\gamma _1+\gamma _2+\gamma _3=1$$], their mechanism achieves a [image: $$\gamma _1$$] fraction of the optimal revenue, a [image: $$\gamma _2$$] fraction of the optimal welfare, and a [image: $$\gamma _3$$] fraction of the optimal click yield. Their work is similar to ours in the sense that they also consider trade-offs between welfare and revenue. In fact, our class of mechanisms includes their mechanism as a special case (up to a constant factor, which does not affect the outcome of the mechanism) by setting [image: $$\alpha =\gamma _1/(\gamma _1+\gamma _2)$$] and [image: $$P(t)=Q(t)=t+\gamma _3/(\gamma _1+\gamma _2)$$] ([image: $$P(\cdot )$$] and [image: $$Q(\cdot )$$] will be defined later). However, the difference is also very clear: While their goal is to optimize linearly combined objectives and achieve a fraction of the optimal value of these objectives, our goal is to design a class of parameterized mechanisms that are easy for practical use. Also, our mechanisms do not require linear combinations and always achieve an approximation ratio better than 2, which is much stronger than theirs. In addition, our results and their results do not imply each other.
In the same spirit, Procaccia et al. [36] also aim to design a class of parameterized mechanisms, where one can tune the worst-case bound by tuning parameters in the facility location domain.


4.1.2 Settings and Preliminaries
We consider the standard sponsored search setting, where N bidders compete for several slots, and each bidder aims at one slot. Each bidder i has a private valuation [image: $$v_i \geq 0$$], which is drawn from a publicly known distribution [image: $$F_i$$]. A valuation profile is denoted by [image: $$v=(v_1,v_2,\cdots ,v_N)$$].
Let [image: $$\mathcal {X}$$] be the set of all feasible allocations. A bidder is said to have unit-demand if each element of [image: $$x(v)$$] is binary. Furthermore, when the bidders have unit-demand, [image: $$\mathcal {X}$$] has a set representation [image: $$\mathcal {X}=\{X(x)\mid x\text{ is feasible}\}$$], where [image: $$X(x)=\{i\mid x_i=1\}$$]. [image: $$\mathcal {X}$$] is said to be downward-closed, if each subset Y  of [image: $$X\in \mathcal {X}$$] is again a feasible allocation.
We focus on both the revenue and the social welfare defined in Sect. 1.​1. Social welfare is an important metric in practical sponsored search auction design. From the experiences of several major sponsored search teams in China, it is understood that the number of complaints from advertisers concerning their rankings negatively correlates with the social welfare.

4.1.3 Generalized Virtual-Efficient Mechanisms
In this section, we aim for a trade-off between the revenue and the social welfare. Our goal is to provide a spectrum of mechanisms, within which one can easily trade off the two objectives. We propose a class of mechanisms, which we call the generalized virtual-efficient mechanisms. The meaning of the name will become clear immediately after its formal definition.
Let [image: $$P(\cdot )$$] and [image: $$Q(\cdot )$$] be two increasing functions, and assume that the each bidder’s value distribution satisfies the standard regularity condition [32] (the virtual value function [image: $$\varphi (v)$$] is increasing with respect to v). We now consider a family of parameterized mechanisms [image: $$\mathcal {M}(\alpha , r)$$] based on the functions [image: $$P(\cdot )$$] and [image: $$Q(\cdot )$$], where [image: $$\alpha $$] is a real number with [image: $$0\leq \alpha \leq 1$$] and r is a reserve price profile. The mechanism [image: $$\mathcal {M}(\alpha , r)$$] first filters the bidders with the reserve profile r and then ranks the bidders with the function [image: $$\alpha P(v)+(1-\alpha )Q(\varphi (v))$$] among those who meet the reserve price conditions, if any. Finally, the mechanism allocates the items to the agents greedily according to their rankings. Note that [image: $$\mathcal {M}(1, r)$$] is just the VCG mechanism with reserve profile r, and if [image: $$\varphi _i(r_i)=0$$], then [image: $$\mathcal {M}(0, r)$$] is the optimal auction (denoted by OPT).
4.1.3.1 The K Identical Items Setting
In this section, we consider the setting where the seller has K identical items for sale and each bidder only wants exactly one item (unit-demand). This setting is in fact a special case of the sponsored search setting, with all slots’ CTRs being 1. We show that in this setting, both the welfare and the revenue change monotonically with respect to the parameter [image: $$\alpha $$]. In addition, we also provide a tight lower bound for the revenue of our mechanisms.
Theorem 4.1
Let [image: $$P(\cdot )$$] and [image: $$Q(\cdot )$$] be two increasing functions. Suppose that the seller has K identical items for sale and the bidders have unit-demand. Assume that the distribution [image: $$F_i$$] that each bidder’s valuation is drawn from satisfies the regularity condition. Then [image: $$\textsc {Rev}(\mathcal {M}(\alpha ,r))$$] is monotone decreasing in [image: $$\alpha $$], while [image: $$\textsc {Wel}(\mathcal {M}(\alpha ,r))$$] is monotone increasing in [image: $$\alpha $$].

Proof
For any [image: $$0\leq \alpha _1&lt;\alpha _2\leq 1$$], let [image: $$W_1$$] and [image: $$W_2$$] be the set of winners (those with [image: $$x_i=1$$]) of [image: $$\mathcal {M}(\alpha _1,r)$$] and [image: $$\mathcal {M}(\alpha _2,r)$$], respectively. If the number of bidders who meet the reserve conditions is smaller than or equal to K, then we have [image: $$W_1=W_2$$], which contains exactly those who meet the reserve conditions. When the number of bidders who meet the reserve conditions is greater than K, we only need to consider the case where [image: $$W_1\ne W_2$$]. In this case, both [image: $$W_1$$] and [image: $$W_2$$] have K winners. It follows that [image: $$|W_1\setminus W_2|=|W_2\setminus W_1|$$].
Since [image: $$|W_1\setminus W_2|=|W_2\setminus W_1|$$], there exist bijections between the two sets. Let [image: $$\mu $$] be any such bijection. For any [image: $$i\in W_1\setminus W_2$$], let [image: $$j=\mu (i)\in W_2\setminus W_1$$]. Since [image: $$\mathcal {M}(\alpha _1,r)$$] ranks the bidders by [image: $$\alpha _1 P(v)+(1-\alpha _1)Q(\varphi (v))$$] and bidder [image: $$j\notin W_1$$], we have that bidder i has a higher ranking score than bidder j in mechanism [image: $$\mathcal {M}(\alpha _1,r)$$]: [image: $$\displaystyle \begin{aligned} \alpha_1 P(v_i)+(1-\alpha_1)Q(\varphi_i(v_i))\geq \alpha_1 P(v_j)+(1-\alpha_1)Q(\varphi_j(v_j)). {} \end{aligned} $$]

 (4.1)


 Similarly, mechanism [image: $$\mathcal {M}(\alpha _2,r)$$] ranks the bidders by [image: $$\alpha _2 P(v)+(1-\alpha _2)Q(\varphi (v))$$], and [image: $$i\notin W_2$$]. It follows that [image: $$\displaystyle \begin{aligned} \alpha_2 P(v_j)+(1-\alpha_2)Q(\varphi_j(v_j))\geq \alpha_2 P(v_i)+(1-\alpha_2)Q(\varphi_i(v_i)). {} \end{aligned} $$]

 (4.2)


 Multiplying inequality (4.1) by [image: $$\alpha _2$$], inequality (4.2) by [image: $$\alpha _1$$], and then adding them together yield [image: $$\displaystyle \begin{aligned} &amp;\alpha_1\alpha_2 P(v_i)+(1-\alpha_1)\alpha_2 Q(\varphi_i(v_i))+\alpha_1\alpha_2 P(v_j)+\alpha_1(1-\alpha_2)Q(\varphi_j(v_j))\\ \geq &amp;\alpha_1\alpha_2 P(v_j)+(1-\alpha_1)\alpha_2 Q(\varphi_j(v_j))+\alpha_1\alpha_2 P(v_i)+\alpha_1(1-\alpha_2)Q(\varphi_i(v_i)). \end{aligned} $$]



 With a little rearrangement, we get [image: $$\displaystyle \begin{gathered} (\alpha_2-\alpha_1)Q(\varphi_i(v_i))\geq (\alpha_2-\alpha_1)Q(\varphi_j(v_j)). \end{gathered} $$]



 Therefore, [image: $$Q(\varphi _i(v_i))\geq Q(\varphi _j(v_j))$$] since [image: $$\alpha _2-\alpha _1&gt;0$$]. It follows that [image: $$\varphi _i(v_i)\geq \varphi _j(v_j)$$] for [image: $$Q(\cdot )$$] is an increasing function. Note that the above inequality holds for any [image: $$i\in W_1\setminus W_2$$]. Summing over all such i, we have [image: $$\displaystyle \begin{aligned} \sum_{i\in W_1\setminus W_2}\varphi_i(v_i)\geq \sum_{i\in W_1\setminus W_2}\varphi_{\mu(i)}(v_{\mu(i)})=\sum_{i\in W_2\setminus W_1}\varphi_i(v_i). \end{aligned} $$]



 Thus [image: $$\displaystyle \begin{aligned} \sum_{i\in W_1}\varphi_i(v_i)=&amp;\sum_{i\in W_1\cap W_2}\varphi_i(v_i)+\sum_{i\in W_1\setminus W_2}\varphi_i(v_i) \\ \geq&amp;\sum_{i\in W_1\cap W_2}\varphi_i(v_i)+\sum_{i\in W_2\setminus W_1}\varphi_i(v_i) \\ =&amp;\sum_{i\in W_2}\varphi_i(v_i). \end{aligned} $$]



 Taking expectation over v yields [image: $$\displaystyle \begin{aligned} \mathbb{E}_{v\sim F(v)}\left[\sum_{i\in W_1}\varphi_i(v_i)\right]\geq \mathbb{E}_{v\sim F(v)}\left[\sum_{i\in W_2}\varphi_i(v_i)\right], \end{aligned} $$]



 which is equivalent to [image: $$\textsc {Rev}(\mathcal {M}(\alpha _1,r))\geq \textsc {Rev}(\mathcal {M}(\alpha _2,r))$$] by Myerson’s lemma (Lemma 1.​1).
Similarly, we can multiply inequality (4.1) by [image: $$1-\alpha _2$$] and inequality (4.2) by [image: $$1-\alpha _1$$]. Adding those together yields [image: $$\displaystyle \begin{gathered} (\alpha_1-\alpha_2)P(v_i)\geq (\alpha_1-\alpha_2)P(v_j). \end{gathered} $$]



 Thus [image: $$P(v_i)\leq P(v_j)$$] since [image: $$\alpha _2-\alpha _1&gt;0$$], which implies [image: $$v_i\le v_j$$]. Similarly, [image: $$\displaystyle \begin{aligned} \sum_{i\in W_1}v_i \leq \sum_{i\in W_2}v_i. \end{aligned} $$]



 Taking expectation over v, we have [image: $$\displaystyle \begin{gathered} \textsc{Wel}(\mathcal{M}(\alpha_1,r))\le \textsc{Wel}(\mathcal{M}(\alpha_2,r)), \end{gathered} $$]



 which completes the proof. □

Next, we show that if each distribution [image: $$F_i$$] satisfies the monotone hazard rate (MHR) condition, with appropriate choices of the functions [image: $$P(\cdot )$$] and [image: $$Q(\cdot )$$], our mechanisms can achieve approximately optimal revenue.
Definition 4.1 (Hazard Rate)
Given a probability distribution [image: $$F(v)$$], the hazard rate with respect to [image: $$F(v)$$] is defined to be [image: $$\displaystyle \begin{gathered} h(v)=\frac{f(v)}{1-F(v)}, \end{gathered} $$]



 where [image: $$f(v)$$] is the density function of the distribution [image: $$F(v)$$].

If the hazard rate [image: $$h(v)$$] is monotone increasing with respect to v, we say that the corresponding distribution [image: $$F(v)$$] satisfies the monotone hazard rate condition.
Note that the regularity condition will be automatically satisfied if the hazard rate function is monotone increasing. We first prove a lemma that will be useful later.
Lemma 4.1
Assume v is distributed according to [image: $$F(v)$$]. Let [image: $$\varphi (v)$$] and [image: $$h(v)$$] be the corresponding virtual valuation function and hazard rate function, respectively. Let [image: $$P(\cdot )$$] and [image: $$Q(\cdot )$$] be two functions that are increasing, concave, and differentiable. Assume there exists a constant [image: $$c&gt;0$$], such that the derivatives of [image: $$P(\cdot )$$] and [image: $$Q(\cdot )$$] satisfy [image: $$\forall v, Q^{\prime }(v)\geq cP^{\prime }(v)&gt;0$$]. Then for all [image: $$v&gt;0$$] and all [image: $$0\leq \alpha \leq 1$$], [image: $$\displaystyle \begin{gathered} \alpha P(v)+(1-\alpha)Q(\varphi(v))\leq R\left(v-\frac{\theta}{h(v)}\right), \end{gathered} $$]




where [image: $$R(v) = \alpha P(v) + (1-\alpha ) Q(v)$$] and [image: $$\theta =\frac {(1-\alpha ) c}{\alpha +(1-\alpha ) c}$$].

Proof
Let [image: $$z=v-\frac {\theta }{h(v)}$$]. Then [image: $$\displaystyle \begin{gathered} v=z+\frac{\theta}{h(v)} \quad  \text{and} \quad  \varphi(v)=v-\frac{1-F(v)}{f(v)}=v-\frac{1}{h(v)}=z-\frac{1-\theta}{h(v)}. \end{gathered} $$]



 Since [image: $$P(\cdot )$$] and [image: $$Q(\cdot )$$] are concave functions, we have [image: $$\displaystyle \begin{gathered} P(v)\leq P(z)+\frac{\theta}{h(v)}P^{\prime}(z) \quad  \text{and} \quad  Q(\varphi(v))\leq Q(z)-\frac{1-\theta}{h(v)}Q^{\prime}(z). \end{gathered} $$]



 Thus [image: $$\displaystyle \begin{aligned} \alpha P(v)+(1-\alpha)Q(\varphi(v)) \leq &amp;\alpha P(z)+(1-\alpha)Q(z)+ \\ &amp;\frac{\alpha \theta}{h(v)}P^{\prime}(z)-\frac{(1-\theta)(1-\alpha)}{h(v)}Q^{\prime}(z). \end{aligned} $$]



 Since [image: $$Q^{\prime }(z)\geq cP^{\prime }(z)$$] and [image: $$0\leq \alpha \leq 1$$], [image: $$0\leq \theta \leq 1$$], [image: $$h(x)=\frac {f(x)}{1-F(x)}&gt;0$$], we have [image: $$\displaystyle \begin{aligned} \frac{\alpha \theta}{h(v)}P^{\prime}(z)-\frac{(1-\theta)(1-\alpha)}{h(v)}Q^{\prime}(z) \leq &amp;\frac{\alpha \theta}{h(v)}P^{\prime}(z)-\frac{(1-\theta)(1-\alpha)}{h(v)}cP^{\prime}(z) \\ =&amp;\frac{P^{\prime}(z)}{h(v)}\left(\alpha\theta-(1-\theta)(1-\alpha)c\right) \\ =&amp;0. \end{aligned} $$]



 The last equality holds because [image: $$\theta =\frac {(1-\alpha ) c}{\alpha +(1-\alpha ) c}$$]. Therefore [image: $$\displaystyle \begin{aligned} \alpha P(v)+(1-\alpha)Q(\varphi(v))\leq \alpha P(z)+(1-\alpha)Q(z) =R(z), \end{aligned} $$]



 which completes the proof. □

Next, we show that under certain technical conditions, our mechanism can achieve near-optimal revenue guarantees with appropriate choices of [image: $$P(\cdot )$$] and [image: $$Q(\cdot )$$].
Theorem 4.2
Suppose the distribution [image: $$F_i$$] satisfies the monotone hazard rate condition, for all i. Let [image: $$P(\cdot )$$] and [image: $$Q(\cdot )$$] be two functions that are increasing, concave, and differentiable. Assume there exists a constant [image: $$c&gt;0$$], such that [image: $$\forall v, Q^{\prime }(v)\geq cP^{\prime }(v)&gt;0$$]. Let [image: $$r^*$$] be the Myerson reserve price profile for the bidders, i.e., [image: $$\varphi _i(r_i^*)=0$$]. If either one of the following two conditions is satisfied: 	1.
There are K identical items for sale, and the bidders have unit-demand.

 

	2.
[image: $$P(t)=at$$] and [image: $$Q(t)=bt$$], where [image: $$a,b$$] are positive constants.

 




Then [image: $$\textsc {Rev}(\mathcal {M}(\alpha ,r^*))$$] is a [image: $$(2-\theta )$$]-approximation of the optimal mechanism, where [image: $$\theta =\frac {(1-\alpha )c}{\alpha +(1-\alpha )c}$$].

Remark 4.1
These approximation ratios are highly desirable. First, since [image: $$\theta \ge 0$$], all of the approximation ratios are less than 2 (except when [image: $$\theta = 0$$]), which guarantees the near-optimality of our mechanism. Second, the approximation ratio depends on [image: $$\alpha $$], which provides more flexibility for practical use. Note that the 2-approximation result by Hartline and Roughgarden [21] is immediate by our result, by setting [image: $$P(t)=Q(t)=t$$] and [image: $$\alpha =1$$].

Proof
Since [image: $$\varphi _i(r_i^*)=0$$], we have [image: $$r_i^*=\frac {1}{h(r_i^*)}$$]. The MHR condition implies [image: $$\displaystyle \begin{gathered} \frac{1}{h(r_i^*)}\geq \frac{1}{h(v_i)}, \forall v_i&gt;r_i^*. \end{gathered} $$]



 Thus [image: $$\forall v_i&gt;r_i^*$$], we have [image: $$\displaystyle \begin{gathered} \varphi_i(v_i)+(1-\theta)r_i^*=\varphi_i(v_i)+\frac{1-\theta}{h(r_i^*)}\geq \varphi_i(v_i)+\frac{1-\theta}{h(v_i)}=v_i-\frac{\theta}{h(v_i)}. \end{gathered} $$]




It is straightforward that [image: $$R(\cdot )$$] is an increasing function. Thus [image: $$R^{-1}(\cdot )$$] exists and is also increasing. So [image: $$\displaystyle \begin{aligned} \varphi_i(v_i)+(1-\theta)r_i^*&amp;\geq v_i-\frac{\theta}{h(v_i)}\\ &amp;=R^{-1}\left(R\left(v_i-\frac{\theta}{h(v_i)}\right)\right) \\ &amp;\geq R^{-1}\left(\alpha P(v_i)+(1-\alpha)Q(\varphi_i(v_i))\right). {} \end{aligned} $$]

 (4.3)


 The last inequality holds because of Lemma 4.1. Under condition 1, we always allocate the items to the bidders with the highest ranking scores among those who meet the reserve price condition. Let W and [image: $$W_{OPT}$$] be the set of winners of our mechanism and the optimal mechanism. Then using similar arguments as in the proof of Theorem 4.1, we have that [image: $$|W|=|W_{OPT}|$$] and that for any [image: $$i\in W\setminus W_{OPT}$$] and any [image: $$j\in W_{OPT}\setminus W$$]: [image: $$\displaystyle \begin{aligned} \alpha P(v_i)+(1-\alpha)Q(\varphi_i(v_i)) \geq \alpha P(v_j)+(1-\alpha)Q(\varphi_j(v_j)), \end{aligned} $$]



 which implies [image: $$\displaystyle \begin{aligned} R^{-1}(\alpha P(v_i)+(1-\alpha)Q(\varphi_i(v_i))) \geq R^{-1}(\alpha P(v_j)+(1-\alpha)Q(\varphi_j(v_j))), \end{aligned} $$]



 since [image: $$R^{-1}(\cdot )$$] is increasing.
Under condition 2, we have [image: $$\displaystyle \begin{gathered} R(x)=\alpha ax+(1-\alpha)bx \quad  \text{and} \quad  R^{-1}(x)=\frac{x}{\alpha a+(1-\alpha)b}. \end{gathered} $$]



 Our mechanism ranks the bidders by [image: $$\alpha av+(1-\alpha )b\varphi (v)$$]. Thus [image: $$\displaystyle \begin{aligned} \sum_{i=1}^{N}\left(\alpha av_i+(1-\alpha)b\varphi_i(v_i)\right)x_i(v)\geq \sum_{i=1}^{N}\left(\alpha av_i+(1-\alpha)b\varphi_i(v_i)\right)x^*_i(v), \end{aligned} $$]



 where [image: $$x(v)$$] and [image: $$x^*(v)$$] are the allocation function of our mechanism and the optimal mechanism, respectively. Equivalently, [image: $$\displaystyle \begin{aligned} &amp;\sum_{i=1}^{N}\frac{1}{\alpha a+(1-\alpha)b}\left(\alpha av_i+(1-\alpha)b\varphi_i(v_i)\right)x_i(v) \\ \geq &amp;\sum_{i=1}^{N}\frac{1}{\alpha a+(1-\alpha)b}\left(\alpha av_i+(1-\alpha)b\varphi_i(v_i)\right)x^*_i(v). \end{aligned} $$]




Therefore, under both cases, we have [image: $$\displaystyle \begin{aligned} &amp;\sum_{i=1}^{N}R^{-1}\left(\alpha P(v_i)+(1-\alpha)Q(\varphi_i(v_i))\right)x_i(v) \\ \geq&amp;\sum_{i=1}^{N}R^{-1}\left(\alpha P(v_i)+(1-\alpha)Q(\varphi_i(v_i))\right)x_i^*(v). {} \end{aligned} $$]

 (4.4)



According to Myerson’s lemma, the revenue of our mechanism can be written as the weighted expectation of the virtual valuations: [image: $$\displaystyle \begin{aligned} \textsc{Rev}(\mathcal{M}(\alpha, r^*))=\mathbb{E}_{v\sim F(v)}\left[\sum_{i=1}^{N}\varphi_i(v_i)x_i(v)\right]. {} \end{aligned} $$]

 (4.5)


 The revenue can also be bounded below by [image: $$r^*$$] since the reserve profile is [image: $$r^*$$]. [image: $$\displaystyle \begin{aligned} \textsc{Rev}(\mathcal{M}(\alpha, r^*))\geq \mathbb{E}_{v\sim F(v)}\left[\sum_{i=1}^{N}r_i^*x_i(v)\right]. {} \end{aligned} $$]

 (4.6)


 Therefore, [image: $$\displaystyle \begin{aligned} &amp;(2-\theta)\textsc{Rev}(\mathcal{M}(\alpha, r^*)) \\ =&amp;\mathbb{E}_{v\sim F(v)}\left[\sum_{i=1}^{N}(\varphi_i(v_i)+(1-\theta)\varphi_i(v_i))x_i(v)\right] \\ \geq &amp;\mathbb{E}_{v\sim F(v)}\left[\sum_{i=1}^{N}(\varphi_i(v_i)+(1-\theta)r_i^*)x_i(v)\right] \\ \geq &amp; \mathbb{E}_{v\sim F(v)}\left[\sum_{i=1}^{N}R^{-1}\left(\alpha P(v_i)+(1-\alpha)Q(\varphi_i(v_i))\right)x_i(v)\right] \\ \geq &amp; \mathbb{E}_{v\sim F(v)}\left[\sum_{i=1}^{N}R^{-1}\left(\alpha P(v_i)+(1-\alpha)Q(\varphi_i(v_i))\right)x_i^*(v)\right] \\ \geq &amp; \mathbb{E}_{v\sim F(v)}\left[\sum_{i=1}^{N}R^{-1}\left(\alpha P(\varphi_i(v_i))+(1-\alpha)Q(\varphi_i(v_i))\right)x_i^*(v)\right] \\ =&amp;\mathbb{E}_{v\sim F(v)}\left[\sum_{i=1}^{N}\varphi_i(v_i)x_i^*(v)\right] \\ =&amp;\textsc{Rev}(OPT). \end{aligned} $$]



 The first inequality combines equations (4.5) and (4.6). The second inequality comes from inequality (4.3). The third inequality holds because of inequality (4.4). The fourth inequality comes from the definition of [image: $$\varphi (v)$$] and the monotonicity of the functions [image: $$P(\cdot )$$] and [image: $$R^{-1}(\cdot )$$]. And the last equation is a direct application of Myerson’s lemma. □

The first condition can actually be extended to the sponsored search environment (see Sect. 4.1.3.2).
Under the second condition, if the set of feasible allocations [image: $$\mathcal {X}$$] is downward-closed, our bound for the revenue is actually tight. Consider the following example.
Example 4.1
Let [image: $$P(t)=Q(t)=t$$] and [image: $$c=1$$]. Suppose there are K items for sale and two groups of bidders EXP and UNI, each containing K bidders, and the bidders inside each group have i.i.d. value distributions. Bidders of EXP have an exponential distribution with [image: $$F_{EXP}(v)=1-e^{-v}$$], while bidders of UNI have values that are distributed uniformly in the interval [image: $$[\frac {1+\alpha -\varepsilon }{e}-\delta ,\frac {1+\alpha -\varepsilon }{e}+\delta ]$$], where [image: $$\delta , \varepsilon $$] are sufficiently small positive numbers. The feasible allocations are those that contain only bidders from the same group. In this case, [image: $$\theta =1-\alpha $$], and our theorem gives an approximation ratio of [image: $$1+\alpha $$].
The Myerson reserve prices for bidders in the EXP group and the UNI group are 1 and [image: $$\frac {1+\alpha -\varepsilon }{e}-\delta $$], respectively. For bidders in EXP, the virtual value is [image: $$\varphi _{EXP}(v)=v-1$$], while the bidders in UNI have virtual value [image: $$\varphi _{UNI}(v)=v-2\delta (1-F_{UNI}(v))$$], which is highly concentrated at a small neighborhood of [image: $$\frac {1+\alpha -\varepsilon }{e}$$]. Our mechanism uses a ranking score of [image: $$v-1+\alpha $$] and [image: $$v-(1-\alpha )2\delta (1-F_{UNI}(v))$$] for the bidders in EXP and UNI. Again, the ranking score of bidders in UNI is highly concentrated around [image: $$\frac {1+\alpha -\varepsilon }{e}$$]. When K is sufficiently large, the number of bidders in EXP that exceeds the reserve price is about [image: $$\frac {K}{e}$$], and the average value of these bidders is about 2. Thus, both the revenue and the total ranking score of allocating to the group UNI are about [image: $$\frac {(1+\alpha -\varepsilon )K}{e}$$], while allocating to the group EXP extracts a revenue of only [image: $$\frac {K}{e}$$] but a total ranking score of [image: $$\frac {(1+\alpha )K}{e}$$]. Thus our mechanism allocates the items to EXP, but the optimal mechanism allocates to UNI. The revenue ratio is [image: $$1+\alpha -\varepsilon $$], which can be arbitrarily close to [image: $$1+\alpha $$].

Note that, in Theorem 4.2, [image: $$\theta $$] always lies in [image: $$[0,1]$$] and changes continuously with respect to [image: $$\alpha $$]. Thus we can achieve any desired approximation ratio in [image: $$[1,2]$$] by simply tuning the [image: $$\alpha $$], even if the functions [image: $$P(\cdot )$$] and [image: $$Q(\cdot )$$] (and thus the constant c) are fixed, which leads to the following immediate corollary:
Corollary 4.1
Suppose the distribution [image: $$F_i$$] satisfies the monotone hazard rate condition for each i. Let [image: $$P(\cdot )$$] and [image: $$Q(\cdot )$$] be two functions that are increasing, concave, and differentiable. Assume that there exists a constant [image: $$c&gt;0$$], such that [image: $$\forall v, Q^{\prime }(v)\geq cP^{\prime }(v)&gt;0$$]. Let [image: $$r^*$$] be the Myerson reserve price profile for the bidders, i.e., [image: $$\varphi _i(r_i^*)=0$$]. If either one of the following two conditions is satisfied: 	1.
There are K identical items for sale, and the bidders have unit-demand.

 

	2.
[image: $$P(t)=at$$] and [image: $$Q(t)=bt$$], where [image: $$a,b$$] are positive constants.

 




Then for any [image: $$\theta \in [0,1]$$], there exists [image: $$\alpha \in [0,1]$$], such that the revenue of the mechanism [image: $$\mathcal {M}(\alpha ,r^*)$$] is a [image: $$(2-\theta )$$]-approximation of that of the optimal mechanism.


4.1.3.2 The Sponsored Search Setting
Now we generalize our results to the sponsored search setting. In the standard sponsored search setting, a search engine typically has several slots available for advertisements. These slots have different CTRs and are sold to interested advertisers via auctions. Each keyword corresponds to an auction. When a user enters a keyword query, the search engine collects bids from the bidders that are interested in this keyword and allocates the slots to the winning bidders. If the user clicks on an advertisement, the corresponding advertiser pays according to some payment rules.
Assume that there are K available slots and the j-th slot has a CTR [image: $$s_j$$] satisfying [image: $$s_1\geq s_2\geq \cdots \geq s_K\geq 0$$]. There are N bidders, and our mechanism computes for each bidder i a ranking score [image: $$R_i(v_i)=\alpha P(v_i)+(1-\alpha )Q(\varphi _i(v_i))$$] and then allocates the j-th slot to the bidder with the j-th highest score. We show that both the welfare and the revenue of our mechanism are monotone with respect to [image: $$\alpha $$].
Even though the K identical items setting and the sponsored search setting both belong to the “single-parameter” setting, the analysis from the previous subsection cannot be directly applied here since in this setting, different slots have different CTRs, i.e., slots are not identical. We overcome this technical difficulty by decomposing the sponsored search auctions into K sub-auctions with the j-th sub-auction selling j identical slots. Then our results in previous sections still hold for each sub-auction. We aggregate the results for the sub-auctions together to show that they can be extended to this setting.
Theorem 4.3
Let [image: $$P(\cdot )$$] and [image: $$Q(\cdot )$$] be two increasing functions. Suppose there are K slots with CTRs [image: $$s_1\geq s_2\geq \cdots \geq s_K\geq 0$$], and the distribution [image: $$F_i$$] that each bidder’s valuation is drawn from satisfies the regularity condition. Then [image: $$\textsc {Rev}(\mathcal {M}(\alpha ,r))$$] is monotone decreasing in [image: $$\alpha $$], while [image: $$\textsc {Wel}(\mathcal {M}(\alpha ,r))$$] is monotone increasing in [image: $$\alpha $$].

Proof
Let [image: $$s_{K+1}=0$$] and [image: $$x^{(\alpha )}$$] be the allocation rule of the mechanism [image: $$\mathcal {M}(\alpha ,r)$$]. Note that only pointing out whether a bidder is a winner is not enough in this setting, since the slots have different CTRs. So we let [image: $$x^{(\alpha )}_i\in \{s_i|1\le i \le K+1 \}$$] to specify the slot that is allocated to bidder i. If bidder i loses in the auction, we say that i wins the [image: $$(K+1)$$]-th slot and [image: $$x^{(\alpha )}_i=s_{K+1}=0$$]. Thus the welfare and revenue can be written as [image: $$\displaystyle \begin{gathered} \textsc{Wel}(\mathcal{M}(\alpha,r))=\mathbb{E}_{v\sim F(v)}\left[\sum_{i=1}^{N}x_i^{(\alpha)}v_i\right], \\ \textsc{Rev}(\mathcal{M}(\alpha,r))=\mathbb{E}_{v\sim F(v)}\left[\sum_{i=1}^{N}x_i^{(\alpha)}\varphi_i(v_i)\right]. \end{gathered} $$]




Let [image: $$d_j=s_j-s_{j+1}\ge 0, \forall 1 \le j&lt;K$$]. We decompose the auction into K sub-auctions with the j-th ([image: $$1\le j \le K$$]) auction selling the first j slots to N bidders. In the j-th sub-auction, all the j slots for sale have the same CTR of [image: $$d_j$$]. Thus the j-th sub-auction actually sells j identical items. We apply our mechanism [image: $$\mathcal {M}(\alpha ,r)$$] to these K sub-auctions, i.e., in the j-th sub-auction, we compute the ranking score for each bidder and allocate the slots to the highest j bidders. Denote the j-th sub-auction by [image: $$\mathcal {A}^{(j)}(\alpha , r)$$], and let [image: $$x_i^{(j,\alpha )}\in \{0,1\}$$] be its allocation rule. Clearly, for any [image: $$j&gt;l$$], winners of [image: $$\mathcal {A}^{(l)}(\alpha , r)$$] are also winners of [image: $$\mathcal {A}^{(j)}(\alpha , r)$$]. And if a bidder i wins the l-th ([image: $$1\le l\le K$$]) slot in the original auction, then i is also among the winners of sub-auctions [image: $$j\ge l$$]. Thus we have that for all i, [image: $$\displaystyle \begin{aligned} \sum_{j=1}^{K}d_jx_i^{(j,\alpha)}=\sum_{j=1}^{l-1}d_j\cdot 0+\sum_{j=l}^{K}d_j\cdot 1 =\sum_{j=l}^{K}s_j-s_{j+1} =s_l=x_i^{(\alpha)}. {} \end{aligned} $$]

 (4.7)



Now consider each sub-auction [image: $$\mathcal {A}^{(j)}(\alpha , r)$$]. For any [image: $$0\leq \alpha _1&lt;\alpha _2\leq 1$$], according to Theorem 4.1, [image: $$\displaystyle \begin{gathered} \sum_{i=1}^{N}x_i^{(j,\alpha_1)}\varphi_i(v_i)\geq \sum_{i=1}^{N}x_i^{(j,\alpha_2)}\varphi_i(v_i), \\ \sum_{i=1}^{N}x_i^{(j,\alpha_1)}v_i\leq \sum_{i=1}^{N}x_i^{(j,\alpha_2)}v_i. \end{gathered} $$]




Multiply the above inequalities by [image: $$d_j$$] and sum over j, and we obtain [image: $$\displaystyle \begin{gathered} \sum_{j=1}^{K}d_j\left(\sum_{i=1}^{N}x_i^{(j,\alpha_1)}\varphi_i(v_i)\right)\geq \sum_{j=1}^{K}d_j\left(\sum_{i=1}^{N}x_i^{(j,\alpha_2)}\varphi_i(v_i)\right),\\ \sum_{j=1}^{K}d_j\left(\sum_{i=1}^{N}x_i^{(j,\alpha_1)}v_i\right)\leq \sum_{j=1}^{K}d_j\left(\sum_{i=1}^{N}x_i^{(j,\alpha_2)}v_i\right). \end{gathered} $$]



 Switching the order of summation and applying equation (4.7) gives [image: $$\displaystyle \begin{gathered} \sum_{i=1}^{N}\varphi_i(v_i)x_i^{(\alpha_1)}\geq \sum_{i=1}^{N}\varphi_i(v_i)x_i^{(\alpha_2)},\\ \sum_{i=1}^{N}v_ix_i^{(\alpha_1)}\leq \sum_{i=1}^{N}v_ix_i^{(\alpha_2)}. \end{gathered} $$]



 Taking expectation yields [image: $$\displaystyle \begin{gathered} \textsc{Rev}(\mathcal{M}(\alpha_1,r))\ge \textsc{Rev}(\mathcal{M}(\alpha_2,r)),\\ \textsc{Wel}(\mathcal{M}(\alpha_1,r))\le \textsc{Wel}(\mathcal{M}(\alpha_2,r)), \end{gathered} $$]



 completing the proof since the above inequalities hold for all [image: $$0\le \alpha _1&lt;\alpha _2\le 1$$]. □

The following result generalizes Theorem 4.2.
Theorem 4.4
Let [image: $$P(\cdot )$$] and [image: $$Q(\cdot )$$] be two functions that are increasing, concave, and differentiable, and there exists a constant [image: $$c&gt;0$$] such that [image: $$Q^{\prime }(t)\geq cP^{\prime }(t)&gt;0,\forall t$$]. Suppose there are K slots with CTRs [image: $$s_1\geq s_2\geq \cdots \geq s_K\geq 0$$], and the distribution [image: $$F_i$$] satisfies the monotone hazard rate condition for all i. Let [image: $$r^*$$] be the Myerson reserve price profile for the bidders. Then [image: $$\textsc {Rev}(\mathcal {M}(\alpha ,r^*))$$] is a [image: $$(2-\theta )$$]-approximation of the optimal mechanism, where [image: $$\theta =\frac {(1-\alpha )c}{\alpha +(1-\alpha )c}$$].

Proof
We also decompose the original auction into K sub-auctions and follow the notations defined in the proof of Theorem 4.3. Let [image: $$x^{(OPT)}$$] be the allocation function of the original auction and [image: $$x^{(j,OPT)}\in \{0,1\} (1\le j\le K)$$] be the allocation function of the corresponding j-th sub-auction. It is clear that for each bidder i, [image: $$\displaystyle \begin{gathered} x_i^{(OPT)}=\sum_{j=1}^{K}d_jx_i^{(j,OPT)}. \end{gathered} $$]



 And from Theorem 4.2, we have that for each sub-auction j [image: $$\displaystyle \begin{aligned} (2-\theta)\sum_{i=1}^{N}\varphi_i(v_i)x_i^{(j,\alpha)}\geq \sum_{i=1}^{N}\varphi_i(v_i)x_i^{(j,OPT)}. \end{aligned} $$]



 Multiply the above inequality by [image: $$d_j$$] and sum over all sub-auctions j, and we have [image: $$\displaystyle \begin{aligned} (2-\theta)\sum_{j=1}^{K}d_j\left(\sum_{i=1}^{N}\varphi_i(v_i)x_i^{(j,\alpha)}\right)\geq \sum_{j=1}^{K}d_j\left(\sum_{i=1}^{N}\varphi_i(v_i)x_i^{(j,OPT)}\right). \end{aligned} $$]



 Applying the fact [image: $$x_i^{(\alpha )}=\sum _{j=1}^{K}d_jx_i^{(j,\alpha )}$$] gives [image: $$\displaystyle \begin{aligned} (2-\theta)\sum_{i=1}^{N}\varphi_i(v_i)x_i^{(\alpha)}\geq \sum_{i=1}^{N}\varphi_i(v_i)x_i^{(OPT)}. \end{aligned} $$]



 Taking expectation over v yields [image: $$\displaystyle \begin{gathered} (2-\theta)\textsc{Rev}(\mathcal{M}(\alpha, r^*))\geq \textsc{Rev}(OPT) \end{gathered} $$]



 completing the proof. □



4.1.4 Experiments
In Theorem 4.1, we show that in the “K identical items” setting, both the welfare and revenue of our mechanism are monotone with respect to the parameter [image: $$\alpha $$].
To verify our results, we first consider a relatively simple case. We assume that there are three identical items for sale and ten interested bidders. The value of bidder i is uniformly distributed in the interval [image: $$[0, u_i]$$], where [image: $$u_i$$] is again uniformly distributed in the interval [image: $$[1, 2]$$]. No reserve prices are set for all bidders. We set the functions [image: $$P(t)=Q(t)=t$$] and [image: $$c=1$$], so the only parameter in the simulation is [image: $$\alpha $$]. The numbers in the figures are normalized since the absolute value is not important.
Figure 4.1a shows that the welfare changes almost linearly with respect to [image: $$\alpha $$] within a large range of values. The revenue, however, changes slowly when [image: $$\alpha $$] is small and rapidly when [image: $$\alpha $$] is large. Therefore we can set an appropriate [image: $$\alpha $$] value to achieve a great welfare gain but only suffer from a slight revenue loss.[image: ]
Fig. 4.1Revenue versus efficiency


We also evaluate our mechanisms in the sponsored search setting. We use real data from one of the major search engines in Chinese. We first select a keyword with over 600 bidders. There are three slots for sale, with the first slots having a CTR of about 0.1. We extract two weeks’ data for the keyword. Each bidder’s valuations for the keyword is fitted to a lognormal distribution2, and assume that these bidders have independent distributions. Then we run the auction 1000 times. Inside each auction, we draw a sample bid for each bidder according to their respective distributions and allocate the three slots based on our ranking algorithm. We use the average welfare and revenue of the 1000 auctions as the per-impression welfare and revenue. We still choose [image: $$P(t)=Q(t)=t$$] and [image: $$c=1$$] for this simulation but use the monopoly reserve price for each bidder. Figure 4.1b shows similar trends as in the simple case.
Next, we evaluate our mechanism on the most profitable 100 keywords. Each keyword has nearly 500 interested bidders on average and the most popular has over 1500 bidders. We adopt the same simulation method as described above for each keyword. After computing the per-impression welfare and revenue of these 100 keywords, we multiply them by their respective occurrence frequency and then add them together to compute the total welfare and revenue.
Figure 4.1c shows that the welfare is sensitive with respect to [image: $$\alpha $$] (changes quickly) when [image: $$\alpha $$] is small, which may cause some inconvenience for parameter tuning if the objective is to guarantee a certain amount of welfare. However, this problem could be solved by simply changing the function [image: $$Q(t)=t$$] to [image: $$Q(t)=\frac {0.5}{1.2}t^{1.2}+\frac {0.5}{0.8}t^{0.8}$$]. It is clear that we still have [image: $$Q^{\prime }(t)\ge 1, \forall t&gt;0$$]. This ranking algorithm causes the welfare to change almost linearly (shown in Fig. 4.1d), making it easier to tune the parameter [image: $$\alpha $$].


4.2 Balancing Objectives Through Machine Learning3
In this section, we study how to make use of machine learning algorithms to trade off between different objectives. The problem of market clearing is to set a price for an item such that quantity demanded equals quantity supplied. We cast the problem of predicting clearing prices into a learning framework and use the resulting models to perform revenue optimization in auctions and markets with contextual information. The economic intuition behind market clearing allows us to obtain fine-grained control over the aggressiveness of the resulting pricing policy, grounded in theory. To evaluate our approach, we fit a model of clearing prices over a massive dataset of bids in display ad auctions from a major ad exchange. The learned prices outperform other modeling techniques in the literature in terms of revenue and efficiency trade-offs. Because of the convex nature of the clearing loss function, the convergence rate of our method is as fast as linear regression.
4.2.1 Background
A key difficulty in designing machine learning systems for revenue optimization in auctions and markets is the discontinuous nature of the problem. Consider the basic problem of setting a reserve price in a single-item auction (e.g., for online advertising): Revenue steadily increases with the price up to the point where all buyers drop out, at which point it suddenly drops to zero. The discontinuity may average away over a large market, but one is typically left with a highly non-convex objective function, which is difficult to optimize.
We are interested in obtaining pricing policies for revenue optimization in a data-rich (i.e., contextual) environment, where each product is associated with a set of features. For example, in online display advertising, a product is an ad impression (an ad placement viewed by the user) which is annotated with features like geo-information, device type, cookies, etc. There are two main approaches to reserve pricing in this domain: One is to divide the feature space into well-defined clusters and apply a traditional (non-contextual) revenue optimization algorithm in each cluster [17, 32, 35, 39]. This is effectively a semi-parametric approach with the drawback that an overly fine clustering leads to data sparsity and the inability to learn across clusters. An overly coarse clustering, on the other hand, does not fully take advantage of the rich features available.
To overcome these difficulties, a natural alternative is to fit a parametric pricing policy by optimizing a loss function. The first instinct is to use revenue itself as a loss function, but this loss is notoriously difficult to optimize because it is discontinuous and non-convex and has zero gradient over much of its domain—so one must look to surrogates. Median and Mohri [27] propose a continuous surrogate loss for revenue whose gradient information is rich enough to optimize for prices. The loss is nevertheless non-convex, so optimizing it relies on techniques from constrained DC programming, which have provable convergence but limited scalability in high-dimensional contexts.
4.2.1.1 Main Contributions
The main innovation in our framework is to address the revenue optimization problem by instead looking to the closely related problem of market clearing: How to set prices so that demand equals supply. The loss function for market clearing exhibits several nice properties from a learning perspective, notably convexity. The market clearing objective dates back to the economic theory of market equilibrium [4] and more recently arises in the literature on iterative auctions [5, 7, 20]. To our knowledge, our work is the first to use it as a loss function in a machine learning context.
The economic insight behind the market clearing loss function allows us to adapt its shape to control how conservative or aggressive the resulting prices are in extracting revenue. To increase price levels, we can artificially increase demand or limit supply, which connects revenue optimization theorems from computational economics [8, 38] to regularization techniques under our loss function.
We begin by casting the problem of market clearing as a learning problem. Given a dataset where each record corresponds to an item characterized by a feature vector, together with buyer bids and seller asks for the item, the goal of the pricing policy is to quote a price that balances supply and demand; with a single seller, this simply means predicting a price in between the highest and second-highest bids, which intuitively improves over the baseline of no reserve pricing.
This offers us a general framework for price optimization in contextual settings, but the objective function of market clearing is still disconnected from revenue optimization. Revenue is the aggregate price paid by buyers, while market clearing is linked to the problem of optimizing efficiency (realized value). Efficiency can be measured as social welfare (the total value of the allocated items) or more coarsely via the match rate (the number of cleared transactions). The platform faces a tension between trying to extract as much revenue as possible from buyers, while also leaving them enough surplus to discourage a move to competing platforms.
To better understand the trade-off between revenue and efficiency, we consider the linear programming duality between allocation and pricing and observe that a natural parameter that trades off revenue for efficiency is the available supply. Artificially limiting supply (or increasing demand) allows one to control the aggressiveness of the resulting clearing prices output by the model. This fundamental idea has been used multiple times more recently in algorithmic game theory to design approximately revenue-optimal auctions [17, 19, 21, 38]. Translating this intuition to our setting, a simple modification of the primal (allocation) linear program has the effect of restricting the supply. In the dual (pricing) linear program, this is equivalent to adding a regularization to the market clearing objective function.
The focus of this work is empirical. As our main application, we use this methodology to optimize reserve prices in display advertising auctions. We demonstrate the efficacy of the market clearing loss for reserve pricing by experimentally comparing it with other strategies on a real-world dataset. Coupled with the experimental evaluation, we establish some theoretical guarantees on match rate and efficiency for the optimal pricing policy under clearing loss. The theory provides guidance on how to set the regularization Parameters, and we investigate how this translates to the desired trade-offs experimentally.

4.2.1.2 Experimental Results
We evaluate our method against a linear regression-based approach on a dataset consisting of over 200M auction records from a major display advertising exchange. The features are represented as 84K-dimensional sparse vectors and contain information such as the website on which the ad will be displayed, device and browser type, and country of origin. As benchmarks we consider the standard linear regression on either the highest or second-highest bid, and models fit using the surrogate revenue loss proposed by Medina and Mohri [27]. We find that our method Pareto-dominates the benchmarks in terms of the trade-off between revenue and match rate or social welfare. For example, for the best revenue obtained from the regression approach, we can obtain a pricing function with at least the same revenue but 5% higher social welfare and 10% higher match rate. We also find that the convergence rate of fitting models under our loss function is as fast as a standard linear regression. In comparison, the surrogate loss of Medina and Mohri [27] has much slower convergence due to its non-convexity.

4.2.1.3 Related Works
There is a large body of literature on learning algorithms for optimizing revenue; however, most of the literature deals with the non-contextual setting. Cole and Roughgarden [13], Morgenstern and Roughgarden [30, 31], and Paes Leme et al. [35] study the batch-learning non-contextual problem. Roughgarden and Wang [39] study the non-contextual problem in both the online and batch-learning settings. Cesa-Bianchi et al. [10] study it as a non-contextual online learning problem. Finally, there has been a lot of recent interest in the contextual online learning version [3, 12, 25], but those ideas are not applicable to the batch-learning setting.
Closest to our work are Medina and Mohri [27] and Medina and Vassilvitskii [28], who also study contextual reserve price optimization in a batch-learning setting. Medina and Mohri [27] prove generalization bounds, define a surrogate loss as a continuous approximation to the revenue loss, and propose an algorithm with provable convergence based on DC programming. The algorithm, however, requires solving a convex program in each iteration. Medina and Vassilvitskii [28] propose a clustering based approach, which involves the following steps: learning a least-square predictor of the bid, clustering the feature space based on the linear predictor, and optimizing the reserve using a non-contextual method in each cluster.


4.2.2 Market Clearing Loss
This section introduces our model, proceeding from the general to the specific. We first explain the duality between allocation and pricing, which motivates the form of the loss function to fit clearing prices and provides useful economic insights into how the input data defines its shape. We next define the formal problem of learning a clearing price function in an environment with several buyers and sellers. We then specialize to a single-item, second-price auction (multiple buyers and single seller).
4.2.2.1 Allocation and Pricing
We consider a market with n buyers and m sellers who aim to trade quantities of an item (e.g., a stock or commodity) among themselves. Each buyer i is defined by a pair [image: $$(b_i, \mu _i)$$], where [image: $$b_i \in \mathbb {R}_+$$] is a bid price and [image: $$\mu _i \in \mathbb {R}_+$$] is a quantity. The interpretation is that the buyer is willing to buy up to [image: $$\mu _i$$] units of the item at a price of at most [image: $$b_i$$] per unit. Similarly, each seller j is defined by a pair [image: $$(c_j, \lambda _j)$$], where [image: $$c_j \in \mathbb {R}_+$$] is an ask price and [image: $$\lambda _j \in \mathbb {R}_+$$] is the quantity of item the seller can supply. The ask price can be viewed as a cost of production or as an outside offer available to the seller, so that the seller will decline to sell item units for any price less than its ask.
The allocation problem associated with the market is to determine quantities of the item supplied by the sellers and consumed by the buyers, so as to maximize the gains from trade—value consumed minus cost of production. Formally, let [image: $$x_i$$] be the quantity bought by buyer i and [image: $$y_j$$] the quantity sold by seller j. The optimal gains from trade are captured by the (linear) optimization problem: [image: $$\displaystyle \begin{aligned} \begin{array}{rcl} \max_{0 \leq x_i \leq \mu_i, 0 \leq y_j \leq \lambda_j} &amp; \displaystyle \sum_{i=1}^n b_i x_i - \sum_{j=1}^m c_j y_j &amp;\displaystyle  \\ \mbox{s.t.} &amp; \displaystyle \sum_{i=1}^n x_i = \sum_{j=1}^m y_j. &amp;\displaystyle {} \end{array} \end{aligned} $$]

 (4.8)


 The optimization is straightforward to solve: The highest bid is matched with the lowest ask, and the two agents trade as much as possible between each other. The process repeats until the highest bid falls below the lowest ask. The purpose of the linear programming formulation is to consider its dual, which corresponds to a pricing problem: [image: $$\displaystyle \begin{aligned} {} \min_p \:\: \sum_{i=1}^n \mu_i(b_i - p)_+ + \sum_{j=1}^m \lambda_j(p - c_j)_+, \end{aligned} $$]

 (4.9)


 where [image: $$(\cdot )_+$$] denotes [image: $$\max \{\cdot , 0\}$$]. The optimal dual solution corresponds to a price that balances demand and supply, which is the central concept in this section.
Definition 4.2
A price [image: $$p^*$$] is a clearing price if, for any optimal solution [image: $$(\boldsymbol {x}^*,\boldsymbol {y}^*)$$] to the allocation problem, we have [image: $$\displaystyle \begin{aligned} \begin{array}{rcl} x_i^* &amp; \in &amp;\displaystyle \operatorname*{\mbox{arg max}}_{x_i \in [0, \mu_i]} \: x_i(b_i - p), \\ y_j^* &amp; \in &amp;\displaystyle \operatorname*{\mbox{arg max}}_{y_j \in [0, \lambda_j]} \: y_j(p - c_j), \end{array} \end{aligned} $$]



 for each buyer i and seller j.

In words, a clearing price balances supply and demand by ensuring that, at an optimal allocation, each buyer buys a quantity that maximizes its utility (value minus price), and similarly each seller sells a quantity that maximizes its profit (price minus cost). In the current simple setup with a single item, buyer i will buy [image: $$\mu _i$$] units if [image: $$b_i &gt; p$$] and zero units if [image: $$b_i &lt; p$$] and is indifferent to the number of units bought at [image: $$p = b_i$$], similarly for each seller j. However, the concept of clearing prices—where each agent maximizes its utility at the optimal allocation—generalizes to much more complex allocation problems with multiple differentiated items and nonlinear valuations over bundles of items [7].
The fact that a clearing price exists and can be obtained by solving (4.9) follows from standard LP duality. The complementary slackness conditions relating optimal primal solution [image: $$(\boldsymbol {x}^*,\boldsymbol {y}^*)$$] to optimal dual solution [image: $$p^*$$] amount to the conditions of Definition 4.2. The optimal solution [image: $$p^*$$] to the dual corresponds to a Lagrange multiplier for constraint (4.8) which equates demand and supply.

4.2.2.2 Learning Formulation
To cast market clearing in a learning context, we consider a generic feature space [image: $$\mathcal {Z}$$] with the label space [image: $$\mathcal {T} = \mathbb {R}_+^n \times \mathbb {R}_+^m$$] consisting of bid and ask vectors [image: $$(\mathbf {b}, \mathbf {c})$$]. For the sake of simplicity, we develop our framework assuming that the number of buyers and sellers remains fixed (at n and m) and that the item quantity that each agent demands or supplies ([image: $$\mu _i$$] or [image: $$\lambda _j$$]) is also fixed. This information is straightforward to incorporate into the label space if needed, and our results can be adapted accordingly. The objective is to fit a price predictor (also called a pricing policy) [image: $$p : \mathcal {Z} \rightarrow \mathbb {R}$$] to a training set of data [image: $$\{(z_k, {\mathbf {b}}_k, {\mathbf {c}}_k)\}$$] drawn from [image: $$\mathcal {Z} \times \mathcal {T}$$], to achieve good prediction performance on separate test data drawn from the same distribution.
As a concrete example, the training data could consist of bids and asks for a stock on a financial exchange, and the features might be recent economic data on the company, time of day or week, etc. The clearing problem here is equivalent to predicting a price within each data point’s bid-ask spread given the features. As another example, the data could consist of bids for ad impressions on a display ad exchange, and the features might be contextual information about the website (e.g., topic) and user (e.g., whether the user is on mobile or desktop). The clearing problem there reduces to predicting a price between the highest and second-highest bids.
Based on our developments so far, the correct loss function to fit clearing prices is given by (4.9), which we call the clearing loss: [image: $$\displaystyle \begin{aligned} {} \ell^c(p, z, \mathbf{b}, \mathbf{c}) = \sum_{i=1}^n \mu_i(b_i - p(z))_+ + \sum_{j=1}^m \lambda_j(p(z) - c_j)_+. \end{aligned}$$]



 Figure 4.2 illustrates the shape of the clearing loss (in green) under an instance with buyers [image: $$(\$1, 1),\, (\$4, 1),\, (\$5, 2)$$] and sellers [image: $$(\$2, 1),\, (\$3, 1)$$]. Here any price between [image: $$\$4$$] and [image: $$\$5$$] is a clearing price. If we add an extra buyer [image: $$(\$6, 1)$$], the loss curve tilts to the right (in blue) and the unique clearing price becomes [image: $$\$5$$]; since there is more demand, the clearing price increases. If we instead add an extra seller [image: $$(\$2, 2)$$], the curve tilts to the left (in pink) and the clearing price decreases. This example hints at a way to control the aggressiveness of the price function p fit to the data, by artificially adjusting demand or supply.[image: ]
Fig. 4.2Effect on the shape of the clearing loss when adding a buyer or a seller


Over a training set of data [image: $$\{(z_k, {\mathbf {b}}_k, {\mathbf {c}}_k)\}$$], model fitting consists of computing a pricing policy p that minimizes the overall loss [image: $$\sum _k \ell ^c(p, z_k, {\mathbf {b}}_k, {\mathbf {c}}_k)$$]. Under a limited number of contexts [image: $$z_k$$], it may be possible to directly compute optimal clearing prices, or even revenue-maximizing reserve prices, based on the bid distributions in each context [13, 32]. But this kind of nonparametric approach quickly runs into difficulties when there is a large number of contexts or even continuous features, where issues of data sparsity and discretization arise. Our formulation allows one to impose some structure on the pricing policy (e.g., a linear model or neural net) whenever this aids with generalization.
From a learning perspective, clearing loss has several attractive properties. It is a piecewise linear convex function, where the kink locations are determined by the bids and asks. The magnitude of its derivatives depends only on the buyer and seller quantities, which makes it robust to any outliers in the bids or asks. By its derivation via LP duality, its optimal value equals the optimal gains from trade, which are easy to compute. This gives a reference point to quantify how well a price function fits any given dataset.

4.2.2.3 Reserve Pricing
As a practical application of the clearing loss, we consider the problem of reserve pricing in a single-item, second-price auction. In this setting, every buyer demands a single unit ([image: $$\mu _i = 1$$]), and there is a single seller ([image: $$m = 1$$]) with cost c. The seller also has unit supply, but we still parameterize its quantity by [image: $$\lambda $$] to allow some control on the shape of the loss.
We write [image: $$b^{(1)}$$] and [image: $$b^{(2)}$$] to denote the highest and second-highest bids, respectively. In a single-item second-price auction, the item is allocated to the highest bidder as long as [image: $$b^{(1)} \geq c$$] and is charged [image: $$\bar {c} \equiv \max \{b^{(2)}, c\}$$]. Second-price auctions are extremely common and until now have been the dominant format for selling display ads online through ad exchanges, among countless other applications. It is common for the seller to set a reserve price, a minimum price that the winning bidder is charged. The cost c is itself a reserve price, but the seller may choose to increase this to some price p in an attempt to extract more revenue, at the risk of leaving the item unsold if it turns out that [image: $$b^{(1)} &lt; p$$]. Revenue as a function of p can be negated to define a loss, which we denote [image: $$\ell ^r$$]: [image: $$\displaystyle \begin{aligned} -\ell^r(p, z, \mathbf{b}, c) = \begin{cases} \max\{p(z), \bar{c}\} &amp; \text{if}~\max\{p(z), c\} \leq b^{(1)} \\ c &amp; \text{otherwise.} \\ \end{cases} \end{aligned}$$]



 However, this loss is notoriously difficult to optimize directly, because it is non-convex and even discontinuous, and its gradient is 0 except over a possibly narrow range between the highest and second-highest bids. Clearing loss represents a promising alternative for reserve pricing because any price between [image: $$\bar {c}$$] and [image: $$b^{(1)}$$] is a clearing price, so a correct clearing price prediction should intuitively improve over the baseline of c. The clearing loss in the auction setting takes the form: [image: $$\displaystyle \begin{aligned} {} \ell^c(p, z, \mathbf{b}, c) = \sum_{i=1}^n (b_i - p(z))_+ + \lambda(p(z) - c)_+. \end{aligned} $$]

 (4.10)



In practical applications of reserve pricing, it is often desirable to achieve some degree of control over the match rate—the fraction of auctions where the item is sold—and the closely related metric of social welfare—the aggregate value of the items sold, where value is captured by the winning bid [image: $$b^{(1)}$$]. Formally, these concepts are defined as follows, where the notation [image: $$\llbracket \cdot \rrbracket $$] is 1 if its predicate is true and 0 otherwise.
Definition 4.3
On a single data point, the match rate at price p is [image: $${\mathsf {MR}}(p) = \llbracket b^{(1)} \geq \max \{p,c\} \rrbracket $$], and the social welfare is [image: $${\mathsf {SW}}(p) = b^{(1)}\llbracket b^{(1)} \geq \max \{p,c\} \rrbracket $$].

As with the revenue objective, match rate and social welfare are discontinuous, and their gradients are almost everywhere 0, so they are not directly suitable for model fitting via convex optimization (i.e., one has to look to surrogates).
Note that the clearing loss (4.10) effectively contains a term that approximately regularizes according to match rate. The seller’s term [image: $$(p - c)_+$$] can be viewed as a hinge-type surrogate for match rate, since any setting of p above c risks impacting match rate. Increasing [image: $$\lambda $$] improves match rate, in line with the earlier economic intuition that increasing seller supply [image: $$\lambda $$] shifts the clearing price downward. Symmetrically, [image: $$\lambda $$] can be decreased within the range [image: $$[0,1]$$] (the loss remains convex in this range), which is equivalent to increasing each buyer’s demand to [image: $$\mu = 1/\lambda $$]. According to the economic intuition, this shifts the clearing price upward at the expense of match rate. The fact that the relevant range and units of the regularization weight [image: $$\lambda $$] are understood is very convenient in practice. In the next section, we derive a quantitative link between [image: $$\lambda $$] and match rate.


4.2.3 Theoretical Guarantees
In this section we prove approximation guarantees on the match rate and efficiency performance of models fit using the clearing loss. The results will provide guidelines for setting the regularization parameters for fine-grained control of the match rate.
We begin by characterizing the optimal pricing policy under clearing loss when there is no restriction on the policy structure, assuming that bids and costs are drawn independently (but not necessarily identically).
Theorem 4.5
If conditioned on each feature vector z the bid and cost distributions are given by [image: $$b_i \sim F_i^z$$] and [image: $$c_j \sim G_j^z$$], then the pricing policy that optimizes clearing loss is the solution to [image: $$\displaystyle \begin{aligned} \sum_i \mu_i (1-F_i^z(p(z))) = \sum_j \lambda_j G_j^z(p(z)),\end{aligned}$$]




which is the policy that balances expected supply and demand.

Proof
We can write the expectation of the market clearing loss function as follows: [image: $$\displaystyle \begin{aligned} \mathbb{E}[\ell^c(p)] =\sum_{i=1}^n \mu_i \int_{p}^{\infty} (b_i-p) \,\mathrm{d}F_i^z(b_i) + \sum_{j=1}^m \lambda_j \int_0^p (p-c_j) \,\mathrm{d}G_j^z(c_j). \end{aligned} $$]



 Taking the derivative with respect to p and setting it to zero lead to [image: $$\displaystyle \begin{gathered} 0 = \frac{\mathrm{d}}{\mathrm{d}p} \mathbb{E}[\ell^c(p)] = - \sum_{i=1}^n \mu_i (1-F_i^z(p)) + \sum_{j=1}^m \lambda_j G_j^z(p), \end{gathered} $$]



 which immediately leads to the equation in the theorem. □

We now consider the single-item auction setting where [image: $$m = 1$$] and [image: $$\mu _i = 1$$] for all buyers. For simplicity, also assume that [image: $$c=0$$], which implies [image: $$G_j(p) = 1$$] for all p. In that case we can bound the match rate by a simple formula.
Theorem 4.6
In the setup with a single seller with [image: $$\lambda $$] supply and cost [image: $$c = 0$$] and independent buyer distributions, the expected match rate under the optimal clearing price policy is at least [image: $$1-e^{-\lambda }$$].

Proof
A transaction clears if there is at least one buyer with valuation above the price p which happens with probability [image: $$1-\prod _{i=1}^n F_i^z(p)$$]. Since the optimal policy p is the solution to [image: $$\sum _{i=1}^n (1-F_i^z(p)) = \lambda $$] by the previous proposition, we have [image: $$\displaystyle \begin{aligned} \begin{aligned} \mathbb{E}[{\mathsf{MR}}] = 1-\prod_{i=1}^n F_i^z(p) \geq 1-\left[ \frac{1}{n} \sum_{i=1}^n F_i^z(p) \right]^n = 1-\left[ 1 - \frac{\lambda}{n} \right]^n \geq 1-e^{-\lambda}, \end{aligned}\end{aligned}$$]



 where the first inequality follows from the arithmetic-geometric mean inequality. □

The preceding proposition provides a useful guideline on how to set the regularization parameter [image: $$\lambda $$] to achieve a certain target match rate. We can also obtain a similar bound for social welfare:
Corollary 4.2
In the setting of the previous proposition, the social welfare [image: $$\mathbb {E}[{\mathsf {SW}}] = \mathbb {E}[b^{(1)} \cdot \llbracket b^{(1)} \geq p \rrbracket ]$$] obtained by the optimal clearing price policy is at least [image: $$1-e^{-\lambda }$$] of the optimal social welfare, obtained by setting no reserves.

Proof
This follows from the fact that [image: $$\mathbb {E}[b^{(1)} \cdot \llbracket b^{(1)} \geq p \rrbracket ] \geq \mathbb {E}[b^{(1)}] \cdot \mathbb {P}[b^{(1)} \geq p] \geq (1-e^{-\lambda }) \cdot \mathbb {E}[b^{(1)}]$$]. □

Another interesting corollary is that when buyers are i.i.d., fitting a clearing price is equivalent to fitting a certain quantile of the common bid distribution.
Corollary 4.3
In the setup of the previous proposition with i.i.d. buyers, the optimal clearing price policy is to set the price at [image: $$p(z) = F^{-1}(1-\lambda /n)$$] where [image: $$F = F_i^z$$].

This result makes explicit how varying [image: $$\lambda $$] in the clearing loss tunes the aggressiveness of the resulting price function, by moving up or down the quantiles of the bid distribution. In particular, it is possible to span all quantiles using [image: $$\lambda \in [0,+\infty ]$$]. Fitting clearing prices is not exactly equivalent to quantile regression, since the relevant quantile depends on the number of buyers, which is a property of the data and not fixed in advance.

4.2.4 Empirical Evaluation
In this section we evaluate our approach of using predicted clearing prices as a reserve pricing policy in second-price auctions. We collected a dataset of auction records by sampling a fraction of the logs from Google’s ad exchange over 2 consecutive days in January 2019. Our sample contains over 100M records for each day. In display advertising, online publishers (e.g., websites like nytimes.com) can choose to request an ad from an exchange when a user visits a page on their site. The exchange runs a second-price auction (the most common auction format) among eligible advertisers, possibly with a reserve price.
We clip bid vectors to the top five bids. As for the publisher cost c, we use a reserve price available in the data which is meant to capture the opportunity cost4 of not showing ads from other sources besides the exchange, in line with our model.5 Reserve prices are only relevant conditional on the top bid exceeding the publisher cost, so the auction records were filtered to satisfy this condition. When reporting our results, this means that the baseline match rate without any reserve pricing is 100%, so we will refer to it as the relative match rate in our plots and analyses to emphasize this fact.
All the models we evaluate6 are linear models of the price p as a function of features z of the auction records. The only difference between the models is the loss function used to fit each one, to focus on the impact of the choice of the loss function. The features we used included publisher id, device type (mobile, desktop, tablet), OS type (e.g., Android or iOS), country, and format (video or display). For sparse features like publisher id, we used a one-hot encoding for the most common ids and an “other” bucket for ids in the tail. The models were all fit using TensorFlow with the default Adam optimizer and minibatches of size 512 distributed over 20 machines. An iteration corresponds to one minibatch update in each machine, therefore [image: $$20 \times 512$$] data points. The models were all trained over at least 400K iterations, although for some models convergence occurred much earlier.
Besides the clearing loss, we considered several other losses as benchmarks: 	Least-squares regression on the highest bid [image: $$b^{(1)}$$]

	Least-squares regression on the second-highest bid [image: $$b^{(2)}$$].

	A revenue surrogate loss function proposed by Medina and Mohri [27] as a continuous alternative to the pure revenue loss [image: $$\ell ^r$$] mentioned previously: [image: $$\displaystyle \begin{aligned} -\ell^\gamma(p, z, \mathbf{b},c) = \begin{cases} \max\{p(z),\bar{c}\} &amp; \text{if}~ p(x) \leq b_1 \\ c &amp; \text{if}~ p(x) &gt; (1+\gamma)b_1 \\ ((1+\gamma)b_1 - p(x))/\gamma &amp; \text{otherwise}\ \end{cases} \end{aligned}$$]



 The loss has a free parameter [image: $$\gamma &gt; 0$$] which can be tuned to control the approximation to [image: $$\ell ^r$$]. Although this loss is continuous, it is still non-convex. In our experiments we tried a range of [image: $$\gamma \in \{0.25, 0.5, 0.75, 1\}$$]. Below we report on the setting [image: $$\gamma = 0.75$$] which gave the best revenue performance.




For each loss function we added the match rate regularization [image: $$\lambda (p - c)_+$$] and varied [image: $$\lambda $$] to span a range of realized match rates. Recall that this is already implicit in the clearing loss, where [image: $$\lambda $$] can be construed as the item quantity supplied by the seller. We used nonnegative [image: $$\lambda $$] to ensure that convexity is preserved if the original loss is itself convex.
We used the first day of data as the training set and the second day as the test set. The performance was very similar on both for all fitted models, which is expected due to the volume of data and the generalization properties of this learning problem [31]. We report results over the test set below.
4.2.4.1 Revenue Performance
We first consider the revenue performance of the different losses as it trades off against match rate and buyer welfare. Figure 4.3 plots the ratio of realized revenue with learned reserves against the realized match rate (left). Both axes are normalized by the revenue and match rate of the second-price auction using only the seller’s cost as reserves. Each point represents a pair of revenue and match rate or welfare achieved at a certain setting [image: $$\lambda $$]. The most immediate observation is that the curve traced out by the clearing loss Pareto dominates the performance of the benchmark loss functions, in the sense that for any fixed match rate, the clearing loss’ revenue performance lies higher than the others. The best revenue performance is a [image: $$20\%$$] improvement achieved by the clearing loss at [image: $$\lambda = 0.25$$] with a match rate of [image: $$30\%$$].[image: ]
Fig. 4.3Trade-off between revenue improvement and decrease in match rate (left) or buyer welfare (right). Each point represents the performance of the fitted model under a loss function for a fixed regularization level


We also plot in the figure the revenue against welfare (right). We again normalize each axis by the revenue and welfare of the auction that uses only the seller’s costs (which achieves the optimal social welfare). For the sake of clarity, the range of the x-axis has been clipped. The Pareto dominance here is even more pronounced, and it is also striking to note that clearing loss can achieve revenue improvements of over [image: $$10\%$$] with less than [image: $$2\%$$] impact on buyer welfare.
Another interesting aspect of Fig. 4.3 is the range of match rates spanned by the different losses. Recall that, under the assumptions and results of Proposition 4.6, varying [image: $$\lambda $$] from 0 to large values should allow the clearing loss to span the full range of match rates in [image: $$(0,1)$$], and this is borne out by the plot. For the regressions on [image: $$b^{(1)}$$] and [image: $$b^{(2)}$$], there is a hard floor on the match rate that they can achieve with [image: $$\lambda = 0$$], respectively, at 0.38 and 0.67. Another kind of regularization term would be needed to push these further downward and reach more aggressive prices. The match rate for the surrogate loss was particularly sensitive to regularization. Over a range of [image: $$\lambda $$] spanning from 0 to 1, only [image: $$\lambda =0$$] and [image: $$\lambda = 0.1$$] yielded match rates below 1, at 0.47 and 0.92, respectively.

4.2.4.2 Controlling the Match Rate
In practice setting the right regularization weight [image: $$\lambda $$] to achieve a target match rate is usually the process of trial and error, even to determine the relevant range to inspect, and this was the case for all the benchmark losses. For the clearing loss, however, Proposition 4.6 gives a link between match rate and [image: $$\lambda $$] which can serve as a guide. Specifically, the result prescribes [image: $$\lambda = \log (\frac {1}{1-{\mathsf {MR}}})$$] to achieve a match rate of [image: $${\mathsf {MR}}$$].
Figure 4.4 plots the target match rate implied by the settings of [image: $$\lambda $$] that we used, according to this formula, against realized match rates. The vertical line shows the reference point of [image: $$\lambda = 1$$], which is the “default” form of the clearing loss without artificially increasing or limiting supply, with an associated match rate [image: $$1-1/e \approx 0.63$$]. The realized match rate tracks the target fairly well but not perfectly. A possible reason for the discrepancy is that the assumption of i.i.d. bidders that the formula relies on may not hold in practice. Another possible reason is that the linear model may not be expressive enough to fit the optimal price level within each feature context z. Interestingly, the target match rate from Proposition 4.6 tracks not only the overall match rate but also the segment-specific match rate. In Fig. 4.4, we break down the match rates by device type and find that they are very consistent across devices.[image: ]
Fig. 4.4Realized match rate against target match rate under the model fit with the clearing loss, broken down by device type. The vertical line denotes the parameter setting [image: $$\lambda = 1$$] with a target match rate of [image: $$1 - 1/e \approx 0.63$$]



4.2.4.3 Convergence Rate
We next consider the convergence rates of model fitting under the various loss functions, plotted in Fig. 4.5. Convergence rates for the clearing loss and the regression losses are very comparable. The main difference between the curves has to do with initialization. Initial prices tended to be high under our random initialization scheme, which is more favorable to regression on the highest bid. All models have converged by 100K iterations. Since square loss is ideal from an optimization perspective, these results imply that models with clearing loss can be fit very quickly and conveniently in practice, in a matter of hours over large display ad datasets. In Fig. 4.6 we compare the convergence of the clearing loss with the surrogate loss. Convergence is much slower under surrogate loss. This was expected, as the loss is non-convex and it has ranges with zero gradient where the Adam optimizer (or any of the other standard TensorFlow optimizers) cannot make progress; it was nonetheless an important benchmark to evaluate since it closely mimics the true revenue objective. Medina and Mohri [27] discuss alternatives for optimizing the surrogate loss and propose a special purpose algorithm based on DC programming (difference of convex functions programming), but they only scale it to thousands of training instances. The fact that the surrogate loss has not quite converged after 400K iterations is a contributing factor to its revenue performance in Fig. 4.3.[image: ]
Fig. 4.5Convergence rate of the model under different loss function, in minibatch iterations. We plot the value of each loss across iterations normalized by its value upon convergence

[image: ]
Fig. 4.6Convergence rate of the model under clearing and surrogate function, in minibatch iterations. Both loss functions are smoothed using a [image: $$0.9$$] moving average



4.2.4.4 Effectiveness of Linear Regression
While the key takeaway of our empirical evaluation is the fact that the clearing loss dominates other methods in terms of revenue versus match rate trade-offs, another surprising consequence of this study is the effectiveness of using a simple regression on the top bid. The natural intuition would be that any least-squares regression should perform poorly since it has the same penalty for underpricing (which is a small loss in revenue) and overpricing (which can cause the transaction to fail and hence incur in a large revenue loss). Indeed it is the case that an unregularized regression (the leftmost green point in Fig. 4.3) incurs a large match rate loss, but it also achieves significant revenue improvement (albeit with an almost 5% loss in social welfare compared to the clearing loss). Looking into the data, we found that an explanation for this fact is that the bid distributions tend to be highly skewed, which causes standard regression to underpredict for high bids and overpredict for low bids. In fact, under zero regularization, the linear regression on the top bid underpredicts 17.7% of instances for bids below the median and 99.1% for bids above the median. This type of behavior explains why the standard regression can be effective in practice despite the fact that square loss does not encode any difference between underpredicting and overpredicting.
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Footnotes
1This section was originally published as [41]: Weiran Shen and Pingzhong Tang. “Practical versus Optimal Mechanisms.” In Proceedings of the 16th International Conference on Autonomous Agents and MultiAgent Systems, pp. 78–86. 2017.

 

2Note that the lognormal distribution does not satisfy the regularity condition. Nevertheless, the simulation is complementary to our theoretical results, showing that our mechanism works under this setting as well.

 

3This section was originally published as [40]: Weiran Shen, Sébastien Lahaie, and Renato Paes Leme. “Learning to Clear the Market.” In Proceedings of the 36th International Conference on Machine Learning, pp. 97:5710–5718. 2019.

 

4A common alternative source of display ads besides exchanges is reservation contracts, which are advertiser-publisher agreements to show a fixed volume of ads for a time period. If the contract is not fulfilled, this comes at a penalty to the publisher.

 

5We also excluded additional sources of reserve prices from the dataset: (a) reserve prices configured by publishers reflecting business objectives like avoiding channel conflict (i.e., protecting the value of inventory sold through other means) and (b) automated reserve prices set by the exchange.

 

6We evaluate the models by simulating the effect of the new reserve prices on a test dataset. The simulation does not take into account possible strategic responses on the part of buyers. However, since the auction format is a second price auction, it is a dominant strategy for the buyers to always bid truthfully.
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Abstract
This chapter summarizes the book and discusses possible future research directions.
We propose the AI-driven mechanism design framework to tackle the challenges faced with the standard mechanism design theory. The framework combines tools and techniques from both domains.
We examine several mechanism design problems where standard theoretical approaches fail to give desirable solutions. In multidimensional mechanism design, we make use of the menu interpretation in economics and use neural networks to optimize a menu (see Chap. 2). The framework contains two networks: a mechanism network and a buyer network. The mechanism network produces a mechanism in the format of a menu. And the buyer network simply chooses the best menu item to them. We allow the buyer network to be either hard-coded according to a known utility function or a network learned from buyer action data. Our approach not only can reproduce some known results but also can obtain optimal mechanisms that are unknown before. The menu interpretation guarantees that the resulting mechanism is both IC and IR.
In dynamic mechanism design, we show how the AI-driven mechanism design framework can be applied to both theories and applications (see Chap. 3). In Sect. 3.​1, we aim to design the cost-per-action auction, where the advertiser pays after the user makes a purchase on their website. Furthermore, we need to guarantee that the mechanism is ex post IR. These two properties clear the buyer’s uncertainty. To prevent the buyer from lying about the user’s actual actions on their website, we propose the “credit” mechanism, which is inspired by multiarmed bandit algorithms. Our mechanism gives a simple economic interpretation that can be easily implemented and guarantees IC with high probability. In Sect. 3.​2, we aim to design a dynamic pricing policy for Baidu. We first propose an RNN-based buyer behavior model and fit the model with Baidu’s enormous amount of data. Consequently, we represent the dynamic pricing problem through a Markov decision process framework, which we address by employing reinforcement learning algorithms. Baidu Inc., a major Chinese search engine, has already implemented and deployed our framework with the aim of enhancing income [1].
In multi-objective mechanism design, we use AI approaches to design mechanisms that optimize multiple objectives simultaneously (see Chap. 4). In Sect. 4.​1, we study a parameterized mechanism that can trade off between revenue and social welfare. The trade-off is easy to tune in the sense that both revenue and social welfare are monotone with respect to the mechanism parameter. Meanwhile, we show that such a mechanism always guarantees at least half the revenue of the optimal mechanism, regardless of the parameter. In Sect. 4.​2, we use machine learning methods to learn a reasonable price for online ad auctions. We derive a new loss function from the concept of market clearing. Due to the convexity of the loss function, our method can easily converge to the global optimal point. Also, our experiments show that our method Pareto-dominates the previous ones.
Although we have shown the effectiveness of our framework, there is still much to explore. For example, in Chap. 2, we apply the framework to the multi-item, single-buyer setting. How can we extend to the multiple buyer case, where the buyers cannot be represented by a single network? In this case, the menu provided to each buyer becomes a function of the value profile of other buyers. And the generated mechanism may cause feasibility problems if multiple buyers want the same item.
In Sect. 3.​2, we simulate different pricing policies until convergence. It would be interesting to investigate whether the platform reached an equilibrium defined by the buyers’ multidimensional preferences and whether our framework has the ability of leading the agents to equilibrium in such a complex environment.
In Sect. 4.​2, we show that our approach can trade off between the match rate and revenue. It would be interesting if we can find the loss function that is Pareto-optimal in theory, in the sense that it Pareto-dominates all other possible loss functions. Similarly, can we do the same to trade off between other objectives?
The mechanism design problem can be seen as a unique form of a Stackelberg game [2], suggesting a potential path for future research could involve broadening this framework into the study of Stackelberg games, where the abstract agent model and mechanism model become the leader model and the follower model, and study both theoretical and practical solutions within both one-shot and repeated context.
References
	1.
Baidu Inc. (2018) Baidu Inc., first quarter 2018 financial reports. http://​media.​corporate-ir.​net/​media_​files/​IROL/​18/​188488/​2018/​BIDU%20​--%20​Q1%20​2018%20​Earnings%20​Release-d.​pdf
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